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    Parapet
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Parapet is a zero-configuration Site Reliability Engineering (SRE) library for Elixir/Phoenix teams. 
It provides an immediate, evidence-based understanding of whether your critical user journeys are healthy, right out of the box. Instead of dashboards with arbitrary metrics, Parapet focuses on Service Level Objectives (SLOs) built on top of standard Prometheus metrics, generated via Telemetry.
Parapet's philosophy: A Phoenix SaaS team can install Parapet and immediately know whether their critical user journeys are healthy — with evidence, not just dashboards.
Compatibility
	Component	Supported
	Elixir	1.19+
	OTP	26–28
	Postgres	14+

CI validates on Elixir 1.19 / OTP 27 / PG 14.
Stability & Versioning
Parapet follows Semantic Versioning. Starting at 1.0, the public API — modules, functions, telemetry event names, SLO slice names, and Prometheus metric names documented in hexdocs — will not break without a major-version bump. Pre-1.0 minor releases may include breaking changes recorded in CHANGELOG.md.
Features
	Zero-Conf Instrumentation: Automatically hooks into Phoenix, Ecto, and Oban telemetry.
	Declarative SLOs: Define your Service Level Objectives in Elixir.
	GitOps Ready: Generate Prometheus recording rules and alerts directly from your Elixir code.
	Security by Default: Includes a mix parapet.doctor to ensure metrics endpoints are properly secured.
	Actionable Alerts: Every SLO requires an actionable runbook URL.

Installation
Add parapet to your list of dependencies in mix.exs:
def deps do
  [
    {:parapet, "~> 0.1.0"}
  ]
end
Then install and configure Parapet with the single Day-1 entrypoint:
mix deps.get
mix parapet.install

mix parapet.install composes the core paved road in order:
	Generates the Parapet evidence spine
	Scaffolds the host-owned instrumenter and wires Parapet.Plug.Metrics
	Generates Prometheus recording and alert rules
	Prints a concise summary and points you to mix parapet.doctor

Optional surfaces remain explicit opt-ins:
mix parapet.install --with-ui
mix parapet.install --skip-ui
mix parapet.install --with-mailglass --with-chimeway

The installer can generate host-owned activation code such as Parapet.attach(adapters: [...]) and config :parapet, providers: [...], but it does not add optional dependencies to mix.exs.
If you want the shortest explanation of what Parapet is trying to help an adopter do, read Parapet Adopter Flows.
The Operator Loop: Zero to First Alert
1. Define your SLOs
After installation, Parapet creates an SLO definitions file (usually in your application's lib directory, e.g., lib/my_app/slos.ex). 
You define SLOs using standard PromQL for good_events and total_events.
defmodule MyApp.SLOs do
  require Parapet.SLO

  Parapet.SLO.define(:checkout_success_rate,
    objective: 99.9,
    good_events: ~s{sum(rate(phoenix_endpoint_http_requests_total{route="/checkout", status=~"2.."}[5m]))},
    total_events: ~s{sum(rate(phoenix_endpoint_http_requests_total{route="/checkout"}[5m]))},
    runbook: "https://notion.so/my-org/checkout-runbook"
  )
end
2. Validate your configuration
Run the Parapet Doctor immediately after install. It validates the install surface, SLO posture, and cluster-sensitive risks without pretending static analysis is enough on its own.
mix parapet.doctor

Doctor statuses are:
	info: healthy or informational
	warn: risk or ambiguity
	error: concrete contradiction or unsafe setup
	skip: not applicable or unavailable

Local runs fail only on error. CI can raise the threshold to fail on warn too:
mix parapet.doctor --ci
mix parapet.doctor --threshold warn
mix parapet.doctor --threshold error

For live cluster facts, run:
mix parapet.doctor cluster

3. Generate Prometheus Artifacts
Instead of manually keeping your Prometheus configuration in sync with your codebase, generate the recording rules and alerts directly from your SLO definitions:
mix parapet.gen.prometheus

This generates a .yml file that you can deploy to your Prometheus instance or import into your infrastructure-as-code repository.
4. Generate Grafana Dashboards
Parapet generates a complete set of Grafana dashboards and provisioning files based on your SLOs.
mix parapet.gen.grafana

This writes the dashboard JSON and provisioning YAML to priv/parapet/grafana/. You can configure your Grafana instance to read from these provisioning directories. Once Grafana is started and connected to your Prometheus datasource, your dashboards will appear automatically in the "Parapet" folder, displaying live SLO burn rates, error budgets, and system health metrics without any manual configuration.
5. Operator UI Workbench
Parapet can generate an optional, evidence-first LiveView operator workbench directly inside your host application. This UI is not part of the default install path unless you opt in with mix parapet.install --with-ui, and it remains host-owned.
For instructions on generating the UI and securing its routes, see the Operator UI Guide.
6. Synthetic Probes
Parapet provides active checks to maintain SLO signal quality using Synthetic Probes. You can define a probe by implementing the Parapet.Probe behavior:
defmodule MyApp.Probes.Checkout do
  use Parapet.Probe

  @impl true
  def run do
    # Run active test logic here
    # Return :ok or {:error, reason}
    :ok
  end
end
To schedule probes, Parapet includes two pluggable schedulers:
	NativeScheduler: A standalone memory-based timer ideal for single-node setups. Configure it in your application tree:
{Parapet.Probe.NativeScheduler, probes: [{MyApp.Probes.Checkout, 60_000}]}
	ObanScheduler: A distributed, cron-like scheduler for clustered setups without retries. Requires Oban. Configure it in your Oban cron jobs:
{"* * * * *", Parapet.Probe.ObanScheduler, args: %{probe: to_string(MyApp.Probes.Checkout)}}

7. Deploy Markers
Parapet can automatically track your deployments. Simply add the Parapet.Plug.DeployMarker to your authentication or administration pipeline:
pipeline :admin do
  plug :require_authenticated_admin
  plug Parapet.Plug.DeployMarker
end
Then, trigger a deploy marker via a webhook or internal API to annotate your Grafana graphs with deployment events.
Advanced Usage
Optional Async And Delivery Integrations
Parapet's async and delivery contract is host-owned and explicit. To enable the built-in adapters, opt in through Parapet.attach/1:
Parapet.attach(adapters: [:mailglass, :chimeway, :rindle])
If you also want the built-in SLO providers, register them explicitly in config:
config :parapet,
  providers: [
    Parapet.SLO.MailglassDelivery,
    Parapet.SLO.ChimewayDelivery,
    Parapet.SLO.RindleAsync
  ]
These adapters emit bounded public telemetry families such as [:parapet, :delivery, :provider_feedback] and [:parapet, :async, :backlog]. Exact identifiers are kept in metadata.refs, not top-level labels.
For the full contract, safe metadata rules, and event-family semantics, see docs/telemetry.md.
Learn The Flows
	Parapet Adopter Flows
	Operator UI Guide
	SLO Reference
	Telemetry Contract

For more detailed information, check the Documentation.
License
MIT License. See LICENSE for details.


  

    Parapet Getting Started

Parapet is a reliability operating loop for Phoenix SaaS teams that turns your existing telemetry into SLO-backed burn-rate alerts — with zero raw PromQL.
This guide takes you from a fresh install to your first generated Prometheus alert. If you want the mental model before diving in, read Parapet Adopter Flows first.
Prerequisites
	An existing Phoenix application with mix available
	Prometheus set up to scrape your app (or planned)
	Parapet ~> 0.10 available on hex.pm

Step 1: Add the dependency
Add :parapet to your mix.exs deps:
def deps do
  [
    {:parapet, "~> 0.10"}
  ]
end
Then fetch it:
mix deps.get

Step 2: Run the installer
Run the install task to scaffold the host-owned instrumenter, wire the metrics plug into your endpoint, and generate the deploy hook:
mix parapet.install

This writes the instrumenter module, configures :instrumenter in your app config, adds Parapet.Plug.Metrics to your endpoint, and creates rel/hooks/post_start.sh with a deploy marker. It does not activate any SLO providers — that is the next step.
Step 3: Activate the WebSaaS starter pack
Add the built-in starter pack to your config/config.exs:
config :parapet,
  providers: [Parapet.SLO.StarterPack.WebSaaS]
This one line is the entire SLO activation. You write zero raw PromQL — the WebSaaS pack passes metric names and label matchers to the Generator, which renders all PromQL expressions automatically (recording rules, alert thresholds, and the min_total_rate denominator guard).
The WebSaaS pack ships three slices:
	web_saas_http_availability — HTTP request success ratio (backed by parapet_http_request_count)
	web_saas_login_journey — Login success ratio (backed by parapet_journey_login_count)
	web_saas_oban_job_success — Oban job success ratio (backed by parapet_oban_jobs_total)

Login slice prerequisite: The web_saas_login_journey slice relies on parapet_journey_login_count, which is emitted by the Sigra integration. If you have not wired Sigra (or another emitter that fires [:parapet, :journey, :login]), the login slice has no data. The min_total_rate guard prevents false-positive alerts when data is absent, but no data is not the same as green. See Parapet Sigra Integration to wire the login metric.
Step 4: Generate Prometheus files
Run the Prometheus generator:
mix parapet.gen.prometheus

This reads your active providers and writes three files under priv/parapet/prometheus/:
	recording_rules.yml — pre-computation recording rules for all SLO ratio and rate series
	alerts.yml — multi-burn-rate alert rules; this is your first generated alert
	rules.yml — compatibility aggregate combining both recording rules and alerts

Load recording_rules.yml and alerts.yml into your Prometheus setup. The rules.yml file is a compatibility aggregate for setups that prefer a single rules file.
Step 5: Validate your setup
Run the doctor task to check for obvious contradictions before deploying:
mix parapet.doctor

The doctor runs static checks: endpoint plug presence, /metrics router exposure, escalation worker uniqueness, and SLO runbook coverage. By default it exits 1 only when a finding is :error.
For CI pipelines, use the stricter gate:
mix parapet.doctor --ci

With --ci, the doctor exits 1 for any :warn or :error finding — a stricter threshold that catches configuration risks before they reach production. Local runs use the :error threshold so minor warnings do not block iterative development.
Next steps
	Parapet Adopter Flows — understand the reliability operating loop and when each surface matters
	SLO Authoring Guide — learn to author custom SLO slices for your specific journeys
	Parapet Sigra Integration — wire the login journey slice with real authentication event data
	Runnable Demo App — explore a live, seeded Parapet setup end-to-end: incidents, timeline entries, runbook steps, and the Operator UI populated and ready to browse



  

    Changelog

All notable changes to this project will be documented in this file.
The format is based on Keep a Changelog,
and this project adheres to Semantic Versioning.
Planning milestones vs Hex releases
This changelog tracks published Hex releases using Semantic Versioning headings like ## 0.10.0.
Separately, maintainers track development tranches as planning milestones in .planning/MILESTONES.md.
For v0.1–v0.9 milestone history, see docs/HISTORY.md.
1.0.0 (2026-05-26)
Bug Fixes
	hex: stop packaging missing code of conduct file (a6ab21e)

0.10.0 (2026-05-26)
Features
	01-01: define AlertProcessor skeleton interface (b7e3fa5)
	01-01: extract trace_id in metrics plug (a29f5d6)
	01-01: extract trace_id in Oban metrics (48ac7bb)
	01-01: implement Incident schema (040849f)
	01-01: implement Scoria Telemetry Adapter (0d54e6a)
	01-01: implement TimelineEntry schema (f4bd219)
	01-01: implement ToolAudit schema (9edfd91)
	01-01: implement webhook plug (a497ffd)
	01-02: create mix parapet.gen.scoria generator task and templates (256d1cb)
	01-02: implement custom prometheus formatter with exemplars (918d268)
	01-02: implement Evidence context boundary (685ea9a)
	01-02: implement ExemplarStore to hold recent trace IDs (0f4f32d)
	01-02: implement telemetry handlers for capturing trace IDs (b55c855)
	01-02: implement webhook processor with firing alert correlation (4401fb3)
	01-02: wire scoria generator into parapet installer (d5129b3)
	01-03: add trace_id to incident schema and migration (a2330a9)
	01-03: implement incident auto-resolution via webhook (4401fb3)
	01-03: implement spine generator (6e15a02)
	01-03: render dynamic trace links in operator ui (6a603e2)
	02-01: add archive indexes upgrade generator (2c6cbcc)
	02-01: add archive-friendly spine indexes (acda0ef)
	02-01: create SystemEvent schema and migrations (3d1f5ae)
	02-01: define the workbench derivation contract and transaction seam (05a80ea)
	02-01: implement built-in GC Pruner (ae333ef)
	02-01: implement Parapet.Runbook DSL and Incident schema mapping (4294f88)
	02-01: implement Provider behaviour and Resolvable protocol (aabe465)
	02-01: implement queue/detail queries and first-class audited commands (22177f6)
	02-01: implement Rulestead integration telemetry adapter (3b2c932)
	02-01: lock the audited operator command contract (fabd034)
	02-01: make generator task rely on updated SLO registry (3fd42de)
	02-01: update SLO registry aggregation to merge legacy and providers (a1f8e45)
	02-02: add Rulestead Metric Definitions (a0ccfa8)
	02-02: correlate SystemEvents to new Incidents (8b1dcc3)
	02-02: implement and test parapet.gen.ui generator (305296b)
	02-02: implement evidence archiver (a63201f)
	02-02: implement interactive runbooks in Operator UI (e8fa1e5)
	02-02: implement Scoria metrics pipeline (1ad9f68)
	02-02: implement ScoriaEval SLO Struct (940534b)
	02-02: wire Scoria metrics in integration setup (a198be5)
	02-03: correlate rulestead flag changes in operator UI (e75f718)
	02-03: implement archive oban worker (eeb047e)
	02-03: implement one-click mitigation dispatch via Operator UI (03892d5)
	02-03: implement parapet archive mix task (8e68459)
	02-04: finalize UI templates and test alignment with operator API (83dc210)
	03-01: add bounded incident queue paging (315fa87)
	03-01: align incident index generators with queue paging (2b1009f)
	03-01: implement Oban Worker and Timeline Audit for notifications (7a38015)
	03-01: implement Threadline audit telemetry handler (8167e9d)
	03-01: integrate broadcast into alert processor (f79b662)
	03-01: project bounded queue row payloads (f41fb44)
	03-02: add calm queue affordances to generated ui (a8247a5)
	03-02: implement Slack notifier (9b218af)
	03-02: stream bounded queue pages in generated liveview (e2dd31f)
	03-02: update Evidence API to support audit_mode conditional and telemetry dispatch (2550ffc)
	03-03: add operator ui performance proof lane (9d95ddb)
	03-03: implement MS Teams notifier adapter (d8e7b9d)
	03-03: implement Parapet.Deploy.mark/1 (fe21956)
	03-03: instrument bounded queue page telemetry (b17b306)
	03-03: update install generator for deploy hook (08041ed)
	03-04: implement parapet doctor mix task (49419ee)
	03-notifications-01: add req dependency and Notifier behaviour (01b2976)
	04-01: add audited escalation operator commands (2edd1c4)
	04-01: honor durable escalation suppression in worker (7744b34)
	04-01: implement ActionItem Evidence API (6865123)
	04-01: implement ActionItem schema (9e8314f)
	04-01: update generator with ActionItem table (b7c0b1c)
	04-02: derive escalation workbench summary (a1f464f)
	04-02: expose escalation-aware incident detail payload (421a6ea)
	04-02: implement handling for scoria workflow staleness and expiration telemetry (8f632dc)
	04-02: implement status checks and resumed telemetry handling (2dd8a75)
	04-03: integrate ActionItems into LiveView (f879b8b)
	04-03: render escalation-aware operator components (a334115)
	04-03: wire bounded escalation controls in generated liveview (c8355c3)
	06-01: enrich incidents with durable triage evidence (b19767c)
	06-02: derive operator triage from durable evidence (d3c8438)
	06-03: narrow exact follow-up seam for triage work (6d9b3e4)
	07-01: add fixed-catalog runbook generator (5bd491d)
	07-01: enrich runbook DSL with Phase 7 capability fields (d173e02)
	07-02: add preview and confirm operator recovery APIs with stale-preview rejection (ee89932)
	07-02: evolve capability registry into named Phase 7 recovery contract (7040624)
	07-03: derive preview-ready recovery state and bounded runbook attachment (4f236c5)
	07-03: update generated operator UI and docs for preview-first recovery (680b02b)
	1-1: implement escalation policy behaviour contract (6c22a1f)
	1-1: implement Parapet.Metrics.Probe telemetry handler (e4c8f71)
	1-1: implement Parapet.Probe behavior and macro (f8e35fa)
	1-2: implement escalation worker (acd2f0e)
	1-2: implement Parapet.Probe.NativeScheduler (4cc0290)
	1-2: implement Parapet.Probe.ObanScheduler and complete plan 1-2 (9725aa9)
	1-3: configure probe setup and documentation (fbc5a10)
	1-3: integrate incident lifecycle with escalation engine (4c3f11a)
	15-02: populate mix.exs metadata, docs extras block, bump version to 0.10.0 (70157d5)
	16-01: implement Parapet.SLO.StarterPack.WebSaaS (GREEN) (c07dfdf)
	16-02: implement Parapet.SLO.StarterPack.DeliverySaaS (GREEN) (52b4784)
	17-01: add warning: key to step/2 macro and document step/2 (f543c6e)
	17-01: render step-level warning block in runbook_card (e787a42)
	17-01: thread warning: through WorkbenchContract projection (8da3667)
	17-02: deepen dead_letter and stalled_executor templates (4936ff8)
	17-02: deepen provider_outage and callback_delay templates (ec9f8f5)
	17-03: author partial_backlog_drain template and wire all three into generator (af2d3f9)
	17-03: author retry_storm and suppression_drift guidance-only templates (7339774)
	18-01: define Parapet.Integration behaviour and declare on all eight adapters (734d820)
	18-01: fix Parapet.attach/1 @doc and add Rulestead uniform-line test (1ef08d4)
	18-03: author slo-authoring-guide.md (SLO-03, SLO-04) (9e73841)
	18-05: register seven new docs in mix.exs extras list (D-01) (b5364cf)
	19-01: add stability-freeze header to docs/telemetry.md (6b1350c)
	19-01: create docs/stability.md policy and register in extras (10e0a09)
	19-01: harden verify.public_api gate with tier detection and delete shadow alias (85a0843)
	19-04: Experimental callouts — MCP, Automation, Probe, Evidence, Capabilities (4550aef)
	19-04: Experimental callouts — Metrics and Integrations (b1e923a)
	19-04: Experimental callouts — Notifier, Plug, Operator, Spine, SLO; gate exit 0 (381a049)
	2-01: create Parapet.Metrics.Sigra module (fd738c3)
	2-01: support runbook auto_execute and inject actor identity (cc8615b)
	2-01: update Parapet.Integrations.Sigra to emit telemetry metrics (4818e97)
	2-02: create Parapet.Metrics.Accrue module (3ccd653)
	2-02: update Parapet.Integrations.Accrue for checkout and webhooks (282c4f1)
	2-03: add critical journeys component to Operator UI (0d8481b)
	2-03: add operator UI auth-mount checks to doctor (1a467d7)
	20-01: create CONTRIBUTING.md (GOV-01) (a0da219)
	20-01: create SECURITY.md (GOV-02) (df22664)
	20-02: add semver commitment + version matrix to README (GOV-04) (2155ae1)
	20-05: add governance doc globs to Hex files: whitelist (GOV-05) (26a258a)
	20-05: restructure groups_for_extras into four groups (DOCS-06) (a137733)
	20-05: switch hexdocs landing to getting-started and add 4 integration guides to extras (DOCS-06) (a8d89fd)
	21-01: add demo app config/test.exs (force-add past root gitignore) (db3299e)
	21-01: create application, repo, web entry, endpoint, telemetry, instrumenter (f575117)
	21-01: create mix.exs, formatter, gitignore, and config files (c7b4df9)
	21-01: create spine migration with runbook_data and trace_id columns (5e92fc6)
	21-02: add /parapet router, Tailwind assets, README; verify compile + migrate (7636c0e)
	21-02: generate Operator LiveView files; add layouts and error view (9b83e4d)
	21-03: add smoke test + conn_case + fix action_item migration (2344da8)
	21-03: seed demo app with Evidence Stable API (3a85f20)
	21-04: add demo + release_gate CI jobs and getting-started link (d3dbaeb)
	22-01: split release-quality ci lane (0f363c6)
	22-02: automate hex publishing from release please (f12fce5)
	3-01: expose capabilities via operator context (567ddbb)
	3-01: implement adapter activation seam (d366a4f)
	3-01: implement capability registry (9cc492f)
	3-02: implement Rulestead integration adapter (c9e4cd8)
	3-03: implement Chimeway adapter (a199a25)
	3-03: implement Mailglass adapter (f71e4d8)
	3-04: implement accrue and rindle adapters (d259df5)
	3-04: implement threadline adapter for audit mapping (f2239f7)
	3-1: implement PrometheusClient proxy with Req (b3d0cd1)
	3-2: implement MCP server tool execution (66e43a7)
	3-3: implement Parapet.Plug.MCP handling SSE and JSON-RPC (056732c)
	4-04-03: add action_items_query to Operator module (f8ea621)
	4-04-03: add ActionItem UI component (5dff11c)
	4-04: add mix parapet.doctor command (33dfaee)
	4-04: finalize artifacts and dx phase (b6b5608)
	4-2: generate automated retrospectives on incident resolve (162379c)
	4-artifacts-and-dx-04-01: implement parapet.gen.prometheus (603b776)
	4-artifacts-and-dx-04-02: implement parapet.gen.grafana (87fb205)
	async-delivery: add provider reliability stack and generated artifacts (66aa0f8)
	commit validated v0.9 implementation (Performance, Scale & DX) (b76279e)
	implement telemetry translation and metric definition for AI deployment correlation (03-01) (b68b30d)
	integrate Postgres annotations for AI config changes into Grafana dashboard template (03-02) (dc1a988)
	v0.3-04-01: add acknowledge incident button to operator UI (04367b2)
	v0.3-04-01: implement acknowledge_incident command (2e66d3c)
	v0.3-phase4: implement acknowledgment, retrospectives, and polish (c2ea384)

Bug Fixes
	01-01: add moduledoc to spine schemas to satisfy Verify.PublicApi (eed90f7)
	01-02: use snake_case for prometheus metric names in exemplar store (8cb170f)
	02-in-app-operator-ui: inject repo alias and use genuine Parapet.Operator calls in UI generator (3aa6a76)
	03-02: bound generated history queue path (bf77677)
	03-02: surface generated queue refresh state (4e29dcd)
	04-03: exclude Resolvable protocol implementations from public API docs check (5693f3e)
	13-01: rewire generated queue resolve seam (871c1e9)
	15: revise plans based on checker feedback (b678374)
	16: revise plans per checker feedback (resolve research contradiction, behavioral compile-out test, metric grep criteria) (1131d16)
	18-03: replace non-ASCII typographic chars with ASCII in slo-authoring-guide (b6ecbc6)
	19: IN-01 invoke deprecated SLO.define/2 consistently via apply/3 in tests (d04428b)
	19: IN-02 update moduledoc to match the actual .Resolvable exclusion (3fefc1a)
	19: IN-03 emit manifest as canonical JSON only, fail loudly without Jason (cbec746)
	19: IN-04 assert event_name/1 round-trips every event_families/0 entry (c0d08f8)
	19: WR-01 correct misleading telemetry contract comment to state it is a manual fixture (b47938e)
	19: WR-02 make measurement key contract assert exact fixture, not tautology (2fe0a6d)
	19: WR-03 treat @moduledoc false modules as intentional, not missing docs (50397de)
	19: WR-04 anchor tier detection to the callout line to prevent misclassification (f6407cd)
	19: WR-05 harden STAB-06 deprecation test against compiler-format drift (0408670)
	19: WR-06 detach leaked adapter telemetry handlers in on_exit (3e9ee7d)
	21-05: close CR-01 — map resolved incidents through WorkbenchContract.queue_row/1 (551ef05)
	ci: build docs in dev environment (fff37c5)
	release: align v1.0 gate with committed tooling config (d5ab252)
	resolve scoria integration compilation warnings (d4cb8b3)
	test: satisfy dialyzer for distributed canary helper (c737d3f)
	tests: remove Code.ensure_loaded? guards from integrations to fix test suite compilation order (b1bf5a8)

0.10.0
Added
	Parapet.Integration behaviour (@callback setup/0) declared on all eight ecosystem integration
adapters (Sigra, Accrue, Threadline, Chimeway, Mailglass, Rindle, Scoria, Rulestead). A missing
or mis-named setup/0 on any adapter is now a compile-time warning instead of a runtime
UndefinedFunctionError.

Fixed
	Parapet.attach(adapters: [:rulestead]) no longer raises UndefinedFunctionError. The Rulestead
adapter now exposes setup/0 (delegating to attach/0), so all built-in integrations activate
via the same Parapet.attach/1 line.



  

    Parapet Milestone History

This document records the development milestones for Parapet v0.1–v0.9.
These are planning tranches, not Hex release versions — the package was not
published to hex.pm during this period.
For the changelog of published Hex releases (v0.10+), see CHANGELOG.md.

v0.9 — Performance, Scale & DX (2026-05-23)
	Shipped proactive TSDB cardinality protection: a mix parapet.doctor cardinality static
analyzer plus a compile-time Parapet.Metrics.Validator enforcing a 10-label ceiling per metric,
applied across all built-in metrics and adapter SLIs.
	Delivered database scale and pruning: composite indexes for Incident, TimelineEntry, and
ToolAudit at over 100k rows, a Parapet.Evidence.Archiver with resolved-only retention, and
a mix parapet.archive task plus Oban cron worker that never prunes active investigating work.
	Made the Operator UI responsive under load with bounded queue paging, index-aware Operator
queries, and a 50k+ incident benchmark — and repaired the generated resolve flow so the
active-to-resolved lifecycle is true again.
	Unified the Day-1 experience under mix parapet.install, a deterministic Igniter orchestrator
that chains spine/prometheus/ui with explicit opt-in extras, backed by severity-aware multi-node
mix parapet.doctor checks (for example, Oban uniqueness).
	Proved multi-node safety with Ecto-backed action claims and circuit breakers under concurrency
simulation, plus an environment-conditional peer-node canary that skips cleanly without
distributed Erlang.
	Hardened milestone closure: phases 6–14 backfilled milestone-grade verification surfaces,
reconciled planning-artifact drift, tightened archive retention, and added a
regression-catching closure-proof chain for the generated operator UI.

Stats: ~20,274 LOC (Elixir/EEx, lib+priv+test) · Phases 1–14 (5 core, 9 closure) · 36 plans · 88 commits · 2026-05-19 → 2026-05-23

v0.8 — Deterministic Escalation & Bounded Mitigation (2026-05-19)
	Built a durable Oban-backed escalation engine (Parapet.Escalation.Worker) that routes incidents
to next tiers unless acknowledged or resolved.
	Implemented system-identity execution for Bounded Runbooks to safely perform auto-mitigations
using the Parapet.Operator API, logging all actions under the :system URN identity.
	Created an Ecto-backed circuit breaker leveraging ToolAudit histories to prevent mitigation
flap-loops: once a mitigation has run N times, the breaker trips and escalates instead.
	Updated the LiveView Operator UI to visualize escalation chains and distinctively style
system-executed mitigations with manual trigger overrides for operator control.

Stats: ~13,900 LOC (Elixir/EEx) · Phases 1–4 · 8 plans · 2026-05-19

v0.7 — Async & Delivery Reliability (2026-05-18)
	Established safe telemetry contracts for Mailglass, Chimeway, and Rindle integrations to emit
bounded async and delivery events using normalized event semantics for diverse external providers.
	Implemented out-of-the-box provider-first SLOs for async pipeline health and provider delivery
states, including multi-burn-rate PromQL alerts.
	Created explicit fault-domain triage enrichment for async and delivery incidents, leveraging
durable evidence — triage snapshot chronology — over UI-derived heuristics.
	Added safe, host-wired recovery runbook templates for stalled async work, covering dead-letter
handling, provider outage recovery, stalled job cleanup, and callback delay flows.

Stats: ~13,401 LOC (Elixir/EEx) · Phases 4–7 · 12 plans · 2026-05-18

v0.6 — Change Correlation & Audit Trailing (2026-05-17)
	Implemented OpenTelemetry trace exemplar extraction from events and process dictionaries,
appending trace identifiers to generated Prometheus metrics.
	Added trace identifier storage to Ecto Incident schemas and dynamically formatted trace links
within the Operator UI for one-click navigation to external trace backends.
	Consumed Rulestead feature flag toggles via telemetry, creating durable timeline entries and
suspect change markers to instantly correlate feature flag changes with SLO burn rates.
	Highlighted recent proximate system changes (like flag toggles) on active incidents in the
Operator UI, distinguishing them visually from human actions.
	Implemented Parapet.Integrations.Threadline for compliance sync, mirroring Operator audit
actions to Threadline event logs.
	Added dual audit modes (:threadline_deferred and :dual_write) to satisfy strict compliance
constraints, including bypassing internal Parapet storage entirely when deferred.

Stats: 8,968 LOC (Elixir/EEx) · Phases 1–3 · 9 plans · 2026-05-17

v0.5 — Proactive Resilience & Copilot Triage (2026-05-16)
	Implemented Parapet.Probe for defining and scheduling active synthetic canaries via
NativeScheduler and ObanScheduler, enabling proactive health detection before alerts fire.
	Expanded Sigra and Accrue integrations to emit explicit login, signup, and checkout SLIs for
business-critical journey monitoring.
	Built a Parapet MCP server to allow AI agents to safely read incident data and act as triage
copilots, providing structured access without write permissions.
	Resolved compilation and type warnings across the project, achieving a clean zero-warning
compilation state.

Stats: ~8,500 LOC (Elixir/EEx) · Phases 1–3 · 9 plans · 2026-05-16

v0.4 — Scoria AI Integration (2026-05-15)
	Implemented telemetry translation consuming Scoria.SRE.Telemetry events and producing Parapet
Prometheus metrics and durable Ecto Incidents for AI infrastructure observability.
	Built Parapet.SLO.ScoriaEval to define and alert on Eval-Driven SLOs based on Scoria
deterministic evaluation scores, with Grafana visualization for SLO error budget correlation.
	Added native tracking of AI Config Changes (scorer_version, baseline_version, model) to
correlate configuration drift with SLO degradation.
	Monitored Scoria MCP tool failure modes (timeout, execution_failed, breaker_open, access_denied)
as explicit SLIs using bounded atoms to protect Ecto from high-volume telemetry.
	Monitored Scoria workflow approval pauses as durable human-in-the-loop states, triggering alerts
on stale requests, and extended the Operator UI with deep-links to Scoria's durable evidence.

Stats: 7,847 LOC (Elixir/EEx) · Phases 1–4 · 9 plans · 2026-05-15

v0.3 — Runbooks & Alert Routing (2026-05-12)
	Implemented a webhook receiver endpoint for Prometheus Alertmanager, automatically routing
"firing" and "resolved" alerts to the durable Ecto Incident lifecycle with intelligent
deduplication and correlation by alert name and labels.
	Created a structured Parapet.Runbook DSL for defining operator-triggered mitigation steps and
attaching them based on SLOs or alert names.
	Extended the Operator UI to interactively display attached runbooks and execute one-click
mitigations with complete ToolAudit logging.
	Built a modular Parapet.Notifier system with out-of-the-box Slack (Block Kit) and Microsoft
Teams (Adaptive Cards) adapters to broadcast incident state changes and record timeline entries.
	Added UI capabilities for operators to explicitly acknowledge incidents and generate comprehensive
Markdown retrospectives automatically.

Stats: 6,667 LOC (Elixir/EEx) · Phases 1–4 · 12 plans · 2026-05-12

v0.2 — Durable Spine and Operator UI (2026-05-11)
	Implemented the Parapet.Evidence context with Incident, TimelineEntry, and ToolAudit Ecto
schemas for durable SRE tracking, separating ephemeral telemetry from low-volume Ecto data.
	Created mix parapet.gen.spine generator to scaffold evidence migrations into host applications
safely separated from high-volume telemetry.
	Defined the Operator API with transactional audited commands and a WorkbenchContract for safe
UI derivations.
	Created mix parapet.gen.ui to generate an isolated, secure, and visually responsive Phoenix
LiveView Operator Workbench inside the host app.
	Automated structural UI tests to guarantee responsive mobile and desktop layout fidelity without
relying on human QA or full browser end-to-end tests.
	Implemented optional integration adapters for Mailglass, Chimeway, Accrue, Rindle, Threadline,
and Rulestead leveraging a new capability registry, with all adapters compiling out cleanly when
their sibling libraries are absent.

Stats: 3,164 LOC (Elixir/EEx) · Phases 1–3 · 11 plans · 2026-05-11

v0.1 — Trustworthy Spine (2026-05-10)
	Established the foundational Parapet telemetry contract, supervisor, and install generator,
defining a documented telemetry surface treated as a public API with semver guarantees.
	Built core metrics instrumentation for HTTP, Ecto, and Oban safely via a robust API enforcing
low-cardinality by default with explicit label contracts.
	Created an SLO DSL converting standard Elixir definitions to fully functional Prometheus
recording and alerting rules.
	Delivered a seamless Day-1 experience with mix parapet.doctor health checks and Grafana
dashboard generation.

Stats: 1,992 LOC (Elixir) · Phases 1–4 · 15 plans · 2026-05-10


  

    Parapet Adopter Flows

Parapet is easiest to understand if you stop thinking of it as a metrics library and start thinking of it as a reliability operating loop for a Phoenix SaaS.
The promise is simple:
You should be able to install Parapet, point it at the journeys that matter, and answer three uncomfortable questions quickly:
	Are users succeeding right now?
	If not, where is the damage happening?
	Is there a safe next move besides staring at Grafana?

This guide explains the user flows and jobs-to-be-done Parapet is built around today.
Who This Is For
This guide is for the engineer who might say:
"I know Phoenix, Ecto, Oban, Telemetry, and Prometheus well enough. I do not want another observability science project. I want a paved road from request or job behavior to operator action."
If that is you, Parapet is aiming at your exact problem.
The Mental Model
Parapet has one core idea:
Raw telemetry is too low-level to run a SaaS from, and dashboards alone are too ambiguous when something important is on fire.
So Parapet turns the world into a tighter loop:
	Your app emits normal Phoenix, Ecto, Oban, and integration telemetry.
	Parapet turns that into bounded, low-cardinality reliability signals.
	You define SLOs for critical user journeys, not just subsystem health.
	Parapet generates Prometheus and Grafana artifacts from those definitions.
	Alerts become durable incidents with chronology, runbooks, and audit history.
	Operators investigate and take bounded action inside the host app.

The important part is the seam between "signal" and "action."
Parapet is trying to make that seam short, explicit, and safe.
The Canonical Jobs
Parapet currently clusters around eight adopter jobs.
1. Know if a critical user journey is healthy
Trigger: You have a SaaS and want to know whether login, checkout, onboarding, job completion, or provider-mediated delivery is actually working for users.
What you are trying to do: Replace vague system health with user-visible reliability.
Parapet path: Install the library, define SLOs, generate Prometheus rules, and watch burn-rate style signals for the journey you care about.
What "done" looks like: You can say "checkout success is healthy" or "login is burning error budget" instead of "CPU looks fine but support is yelling."
Concrete example: Your homepage is up, database is fine, and workers are alive. But a broken auth callback causes login to fail for 4% of real users. Parapet wants that to show up as a journey problem, not as a scavenger hunt across five dashboards.
2. Turn existing telemetry into safe reliability signals
Trigger: You already have Phoenix, Ecto, Oban, or sibling-library telemetry, but it is too raw, noisy, or risky to expose directly.
What you are trying to do: Capture useful signals without blowing up Prometheus cardinality or leaking exact identifiers into labels.
Parapet path: Use the built-in metrics and adapter surfaces, keep exact refs in durable evidence, and let Parapet generate the PromQL-facing shape.
What "done" looks like: You get metrics that are operable in production and still safe at scale.
Concrete example: A delivery provider gives you message IDs, recipient IDs, callbacks, and suppressions. Parapet wants the metric label story to stay bounded while exact objects live in evidence or action items, where operators can still follow up safely.
3. Get from install to first alert without inventing the system
Trigger: You are adopting Parapet in a real app and do not want a three-day observability integration project.
What you are trying to do: Get to a working Day-1 setup with a host-owned install surface.
Parapet path: Run mix parapet.install, review the generated instrumenter and config, run mix parapet.doctor, then generate Prometheus and Grafana artifacts.
What "done" looks like: The app has a reliability spine, metrics plug, generated artifacts, and a doctor pass that catches obvious contradictions.
Concrete example: A solo founder with a Phoenix SaaS wants a paved road. Parapet's install path is trying to be the "I can use this tonight" moment, not a wiki page full of TODOs.
4. Get from alert to evidence fast
Trigger: Alertmanager says an SLO is burning.
What you are trying to do: Turn an alert into something durable and inspectable, not an ephemeral Slack panic.
Parapet path: Webhook ingest creates or updates an incident, attaches timeline entries, and preserves incident state across open, investigating, and resolved.
What "done" looks like: The alert has become an object with history, not just a notification.
Concrete example: A checkout alert fires at 2:13 PM, resolves at 2:21 PM, and re-fires at 2:34 PM after a deploy rollback. Parapet wants a coherent chronology with deploy markers, notifications, and operator actions, so you are not reconstructing the story from memory.
5. Investigate incidents inside the app, not across ten tabs
Trigger: An operator needs current truth and the shortest path to the next sensible question.
What you are trying to do: See incident state, relevant chronology, runbook context, and external links in one workbench.
Parapet path: Use the optional operator UI, which stays host-owned and sits behind your own authentication and authorization.
What "done" looks like: The workbench shows summary first, chronology next, and controls only after context is visible.
Concrete example: A notification delivery incident could be provider drift, callback lag, or your own queue backlog. Parapet wants the UI to help you distinguish those stories before you press anything.
6. Trigger safe, bounded mitigation when the next step is obvious
Trigger: The incident has an evidence-backed next move: acknowledge, escalate, preview recovery, confirm recovery, or trigger a runbook step.
What you are trying to do: Act without turning the reliability layer into a free-form admin console.
Parapet path: Define runbooks, wire named capabilities, keep previews explicit, and record mutations through audited operator seams.
What "done" looks like: An action is idempotent, attributable, bounded in scope, and visible in the timeline.
Concrete example: A dead-lettered async item needs a scoped retry. The right outcome is not "someone ssh'd into prod and did a thing." The right outcome is "the operator previewed the effect, confirmed it, and the evidence spine records exactly what happened."
7. Keep async and provider-mediated journeys trustworthy
Trigger: User success depends on work that happens after the request returns: emails, notifications, callbacks, media jobs, billing workflows, or AI workflows.
What you are trying to do: Avoid collapsing all delayed or third-party failures into one vague "background jobs are sad" bucket.
Parapet path: Use the async and delivery integrations, provider-owned SLO slices, triage summaries, and fault-plane-aware incident enrichment.
What "done" looks like: Operators can tell the difference between internal backlog, worker failure, provider degradation, webhook delay, suppression drift, and stale callbacks.
Concrete example: "Provider accepted the email" is not the same as "the customer received the email." Parapet treats those as different operational truths on purpose.
8. Learn over time without drowning in history
Trigger: Reliability work compounds. Incidents, notifications, audits, deploy markers, and retrospectives accumulate.
What you are trying to do: Keep evidence durable enough to learn from, but cheap enough to keep running.
Parapet path: Preserve low-volume operational evidence, generate retrospectives, archive old data, and protect both Prometheus and Postgres from unbounded growth.
What "done" looks like: You can look backward when needed without turning your primary database or TSDB into the casualty.
Concrete example: Six months later, you want to answer "Have suppressed deliveries become more common after each pricing-email launch?" That only works if the system preserved the right evidence and discarded the wrong volume.
The Main Flows In Order
If you are adopting Parapet for your own SaaS, the practical flow usually looks like this.
Flow 1: Day 1 activation
You install Parapet, let it scaffold the host-owned starting points, and run the doctor. The job here is not "observe everything." The job is "establish a trustworthy reliability spine with the smallest acceptable blast radius."
This is why Parapet leans toward generated code, explicit opt-ins, and doctor checks. In Elixir/Phoenix terms, this is idiomatic: use telemetry that already exists, keep ownership in the host app, and make the paved road inspectable rather than magical.
Flow 2: Choose the journeys that deserve SLOs
You decide which failures are truly user-harming and model those as SLOs or provider-owned slices.
This is the point where Parapet becomes more opinionated than a generic metrics stack. It pushes you toward questions like:
	Can users log in?
	Can users complete checkout?
	Do async workflows reach a good terminal state?
	Do provider-mediated messages get confirmed, not just attempted?

That is a better starting point than "collect all metrics and hope meaning emerges."
Flow 3: Generate operational artifacts
You generate Prometheus rules and Grafana dashboards from the same reliability definitions.
The job-to-be-done here is consistency. You should not have one version of reliability in Elixir, a second version in Prometheus YAML, and a third version in a half-updated dashboard folder.
Flow 4: Convert burn into incidents
When the alert fires, Parapet wants to preserve the event as durable evidence. That is where the evidence spine matters.
Many teams have the opposite problem: they have rich telemetry but poor operational memory. Parapet is explicitly built to make the incident itself a first-class object.
Flow 5: Investigate and respond
At this point, the operator UI, runbooks, notifications, escalation, and recovery surfaces come into play.
The sequence matters:
	Current truth
	Chronology
	Safe external links
	Bounded controls

Parapet is intentionally suspicious of UIs that put a scary button before they put the facts.
Flow 6: Close the loop
Resolved incidents should leave useful residue:
	timeline evidence
	notifications
	audits
	deploy correlation
	retrospective material

The point is not paperwork. The point is reducing future ambiguity.
Choosing Your Adoption Depth
Not every team needs every Parapet surface on day one.
Day 1
Use Parapet if you want:
	install and doctor flow
	safe request and job telemetry foundations
	a small set of meaningful SLOs
	generated Prometheus and Grafana artifacts

Week 1
Add:
	provider-owned SLOs for async or delivery paths
	webhook ingest and durable incidents
	notifications and runbooks
	optional operator UI

Maturity path
Adopt later if the problem exists:
	escalation policy
	system-executed bounded mitigation
	preview-first recovery capabilities
	synthetic probes
	deploy markers
	evidence archival

What Parapet Is Not
Parapet is deliberately not trying to be several other products.
	It is not an APM backend, log store, or trace store.
	It is not hosted observability SaaS.
	It is not a replacement for Phoenix Telemetry, Oban, Prometheus, or Grafana.
	It is not an excuse to skip runbooks or incident ownership.
	It is not an autonomous incident-response agent that should improvise inside production.

Those boundaries are part of the design, not missing features.
Where The Library Feels Most Native In Elixir/Phoenix
Parapet feels most idiomatic when you view it as a composition layer over existing ecosystem seams:
	Phoenix and Plug already emit telemetry.
	Oban already exposes job lifecycle facts.
	LiveView already inherits your app's authentication model.
	Telemetry.Metrics already makes tags powerful and dangerous.
	Prometheus and Grafana already speak the language of SLOs and burn rates.

Parapet's job is not to outsmart those tools. Its job is to connect them into a sharper operational story.
If You Only Remember Three Things
	Parapet is about user-journey reliability, not generic dashboarding.
	The evidence spine is as important as the metrics layer.
	Safe operator action is the destination; metrics are how you arrive there.



  

    Parapet Operator UI Guide

The Parapet Operator UI is an optional, generated LiveView workbench that sits inside your host application. Rather than offering another dashboard with raw telemetry, it provides a strictly controlled surface for initiating actionable mitigations when an SLO is burning, with an immutable audit trail for every action.
The workbench remains host-owned and evidence-first: summary-first for current truth, canonical timeline immediately after it for chronology, and risky controls only after enough context is visible.
Phase 6 extends that boundary with fault-domain triage for async and delivery incidents. The workbench now treats a compact evidence-backed triage block as the current-state index and the incident chronology as the authoritative source of sequence.
Prerequisites
	Phoenix and LiveView installed in your host app
	Parapet installed and configured (mix parapet.install)
	A router with an existing authenticated pipeline or live_session

Installation
The UI remains optional. If you want the installer to compose it for you, use:
mix parapet.install --with-ui

If you prefer to keep the core install path but explicitly suppress the UI branch in automation, use:
mix parapet.install --skip-ui

You can also run the generator directly from the root of your project:
mix parapet.gen.ui

This will scaffold three files into your lib/my_app_web/live/parapet/ directory:
	operator_live.ex (The main workbench view)
	operator_detail_live.ex (Detailed view of specific SLOs or incidents)
	operator_components.ex (Reusable UI components)

Mounting the Operator UI
The generated files belong to your application. The UI is only relevant when Phoenix LiveView is present, and Parapet does not provide its own authentication system. You must mount the operator routes inside your application's authenticated scope to ensure the UI is secured according to your app's existing authorization policies.
Update your router.ex to include the Parapet routes within a protected area:
# lib/my_app_web/router.ex

scope "/admin", MyAppWeb do
  pipe_through [:browser, :require_authenticated_user]

  live_session :parapet_operator,
    on_mount: [{MyAppWeb.UserAuth, :ensure_authenticated}] do

    live "/parapet", Parapet.OperatorLive.Index, :index
    live "/parapet/:id", Parapet.OperatorDetailLive.Show, :show
  end
end
Security and Verification
The Parapet Doctor includes a dedicated check to verify that your operator UI is securely mounted.
Run the doctor task to ensure the UI is not exposed publicly:
mix parapet.doctor

If the doctor detects that OperatorLive or OperatorDetailLive are mounted outside of an authenticated scope, it reports a warn finding (Unsecured operator UI LiveView found).
Local doctor runs fail only on error, while CI can treat warnings as blocking:
mix parapet.doctor --ci

For live cluster facts around the same install, use:
mix parapet.doctor cluster

That runtime mode reports evidence-backed live facts, but it still does not prove distributed correctness on its own.
Phase 3 Performance Proof Lane
Phase 3 keeps the generated incident queue bounded and operator-paced under large-installation load.
	The default queue remains active-only (open and investigating).
	Queue refresh is explicit. Background changes should surface a visible refresh affordance instead of silently reordering the list while an operator is reading it.
	Queue-side Resolve is a real lifecycle transition through Parapet.Operator.resolve_incident/2, not a UI-only note shortcut.
	Phase 3 remains the canonical runtime proof owner for this seam through the named generated resolve-flow proof lane.
	Performance proof is layered: bounded queue telemetry in Parapet.Operator, deterministic queue tests, and an opt-in advisory benchmark lane.
	The generated resolve-flow proof lane stays in the targeted mix test test/parapet/generated_operator_live_paging_test.exs test/parapet/operator_ui_integration_test.exs test/mix/tasks/parapet.gen.ui_test.exs lane rather than a heavier browser harness.

Advisory 50k+ Benchmark
Run the advisory proof lane with:
mix run bench/operator_ui_perf.exs

What the script does:
	Bootstraps a deterministic in-memory dataset of exactly 50,120 incidents.
	Uses 50,000 active incidents plus 120 resolved incidents so the active queue and resolved history both exist without changing the default queue scope.
	Measures the bounded Parapet.Operator.list_incident_queue/1 fetch for one 30-row page.
	Compiles the generated OperatorLive and OperatorComponents templates, mounts the generated LiveView path adopters use, and measures the first render for that same bounded page.
	Verifies the rendered first page still shows 30 active rows, excludes resolved incidents, and reports that additional pages remain.

What success looks like:
	The script exits 0.
	Output includes queue.visible_rows=30 and render.visible_rows=30.
	Output includes finite queue_fetch_ms= and first_render_ms= summaries.
	Output includes advisory=true and merge_gate=disabled, confirming this lane is reproducible but not part of the default mix test merge gate.

This lane is intentionally advisory. It is for reproducible operator-UI proof at scale, not a default CI blocker.
Evidence-First Design
The Parapet operator workbench adheres to strict evidence-first design principles (D-05, D-07-D-12, D-17-D-19):
	Grafana/Runbooks are External: (D-05) The Parapet UI does not attempt to replace Grafana for telemetry exploration or Notion/Confluence for runbooks. It provides focused, context-aware links to these external tools rather than duplicating their functionality.
	First-Class Actions: (D-07 - D-09) The UI surface is explicitly limited to initiating predefined, safe mitigation actions. It is not an arbitrary admin console.
	Immutable Factual Timelines: (D-10 - D-12) Any events or incidents viewed within the UI reflect immutable facts stored in the evidence spine. The UI reads these facts but cannot alter history.
	Required Audit Context: (D-17 - D-19) Every mutating action triggered from the workbench automatically captures audit context, including the actor's identity and the rationale. This ensures every operational change leaves a durable, queryable trace.

Phase 4 Escalation Surfacing
Phase 4 extends the generated detail view with escalation-aware operator surfacing without widening Parapet into a control-plane console.
The generated detail page should render:
	A summary-first escalation status block that answers current state, next derived step, the active escalation chain, time-until-next-escalation when durable truth supports it, suppression state, and whether the system already acted.
	The canonical timeline directly underneath that summary, with typed entries that make system automation, operator actions, and external evidence visibly distinct.
	Bounded manual controls only after the summary and chronology are visible.

Durable Escalation Truth
	Escalation status in the UI is a derived projection over durable incident state and timeline evidence.
	The active escalation chain and countdown are read-only projections over bounded durable fields such as current step and next escalation timestamp.
	The canonical timeline remains the authoritative sequence of what happened.
	System-executed mitigations and escalation actions stay inside that single chronology; there is no second automation narrative.

Bounded Manual Controls
	Trigger Next Escalation records operator intent through the public Parapet.Operator API.
	Suppress Pending Escalation records a durable, expiring suppression window through the same audited seam.
	Escalation controls should only be offered while the incident is still open; investigating and resolved incidents remain read-oriented.
	Suppression is not scheduler surgery, direct Oban job manipulation, or hidden UI-only state. Workers remain the final truth gate.
	Generated LiveView code should refresh Parapet.Operator.incident_detail/1 after those actions rather than maintain its own escalation state machine.

Phase 6 Triage Contract
For async and delivery incidents, the generated detail view should render:
	A compact triage block derived from durable evidence only.
	The normalized chronology immediately underneath it.
	External links outward to provider consoles, Grafana, and runbooks.
	Exact action items only when one concrete object needs manual follow-up.

The triage block is sourced from the incident summary in runbook_data["triage"] and the latest triage_snapshot timeline entry. It should answer:
	Observed symptom
	Likely fault plane
	Why we think that, using 2-4 bounded evidence facts
	Safe next step

The detail page should not infer fault planes by parsing titles, should not treat runbook_data as a hidden timeline, and should not attempt provider-console-style forensics.
Exact Follow-Up Only
ActionItems remain a narrow exact-object seam. They are appropriate when one concrete async or delivery object needs operator attention, such as a suppressed delivery, dead-lettered job, stale workflow, or orphaned callback. They are not generic investigation todos, ownership queues, or SLA-tracked incident tasks.
Phase 7 Preview-First Recovery
Phase 7 introduces a formal recovery model built on top of the Phase 6 triage foundation. The workbench moves from evidence display to guided recovery, while maintaining strict safety boundaries.
Safe Recovery Principles
The operator workbench adheres to these recovery principles (D-20, D-21):
	Chronology First: Investigation always starts with the chronological evidence. Recovery actions are only considered after the operator has reviewed the triage facts and timeline.
	Preview Before Mutation: Destructive or mutating recovery actions (e.g., retrying jobs, clearing suppressions) must be previewed. The UI renders the exact scope of the change, warnings, and idempotency caveats before asking for confirmation.
	Bounded Recovery: Recovery is not a broad admin console. It is limited to the specific capabilities and runbook steps defined for the burning SLO.
	Exact-Item Preference: Scoped recovery targeting specific ActionItems (exact-item recovery) is preferred over bulk replays or opaque automation.

Recovery Flow
The generated UI implements a three-state recovery flow for runbook steps:
	Guidance: For steps that are purely informational or not yet wired to a host capability. These render with guidance text and no action button.
	Preview: For executable steps, the operator first clicks "Preview". This triggers a call to the host capability to calculate the effect of the recovery (e.g., "This will retry 42 suppressed deliveries").
	Confirm: After reviewing the preview, warnings, and target scope, the operator confirms the action. This execution is recorded in the immutable timeline with a unique idempotency key.

Named Capabilities
Recovery actions are backed by named host capabilities. These capabilities are responsible for:
	Validating preconditions.
	Generating a time-bounded preview.
	Executing the mutation idempotently.
	Reporting success or failure back to the evidence spine.

By naming and bounding these capabilities, the host application maintains control over what the operator can do, ensuring the workbench remains a safe environment for high-stakes incident response.


  

    Parapet Troubleshooting

This guide answers the five most common obstacles you will hit after following Parapet Getting Started. Each section names the exact surface involved so you can confirm the fix against your specific setup.
For UI-specific doctor checks, see Parapet Operator UI Guide.
Prometheus target is blank
If Prometheus shows no metrics from your app, the most common causes are a missing metrics plug and a missing /metrics route.
Run the doctor to check both:
mix parapet.doctor

The doctor's endpoint check reads your endpoint.ex and emits a :warn finding if Parapet.Plug.Metrics is not present. The router check looks for an exposed /metrics route.
If either check reports a finding, add Parapet.Plug.Metrics to your endpoint before the request pipeline and ensure /metrics is reachable by your Prometheus scrape job. Also confirm that mix parapet.gen.prometheus has run and written the three files under priv/parapet/prometheus/ — recording_rules.yml, alerts.yml, and rules.yml — and that your Prometheus instance is configured to load them.
The doctor reports a warning but I am not sure if CI will fail
The doctor uses a severity model with three levels: info (0), warn (1), error (2). Which severity causes an exit code of 1 depends on the threshold in effect.
mix parapet.doctor        # threshold :error — exits 1 only on :error findings
mix parapet.doctor --ci   # threshold :warn  — exits 1 on :warn OR :error findings (stricter)

By default, mix parapet.doctor uses the :error threshold, so :warn-level findings are reported but do not fail the run. With --ci, the threshold drops to :warn, making it a stricter gate: any warning or error causes a non-zero exit. This means a finding that passes a local run can still fail CI when you add --ci.
To match CI behavior locally, run mix parapet.doctor --ci before pushing. You can also pass --threshold warn or --threshold error explicitly to override the threshold without the --ci flag.
Oban metrics are missing after install
If parapet_oban_jobs_total does not appear in your Prometheus metrics, Oban is likely not in your dependencies.
Parapet.Metrics.Oban is wrapped in a compile-time conditional:
if Code.ensure_loaded?(Oban) do
  defmodule Parapet.Metrics.Oban do
    # ...
  end
end
Oban is declared as optional: true in Parapet's mix.exs, so the module is silently omitted when Oban is absent. Add Oban to your application's dependencies:
def deps do
  [
    {:oban, ">= 0.0.0"}
  ]
end
After adding the dep and running mix deps.get, restart your application. The Oban metrics module will compile and parapet_oban_jobs_total will appear once your workers start processing jobs.
Concurrent nodes could execute the same escalation twice
If you are running a multi-node deployment and see duplicate escalation actions, the escalation worker is likely missing Oban's unique: option.
Run the doctor to surface this statically:
mix parapet.doctor

The cluster_static check reads lib/parapet/escalation/worker.ex and emits an :error finding when the worker is missing Oban uniqueness:
"Escalation worker is missing Oban uniqueness; concurrent nodes could execute the same escalation twice."

To fix it, add a unique: configuration to the escalation worker's use Oban.Worker call. The period and fields you choose depend on your escalation semantics, but uniqueness keyed on the incident ID and escalation step prevents the same escalation from running twice across nodes within the uniqueness window.
After adding unique:, re-run mix parapet.doctor to confirm the cluster_static check passes.
Fly.io: my deploy hook is not firing
When deploying on Fly.io, mix parapet.install writes rel/hooks/post_start.sh with a deploy marker call. If your deploy marker is not being recorded, confirm that the hook contains the correct content:
bin/<app_name> rpc "Parapet.Deploy.mark(version: \"$RELEASE_VERSION\")"

The hook calls Parapet.Deploy.mark/1 via Elixir's remote procedure call mechanism and passes $RELEASE_VERSION as the version string. Verify that:
	rel/hooks/post_start.sh exists and is executable
	The $RELEASE_VERSION environment variable is set in your Fly.io release environment
	Your release build includes the rel/hooks/ directory

For Fly.io-specific scrape configuration and firewall rules needed to expose /metrics to your Prometheus instance, refer to the Fly.io documentation — the network and scrape setup is outside Parapet's scope.


  

    Parapet SLO Authoring Guide

Parapet is built around a simple conviction: an SLO should track whether users can do the things they came to your app to do, not whether the servers are breathing. A CPU gauge that stays under 80% tells you nothing about whether login is working. A journey SLO that burns at 2% tells you exactly what is wrong and who is affected.
This guide walks through how to decide what deserves a slice, how to use the built-in Parapet.SLO.StarterPack.WebSaaS slices as anchors for your own decisions, and how to handle the situations where low traffic or low volume makes naive alerting unreliable.
For the full provider and slice catalog - including built-in provider modules for Mailglass, Chimeway, Rindle, and the WebSaaS pack - see Parapet SLO Reference.
How to decide what to slice
The decision is not about what you can measure. It is about what failing would cost a user.
Use this tree to decide whether a potential signal warrants its own journey SLO:
	Does this failure directly prevent a user task?	Yes -> this is a candidate for a journey SLO. Continue down.	Is the failure observable through a metric Parapet already emits (or that your integration emits)?	Yes -> define a slice against that metric.
	No -> wire the metric first (or use a synthetic probe - see the low-traffic section below), then define the slice.


	Is the failure synchronous (request-time) or async (job, callback, provider-mediated)?	Synchronous -> use an HTTP availability or login-journey style ratio slice.
	Async -> use a job-success or delivery-confirmation style slice.




	No (infrastructure-only signal, does not directly prevent a user task) -> this is not a journey SLO. Consider a system-health dashboard instead.



Litmus: "Does this failure directly prevent a user task?" is the one question you should always answer first.
Good examples from Parapet.SLO.StarterPack.WebSaaS:
	web_saas_login_journey - a failed login directly blocks the user from entering your app. Auth failures are low-volume, high-impact, and exactly what a journey SLO is for.
	web_saas_http_availability - request-level availability is the baseline user expectation. A user who cannot load a page is directly blocked.
	web_saas_oban_job_success - Oban job failures directly affect users when the job gates a user-visible outcome (order confirmation, email delivery, image processing, billing). Wire a job-success slice for each critical async path.

Bad example:
	A CPU utilization or memory gauge SLO. CPU at 95% does not directly prevent a user task. You might be processing batch work, running GC, or handling a spike with headroom to spare. Alerting on raw infrastructure metrics produces noise without actionable user-impact framing.

Real anchor: The three web_saas_* slice names in Parapet.SLO.StarterPack.WebSaaS are the reference implementation. Each is pinned to a real Prometheus series, has a documented default objective in human terms, and is overridable. Read the source or Parapet SLO Reference to understand the defaults before changing them.
Writing a custom slice
When the built-in packs do not cover your journey, you define a custom provider module that returns Parapet.SLO.SliceSpec structs. The SliceSpec struct drives all generator output - you never write raw PromQL.
The minimum fields are name, integration, kind, alert_class, runbook, a good metric + matchers, and a total metric + matchers. Set objective as a percentage (e.g., 99.5) and the Generator derives the error-rate threshold for you.
Register your provider module the same way as the built-ins:
config :parapet,
  providers: [
    Parapet.SLO.StarterPack.WebSaaS,
    MyApp.SLO.CheckoutJourney
  ]
Then run mix parapet.gen.prometheus to write the recording rules and alert expressions. You never hand-write PromQL.
Provider-as-bundle pattern
A Parapet.SLO.Provider that returns slices from multiple sub-providers is the bundle abstraction. No separate macro or base module is required — the slos/0 callback returns a flat list, and list concatenation (++) is the composition primitive.
The canonical example is Parapet.SLO.StarterPack.DeliverySaaS, which composes three providers into one registration: the three WebSaaS slices plus conditionally-guarded Mailglass and Chimeway delivery slices. Its slos/0 calls WebSaaS.slos() ++ delivery_slices(Mailglass, Chimeway), where each delivery slice set is included only when the corresponding host library is loaded.
defmodule MyApp.SLO.FullStack do
  @behaviour Parapet.SLO.Provider

  @impl true
  def slos do
    Parapet.SLO.StarterPack.WebSaaS.slos() ++
      (if Code.ensure_loaded?(Mailglass), do: Parapet.SLO.MailglassDelivery.slos(), else: []) ++
      my_custom_slices()
  end

  defp my_custom_slices, do: [...]
end
Register the bundle provider the same way as any single provider:
config :parapet, providers: [MyApp.SLO.FullStack]
Conditional registration: Use Code.ensure_loaded?/1 to guard slices for optional host libraries. The bundle module itself is always loadable (passes mix verify.public_api) regardless of whether the guarded library is present. This is the pattern used by Parapet.SLO.StarterPack.DeliverySaaS — see its moduledoc for the reference implementation.
For the full built-in provider catalog and starter packs, see Parapet SLO Reference.
Low-traffic and low-volume services
Low-traffic services introduce a specific failure mode: the SLO burns when there is not enough data to know. A single failed login attempt out of five total produces a 20% error rate - which would fire a page alert - even though five requests is not a meaningful signal. The naive solution is to lower the objective to stop the noise. That is the wrong move.
The denominator guard the generator renders
Every alert expression the Generator produces includes a denominator guard. For a slice named web_saas_login_journey with a :page alert class (14.4x multiplier, 5m window) and a 99.9% objective:
parapet:web_saas_login_journey:error_ratio:5m > 0.0144 and parapet:web_saas_login_journey:total_rate:5m > 0.01
The guard shape is:
parapet:<slice_name>:error_ratio:<window> > <threshold> and parapet:<slice_name>:total_rate:<window> > <min_total_rate>
The second condition - total_rate > min_total_rate - is the denominator guard. The alert fires only when there is enough traffic to make the error ratio meaningful. Without that guard, a single failure in a quiet window would trigger a page.
The 0.0144 threshold comes from the objective: 99.9% -> 0.001 error budget x 14.4 multiplier = 0.0144.
The min_total_rate default and the six windows
The default min_total_rate is 0.01 - defined in Parapet.SLO.SliceSpec as the struct default and applied to every slice unless you override it. You can override it per-slice by passing min_total_rate: <value> when constructing a SliceSpec.
The Generator emits alert expressions for one window per alert class. The full set of recording rule windows is ["5m", "30m", "1h", "2h", "6h", "3d"]. The alert window and multiplier by class are:
	:page - 5m window, 14.4x multiplier
	:ticket - 30m window, 6.0x multiplier
	:warning - 6h window, 1.0x multiplier

Recording rules are generated for all six windows ("5m", "30m", "1h", "2h", "6h", "3d"), so you have history for retrospectives and trend analysis at every granularity.
The extended-window approach
The 6h and 3d windows the Generator already emits are naturally more tolerant of low-traffic variance - a service that handles 10 requests per day accumulates enough denominator data over six hours to produce a reliable ratio. If you are seeing false-positive :warning alerts on a low-volume slice, the first question is not "should I lower the objective?" It is "is the denominator guard firing correctly, and am I looking at the right window?"
Synthetic probes
When traffic is genuinely too low to produce a reliable signal even at the 6h window - for example, an internal-only workflow that runs once a week - the right tool is a synthetic probe.
Parapet.Metrics.Probe is a real, implemented fallback. It emits two metrics:
	parapet.probe.run.total - a counter tagged with probe and status
	parapet.probe.run.duration.ms - a distribution for latency tracking

A synthetic probe continuously exercises the journey at a known rate, giving the SLO a stable denominator even on services with negligible organic traffic. The probe outcome then feeds into a slice the same way real traffic does - you define the slice against parapet.probe.run.total and the denominator guard works as intended.
What not to do
These are the failure modes that produce noise instead of signal.
	Lower the objective to silence noise. This is the wrong move. Dropping a login-journey SLO from 99.9% to 90% because it was firing on low traffic means you will not page when 10% of your users cannot log in. The denominator guard, extended windows, and synthetic probes exist precisely so you do not have to choose between accuracy and quiet alerts.
	Alert on infrastructure metrics as if they were journey SLOs. CPU, memory, and disk are system-health signals. They are useful for capacity planning. They are not journey SLOs, and wiring them as SLOs produces alerts that are both noisy and unactionable.
	Emit a new journey SLO without wiring a denominator guard. The Generator handles this for you via the min_total_rate field on SliceSpec - but if you bypass the Generator and write raw PromQL, you need to add the guard yourself.
	Assume "no data" means "green." If a slice has no traffic - for example, the web_saas_login_journey slice before you wire the Sigra integration or another login-count emitter - the denominator guard prevents the alert from firing. That is correct behavior. But silence is not a health signal. Use mix parapet.doctor and check that the expected metrics are present before treating a quiet slice as a passing one.



  

    Parapet + Sigra

Sigra is a Phoenix authentication library. When you attach the Sigra integration, Parapet translates Sigra login and signup telemetry into journey metrics and feeds the WebSaaS login-journey SLO slice with real signal.
Prerequisites
	sigra installed in your host app (optional dep — if it is absent, Sigra never emits the telemetry events the adapter listens for, so the attached handlers stay dormant and harmless; Parapet does not probe for the sigra library itself)
	Parapet installed and configured (mix parapet.install)

What it unlocks
Sigra login and signup events become Parapet journey metrics:
	parapet_journey_login_count — counted per outcome tag (success or failure)
	parapet_journey_signup_count — counted per outcome and provider tags

The web_saas_login_journey slice in Parapet.SLO.StarterPack.WebSaaS relies on parapet_journey_login_count as its error-ratio source. Without Sigra (or another emitter of [:parapet, :journey, :login]), that slice has no data. The min_total_rate guard prevents false-positive alerts during low-traffic windows, but no data is not the same as green.
If you have not yet registered the WebSaaS provider, see Getting started for the full cold-start sequence and SLO reference for the provider catalog.
Activation
Add the adapter when you start your supervision tree, typically in application.ex:
Parapet.attach(adapters: [:sigra])
This attaches telemetry handlers for [:sigra, :auth, :login, :stop], [:sigra, :auth, :login, :exception], [:sigra, :auth, :signup, :stop], and [:sigra, :auth, :signup, :exception].
Config keys
The Sigra integration has no Parapet-level config keys. It reads standard Sigra telemetry events and re-emits them as Parapet journey events without additional configuration.
Troubleshooting
Metrics are not appearing in Prometheus
Confirm two things: (1) Parapet.attach(adapters: [:sigra]) was called before the first Sigra event fired, and (2) your Telemetry.Metrics reporter includes the metrics from Parapet.Metrics.Sigra.metrics(). If the reporter is not wired, the counters are defined but never scraped.
The login-journey slice shows no data, not a healthy rate
The web_saas_login_journey slice needs parapet_journey_login_count to compute an error ratio. If no login events have fired since the last restart, the recording rule returns no series. This is distinct from a zero error rate — add a synthetic probe via Parapet.Metrics.Probe if you want a floor signal during low-traffic periods.
Telemetry handler raises a conflict error on startup
If a previous call to Parapet.attach(adapters: [:sigra]) already attached the handler with the same name (parapet-sigra-auth), a second call raises a telemetry conflict. Attach each adapter exactly once, typically at application startup rather than inside a request handler.


  

    Parapet + Accrue

Accrue is a billing and subscription library. When you attach the Accrue integration, Parapet translates Accrue checkout and webhook telemetry into billing journey metrics you can use as the foundation for a custom SLO.
Prerequisites
	accrue installed in your host app (optional dep — if it is absent, Accrue never emits the telemetry events the adapter listens for, so the attached handlers stay dormant and harmless; Parapet does not probe for the accrue library itself)
	Parapet installed and configured (mix parapet.install)

What it unlocks
Accrue billing events become Parapet journey metrics:
	parapet_journey_billing_checkout_count — counted per outcome and plan tags
	parapet_journey_billing_webhook_duration — distribution per outcome and event_type tags

There is no pre-built SLO provider for Accrue billing journeys. These metrics are the foundation for a custom slice you author yourself. See SLO authoring guide for the journey-slicing decision tree and the exact SliceSpec shape.
Activation
Add the adapter when you start your supervision tree, typically in application.ex:
Parapet.attach(adapters: [:accrue])
This attaches telemetry handlers for [:accrue, :billing, :processed], [:accrue, :billing, :failed], [:accrue, :billing, :checkout, :stop], [:accrue, :billing, :checkout, :exception], [:accrue, :billing, :webhook, :stop], and [:accrue, :billing, :webhook, :exception].
Config keys
The Accrue integration has no Parapet-level config keys. It reads standard Accrue telemetry events and re-emits them as Parapet journey events without additional configuration.
Troubleshooting
Metrics are not appearing in Prometheus
Confirm two things: (1) Parapet.attach(adapters: [:accrue]) was called before the first Accrue event fired, and (2) your Telemetry.Metrics reporter includes the metrics from Parapet.Metrics.Accrue.metrics(). Without the reporter wiring, the counters and distributions are defined but never scraped.
Checkout events arrive but no billing metrics appear
The checkout handler listens on [:accrue, :billing, :checkout, :stop] and [:accrue, :billing, :checkout, :exception]. If Accrue emits events under a different name or version, the handler is silently skipped. Check Accrue telemetry docs to confirm the event name matches.
I want a burn-rate alert on the checkout success rate
Accrue metrics are the raw ingredient, not a pre-wired alert. You need to define a Parapet.SLO.Provider module with a SliceSpec that references parapet_journey_billing_checkout_count as its source metric, then register it in config :parapet, providers: [...]. The SLO authoring guide walks through the full process.


  

    Parapet + Rulestead

Rulestead is a feature-flag and ruleset management library. When you attach the Rulestead integration, Parapet translates Rulestead ruleset-published events into a flag-change counter you can observe in Prometheus.
Prerequisites
	rulestead installed in your host app (optional dep — if it is absent, Rulestead never emits the ruleset-published event the adapter listens for, so the attached handler stays dormant and harmless; Parapet does not probe for the rulestead library itself)
	Parapet installed and configured (mix parapet.install)

What it unlocks
Rulestead ruleset-published events become the parapet_rulestead_flag_change_total counter, tagged by flag_name and ruleset. Each time Rulestead publishes a ruleset, the integration re-emits [:parapet, :rulestead, :flag_change] and stores a SystemEvent record in the Parapet evidence spine.
Reporter wiring required (OQ-3): The integration wires the telemetry event handler, but it does not register the metric definition with your Telemetry.Metrics reporter. To get parapet_rulestead_flag_change_total into Prometheus, you must include Parapet.Metrics.Rulestead.metrics() in your host app's reporter config:
# In your Telemetry reporter setup (e.g., TelemetryMetricsPrometheus or similar)
metrics: Parapet.Metrics.Rulestead.metrics() ++ your_other_metrics()
Without this step, the telemetry handler fires and the evidence record is written, but the counter never reaches your scrape endpoint.
There is no pre-built SLO provider for Rulestead flag changes. The counter is the raw ingredient for a custom slice you can author via the SLO authoring guide.
Activation
Add the adapter when you start your supervision tree, typically in application.ex:
Parapet.attach(adapters: [:rulestead])
This attaches a telemetry handler for [:rulestead, :admin, :ruleset, :published]. When the handler fires, it writes a SystemEvent record and re-emits [:parapet, :rulestead, :flag_change].
Config keys
The Rulestead integration reads Application.get_env(:parapet, :repo) to determine which Ecto repo to use when writing SystemEvent records. This must be set as part of the standard Parapet install. If :repo is not configured, the integration silently skips the evidence write but still re-emits the telemetry event.
Troubleshooting
The parapet_rulestead_flag_change_total counter does not appear in Prometheus
The most common cause is missing reporter wiring. Confirm that Parapet.Metrics.Rulestead.metrics() is included in your Telemetry.Metrics reporter configuration. The integration only attaches the telemetry handler — the metric definition must be registered separately with the reporter before scraping begins.
Flag-change events fire but no SystemEvent rows appear in the database
The integration reads Application.get_env(:parapet, :repo) at event time. If :repo is nil (not configured), the DB insert is skipped and only the telemetry re-emit occurs. Verify that config :parapet, repo: MyApp.Repo is set in your application config.
Telemetry handler raises a conflict error on startup
A duplicate call to Parapet.attach(adapters: [:rulestead]) will raise a telemetry conflict because the handler name parapet-rulestead-telemetry is already registered. Attach each adapter exactly once at application startup.


  

    Parapet + Threadline

Threadline is an audit-trail library. The Threadline integration provides audit-evidence interoperability between Threadline and Parapet — it does not emit Prometheus metrics and it does not back any SLO provider.
Prerequisites
	threadline installed in your host app (optional dep — outbound forwarding is guarded by Code.ensure_loaded?(Threadline); inbound ingestion always fires)
	Parapet installed and configured (mix parapet.install)

What it unlocks
The Threadline integration bridges audit evidence in both directions:
Inbound (always active): When Threadline fires a [:threadline, :audit, :event] telemetry event, Parapet logs it as a Parapet.Evidence audit record via Parapet.Evidence.log_tool_audit/1. This path is always active once Parapet.attach(adapters: [:threadline]) is called, regardless of whether the Threadline module is loaded.
Outbound (conditional): When Parapet creates an audit record and emits [:parapet, :audit, :created], the integration forwards it to Threadline.log_audit/1 — but only if Code.ensure_loaded?(Threadline) returns true. If the host app does not have the Threadline library loaded, the outbound path is skipped silently and the Parapet audit record is still written.
There are no Prometheus metrics and no SLO providers associated with this integration.
Activation
Add the adapter when you start your supervision tree, typically in application.ex:
Parapet.attach(adapters: [:threadline])
This attaches two telemetry handlers: one for [:threadline, :audit, :event] (inbound) and one for [:parapet, :audit, :created] (outbound, gated by Code.ensure_loaded?(Threadline)).
Config keys
The Threadline integration has no Parapet-level config keys. Audit event handling is driven entirely by the telemetry payloads and the presence of the Threadline module.
Troubleshooting
Threadline audit events are arriving but not appearing as Parapet evidence records
Confirm that Parapet.attach(adapters: [:threadline]) was called before the first [:threadline, :audit, :event] telemetry event fired. The inbound handler only catches events that occur after attachment. If the handler was not attached at application startup, events emitted during boot will be missed.
Parapet audit records are not forwarding to Threadline
The outbound handler is guarded by Code.ensure_loaded?(Threadline). If the Threadline module is not available in your app's dependency graph, forwarding is silently skipped. Verify that threadline is listed in your mix.exs deps and that the module compiles successfully with mix compile.
Telemetry handler raises a conflict error on startup
A duplicate call to Parapet.attach(adapters: [:threadline]) will raise a telemetry conflict because the handler names parapet-threadline-audit and parapet-audit-to-threadline are already registered. Attach each adapter exactly once at application startup.


  

    Parapet + Chimeway

Chimeway is a notification delivery library. When you attach the Chimeway integration, Parapet translates Chimeway delivery failure events into delivery metrics you can observe in Prometheus and track via pre-built SLO slices.
Prerequisites
	chimeway installed in your host app (optional dep — if it is absent, Chimeway never emits the telemetry events the adapter listens for, so the attached handlers stay dormant and harmless; Parapet does not probe for the chimeway library itself)
	Parapet installed and configured (mix parapet.install)

What it unlocks
Chimeway delivery events become Parapet delivery metrics:
	parapet_delivery_provider_feedback — counted per outcome, failure_class, fault_plane tags; emitted for provider-side failures
	parapet_delivery_webhook_ingest — counted per delay_bucket tag; emitted for callback-delayed events where a delay is detected

All events carry integration: :chimeway, provider, channel: :notification, and outcome: :failed tags.
The Parapet.SLO.ChimewayDelivery provider uses these metrics for three slices: chimeway_provider_acceptance, chimeway_callback_confirmation, and chimeway_callback_freshness. Register it with:
config :parapet, providers: [Parapet.SLO.ChimewayDelivery]
Then run mix parapet.gen.prometheus to generate the alerting rules. See Parapet SLO Reference for the full slice catalog.
Activation
Add the adapter when you start your supervision tree, typically in application.ex:
Parapet.attach(adapters: [:chimeway])
This attaches a telemetry handler for [:chimeway, :event, :failed] (handler id parapet-chimeway-delivery-events). Parapet routes each event to either [:parapet, :delivery, :provider_feedback] or [:parapet, :delivery, :webhook_ingest] based on whether a callback delay is detected.
Config keys
The Chimeway integration has no Parapet-level config keys. It reads standard Chimeway telemetry events and re-emits them as Parapet delivery events without additional configuration.
Troubleshooting
Metrics are not appearing in Prometheus
Confirm two things: (1) Parapet.attach(adapters: [:chimeway]) was called before the first Chimeway event fired, and (2) your Telemetry.Metrics reporter includes metrics from the relevant Parapet.Metrics.* module. If the reporter is not wired, counters are defined but never scraped.
Telemetry handler raises a conflict error on startup
A second call to Parapet.attach(adapters: [:chimeway]) raises a telemetry conflict because the handler name parapet-chimeway-delivery-events is already registered. Attach each adapter exactly once at application startup.
Events appear under provider_feedback instead of webhook_ingest (or vice versa)
Parapet routes Chimeway events based on callback_delay?/1. Events where a callback delay is detected (the error is :callback_timeout or "callback_timeout" and a delay_ms integer is present) are emitted as [:parapet, :delivery, :webhook_ingest]; all other failures are emitted as [:parapet, :delivery, :provider_feedback]. This routing is intentional — confirm your SLO slices are querying the correct event family.


  

    Parapet + Mailglass

Mailglass is an email delivery library. When you attach the Mailglass integration, Parapet translates Mailglass send, reconcile, and webhook events into delivery metrics across three event families you can observe in Prometheus and track via pre-built SLO slices.
Prerequisites
	mailglass installed in your host app (optional dep — if it is absent, Mailglass never emits the telemetry events the adapter listens for, so the attached handlers stay dormant and harmless; Parapet does not probe for the mailglass library itself)
	Parapet installed and configured (mix parapet.install)

What it unlocks
Mailglass email events become Parapet delivery metrics across three event families:
	parapet_delivery_outbound — send-stop events, tagged by outcome, fault_plane
	parapet_delivery_provider_feedback — reconcile-stop events, tagged by outcome, delay_bucket
	parapet_delivery_webhook_ingest — webhook exception events, tagged by failure_class, fault_plane

All events carry integration: :mailglass, provider, and channel: :email tags. Optional ref tags included when present: message_id, delivery_id, provider_message_id.
The Parapet.SLO.MailglassDelivery provider uses these metrics for four slices: mailglass_submit_acceptance, mailglass_confirmed_delivery, mailglass_webhook_freshness, and mailglass_suppression_drift. Register it with:
config :parapet, providers: [Parapet.SLO.MailglassDelivery]
Then run mix parapet.gen.prometheus to generate the alerting rules. See Parapet SLO Reference for the full slice catalog.
Activation
Add the adapter when you start your supervision tree, typically in application.ex:
Parapet.attach(adapters: [:mailglass])
This attaches handlers (via :telemetry.attach_many/4) for [:mailglass, :outbound, :send, :stop], [:mailglass, :reconcile, :stop], and [:mailglass, :webhook, :ingest, :exception] (handler id parapet-mailglass-delivery).
Config keys
The Mailglass integration has no Parapet-level config keys. It reads standard Mailglass telemetry events and re-emits them as Parapet delivery events without additional configuration.
Troubleshooting
Metrics are not appearing in Prometheus
Confirm two things: (1) Parapet.attach(adapters: [:mailglass]) was called before the first Mailglass event fired, and (2) your Telemetry.Metrics reporter includes metrics from the relevant Parapet.Metrics.* module. If the reporter is not wired, counters are defined but never scraped.
Telemetry handler raises a conflict error on startup
A second call to Parapet.attach(adapters: [:mailglass]) raises a telemetry conflict because the handler name parapet-mailglass-delivery is already registered. Attach each adapter exactly once at application startup.
The webhook_ingest events include a latency_ms field that is not in other families
Webhook exception events carry a latency_ms field in Mailglass metadata representing the end-to-end delivery latency observed at webhook receipt. Parapet maps this to a delay_bucket tag and also preserves it as a delay_ms measurement key on the emitted event. Use the delay_bucket tag for SLO slices and the delay_ms measurement for histogram-based alerting.


  

    Parapet + Rindle

Rindle is a media processing library. When you attach the Rindle integration, Parapet translates all seven Rindle async lifecycle events into three async metric families you can observe in Prometheus and track via pre-built SLO slices.
Prerequisites
	rindle installed in your host app (optional dep — if it is absent, Rindle never emits the telemetry events the adapter listens for, so the attached handlers stay dormant and harmless; Parapet does not probe for the rindle library itself)
	Parapet installed and configured (mix parapet.install)

What it unlocks
Rindle media-processing events become Parapet async metrics across three event families:
	parapet_async_stage — from started, processed, failed, and discarded events; tagged by pipeline_stage, outcome, retry_state, fault_plane
	parapet_async_backlog — from backlog events; tagged by outcome, delay_bucket, fault_plane
	parapet_async_callback — from callback_delayed and reconciliation_delayed events; tagged by pipeline_stage, outcome, delay_bucket, fault_plane

All events carry integration: :rindle, provider, and queue tags. Optional refs included when present: job_id, webhook_id.
The Parapet.SLO.RindleAsync provider uses these metrics for five slices: rindle_terminal_success, rindle_queue_freshness, rindle_callback_freshness, rindle_long_running_stage, and rindle_funnel_regression. Register it with:
config :parapet, providers: [Parapet.SLO.RindleAsync]
Then run mix parapet.gen.prometheus to generate the alerting rules. See Parapet SLO Reference for the full slice catalog.
Activation
Add the adapter when you start your supervision tree, typically in application.ex:
Parapet.attach(adapters: [:rindle])
This attaches handlers for all seven Rindle events (handler id parapet-rindle-async):
[:rindle, :media, :started], [:rindle, :media, :processed], [:rindle, :media, :failed],
[:rindle, :media, :discarded], [:rindle, :media, :backlog],
[:rindle, :media, :callback_delayed], and [:rindle, :media, :reconciliation_delayed].
Config keys
The Rindle integration has no Parapet-level config keys. It reads standard Rindle telemetry events and re-emits them as Parapet async events without additional configuration.
Troubleshooting
Telemetry handler raises a conflict error on startup
A second call to Parapet.attach(adapters: [:rindle]) raises a telemetry conflict because the handler name parapet-rindle-async is already registered. Attach each adapter exactly once at application startup.
The pipeline_stage tag shows unexpected values
Parapet normalizes pipeline_stage from string to atom at event time: strings are lowercased, trimmed, and non-alphanumeric characters are replaced with underscores before String.to_atom/1 is called. If your Rindle metadata passes stage as a string like "Media Processing", Parapet normalizes it to :media_processing. If you need a specific atom key in SLO slices, ensure Rindle metadata passes stage as the expected atom directly, or align your slice filter to the normalized form.
The retry_state tag shows :first_attempt when a retry is expected
Parapet infers retry_state from the attempt or attempt_number integer keys in Rindle metadata when no explicit retry_state key is present. If the metadata does not include either key, or the value is 1 (first attempt), Parapet sets retry_state: :first_attempt. For events at attempt > 1, the tag becomes :retrying. If your Rindle metadata uses a different key for the attempt counter, Parapet will not pick it up automatically — set retry_state explicitly in your Rindle job metadata to guarantee the correct label.


  

    Parapet + Scoria

Scoria is an AI/LLM tooling library with support for evals, MCP tool execution, and durable workflows. When you attach the Scoria integration, Parapet translates Scoria telemetry into Prometheus metrics and feeds the evidence spine with incidents and action items for AI config changes and stale workflows.
Prerequisites
	scoria installed in your host app (optional dep — if it is absent, Scoria never emits the telemetry events the adapter listens for, so the attached handlers stay dormant and harmless; Parapet does not probe for the scoria library itself)
	Parapet installed and configured (mix parapet.install)

What it unlocks
Scoria AI/LLM events feed Parapet in two ways:
Prometheus metrics (via Parapet.Metrics.Scoria):
	scoria_evaluation_total — eval completion counter, tagged by guardrail, passed, model_name
	scoria_mcp_errors_total — MCP tool error counter, tagged by reason, tool_name

Evidence spine integration (unique to Scoria):
	Config-deployed events ([:scoria, :config, :deployed]) create Parapet.Evidence incident records with runbook data capturing scorer_version, baseline_version, and model
	Stale workflow events create action items; resumed workflows resolve them automatically when the workflow is no longer paused
	SRE telemetry errors create high-severity incidents for immediate operator visibility

Reporter wiring required: The integration attaches telemetry handlers automatically, but the Prometheus metric definitions must be registered separately with your Telemetry.Metrics reporter. To get scoria_evaluation_total and scoria_mcp_errors_total into Prometheus, add:
# In your Telemetry reporter setup (e.g., TelemetryMetricsPrometheus or similar)
metrics: Parapet.Metrics.Scoria.metrics() ++ your_other_metrics()
Without this step, the telemetry handlers fire and evidence records are written, but the counters never reach your scrape endpoint.
There is no pre-built SLO provider for Scoria. The evaluation and MCP error counters are raw ingredients for custom slices — see the SLO authoring guide for how to build your own slices from these counters.
The [:parapet, :scoria, …] events follow the same additive-only stability rules as all other Parapet telemetry events — see the telemetry contract for details.
Activation
Add the adapter when you start your supervision tree, typically in application.ex:
Parapet.attach(adapters: [:scoria])
This attaches handlers for seven Scoria events across five handler IDs:
	[:scoria, :sre, :telemetry] — handler id parapet-scoria-telemetry
	[:scoria, :config, :deployed] — handler id parapet-scoria-config-telemetry
	[:scoria, :mcp, :tool, :exception] — handler id parapet-scoria-mcp-telemetry
	[:scoria, :workflow, :stale], [:scoria, :workflow, :expired], [:scoria, :workflow, :resumed] — handler id parapet-scoria-workflow-telemetry
	[:scoria, :eval, :completed] — handler id parapet-scoria-eval-handler (via Parapet.Metrics.Scoria.setup/0)

Config keys
The Scoria integration has no Parapet-level config keys. It uses Code.ensure_loaded?/1 at runtime to check for Scoria.Workflow when resolving workflow state — no static configuration is required.
Troubleshooting
Metrics are not appearing in Prometheus
The most common cause is missing reporter wiring. Confirm that Parapet.Metrics.Scoria.metrics() is included in your Telemetry.Metrics reporter configuration. The integration only attaches the telemetry handlers — the metric definitions must be registered separately with the reporter before scraping begins.
Telemetry handler raises a conflict error on startup
The Scoria integration registers five separate handler IDs. A duplicate call to Parapet.attach(adapters: [:scoria]) will raise a telemetry conflict because one or more of parapet-scoria-telemetry, parapet-scoria-config-telemetry, parapet-scoria-mcp-telemetry, parapet-scoria-workflow-telemetry, or parapet-scoria-eval-handler is already registered. Attach each adapter exactly once at application startup.
High-cardinality metadata from Scoria is being dropped
This is intentional. Parapet strictly enforces low-cardinality labels by keeping only [:model, :provider, :tool_name] from incoming Scoria metadata. Fields such as trace_id, request_id, or other high-cardinality identifiers are stripped before the translated event is emitted. This protects your TSDB from cardinality explosion. If you need to correlate specific events, use the Parapet.Evidence incident and action item records — those capture the full metadata in Ecto rather than in Prometheus label space.
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