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    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        inc(counter)

      


    


    
      
        init(_)

      


        Callback implementation for GenServer.init/1.
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Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      inc(counter)



    

  


  


  



  
    
      
    
    
      init(_)



    

  


  

Callback implementation for GenServer.init/1.
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Paxtor 
    



      
Paxtor is the API module of the Paxtor application.
This application provides two models of usage. For more information look at:
	Paxtor.lock/1
	Paxtor.name/2


      


      
        Summary


  
    Functions
  


    
      
        alive?(arg)

      


        Returns true if the process described by the argument is running, otherwise
it returns false.



    


    
      
        lock(key, opts \\ [])

      


        Acquires a cluser-wide lock for the key.



    


    
      
        lookup(arg)

      


        Returns the pid that belongs to the given name or it returns nil if the
process has not been started, or crashed.



    


    
      
        name(key, child_spec, opts \\ [])

      


        It returns a via tuple that can be used anywhere where a process name is
adequate.



    


    
      
        whereis(pid)

      


        Resolves a name or name tuple to an actual pid (or port).
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Returns true if the process described by the argument is running, otherwise
it returns false.
If you also need to know the pid of the process, please have a look at
lookup/1.  Both of these functions accepts via tuples generated by name/2.

  



    

  
    
      
    
    
      lock(key, opts \\ [])



    

  


  

Acquires a cluser-wide lock for the key.
It will return the atom :acquired if the lock is acquired by the caller process.
The function call will not return until the lock is acquired, unless the block: false
option is given.  In case the lock is not available right now, and the block: false option
was used, the tuple {:held_by, pid} is returned, where pid is the process identifier of
the process currently holding the lock.
Another option you can use is no_quorum: :retry.
	:retry: silently retry as long as it takes to acquire the lock. (This is the default.)
	:fail: crash if no quorum is available
	:return: returns :no_quorum if there are not enough nodes available in the cluster
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Returns the pid that belongs to the given name or it returns nil if the
process has not been started, or crashed.
lookup does not start the process.  If you want to ensure the process is
running, and also get it's pid, use Paxtos.whereis instead.
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It returns a via tuple that can be used anywhere where a process name is
adequate.
It does not start a process by itself, just creates a reference. In order to
start the process you can make a request to it (like a GenServer.call) or
you can use Paxtor.whereis(via_tuple) to ensure it is started.
Options:
	restart: It controls whether the process will be restarted or not. Two
possible atoms can be the value of it:	:temporary -- the process can go down without triggering any actions.
The next event call will ensure the process is started. This is the default.
	:permanent -- the process is restarted when it fails. If the hosting
node goes down, the process is restarted on another node.



child_spec can have an option about restarts, but Paxtor does not care
about it. It does not matter if you set that in the child_spec.  What
matters is this option. By default Paxtor starts a temporary process, which
means it is never restarted, no matter if it stops normally, or fails.
Permanent processes are always restarted when they exit. In Erlang/OTP
there's a 3rd category called transient, which means processes are only
restarted when they fail, but are not restarted when they exit normally. This
is not supperted in Paxtor.
Please stick with the default option if it is possible. The restart: :permanent option makes a lot of effort to restart the child process, but most
of the time it makes sense to only restart failed processes when you want to
send messages to them later. This autorestart functionality is what Paxtor
provides when restart: :temprary is in effect.
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Resolves a name or name tuple to an actual pid (or port).
While lookup/1 and alive?/1 only accepts via tuples generated by
name/2, this function accepts any kind of :via tuples, locally registered
process (or port) names and also {name, node} tuples. It is a deliberate
decision not to support {:global, name} tuples because:
	they interfere with {name, node} tuples
	there's no reason to use :global if you have Paxtor
	if you absolutely need :global, you can fall back to {:via, :global, name} and get the pid you need


  


        

      


  

    
Paxtor.Helpers 
    




      
        Summary


  
    Functions
  


    
      
        pid_from(arg1)

      


        When a start_link or Supervisor.start_child is called, it can return
different kind of answers. The happy path is usually {:ok, pid} or {:ok, pid, info}, so we can grab the pid from these cases. Also when a
start_child is called and the supervisor already has a child with the given
id, it returns {:error, {:already_started, pid}}, and we strill can get a
pid. But in the error cases, like in case of an :ignore or {:error, reason} value, there's no pid. This function pattern matches and returns
the pid from the positive cases.



    


    
      
        start_children(child_spec, supervisor, opts \\ [])
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When a start_link or Supervisor.start_child is called, it can return
different kind of answers. The happy path is usually {:ok, pid} or {:ok, pid, info}, so we can grab the pid from these cases. Also when a
start_child is called and the supervisor already has a child with the given
id, it returns {:error, {:already_started, pid}}, and we strill can get a
pid. But in the error cases, like in case of an :ignore or {:error, reason} value, there's no pid. This function pattern matches and returns
the pid from the positive cases.
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Paxtor.Lock 
    



      
The module Paxtor.Lock is the home of the cluster-wide locking mechanism.
See Paxtor.lock for futher details.
This module can also be used in via tuples as a registry to reference the
pid of a process that owns a lock.
iex> Paxtor.lock(:some_key)
iex> Paxtor.whereis({:via, Elixir.Paxtor.Lock, :some_key}) == self()
true
iex> Paxtor.Lock.whereis_name(:some_key) == self()
true

      


      
        Summary


  
    Functions
  


    
      
        lock(key, opts)

      


    


    
      
        name(key)

      


        This function returns a :via tuple that uses the current module as the
regitry module. The purpose of this is to allow processes to get the pid of a
process holding a lock.



    


    
      
        whereis_name(key)

      


        This is the API function that makes it possible to use Elixir.Paxtor.Lock in
:via tuples.  You can also call this function directly to get the pid
of the process currenty associated with a lock.
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This function returns a :via tuple that uses the current module as the
regitry module. The purpose of this is to allow processes to get the pid of a
process holding a lock.
iex> key |> Elixir.Paxtor.Lock.name() |> Paxtor.whereis()
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This is the API function that makes it possible to use Elixir.Paxtor.Lock in
:via tuples.  You can also call this function directly to get the pid
of the process currenty associated with a lock.
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          @callback register_name(name :: term(), pid :: pid()) :: :yes | :no
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          @callback send(name :: term(), message :: term()) :: term()
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          @callback unregister_name(name :: term()) :: :ok
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          @callback whereis_name(name :: term()) :: pid()
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Paxtor.Spawn 
    



      
A via registry module for temporary singleton processes.
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    Functions
  


    
      
        alive?(key)

      


    


    
      
        lookup(key)

      


    


    
      
        via(key, child_spec)

      


        Returns a :via tuple that can be used to spawn or access the singleton
process.
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Returns a :via tuple that can be used to spawn or access the singleton
process.
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        Summary


  
    Functions
  


    
      
        alive?(key)

      


        Checks if the given key has a running, alive process in the cluster.



    


    
      
        ensure_started(key, child_spec)

      


        Ensures the process represented by key and child_spec is started, and it
returns the pid of the process.  In case of an unexpected problem it can
return :undefined or nil.



    


    
      
        lookup(key)

      


    


    
      
        via(key, child_spec)

      


        Returns a :via tuple that represents the process behind the key.



    


    
      
        whereis(key, child_spec)

      


        Returns the pid of the process behind key.  If the process in not yet
started, it starts the process using child_spec and returns the newly
created pid.
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Checks if the given key has a running, alive process in the cluster.

  



  
    
      
    
    
      ensure_started(key, child_spec)



    

  


  

Ensures the process represented by key and child_spec is started, and it
returns the pid of the process.  In case of an unexpected problem it can
return :undefined or nil.
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Returns a :via tuple that represents the process behind the key.
Ths via tuple can be used in place of a process name, and it resolves to the
pid behind key. To resolve it, you can use Paxtor.whereis/, or most of
the standart OTP functions that take not only pids, but also process names,
like GenServer.call.
There is no process started by just creating a via tuple, but resolving the
via tuple (like Paxtor.whereis(via_tuple)) starts the process in case it
was not started yet.
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Returns the pid of the process behind key.  If the process in not yet
started, it starts the process using child_spec and returns the newly
created pid.
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        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        exec_in_supervisor(supervisor, fun)

      


    


    
      
        pid(supervisor, key)

      


    


    
      
        start_link(opts \\ [])
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Returns a specification to start this module under a supervisor.
See Supervisor.
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paxtor 
    



      
Paxtor is an Elixir library for building CP (Consistent and
Partition-tolerant) distributed systems on the BEAM.
This module is the Erlang API of Paxtor. It allows you to use Paxtor
from Erlang with a more natural syntax. For example:
paxtor:lock(Key).
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        lock(Key)

      


        Acquires a cluster-wide lock on a resource represented by Key.
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Acquires a cluster-wide lock on a resource represented by Key.
For further information please consult the Elixir documentation of
Paxtor.lock/1 or the content of the file docs/lock.md.
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