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Workflows, background jobs and cron in Elixir and Postgres powered by PGMQ.

A native Elixir implementation of pgflow — a PostgreSQL-based workflow engine built on pgmq. Define multi-step DAG workflows ("flows"), one-off background jobs ("jobs"), and scheduled cron jobs and flows — all backed by the same PostgreSQL queuing infrastructure with retries, visibility timeouts, and delivery guarantees. Built on OTP with supervised workers, adaptive backoff polling, and an optional LISTEN/NOTIFY strategy for low-latency task dispatch. Compatible with the TypeScript/Deno pgflow project, sharing the same database schema and SQL functions.
Why PgFlow?
	No extra infrastructure — Runs entirely in PostgreSQL using pgmq. No Redis, no external queue service.
	Queryable state — All workflow state lives in SQL tables. Debug with SELECT * FROM pgflow.runs.
	Automatic retries — Failed steps retry with exponential backoff. Only failed steps retry, not the whole workflow.
	Parallel processing — Steps run concurrently when dependencies allow. Fan-out with map for array processing.
	Cross-language — Same flows can be processed by Elixir or Deno (Supabase) workers side-by-side.

Further Reading
	COMPARISON.md — PgFlow vs Oban, Broadway, Temporal, Inngest, and others
	ELIXIR_VS_SUPABASE.md — Elixir vs Deno/TypeScript (Supabase) implementation
	ARCHITECTURE.md — OTP supervision tree, worker model, and internals
	LIVE_CLIENT.md — LiveView integration for real-time flow/job tracking

Prerequisites
	Elixir 1.17+
	PostgreSQL 17+ with:	pgmq — pgflow's queue backbone. The mix pgflow.gen.pgmq_migration task installs it via SQL (works on Neon, self-hosted, and any plain Postgres). Skip this step if your environment already ships pgmq (e.g. Supabase projects or managed services where pgmq is pre-enabled).

	pg_cron (only for cron-scheduled flows/jobs) — requires two server-level settings before CREATE EXTENSION pg_cron will succeed:
	shared_preload_libraries = 'pg_cron' (requires a Postgres restart)
	cron.database_name = '<your_app_db>' — pg_cron's metadata lives in exactly one DB; defaults to postgres

Supported on Neon, AWS RDS (PG 12.5+), Aurora (PG 12.6+), and Supabase — each with its own setup path (parameter groups, API calls, etc. — check your host's docs). If your host doesn't support pg_cron, generate extensions with mix pgflow.gen.postgres_extensions_migration --no-cron — cron-scheduled flows/jobs become unavailable but the rest of pgflow works.

	Standard extensions: citext, pg_trgm, pgcrypto.



	An Ecto repository

The provided Docker setup (Postgres 17) includes all extensions pre-configured.
Installation
Add pgflow to your dependencies in mix.exs:
def deps do
  [
    {:pgflow, "~> 0.1.0"}
  ]
end
Then fetch dependencies:
mix deps.get

Quick Start
1. Database Setup
For development, use the provided Docker Compose which builds a pre-configured Postgres image:
docker compose up -d

This builds a Postgres 17 image with pgmq, pg_cron, and the pgflow schema pre-loaded. Database available at localhost:54322 (user: postgres, password: postgres, database: pgflow_test).
Resetting the database: The pgflow schema is loaded by the Docker init script on first container creation only. If you drop the database (e.g. mix ecto.reset), you must re-apply it:
# Destroy the Docker volume and start fresh
docker compose down -v && docker compose up -d

For your application, generate consumer migrations using the setup tasks. Each writes one wrapper migration into your app's priv/repo/migrations/:
# 1. Install required Postgres extensions (citext, pg_trgm, pgcrypto, pg_cron).
#    Pass `--no-cron` if pg_cron isn't available on your host.
mix pgflow.gen.postgres_extensions_migration

# 2. Install pgmq (unless your Postgres already provides it as an extension —
#    e.g. Supabase. On most hosts pgmq isn't native; use this task).
mix pgflow.gen.pgmq_migration

# 3. Install the pgflow schema + Elixir helper functions. Add `--dashboard`
#    to also install the LiveView dashboard schema. `--no-helpers` skips
#    the Elixir-binding SQL helpers (only useful if you're using a
#    different client).
mix pgflow.setup

# 4. Apply everything.
mix ecto.migrate

The generated setup_pgflow.exs migration just calls PgFlow.Migration.up/0
and PgFlow.HelpersMigration.up/0 — new pgflow releases bump the vendored
SQL, not your migration list.
2. Define a Flow
defmodule MyApp.Flows.ProcessOrder do
  use PgFlow.Flow

  @flow queue: :process_order, max_attempts: 3, base_delay: 5, timeout: 60

  step :validate do
    fn input, _ctx ->
      %{order_id: input["order_id"], valid: true}
    end
  end

  step :charge_payment, depends_on: [:validate] do
    fn deps, _ctx ->
      %{charged: true, amount: deps["validate"]["amount"]}
    end
  end

  step :send_confirmation, depends_on: [:charge_payment] do
    fn deps, _ctx ->
      %{sent: true}
    end
  end
end
See PgFlow.Flow moduledocs for the full DSL reference (step options, map macro, handler input, error handling).
3. Compile the Flow to Database
Before workers can process a flow, it must be "compiled" into the database. This creates the flow record, PGMQ queue, and step definitions:
mix pgflow.gen.flow_migration MyApp.Flows.ProcessOrder
mix ecto.migrate

Note: If you start a worker for a flow that hasn't been compiled, you'll get a helpful error message with the exact command to run.

4. Configure and Start
# config/config.exs
config :my_app, MyApp.PgFlow,
  repo: MyApp.Repo,
  flows: [MyApp.Flows.ProcessOrder],
  signal_strategy: :notify              # use LISTEN/NOTIFY for low-latency (requires pgmq 1.8+)
All options have sensible defaults — only repo is required. See PgFlow.Config for the full list (concurrency, batch size, poll intervals, recovery, etc.).
# lib/my_app/application.ex
def start(_type, _args) do
  children = [
    MyApp.Repo,
    {PgFlow, Application.fetch_env!(:my_app, MyApp.PgFlow)}
  ]

  opts = [strategy: :one_for_one, name: MyApp.Supervisor]
  Supervisor.start_link(children, opts)
end
5. Trigger a Flow
# Async — returns immediately with run_id
{:ok, run_id} = PgFlow.start_flow(MyApp.Flows.ProcessOrder, %{"order_id" => 123})

# Sync — waits for completion (with optional timeout)
{:ok, run} = PgFlow.start_flow_sync(:process_order, %{"order_id" => 123}, timeout: 30_000)

# Check run status
{:ok, run} = PgFlow.get_run(run_id)
{:ok, run} = PgFlow.get_run_with_states(run_id)
Background Jobs
PgFlow supports simple background jobs — one-off tasks like sending emails or processing webhooks. Jobs are single-step flows under the hood, reusing the same queuing infrastructure, retries, and dashboard visibility.
defmodule MyApp.Jobs.SendEmail do
  use PgFlow.Job

  @job queue: :send_email, max_attempts: 5, base_delay: 10, timeout: 120

  perform :deliver do
    fn input, _ctx ->
      Mailer.send(input["to"], input["subject"], input["body"])
      %{sent: true}
    end
  end
end
The step name in perform :deliver do is optional — when omitted, it defaults to the @job queue/slug value.
See PgFlow.Job moduledocs for the full options reference.
# Compile to database
mix pgflow.gen.job_migration MyApp.Jobs.SendEmail
mix ecto.migrate

# Enqueue a job
{:ok, run_id} = PgFlow.enqueue(MyApp.Jobs.SendEmail, %{"to" => "user@example.com", "subject" => "Hello"})
Cron Scheduling
Both flows and jobs support cron scheduling via pg_cron. Add a cron option to run on a schedule:
@flow queue: :daily_report, cron: [schedule: "0 9 * * *", input: %{"type" => "daily"}]
@job queue: :cleanup, cron: [schedule: "@hourly"]
The cron schedule SQL is generated automatically when you run mix pgflow.gen.flow_migration or mix pgflow.gen.job_migration and migrate.
Mix Tasks
One-time setup
Run these once when adding pgflow to a project. Migrations are applied via mix ecto.migrate.
	Task	Description
	mix pgflow.gen.postgres_extensions_migration	Migration: citext, pg_trgm, pgcrypto, pg_cron
	mix pgflow.gen.pgmq_migration	Migration: pgmq via SQL-only install
	mix pgflow.setup	Wrapper migration: core schema + helpers
	mix pgflow.gen.helpers_migration	Migration: Elixir helpers standalone (setup bundles these)
	mix pgflow.stamp	Adopt an existing pgflow schema into EctoEvolver tracking

Per-flow / per-job
Run once per flow or job module. Each generates a migration that compiles the flow/job definition into the database.
	Task	Description
	mix pgflow.gen.flow_migration MyApp.Flow	Generate migration to compile flow to database
	mix pgflow.gen.job_migration MyApp.Job	Generate migration to compile job to database

Verification & test DB
	Task	Description
	mix pgflow.check_schema	Verify pgflow database schema compatibility
	mix pgflow.test.setup	Set up test database
	mix pgflow.test.reset	Reset test database (teardown + setup)
	mix pgflow.test.teardown	Tear down test database

Dashboard
PgFlow includes an optional Phoenix LiveView dashboard for monitoring workflows, jobs, workers, and cron schedules in real-time.
See DASHBOARD.md for installation instructions.
LiveView Integration
PgFlow.LiveClient provides a LiveView-native client for tracking flow and job runs in real-time. It manages PubSub subscriptions and applies incremental updates to %Run{} structs in your socket assigns:
defmodule MyAppWeb.OrderLive do
  use MyAppWeb, :live_view
  alias PgFlow.LiveClient

  def mount(_params, _session, socket) do
    {:ok, LiveClient.init(socket, pubsub: MyApp.PubSub)}
  end

  def handle_event("process", params, socket) do
    {:ok, socket} = LiveClient.start_flow(socket, :process_order, params)
    {:noreply, socket}
  end

  def handle_info({:pgflow, _, _} = msg, socket) do
    {:noreply, LiveClient.handle_info(msg, socket)}
  end
end
Requires the :pubsub option in your PgFlow config. See LIVE_CLIENT.md for the full API, multiple run tracking, and struct reference.
Demo App
See demo/README.md for a Phoenix LiveView application demonstrating PgFlow with real-time flow visualization.
Telemetry
PgFlow emits :telemetry events across worker, poll, task, and run lifecycles for monitoring and metrics collection. See PgFlow.Telemetry moduledocs for event names, measurements, and metadata.
Testing
# Start the database (same as Quick Start step 1)
docker compose up -d

# Run tests
mix test

Compatibility with PgFlow TypeScript/Deno
This Elixir implementation is compatible with the TypeScript/Deno version — same PostgreSQL schema, same SQL functions, same PGMQ message format. Workers can run side-by-side. See ELIXIR_VS_SUPABASE.md for a detailed comparison and schema divergences.
License
MIT
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PgFlow is an Elixir implementation of the pgflow workflow engine.
It provides a macro-based DSL for defining workflow DAGs that execute
on PostgreSQL using pgmq for task coordination.
Compatibility
This Elixir implementation is compatible with pgflow core version 0.5.0.
It uses the same database schema and SQL functions as the TypeScript/Deno implementation,
allowing both to run side-by-side against the same database.
Quick Start
defmodule MyApp.Flows.ProcessOrder do
  use PgFlow.Flow

  @flow slug: :process_order, max_attempts: 3

  step :validate do
    fn input, _ctx ->
      # Validate order data
      %{valid: true, order_id: input["order_id"]}
    end
  end

  step :charge, depends_on: [:validate] do
    fn deps, _ctx ->
      # Charge the customer
      %{charged: true, amount: 100}
    end
  end

  step :fulfill, depends_on: [:charge] do
    fn deps, _ctx ->
      # Fulfill the order
      %{fulfilled: true}
    end
  end
end
Starting a Flow
{:ok, run_id} = PgFlow.start_flow(MyApp.Flows.ProcessOrder, %{"order_id" => 123})
Configuration
Add PgFlow to your supervision tree:
children = [
  {PgFlow, repo: MyApp.Repo, flows: [MyApp.Flows.ProcessOrder]}
]
See PgFlow.Config for configuration options.
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        Enqueues a background job that becomes available after delay_seconds.
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        Checks if a flow exists in the database.
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        Gets the definition for a flow by module or slug.



    


    
      
        get_run(run_id)

      


        Gets a run by ID.



    


    
      
        get_run_with_states(run_id)

      


        Gets a run with all step states preloaded.
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        Returns health check information.
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        Lists all registered flows.
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        Starts a flow run with the given input.



    


    
      
        start_flow_sync(flow_module_or_slug, input, opts \\ [])

      


        Starts a flow and waits for completion.
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        Starts the PgFlow supervision tree.
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        Starts a worker for the given flow.
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        Stops a worker for the given flow.



    


    
      
        upsert_flow(slug, opts)

      


        Recompiles a flow definition at runtime.
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          @spec child_spec(keyword()) :: Supervisor.child_spec()


      


Returns a child specification for starting PgFlow under a supervisor.
Options
See PgFlow.Config for available options.
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          @spec core_version() :: String.t()


      


Returns the compatible pgflow core version.
This version indicates which pgflow database schema and SQL functions
this Elixir implementation is compatible with.
Examples
PgFlow.core_version()
#=> "0.5.0"
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          @spec delete_flow(String.t()) :: :ok | {:error, term()}


      


Deletes a flow and all associated data (runs, tasks, queue).
Examples
PgFlow.delete_flow("acct_123_hubspot_sync_v1")
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          @spec enqueue(module(), map()) :: {:ok, String.t()} | {:error, term()}


      


Enqueues a background job with the given input.
This is the primary API for dispatching jobs. Under the hood, jobs are
single-step flows, so this delegates to start_flow/2.
Examples
{:ok, run_id} = PgFlow.enqueue(MyApp.Jobs.SendEmail, %{"to" => "user@example.com"})

  



  
    
      
    
    
      enqueue(job_module, input, opts)



        
          
        

    

  


  

      

          @spec enqueue(module(), map(), keyword()) :: {:ok, String.t()} | {:error, term()}


      


Enqueues a background job with options.
Supported options:
	:delay_seconds - non-negative integer seconds before the job is available
	:scheduled_at - DateTime when the job should become available

Examples
{:ok, run_id} = PgFlow.enqueue(MyApp.Jobs.SendEmail, %{"to" => "user@example.com"}, delay_seconds: 60)
{:ok, run_id} = PgFlow.enqueue(MyApp.Jobs.SendEmail, %{"to" => "user@example.com"}, scheduled_at: ~U[2026-05-08 12:00:00Z])

  



  
    
      
    
    
      enqueue_at(job_module, input, scheduled_at)



        
          
        

    

  


  

      

          @spec enqueue_at(module(), map(), DateTime.t()) ::
  {:ok, String.t()} | {:error, term()}


      


Enqueues a background job that becomes available at scheduled_at.
Timestamps in the past enqueue the job for immediate execution. Any DateTime
time zone is accepted; PgFlow compares the scheduled timestamp as an instant.
Examples
{:ok, run_id} = PgFlow.enqueue_at(MyApp.Jobs.SendEmail, %{"to" => "user@example.com"}, ~U[2026-05-08 12:00:00Z])

  



  
    
      
    
    
      enqueue_in(job_module, input, delay_seconds)



        
          
        

    

  


  

      

          @spec enqueue_in(module(), map(), non_neg_integer()) ::
  {:ok, String.t()} | {:error, term()}


      


Enqueues a background job that becomes available after delay_seconds.
PgFlow persists the run immediately, then delays the initial pgmq task
visibility so workers cannot execute it until the delay elapses. Values of
0 enqueue the job for immediate execution.
Examples
{:ok, run_id} = PgFlow.enqueue_in(MyApp.Jobs.SendEmail, %{"to" => "user@example.com"}, 60)
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          @spec flow_exists?(String.t()) :: {:ok, boolean()} | {:error, term()}


      


Checks if a flow exists in the database.
Examples
PgFlow.flow_exists?("my_flow")
# => {:ok, true}

  



  
    
      
    
    
      get_flow(flow_module_or_slug)



        
          
        

    

  


  

      

          @spec get_flow(module() | atom()) :: {:ok, map()} | {:error, :not_found}


      


Gets the definition for a flow by module or slug.
Examples
{:ok, flow_def} = PgFlow.get_flow(MyApp.Flows.ProcessOrder)
{:ok, flow_def} = PgFlow.get_flow(:process_order)
{:error, :not_found} = PgFlow.get_flow(:unknown)

  



  
    
      
    
    
      get_run(run_id)



        
          
        

    

  


  

      

          @spec get_run(String.t()) :: {:ok, PgFlow.Schema.Run.t()} | {:error, :not_found}


      


Gets a run by ID.
Examples
{:ok, run} = PgFlow.get_run("550e8400-e29b-41d4-a716-446655440000")
{:error, :not_found} = PgFlow.get_run("nonexistent-id")

  



  
    
      
    
    
      get_run_with_states(run_id)



        
          
        

    

  


  

      

          @spec get_run_with_states(String.t()) ::
  {:ok, PgFlow.Schema.Run.t()} | {:error, :not_found}


      


Gets a run with all step states preloaded.
Examples
{:ok, run} = PgFlow.get_run_with_states("550e8400-e29b-41d4-a716-446655440000")
run.step_states  # => [%StepState{}, ...]
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          @spec health_check() :: %{status: :ok, workers: [map()], flows: [map()]}


      


Returns health check information.
Examples
PgFlow.health_check()
#=> %{status: :ok, workers: [...], flows: [...]}

  



  
    
      
    
    
      list_flows()



        
          
        

    

  


  

      

          @spec list_flows() :: [map()]


      


Lists all registered flows.
Examples
flows = PgFlow.list_flows()
#=> [%{module: MyApp.Flows.ProcessOrder, slug: :process_order, ...}, ...]

  



  
    
      
    
    
      start_flow(flow_module_or_slug, input)



        
          
        

    

  


  

      

          @spec start_flow(module() | atom() | String.t(), map()) ::
  {:ok, String.t()} | {:error, term()}


      


Starts a flow run with the given input.
The flow can be specified by module name, slug atom, or slug string.
Examples
{:ok, run_id} = PgFlow.start_flow(MyApp.Flows.ProcessOrder, %{"order_id" => 123})
{:ok, run_id} = PgFlow.start_flow(:process_order, %{"order_id" => 123})

  



    

  
    
      
    
    
      start_flow_sync(flow_module_or_slug, input, opts \\ [])



        
          
        

    

  


  

      

          @spec start_flow_sync(module() | atom() | String.t(), map(), keyword()) ::
  {:ok, PgFlow.Schema.Run.t()}
  | {:error, PgFlow.Schema.Run.t()}
  | {:error, :timeout}
  | {:error, term()}


      


Starts a flow and waits for completion.
Blocks until the flow completes or the timeout is reached.
Options
	:timeout - Maximum time to wait in milliseconds (default: 60_000)
	:poll_interval - How often to check status in milliseconds (default: 500)

Examples
{:ok, run} = PgFlow.start_flow_sync(MyApp.Flows.ProcessOrder, %{"order_id" => 123})
{:error, run} = PgFlow.start_flow_sync(MyApp.Flows.FailingFlow, %{})
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          @spec start_link(keyword()) :: Supervisor.on_start()


      


Starts the PgFlow supervision tree.
Options
See PgFlow.Config for available options.
Examples
PgFlow.start_link(repo: MyApp.Repo, flows: [MyApp.Flows.ProcessOrder])

  



    

  
    
      
    
    
      start_worker(flow_module, opts \\ [])



        
          
        

    

  


  

      

          @spec start_worker(
  module(),
  keyword()
) :: {:ok, pid()} | {:error, term()}


      


Starts a worker for the given flow.
Options
	:poll_interval - How often to poll for messages (default: 1000ms)
	:visibility_timeout - How long to hold messages (default: 30s)

Examples
{:ok, pid} = PgFlow.start_worker(MyApp.Flows.ProcessOrder)

  



  
    
      
    
    
      stop_worker(flow_module)



        
          
        

    

  


  

      

          @spec stop_worker(module()) :: :ok | {:error, :not_found}


      


Stops a worker for the given flow.
Examples
:ok = PgFlow.stop_worker(MyApp.Flows.ProcessOrder)
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          @spec upsert_flow(
  String.t(),
  keyword()
) :: {:ok, map()} | {:error, term()}


      


Recompiles a flow definition at runtime.
Unlike the compile-time DSL (use PgFlow.Flow), this creates flow
definitions from plain data - for per-tenant automations and dynamic workflows.
If the flow already exists, this operation is destructive: existing
definition and historical run/task data for the slug are deleted first.
Examples
 PgFlow.upsert_flow("acct_123_hubspot_sync_v1",
   max_attempts: 3,
   steps: [
     %{slug: "reshape", deps: []},
     %{slug: "create_contact", deps: ["reshape"]}
   ]
 )

  


        

      


  

    
PgFlow.Client 
    



      
Client API for interacting with PgFlow runs.
Provides functions to start flows, query run status, and wait for completion.
Usage
# Start a flow asynchronously
{:ok, run_id} = PgFlow.Client.start_flow(:my_flow, %{"order_id" => 123})

# Start a flow and wait for completion
{:ok, run} = PgFlow.Client.start_flow_sync(:my_flow, %{"order_id" => 123}, timeout: 30_000)

# Get run details
{:ok, run} = PgFlow.Client.get_run(run_id)

# Get run with step states preloaded
{:ok, run} = PgFlow.Client.get_run_with_states(run_id)

      


      
        Summary


  
    Functions
  


    
      
        delete_flow(slug)

      


        Deletes a flow and all associated data (runs, tasks, queue).



    


    
      
        enqueue(job_module, input)

      


        Enqueues a background job immediately.



    


    
      
        enqueue(job_module, input, opts)

      


        Enqueues a background job with options.



    


    
      
        enqueue_at(job_module, input, scheduled_at)

      


        Enqueues a background job that becomes visible at scheduled_at.



    


    
      
        enqueue_in(job_module, input, delay_seconds)

      


        Enqueues a background job that becomes visible after delay_seconds.



    


    
      
        flow_exists?(slug)

      


        Checks if a flow exists in the database.



    


    
      
        get_run(run_id)

      


        Gets a run by ID.



    


    
      
        get_run_with_states(run_id)

      


        Gets a run with all step states preloaded.



    


    
      
        start_flow(flow_module_or_slug, input)

      


        Starts a flow run with the given input.



    


    
      
        start_flow_sync(flow_module_or_slug, input, opts \\ [])

      


        Starts a flow and waits for completion.



    


    
      
        upsert_flow(slug, opts)

      


        Recompiles a flow definition at runtime.



    





      


      
        Functions


        


  
    
      
    
    
      delete_flow(slug)



        
          
        

    

  


  

      

          @spec delete_flow(String.t()) :: :ok | {:error, term()}


      


Deletes a flow and all associated data (runs, tasks, queue).
This permanently removes the flow definition and all historical run data.
Intended for cleaning up retired flow versions.
Examples
PgFlow.Client.delete_flow("acct_123_hubspot_sync_v1")
# => :ok

  



  
    
      
    
    
      enqueue(job_module, input)



        
          
        

    

  


  

      

          @spec enqueue(module(), map()) :: {:ok, String.t()} | {:error, term()}


      


Enqueues a background job immediately.
Jobs are single-step flows, so this delegates to start_flow/2.

  



  
    
      
    
    
      enqueue(job_module, input, opts)



        
          
        

    

  


  

      

          @spec enqueue(module(), map(), keyword()) :: {:ok, String.t()} | {:error, term()}


      


Enqueues a background job with options.
Supported options:
	:delay_seconds - non-negative integer seconds before the job is visible
	:scheduled_at - DateTime when the job should become visible


  



  
    
      
    
    
      enqueue_at(job_module, input, scheduled_at)



        
          
        

    

  


  

      

          @spec enqueue_at(module(), map(), DateTime.t()) ::
  {:ok, String.t()} | {:error, term()}


      


Enqueues a background job that becomes visible at scheduled_at.
Timestamps in the past are enqueued for immediate execution.

  



  
    
      
    
    
      enqueue_in(job_module, input, delay_seconds)



        
          
        

    

  


  

      

          @spec enqueue_in(module(), map(), non_neg_integer()) ::
  {:ok, String.t()} | {:error, term()}


      


Enqueues a background job that becomes visible after delay_seconds.

  



  
    
      
    
    
      flow_exists?(slug)



        
          
        

    

  


  

      

          @spec flow_exists?(String.t()) :: {:ok, boolean()} | {:error, term()}


      


Checks if a flow exists in the database.
Examples
PgFlow.Client.flow_exists?("acct_123_hubspot_sync_v1")
# => {:ok, true}

  



  
    
      
    
    
      get_run(run_id)



        
          
        

    

  


  

      

          @spec get_run(String.t()) ::
  {:ok, PgFlow.Schema.Run.t()} | {:error, :not_found} | {:error, term()}


      


Gets a run by ID.
Returns {:ok, run} if found, or {:error, :not_found} if the run does not exist.
Examples
{:ok, run} = PgFlow.Client.get_run(run_id)
{:error, :not_found} = PgFlow.Client.get_run("00000000-0000-0000-0000-000000000000")

  



  
    
      
    
    
      get_run_with_states(run_id)



        
          
        

    

  


  

      

          @spec get_run_with_states(String.t()) ::
  {:ok, PgFlow.Schema.Run.t()} | {:error, :not_found} | {:error, term()}


      


Gets a run with all step states preloaded.
Returns {:ok, run} with step_states association loaded, or {:error, :not_found}
if the run does not exist.
Examples
{:ok, run} = PgFlow.Client.get_run_with_states(run_id)
Enum.each(run.step_states, fn state ->
  IO.puts("#{state.step_slug}: #{state.status}")
end)

  



  
    
      
    
    
      start_flow(flow_module_or_slug, input)



        
          
        

    

  


  

      

          @spec start_flow(module() | atom() | String.t(), map()) ::
  {:ok, String.t()} | {:error, term()}


      


Starts a flow run with the given input.
Calls the pgflow.start_flow SQL function which handles all initialization:
	Creates run and step_states records
	Handles map step initial_tasks
	Broadcasts run:started event
	Enqueues ready steps to pgmq
	Handles empty cascades

The flow can be specified by module name or slug atom/string.
Returns {:ok, run_id} on success or {:error, reason} on failure.
Examples
{:ok, run_id} = PgFlow.Client.start_flow(:process_order, %{"order_id" => 123})
{:ok, run_id} = PgFlow.Client.start_flow("process_order", %{"order_id" => 123})
{:ok, run_id} = PgFlow.Client.start_flow(MyApp.Flows.ProcessOrder, %{"order_id" => 123})

  



    

  
    
      
    
    
      start_flow_sync(flow_module_or_slug, input, opts \\ [])



        
          
        

    

  


  

      

          @spec start_flow_sync(module() | atom() | String.t(), map(), keyword()) ::
  {:ok, PgFlow.Schema.Run.t()}
  | {:error, PgFlow.Schema.Run.t()}
  | {:error, :timeout}
  | {:error, term()}


      


Starts a flow and waits for completion.
Blocks until the flow completes or the timeout is reached. Returns the
completed run on success or error.
Options
	:timeout - Maximum time to wait in milliseconds (default: 60_000)
	:poll_interval - How often to check status in milliseconds (default: 500)

Examples
{:ok, run} = PgFlow.Client.start_flow_sync(:my_flow, %{"order_id" => 123})
{:error, run} = PgFlow.Client.start_flow_sync(:failing_flow, %{})
{:error, :timeout} = PgFlow.Client.start_flow_sync(:slow_flow, %{}, timeout: 1000)

  



  
    
      
    
    
      upsert_flow(slug, opts)



        
          
        

    

  


  

      

          @spec upsert_flow(
  String.t(),
  keyword()
) :: {:ok, map()} | {:error, term()}


      


Recompiles a flow definition at runtime.
This is the primary API for runtime flow management. Unlike the compile-time
DSL (use PgFlow.Flow), this function creates flow definitions from plain
data - ideal for per-tenant automations where flows are defined dynamically.
If the flow already exists, this operation is destructive: the existing
definition and historical run/task data for the slug are deleted before
recompiling.
Options
	:max_attempts - Maximum retry attempts (default: 3)
	:base_delay - Base delay between retries in seconds (default: 1)
	:timeout - Step timeout in seconds (default: 60)
	:steps - Required. List of step definition maps, each with:	:slug - Step identifier (required)
	:deps - List of dependency step slugs (default: [])
	:step_type - Step type, e.g. "single" (default: "single")
	:max_attempts - Step-level retry override (optional)
	:base_delay - Step-level delay override (optional)
	:timeout - Step-level timeout override (optional)
	:start_delay - Delay before step starts in seconds (optional)



Examples
PgFlow.Client.upsert_flow("acct_123_hubspot_sync_v1",
  max_attempts: 3,
  steps: [
    %{slug: "reshape", deps: []},
    %{slug: "create_contact", deps: ["reshape"]}
  ]
)
# => {:ok, %{"status" => "compiled", "differences" => []}}

  


        

      


  

    
PgFlow.Config 
    



      
Configuration validation and management for PgFlow.
Uses NimbleOptions to validate configuration options passed to PgFlow.start_link/1.
Options
	:repo (required) - The Ecto repository module to use for database operations.
	:flows (optional) - List of flow modules to automatically register on startup. Default: [].
	:jobs (optional) - List of job modules to automatically register on startup. Default: [].
	:worker_name (optional) - Human-readable name for workers in logs. Default: auto-generated from flow slug.
	:max_concurrency (optional) - Maximum number of parallel tasks per worker. Default: 10.
	:batch_size (optional) - Number of messages to fetch per poll cycle. Default: 10.
	:signal_strategy (optional) - Signal detection strategy. :polling (adaptive backoff) or :notify (LISTEN/NOTIFY). Default: :polling.
	:min_poll_interval (optional) - Minimum milliseconds between polls (fastest rate). Default: 1000. Max: 300_000 (5 minutes).
	:max_poll_interval (optional) - Maximum milliseconds between polls (slowest rate during backoff). Default: 5000. Max: 300_000 (5 minutes).
	:notify_fallback_interval (optional) - Milliseconds between fallback polls when using :notify strategy. Default: 30000. Max: 600_000 (10 minutes).
	:notify_throttle_ms (optional) - Throttle interval for pgmq LISTEN/NOTIFY trigger. Default: 250.
	:recovery_interval (optional) - Milliseconds between stalled task recovery sweeps. Default: 15_000.
	:stale_threshold (optional) - Seconds after which a started task is considered stalled. Default: 60.
	:attach_default_logger (optional) - Whether to attach the default telemetry logger. Default: false.
	:pubsub (optional) - Phoenix.PubSub module for broadcasting telemetry events to LiveViews. Default: nil (disabled).

Interval Constraints
	min_poll_interval must be <= max_poll_interval
	max_poll_interval must not exceed 5 minutes (300,000 ms)
	notify_fallback_interval must not exceed 10 minutes (600,000 ms)

Examples
config = PgFlow.Config.validate!(
  repo: MyApp.Repo,
  flows: [MyApp.Flows.ProcessOrder],
  max_concurrency: 20,
  signal_strategy: :notify
)

      


      
        Summary


  
    Functions
  


    
      
        schema()

      


        Returns the NimbleOptions schema for PgFlow configuration.



    


    
      
        validate!(opts)

      


        Validates the given configuration options.



    





      


      
        Functions


        


  
    
      
    
    
      schema()



        
          
        

    

  


  

      

          @spec schema() :: keyword()


      


Returns the NimbleOptions schema for PgFlow configuration.

  



  
    
      
    
    
      validate!(opts)



        
          
        

    

  


  

      

          @spec validate!(keyword()) :: keyword()


      


Validates the given configuration options.
Raises ArgumentError if the configuration is invalid.
Examples
iex> PgFlow.Config.validate!(repo: MyApp.Repo)
[repo: MyApp.Repo, flows: [], max_concurrency: 10, ...]

iex> PgFlow.Config.validate!(flows: [MyFlow])
** (ArgumentError) required :repo option not found

  


        

      


  

    
PgFlow.Context 
    



      
Context struct passed to step handler functions.
The context provides metadata about the current execution environment and
utilities for accessing flow data.
Fields
	:run_id - UUID of the current flow run
	:step_slug - Slug of the current step being executed
	:task_index - Index of the task within the step (0 for single steps)
	:attempt - Current attempt number (1-indexed)
	:flow_input - Lazy-loaded flow input (use get_flow_input/1 to access)
	:repo - Ecto repository module for database access

Usage
Step handlers receive the context as their second argument:
step :process, depends_on: [:fetch] do
  fn deps, ctx ->
    # Access context fields
    IO.puts("Running step #{ctx.step_slug} for run #{ctx.run_id}")
    IO.puts("This is attempt #{ctx.attempt}")

    # Get flow input if needed
    input = PgFlow.Context.get_flow_input(ctx)

    # Use dependencies from previous steps
    %{result: deps.fetch.data}
  end
end

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        get_flow_input(ctx)

      


        Loads the flow input from the database.



    


    
      
        new(opts)

      


        Creates a new context struct.



    


    
      
        preload_flow_input(ctx)

      


        Preloads the flow input into the context.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %PgFlow.Context{
  attempt: pos_integer(),
  flow_input: map() | :not_loaded,
  repo: module(),
  run_id: Ecto.UUID.t(),
  step_slug: atom(),
  task_index: non_neg_integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      get_flow_input(ctx)



        
          
        

    

  


  

      

          @spec get_flow_input(t()) :: map()


      


Loads the flow input from the database.
The flow input is lazily loaded to avoid unnecessary database queries when
the input is not needed by the step handler.
Returns the flow input as a map, or raises if the run cannot be found.
Examples
input = PgFlow.Context.get_flow_input(ctx)
#=> %{"order_id" => 123, "customer_id" => 456}

  



  
    
      
    
    
      new(opts)



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Creates a new context struct.
Examples
ctx = PgFlow.Context.new(
  run_id: "550e8400-e29b-41d4-a716-446655440000",
  step_slug: :process,
  task_index: 0,
  attempt: 1,
  repo: MyApp.Repo
)

  



  
    
      
    
    
      preload_flow_input(ctx)



        
          
        

    

  


  

      

          @spec preload_flow_input(t()) :: t()


      


Preloads the flow input into the context.
This is useful when you want to load the flow input eagerly, such as when
processing multiple tasks that will all need access to the flow input.
Examples
ctx = PgFlow.Context.preload_flow_input(ctx)
# flow_input is now loaded and cached in the context

  


        

      


  

    
PgFlow.DSL.Validation 
    



      
Compile-time validation helpers for PgFlow DSL macros.
Used internally by PgFlow.Flow and PgFlow.Job to
validate module attributes during compilation.

      


      
        Summary


  
    Functions
  


    
      
        validate_cron_option!(schedule, env)

      


        Validates the cron option.



    





      


      
        Functions


        


  
    
      
    
    
      validate_cron_option!(schedule, env)



        
          
        

    

  


  

      

          @spec validate_cron_option!(String.t() | keyword(), Macro.Env.t()) ::
  {String.t(), map()} | no_return()


      


Validates the cron option.
Accepts either:
	A string shorthand: cron: "@hourly" (equivalent to cron: [schedule: "@hourly"])
	A keyword list: cron: [schedule: "@hourly", input: %{key: "value"}]

Options when using keyword list:
	:schedule is required and must be a valid cron expression string
	:input is optional and must be a map (defaults to %{})

Returns {schedule, input} tuple on success.

  


        

      


  

    
PgFlow.Flow 
    



      
A macro-based DSL for defining pgflow workflows.
This module provides a declarative way to define workflow steps with dependencies,
retries, timeouts, and array processing capabilities. Use it by calling use PgFlow.Flow
in your flow module.
Example
defmodule MyApp.Flows.Example do
  use PgFlow.Flow

  @flow queue: :example, max_attempts: 3, base_delay: 5, timeout: 60

  step :first do
    fn input, ctx ->
      %{result: input["value"] * 2}
    end
  end

  step :second, depends_on: [:first] do
    fn deps, ctx ->
      %{doubled: deps.first["result"]}
    end
  end

  map :process_items, array: :second do
    fn item, ctx ->
      %{processed: item}
    end
  end
end
Flow Options
The @flow module attribute accepts the following options:
	:queue - (required) atom identifier for the flow queue (also accepts :slug as alias)
	:max_attempts - maximum retry attempts for failed steps (default: 1)
	:base_delay - base delay in seconds for exponential backoff (default: 1)
	:timeout - step execution timeout in seconds (default: 30)
	:cron - (optional) schedule this flow via pg_cron with sub-options:	:schedule - (required) cron schedule string (e.g., "@hourly", "0 9   *")
	:input - (optional) static input map passed to each scheduled run



Step Options
Steps defined with step/2 or step/3 accept these options:
	:depends_on - list of step atoms this step depends on
	:handler - module implementing PgFlow.StepHandler (alternative to block)
	:max_attempts - override flow-level max_attempts
	:base_delay - override flow-level base_delay
	:timeout - override flow-level timeout
	:start_delay - seconds to delay before starting this step

Map Options
Map steps defined with map/2 or map/3 accept step options plus:
	:array - step slug whose output array to process (for dependent maps)

Generated Functions
Using this module generates the following callback functions:
	__pgflow_definition__/0 - returns a PgFlow.Flow.Definition struct
	__pgflow_slug__/0 - returns the flow slug atom
	__pgflow_steps__/0 - returns the raw step definitions
	__pgflow_handler__/1 - pattern-matched functions for each step


      


      
        Summary


  
    Functions
  


    
      
        map(slug, opts \\ [], list)

      


        Defines an array processing step that executes a handler for each item.



    


    
      
        step(slug, opts \\ [], list)

      


        Defines a single execution step in the workflow.



    





      


      
        Functions


        


    

  
    
      
    
    
      map(slug, opts \\ [], list)


        (macro)


        
          
        

    

  


  

Defines an array processing step that executes a handler for each item.
Examples
# Map over inline array
map :process_users do
  fn user, ctx ->
    %{processed: process_user(user)}
  end
end

# Map over output from another step
map :enrich_items, array: :fetch_items do
  fn item, ctx ->
    %{enriched: enrich(item)}
  end
end

# Map with module handler
map :validate_each, array: :items, handler: MyApp.ValidateItemHandler

# Map with custom settings
map :slow_processing, array: :items, timeout: 120 do
  fn item, ctx ->
    %{result: slow_process(item)}
  end
end

  



    

  
    
      
    
    
      step(slug, opts \\ [], list)


        (macro)


        
          
        

    

  


  

Defines a single execution step in the workflow.
Examples
# Basic step with inline handler
step :fetch_data do
  fn input, ctx ->
    %{data: fetch_from_api(input["url"])}
  end
end

# Step with dependencies
step :transform, depends_on: [:fetch_data] do
  fn deps, ctx ->
    %{transformed: transform(deps.fetch_data["data"])}
  end
end

# Step with module handler
step :validate, handler: MyApp.ValidateHandler

# Step with custom retry settings
step :flaky_operation, max_attempts: 5, base_delay: 10 do
  fn input, ctx ->
    perform_operation()
  end
end

  


        

      


  

    
PgFlow.Flow.Definition 
    



      
Represents a compiled flow definition.
A flow definition contains all the information needed to execute a workflow:
	A unique slug identifier
	The module that defined it
	Flow-level configuration options
	An ordered list of steps with their dependencies

Flow definitions are validated at compile time to ensure:
	No circular dependencies exist
	All step dependencies reference existing steps
	Map steps have at most one dependency

Examples
%PgFlow.Flow.Definition{
  slug: :user_onboarding,
  module: MyApp.Flows.UserOnboarding,
  opts: [max_attempts: 3, base_delay: 1000, timeout: 30_000],
  steps: [
    %PgFlow.Flow.Step{slug: :create_account},
    %PgFlow.Flow.Step{slug: :send_welcome_email, depends_on: [:create_account]}
  ]
}

      


      
        Summary


  
    Types
  


    
      
        flow_type()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        build_steps(step_tuples)

      


        Converts raw step tuples from the DSL into Step structs.



    


    
      
        slug_to_string(slug)

      


        Converts a flow slug (atom) to a string for database storage.



    


    
      
        validate(definition)

      


        Validates a flow definition.



    


    
      
        validate_dependencies_exist(definition)

      


        Validates that all step dependencies reference existing steps.



    


    
      
        validate_map_step_constraints(definition)

      


        Validates that map steps have at most one dependency.



    


    
      
        validate_no_cycles(definition)

      


        Validates that the flow has no circular dependencies.



    





      


      
        Types


        


  
    
      
    
    
      flow_type()



        
          
        

    

  


  

      

          @type flow_type() :: :flow | :job


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %PgFlow.Flow.Definition{
  flow_type: flow_type(),
  module: module(),
  opts: keyword(),
  slug: atom(),
  steps: [PgFlow.Flow.Step.t()]
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      build_steps(step_tuples)



        
          
        

    

  


  

      

          @spec build_steps([atom() | {atom(), keyword()}]) :: [PgFlow.Flow.Step.t()]


      


Converts raw step tuples from the DSL into Step structs.
Examples
iex> PgFlow.Flow.Definition.build_steps([:fetch_user, {:send_email, depends_on: [:fetch_user]}])
[
  %PgFlow.Flow.Step{slug: :fetch_user, step_type: :single, depends_on: []},
  %PgFlow.Flow.Step{slug: :send_email, step_type: :single, depends_on: [:fetch_user]}
]

  



  
    
      
    
    
      slug_to_string(slug)



        
          
        

    

  


  

      

          @spec slug_to_string(t() | atom()) :: String.t()


      


Converts a flow slug (atom) to a string for database storage.
Examples
iex> PgFlow.Flow.Definition.slug_to_string(:user_onboarding)
"user_onboarding"

iex> PgFlow.Flow.Definition.slug_to_string(:payment_processing)
"payment_processing"

  



  
    
      
    
    
      validate(definition)



        
          
        

    

  


  

      

          @spec validate(t()) :: {:ok, t()} | {:error, String.t()}


      


Validates a flow definition.
Performs the following checks:
	No circular dependencies exist in the step graph
	All step dependencies reference existing steps
	Map steps have at most one dependency

Returns {:ok, definition} if valid, or {:error, reason} if invalid.
Examples
iex> definition = %PgFlow.Flow.Definition{
...>   slug: :test_flow,
...>   module: TestFlow,
...>   steps: [
...>     %PgFlow.Flow.Step{slug: :step1},
...>     %PgFlow.Flow.Step{slug: :step2, depends_on: [:step1]}
...>   ]
...> }
iex> PgFlow.Flow.Definition.validate(definition)
{:ok, definition}

iex> definition = %PgFlow.Flow.Definition{
...>   slug: :test_flow,
...>   module: TestFlow,
...>   steps: [
...>     %PgFlow.Flow.Step{slug: :step1, depends_on: [:step2]},
...>     %PgFlow.Flow.Step{slug: :step2, depends_on: [:step1]}
...>   ]
...> }
iex> PgFlow.Flow.Definition.validate(definition)
{:error, "Circular dependency detected in flow :test_flow"}

  



  
    
      
    
    
      validate_dependencies_exist(definition)



        
          
        

    

  


  

      

          @spec validate_dependencies_exist(t()) :: :ok | {:error, String.t()}


      


Validates that all step dependencies reference existing steps.
Examples
iex> definition = %PgFlow.Flow.Definition{
...>   slug: :test_flow,
...>   module: TestFlow,
...>   steps: [
...>     %PgFlow.Flow.Step{slug: :step1, depends_on: [:nonexistent]}
...>   ]
...> }
iex> PgFlow.Flow.Definition.validate_dependencies_exist(definition)
{:error, "Step :step1 in flow :test_flow depends on non-existent step :nonexistent"}

  



  
    
      
    
    
      validate_map_step_constraints(definition)



        
          
        

    

  


  

      

          @spec validate_map_step_constraints(t()) :: :ok | {:error, String.t()}


      


Validates that map steps have at most one dependency.
Map steps process arrays from a single source, so they can only depend on one step.
Examples
iex> definition = %PgFlow.Flow.Definition{
...>   slug: :test_flow,
...>   module: TestFlow,
...>   steps: [
...>     %PgFlow.Flow.Step{
...>       slug: :process_items,
...>       step_type: :map,
...>       depends_on: [:step1, :step2]
...>     }
...>   ]
...> }
iex> PgFlow.Flow.Definition.validate_map_step_constraints(definition)
{:error, "Map step :process_items in flow :test_flow must have exactly one dependency (the array source), but has 2"}

  



  
    
      
    
    
      validate_no_cycles(definition)



        
          
        

    

  


  

      

          @spec validate_no_cycles(t()) :: :ok | {:error, String.t()}


      


Validates that the flow has no circular dependencies.
Uses Kahn's algorithm for topological sorting to detect cycles.
If a topological sort cannot be completed, a cycle exists.
Examples
iex> definition = %PgFlow.Flow.Definition{
...>   slug: :test_flow,
...>   module: TestFlow,
...>   steps: [
...>     %PgFlow.Flow.Step{slug: :a, depends_on: [:b]},
...>     %PgFlow.Flow.Step{slug: :b, depends_on: [:a]}
...>   ]
...> }
iex> PgFlow.Flow.Definition.validate_no_cycles(definition)
{:error, "Circular dependency detected in flow :test_flow"}

  


        

      


  

    
PgFlow.Flow.Step 
    



      
Represents a single step in a flow definition.
A step is the basic unit of work in a PgFlow workflow. Each step has:
	A unique slug identifier
	A type (:single or :map)
	Optional dependencies on other steps
	Optional retry configuration (max_attempts, base_delay, timeout)
	Optional start delay

Step Types
	:single - Executes once with the flow's input data
	:map - Executes multiple times, once for each item in an array from a dependency

Examples
# Simple step with no dependencies
%PgFlow.Flow.Step{
  slug: :fetch_user,
  step_type: :single
}

# Step with dependencies and custom retry settings
%PgFlow.Flow.Step{
  slug: :send_email,
  step_type: :single,
  depends_on: [:fetch_user, :prepare_template],
  max_attempts: 5,
  base_delay: 2000
}

# Map step that processes an array
%PgFlow.Flow.Step{
  slug: :process_items,
  step_type: :map,
  depends_on: [:fetch_items]
}

      


      
        Summary


  
    Types
  


    
      
        step_type()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        from_tuple(slug)

      


        Converts a step tuple from the DSL into a Step struct.



    


    
      
        slug_to_string(slug)

      


        Converts a step slug (atom) to a string for database storage.



    





      


      
        Types


        


  
    
      
    
    
      step_type()



        
          
        

    

  


  

      

          @type step_type() :: :single | :map


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %PgFlow.Flow.Step{
  base_delay: pos_integer() | nil,
  depends_on: [atom()],
  max_attempts: pos_integer() | nil,
  slug: atom(),
  start_delay: pos_integer() | nil,
  step_type: step_type(),
  timeout: pos_integer() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_tuple(slug)



        
          
        

    

  


  

      

          @spec from_tuple(atom() | {atom(), keyword()}) :: t()


      


Converts a step tuple from the DSL into a Step struct.
Accepts tuples in the format:
	{name, opts} - Step with options
	name - Step with just a slug (converted to tuple internally)

Options
	:depends_on - List of step slugs this step depends on (default: [])
	:step_type - Either :single or :map (default: :single)
	:max_attempts - Maximum retry attempts (default: flow default)
	:base_delay - Base delay in milliseconds for exponential backoff (default: flow default)
	:timeout - Timeout in milliseconds (default: flow default)
	:start_delay - Delay in milliseconds before starting (default: nil)

Examples
iex> PgFlow.Flow.Step.from_tuple(:fetch_user)
%PgFlow.Flow.Step{slug: :fetch_user, step_type: :single, depends_on: []}

iex> PgFlow.Flow.Step.from_tuple({:send_email, depends_on: [:fetch_user]})
%PgFlow.Flow.Step{
  slug: :send_email,
  step_type: :single,
  depends_on: [:fetch_user]
}

iex> PgFlow.Flow.Step.from_tuple({:process_items, step_type: :map, depends_on: [:fetch_items]})
%PgFlow.Flow.Step{
  slug: :process_items,
  step_type: :map,
  depends_on: [:fetch_items]
}

  



  
    
      
    
    
      slug_to_string(slug)



        
          
        

    

  


  

      

          @spec slug_to_string(atom()) :: String.t()


      


Converts a step slug (atom) to a string for database storage.
Examples
iex> PgFlow.Flow.Step.slug_to_string(:fetch_user)
"fetch_user"

iex> PgFlow.Flow.Step.slug_to_string(:send_email)
"send_email"

  


        

      


  

    
PgFlow.FlowCompiler 
    



      
Compiles flow definitions into SQL statements.
This module transforms PgFlow.Flow.Definition structs into executable SQL
that registers flows and steps in the pgflow database schema. The generated
SQL is intended to be run inside Ecto migrations.
Generated SQL
For each flow, the compiler generates:
	A SELECT pgflow.create_flow(...) call to create the flow record and PGMQ queue
	A SELECT pgflow.add_step(...) call for each step in the flow

Example
definition = MyApp.Flows.ArticleFlow.__pgflow_definition__()
sql_statements = PgFlow.FlowCompiler.compile(definition)

# Returns:
# [
#   "SELECT pgflow.create_flow('article_flow', 3, 5, 120)",
#   "SELECT pgflow.add_step('article_flow', 'fetch_article', ARRAY[]::text[], NULL, NULL, NULL, NULL, 'single')",
#   ...
# ]

      


      
        Summary


  
    Functions
  


    
      
        add_step_sql(flow_slug, step)

      


        Generates the SQL to add a step to a flow.



    


    
      
        compile(definition)

      


        Compiles a flow definition into a list of SQL statements.



    


    
      
        create_flow_sql(definition)

      


        Generates the SQL to create a flow.



    


    
      
        cron_schedule_sql(slug, expression, input)

      


        Generates the SQL to schedule a flow/job with pg_cron.



    


    
      
        cron_unschedule_sql(slug)

      


        Generates the SQL to unschedule a flow/job from pg_cron.



    


    
      
        has_cron?(module)

      


        Checks if the flow module has a cron expression configured.



    





      


      
        Functions


        


  
    
      
    
    
      add_step_sql(flow_slug, step)



        
          
        

    

  


  

      

          @spec add_step_sql(atom(), PgFlow.Flow.Step.t()) :: String.t()


      


Generates the SQL to add a step to a flow.
Parameters
	flow_slug - The flow slug atom
	step - A PgFlow.Flow.Step struct

Returns
	A SQL string for adding the step


  



  
    
      
    
    
      compile(definition)



        
          
        

    

  


  

      

          @spec compile(PgFlow.Flow.Definition.t()) :: [String.t()]


      


Compiles a flow definition into a list of SQL statements.
Returns a list of SQL strings that, when executed in order, will register
the flow and all its steps in the database.
Parameters
	definition - A PgFlow.Flow.Definition struct

Returns
	A list of SQL statement strings

Example
iex> definition = %PgFlow.Flow.Definition{
...>   slug: :test_flow,
...>   module: TestFlow,
...>   opts: [max_attempts: 3, base_delay: 5, timeout: 60],
...>   steps: [
...>     %PgFlow.Flow.Step{slug: :step_a},
...>     %PgFlow.Flow.Step{slug: :step_b, depends_on: [:step_a]}
...>   ]
...> }
iex> PgFlow.FlowCompiler.compile(definition)
[
  "SELECT pgflow.create_flow('test_flow', 3, 5, 60)",
  "SELECT pgflow.add_step('test_flow', 'step_a', ARRAY[]::text[], NULL, NULL, NULL, NULL, 'single')",
  "SELECT pgflow.add_step('test_flow', 'step_b', ARRAY['step_a']::text[], NULL, NULL, NULL, NULL, 'single')"
]

  



  
    
      
    
    
      create_flow_sql(definition)



        
          
        

    

  


  

      

          @spec create_flow_sql(PgFlow.Flow.Definition.t()) :: String.t()


      


Generates the SQL to create a flow.
Parameters
	definition - A PgFlow.Flow.Definition struct

Returns
	A SQL string for creating the flow


  



  
    
      
    
    
      cron_schedule_sql(slug, expression, input)



        
          
        

    

  


  

      

          @spec cron_schedule_sql(atom(), String.t(), map()) :: String.t()


      


Generates the SQL to schedule a flow/job with pg_cron.
Parameters
	slug - The flow/job slug atom
	expression - The cron expression string (e.g., "0    ")
	input - The input map to pass to the flow/job

Returns
	A SQL string for scheduling the cron job


  



  
    
      
    
    
      cron_unschedule_sql(slug)



        
          
        

    

  


  

      

          @spec cron_unschedule_sql(atom()) :: String.t()


      


Generates the SQL to unschedule a flow/job from pg_cron.
Parameters
	slug - The flow/job slug atom

Returns
	A SQL string for unscheduling the cron job


  



  
    
      
    
    
      has_cron?(module)



        
          
        

    

  


  

      

          @spec has_cron?(module()) :: boolean()


      


Checks if the flow module has a cron expression configured.
Parameters
	module - The flow module

Returns
	true if the module has a cron expression, false otherwise


  


        

      


  

    
PgFlow.FlowRegistry 
    



      
Registry for flow definitions using an ETS table.
The registry stores flow modules and their metadata, allowing flows to be
looked up by module name or slug. This is a GenServer that manages an ETS
table for fast concurrent reads.
Usage
# Register a flow
:ok = PgFlow.FlowRegistry.register(MyApp.Flows.ProcessOrder)

# Get a flow definition
{:ok, flow_def} = PgFlow.FlowRegistry.get(MyApp.Flows.ProcessOrder)
{:ok, flow_def} = PgFlow.FlowRegistry.get(:process_order)

# List all flows
flows = PgFlow.FlowRegistry.list()

# Unregister a flow
:ok = PgFlow.FlowRegistry.unregister(MyApp.Flows.ProcessOrder)

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        get(flow_module_or_slug)

      


        Gets a flow definition by module or slug.



    


    
      
        list()

      


        Lists all registered flows.



    


    
      
        register(flow_module)

      


        Registers a flow module in the registry.



    


    
      
        register!(flow_module)

      


        Like register/1, but raises ArgumentError on invalid modules.



    


    
      
        start_link(opts \\ [])

      


        Starts the FlowRegistry GenServer.



    


    
      
        unregister(flow_module)

      


        Unregisters a flow module from the registry.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      get(flow_module_or_slug)



        
          
        

    

  


  

      

          @spec get(module() | atom()) :: {:ok, map()} | {:error, :not_found}


      


Gets a flow definition by module or slug.
Examples
{:ok, flow_def} = PgFlow.FlowRegistry.get(MyApp.Flows.ProcessOrder)
{:ok, flow_def} = PgFlow.FlowRegistry.get(:process_order)
{:error, :not_found} = PgFlow.FlowRegistry.get(:unknown_flow)

  



  
    
      
    
    
      list()



        
          
        

    

  


  

      

          @spec list() :: [map()]


      


Lists all registered flows.
Returns a list of flow definitions.
Examples
flows = PgFlow.FlowRegistry.list()
#=> [%{module: MyApp.Flows.ProcessOrder, slug: :process_order, ...}, ...]

  



  
    
      
    
    
      register(flow_module)



        
          
        

    

  


  

      

          @spec register(module()) ::
  :ok | {:error, {:not_loaded, module()} | {:invalid_flow_module, module()}}


      


Registers a flow module in the registry.
The flow module must implement the PgFlow.Flow behaviour (via use PgFlow.Flow)
and expose flow metadata via the __pgflow_definition__/0 callback.
Returns :ok on success, {:error, reason} otherwise. Reasons:
	{:not_loaded, module} — the module could not be loaded
	{:invalid_flow_module, module} — the module is loaded but does not
implement the PgFlow.Flow behaviour

Examples
:ok = PgFlow.FlowRegistry.register(MyApp.Flows.ProcessOrder)
{:error, {:invalid_flow_module, Enum}} = PgFlow.FlowRegistry.register(Enum)

  



  
    
      
    
    
      register!(flow_module)



        
          
        

    

  


  

      

          @spec register!(module()) :: :ok


      


Like register/1, but raises ArgumentError on invalid modules.

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

Starts the FlowRegistry GenServer.

  



  
    
      
    
    
      unregister(flow_module)



        
          
        

    

  


  

      

          @spec unregister(module()) :: :ok


      


Unregisters a flow module from the registry.
Examples
:ok = PgFlow.FlowRegistry.unregister(MyApp.Flows.ProcessOrder)

  


        

      


  

    
PgFlow.FlowStarter 
    



      
Supervised GenServer that registers flow and job modules with exponential
backoff and jitter.
Replaces the earlier fire-and-forget Task approach whose
restart: :temporary strategy turned any transient registration failure
into permanent silent job non-execution.
Each module goes through up to four phases:
	:registry — PgFlow.FlowRegistry.register/1
	:worker — PgFlow.WorkerSupervisor.start_worker/2
	:notify_db — PgFlow.Queries.Pgmq.enable_notify_insert/3 (:notify mode only)
	:notify_register — PgFlow.Signal.Notify.register_worker/2 (:notify mode only)

All four operations are idempotent, so retries are safe.
Retry model
	Transient errors (DB connectivity, supervisor not yet running) retry
indefinitely with exponential backoff + uniform jitter.
	Permanent errors (invalid flow module, missing __pgflow_definition__/0,
pgmq SQL missing) stop retries immediately.

API
	status/0 — snapshot of all modules
	module_status/1 — single-module snapshot
	ready?/0 — every module has reached a terminal state (converged).
True even if all modules are :failed_permanent — use healthy?/0 to
check whether any succeeded.
	healthy?/0 — at least one module succeeded (empty config counts as healthy).
	await_ready/1 — blocks until ready?/0 is true or timeout. Accepts :infinity.
	retry_now/1 — force an immediate attempt (operational poke)

Telemetry
	[:pgflow, :starter, :module, :attempt]
	[:pgflow, :starter, :module, :success]
	[:pgflow, :starter, :module, :retry_scheduled]
	[:pgflow, :starter, :module, :failed_permanent]
	[:pgflow, :starter, :ready]


      


      
        Summary


  
    Functions
  


    
      
        await_ready(timeout \\ 5000)

      


        Blocks until ready?/0 is true or timeout ms elapse.



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        healthy?()

      


        Returns true when at least one module succeeded (or the config is empty).



    


    
      
        module_status(module)

      


        Snapshot of a single module's state, or nil if not registered.



    


    
      
        ready?()

      


        Returns true when every module has reached a terminal state
(:succeeded or :failed_permanent). Empty config is trivially ready.



    


    
      
        retry_now(module)

      


        Force an immediate retry for a module (bypasses current backoff timer).



    


    
      
        start_link(opts)

      


    


    
      
        status()

      


        Snapshot of the starter state.



    





      


      
        Functions


        


    

  
    
      
    
    
      await_ready(timeout \\ 5000)



        
          
        

    

  


  

      

          @spec await_ready(timeout()) :: :ok | {:error, :timeout}


      


Blocks until ready?/0 is true or timeout ms elapse.
Accepts :infinity to block indefinitely.
Returns :ok when ready, {:error, :timeout} on timeout.

  



  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      healthy?()



        
          
        

    

  


  

      

          @spec healthy?() :: boolean()


      


Returns true when at least one module succeeded (or the config is empty).

  



  
    
      
    
    
      module_status(module)



        
          
        

    

  


  

      

          @spec module_status(module()) :: PgFlow.FlowStarter.ModuleState.t() | nil


      


Snapshot of a single module's state, or nil if not registered.

  



  
    
      
    
    
      ready?()



        
          
        

    

  


  

      

          @spec ready?() :: boolean()


      


Returns true when every module has reached a terminal state
(:succeeded or :failed_permanent). Empty config is trivially ready.
This is the "starter has converged" signal, suitable for K8s readiness
probes. For "pgflow is actually functional" checks, use healthy?/0.

  



  
    
      
    
    
      retry_now(module)



        
          
        

    

  


  

      

          @spec retry_now(module()) :: :ok


      


Force an immediate retry for a module (bypasses current backoff timer).

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      



  



  
    
      
    
    
      status()



        
          
        

    

  


  

      

          @spec status() :: map()


      


Snapshot of the starter state.

  


        

      


  

    
PgFlow.HelpersMigration 
    



      
Manages database migrations for PgFlow's extension SQL functions.
These functions wrap custom queries (worker registration, stalled task recovery, etc.)
as PostgreSQL functions in the pgflow schema, called via RPC from PgFlow.Queries.* modules.
Usage in Ecto Migrations
defmodule MyApp.Repo.Migrations.AddPgflowExtensions do
  use Ecto.Migration

  def up, do: PgFlow.HelpersMigration.up()
  def down, do: PgFlow.HelpersMigration.down()
end

      


      
        Summary


  
    Functions
  


    
      
        current_version()

      


        Returns the current migration version supported by this library.



    


    
      
        down(opts \\ [])

      


        Rolls back migrations to the target version.



    


    
      
        migrated_version(opts \\ [])

      


        Returns the currently migrated version from the database.



    


    
      
        up(opts \\ [])

      


        Applies migrations up to the target version.



    





      


      
        Functions


        


  
    
      
    
    
      current_version()



        
          
        

    

  


  

      

          @spec current_version() :: pos_integer()


      


Returns the current migration version supported by this library.

  



    

  
    
      
    
    
      down(opts \\ [])



        
          
        

    

  


  

      

          @spec down(keyword()) :: :ok


      


Rolls back migrations to the target version.
Options
	:prefix - Schema prefix. Defaults to "pgflow".
	:version - Target version to roll back to. Defaults to 0.


  



    

  
    
      
    
    
      migrated_version(opts \\ [])



        
          
        

    

  


  

      

          @spec migrated_version(keyword()) :: non_neg_integer()


      


Returns the currently migrated version from the database.
Returns 0 if no migrations have been applied.

  



    

  
    
      
    
    
      up(opts \\ [])



        
          
        

    

  


  

      

          @spec up(keyword()) :: :ok


      


Applies migrations up to the target version.
Options
	:prefix - Schema prefix. Defaults to "pgflow".
	:version - Target version. Defaults to 1.


  


        

      


  

    
PgFlow.Job 
    



      
A macro-based DSL for defining pgflow background jobs.
Jobs are single-step flows under the hood, providing a simpler API for
one-off background processing. Use use PgFlow.Job in your job module.
Example
defmodule MyApp.Jobs.SendEmail do
  use PgFlow.Job

  @job queue: :send_email, max_attempts: 3, base_delay: 5, timeout: 60

  perform :send do
    fn input, _ctx ->
      Mailer.send(input["to"], input["subject"], input["body"])
      %{sent: true}
    end
  end
end
The optional name in perform :name do sets the step slug in the database.
When omitted, the step slug defaults to the @job queue/slug value:
@job queue: :cleanup
perform do  # step slug will be :cleanup
  fn _input, _ctx -> :ok end
end
Job Options
The @job module attribute accepts the following options:
	:queue - (required) atom identifier for the job queue (also accepts :slug as alias)
	:max_attempts - maximum retry attempts for failed jobs (default: 1)
	:base_delay - base delay in seconds for exponential backoff (default: 1)
	:timeout - job execution timeout in seconds (default: 30)

Generated Functions
Using this module generates the following callback functions:
	__pgflow_definition__/0 - returns a PgFlow.Flow.Definition struct with flow_type: :job
	__pgflow_slug__/0 - returns the job queue slug atom
	__pgflow_steps__/0 - returns the raw step definitions
	__pgflow_handler__/0 - returns the handler function
	__pgflow_handler__(:step_name) - returns the handler function by step name
	perform/2 - convenience wrapper for testing: perform(input, ctx)


      


      
        Summary


  
    Functions
  


    
      
        perform(list)

      


    


    
      
        perform(name, list)

      


        Defines the job's perform block with an optional step name.



    





      


      
        Functions


        


  
    
      
    
    
      perform(list)


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      perform(name, list)


        (macro)


        
          
        

    

  


  

Defines the job's perform block with an optional step name.
When called with a name (perform :step_name do), that name becomes
the step slug in the database. When called without a name (perform do),
the step slug defaults to the @job queue/slug value.
The block must return a 2-arity function that receives the job input
and a PgFlow.Context struct.
Examples
# Explicit step name
perform :send_email do
  fn input, _ctx ->
    %{result: process(input["data"])}
  end
end

# Step name defaults to @job queue/slug
perform do
  fn input, _ctx ->
    %{result: process(input["data"])}
  end
end

  


        

      


  

    
PgFlow.JobCompiler 
    



      
Compiles job definitions into SQL statements.
Delegates to PgFlow.FlowCompiler for base SQL generation (create_flow + add_step),
then appends an UPDATE statement to set flow_type = 'job' on the flow record.
Example
definition = MyApp.Jobs.SendEmail.__pgflow_definition__()
sql_statements = PgFlow.JobCompiler.compile(definition)

# Returns:
# [
#   "SELECT pgflow.create_flow('send_email', 1, 1, 30)",
#   "SELECT pgflow.add_step('send_email', 'send_email', ARRAY[]::text[], NULL, NULL, NULL, NULL, 'single')",
#   "UPDATE pgflow.flows SET flow_type = 'job' WHERE flow_slug = 'send_email'"
# ]

      


      
        Summary


  
    Functions
  


    
      
        compile(definition)

      


        Compiles a job definition into a list of SQL statements.



    


    
      
        cron_unschedule_sql(slug)

      


        Delegates to FlowCompiler.cron_unschedule_sql/1 for generating unschedule SQL.



    


    
      
        has_cron?(module)

      


        Delegates to FlowCompiler.has_cron?/1 to check if the module has cron configured.



    





      


      
        Functions


        


  
    
      
    
    
      compile(definition)



        
          
        

    

  


  

      

          @spec compile(PgFlow.Flow.Definition.t()) :: [String.t()]


      


Compiles a job definition into a list of SQL statements.
Returns the same SQL as FlowCompiler.compile/1 plus an additional UPDATE
to mark the flow as a job in the database.

  



  
    
      
    
    
      cron_unschedule_sql(slug)



        
          
        

    

  


  

      

          @spec cron_unschedule_sql(atom()) :: String.t()


      


Delegates to FlowCompiler.cron_unschedule_sql/1 for generating unschedule SQL.

  



  
    
      
    
    
      has_cron?(module)



        
          
        

    

  


  

      

          @spec has_cron?(module()) :: boolean()


      


Delegates to FlowCompiler.has_cron?/1 to check if the module has cron configured.

  


        

      


  

    
PgFlow.LiveClient 
    



      
LiveView-native client for tracking flow and job runs in real-time.
Provides functions to start flows, subscribe to existing runs, and handle
PubSub updates — all operating on %PgFlow.Schema.Run{} structs stored
in socket assigns.
Usage
defmodule MyAppWeb.FlowLive do
  use MyAppWeb, :live_view

  alias PgFlow.LiveClient

  def mount(_params, _session, socket) do
    {:ok, LiveClient.init(socket, pubsub: MyApp.PubSub)}
  end

  def handle_event("start", %{"url" => url}, socket) do
    case LiveClient.start_flow(socket, :article_flow, %{"url" => url}) do
      {:ok, socket} -> {:noreply, socket}
      {:error, _reason, socket} -> {:noreply, socket}
    end
  end

  def handle_info({:pgflow, _, _} = msg, socket) do
    {:noreply, LiveClient.handle_info(msg, socket)}
  end
end
Multiple Runs
Track multiple runs simultaneously using the :as option:
socket = LiveClient.start_flow(socket, :flow_a, input, as: :run_a)
socket = LiveClient.subscribe(socket, some_run_id, as: :run_b)
Then access @run_a and @run_b independently in templates.
Jobs
Jobs work identically — use enqueue/4 for naming parity with PgFlow.enqueue/2:
LiveClient.enqueue(socket, MyApp.Jobs.SendEmail, %{"to" => "user@example.com"})

      


      
        Summary


  
    Functions
  


    
      
        enqueue(socket, job_module, input, opts \\ [])

      


        Starts a job and subscribes to real-time updates.



    


    
      
        handle_info(arg, socket)

      


        Handles a PgFlow PubSub message, updating the tracked run in assigns.



    


    
      
        init(socket, opts)

      


        Initializes the socket for flow tracking.



    


    
      
        start_flow(socket, flow_module_or_slug, input, opts \\ [])

      


        Starts a flow and subscribes to real-time updates.



    


    
      
        subscribe(socket, run_id, opts \\ [])

      


        Subscribes to an existing run's real-time updates.



    


    
      
        unsubscribe(socket, opts \\ [])

      


        Unsubscribes from a run's updates and resets the assign to nil.



    





      


      
        Functions


        


    

  
    
      
    
    
      enqueue(socket, job_module, input, opts \\ [])



        
          
        

    

  


  

      

          @spec enqueue(Phoenix.LiveView.Socket.t(), module(), map(), keyword()) ::
  {:ok, Phoenix.LiveView.Socket.t()}
  | {:error, term(), Phoenix.LiveView.Socket.t()}


      


Starts a job and subscribes to real-time updates.
Convenience wrapper providing naming parity with PgFlow.enqueue/2.
Behaves identically to start_flow/4.
Options
	:as — assign key (default: :flow_run)


  



  
    
      
    
    
      handle_info(arg, socket)



        
          
        

    

  


  

      

          @spec handle_info({:pgflow, String.t(), tuple()}, Phoenix.LiveView.Socket.t()) ::
  Phoenix.LiveView.Socket.t()


      


Handles a PgFlow PubSub message, updating the tracked run in assigns.
Call this from your LiveView's handle_info/2:
def handle_info({:pgflow, _, _} = msg, socket) do
  {:noreply, LiveClient.handle_info(msg, socket)}
end
Returns the socket unchanged if the message is for an untracked run.

  



  
    
      
    
    
      init(socket, opts)



        
          
        

    

  


  

      

          @spec init(
  Phoenix.LiveView.Socket.t(),
  keyword()
) :: Phoenix.LiveView.Socket.t()


      


Initializes the socket for flow tracking.
Sets the default assign to nil and stores PubSub config in socket private.
Safe to call during both connected and disconnected mount phases.
Options
	:pubsub — (required) the Phoenix.PubSub module
	:as — assign key for the run (default: :flow_run)
	:repo — Ecto repo for snapshot loading (default: uses configured PgFlow repo)


  



    

  
    
      
    
    
      start_flow(socket, flow_module_or_slug, input, opts \\ [])



        
          
        

    

  


  

      

          @spec start_flow(
  Phoenix.LiveView.Socket.t(),
  module() | atom() | String.t(),
  map(),
  keyword()
) ::
  {:ok, Phoenix.LiveView.Socket.t()}
  | {:error, term(), Phoenix.LiveView.Socket.t()}


      


Starts a flow and subscribes to real-time updates.
Creates the flow run via PgFlow.Client.start_flow/2, subscribes to the
run's PubSub topic, loads the current state from the database, and assigns
the %Run{} struct.
Returns {:ok, socket} on success or {:error, reason, socket} on failure.
Options
	:as — assign key (default: :flow_run)


  



    

  
    
      
    
    
      subscribe(socket, run_id, opts \\ [])



        
          
        

    

  


  

      

          @spec subscribe(Phoenix.LiveView.Socket.t(), String.t(), keyword()) ::
  Phoenix.LiveView.Socket.t()


      


Subscribes to an existing run's real-time updates.
Loads the current state from the database and subscribes to PubSub.
Useful for observing runs started elsewhere (e.g., run detail pages).
Options
	:as — assign key (default: :flow_run)


  



    

  
    
      
    
    
      unsubscribe(socket, opts \\ [])



        
          
        

    

  


  

      

          @spec unsubscribe(
  Phoenix.LiveView.Socket.t(),
  keyword()
) :: Phoenix.LiveView.Socket.t()


      


Unsubscribes from a run's updates and resets the assign to nil.
Options
	:as — assign key to unsubscribe (default: :flow_run)


  


        

      


  

    
PgFlow.Logger 
    



      
Structured logging for PgFlow, aligned with the TypeScript reference implementation.
This module provides consistent, structured logging across all PgFlow components.
It supports two output modes:
	:fancy - Colorful, human-readable output for development
	:simple - Structured key=value format for production/log aggregation

Configuration
Configure the log format in your config:
config :pgflow, :log_format, :fancy  # or :simple
The format defaults to :fancy in dev/test and :simple in prod.
Empty polling logs are disabled by default. Enable them only when debugging
worker polling behavior:
config :pgflow, :log_empty_polls, true
Usage
alias PgFlow.Logger, as: PgLogger

# Task lifecycle
PgLogger.task_started(ctx)
PgLogger.task_completed(ctx, duration_ms)
PgLogger.task_failed(ctx, error, retry_info)

# Worker lifecycle
PgLogger.startup_banner(startup_ctx)
PgLogger.polling(worker_name)
PgLogger.task_count(worker_name, count)
PgLogger.shutdown(worker_name, :waiting | :stopped)
Metadata
All log calls include structured metadata that can be filtered and queried
by log aggregation systems. Use Logger's metadata filtering to control output.

      


      
        Summary


  
    Types
  


    
      
        retry_info()

      


    


    
      
        shutdown_phase()

      


    


    
      
        startup_context()

      


    


    
      
        task_context()

      


    





  
    Functions
  


    
      
        polling(worker_name)

      


        Logs that the worker is polling for messages.



    


    
      
        run_completed(flow_slug, run_id, duration_ms)

      


        Logs when a flow run completes.



    


    
      
        run_failed(flow_slug, run_id, duration_ms, error)

      


        Logs when a flow run fails.



    


    
      
        run_started(flow_slug, run_id)

      


        Logs when a flow run starts.



    


    
      
        shutdown(worker_name, phase)

      


        Logs worker shutdown phases.



    


    
      
        startup_banner(ctx)

      


        Logs the worker startup banner with flow compilation status.



    


    
      
        task_completed(ctx, duration_ms)

      


        Logs when a task completes successfully.



    


    
      
        task_count(worker_name, count)

      


        Logs the number of tasks found after polling.



    


    
      
        task_failed(ctx, error, retry_info \\ nil)

      


        Logs when a task fails.



    


    
      
        task_started(ctx)

      


        Logs when a task execution begins.



    





      


      
        Types


        


  
    
      
    
    
      retry_info()



        
          
        

    

  


  

      

          @type retry_info() :: %{
  attempt: pos_integer(),
  max_attempts: pos_integer(),
  delay_seconds: number()
}


      



  



  
    
      
    
    
      shutdown_phase()



        
          
        

    

  


  

      

          @type shutdown_phase() :: :waiting | :stopped


      



  



  
    
      
    
    
      startup_context()



        
          
        

    

  


  

      

          @type startup_context() :: %{
  worker_name: String.t(),
  worker_id: String.t(),
  queue_name: String.t(),
  flows: [%{flow_slug: String.t() | atom(), status: atom()}]
}


      



  



  
    
      
    
    
      task_context()



        
          
        

    

  


  

      

          @type task_context() :: %{
  :worker_name => String.t(),
  :worker_id => String.t(),
  :flow_slug => String.t() | atom(),
  :step_slug => String.t() | atom(),
  :run_id => String.t(),
  optional(:msg_id) => integer(),
  optional(:task_index) => non_neg_integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      polling(worker_name)



        
          
        

    

  


  

      

          @spec polling(String.t()) :: :ok


      


Logs that the worker is polling for messages.

  



  
    
      
    
    
      run_completed(flow_slug, run_id, duration_ms)



        
          
        

    

  


  

      

          @spec run_completed(String.t() | atom(), String.t(), non_neg_integer()) :: :ok


      


Logs when a flow run completes.

  



  
    
      
    
    
      run_failed(flow_slug, run_id, duration_ms, error)



        
          
        

    

  


  

      

          @spec run_failed(String.t() | atom(), String.t(), non_neg_integer(), String.t()) ::
  :ok


      


Logs when a flow run fails.

  



  
    
      
    
    
      run_started(flow_slug, run_id)



        
          
        

    

  


  

      

          @spec run_started(String.t() | atom(), String.t()) :: :ok


      


Logs when a flow run starts.

  



  
    
      
    
    
      shutdown(worker_name, phase)



        
          
        

    

  


  

      

          @spec shutdown(String.t(), shutdown_phase()) :: :ok


      


Logs worker shutdown phases.
Phases:
	:waiting - Waiting for in-flight tasks to complete
	:stopped - Worker has stopped gracefully


  



  
    
      
    
    
      startup_banner(ctx)



        
          
        

    

  


  

      

          @spec startup_banner(startup_context()) :: :ok


      


Logs the worker startup banner with flow compilation status.
Example
PgFlow.Logger.startup_banner(%{
  worker_name: "pgflow-orders",
  worker_id: "abc-123",
  queue_name: "process_order",
  flows: [
    %{flow_slug: "process_order", status: :compiled}
  ]
})

  



  
    
      
    
    
      task_completed(ctx, duration_ms)



        
          
        

    

  


  

      

          @spec task_completed(task_context(), non_neg_integer()) :: :ok


      


Logs when a task completes successfully.
Example
PgFlow.Logger.task_completed(ctx, 150)  # completed in 150ms

  



  
    
      
    
    
      task_count(worker_name, count)



        
          
        

    

  


  

      

          @spec task_count(String.t(), non_neg_integer()) :: :ok


      


Logs the number of tasks found after polling.

  



    

  
    
      
    
    
      task_failed(ctx, error, retry_info \\ nil)



        
          
        

    

  


  

      

          @spec task_failed(task_context(), String.t(), retry_info() | nil) :: :ok


      


Logs when a task fails.
If retry_info is provided, includes retry attempt information.
Example
PgFlow.Logger.task_failed(ctx, "Connection timeout", %{
  attempt: 2,
  max_attempts: 3,
  delay_seconds: 10
})

  



  
    
      
    
    
      task_started(ctx)



        
          
        

    

  


  

      

          @spec task_started(task_context()) :: :ok


      


Logs when a task execution begins.
Example
PgFlow.Logger.task_started(%{
  worker_name: "pgflow-orders",
  worker_id: "abc-123",
  flow_slug: "process_order",
  step_slug: "validate",
  run_id: "run-456",
  msg_id: 789,
  task_index: 0
})

  


        

      


  

    
PgFlow.Migration 
    



      
Installs the pgflow core schema (tables, triggers, functions) into a
consumer app's database via EctoEvolver.
Usage (consumer side)
A consumer uses mix pgflow.setup to generate a wrapper migration:
defmodule MyApp.Repo.Migrations.SetupPgflow do
  use Ecto.Migration

  def up do
    PgFlow.Migration.up()
    PgFlow.HelpersMigration.up()
  end

  def down do
    PgFlow.HelpersMigration.down()
    PgFlow.Migration.down()
  end
end
Prerequisites
This migration assumes the following are already in place in the target DB:
	pgmq schema and its functions (install via mix pgflow.gen.pgmq_migration)
	pg_cron extension registered (CREATE EXTENSION pg_cron)
	Standard Postgres extensions: citext, pg_trgm, pgcrypto

Ordering: the prerequisites above must be applied first (separate
migrations). The typical project-level order is
postgres_extensions → pgmq → pgflow.setup, where setup bundles a
wrapper migration that runs PgFlow.Migration.up/0 then
PgFlow.HelpersMigration.up/0 in one transaction.
Schema prefix
The SQL bundle hardcodes "pgflow" as the schema name (matching upstream
conventions). default_prefix: "pgflow" is fixed; runtime prefix override
via up(prefix: ...) is not supported by this version because it would
require rewriting every qualified reference in the vendored SQL. If the
library later needs multi-tenant schema prefixes, regenerate the bundle
with $SCHEMA$ placeholders.
Versioning
New upstream pgflow releases become V02, V03, ... — each a delta from
the previous version. V01 is never rewritten; existing deployments apply
only new versions on upgrade.
Legacy install detection
up/1 refuses to run V01 DDL against a schema that already contains
pgflow tables but is missing EctoEvolver's tracking comment — a restored
dump that lost comments, a manual psql seed, or any schema not installed
by PgFlow.Migration.up/0 itself. The raised error points the operator at
mix pgflow.stamp, which adopts the existing schema into the tracking
model without re-running the bundle.

      


      
        Summary


  
    Functions
  


    
      
        current_version()

      


        See PgFlow.Migration.Evolver.current_version/0.



    


    
      
        down(opts \\ [])

      


        See PgFlow.Migration.Evolver.down/1.



    


    
      
        migrated_version(opts \\ [])

      


        See PgFlow.Migration.Evolver.migrated_version/1.



    


    
      
        up(opts \\ [])

      


        Installs or upgrades the pgflow schema to the latest version.



    





      


      
        Functions


        


  
    
      
    
    
      current_version()



        
          
        

    

  


  

See PgFlow.Migration.Evolver.current_version/0.

  



    

  
    
      
    
    
      down(opts \\ [])



        
          
        

    

  


  

See PgFlow.Migration.Evolver.down/1.

  



    

  
    
      
    
    
      migrated_version(opts \\ [])



        
          
        

    

  


  

See PgFlow.Migration.Evolver.migrated_version/1.

  



    

  
    
      
    
    
      up(opts \\ [])



        
          
        

    

  


  

      

          @spec up(keyword()) :: :ok


      


Installs or upgrades the pgflow schema to the latest version.
Options:
	:prefix — schema prefix (default "pgflow").
	:version — target version (default: latest).

Raises if the target schema already contains pgflow tables without an
EctoEvolver tracking comment — see "Legacy install detection" above.

  


        

      


  

    
PgFlow.Migrations.Core.V01 
    



      
Version 1 of the core pgflow schema.
The SQL bundle at priv/pgflow_core/sql/versions/v01/v01_up.sql is
vendored from the upstream
pgflow-dev/pgflow Postgres SQL
migrations. See v01_manifest.json for the pinned upstream commit SHA
and the file list consumed at mint time.
V01 is frozen. When upstream ships new core SQL, it becomes a new V02
delta — V01 is never rewritten, otherwise deployments already on V01
would silently diverge from the current bundle.
Four categories of statements are stripped during sync because they
require Supabase-specific infrastructure:
	CREATE SCHEMA "pgmq" / CREATE EXTENSION "pgmq" — pgmq is installed
SQL-only before this migration runs (via mix pgflow.gen.pgmq_migration).
	CREATE EXTENSION "pg_net" — Supabase-only HTTP extension; pgflow
Elixir bindings make HTTP calls from Elixir, not from SQL.
	Functions that reference net.http_post — depend on pg_net.


      


      
        Summary


  
    Functions
  


    
      
        down(opts \\ [])

      


        Rolls back this version's migration by executing the down SQL file.



    


    
      
        up(opts \\ [])

      


        Applies this version's migration by executing the up SQL file.



    





      


      
        Functions


        


    

  
    
      
    
    
      down(opts \\ [])



        
          
        

    

  


  

      

          @spec down(keyword()) :: :ok


      


Rolls back this version's migration by executing the down SQL file.

  



    

  
    
      
    
    
      up(opts \\ [])



        
          
        

    

  


  

      

          @spec up(keyword()) :: :ok


      


Applies this version's migration by executing the up SQL file.

  


        

      


  

    
PgFlow.Migrations.Versions.V01 
    



      
PgFlow extensions migration version 1.
Creates PostgreSQL functions in the pgflow schema for:
Read Functions
	get_flow_input(uuid) - Get flow run input data
	flow_exists(text) - Check if flow exists
	get_step_output(uuid, text) - Get step output

Write Functions
	register_worker(uuid, text, text) - Register or heartbeat a worker
	mark_worker_stopped(uuid) - Mark worker as stopped
	recover_stalled_tasks(double precision) - Recover stalled tasks and reset visibility


      


      
        Summary


  
    Functions
  


    
      
        down(opts \\ [])

      


        Rolls back this version's migration by executing the down SQL file.



    


    
      
        up(opts \\ [])

      


        Applies this version's migration by executing the up SQL file.



    





      


      
        Functions


        


    

  
    
      
    
    
      down(opts \\ [])



        
          
        

    

  


  

      

          @spec down(keyword()) :: :ok


      


Rolls back this version's migration by executing the down SQL file.

  



    

  
    
      
    
    
      up(opts \\ [])



        
          
        

    

  


  

      

          @spec up(keyword()) :: :ok


      


Applies this version's migration by executing the up SQL file.

  


        

      


  

    
PgFlow.Queries.Flows 
    



      
SQL query interface for pgflow flow operations.
Provides functions for starting flows, completing/failing tasks, reading
messages, and managing flow lifecycle. All functions that accept JSON data
expect Elixir terms that will be encoded with Jason.

      


      
        Summary


  
    Types
  


    
      
        prune_result()

      


        Result of pruning old run data.



    





  
    Functions
  


    
      
        compile_flow(repo, slug, opts, steps)

      


        Compiles and upserts a flow definition.



    


    
      
        complete_task(repo, run_id, step_slug, task_index, output)

      


        Marks a task as completed with output data.



    


    
      
        delay_run(repo, flow_slug, run_id, delay_seconds)

      


        Delays the first queued task for a flow run by moving its pgmq visibility time.



    


    
      
        delete_flow(repo, slug)

      


        Deletes a flow and all associated data (runs, step states, step tasks, queue).



    


    
      
        delete_message(repo, queue_name, msg_id)

      


        Deletes a message from a PGMQ queue.



    


    
      
        fail_task(repo, run_id, step_slug, task_index, error_message)

      


        Marks a task as failed with an error message.



    


    
      
        flow_exists?(repo, flow_slug)

      


        Checks if a flow exists in the database.



    


    
      
        get_flow_input(repo, run_id)

      


        Retrieves the input data for a flow run.



    


    
      
        get_run(repo, run_id)

      


        Retrieves a flow run's current state.



    


    
      
        get_step_output(repo, run_id, step_slug)

      


        Retrieves the output for a specific step in a flow run.



    


    
      
        prune_data(repo, retention_hours, opts \\ [])

      


        Prunes old flow run data older than the specified retention period.



    


    
      
        read(repo, queue_name, visibility_timeout, batch_size)

      


        Reads messages from a queue without blocking (non-blocking read).



    


    
      
        recover_stalled_tasks(repo, stale_threshold)

      


        Recovers stalled tasks by resetting step_tasks stuck in 'started' status.



    


    
      
        start_flow(repo, flow_slug, input)

      


        Starts a new flow execution.



    


    
      
        start_tasks(repo, flow_slug, msg_ids, worker_id)

      


        Starts multiple tasks by marking messages as in-progress.



    


    
      
        upsert_flow(repo, slug, opts, steps)

      


        Recompiles a flow definition from runtime options.



    


    
      
        valid_slug?(repo, slug)

      


        Checks if a slug is valid according to core pgflow rules.



    





      


      
        Types


        


  
    
      
    
    
      prune_result()



        
          
        

    

  


  

      

          @type prune_result() :: %{
  deleted_runs: non_neg_integer(),
  deleted_step_states: non_neg_integer(),
  deleted_step_tasks: non_neg_integer(),
  deleted_workers: non_neg_integer()
}


      


Result of pruning old run data.

  


        

      

      
        Functions


        


  
    
      
    
    
      compile_flow(repo, slug, opts, steps)



        
          
        

    

  


  

      

          @spec compile_flow(Ecto.Repo.t(), String.t(), map(), [map()]) ::
  {:ok, term()} | {:error, term()}


      


Compiles and upserts a flow definition.
Parameters
	repo - The Ecto repository
	slug - The flow identifier slug
	opts - Flow options map (e.g., %{max_retries: 3})
	steps - List of step definitions as maps


  



  
    
      
    
    
      complete_task(repo, run_id, step_slug, task_index, output)



        
          
        

    

  


  

      

          @spec complete_task(
  Ecto.Repo.t(),
  String.t(),
  String.t(),
  non_neg_integer(),
  map() | list()
) ::
  {:ok, term()} | {:error, term()}


      


Marks a task as completed with output data.
Parameters
	repo - The Ecto repository
	run_id - The flow run UUID
	step_slug - The step identifier slug
	task_index - The task index (0-based)
	output - Output data as an Elixir term (will be encoded as JSONB)

Returns
	{:ok, result} - Success result from the database
	{:error, reason} - Error details if the operation fails


  



  
    
      
    
    
      delay_run(repo, flow_slug, run_id, delay_seconds)



        
          
        

    

  


  

      

          @spec delay_run(Ecto.Repo.t(), String.t(), String.t(), non_neg_integer()) ::
  :ok | {:error, term()}


      


Delays the first queued task for a flow run by moving its pgmq visibility time.
This is a lower-level helper for public APIs such as PgFlow.enqueue_in/3
and PgFlow.enqueue_at/3. Call it in the same repository transaction as
start_flow/3 when callers need to ensure workers cannot see the task before
the delay is applied.

  



  
    
      
    
    
      delete_flow(repo, slug)



        
          
        

    

  


  

      

          @spec delete_flow(Ecto.Repo.t(), String.t()) :: :ok | {:error, term()}


      


Deletes a flow and all associated data (runs, step states, step tasks, queue).
Parameters
	repo - The Ecto repository
	slug - The flow identifier slug

Returns
	:ok on success (including when flow doesn't exist)
	{:error, term()} on failure


  



  
    
      
    
    
      delete_message(repo, queue_name, msg_id)



        
          
        

    

  


  

      

          @spec delete_message(Ecto.Repo.t(), String.t(), pos_integer()) ::
  {:ok, boolean()} | {:error, term()}


      


Deletes a message from a PGMQ queue.

  



  
    
      
    
    
      fail_task(repo, run_id, step_slug, task_index, error_message)



        
          
        

    

  


  

      

          @spec fail_task(Ecto.Repo.t(), String.t(), String.t(), non_neg_integer(), String.t()) ::
  {:ok, term()} | {:error, term()}


      


Marks a task as failed with an error message.
Parameters
	repo - The Ecto repository
	run_id - The flow run UUID
	step_slug - The step identifier slug
	task_index - The task index (0-based)
	error_message - Error description string

Returns
	{:ok, result} - Success result from the database
	{:error, reason} - Error details if the operation fails


  



  
    
      
    
    
      flow_exists?(repo, flow_slug)



        
          
        

    

  


  

      

          @spec flow_exists?(Ecto.Repo.t(), String.t()) :: {:ok, boolean()} | {:error, term()}


      


Checks if a flow exists in the database.

  



  
    
      
    
    
      get_flow_input(repo, run_id)



        
          
        

    

  


  

      

          @spec get_flow_input(Ecto.Repo.t(), String.t()) ::
  {:ok, map() | list()} | {:error, term()}


      


Retrieves the input data for a flow run.

  



  
    
      
    
    
      get_run(repo, run_id)



        
          
        

    

  


  

      

          @spec get_run(Ecto.Repo.t(), String.t()) ::
  {:ok, %{status: String.t(), output: term()}} | {:error, :not_found | term()}


      


Retrieves a flow run's current state.
Parameters
	repo - The Ecto repository
	run_id - The flow run UUID

Returns
	{:ok, %{status: String.t(), output: term()}} - Run state
	{:error, :not_found} - Run does not exist
	{:error, reason} - Error details if the operation fails


  



  
    
      
    
    
      get_step_output(repo, run_id, step_slug)



        
          
        

    

  


  

      

          @spec get_step_output(Ecto.Repo.t(), String.t(), String.t()) ::
  {:ok, map() | nil} | {:error, term()}


      


Retrieves the output for a specific step in a flow run.

  



    

  
    
      
    
    
      prune_data(repo, retention_hours, opts \\ [])



        
          
        

    

  


  

      

          @spec prune_data(Ecto.Repo.t(), pos_integer(), keyword()) ::
  {:ok, prune_result()} | {:error, term()}


      


Prunes old flow run data older than the specified retention period.
Options
	:flow_slugs - List of flow slugs to prune (default: all flows)


  



  
    
      
    
    
      read(repo, queue_name, visibility_timeout, batch_size)



        
          
        

    

  


  

      

          @spec read(Ecto.Repo.t(), String.t(), pos_integer(), pos_integer()) ::
  {:ok, [list()]} | {:error, term()}


      


Reads messages from a queue without blocking (non-blocking read).
Uses pgmq.read() to fetch available messages. Returns immediately whether or
not messages are available. Messages are made invisible for the visibility
timeout period to prevent duplicate processing.
Queue poll SQL logging is disabled by default because workers call this
frequently. Set config :pgflow, :log_queue_polls, true to enable Ecto query
logging for these reads while debugging.
Parameters
	repo - The Ecto repository
	queue_name - The name of the queue to read from (matches flow_slug)
	visibility_timeout - Time in seconds messages remain invisible
	batch_size - Maximum number of messages to retrieve

Returns
	{:ok, messages} - List of message records from pgmq (may be empty)
	{:error, reason} - Error details if the operation fails


  



  
    
      
    
    
      recover_stalled_tasks(repo, stale_threshold)



        
          
        

    

  


  

      

          @spec recover_stalled_tasks(Ecto.Repo.t(), pos_integer()) ::
  {:ok, non_neg_integer()} | {:error, term()}


      


Recovers stalled tasks by resetting step_tasks stuck in 'started' status.
Tasks that have been in 'started' status longer than the stale threshold
are reset to 'queued' so they can be re-processed by workers.

  



  
    
      
    
    
      start_flow(repo, flow_slug, input)



        
          
        

    

  


  

      

          @spec start_flow(Ecto.Repo.t(), String.t(), map() | list()) ::
  {:ok, String.t()} | {:error, term()}


      


Starts a new flow execution.
Parameters
	repo - The Ecto repository
	flow_slug - The flow identifier slug
	input - Input data as an Elixir term (will be encoded as JSONB)

Returns
	{:ok, run_id} - The UUID of the created flow run
	{:error, reason} - Error details if the operation fails


  



  
    
      
    
    
      start_tasks(repo, flow_slug, msg_ids, worker_id)



        
          
        

    

  


  

      

          @spec start_tasks(Ecto.Repo.t(), String.t(), [pos_integer()], String.t()) ::
  {:ok, [list()]} | {:error, term()}


      


Starts multiple tasks by marking messages as in-progress.
Parameters
	repo - The Ecto repository
	flow_slug - The flow identifier slug
	msg_ids - List of message IDs from pgmq
	worker_id - The worker UUID string

Returns
	{:ok, task_details} - List of task detail records
	{:error, reason} - Error details if the operation fails


  



  
    
      
    
    
      upsert_flow(repo, slug, opts, steps)



        
          
        

    

  


  

      

          @spec upsert_flow(Ecto.Repo.t(), String.t(), map(), [map()]) ::
  {:ok, map()} | {:error, term()}


      


Recompiles a flow definition from runtime options.
Uses create_flow + add_step (the proven low-level SQL functions) to
register a flow. If the flow already exists, it is dropped and re-created
to ensure the definition matches.
This operation is destructive for existing flows: all historical run and
task data for the slug is deleted before recompiling.
Parameters
	repo - The Ecto repository
	slug - The flow identifier slug
	opts - Flow-level options map with keys: "max_attempts", "base_delay", "timeout"
	steps - List of step definition maps with keys: "slug", "deps", "step_type",
and optional "max_attempts", "base_delay", "timeout", "start_delay"

Returns
	{:ok, %{"status" => status}} where status is "compiled" or "recompiled"
	{:error, term()} on failure


  



  
    
      
    
    
      valid_slug?(repo, slug)



        
          
        

    

  


  

      

          @spec valid_slug?(Ecto.Repo.t(), String.t()) :: {:ok, boolean()} | {:error, term()}


      


Checks if a slug is valid according to core pgflow rules.

  


        

      


  

    
PgFlow.Queries.Helpers 
    



      
Shared utilities for database queries.
Provides RPC-style PostgreSQL function calls, UUID handling, row-to-map
conversion, time range calculations, and status conversions.
Used by both PgFlow core query modules and the PgFlow Dashboard.

      


      
        Summary


  
    Functions
  


    
      
        direction_to_string(dir)

      


        Converts a direction atom to string for database queries.



    


    
      
        execute_rpc(repo, function_name, params, opts \\ [])

      


        Executes an RPC-style call to a PostgreSQL function.



    


    
      
        format_uuid(uuid)

      


        Formats a binary UUID to string representation.



    


    
      
        health_status_to_string(status)

      


        Converts a health status atom or string to string for database queries.



    


    
      
        parse_uuid(uuid)

      


        Parses a UUID string to binary format for database queries.



    


    
      
        status_to_string(status)

      


        Converts a status atom or string to string for database queries.



    


    
      
        time_range_start(arg1)

      


        Converts a time range atom to a start DateTime.



    





      


      
        Functions


        


  
    
      
    
    
      direction_to_string(dir)



        
          
        

    

  


  

      

          @spec direction_to_string(:next | :prev | String.t()) :: String.t()


      


Converts a direction atom to string for database queries.

  



    

  
    
      
    
    
      execute_rpc(repo, function_name, params, opts \\ [])



        
          
        

    

  


  

      

          @spec execute_rpc(module(), String.t(), list(), keyword()) ::
  {:ok, nil | map() | [map()]}
  | {:error, :not_found | term()}
  | [map()]
  | integer()


      


Executes an RPC-style call to a PostgreSQL function.
Parameters
	repo - The Ecto repository
	function_name - Name of the PostgreSQL function
	params - List of parameters to pass
	opts - Options keyword list

Options
	:schema - (required) The PostgreSQL schema containing the function
	:mode - Result handling mode: :list, :single, :count, :void, :raw

Returns
Depends on mode:
	:list - Returns list of maps
	:single - Returns {:ok, map} or {:error, :not_found}
	:count - Returns integer count
	:void - Returns {:ok, nil}
	:raw - Returns {:ok, list of maps} or error


  



  
    
      
    
    
      format_uuid(uuid)



        
          
        

    

  


  

      

          @spec format_uuid(nil | binary()) :: nil | String.t()


      


Formats a binary UUID to string representation.

  



  
    
      
    
    
      health_status_to_string(status)



        
          
        

    

  


  

      

          @spec health_status_to_string(nil | atom() | String.t()) :: nil | String.t()


      


Converts a health status atom or string to string for database queries.

  



  
    
      
    
    
      parse_uuid(uuid)



        
          
        

    

  


  

      

          @spec parse_uuid(nil | String.t() | binary()) :: nil | binary()


      


Parses a UUID string to binary format for database queries.

  



  
    
      
    
    
      status_to_string(status)



        
          
        

    

  


  

      

          @spec status_to_string(nil | atom() | String.t()) :: nil | String.t()


      


Converts a status atom or string to string for database queries.

  



  
    
      
    
    
      time_range_start(arg1)



        
          
        

    

  


  

      

          @spec time_range_start(atom()) :: DateTime.t()


      


Converts a time range atom to a start DateTime.

  


        

      


  

    
PgFlow.Queries.Pgmq 
    



      
SQL query interface for pgmq-specific operations.
Provides functions for managing pgmq NOTIFY triggers and querying
pgmq extension metadata.

      


      
        Summary


  
    Functions
  


    
      
        disable_notify_insert(repo, queue_name)

      


        Disables NOTIFY triggers for a pgmq queue.



    


    
      
        enable_notify_insert(repo, queue_name, throttle_ms)

      


        Enables NOTIFY triggers for a pgmq queue.



    


    
      
        get_pgmq_version(repo)

      


        Gets the installed pgmq version.



    





      


      
        Functions


        


  
    
      
    
    
      disable_notify_insert(repo, queue_name)



        
          
        

    

  


  

      

          @spec disable_notify_insert(module(), String.t()) :: :ok | {:error, term()}


      


Disables NOTIFY triggers for a pgmq queue.
Calls pgmq.disable_notify_insert/1 to remove the INSERT trigger
that fires NOTIFY events when messages are added to the queue.

  



  
    
      
    
    
      enable_notify_insert(repo, queue_name, throttle_ms)



        
          
        

    

  


  

      

          @spec enable_notify_insert(module(), String.t(), non_neg_integer()) ::
  :ok | {:error, term()}


      


Enables NOTIFY triggers for a pgmq queue.
Calls pgmq.enable_notify_insert/2 to add an INSERT trigger
that fires NOTIFY events when messages are added to the queue.
The throttle_ms parameter controls how frequently notifications fire.

  



  
    
      
    
    
      get_pgmq_version(repo)



        
          
        

    

  


  

      

          @spec get_pgmq_version(module()) ::
  {:ok, String.t()} | {:error, :not_installed | term()}


      


Gets the installed pgmq version.
Checks two sources in order:
	pg_extension catalog — works when pgmq is installed via CREATE EXTENSION pgmq
	Feature detection — checks for the enable_notify_insert function in the pgmq schema,
which indicates pgmq >= 1.8.0 installed from a SQL dump (e.g., on Neon or other managed Postgres)

Returns {:ok, version} if pgmq is detected, or {:error, :not_installed} if not.

  


        

      


  

    
PgFlow.Queries.Workers 
    



      
SQL query interface for pgflow worker operations.
Provides functions for registering workers and managing their lifecycle.

      


      
        Summary


  
    Functions
  


    
      
        mark_worker_stopped(repo, worker_id)

      


        Marks a worker as stopped.



    


    
      
        register_worker(repo, worker_id, queue_name, function_name)

      


        Registers a worker in the database.



    





      


      
        Functions


        


  
    
      
    
    
      mark_worker_stopped(repo, worker_id)



        
          
        

    

  


  

      

          @spec mark_worker_stopped(Ecto.Repo.t(), String.t()) :: {:ok, nil} | {:error, term()}


      


Marks a worker as stopped.
Sets the stopped_at timestamp for graceful shutdown signaling.
Parameters
	repo - The Ecto repository
	worker_id - The worker identifier (UUID string)

Returns
	{:ok, nil} - Success
	{:error, reason} - Error details if the operation fails


  



  
    
      
    
    
      register_worker(repo, worker_id, queue_name, function_name)



        
          
        

    

  


  

      

          @spec register_worker(Ecto.Repo.t(), String.t(), String.t(), String.t()) ::
  {:ok, nil} | {:error, term()}


      


Registers a worker in the database.
Creates a new worker record or updates the heartbeat if the worker already exists.
Parameters
	repo - The Ecto repository
	worker_id - The worker identifier (UUID string)
	queue_name - The queue name (flow_slug)
	function_name - The function name (e.g., "elixir:MyApp.Flows.MyFlow")

Returns
	{:ok, nil} - Success
	{:error, reason} - Error details if the operation fails


  


        

      


  

    
PgFlow.Schema.Dep 
    



      
Schema for the pgflow.deps table.
Represents a dependency relationship between steps with composite primary key
(flow_slug, step_slug, dep_slug).

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %PgFlow.Schema.Dep{
  __meta__: term(),
  dep_slug: term(),
  flow_slug: term(),
  step: term(),
  step_slug: term()
}


      



  


        

      


  

    
PgFlow.Schema.Flow 
    



      
Schema for the pgflow.flows table.
Represents a flow definition with its configuration options.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %PgFlow.Schema.Flow{
  __meta__: term(),
  inserted_at: term(),
  opt_base_delay: term(),
  opt_max_attempts: term(),
  opt_retry_backoff: term(),
  opt_timeout: term(),
  runs: term(),
  slug: term(),
  steps: term(),
  updated_at: term()
}


      



  


        

      


  

    
PgFlow.Schema.Run 
    



      
Schema for the pgflow.runs table.
Represents a single execution instance of a flow.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %PgFlow.Schema.Run{
  __meta__: term(),
  completed_at: term(),
  failed_at: term(),
  flow: term(),
  flow_slug: term(),
  input: term(),
  output: term(),
  remaining_steps: term(),
  run_id: term(),
  started_at: term(),
  status: term(),
  step_states: term()
}


      



  


        

      


  

    
PgFlow.Schema.Step 
    



      
Schema for the pgflow.steps table.
Represents a step within a flow with composite primary key (flow_slug, step_slug).

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %PgFlow.Schema.Step{
  __meta__: term(),
  deps: term(),
  deps_count: term(),
  flow: term(),
  flow_slug: term(),
  opt_base_delay: term(),
  opt_max_attempts: term(),
  opt_timeout: term(),
  step_slug: term(),
  step_states: term(),
  step_type: term()
}


      



  


        

      


  

    
PgFlow.Schema.StepState 
    



      
Schema for the pgflow.step_states table.
Represents the state of a step within a specific run with composite primary key
(run_id, step_slug).

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %PgFlow.Schema.StepState{
  __meta__: term(),
  completed_at: term(),
  created_at: term(),
  error_message: term(),
  failed_at: term(),
  initial_tasks: term(),
  output: term(),
  remaining_deps: term(),
  remaining_tasks: term(),
  run: term(),
  run_id: term(),
  started_at: term(),
  status: term(),
  step: term(),
  step_slug: term(),
  step_tasks: term()
}


      



  


        

      


  

    
PgFlow.Schema.StepTask 
    



      
Schema for the pgflow.step_tasks table.
Represents an individual task within a step (for map-type steps) with composite
primary key (run_id, step_slug, task_index).

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %PgFlow.Schema.StepTask{
  __meta__: term(),
  error_message: term(),
  input: term(),
  message_id: term(),
  output: term(),
  run_id: term(),
  status: term(),
  step_slug: term(),
  step_state: term(),
  task_index: term()
}


      



  


        

      


  

    
PgFlow.Schema.Worker 
    



      
Schema for the pgflow.workers table.
Represents a worker process that can execute flow steps.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %PgFlow.Schema.Worker{
  __meta__: term(),
  deprecation_reason: term(),
  expires_at: term(),
  flow_slugs: term(),
  inserted_at: term(),
  status: term(),
  updated_at: term(),
  worker_id: term()
}


      



  


        

      


  

    
PgFlow.Signal.Notify 
    



      
Manages PostgreSQL LISTEN/NOTIFY for pgmq queue notifications.
Uses pgmq's built-in enable_notify_insert (pgmq 1.8.0+) to receive instant
wake-up signals when messages are inserted into queue tables. Dispatches
:poll_now messages to registered worker processes.
Built on Postgrex.Notifications which is the purpose-built solution for
PostgreSQL LISTEN/NOTIFY. Notifications are delivered asynchronously via
messages to the process that called listen/2.

      


      
        Summary


  
    Types
  


    
      
        state()

      


    


    
      
        worker_entry()

      


    





  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        register_worker(server \\ __MODULE__, flow_slug, worker_pid)

      


        Registers a worker for notifications on a queue.



    


    
      
        start_link(opts)

      


        Starts the Signal.Notify process.



    


    
      
        unregister_worker(server \\ __MODULE__, flow_slug)

      


        Unregisters a worker from notifications.



    





      


      
        Types


        


  
    
      
    
    
      state()



        
          
        

    

  


  

      

          @type state() :: %{
  repo: module(),
  notify_throttle_ms: non_neg_integer(),
  conn: pid() | nil,
  workers: %{required(String.t()) => worker_entry()},
  channels: %{required(String.t()) => String.t()}
}


      



  



  
    
      
    
    
      worker_entry()



        
          
        

    

  


  

      

          @type worker_entry() :: %{
  worker_pid: pid(),
  monitor_ref: reference(),
  listen_ref: reference() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



    

  
    
      
    
    
      register_worker(server \\ __MODULE__, flow_slug, worker_pid)



        
          
        

    

  


  

      

          @spec register_worker(GenServer.server(), String.t(), pid()) :: :ok | {:error, term()}


      


Registers a worker for notifications on a queue.
Starts listening on the queue's channel. Note that pgmq.enable_notify_insert
must be called separately (done by PgFlow.Supervisor) before registration.

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      


Starts the Signal.Notify process.
Options
	:repo - (required) The Ecto repository module
	:notify_throttle_ms - (optional) Throttle interval for pgmq notifications (default: 250)


  



    

  
    
      
    
    
      unregister_worker(server \\ __MODULE__, flow_slug)



        
          
        

    

  


  

      

          @spec unregister_worker(GenServer.server(), String.t()) :: :ok


      


Unregisters a worker from notifications.

  


        

      


  

    
PgFlow.Sql.Splitter 
    



      
Splits a raw PostgreSQL script into individual top-level statements.
Needed because Ecto.Migration.execute/1 dispatches through Postgrex
prepared-statement protocol, which rejects multi-command input with
42601 syntax_error. EctoEvolver runs each --SPLIT---delimited chunk
as a single execute/1 call, so the vendored SQL has to be pre-split
one-statement-per-chunk.
State machine
Top-level splitting ignores semicolons inside:
	single-quoted strings ('...' with '' escape)
	double-quoted identifiers ("..." with "" escape)
	dollar-quoted bodies ($$ ... $$ or $tag$ ... $tag$)
	single-line comments (-- ...\n)
	block comments (/* ... */, non-nested per Postgres grammar)

Only a ; seen in the top-level state ends a statement. Leading
whitespace and trailing whitespace on each statement are stripped; empty
chunks (whitespace / comments only) are discarded.
Output shape
iex> PgFlow.Sql.Splitter.split("SELECT 1; SELECT 2;")
["SELECT 1", "SELECT 2"]

iex> PgFlow.Sql.Splitter.split("-- comment\nSELECT 1;")
["-- comment\nSELECT 1"]
Returns a list of trimmed statement strings in source order.

      


      
        Summary


  
    Functions
  


    
      
        join(statements)

      


        Join statements back into a single script with --SPLIT-- markers.



    


    
      
        split(sql)

      


        Split a SQL script into top-level statements.



    





      


      
        Functions


        


  
    
      
    
    
      join(statements)



        
          
        

    

  


  

      

          @spec join([String.t()]) :: String.t()


      


Join statements back into a single script with --SPLIT-- markers.

  



  
    
      
    
    
      split(sql)



        
          
        

    

  


  

      

          @spec split(binary()) :: [String.t()]


      


Split a SQL script into top-level statements.

  


        

      


  

    
PgFlow.Supervisor 
    



      
Main supervisor for PgFlow components.
This supervisor is started by PgFlow.start_link/1 and manages the core
PgFlow processes including:
	TaskSupervisor - Supervises async task execution
	WorkerSupervisor - Supervises flow workers
	StalledTaskRecovery - Recovers orphaned tasks

Supervision Tree
PgFlow.Supervisor
├── Task.Supervisor (PgFlow.TaskSupervisor)
├── PgFlow.WorkerSupervisor
└── PgFlow.Worker.StalledTaskRecovery

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        start_link(config)

      


        Starts the PgFlow supervisor with the given configuration.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      start_link(config)



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: Supervisor.on_start()


      


Starts the PgFlow supervisor with the given configuration.
The configuration should be validated using PgFlow.Config.validate!/1.
Examples
config = PgFlow.Config.validate!(repo: MyApp.Repo, flows: [MyFlow])
{:ok, pid} = PgFlow.Supervisor.start_link(config)

  


        

      


  

    
PgFlow.Telemetry 
    



      
Telemetry events emitted by PgFlow.
PgFlow uses :telemetry to emit events at key points in the workflow lifecycle.
These events can be used for monitoring, logging, and metrics collection.
Events
Worker Lifecycle
	[:pgflow, :worker, :start] — Worker process started
	[:pgflow, :worker, :stop] — Worker process stopped

Poll Cycles
	[:pgflow, :worker, :poll, :start] — Poll cycle started
	[:pgflow, :worker, :poll, :stop] — Poll cycle completed

Task Execution
	[:pgflow, :worker, :task, :start] — Task execution started
	[:pgflow, :worker, :task, :stop] — Task execution completed successfully
	[:pgflow, :worker, :task, :exception] — Task execution failed

Run Lifecycle
	[:pgflow, :run, :started] — Flow run created (emitted by PgFlow.Client)
	[:pgflow, :run, :completed] — Flow run completed (emitted by worker after task cascades)
	[:pgflow, :run, :failed] — Flow run failed (emitted by worker after task cascades)

Attaching Handlers
:telemetry.attach_many(
  "my-handler",
  [
    [:pgflow, :worker, :task, :stop],
    [:pgflow, :run, :completed],
    [:pgflow, :run, :failed]
  ],
  &MyModule.handle_event/4,
  nil
)
Default Logger
PgFlow includes a default logger handler that can be attached by setting
attach_default_logger: true in the configuration.
Note: The default logger is disabled by default since PgFlow.Logger provides
structured logging directly in the worker. Enable this if you need telemetry-based
logging for specific use cases like metrics collection or external log aggregation.

      


      
        Summary


  
    Functions
  


    
      
        attach_default_logger()

      


        Attaches the default telemetry handlers for logging.



    


    
      
        detach_default_logger()

      


        Detaches the default telemetry handlers.



    





      


      
        Functions


        


  
    
      
    
    
      attach_default_logger()



        
          
        

    

  


  

      

          @spec attach_default_logger() :: :ok | {:error, :already_exists}


      


Attaches the default telemetry handlers for logging.
This is called automatically on application start if attach_default_logger: true
is set in the configuration.

  



  
    
      
    
    
      detach_default_logger()



        
          
        

    

  


  

      

          @spec detach_default_logger() :: :ok | {:error, :not_found}


      


Detaches the default telemetry handlers.

  


        

      


  

    
PgFlow.Telemetry.PubSub 
    



      
Bridges PgFlow telemetry events to Phoenix.PubSub.
Attaches to all PgFlow telemetry events and broadcasts them as
{:pgflow, run_id, event_payload} tuples to per-run and global topics.
Topics
	"pgflow:run:<run_id>" — all events for a specific run
	"pgflow:runs" — all run lifecycle events (started, completed, failed)
	"pgflow:tasks" — all task events (started, completed, failed)

Usage
Typically started automatically by PgFlow.Supervisor when :pubsub is configured:
children = [
  {PgFlow.Supervisor, pubsub: MyApp.PubSub, ...}
]
Can also be attached manually:
PgFlow.Telemetry.PubSub.attach(pubsub: MyApp.PubSub)

      


      
        Summary


  
    Functions
  


    
      
        attach(opts)

      


        Attaches telemetry handlers that broadcast events to PubSub.



    


    
      
        detach()

      


        Detaches the telemetry handlers.



    





      


      
        Functions


        


  
    
      
    
    
      attach(opts)



        
          
        

    

  


  

      

          @spec attach(keyword()) :: :ok | {:error, :already_exists}


      


Attaches telemetry handlers that broadcast events to PubSub.
Options
	:pubsub — (required) the Phoenix.PubSub module to broadcast on


  



  
    
      
    
    
      detach()



        
          
        

    

  


  

      

          @spec detach() :: :ok | {:error, :not_found}


      


Detaches the telemetry handlers.

  


        

      


  

    
PgFlow.Worker.Executor 
    



      
Task execution logic for flow steps.
This module handles the execution of step handlers with proper timeout handling,
output serialization, and error handling. It manages the complete lifecycle of
a task execution:
	Building execution context with run metadata
	Retrieving the handler function from the flow module
	Preparing input data (flow input for root steps, deps for dependent steps)
	Executing the handler with timeout protection
	Serializing output as JSON-compatible data
	Converting errors to serializable format

Handler Signatures
Step handlers receive different inputs based on their dependencies:
	Root steps (no dependencies): fn input, ctx -> output end
	input is the flow input map
	ctx is the PgFlow.Context struct


	Dependent steps: fn deps, ctx -> output end
	deps is a map of dependency outputs keyed by step slug
	ctx is the PgFlow.Context struct



Timeout Handling
Task execution is protected by a configurable timeout. If a handler exceeds
the timeout, it is terminated and the task is marked as failed.
Output Serialization
Handler outputs must be JSON-serializable. The executor validates and converts
outputs to ensure they can be stored in the database.
Usage
task = %{
  run_id: "550e8400-e29b-41d4-a716-446655440000",
  step_slug: :process,
  task_index: 0,
  attempt: 1,
  input: %{"key" => "value"},
  deps: %{}
}

case PgFlow.Worker.Executor.execute(MyFlow, task, MyApp.Repo) do
  {:ok, output} ->
    # Task succeeded, persist output
    PgFlow.Queries.Flows.complete_task(repo, task.run_id, task.step_slug, task.task_index, output)

  {:error, error_message} ->
    # Task failed, persist error
    PgFlow.Queries.Flows.fail_task(repo, task.run_id, task.step_slug, task.task_index, error_message)
end

      


      
        Summary


  
    Functions
  


    
      
        build_context(task, repo)

      


        Builds a PgFlow.Context struct for task execution.



    


    
      
        execute(flow_module, task, repo, opts \\ [])

      


        Executes a flow step handler.



    


    
      
        execute_with_timeout(handler, input, ctx, timeout)

      


        Executes a handler function with timeout protection.



    


    
      
        get_handler(flow_module, step_slug)

      


        Retrieves the handler function for a step.



    


    
      
        prepare_input(map, ctx)

      


        Prepares input data for handler execution.



    


    
      
        serialize_error(error)

      


        Converts an error to a serializable string representation.



    


    
      
        serialize_output(output)

      


        Serializes handler output to ensure JSON compatibility.



    





      


      
        Functions


        


  
    
      
    
    
      build_context(task, repo)



        
          
        

    

  


  

      

          @spec build_context(map(), Ecto.Repo.t()) ::
  {:ok, PgFlow.Context.t()} | {:error, term()}


      


Builds a PgFlow.Context struct for task execution.
The context provides step handlers with metadata about the current execution
environment and utilities for accessing flow data.
Parameters
	task - Task map with execution details
	repo - The Ecto repository

Returns
	{:ok, context} - Context struct ready for handler execution
	{:error, reason} - Error if context creation fails

Examples
task = %{
  run_id: "550e8400-e29b-41d4-a716-446655440000",
  step_slug: :process,
  task_index: 0,
  attempt: 1,
  input: %{},
  deps: %{}
}

{:ok, ctx} = PgFlow.Worker.Executor.build_context(task, MyApp.Repo)
#=> {:ok, %PgFlow.Context{
#=>   run_id: "550e8400-e29b-41d4-a716-446655440000",
#=>   step_slug: :process,
#=>   task_index: 0,
#=>   attempt: 1,
#=>   repo: MyApp.Repo,
#=>   flow_input: :not_loaded
#=> }}

  



    

  
    
      
    
    
      execute(flow_module, task, repo, opts \\ [])



        
          
        

    

  


  

      

          @spec execute(module(), map(), Ecto.Repo.t(), keyword()) ::
  {:ok, map()} | {:error, String.t()}


      


Executes a flow step handler.
Parameters
	flow_module - The flow module containing the step handlers
	task - Task map with execution details
	repo - The Ecto repository
	opts - Options keyword list

Options
	:timeout - Execution timeout in milliseconds (default: 30_000)

Task Structure
The task map must contain:
	:run_id - Flow run UUID
	:step_slug - Step identifier atom
	:task_index - Task index (0 for single steps)
	:attempt - Current attempt number
	:input - Task input data map
	:deps - Dependency outputs map

Returns
	{:ok, output} - Handler succeeded, output is JSON-serializable
	{:error, error_message} - Handler failed or timed out

Examples
task = %{
  run_id: "550e8400-e29b-41d4-a716-446655440000",
  step_slug: :fetch_user,
  task_index: 0,
  attempt: 1,
  input: %{"user_id" => 123},
  deps: %{}
}

{:ok, output} = PgFlow.Worker.Executor.execute(MyFlow, task, MyApp.Repo)
#=> {:ok, %{"name" => "John", "email" => "john@example.com"}}

# Handler that times out
{:error, msg} = PgFlow.Worker.Executor.execute(SlowFlow, task, MyApp.Repo, timeout: 100)
#=> {:error, "Task timed out after 100ms"}

  



  
    
      
    
    
      execute_with_timeout(handler, input, ctx, timeout)



        
          
        

    

  


  

      

          @spec execute_with_timeout(function(), map(), PgFlow.Context.t(), pos_integer()) ::
  {:ok, term()} | {:error, String.t()}


      


Executes a handler function with timeout protection.
Spawns the handler in a separate task and awaits the result with the
specified timeout. If the timeout is exceeded, the task is killed and
an error is returned.
Parameters
	handler - Handler function to execute
	input - Input data for the handler
	ctx - Execution context
	timeout - Timeout in milliseconds

Returns
	{:ok, output} - Handler completed successfully
	{:error, reason} - Handler failed or timed out

Examples
handler = fn input, _ctx -> %{result: input["value"] * 2} end
input = %{"value" => 21}

{:ok, output} = PgFlow.Worker.Executor.execute_with_timeout(handler, input, ctx, 5000)
#=> {:ok, %{result: 42}}

slow_handler = fn _input, _ctx -> Process.sleep(10_000); %{} end
{:error, msg} = PgFlow.Worker.Executor.execute_with_timeout(slow_handler, input, ctx, 100)
#=> {:error, "Task timed out after 100ms"}

  



  
    
      
    
    
      get_handler(flow_module, step_slug)



        
          
        

    

  


  

      

          @spec get_handler(module(), atom()) :: {:ok, function()} | {:error, String.t()}


      


Retrieves the handler function for a step.
Calls the flow module's __pgflow_handler__/1 function to get the
handler function for the specified step.
Parameters
	flow_module - The flow module
	step_slug - Step identifier atom

Returns
	{:ok, handler} - Handler function
	{:error, reason} - Error if handler not found

Examples
{:ok, handler} = PgFlow.Worker.Executor.get_handler(MyFlow, :process)
#=> {:ok, #Function<...>}

{:error, msg} = PgFlow.Worker.Executor.get_handler(MyFlow, :nonexistent)
#=> {:error, "No handler defined for step: :nonexistent"}

  



  
    
      
    
    
      prepare_input(map, ctx)



        
          
        

    

  


  

      

          @spec prepare_input(map(), PgFlow.Context.t()) :: {:ok, map()} | {:error, term()}


      


Prepares input data for handler execution.
For root steps (no dependencies), returns the task input directly.
For dependent steps, returns the deps map containing outputs from dependencies.
Parameters
	task - Task map with input and deps
	ctx - Execution context (currently unused, for future extensions)

Returns
	{:ok, handler_input} - Input data for the handler
	{:error, reason} - Error if input preparation fails

Examples
# Root step - uses input
task = %{input: %{"key" => "value"}, deps: %{}}
{:ok, input} = PgFlow.Worker.Executor.prepare_input(task, ctx)
#=> {:ok, %{"key" => "value"}}

# Dependent step - uses deps
task = %{input: %{}, deps: %{fetch: %{"result" => 123}}}
{:ok, input} = PgFlow.Worker.Executor.prepare_input(task, ctx)
#=> {:ok, %{fetch: %{"result" => 123}}}

  



  
    
      
    
    
      serialize_error(error)



        
          
        

    

  


  

      

          @spec serialize_error(term()) :: String.t()


      


Converts an error to a serializable string representation.
Handles various error types including strings, atoms, exceptions, and
complex terms. Ensures errors can be persisted to the database.
Parameters
	error - Error value to serialize

Returns
A string representation of the error.
Examples
PgFlow.Worker.Executor.serialize_error("Connection failed")
#=> "Connection failed"

PgFlow.Worker.Executor.serialize_error(:timeout)
#=> "timeout"

PgFlow.Worker.Executor.serialize_error(%RuntimeError{message: "Something broke"})
#=> "RuntimeError: Something broke"

PgFlow.Worker.Executor.serialize_error({:error, :not_found})
#=> "{:error, :not_found}"

  



  
    
      
    
    
      serialize_output(output)



        
          
        

    

  


  

      

          @spec serialize_output(term()) :: {:ok, map() | list()} | {:error, String.t()}


      


Serializes handler output to ensure JSON compatibility.
Validates that the output can be encoded as JSON. This ensures outputs
can be stored in the database and passed to dependent steps.
Parameters
	output - Handler output to serialize

Returns
	{:ok, output} - Output is JSON-serializable
	{:error, reason} - Output cannot be serialized

Examples
{:ok, output} = PgFlow.Worker.Executor.serialize_output(%{key: "value"})
#=> {:ok, %{key: "value"}}

{:ok, output} = PgFlow.Worker.Executor.serialize_output([1, 2, 3])
#=> {:ok, [1, 2, 3]}

{:error, msg} = PgFlow.Worker.Executor.serialize_output(%{pid: self()})
#=> {:error, "Output is not JSON-serializable: ..."}

  


        

      


  

    
PgFlow.Worker.Lifecycle 
    



      
Worker lifecycle state machine.
Manages worker state transitions following the same pattern as the
TypeScript/Deno pgflow WorkerState. Validates that only allowed
transitions occur.
States
	:created - Worker has been created but not yet started
	:starting - Worker is starting but not yet processing messages
	:running - Worker is actively processing messages
	:stopping - Worker stopped processing, releasing resources
	:stopped - Worker has stopped and released resources (terminal state)

State Transitions
created -> starting -> running -> stopping -> stopped
Usage
lifecycle = Lifecycle.new()
{:ok, lifecycle} = Lifecycle.transition(lifecycle, :starting)
{:ok, lifecycle} = Lifecycle.transition(lifecycle, :running)

Lifecycle.running?(lifecycle)
#=> true

      


      
        Summary


  
    Types
  


    
      
        state()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        can_accept_work?(arg1)

      


        Returns true if the worker can accept new work.



    


    
      
        current(lifecycle)

      


        Returns the current state.



    


    
      
        new()

      


        Creates a new lifecycle in the :created state.



    


    
      
        running?(arg1)

      


        Returns true if in :running state.



    


    
      
        stopped?(arg1)

      


        Returns true if in :stopped state.



    


    
      
        transition(lifecycle, new_state)

      


        Transitions to a new state if the transition is valid.



    


    
      
        transition!(lifecycle, new_state)

      


        Transitions to a new state, raising on invalid transition.



    





      


      
        Types


        


  
    
      
    
    
      state()



        
          
        

    

  


  

      

          @type state() :: :created | :starting | :running | :stopping | :stopped


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %PgFlow.Worker.Lifecycle{state: state()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      can_accept_work?(arg1)



        
          
        

    

  


  

      

          @spec can_accept_work?(t()) :: boolean()


      


Returns true if the worker can accept new work.
A worker can accept work only when in the :running state.

  



  
    
      
    
    
      current(lifecycle)



        
          
        

    

  


  

      

          @spec current(t()) :: state()


      


Returns the current state.
Examples
Lifecycle.current(lifecycle)
#=> :running

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          @spec new() :: t()


      


Creates a new lifecycle in the :created state.
Examples
lifecycle = Lifecycle.new()
lifecycle.state
#=> :created

  



  
    
      
    
    
      running?(arg1)



        
          
        

    

  


  

      

          @spec running?(t()) :: boolean()


      


Returns true if in :running state.

  



  
    
      
    
    
      stopped?(arg1)



        
          
        

    

  


  

      

          @spec stopped?(t()) :: boolean()


      


Returns true if in :stopped state.

  



  
    
      
    
    
      transition(lifecycle, new_state)



        
          
        

    

  


  

      

          @spec transition(t(), state()) ::
  {:ok, t()} | {:error, {:invalid_transition, state(), state()}}


      


Transitions to a new state if the transition is valid.
Returns {:ok, lifecycle} if the transition is valid,
or {:error, reason} if the transition is not allowed.
Examples
{:ok, lifecycle} = Lifecycle.transition(lifecycle, :starting)
{:error, {:invalid_transition, :created, :running}} = Lifecycle.transition(lifecycle, :running)

  



  
    
      
    
    
      transition!(lifecycle, new_state)



        
          
        

    

  


  

      

          @spec transition!(t(), state()) :: t()


      


Transitions to a new state, raising on invalid transition.
Examples
lifecycle = Lifecycle.transition!(lifecycle, :starting)

  


        

      


  

    
PgFlow.Worker.Server 
    



      
GenServer that polls pgmq and executes flow tasks.
Each worker is responsible for a single flow/queue and can execute
multiple tasks concurrently up to the configured limit.
Implements the two-phase protocol:
	pgmq.read() - Reserve messages from pgmq (non-blocking)
	start_tasks() - Create step_tasks records and get task details

Signal Strategies
The worker supports two signal strategies for detecting new messages:
	:polling - Adaptive jittered exponential backoff (1s → 5s).
Polls fast when busy, backs off when idle.
	:notify - LISTEN/NOTIFY via pgmq's enable_notify_insert.
Near-instant wake-ups with a 30s fallback poll.

Configuration
Workers are configured via the config parameter passed to start_link/1:
config = %{
  flow_module: MyApp.Flows.ProcessOrder,
  repo: MyApp.Repo,
  worker_id: "550e8400-e29b-41d4-a716-446655440000",
  max_concurrency: 10,
  batch_size: 10,
  signal_strategy: :polling,
  min_poll_interval: 1_000,
  max_poll_interval: 5_000,
  notify_fallback_interval: 30_000
}
State Structure
The worker maintains the following state:
	flow_module - The flow module being processed
	flow_slug - String slug for the queue name
	worker_id - UUID for this worker (string format)
	repo - Ecto repo module
	task_supervisor - PID of Task.Supervisor for async execution
	active_tasks - Map of task_ref => task_metadata (includes timeout_timer_ref)
	max_concurrency - Max parallel tasks (default: 10)
	batch_size - Messages per poll (default: 10)
	visibility_timeout - Seconds for message visibility (derived from flow's opt_timeout)
	signal_strategy - :polling or :notify
	signal_state - Adaptive backoff state for :polling strategy
	lifecycle - Worker lifecycle state machine (see PgFlow.Worker.Lifecycle)

Lifecycle
	Initialization - Worker registers itself in the database, starts polling loop
	Polling - Continuously polls the queue, dispatches tasks to Task.Supervisor
	Task Execution - Tasks run concurrently, worker tracks completion/failure
	Graceful Shutdown - Worker stops accepting tasks, waits for active tasks
	Cleanup - Marks worker as stopped in database

Telemetry Events
The worker emits the following telemetry events:
	[:pgflow, :worker, :start] - Worker started
	[:pgflow, :worker, :stop] - Worker stopped
	[:pgflow, :worker, :poll, :start] - Poll cycle started
	[:pgflow, :worker, :poll, :stop] - Poll cycle completed
	[:pgflow, :worker, :task, :start] - Task execution started
	[:pgflow, :worker, :task, :stop] - Task execution completed
	[:pgflow, :worker, :task, :exception] - Task execution failed
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        signal_state()

      


    


    
      
        state()

      


    


    
      
        task_metadata()

      


    





  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        get_state(pid)

      


        Returns the current state of the worker for debugging.



    


    
      
        start_link(config)

      


        Starts a worker GenServer.



    


    
      
        stop(pid)

      


        Gracefully stops the worker.
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      signal_state()



        
          
        

    

  


  

      

          @type signal_state() :: %{
  current_interval: pos_integer(),
  min_interval: pos_integer(),
  max_interval: pos_integer(),
  poll_timer_ref: reference() | nil
}


      



  



  
    
      
    
    
      state()



        
          
        

    

  


  

      

          @type state() :: %{
  flow_module: module(),
  flow_slug: String.t(),
  worker_id: String.t(),
  worker_name: String.t(),
  repo: module(),
  task_supervisor: pid(),
  active_tasks: %{required(reference()) => task_metadata()},
  max_concurrency: pos_integer(),
  batch_size: pos_integer(),
  visibility_timeout: pos_integer(),
  signal_strategy: :polling | :notify,
  signal_state: signal_state(),
  notify_fallback_interval: pos_integer(),
  fallback_timer_ref: reference() | nil,
  flow_def: term(),
  lifecycle: PgFlow.Worker.Lifecycle.t()
}


      



  



  
    
      
    
    
      task_metadata()



        
          
        

    

  


  

      

          @type task_metadata() :: %{
  run_id: String.t(),
  step_slug: String.t(),
  task_index: non_neg_integer(),
  msg_id: pos_integer(),
  timeout_timer_ref: reference() | nil,
  task_pid: pid() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      get_state(pid)



        
          
        

    

  


  

      

          @spec get_state(pid()) :: map()


      


Returns the current state of the worker for debugging.

  



  
    
      
    
    
      start_link(config)



        
          
        

    

  


  

      

          @spec start_link(map()) :: GenServer.on_start()


      


Starts a worker GenServer.
Options
	:flow_module - (required) The flow module to process
	:repo - (required) The Ecto repository module
	:worker_id - (optional) UUID string for worker identification (generated if not provided)
	:task_supervisor - (optional) PID of Task.Supervisor (uses PgFlow.TaskSupervisor if not provided)
	:max_concurrency - (optional) Maximum concurrent tasks (default: 10)
	:batch_size - (optional) Messages to fetch per poll (default: 10)
	:signal_strategy - (optional) Signal strategy, :polling or :notify (default: :polling)
	:min_poll_interval - (optional) Minimum ms between polls (default: 1000)
	:max_poll_interval - (optional) Maximum ms between polls (default: 5000)
	:notify_fallback_interval - (optional) Fallback poll interval for :notify strategy (default: 30000)


  



  
    
      
    
    
      stop(pid)



        
          
        

    

  


  

      

          @spec stop(pid()) :: :ok


      


Gracefully stops the worker.
The worker will stop accepting new tasks and wait for active tasks to complete.

  


        

      


  

    
PgFlow.Worker.StalledTaskRecovery 
    



      
Periodically recovers stalled tasks stuck in 'started' status.
If a worker crashes while processing tasks, those tasks remain in 'started'
status in the step_tasks table. The pgmq message eventually becomes visible
again, but start_tasks can't re-process it because the step_task record
is stuck. This GenServer periodically finds and resets those records.
Configuration
	:recovery_interval - Milliseconds between recovery sweeps (default: 15_000)
	:stale_threshold - Seconds after which a started task is considered stalled (default: 60)
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        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        start_link(config)

      


        Starts the StalledTaskRecovery GenServer.
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      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      start_link(config)



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      


Starts the StalledTaskRecovery GenServer.
Options
	:repo - (required) The Ecto repository module
	:recovery_interval - Milliseconds between sweeps (default: 15_000)
	:stale_threshold - Seconds threshold for stale tasks (default: 60)


  


        

      


  

    
PgFlow.WorkerSupervisor 
    



      
Supervisor for PgFlow workers.
This module manages worker processes that poll for and execute flow tasks.
Each flow can have one or more workers processing its tasks.
Workers are GenServer processes that:
	Poll pgmq for pending messages
	Execute step handlers concurrently via Task.Supervisor
	Report task completion/failure back to pgflow
	Handle graceful shutdown


      


      
        Summary


  
    Functions
  


    
      
        child_spec(arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        list_workers()

      


        Lists all running workers.



    


    
      
        start_link(config)

      


        Starts the WorkerSupervisor.



    


    
      
        start_worker(flow_module, opts \\ [])

      


        Starts a worker for the given flow.



    


    
      
        stop_worker(flow_module)

      


        Stops a worker for the given flow.
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      child_spec(arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      list_workers()



        
          
        

    

  


  

      

          @spec list_workers() :: [%{pid: pid(), status: :running}]


      


Lists all running workers.
Returns a list of maps with worker information.

  



  
    
      
    
    
      start_link(config)



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: Supervisor.on_start()


      


Starts the WorkerSupervisor.

  



    

  
    
      
    
    
      start_worker(flow_module, opts \\ [])



        
          
        

    

  


  

      

          @spec start_worker(
  module(),
  keyword()
) :: {:ok, pid()} | {:error, term()}


      


Starts a worker for the given flow.
Options
	:repo - The Ecto repository (optional, defaults to configured repo)

Returns {:ok, pid} on success or {:error, reason} on failure.

  



  
    
      
    
    
      stop_worker(flow_module)



        
          
        

    

  


  

      

          @spec stop_worker(module()) :: :ok | {:error, :not_found}


      


Stops a worker for the given flow.
Gracefully stops the worker, waiting for active tasks to complete.

  


        

      


  

    
PgFlowDashboard 
    



      
A Phoenix LiveView dashboard for monitoring PgFlow workflow execution.
PgFlowDashboard provides real-time visibility into workflow execution with
a read-only, security-first approach.
Features
	Real-time overview of workers, runs, and queue depth
	Detailed run inspection with step states and task details
	Flow visualization with dependency graphs
	Worker health monitoring
	GitHub-style run history grid

Installation
	Add the dashboard to your router:
 defmodule MyAppWeb.Router do
   use MyAppWeb, :router
   import PgFlowDashboard.Router
   scope "/" do
 pipe_through [:browser]
 pgflow_dashboard "/pgflow",
   repo: MyApp.Repo,
   pubsub: MyApp.PubSub,
   auth_handler: MyAppWeb.PgFlowAuth
   end
 end

	Generate and run the dashboard migration:
 mix pgflow_dashboard.gen.migration
 mix ecto.migrate


Configuration Options
See PgFlowDashboard.Config for all available options.
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        child_spec(opts)

      


        Returns the child specification for starting PgFlowDashboard's supervision tree.



    


    
      
        version()

      


        Returns the current version of PgFlowDashboard.
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      child_spec(opts)



        
          
        

    

  


  

Returns the child specification for starting PgFlowDashboard's supervision tree.
This allows adding PgFlowDashboard to your application's supervision tree:
children = [
  # ... other children
  PgFlowDashboard
]
Or with options:
{PgFlowDashboard, name: MyApp.PgFlowDashboardSupervisor}

  



  
    
      
    
    
      version()



        
          
        

    

  


  

      

          @spec version() :: String.t()


      


Returns the current version of PgFlowDashboard.

  


        

      


  

    
PgFlowDashboard.Cache.MetricsCache 
    



      
ETS-based cache for expensive dashboard aggregations.
Provides TTL-based caching with automatic expiration to reduce
database load for frequently accessed metrics.
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        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        fetch(key, compute_fn, opts \\ [])

      


        Gets a cached value, or computes and caches it if not present or expired.



    


    
      
        invalidate_pattern(pattern)

      


        Invalidates all cache entries matching a pattern.



    


    
      
        start_link(opts \\ [])

      


        Starts the metrics cache.
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      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.
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          @spec fetch(term(), (-> term()), keyword()) :: term()


      


Gets a cached value, or computes and caches it if not present or expired.
Uses a "single-flight" pattern to prevent cache stampede: when a cache miss
occurs, the computation is serialized through the GenServer so only one
caller computes the value while others wait for the result.
Options
	:ttl - Time-to-live in milliseconds. Default: 5000ms.

Examples
MetricsCache.fetch(:overview_metrics, fn -> Queries.get_overview_metrics(repo) end)

  



  
    
      
    
    
      invalidate_pattern(pattern)



        
          
        

    

  


  

      

          @spec invalidate_pattern(term()) :: :ok


      


Invalidates all cache entries matching a pattern.
Examples
MetricsCache.invalidate_pattern(:overview_metrics)
MetricsCache.invalidate_pattern({:flow_stats, _})

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

Starts the metrics cache.

  


        

      


  

    
PgFlowDashboard.Components.DataTable 
    



      
Sortable, filterable data table component.
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    Functions
  


    
      
        data_table(assigns)

      


        Renders a data table.
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Renders a data table.
Attributes
	:rows - List of row data (maps)
	:columns - List of column definitions

Column Definition
Each column is a map with:
	:key - The key to extract from each row
	:label - Display label
	:class - Optional CSS class for the column

Attributes
	rows (:list) (required)
	columns (:list) (required)
	row_click (:any) - Defaults to nil.
	empty_message (:string) - Defaults to "No data available".


  


        

      


  

    
PgFlowDashboard.Components.DependencyGraph 
    



      
Server-rendered SVG DAG visualization component.
Renders a directed acyclic graph showing flow step dependencies.

      


      
        Summary


  
    Functions
  


    
      
        dependency_graph(assigns)

      


        Renders a dependency graph for a flow.



    





      


      
        Functions


        


  
    
      
    
    
      dependency_graph(assigns)



        
          
        

    

  


  

Renders a dependency graph for a flow.
Attributes
	:steps - List of step maps with :step_slug and :deps keys
	:step_states - Optional map of step_slug => status for coloring
	:highlighted_step - Optional step slug to highlight

Attributes
	steps (:list) (required)
	step_states (:map) - Defaults to %{}.
	highlighted_step (:any) - Defaults to nil.
	on_click (:any) - Defaults to nil.


  


        

      


  

    
PgFlowDashboard.Components.GanttTimeline 
    



      
Gantt timeline component showing step execution timing within a run.
Renders as SVG for crisp visuals and easy theming.

      


      
        Summary


  
    Functions
  


    
      
        gantt_timeline(assigns)

      


        Renders a Gantt timeline for a run's steps.



    





      


      
        Functions


        


  
    
      
    
    
      gantt_timeline(assigns)



        
          
        

    

  


  

Renders a Gantt timeline for a run's steps.
Assigns
	:run - The run map with started_at, completed_at, status
	:step_states - List of step state maps with step_slug, started_at, completed_at, status

Attributes
	run (:map) (required)
	step_states (:list) (required)


  


        

      


  

    
PgFlowDashboard.Components.HealthBadge 
    



      
Health status badge component for workers.

      


      
        Summary


  
    Functions
  


    
      
        health_badge(assigns)

      


        Renders a health status badge.



    





      


      
        Functions


        


  
    
      
    
    
      health_badge(assigns)



        
          
        

    

  


  

Renders a health status badge.
Attributes
	:status - The health status ("healthy", "stale", "dead")
	:size - Badge size (:sm, :md). Default: :md

Attributes
	status (:string) (required)
	size (:atom) - Defaults to :md. Must be one of :sm, or :md.


  


        

      


  

    
PgFlowDashboard.Components.Layouts 
    



      
Layout components for the PgFlow Dashboard.
See PgFlowDashboard.Hooks for information on installing the JavaScript hooks
required for interactive features (dark mode, keyboard shortcuts).

      


      
        Summary


  
    Functions
  


    
      
        dashboard_layout(assigns)

      


        Dashboard layout with sidebar navigation.



    


    
      
        nav_link(assigns)

      


        Navigation link component.



    


    
      
        page_header(assigns)

      


        Page header component.



    





      


      
        Functions


        


  
    
      
    
    
      dashboard_layout(assigns)



        
          
        

    

  


  

Dashboard layout with sidebar navigation.
Requires the following hooks to be registered with LiveSocket:
	DarkMode
	KeyboardShortcuts
	ShortcutsModal
	MobileMenu

See PgFlowDashboard.Hooks for installation instructions.
Attributes
	current_page (:atom) (required)
	base_path (:string) - Defaults to "/pgflow".

Slots
	inner_block (required)


  



  
    
      
    
    
      nav_link(assigns)



        
          
        

    

  


  

Navigation link component.
Attributes
	navigate (:string) (required)
	current (:boolean) - Defaults to false.

Slots
	inner_block (required)


  



  
    
      
    
    
      page_header(assigns)



        
          
        

    

  


  

Page header component.
Attributes
	title (:string) (required)
	subtitle (:string) - Defaults to nil.

Slots
	actions


  


        

      


  

    
PgFlowDashboard.Components.MetricCard 
    



      
Dashboard metric card component.

      


      
        Summary


  
    Functions
  


    
      
        metric_card(assigns)

      


        Renders a metric card.



    





      


      
        Functions


        


  
    
      
    
    
      metric_card(assigns)



        
          
        

    

  


  

Renders a metric card.
Attributes
	:title - The metric title
	:value - The metric value
	:subtitle - Optional subtitle text
	:trend - Optional trend indicator (:up, :down, :neutral)
	:trend_value - Optional trend percentage/value

Attributes
	title (:string) (required)
	value (:any) (required)
	subtitle (:string) - Defaults to nil.
	trend (:atom) - Defaults to nil.
	trend_value (:string) - Defaults to nil.
	class (:string) - Defaults to nil.
	href (:string) - Defaults to nil.


  


        

      


  

    
PgFlowDashboard.Components.ProgressBar 
    



      
Progress bar component for run progress visualization.

      


      
        Summary


  
    Functions
  


    
      
        progress_bar(assigns)

      


        Renders a progress bar.



    





      


      
        Functions


        


  
    
      
    
    
      progress_bar(assigns)



        
          
        

    

  


  

Renders a progress bar.
Attributes
	:progress - Progress percentage (0-100)
	:completed - Number of completed steps
	:total - Total number of steps
	:failed - Number of failed steps (optional)
	:size - Bar size (:sm, :md, :lg). Default: :md

Attributes
	progress (:any) - Defaults to 0.
	completed (:integer) - Defaults to 0.
	total (:integer) - Defaults to 0.
	failed (:integer) - Defaults to 0.
	size (:atom) - Defaults to :md.


  


        

      


  

    
PgFlowDashboard.Components.RunHistoryGrid 
    



      
GitHub-style activity grid showing run history by step.

      


      
        Summary


  
    Functions
  


    
      
        run_history_grid(assigns)

      


        Renders a run history grid.



    





      


      
        Functions


        


  
    
      
    
    
      run_history_grid(assigns)



        
          
        

    

  


  

Renders a run history grid.
Attributes
	:grid_data - Map of step_slug => list of run results
	:steps - Ordered list of step slugs for rows
	:max_runs - Maximum number of runs to display
	:base_path - Base path for navigation links

Attributes
	grid_data (:map) (required)
	steps (:list) (required)
	max_runs (:integer) - Defaults to 50.
	base_path (:string) - Defaults to "/pgflow".


  


        

      


  

    
PgFlowDashboard.Components.StatusBadge 
    



      
Status badge component with WCAG AA compliant colors.

      


      
        Summary


  
    Functions
  


    
      
        status_badge(assigns)

      


        Renders a status badge.



    





      


      
        Functions


        


  
    
      
    
    
      status_badge(assigns)



        
          
        

    

  


  

Renders a status badge.
Attributes
	:status - The status to display (completed, failed, started, created)
	:size - Badge size (:sm, :md, :lg). Default: :md
	:pulse - Whether to show pulse animation for active states. Default: false

Attributes
	status (:any) (required)
	size (:atom) - Defaults to :md.
	pulse (:boolean) - Defaults to false.


  


        

      


  

    
PgFlowDashboard.Components.TypeBadge 
    



      
Type badge component for distinguishing between flows, jobs, and crons.

      


      
        Summary


  
    Functions
  


    
      
        type_badge(assigns)

      


        Renders a type badge for flows, jobs, and crons.



    





      


      
        Functions


        


  
    
      
    
    
      type_badge(assigns)



        
          
        

    

  


  

Renders a type badge for flows, jobs, and crons.
Flows get a small purple "flow" pill badge.
Jobs get a small blue "job" pill badge.
Crons get a small amber "cron" pill badge.
Attributes
	:type - The flow type ("flow", "job", or "cron").

Examples
<TypeBadge.type_badge type="flow" />
<TypeBadge.type_badge type="job" />
<TypeBadge.type_badge type="cron" />
<TypeBadge.type_badge type={@flow_type} />
Attributes
	type (:string) - Defaults to "flow".


  


        

      


  

    
PgFlowDashboard.Config 
    



      
Configuration validation and management for PgFlowDashboard.
Uses NimbleOptions to validate configuration options passed to the dashboard router.
Required Options
	:repo - The Ecto repository module to use for database queries.
	:pubsub - The Phoenix.PubSub module for real-time updates.

Optional Options
	:refresh_interval - Polling interval in milliseconds. Default: 5_000.
	:time_zone - Time zone for displaying timestamps. Default: "UTC".
	:default_time_range - Default time range filter. Default: :last_24h.
	:max_grid_runs - Maximum runs to show in history grid. Default: 50.
	:query_timeout - Database query timeout in milliseconds. Default: 10_000.
	:enable_pubsub - Whether to enable real-time PubSub updates. Default: true.
	:cache_ttl - Cache TTL in milliseconds. Default: 5_000.

Examples
config = PgFlowDashboard.Config.validate!(
  repo: MyApp.Repo,
  pubsub: MyApp.PubSub,
  refresh_interval: 10_000
)

      


      
        Summary


  
    Functions
  


    
      
        schema()

      


        Returns the NimbleOptions schema for PgFlowDashboard configuration.



    


    
      
        validate!(opts)

      


        Validates the given configuration options.



    





      


      
        Functions


        


  
    
      
    
    
      schema()



        
          
        

    

  


  

      

          @spec schema() :: keyword()


      


Returns the NimbleOptions schema for PgFlowDashboard configuration.

  



  
    
      
    
    
      validate!(opts)



        
          
        

    

  


  

      

          @spec validate!(keyword()) :: keyword()


      


Validates the given configuration options.
Raises ArgumentError if the configuration is invalid.
Examples
iex> PgFlowDashboard.Config.validate!(repo: MyApp.Repo, pubsub: MyApp.PubSub)
[repo: MyApp.Repo, pubsub: MyApp.PubSub, ...]

iex> PgFlowDashboard.Config.validate!(pubsub: MyApp.PubSub)
** (ArgumentError) required :repo option not found

  


        

      


  

    
PgFlowDashboard.Hooks 
    



      
JavaScript hooks for PgFlow Dashboard.
PgFlow Dashboard uses LiveView hooks for interactive features like dark mode
toggling and keyboard shortcuts. These hooks must be registered with your
LiveSocket for the dashboard to function properly.
Installation
Option 1: Import from the package (recommended)
Add to your assets/js/app.js:
import { DarkMode, KeyboardShortcuts, ShortcutsModal } from "../../deps/pgflow/priv/static/pgflow_dashboard/hooks"

let liveSocket = new LiveSocket("/live", Socket, {
  hooks: { DarkMode, KeyboardShortcuts, ShortcutsModal, ...YourOtherHooks }
})
Option 2: Copy the hooks
Copy the hook files from deps/pgflow/priv/static/pgflow_dashboard/hooks/ to your
assets/js/ directory and import them from there.
Available Hooks
DarkMode
Manages dark mode toggle with localStorage persistence. Attach to the dark
mode toggle button:
<button id="dark-mode-toggle" phx-hook="DarkMode">...</button>
KeyboardShortcuts
Handles global keyboard navigation shortcuts. Attach to the main dashboard
container with a data-base-path attribute:
<div id="keyboard-shortcuts" phx-hook="KeyboardShortcuts" data-base-path="/pgflow">
  ...
</div>
Shortcuts:
	g o - Go to Overview
	g w - Go to Workers
	g f - Go to Flows
	g r - Go to Runs
	d - Toggle dark mode
	? or K - Open shortcuts modal
	Esc - Close modal

ShortcutsModal
Manages the keyboard shortcuts help modal. Attach to the modal container:
<div id="shortcuts-modal" phx-hook="ShortcutsModal" class="hidden">
  ...
</div>
Theme Initialization
For the best user experience, add this script to your root layout's <head>
to prevent flash of unstyled content:
<script>
  (function() {
    const saved = localStorage.getItem('pgflow-theme');
    if (saved) {
      document.documentElement.setAttribute('data-theme', saved);
    } else if (window.matchMedia('(prefers-color-scheme: dark)').matches) {
      document.documentElement.setAttribute('data-theme', 'dark');
    }
  })();
</script>

      


      
        Summary


  
    Functions
  


    
      
        hooks_path()

      


        Returns the path to the hooks directory.



    





      


      
        Functions


        


  
    
      
    
    
      hooks_path()



        
          
        

    

  


  

      

          @spec hooks_path() :: String.t()


      


Returns the path to the hooks directory.
This can be used to copy hooks to your assets directory:
Mix.install([])
File.cp_r!(PgFlowDashboard.Hooks.hooks_path(), "assets/js/pgflow_hooks")

  


        

      


  

    
PgFlowDashboard.Live.CronsLive.Index 
    



      
Crons list page with statistics and schedule info.
Shows card view for ≤12 crons, switches to paginated list view for more.

      




  

    
PgFlowDashboard.Live.CronsLive.Show 
    



      
Cron detail page with schedule info, run history grid, and recent runs table.

      




  

    
PgFlowDashboard.Live.FlowsLive.Index 
    



      
Flows list page with statistics.
Shows card view for ≤12 flows, switches to paginated list view for more.

      




  

    
PgFlowDashboard.Live.FlowsLive.Show 
    



      
Flow detail page with dependency graph and run history grid.

      




  

    
PgFlowDashboard.Live.JobsLive.Index 
    



      
Jobs list page with statistics.
Shows card view for ≤12 jobs, switches to paginated list view for more.

      




  

    
PgFlowDashboard.Live.JobsLive.Show 
    



      
Job detail page with run history grid and recent runs table.

      




  

    
PgFlowDashboard.Live.LiveHelpers 
    



      
Shared hooks and utilities for PgFlowDashboard LiveViews.
Provides common functionality for configuration access and real-time subscriptions.

      


      
        Summary


  
    Functions
  


    
      
        determine_view_mode(count, threshold \\ 12)

      


        Determines view mode based on count and threshold.



    


    
      
        format_duration(ms)

      


        Formats a duration in milliseconds for display.



    


    
      
        format_relative_time(dt)

      


        Formats a datetime relative to now.



    


    
      
        format_timestamp(dt, time_zone)

      


        Formats a timestamp for display in the configured time zone.



    


    
      
        on_mount(session, socket)

      


        Assigns dashboard configuration for LiveViews.



    


    
      
        paginate_results(items, page_size)

      


        Splits a list fetched with limit+1 into results and has_more flag.



    


    
      
        schedule_refresh(socket)

      


        Schedules a refresh timer for polling updates.



    


    
      
        short_id(id)

      


        Returns a short form of a UUID for display.



    


    
      
        status_classes(status)

      


        Returns CSS classes for a status badge.



    


    
      
        status_color(status)

      


        Returns the color for a status in hex format (for SVG).



    


    
      
        subscribe_to_run(socket, run_id)

      


        Subscribes to updates for a specific run.



    


    
      
        subscribe_to_updates(socket)

      


        Subscribes to PgFlow PubSub topics for real-time updates.



    


    
      
        unsubscribe_from_run(socket, run_id)

      


        Unsubscribes from a specific run's updates.



    





      


      
        Functions


        


    

  
    
      
    
    
      determine_view_mode(count, threshold \\ 12)



        
          
        

    

  


  

Determines view mode based on count and threshold.
Returns :card for small datasets (≤ threshold) and :list for larger ones.
Default threshold is 12 (fits nicely in a 3-column grid).
Examples
iex> determine_view_mode(5)
:card

iex> determine_view_mode(15)
:list

iex> determine_view_mode(15, 20)
:card

  



  
    
      
    
    
      format_duration(ms)



        
          
        

    

  


  

Formats a duration in milliseconds for display.
Formats in a compact style suitable for dashboards: "50ms", "1.5s", "2.3m", "1.2h".

  



  
    
      
    
    
      format_relative_time(dt)



        
          
        

    

  


  

Formats a datetime relative to now.
Returns strings like "in 5 minutes", "in 2 hours", "3 minutes ago".

  



  
    
      
    
    
      format_timestamp(dt, time_zone)



        
          
        

    

  


  

Formats a timestamp for display in the configured time zone.

  



  
    
      
    
    
      on_mount(session, socket)



        
          
        

    

  


  

Assigns dashboard configuration for LiveViews.
This function should be called in the on_mount callback:
def on_mount(:default, _params, session, socket) do
  PgFlowDashboard.Live.LiveHelpers.on_mount(session, socket)
end

  



  
    
      
    
    
      paginate_results(items, page_size)



        
          
        

    

  


  

Splits a list fetched with limit+1 into results and has_more flag.
When fetching paginated data, request page_size + 1 items. This function
splits the result to determine if there are more items available.
Examples
iex> paginate_results([1, 2, 3], 2)
{[1, 2], true}

iex> paginate_results([1, 2], 2)
{[1, 2], false}

  



  
    
      
    
    
      schedule_refresh(socket)



        
          
        

    

  


  

Schedules a refresh timer for polling updates.

  



  
    
      
    
    
      short_id(id)



        
          
        

    

  


  

Returns a short form of a UUID for display.

  



  
    
      
    
    
      status_classes(status)



        
          
        

    

  


  

Returns CSS classes for a status badge.

  



  
    
      
    
    
      status_color(status)



        
          
        

    

  


  

Returns the color for a status in hex format (for SVG).

  



  
    
      
    
    
      subscribe_to_run(socket, run_id)



        
          
        

    

  


  

Subscribes to updates for a specific run.

  



  
    
      
    
    
      subscribe_to_updates(socket)



        
          
        

    

  


  

Subscribes to PgFlow PubSub topics for real-time updates.

  



  
    
      
    
    
      unsubscribe_from_run(socket, run_id)



        
          
        

    

  


  

Unsubscribes from a specific run's updates.

  


        

      


  

    
PgFlowDashboard.Live.OverviewLive 
    



      
Overview dashboard page showing key metrics and recent activity.

      




  

    
PgFlowDashboard.Live.RunsLive.Index 
    



      
Runs list page with LiveFilter-based filtering.
Uses URL-driven filters for shareable links and Ecto queries via QueryBuilder.

      




  

    
PgFlowDashboard.Live.RunsLive.Show 
    



      
Run detail page with step states and dependency graph.

      




  

    
PgFlowDashboard.Live.WorkersLive 
    



      
Workers monitoring page.
Uses LiveView streams for efficient rendering of large lists.

      




  

    
PgFlowDashboard.Live.WorkersLive.Show 
    



      
Worker detail page showing worker info and task history.

      




  

    
PgFlowDashboard.Migration 
    



      
Manages PgFlowDashboard database migrations with version tracking.
This module provides versioned migrations for PgFlowDashboard, allowing
incremental upgrades and rollbacks.
Usage in Ecto Migrations
defmodule MyApp.Repo.Migrations.AddPgflowDashboard do
  use Ecto.Migration

  def up, do: PgFlowDashboard.Migration.up()
  def down, do: PgFlowDashboard.Migration.down()
end
Options
	:prefix - The schema prefix to use. Defaults to "pgflow_dashboard".
	:version - Target version for up/down migrations. Defaults to current/0.

Version Tracking
Versions are tracked via PostgreSQL comments on the runs_with_progress view:
COMMENT ON VIEW schema.runs_with_progress IS 'PgFlowDashboard version=1';

      


      
        Summary


  
    Functions
  


    
      
        current_version()

      


        Returns the current migration version supported by this library.



    


    
      
        down(opts \\ [])

      


        Rolls back migrations to the target version.



    


    
      
        migrated_version(opts \\ [])

      


        Returns the currently migrated version from the database.



    


    
      
        up(opts \\ [])

      


        Applies migrations up to the target version.



    





      


      
        Functions


        


  
    
      
    
    
      current_version()



        
          
        

    

  


  

      

          @spec current_version() :: pos_integer()


      


Returns the current migration version supported by this library.

  



    

  
    
      
    
    
      down(opts \\ [])



        
          
        

    

  


  

      

          @spec down(keyword()) :: :ok


      


Rolls back migrations to the target version.
Options
	:prefix - Schema prefix. Defaults to "pgflow_dashboard".
	:version - Target version to roll back to. Defaults to 0.


  



    

  
    
      
    
    
      migrated_version(opts \\ [])



        
          
        

    

  


  

      

          @spec migrated_version(keyword()) :: non_neg_integer()


      


Returns the currently migrated version from the database.
Returns 0 if no migrations have been applied.

  



    

  
    
      
    
    
      up(opts \\ [])



        
          
        

    

  


  

      

          @spec up(keyword()) :: :ok


      


Applies migrations up to the target version.
Options
	:prefix - Schema prefix. Defaults to "pgflow_dashboard".
	:version - Target version. Defaults to 1.


  


        

      


  

    
PgFlowDashboard.Migrations.Versions.V01 
    



      
PgFlowDashboard migration version 1.
Creates the initial dashboard schema with:
Views
	runs_with_progress - Runs with step progress calculations
	workers_with_load - Workers with current task load
	flow_stats - Per-flow statistics
	step_states_with_tasks - Step states with task details

Materialized Views
	overview_metrics_cached - Cached dashboard overview metrics
	flow_stats_cached - Cached flow statistics

Query Functions (Portable SQL API)
	get_overview_metrics() - Dashboard overview metrics
	refresh_cached_views() - Refresh materialized views
	list_runs(timestamptz, text, text, int, uuid) - List runs with filtering/pagination
	count_runs(timestamptz, text, text) - Count runs matching filters
	get_run(uuid) - Get single run details
	get_adjacent_run(uuid, text) - Navigate to next/prev run
	list_step_states(uuid) - List step states for a run
	list_step_tasks(uuid, text) - List tasks for a step
	count_workers(text, text) - Count workers matching filters
	list_workers(text, text, int, uuid) - List workers with filtering/pagination
	get_worker(uuid) - Get single worker details
	list_worker_tasks(uuid, int) - List tasks processed by worker
	get_adjacent_worker(uuid, text) - Navigate to next/prev worker
	count_flows() - Count all flows
	list_flows(int, text) - List all flows with optional pagination
	get_flow(text) - Get single flow details
	count_jobs() - Count all jobs
	list_jobs(int, text) - List all jobs with optional pagination
	get_job(text) - Get single job details
	count_crons() - Count all crons
	list_crons(int, text) - List all crons with optional pagination
	get_cron(text) - Get single cron details
	list_flow_steps(text) - List steps for a flow
	get_run_history_grid(text, int) - Activity grid data for flow


      


      
        Summary


  
    Functions
  


    
      
        down(opts \\ [])

      


        Rolls back this version's migration by executing the down SQL file.



    


    
      
        up(opts \\ [])

      


        Applies this version's migration by executing the up SQL file.



    





      


      
        Functions


        


    

  
    
      
    
    
      down(opts \\ [])



        
          
        

    

  


  

      

          @spec down(keyword()) :: :ok


      


Rolls back this version's migration by executing the down SQL file.

  



    

  
    
      
    
    
      up(opts \\ [])



        
          
        

    

  


  

      

          @spec up(keyword()) :: :ok


      


Applies this version's migration by executing the up SQL file.

  


        

      


  

    
PgFlowDashboard.Queries.Crons 
    



      
Database queries for cron-related data.
Enriches cron data with calculated next run time using the Crontab library.

      


      
        Summary


  
    Functions
  


    
      
        count_crons(repo)

      


        Counts all crons.



    


    
      
        get_cron(repo, flow_slug)

      


        Gets a cron's statistics and schedule info.



    


    
      
        get_run_history_grid(repo, flow_slug, opts \\ [])

      


        Gets run history data for a cron's activity grid.



    


    
      
        list_crons(repo, opts \\ [])

      


        Lists crons with statistics and schedule info.



    





      


      
        Functions


        


  
    
      
    
    
      count_crons(repo)



        
          
        

    

  


  

      

          @spec count_crons(module()) :: integer()


      


Counts all crons.

  



  
    
      
    
    
      get_cron(repo, flow_slug)



        
          
        

    

  


  

      

          @spec get_cron(module(), String.t()) :: {:ok, map()} | {:error, :not_found | term()}


      


Gets a cron's statistics and schedule info.
Enriches the cron with:
	next_run_at - The next scheduled run time (calculated from cron expression)
	human_schedule - Human-readable schedule description


  



    

  
    
      
    
    
      get_run_history_grid(repo, flow_slug, opts \\ [])



        
          
        

    

  


  

      

          @spec get_run_history_grid(module(), String.t(), keyword()) :: [map()]


      


Gets run history data for a cron's activity grid.
Returns a list of run result cells for the single perform step.

  



    

  
    
      
    
    
      list_crons(repo, opts \\ [])



        
          
        

    

  


  

      

          @spec list_crons(
  module(),
  keyword()
) :: [map()]


      


Lists crons with statistics and schedule info.
Enriches each cron with:
	next_run_at - The next scheduled run time (calculated from cron expression)
	human_schedule - Human-readable schedule description

Options
	:limit - Maximum number of crons to return
	:cursor - Cursor for pagination (flow_slug to start after)


  


        

      


  

    
PgFlowDashboard.Queries.Flows 
    



      
Database queries for flow-related data.

      


      
        Summary


  
    Functions
  


    
      
        count_flows(repo)

      


        Counts all flows.



    


    
      
        get_flow_with_graph(repo, flow_slug)

      


        Gets a flow with its dependency graph.



    


    
      
        get_run_history_grid(repo, flow_slug, opts \\ [])

      


        Gets run history data for a GitHub-style activity grid.



    


    
      
        list_flows(repo, opts \\ [])

      


        Lists flows with statistics.



    





      


      
        Functions


        


  
    
      
    
    
      count_flows(repo)



        
          
        

    

  


  

      

          @spec count_flows(module()) :: integer()


      


Counts all flows.

  



  
    
      
    
    
      get_flow_with_graph(repo, flow_slug)



        
          
        

    

  


  

      

          @spec get_flow_with_graph(module(), String.t()) ::
  {:ok, map()} | {:error, :not_found | term()}


      


Gets a flow with its dependency graph.

  



    

  
    
      
    
    
      get_run_history_grid(repo, flow_slug, opts \\ [])



        
          
        

    

  


  

      

          @spec get_run_history_grid(module(), String.t(), keyword()) :: map()


      


Gets run history data for a GitHub-style activity grid.
Returns a map with steps as keys and lists of run results as values.

  



    

  
    
      
    
    
      list_flows(repo, opts \\ [])



        
          
        

    

  


  

      

          @spec list_flows(
  module(),
  keyword()
) :: [map()]


      


Lists flows with statistics.
Options
	:limit - Maximum number of flows to return
	:cursor - Cursor for pagination (flow_slug to start after)


  


        

      


  

    
PgFlowDashboard.Queries.Jobs 
    



      
Database queries for job-related data.

      


      
        Summary


  
    Functions
  


    
      
        count_jobs(repo)

      


        Counts all jobs.



    


    
      
        get_job(repo, flow_slug)

      


        Gets a job's statistics.



    


    
      
        get_run_history_grid(repo, flow_slug, opts \\ [])

      


        Gets run history data for a job's activity grid.



    


    
      
        list_jobs(repo, opts \\ [])

      


        Lists jobs with statistics.



    





      


      
        Functions


        


  
    
      
    
    
      count_jobs(repo)



        
          
        

    

  


  

      

          @spec count_jobs(module()) :: integer()


      


Counts all jobs.

  



  
    
      
    
    
      get_job(repo, flow_slug)



        
          
        

    

  


  

      

          @spec get_job(module(), String.t()) :: {:ok, map()} | {:error, :not_found | term()}


      


Gets a job's statistics.

  



    

  
    
      
    
    
      get_run_history_grid(repo, flow_slug, opts \\ [])



        
          
        

    

  


  

      

          @spec get_run_history_grid(module(), String.t(), keyword()) :: [map()]


      


Gets run history data for a job's activity grid.
Returns a list of run result cells for the single job step.

  



    

  
    
      
    
    
      list_jobs(repo, opts \\ [])



        
          
        

    

  


  

      

          @spec list_jobs(
  module(),
  keyword()
) :: [map()]


      


Lists jobs with statistics.
Options
	:limit - Maximum number of jobs to return
	:cursor - Cursor for pagination (flow_slug to start after)


  


        

      


  

    
PgFlowDashboard.Queries.Metrics 
    



      
Database queries for dashboard metrics with caching.

      


      
        Summary


  
    Functions
  


    
      
        get_overview_metrics(repo, opts \\ [])

      


        Returns overview dashboard metrics.



    





      


      
        Functions


        


    

  
    
      
    
    
      get_overview_metrics(repo, opts \\ [])



        
          
        

    

  


  

      

          @spec get_overview_metrics(
  module(),
  keyword()
) :: map()


      


Returns overview dashboard metrics.
Uses ETS cache with configurable TTL to reduce database load.

  


        

      


  

    
PgFlowDashboard.Queries.Runs 
    



      
Database queries for run-related data.

      


      
        Summary


  
    Functions
  


    
      
        count_runs(repo, opts \\ [])

      


        Counts runs matching the given filters.



    


    
      
        get_adjacent_run(repo, run_id, direction)

      


        Gets the adjacent run (next or previous by started_at).



    


    
      
        get_run(repo, run_id)

      


        Gets a single run with full details.



    


    
      
        list_runs(repo, opts \\ [])

      


        Lists runs with progress information.



    


    
      
        list_step_states(repo, run_id)

      


        Lists step states for a run.



    


    
      
        list_step_tasks(repo, run_id, step_slug)

      


        Lists tasks for a specific step in a run.



    





      


      
        Functions


        


    

  
    
      
    
    
      count_runs(repo, opts \\ [])



        
          
        

    

  


  

      

          @spec count_runs(
  module(),
  keyword()
) :: integer()


      


Counts runs matching the given filters.
Options
	:flow_slug - Filter by flow slug
	:status - Filter by status (started, completed, failed)
	:time_range - Filter by time range (:last_hour, :last_24h, :last_7d, :last_30d)
	:flow_type - Filter by type ("flow" or "job")


  



  
    
      
    
    
      get_adjacent_run(repo, run_id, direction)



        
          
        

    

  


  

      

          @spec get_adjacent_run(module(), String.t(), :next | :prev) ::
  {:ok, String.t()} | {:error, :not_found}


      


Gets the adjacent run (next or previous by started_at).
Direction can be :next or :prev.
Returns {:ok, run_id} or {:error, :not_found}.

  



  
    
      
    
    
      get_run(repo, run_id)



        
          
        

    

  


  

      

          @spec get_run(module(), String.t()) :: {:ok, map()} | {:error, :not_found | term()}


      


Gets a single run with full details.

  



    

  
    
      
    
    
      list_runs(repo, opts \\ [])



        
          
        

    

  


  

      

          @spec list_runs(
  module(),
  keyword()
) :: [map()]


      


Lists runs with progress information.
Options
	:flow_slug - Filter by flow slug
	:status - Filter by status (started, completed, failed)
	:time_range - Filter by time range (:last_hour, :last_24h, :last_7d, :last_30d)
	:limit - Maximum number of runs to return (default: 50)
	:cursor - Cursor for pagination (run_id to start after)
	:flow_type - Filter by type ("flow" or "job")


  



  
    
      
    
    
      list_step_states(repo, run_id)



        
          
        

    

  


  

      

          @spec list_step_states(module(), String.t()) :: [map()]


      


Lists step states for a run.

  



  
    
      
    
    
      list_step_tasks(repo, run_id, step_slug)



        
          
        

    

  


  

      

          @spec list_step_tasks(module(), String.t(), String.t()) :: [map()]


      


Lists tasks for a specific step in a run.

  


        

      


  

    
PgFlowDashboard.Queries.Workers 
    



      
Database queries for worker-related data.

      


      
        Summary


  
    Functions
  


    
      
        count_workers(repo, opts \\ [])

      


        Counts workers matching the given filters.



    


    
      
        get_adjacent_worker(repo, worker_id, direction)

      


        Gets the adjacent worker (next or previous by last_heartbeat_at).



    


    
      
        get_worker(repo, worker_id)

      


        Gets a single worker with details.



    


    
      
        list_worker_tasks(repo, worker_id, opts \\ [])

      


        Lists tasks processed by a specific worker.



    


    
      
        list_workers(repo, opts \\ [])

      


        Lists workers with load information.



    





      


      
        Functions


        


    

  
    
      
    
    
      count_workers(repo, opts \\ [])



        
          
        

    

  


  

      

          @spec count_workers(
  module(),
  keyword()
) :: integer()


      


Counts workers matching the given filters.
Options
	:flow_slug - Filter by flow slug
	:health_status - Filter by health (healthy, stale, dead)


  



  
    
      
    
    
      get_adjacent_worker(repo, worker_id, direction)



        
          
        

    

  


  

      

          @spec get_adjacent_worker(module(), String.t(), :next | :prev) ::
  {:ok, String.t()} | {:error, :not_found}


      


Gets the adjacent worker (next or previous by last_heartbeat_at).
Direction can be :next or :prev.
Returns {:ok, worker_id} or {:error, :not_found}.

  



  
    
      
    
    
      get_worker(repo, worker_id)



        
          
        

    

  


  

      

          @spec get_worker(module(), String.t()) :: {:ok, map()} | {:error, :not_found | term()}


      


Gets a single worker with details.

  



    

  
    
      
    
    
      list_worker_tasks(repo, worker_id, opts \\ [])



        
          
        

    

  


  

      

          @spec list_worker_tasks(module(), String.t(), keyword()) :: [map()]


      


Lists tasks processed by a specific worker.

  



    

  
    
      
    
    
      list_workers(repo, opts \\ [])



        
          
        

    

  


  

      

          @spec list_workers(
  module(),
  keyword()
) :: [map()]


      


Lists workers with load information.
Options
	:flow_slug - Filter by flow slug
	:health_status - Filter by health (healthy, stale, dead)
	:limit - Maximum number of workers to return
	:cursor - Worker ID to start after for pagination


  


        

      


  

    
PgFlowDashboard.Router 
    



      
Router macro for mounting the PgFlow Dashboard.
Usage
defmodule MyAppWeb.Router do
  use MyAppWeb, :router

  import PgFlowDashboard.Router

  scope "/" do
    pipe_through [:browser]

    pgflow_dashboard "/pgflow",
      repo: MyApp.Repo,
      pubsub: MyApp.PubSub
  end
end
Options
See PgFlowDashboard.Config for all available options.
Required:
	:repo - The Ecto repository module
	:pubsub - The Phoenix.PubSub module

Optional:
	:refresh_interval - Polling interval (default: 5000ms)
	:time_zone - Time zone for timestamps (default: "UTC")
	:default_time_range - Default filter (default: :last_24h)
	:max_grid_runs - Max runs in history grid (default: 50)


      


      
        Summary


  
    Functions
  


    
      
        compute_base_path(request_path, path)

      


        Derive the full base path by finding where the dashboard path appears
in the request URL. This handles outer scopes (e.g., "/admin/pgflow"
when pgflow_dashboard("/pgflow") is mounted inside scope "/admin").



    


    
      
        ensure_dashboard_dependencies!()

      


        Ensures optional dashboard dependencies are available before routes are mounted.



    


    
      
        on_mount(atom, params, session, socket)

      


        Mounts dashboard configuration into each PgFlowDashboard LiveView socket.



    


    
      
        pgflow_dashboard(path, opts \\ [])

      


        Generates routes for the PgFlow Dashboard.



    


    
      
        session(conn, opts, path)

      


        Builds the LiveView session map used by PgFlowDashboard routes.



    





      


      
        Functions


        


  
    
      
    
    
      compute_base_path(request_path, path)



        
          
        

    

  


  

      

          @spec compute_base_path(String.t(), String.t()) :: String.t()


      


Derive the full base path by finding where the dashboard path appears
in the request URL. This handles outer scopes (e.g., "/admin/pgflow"
when pgflow_dashboard("/pgflow") is mounted inside scope "/admin").

  



  
    
      
    
    
      ensure_dashboard_dependencies!()



        
          
        

    

  


  

      

          @spec ensure_dashboard_dependencies!() :: :ok


      


Ensures optional dashboard dependencies are available before routes are mounted.
PgFlow can be used without PgFlowDashboard. When an application imports and
mounts pgflow_dashboard/2, the dashboard requires Phoenix LiveView,
LiveFilter, and Tz to be installed in the host project.

  



  
    
      
    
    
      on_mount(atom, params, session, socket)



        
          
        

    

  


  

      

          @spec on_mount(:mount_dashboard, map(), map(), Phoenix.LiveView.Socket.t()) ::
  {:cont, Phoenix.LiveView.Socket.t()}


      


Mounts dashboard configuration into each PgFlowDashboard LiveView socket.

  



    

  
    
      
    
    
      pgflow_dashboard(path, opts \\ [])


        (macro)


        
          
        

    

  


  

      

          @spec pgflow_dashboard(
  String.t(),
  keyword()
) :: Macro.t()


      


Generates routes for the PgFlow Dashboard.
Authentication
In production, you should protect the dashboard with authentication.
Use the :on_mount option to add an authentication hook:
pgflow_dashboard "/pgflow",
  repo: MyApp.Repo,
  pubsub: MyApp.PubSub,
  on_mount: [{MyAppWeb.Auth, :ensure_admin}]
The :on_mount hooks are added to the LiveView session alongside
the dashboard's own mount hook. See Phoenix.LiveView.Router for
more information on on_mount hooks.

  



  
    
      
    
    
      session(conn, opts, path)



        
          
        

    

  


  

      

          @spec session(Plug.Conn.t(), keyword(), String.t()) :: map()


      


Builds the LiveView session map used by PgFlowDashboard routes.
The session contains validated dashboard configuration and the resolved base
path for links inside the dashboard.

  


        

      


  

    
PgFlowDashboard.Schemas.Run 
    



      
Schema for the pgflow_dashboard.runs_view view.
Used with LiveFilter's QueryBuilder for filtered run queries.

      




  

    
PgFlowDashboard.Supervisor 
    



      
Supervisor for PgFlowDashboard processes.
Manages the MetricsCache GenServer and ensures it restarts on failure.
Usage
Add to your application's supervision tree:
children = [
  # ... other children
  {PgFlowDashboard.Supervisor, []}
]
Or with options:
{PgFlowDashboard.Supervisor, name: MyApp.PgFlowDashboardSupervisor}

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns the child specification for this supervisor.



    


    
      
        start_link(opts \\ [])

      


        Starts the PgFlowDashboard supervisor.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns the child specification for this supervisor.
This allows the supervisor to be added to a parent supervision tree:
children = [
  PgFlowDashboard.Supervisor
]

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

Starts the PgFlowDashboard supervisor.
Options
	:name - Optional name for the supervisor. Defaults to PgFlowDashboard.Supervisor.


  


        

      


  

    
mix pgflow.check_schema 
    



      
Verifies that the pgflow database schema exists and is compatible with
this version of the Elixir implementation.
Usage
mix pgflow.check_schema [options]
Options
	--repo - The Ecto repo to check. Default: reads from config

Examples
mix pgflow.check_schema
mix pgflow.check_schema --repo MyApp.Repo
What It Checks
	The pgflow schema exists
	Required tables exist: flows, steps, deps, runs, step_states, step_tasks, workers
	Required functions exist: start_flow, complete_task, fail_task, etc.
	pgmq extension is available


      




  

    
mix pgflow.gen.flow_migration 
    



      
Generates an Ecto migration that registers a PgFlow flow in the database.
Usage
mix pgflow.gen.flow_migration MyApp.Flows.ArticleFlow
mix pgflow.gen.flow_migration MyApp.Flows.ArticleFlow --migrations-path priv/repo/migrations
Options
	--migrations-path - Path to the migrations directory.
Defaults to priv/repo/migrations.

Generated SQL
The migration executes SQL statements that:
	Create the flow record and PGMQ queue
	Add each step with its dependencies and configuration

Example generated migration:
defmodule MyApp.Repo.Migrations.CompileArticleFlow do
  use Ecto.Migration

  def up do
    execute "SELECT pgflow.create_flow('article_flow', 3, 5, 120)"
    execute "SELECT pgflow.add_step('article_flow', 'fetch_article', ARRAY[]::text[], NULL, NULL, NULL, NULL, 'single')"
    execute "SELECT pgflow.add_step('article_flow', 'summarize', ARRAY['fetch_article']::text[], NULL, NULL, NULL, NULL, 'single')"
  end

  def down do
    execute "DELETE FROM pgflow.deps WHERE flow_slug = 'article_flow'"
    execute "DELETE FROM pgflow.steps WHERE flow_slug = 'article_flow'"
    execute "DELETE FROM pgflow.flows WHERE flow_slug = 'article_flow'"
    execute "SELECT pgmq.drop_queue('article_flow')"
  end
end
Requirements
The flow module must:
	Use PgFlow.Flow
	Define a valid flow with @flow and at least one step
	Be compilable (no syntax errors)

Example
# Define a flow
defmodule MyApp.Flows.ArticleFlow do
  use PgFlow.Flow

  @flow slug: :article_flow, max_attempts: 3

  step :fetch do
    fn input, _ctx -> %{data: input} end
  end

  step :process, depends_on: [:fetch] do
    fn deps, _ctx -> %{result: deps.fetch} end
  end
end

# Generate the migration
$ mix pgflow.gen.flow_migration MyApp.Flows.ArticleFlow

# Run the migration
$ mix ecto.migrate

      




  

    
mix pgflow.gen.helpers_migration 
    



      
Generates an Ecto migration that installs PgFlow's extension SQL functions.
Usage
mix pgflow.gen.helpers_migration
mix pgflow.gen.helpers_migration --migrations-path priv/repo/migrations
Options
	--migrations-path - Path to the migrations directory.
Defaults to priv/repo/migrations.

Generated Functions
This migration creates PostgreSQL functions in the pgflow schema:
Read Functions
	get_flow_input(uuid) - Get flow run input data
	flow_exists(text) - Check if flow exists
	get_step_output(uuid, text) - Get step output

Write Functions
	register_worker(uuid, text, text) - Register or heartbeat a worker
	mark_worker_stopped(uuid) - Mark worker as stopped
	recover_stalled_tasks(double precision) - Recover stalled tasks

Requirements
The pgflow schema must already exist. Run pgflow migrations first if needed.
Example
# Generate the migration
$ mix pgflow.gen.helpers_migration

# Run the migration
$ mix ecto.migrate

      




  

    
mix pgflow.gen.job_migration 
    



      
Generates an Ecto migration that registers a PgFlow job in the database.
Jobs are single-step flows under the hood. This task generates migration SQL
that creates the flow, adds the step, and marks it as flow_type = 'job'.
Usage
mix pgflow.gen.job_migration MyApp.Jobs.SendEmail
mix pgflow.gen.job_migration MyApp.Jobs.SendEmail --migrations-path priv/repo/migrations
Options
	--migrations-path - Path to the migrations directory.
Defaults to priv/repo/migrations.

Generated SQL
The migration executes SQL statements that:
	Create the flow record and PGMQ queue
	Add the step (slug defaults to the job queue name, or an explicit name from perform :name do)
	Mark the flow as flow_type = 'job'

Example generated migration:
defmodule MyApp.Repo.Migrations.CompileSendEmail do
  use Ecto.Migration

  def up do
    execute "SELECT pgflow.create_flow('send_email', 3, 5, 60)"
    execute "SELECT pgflow.add_step('send_email', 'send_email', ARRAY[]::text[], NULL, NULL, NULL, NULL, 'single')"
    execute "UPDATE pgflow.flows SET flow_type = 'job' WHERE flow_slug = 'send_email'"
  end

  def down do
    execute "DELETE FROM pgflow.deps WHERE flow_slug = 'send_email'"
    execute "DELETE FROM pgflow.steps WHERE flow_slug = 'send_email'"
    execute "DELETE FROM pgflow.flows WHERE flow_slug = 'send_email'"
    execute "SELECT pgmq.drop_queue('send_email')"
  end
end
Requirements
The job module must:
	Use PgFlow.Job
	Define a valid job with @job and a perform block
	Be compilable (no syntax errors)


      




  

    
mix pgflow.gen.pgmq_migration 
    



      
Downloads the pgmq SQL-only install bundle from the official pgmq/pgmq
repository at task-runtime, persists it into the consuming app's priv/
tree, and generates an Ecto migration that applies it.
pgflow requires pgmq 1.8+ for LISTEN/NOTIFY dispatch. This task is the
recommended way to install pgmq for apps using pgflow on hosts where pgmq
is not available as a native extension (Neon, Supabase, self-hosted
without build tools).
Usage
mix pgflow.gen.pgmq_migration
mix pgflow.gen.pgmq_migration --version 1.11.0
mix pgflow.gen.pgmq_migration --url https://... --sha256 <hash>
mix pgflow.gen.pgmq_migration --migrations-path priv/repo/migrations
Options
	--version - pgmq version tag to fetch. Default: 1.11.0.
Must be a key in the internal known-versions map, OR paired with
--url and --sha256 for custom versions.

	--url - Override the upstream URL. Requires --sha256.

	--sha256 - Expected sha256 of the downloaded bytes. Required when
--url is used; otherwise looked up from the known-versions map.

	--migrations-path - Where to write the generated migration.
Default: priv/repo/migrations.

	--skip-sha256 - Skip integrity check. Emits a loud warning. Not
recommended outside of local experimentation.


Files written
	priv/pgflow/pgmq/pgmq-<version>.sql — the bundled SQL, committed to
your repo so mix ecto.migrate never needs network access.

	priv/repo/migrations/<timestamp>_install_pgmq.exs — the Ecto
migration wrapper.


Generated migration shape
defmodule MyApp.Repo.Migrations.InstallPgmq do
  use Ecto.Migration

  @disable_ddl_transaction true
  @disable_migration_lock true

  @sql_relpath "pgflow/pgmq/pgmq-1.11.0.sql"

  def up do
    path = Path.join(:code.priv_dir(:my_app), @sql_relpath)
    execute(File.read!(path))
  end

  def down do
    execute("DROP SCHEMA IF EXISTS pgmq CASCADE")
  end
end
Known versions
%{
  "1.11.0" => "89f9d8a3adc43434afcf814c4afc3ef8957a20418eb120801922435238714e7a"
}
Why fetch at task-runtime
Bundling the ~2000-line pgmq SQL in pgflow's priv/ would bloat the dep
and couple pgflow releases to pgmq releases. Fetching once at generation
time and persisting to the consuming repo keeps pgflow slim and makes
the SQL reviewable in the consumer's git history. mix ecto.migrate
never needs network; it reads the persisted file.

      




  

    
mix pgflow.gen.postgres_extensions_migration 
    



      
Generates a single Ecto migration that runs CREATE EXTENSION for the
Postgres extensions pgflow relies on.
Defaults to: citext, pg_trgm, pgcrypto, pg_cron.
Pairs with mix pgflow.setup (installs the pgflow schema) and
mix pgflow.gen.pgmq_migration (installs pgmq via SQL-only method,
which is the portable path for pgmq since most Postgres distributions
don't ship it as a native extension).
Usage
mix pgflow.gen.postgres_extensions_migration
mix pgflow.gen.postgres_extensions_migration --repo MyApp.OtherRepo
mix pgflow.gen.postgres_extensions_migration --no-cron
Options
	--repo - Ecto repo module to generate the migration for. Defaults
to the first entry in config :my_app, ecto_repos: [...].

	--no-cron - Skip pg_cron. Use on managed Postgres hosts that
don't permit it. Default: pg_cron is included (pgflow schedules
cron-based flows via pg_cron).


pgmq note
pgmq is NOT included in this task. On most Postgres distributions
pgmq isn't available as a native extension — use
mix pgflow.gen.pgmq_migration to install it via SQL-only method.
On environments where pgmq IS pre-built (Supabase,
atlas-postgres-pgflow), hand-edit the generated migration to add
execute("CREATE EXTENSION IF NOT EXISTS pgmq").
Migration order
This migration should run BEFORE mix pgflow.gen.pgmq_migration's
output and before mix pgflow.setup's output:
	install_extensions (this task)
	install_pgmq (from mix pgflow.gen.pgmq_migration, if needed)
	setup_pgflow (from mix pgflow.setup)


      




  

    
mix pgflow.setup 
    



      
Generates an Ecto migration in the consumer app that installs the pgflow
schema by calling PgFlow.Migration.up/0 and PgFlow.HelpersMigration.up/0
(and optionally PgFlowDashboard.Migration.up/0) in the correct order.
This mirrors mix tango.setup and mix good_analytics.setup. The output
is a single wrapper migration, not per-statement migrations — SQL is
vendored inside pgflow.
Usage
mix pgflow.setup
mix pgflow.setup --repo MyApp.OtherRepo
mix pgflow.setup --no-helpers
mix pgflow.setup --dashboard
Options
	--repo - Ecto repo module to install against. Defaults to the first
entry in config :my_app, ecto_repos: [...].

	--no-helpers - Skip PgFlow.HelpersMigration (Elixir-binding SQL
helpers: worker registration, flow input/output queries). Default:
helpers are installed.

	--dashboard - Also install PgFlowDashboard.Migration (dashboard
views). Default: skipped. Add this if you use the PgFlow LiveView
dashboard.


Prerequisites
Before mix ecto.migrate picks up the generated migration, the consumer
must have:
	pgmq installed (run mix pgflow.gen.pgmq_migration to generate a
migration that installs pgmq via SQL-only method — required unless
your Postgres already provides pgmq, e.g. Supabase).
	pg_cron extension registered (CREATE EXTENSION pg_cron in an
earlier migration).
	citext, pg_trgm, pgcrypto extensions registered.

The typical migration order is:
	install_extensions (citext, pg_trgm, pgcrypto, pg_cron)
	install_pgmq (from mix pgflow.gen.pgmq_migration)
	setup_pgflow (this task)


      




  

    
mix pgflow.stamp 
    



      
Marks an existing pgflow schema as installed under EctoEvolver's tracking
model without re-running V01 DDL.
Use when the pgflow schema already exists in the target database but is
missing the tracking comment on pgflow.pgflow_version — typical triggers:
	Restored from a DB dump that lost object comments.
	Schema was seeded manually via psql or another out-of-band path.
	PgFlow.Migration.up/0's preflight raised and pointed you here.

Writes the tracking comment only; runs no schema SQL. The next
mix ecto.migrate sees version 1 already applied and becomes a no-op.
Destructive if schema drift exists. If the installed schema diverges
from what PgFlow.Migration V01 would install, this task masks that
drift silently. Use only when you know the installed schema matches the
vendored V01 bundle.
Usage
mix pgflow.stamp
mix pgflow.stamp --repo MyApp.OtherRepo --prefix custom_schema
Options
	--repo - Repo module to stamp (default: first in :ecto_repos).
	--prefix - Schema prefix (default: "pgflow").


      




  

    
mix pgflow.test.reset 
    



      
Resets the test database by stopping and restarting containers.
Usage
mix pgflow.test.reset

      




  

    
mix pgflow.test.setup 
    



      
Sets up the test database by starting Docker containers and running migrations.
Usage
mix pgflow.test.setup
What It Does
	Starts Docker Compose services defined in test/support/db/compose.yaml
	Waits for PostgreSQL to be ready
	The pgflow schema is automatically loaded via init scripts


      




  

    
mix pgflow.test.teardown 
    



      
Stops and removes the test database Docker containers.
Usage
mix pgflow.test.teardown

      




  

    
mix pgflow_dashboard.gen.indexes 
    



      
Generates an Ecto migration that adds performance indexes to pgflow tables
for faster dashboard queries.
Usage
mix pgflow_dashboard.gen.indexes
mix pgflow_dashboard.gen.indexes --migrations-path priv/repo/migrations
Options
	--migrations-path - Path to the migrations directory.
Defaults to priv/repo/migrations.

Generated Indexes
This migration creates the following indexes:
	idx_runs_started_at - For time-range filtering
	idx_runs_flow_status_started - For filtered run lists
	idx_runs_completed_at - For duration calculations
	idx_step_states_status - For progress calculations

Note
These indexes are optional and primarily benefit dashboards with high query load.
For small deployments, the default indexes may be sufficient.
Example
# Generate the migration
$ mix pgflow_dashboard.gen.indexes

# Run the migration
$ mix ecto.migrate

      




  

    
mix pgflow_dashboard.gen.migration 
    



      
Generates an Ecto migration that installs PgFlowDashboard.
Usage
mix pgflow_dashboard.gen.migration
mix pgflow_dashboard.gen.migration --migrations-path priv/repo/migrations
Options
	--migrations-path - Path to the migrations directory.
Defaults to priv/repo/migrations.

Generated Objects
This migration creates the pgflow_dashboard PostgreSQL schema with:
Views
	runs_with_progress - Runs with calculated progress percentage
	workers_with_load - Workers with current load metrics
	flow_stats - Flow-level statistics (24h)
	step_states_with_tasks - Step states with task counts

Functions
	get_overview_metrics() - Returns dashboard overview metrics
	list_runs(...) - Paginated run listing with filters
	list_workers(...) - Paginated worker listing with filters
	list_flows(...) - Flow statistics

Requirements
The pgflow schema must already exist. Run pgflow migrations first if needed.
Versioning
PgFlowDashboard uses versioned migrations. When you upgrade the library,
running migrations again will automatically apply any new versions.
The current version is tracked via PostgreSQL comments.
Example
# Generate the migration
$ mix pgflow_dashboard.gen.migration

# Run the migration
$ mix ecto.migrate
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