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    Popplex
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An Elixir NIF (Native Implemented Function) wrapper for the Poppler PDF library, providing fast and efficient PDF processing capabilities.
View Changelog | View Contributing Guidelines

Features
	Get page count - Quickly determine the number of pages in a PDF
	Extract text - Extract text content from entire documents or specific pages
	Combine PDFs - Merge multiple PDF files into one

Prerequisites
Before using Popplex, you need to have Poppler installed on your system:
macOS
brew install poppler pkg-config

Ubuntu/Debian
sudo apt-get install libpoppler-cpp-dev pkg-config

Fedora/RHEL
sudo dnf install poppler-cpp-devel pkgconfig

Arch Linux
sudo pacman -S poppler pkgconf

Installation
Add popplex to your list of dependencies in mix.exs:
def deps do
  [
    {:popplex, "~> 0.1.0"}
  ]
end
Then run:
mix deps.get
mix compile

The NIF will be automatically compiled during the build process.
Usage
Get Page Count
# Get the number of pages in a PDF
{:ok, count} = Popplex.get_page_count("document.pdf")
IO.puts("The PDF has #{count} pages")
Extract Text
# Extract text from all pages
{:ok, text} = Popplex.get_text("document.pdf")

# Extract text from a specific page (0-indexed)
{:ok, first_page} = Popplex.get_text("document.pdf", page: 0)
{:ok, second_page} = Popplex.get_text("document.pdf", page: 1)

# Explicitly extract all pages
{:ok, all_text} = Popplex.get_text("document.pdf", all: true)
Combine PDFs
# Merge multiple PDFs into one
{:ok, output} = Popplex.combine_pdfs(
  ["file1.pdf", "file2.pdf", "file3.pdf"],
  "combined.pdf"
)

# Verify the combined PDF
{:ok, count} = Popplex.get_page_count("combined.pdf")
IO.puts("Combined PDF has #{count} pages")
Error Handling
All functions return {:ok, result} on success or {:error, reason} on failure:
case Popplex.get_page_count("document.pdf") do
  {:ok, count} ->
    IO.puts("Success! Page count: #{count}")
    
  {:error, reason} ->
    IO.puts("Error: #{reason}")
end
Common error scenarios:
	File doesn't exist: "Failed to open PDF document"
	PDF is password protected: "PDF document is locked"
	Invalid page number: "Page number out of range"

Development
Building from Source
# Clone the repository
git clone https://github.com/yourusername/popplex.git
cd popplex

# Get dependencies
mix deps.get

# Compile (including the NIF)
mix compile

# Run tests
mix test

# Run integration tests (requires sample PDF files)
mix test --include integration

Testing
Unit tests can be run without any PDF files:
mix test --exclude integration

For integration tests, place sample PDF files in test/fixtures/ and run:
mix test --include integration

Continuous Integration
The project uses GitHub Actions for CI, which:
	Tests against multiple Elixir/OTP version combinations
	Runs both unit and integration tests
	Performs static analysis and code formatting checks
	Automatically installs Poppler and dependencies

The CI workflow runs on:
	Every push to main/master branch
	Every pull request

You can view the CI status in the badge at the top of this README.
How It Works
Popplex uses Erlang's NIF (Native Implemented Function) interface to call C++ code that wraps the Poppler library. This provides:
	Performance: Near-native speed for PDF operations
	Direct library access: Full access to Poppler's capabilities
	Memory efficiency: Minimal copying between Erlang and C++

The architecture consists of:
	C++ NIF layer (c_src/popplex_nif.cpp) - Interfaces with Poppler
	NIF loader (lib/popplex/nif.ex) - Loads the compiled NIF
	Public API (lib/popplex.ex) - User-friendly Elixir interface

Limitations
	Password-protected PDFs are not currently supported for text extraction
	Some PDF features (forms, annotations, etc.) are not exposed in the API
	PDF combining uses the pdfunite command-line tool rather than a NIF (spawns external process)

Contributing
Contributions are welcome! Please feel free to submit pull requests or open issues.
License
This project is available under the MIT License.
Acknowledgments
	Built on top of the Poppler PDF rendering library
	Uses elixir_make for NIF compilation



  

    Contributing to Popplex

Thank you for considering contributing to Popplex! This document provides guidelines and information for contributors.
Development Setup
Prerequisites
	Elixir & Erlang: Install via your preferred method (asdf, homebrew, etc.)
	Poppler: Required for PDF operations	macOS: brew install poppler pkg-config
	Ubuntu: sudo apt-get install libpoppler-cpp-dev poppler-utils pkg-config build-essential


	C++ Compiler: Required for building the NIF (gcc or clang with C++11 support)

Getting Started
# Clone the repository
git clone https://github.com/mylanconnolly/popplex.git
cd popplex

# Install dependencies
mix deps.get

# Compile the project (including C++ NIF)
mix compile

# Run tests
mix test

# Run all tests including integration tests
mix test --include integration

Code Quality Standards
Before Submitting
Ensure your code passes all quality checks:
# Format code
mix format

# Check formatting
mix format --check-formatted

# Compile with warnings as errors
mix compile --warnings-as-errors

# Run full test suite
mix test --include integration

Code Style
	Follow the Elixir Style Guide
	Use mix format to automatically format your code
	Write descriptive commit messages
	Add tests for new features
	Update documentation as needed

Testing
Test Structure
	Unit tests: Tests that don't require actual PDF files (error handling, validation, etc.)
	Integration tests: Tests that work with real PDF files (tagged with @tag :integration)

Running Tests
# Run only unit tests (fast)
mix test --exclude integration

# Run all tests including integration
mix test --include integration

# Run a specific test file
mix test test/popplex_test.exs

# Run tests matching a pattern
mix test --only describe:"combine_pdfs/2"

Adding Tests
When adding new features:
	Add unit tests for error cases and edge conditions
	Add integration tests for successful operations
	Ensure tests clean up any created files
	Use descriptive test names

Pull Request Process
	Fork the repository and create a new branch for your feature
	Write tests for your changes
	Update documentation in code comments and README if needed
	Ensure CI passes - all tests and checks must pass
	Submit a pull request with a clear description of changes

PR Checklist
	[ ] Tests added/updated and passing
	[ ] Code formatted with mix format
	[ ] Documentation updated
	[ ] CI checks passing
	[ ] Commit messages are clear and descriptive

Continuous Integration
The project uses GitHub Actions for CI. On every push and pull request:
	Tests run against multiple Elixir/OTP versions (1.16-1.18, OTP 26-27)
	Code formatting is checked
	Static analysis is performed
	Both unit and integration tests run

You can see the CI configuration in .github/workflows/ci.yml.
Architecture
Project Structure
popplex/
├── c_src/              # C++ NIF implementation
│   └── popplex_nif.cpp # Poppler wrapper
├── lib/
│   ├── popplex.ex      # Public API
│   └── popplex/
│       └── nif.ex      # NIF loader
├── test/
│   ├── popplex_test.exs
│   └── fixtures/       # Test PDF files
├── Makefile            # NIF compilation
└── mix.exs             # Project configuration
Adding New Features
	NIF functions: Add to c_src/popplex_nif.cpp and export in ERL_NIF_INIT
	NIF loader stubs: Add stub functions to lib/popplex/nif.ex
	Public API: Add user-facing functions to lib/popplex.ex
	Tests: Add to test/popplex_test.exs
	Documentation: Update README.md with examples

Reporting Issues
When reporting issues, please include:
	Elixir and OTP versions (elixir --version)
	Poppler version (pkg-config --modversion poppler-cpp)
	Operating system and version
	Steps to reproduce
	Expected vs actual behavior
	Error messages or stack traces

Questions?
Feel free to open an issue for questions or discussions about the project.
License
By contributing to Popplex, you agree that your contributions will be licensed under the MIT License.


  

    Changelog

All notable changes to this project will be documented in this file.
The format is based on Keep a Changelog,
and this project adheres to Semantic Versioning.
Unreleased
0.2.0 - 2026-01-09
Added
	Add render_page/2 function to convert PDF pages to PNG or JPEG images (thanks @nyo16!)

0.1.0 - 2025-10-10
Added
	Initial release of Popplex - Elixir NIF wrapper for Poppler PDF library
	Get page count - Popplex.get_page_count/1 function to retrieve the number of pages in a PDF file	Returns {:ok, count} on success or {:error, reason} on failure
	Supports both string and charlist paths
	Fast NIF-based implementation using Poppler C++ API


	Extract text content - Popplex.get_text/2 function to extract text from PDF documents	Extract text from all pages (default behavior)
	Extract text from a specific page using page: n option (0-indexed)
	Returns extracted text as binary string
	Handles multi-page documents with page separators


	Combine PDFs - Popplex.combine_pdfs/2 function to merge multiple PDF files	Uses pdfunite command-line tool (part of Poppler utilities)
	Validates minimum 2 input files required
	Checks file existence with helpful error messages
	Returns {:ok, output_path} on success


	C++ NIF implementation (c_src/popplex_nif.cpp) using Poppler library	Memory-safe with RAII patterns and smart pointers
	Proper error handling and informative error messages
	Binary string returns for UTF-8 text content


	Comprehensive test suite	Unit tests for error cases and edge conditions
	Integration tests with real PDF fixtures
	11 tests covering all major functionality


	Build system with elixir_make	Cross-platform Makefile for macOS and Linux
	Automatic NIF compilation during mix compile
	pkg-config integration for Poppler dependencies


	Complete documentation	Installation instructions for multiple platforms
	Usage examples with error handling
	API documentation with @spec types
	Development guide and testing instructions


	GitHub Actions CI/CD pipeline	Tests against multiple Elixir/OTP version combinations (1.16-1.18, OTP 26-27)
	Automated dependency installation (Poppler, build tools)
	Unit and integration test runs
	Code formatting and static analysis checks
	Dependency caching for faster builds


	Contributing guidelines in .github/CONTRIBUTING.md	Development setup instructions
	Code quality standards
	PR process and checklist



Technical Details
	Elixir 1.18+ compatibility
	OTP 26+ support
	C++11 standard
	Poppler C++ API binding
	NIF-based for native performance on page count and text extraction
	Command-line tool integration for PDF combining
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Popplex - Elixir NIF wrapper for Poppler PDF library.
This module provides a high-level API for working with PDF files using
the Poppler library through a Native Implemented Function (NIF).
Features
	Get page count from PDF files
	Extract text content from PDF files (by page or entire document)
	Combine multiple PDF files
	Render PDF pages to images (PNG, JPEG)

Examples
# Get the number of pages in a PDF
{:ok, count} = Popplex.get_page_count("document.pdf")

# Extract text from all pages
{:ok, text} = Popplex.get_text("document.pdf")

# Extract text from a specific page (0-indexed)
{:ok, text} = Popplex.get_text("document.pdf", page: 0)

# Render a page to PNG
{:ok, png_data} = Popplex.render_page("document.pdf", page: 0)
File.write!("page.png", png_data)
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    Functions
  


    
      
        combine_pdfs(input_files, output_file)

      


        Combines multiple PDF files into a single output file.



    


    
      
        get_page_count(path)

      


        Gets the total number of pages in a PDF file.



    


    
      
        get_text(path, opts \\ [])

      


        Extracts text content from a PDF file.



    


    
      
        render_page(path, opts \\ [])

      


        Renders PDF pages to images.
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          @type error_reason() :: String.t()
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          @type image_format() :: :png | :jpeg
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          @type page_count() :: non_neg_integer()
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          @type render_opts() :: [
  page: non_neg_integer(),
  all: boolean(),
  format: image_format(),
  dpi: pos_integer(),
  quality: 1..100
]
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          @spec combine_pdfs([Path.t()], Path.t()) :: {:ok, Path.t()} | {:error, error_reason()}


      


Combines multiple PDF files into a single output file.
Uses the pdfunite command-line tool (part of Poppler utilities) to merge PDFs.
Parameters
	input_files: List of PDF file paths to combine (minimum 2 files)
	output_file: Path where the combined PDF should be saved

Returns
	{:ok, output_path} on success
	{:error, reason} on failure

Examples
Popplex.combine_pdfs(["file1.pdf", "file2.pdf"], "combined.pdf")
# => {:ok, "combined.pdf"}

Popplex.combine_pdfs(["page1.pdf", "page2.pdf", "page3.pdf"], "book.pdf")
# => {:ok, "book.pdf"}
Requirements
This function requires pdfunite to be installed on your system:
	macOS: brew install poppler (included with Poppler)
	Ubuntu/Debian: sudo apt-get install poppler-utils
	Fedora/RHEL: sudo dnf install poppler-utils
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          @spec get_page_count(Path.t()) :: {:ok, page_count()} | {:error, error_reason()}


      


Gets the total number of pages in a PDF file.
Parameters
	path: Path to the PDF file (string or charlist)

Returns
	{:ok, page_count} on success
	{:error, reason} on failure

Examples
Popplex.get_page_count("my_document.pdf")
# => {:ok, 42}

Popplex.get_page_count("nonexistent.pdf")
# => {:error, "Failed to open PDF document"}

  



    

  
    
      
    
    
      get_text(path, opts \\ [])



        
          
        

    

  


  

      

          @spec get_text(
  Path.t(),
  keyword()
) :: {:ok, binary()} | {:error, error_reason()}


      


Extracts text content from a PDF file.
Parameters
	path: Path to the PDF file (string or charlist)
	opts: Options keyword list	:page - Page number to extract (0-indexed). If not provided, extracts all pages.
	:all - If true, extracts all pages (default behavior)



Returns
	{:ok, text} on success, where text is a binary string
	{:error, reason} on failure

Examples
# Extract text from all pages
Popplex.get_text("document.pdf")
# => {:ok, "Full document text..."}

# Extract text from page 1 (0-indexed)
Popplex.get_text("document.pdf", page: 0)
# => {:ok, "First page text..."}

# Explicitly extract all pages
Popplex.get_text("document.pdf", all: true)
# => {:ok, "Full document text..."}
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          @spec render_page(Path.t(), render_opts()) ::
  {:ok, binary()} | {:ok, [binary()]} | {:error, error_reason()}


      


Renders PDF pages to images.
Parameters
	path: Path to the PDF file (string or charlist)
	opts: Options keyword list	:page - Page number to render (0-indexed). If not provided, renders all pages.
	:all - If true, renders all pages (default behavior)
	:format - Output format: :png (default) or :jpeg
	:dpi - Resolution in dots per inch (default: 150)
	:quality - JPEG quality 1-100 (default: 90, ignored for PNG)



Returns
	{:ok, binary} for single page - raw image binary data
	{:ok, [binary]} for all pages - list of raw image binary data
	{:error, reason} on failure

Examples
# Render first page as PNG at 150 DPI
{:ok, png_data} = Popplex.render_page("document.pdf", page: 0)
File.write!("page1.png", png_data)

# Render all pages as JPEG at 300 DPI
{:ok, images} = Popplex.render_page("document.pdf", format: :jpeg, dpi: 300)

# Render specific page as high-quality JPEG
{:ok, jpeg_data} = Popplex.render_page("document.pdf", page: 2, format: :jpeg, quality: 95)
Requirements
This function requires Poppler to be compiled with the Splash rendering backend.
Most standard Poppler installations include this support.
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Low-level NIF interface to Poppler C++ library.
This module provides direct access to the NIF functions.
Most users should use the Popplex module instead.
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    Functions
  


    
      
        combine_pdfs_nif(input_files, output_file)

      


        Combines multiple PDF files into one.



    


    
      
        get_page_count_nif(path)

      


        Gets the page count of a PDF file.



    


    
      
        get_text_nif(path, page)

      


        Gets text content from a PDF file.



    


    
      
        load_nif()

      


    


    
      
        render_page_nif(path, page, format, dpi, quality)

      


        Renders PDF page(s) to image(s).
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      combine_pdfs_nif(input_files, output_file)



        
          
        

    

  


  

Combines multiple PDF files into one.
Parameters:
	input_files: List of PDF file paths to combine
	output_file: Path for the output PDF file

Returns {:ok, output_path} or {:error, reason}.
Note: This function is currently not implemented in the C++ layer.

  



  
    
      
    
    
      get_page_count_nif(path)



        
          
        

    

  


  

Gets the page count of a PDF file.
Returns {:ok, count} or {:error, reason}.

  



  
    
      
    
    
      get_text_nif(path, page)



        
          
        

    

  


  

Gets text content from a PDF file.
Parameters:
	path: Path to the PDF file
	page: Page number (0-indexed) or -1 for all pages

Returns {:ok, text} or {:error, reason}.

  



  
    
      
    
    
      load_nif()



        
          
        

    

  


  


  



  
    
      
    
    
      render_page_nif(path, page, format, dpi, quality)



        
          
        

    

  


  

Renders PDF page(s) to image(s).
Parameters:
	path: Path to the PDF file
	page: Page number (0-indexed) or -1 for all pages
	format: 0 for PNG, 1 for JPEG
	dpi: Resolution in dots per inch
	quality: JPEG quality (1-100), ignored for PNG

Returns:
	{:ok, binary} for single page
	{:ok, [binary]} for all pages
	{:error, reason} on failure
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