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    Puid

Simple, fast, flexible and efficient generation of probably unique identifiers (puid, aka random strings) of intuitively specified entropy using pre-defined or custom characters.
iex> defmodule(RandId, do: use(Puid, chars: :alpha, total: 1.0e5, risk: 1.0e12))
iex> RandId.generate()
"YAwrpLRqXGlny"
[image: Hex Version] [image: License: MIT]
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Overview
Puid provides a means to create modules for generating random IDs. Specifically, Puid allows full control over all three key characteristics of generating random strings: entropy source, ID characters and ID randomness. 
A general overview provides information relevant to the use of Puid for random IDs.
Usage
Puid is used to create individual modules for random ID generation. Creating a random ID generator module is a simple as:
iex> defmodule(SessionId, do: use(Puid))
iex> SessionId.generate()
"8nGA2UaIfaawX-Og61go5A"
The code above use default parameters, so Puid creates a module suitable for generating session IDs (ID entropy for the default module is 132 bits). Options allow easy and complete control of all three of the important facets of ID generation.
Entropy Source
Puid uses :crypto.strong_rand_bytes/1 as the default entropy source. The rand_bytes option can be used to specify any function of the form (non_neg_integer) -> binary as the source:
iex > defmodule(PrngId, do: use(Puid, rand_bytes: &:rand.bytes/1))
iex> PrngId.generate()
"bIkrSeU6Yr8_1WHGvO0H3M"
Characters
By default, Puid use the RFC 4648 file system & URL safe characters. The chars option can by used to specify any of the 31 pre-defined character sets or custom characters, including Unicode:
iex> defmodule(HexId, do: use(Puid, chars: :hex))
iex> HexId.generate()
"13fb81e35cb89e5daa5649802ad4bbbd"

iex> defmodule(Base58Id, do: use(Puid, chars: :base58))
iex> Base58Id.generate()
"vRxen9A4vejoX4U66iaHna"

iex> defmodule(DingoskyId, do: use(Puid, chars: "dingosky"))
iex> DingoskyId.generate()
"yiidgidnygkgydkodggysonydodndsnkgksgonisnko"

iex> defmodule(DingoskyUnicodeId, do: use(Puid, chars: "dîñgø$kyDÎÑGØßK¥", total: 2.5e6, risk: 1.0e15))
iex> DingoskyUnicodeId.generate()
"øßK$ggKñø$dyGîñdyØøØÎîk"

Captured Entropy
The default Puid module generates IDs that have 132-bit entropy. Puid provides a simple, intuitive way to specify ID randomness by declaring a total number of possible IDs with a specified risk of a repeat in that many IDs:
To generate up to 10 million random IDs with 1 in a trillion chance of repeat:
iex> defmodule(MyPuid, do: use(Puid, total: 10.0e6, risk: 1.0e15))
iex> MyPuid.generate()
"T0bFZadxBYVKs5lA"
The bits option can be used to directly specify an amount of ID randomness:
iex> defmodule(Token, do: use(Puid, bits: 256, chars: :hex_upper))
iex> Token.generate()
"6E908C2A1AA7BF101E7041338D43B87266AFA73734F423B6C3C3A17599F40F2A"
General Note
The mathematical approximations used by Puid always favor conservative estimation:
	overestimate the bits needed for a specified total and risk
	overestimate the risk of generating a total number of puids
	underestimate the total number of puids that can be generated at a specified risk

Installation
Add puid to mix.exs dependencies:
def deps,
  do: [
    {:puid, "~> 2.1"}
  ]
Update dependencies
mix deps.get

Module API
Puid modules have the following functions:
	generate/0: Generate a random puid
	total/1: total puids which can be generated at a specified risk
	risk/1: risk of generating total puids
	encode/1: Encode bytes into a puid
	decode/1: Decode a puid into bytes
	info/0: Module information

The total/1, risk/1 functions provide approximations to the risk of a repeat in some total number of generated puids. The mathematical approximations used purposely overestimate risk and underestimate total.
The encode/1, decode/1 functions convert String.t() puids to and from bitstring bits to facilitate binary data storage, e.g. as an Ecto type.
The info/0 function returns a Puid.Info structure consisting of:
	source characters
	name of pre-defined Puid.Chars or :custom
	entropy bits per character
	total entropy bits	may be larger than the specified bits since it is a multiple of the entropy bits per character


	entropy representation efficiency	ratio of puid entropy to bits required for puid string representation


	entropy transform efficiency	ratio of puid entropy bits to avg entropy source bits required for ID generation


	entropy source function
	puid string length

Example
iex> defmodule(SafeId, do: use(Puid))

iex> SafeId.generate()
"CSWEPL3AiethdYFlCbSaVC"

iex> SafeId.total(1_000_000)
104350568690606000

iex> SafeId.risk(1.0e12)
9007199254740992

iex> SafeId.decode("CSWEPL3AiethdYFlCbSaVC")
<<9, 37, 132, 60, 189, 192, 137, 235, 97, 117, 129, 101, 9, 180, 154, 84, 32>>

iex> SafeId.encode(<<9, 37, 132, 60, 189, 192, 137, 235, 97, 117, 129, 101, 9, 180, 154, 84, 2::size(4)>>)
"CSWEPL3AiethdYFlCbSaVC"

iex> SafeId.info()
%Puid.Info{
  characters: "ABCDEFGHIJKLMNOPQRSTUVWXYZabcdefghijklmnopqrstuvwxyz0123456789-_",
  char_set: :safe64,
  entropy_bits: 132.0,
  entropy_bits_per_char: 6.0,
  ere: 0.75,
  ete: 1.0,
  length: 22,
  rand_bytes: &:crypto.strong_rand_bytes/1
}
Characters
Puid Predefined Charsets
	Name	Count	ERE	ETE	Characters
	:alpha	52	5.7	0.84	ABCDEFGHIJKLMNOPQRSTUVWXYZabcdefghijklmnopqrstuvwxyz
	:alpha_lower	26	4.7	0.81	abcdefghijklmnopqrstuvwxyz
	:alpha_upper	26	4.7	0.81	ABCDEFGHIJKLMNOPQRSTUVWXYZ
	:alphanum	62	5.95	0.97	ABCDEFGHIJKLMNOPQRSTUVWXYZabcdefghijklmnopqrstuvwxyz0123456789
	:alphanum_lower	36	5.17	0.65	abcdefghijklmnopqrstuvwxyz0123456789
	:alphanum_upper	36	5.17	0.65	ABCDEFGHIJKLMNOPQRSTUVWXYZ0123456789
	:base16	16	4.0	1.0	0123456789ABCDEF
	:base32	32	5.0	1.0	ABCDEFGHIJKLMNOPQRSTUVWXYZ234567
	:base32_hex	32	5.0	1.0	0123456789abcdefghijklmnopqrstuv
	:base32_hex_upper	32	5.0	1.0	0123456789ABCDEFGHIJKLMNOPQRSTUV
	:base36	36	5.17	0.65	0123456789abcdefghijklmnopqrstuvwxyz
	:base36_upper	36	5.17	0.65	0123456789ABCDEFGHIJKLMNOPQRSTUVWXYZ
	:base45	45	5.49	0.78	0123456789ABCDEFGHIJKLMNOPQRSTUVWXYZ $%*+-./:
	:base58	58	5.86	0.91	123456789ABCDEFGHJKLMNPQRSTUVWXYZabcdefghijkmnopqrstuvwxyz
	:base62	62	5.95	0.97	ABCDEFGHIJKLMNOPQRSTUVWXYZabcdefghijklmnopqrstuvwxyz0123456789
	:base85	85	6.41	0.77	!"#$%&'()*+,-./0123456789:;<=>?@ABCDEFGHIJKLMNOPQRSTUVWXYZ[\]^_`abcdefghijklmnopqrstu
	:bech32	32	5.0	1.0	023456789acdefghjklmnpqrstuvwxyz
	:boolean	2	1.0	1.0	TF
	:crockford32	32	5.0	1.0	0123456789ABCDEFGHJKMNPQRSTVWXYZ
	:decimal	10	3.32	0.62	0123456789
	:dna	4	2.0	1.0	ACGT
	:geohash	32	5.0	1.0	0123456789bcdefghjkmnpqrstuvwxyz
	:hex	16	4.0	1.0	0123456789abcdef
	:hex_upper	16	4.0	1.0	0123456789ABCDEF
	:safe_ascii	90	6.49	0.8	!#$%&()*+,-./0123456789:;<=>?@ABCDEFGHIJKLMNOPQRSTUVWXYZ[]^_abcdefghijklmnopqrstuvwxyz{|}~
	:safe32	32	5.0	1.0	2346789bdfghjmnpqrtBDFGHJLMNPQRT
	:safe64	64	6.0	1.0	ABCDEFGHIJKLMNOPQRSTUVWXYZabcdefghijklmnopqrstuvwxyz0123456789-_
	:symbol	28	4.81	0.89	!#$%&()*+,-./:;<=>?@[]^_{|}~
	:url_safe	66	6.04	0.63	ABCDEFGHIJKLMNOPQRSTUVWXYZabcdefghijklmnopqrstuvwxyz0123456789-._~
	:word_safe32	32	5.0	1.0	23456789CFGHJMPQRVWXcfghjmpqrvwx
	:z_base32	32	5.0	1.0	ybndrfg8ejkmcpqxot1uwisza345h769

Note: The Metrics section explains ERE and ETE.
Description of non-obvious character sets
	Name	Description
	:base16	https://datatracker.ietf.org/doc/html/rfc4648#section-8
	:base32	https://datatracker.ietf.org/doc/html/rfc4648#section-6
	:base32_hex	Lowercase of :base32_hex_upper
	:base32_hex_upper	https://datatracker.ietf.org/doc/html/rfc4648#section-7
	:base36	Used by many URL shorteners
	:base58	Bitcoin base58 alphabet (excludes 0, O, I, l)
	:base85	Used in Adobe PostScript and PDF
	:bech32	Bitcoin SegWit address encoding
	:dna	DNA nucleotide bases (Adenine, Cytosine, Guanine, Thymine)
	:ascii85	Same as :safe_ascii
	:ascii90	Same as :base85
	:crockford32	https://www.crockford.com/base32.html
	:geohash	Used for encoding geographic coordinates
	:safe_ascii	Printable ascii that does not require escape in String
	:safe32	Alpha and numbers picked to reduce chance of English words
	:safe64	https://datatracker.ietf.org/doc/html/rfc4648#section-5
	:url_safe	https://datatracker.ietf.org/doc/html/rfc3986#section-2.3
	:word_safe32	Alpha and numbers picked to reduce chance of English words
	:z_base32	Zooko's Base32

Custom
Any String of up to 256 unique characters can be used for puid generation, with custom characters optimized in the same manner as the pre-defined character sets. The characters must be unique. This isn't strictly a technical requirement, PUID could handle duplicate characters, but the resulting randomness of the IDs is maximal when the characters are unique, so PUID enforces that restriction.
Metrics
Entropy Representation Efficiency
Entropy Representation Efficiency (ERE) is a measure of how efficient a string ID represents the entropy of the ID itself. When referring to the entropy of an ID, we mean the Shannon Entropy of the character sequence, and that is maximal when all the permissible characters are equally likely to occur. In most random ID generators, this is the case, and the ERE is solely dependent on the count of characters in the charset, where each character represents log2(count) of entropy (a computer specific calc of general Shannon entropy). For example, for a hex charset there are 16 hex characters, so each character "carries" log2(16) = 4 bits of entropy in the string ID. We say the bits per character is 4 and a random ID of 12 hex characters has 48 bits of entropy.
ERE is measured as a ratio of the bits of entropy for the ID divided by the number of bits require to represent the string (8 bits per ID character). If each character is equally probably (the most common case), ERE is (bits-per-char  id_len) / (8 bits  id_len), which simplifies to bits-per-character/8. The BPC displayed in the Puid Characters table is equivalent to the ERE for that charset.
There is, however, a particular random ID exception where each character is not equally probable, namely, the often used v4 format of UUIDs. In that format, there are hyphens that carry no entropy (entropy is uncertainty, and there is no uncertainly as to where those hyphens will be), one hex digit that is actually constrained to 1 of only 4 hex values and another that is fixed. This formatting results in a ID of 36 characters with a total entropy of 122 bits. The ERE of a v4 UUID is, therefore, 122 / (8 * 36) = 0.4236.
Entropy Transform Efficiency
Entropy Transform Efficiency (ETE) is a measure of how efficiently source entropy is transformed into random ID entropy. For charsets with a character count that is a power of 2, all of the source entropy bits can be utilized during random ID generation. Each generated ID character requires exactly log2(count) bits, so the incoming source entropy can easily be carved into appropriate indices for character selection. Since ETE represents the ratio of output entropy bits to input entropy source, when all of the bits are utilized ETE is 1.0.
Even for charsets with power of 2 character count, ETE is only the theoretical maximum of 1.0 if the input entropy source is used as described above. Unfortunately, that is not the case with many random ID generation schemes. Some schemes use the entire output of a call to source entropy to create a single index used to select a character. Such schemes have very poor ETE.
For charsets with a character count that is not a power of 2, some bits will inevitably be discarded since the smallest number of bits required to select a character, ceil(log2(count)), will potentially result in an index beyond the character count. A first-cut, naïve approach to this reality is to simply throw away all the bits when the index is too large.
However, a more sophisticated scheme of bit slicing can actually improve on the naïve approach. Puid extends the bit slicing scheme by adding a bit shifting scheme to the algorithm, wherein a minimum number of bits in the "over the limit" bits are discarded by observing that some bit patterns of length less than ceil(log2(count)) already guarantee the bits will be over the limit, and only those bits need be discarded. 
As example, using the :alphanum_lower charset, which has 36 characters, ceil(log2(36)) = 6 bits are required to create a suitable index. However, if those bits start with the bit pattern 11xxxx, the index would be out of bounds regardless of the xxxx bits, so Puid only tosses the first two bits and keeps the trailing four bits for use in the next index. (It is beyond scope to discuss here, but analysis shows this bit shifting scheme does not alter the random characteristics of generated IDs). So whereas the naïve approach would have an ETE of 0.485, Puid achieves an ETE of 0.646, a 33% improvement. The bench/alphanum_lower_ete.exs script has detailed analysis.
Comparisons
Speed
bench/compare_libs.exs provides some comparison of Puid and other random ID libraries.
Notes
	run: MIX_ENV=test mix run bench/compare_libs.exs	MIX_ENV=test is required to include external libraries


	override trials via env var: TRIALS=100000 MIX_ENV=test mix run bench/compare_libs.exs
	ips and average times per scenario
	speed comparison wrt Puid using hex and CSPRNG

Example
MIX_ENV=test mix run bench/compare_libs.exs

Name                                  ips        average  deviation         median         99th %
Puid hex (CSPRNG)                   47.74       20.95 ms     ±1.13%       20.90 ms       21.59 ms
SecureRandom urlsafe_base64         40.63       24.61 ms     ±2.90%       24.28 ms       27.22 ms
Puid safe64 (PRNG)                  32.80       30.48 ms     ±5.00%       30.47 ms       33.02 ms
Puid safe64 (CSPRNG)                29.75       33.61 ms     ±3.30%       33.21 ms       38.22 ms
UUID v4 (string)                    27.39       36.51 ms     ±6.40%       35.26 ms       41.94 ms
Puid alphanum (CSPRNG)              12.68       78.85 ms     ±1.44%       78.72 ms       82.99 ms
EntropyString safe64                 5.69      175.63 ms     ±0.77%      175.78 ms      178.20 ms
Randomizer alphanum 22               4.63      216.09 ms    ±14.59%      206.54 ms      304.81 ms
Common Solution alphanum             1.25      797.20 ms     ±1.14%      796.77 ms      806.53 ms
Nanoid (CSPRNG)                      0.79     1266.43 ms     ±0.99%     1266.43 ms     1275.32 ms

Comparison:
Puid hex (CSPRNG)                   47.74
SecureRandom urlsafe_base64         40.63 - 1.17x slower +3.66 ms
Puid safe64 (PRNG)                  32.80 - 1.46x slower +9.54 ms
Puid safe64 (CSPRNG)                29.75 - 1.60x slower +12.66 ms
UUID v4 (string)                    27.39 - 1.74x slower +15.57 ms
Puid alphanum (CSPRNG)              12.68 - 3.76x slower +57.90 ms
EntropyString safe64                 5.69 - 8.38x slower +154.68 ms
Randomizer alphanum 22               4.63 - 10.31x slower +195.14 ms
Common Solution alphanum             1.25 - 38.05x slower +776.25 ms
Nanoid (CSPRNG)                      0.79 - 60.45x slower +1245.48 ms

Puid charsets ID length and ERE
The bench/puid_ere_len.exs script outputs a markdown table comparing the number of actual entropy bits and resulting puid lengths for each Puid predefined charset. The default target bits are 64, 86, 128, 256.
mix run bench/puid_ere_len.exs [bits...]
	charset	bits	len		bits	len		bits	len
		64	—		96	—		128	—
	alpha	68.41	12		96.91	17		131.11	23
	alpha_lower	65.81	14		98.71	21		131.61	28
	alpha_upper	65.81	14		98.71	21		131.61	28
	alphanum	65.5	11		101.22	17		130.99	22
	alphanum_lower	67.21	13		98.23	19		129.25	25
	alphanum_upper	67.21	13		98.23	19		129.25	25
	base16	64.0	16		96.0	24		128.0	32
	base32	65.0	13		100.0	20		130.0	26
	base32_hex	65.0	13		100.0	20		130.0	26
	base32_hex_upper	65.0	13		100.0	20		130.0	26
	base58	64.44	11		99.59	17		128.88	22
	crockford32	65.0	13		100.0	20		130.0	26
	decimal	66.44	20		96.34	29		129.56	39
	hex	64.0	16		96.0	24		128.0	32
	hex_upper	64.0	16		96.0	24		128.0	32
	safe_ascii	64.92	10		97.38	15		129.84	20
	safe32	65.0	13		100.0	20		130.0	26
	safe64	66.0	11		96.0	16		132.0	22
	symbol	67.3	14		96.15	20		129.8	27
	word_safe32	65.0	13		100.0	20		130.0	26



  

    Changelog

v2.7.0 (2025-10-18)
Added
	Support for Elixir 1.19
	Added :word_safe32 as new preferred atom for word-safe character set

Changed
	Fixed preferred_cli_env deprecation warning by moving to cli/0 function

Deprecated
	:wordSafe32 atom is deprecated in favor of :word_safe32

v2.6.0 (2025-09-05)
Add
	Puid.Chars.metrics/1 expose as public API
	add more predefined character sets	:base36: Used by many URL shorteners
	:base45: Used in QR codes and text-based transport
	:base62: Alias for :alphanum
	:base85: Used in Adobe PostScript and PDF  
	:bech32: Bitcoin SegWit address encoding
	:boolean: binary/boolean representations
	:dna: DNA nucleotide sequences
	:geohash: Used in geographic coordinate encoding (base32 variant)
	:url_safe: RFC 3986 unreserved characters
	:z_base32: Zooko's human-oriented base32



Changes
	Refactored internal ERE/ETE calculations to use centralized Puid.Chars.metrics/1 function
	Increased predefined charsets from 20 to 31 (11 new charsets added)
	Added :word_safe32 as the preferred name for :wordSafe32 (backwards compatible)

v2.5.0 (2025-09-01)
Add
	Puid.Chars.ete/1 function for calculating ETE of charsets
	Puid.Chars.predefined/0 function to dynamically list predefined charset atoms
	ete field to Puid.Info structure showing Entropy Transform Efficiency
	:base58 predefined charset using Bitcoin base58 alphabet (excludes 0, O, I, l)
	Comprehensive ETE benchmarks comparing Puid with other ID generation libraries
	ETE analysis scripts showing theoretical vs empirical efficiency
	Updated README for ETE and ERE

Changes
	Minimum Elixir version bumped to 1.15 (from 1.14)

v2.4.0 (2025-08-29)
Changes
	Unify entropy approximations for bits/2, total/2 and risk/2 (removed small-total branch)
	Simplify README Comparisons; add Benchee usage instructions

Add
	Benchee benchmark: bench/compare.exs (Puid-only and full comparison modes)
	GitHub Actions CI workflow: matrix build/test and dialyzer

Fix
	Typespec consistency: non-bang functions now return {:error, String.t()}; bang variants raise Puid.Error
	Fix test bug in decode/encode roundtrip (use EDAscii correctly)
	info/0 spec now returns Puid.Info.t(); added Puid.Info.t type

Tooling
	mix: rename to Puid.MixProject; add start_permanent, docs extras, dialyzer flags, preferred_cli_env, package files
	Add Credo and .credo.exs
	Update deps: ex_doc ~> 0.38, dialyxir 1.4.6
	Remove test/timing.exs; use Benchee for performance comparisons

v2.3.2 (2024-12-24)
Fix Elixir 1.18 Range warning by explicitly declaring downward stepping on bit_shifts range
v2.3.1 (2024-11-22)
Minor mods for deprecations raised by Elixir 1.17
v2.3.0 (2023-10-30)
Add functions to Puid generated  modules
	total/1 and risk/1
	encode/1 and decode/1

v2.2.0 (2023-08-23)
Add predefined chars
	:base16
	:crockford32
	:word_safe32 (also accessible as :wordSafe32 for backwards compatibility)

Minor
	Move FixedBytes from Puid.Test to Puid.Util
	Add bits per character to doc for predefined chars
	Use sigil_c for charlists
	Add a few more tests

v2.1.0 (2023-01-29)
Improve bit slicing optimization
	Bit slice shifts for a few character counts were missing a single bit optimization
	Update effected fixed byte tests and add histogram tests for correctness validation
	This change is an optimization and does not effect previous correctness

Note: This change warrants a minor version bump as any fixed byte testing using effected character counts must be updated. Any non-fixed-byte entropy source usage is unaffected.
Address issue #13
	Add specified comparison notes
	Revamp README comparisons

v2.0.6 (2023-01-06)
Improve code point validation
	Reject utf8 code points between tilde and inverse bang
	General code cleanup regarding code point validation

v2.0.5 (2022-12-19)
Further prevention of issue #12
	Further prevention of macro generated encode function dialyzer warnings.	All combinations of pairs/single/unchunked encoding chunk sizes are now covered.


	This change does not effect functionality.

v2.0.4 (2022-12-10)
Fix issue #12
	Prevent macro generated encode function from encoding bit chunks known to be <<>>. Prior code resulted in dialyzer warnings.
	This change does not effect functionality.

v2.0.3 (2022-08-21)
Fix
	Fix FixBytes test helper. Only effects deterministic "random" bytes testing.
	This change does not effect functionality.

Add
	Add cross-repo data for testing. This allows for easier, systematic histogram testing.
	Check for invalid ascii in Puid.Chars.charlist/1 and Puid.Chars.charlist!/1 calls

v2.0.2 (2022-07-07)
Fix
	Issue #10: Error 1st argument not a bitstring raised when just defining

Testing
	Added tests for above fix
	Reworked fixed bytes mock entropy source
	Added MODULE.Bits.reset/1 to facilitate fixed bytes testing

v2.0.1 (2022-07-01)
Tests
	Added test for 100% coverage.

v2.0.0 (2022-06-30)
Added
	ASCII encoding optimization	Use cross-product character pairs to encode larger bit chunks
	Encode remaining bits via single character strategy


	Unicode and/or ASCII-Unicode mix encoding optimization	Encode bits via single character strategy


	Optimize bit filtering in selection of random indexes	Minimize bit shifting for out-of-range index slices


	Store unused source entropy bits between puid generation calls per Puid module
	Speed and efficiency are independent of pre-defined vs custom characters, including Unicode
	Simplify module creation API	chars option can be a pre-defined atom, a string or a charlist


	Pre-defined :symbol characters
	Add chi square tests of random ID character histograms
	CHANGELOG

Changes
	Remove CryptoRand dependency	Functionality superseded by new, in-project optimizations


	Update timing tests
	README

Breaking Changes
	Removed charset option for pre-defined characters	Use the chars option instead


	Removed pre-defined printable_ascii	Replaced by safe_ascii (no backslash, backtick, single-quote or double-quote)


	Reverse argument order for Puid.Entropy utility functions	Allows idiomatic Elixir use. Note these functions are rarely used directly.



Deprecated
	Removed deprecated functions	Puid.Entropy.bits_for_length/2
	Puid.Entropy.bits_for_length!/2



v1.1.2 (2021-09-15)
Added
	Resolve Elixir 1.11 compilation warnings

Changes
	Project file structure

Fixes
	Correct Error.reason() in function specs

v1.1.1 (2020-01-15)
Deprecated
	Puid.Entropy.bits_for_length/2
	Puid.Entropy.bits_for_length!/2

v1.1.0 (2020-01-14)
Added
	Refactor	Puid.Entropy.bits_for_length/2 -> Puid.Entropy.bits_for_len/2
	Puid.Entropy.bits_for_length!/2 -> Puid.Entropy.bits_for_len!/2



Changes
	Timing tests
	README

v1.0.0 (2019-05-02)
Initial release
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Simple, fast, flexible and efficient generation of probably unique identifiers (puid, aka
random strings) of intuitively specified entropy using pre-defined or custom characters.
Overview
Puid provides fast and efficient generation of random IDs. For the purposes of Puid, a random
ID is considered a random string used in a context of uniqueness, that is, random IDs are a bunch
of random strings that are hopefully unique.
Random string generation can be thought of as a transformation of some random source of entropy
into a string representation of randomness. A general purpose random string library used for
random IDs should therefore provide user specification for each of the following three key
aspects:
Entropy source
  What source of randomness is being transformed? Puid allows easy specification of the function
  used for source randomness.
ID characters
  What characters are used in the ID? Puid provides 16 pre-defined character sets, as well as
  allows custom character designation, including Unicode
ID randomness
  What is the resulting “randomness” of the IDs? Note this isn't necessarily the same as the
  randomness of the entropy source. Puid allows explicit specification of ID randomness in an
  intuitive manner.
Examples
Creating a random ID generator using Puid is a simple as:
iex> defmodule(RandId, do: use(Puid))
iex> RandId.generate()
"8nGA2UaIfaawX-Og61go5A"
Options allow easy and complete control of ID generation.
Entropy Source
Puid uses
:crypto.strong_rand_bytes/1 as
the default entropy source. The rand_bytes option can be used to specify any function of the
form (non_neg_integer) -> binary as the source:
iex > defmodule(PrngPuid, do: use(Puid, rand_bytes: &:rand.bytes/1))
iex> PrngPuid.generate()
"bIkrSeU6Yr8_1WHGvO0H3M"
ID Characters
By default, Puid use the RFC 4648 file system &
URL safe characters. The chars option can by used to specify any of 16 pre-defined character
sets or custom characters, including Unicode:
iex> defmodule(HexPuid, do: use(Puid, chars: :hex))
iex> HexPuid.generate()
"13fb81e35cb89e5daa5649802ad4bbbd"

iex> defmodule(DingoskyPuid, do: use(Puid, chars: "dingosky"))
iex> DingoskyPuid.generate()
"yiidgidnygkgydkodggysonydodndsnkgksgonisnko"

iex> defmodule(DingoskyUnicodePuid, do: use(Puid, chars: "dîñgø$kyDÎÑGØßK¥", total: 2.5e6, risk: 1.0e15))
iex> DingoskyUnicodePuid.generate()
"øßK$ggKñø$dyGîñdyØøØÎîk"

ID Randomness
Generated IDs have 128-bit entropy by default. Puid provides a simple, intuitive way to specify
ID randomness by declaring a total number of possible IDs with a specified risk of a repeat in
that many IDs:
To generate up to 10 million random IDs with 1 in a trillion chance of repeat:
iex> defmodule(MyPuid, do: use(Puid, total: 10.0e6, risk: 1.0e15))
iex> MyPuid.generate()
"T0bFZadxBYVKs5lA"
The bits option can be used to directly specify an amount of ID randomness:
iex> defmodule(Token, do: use(Puid, bits: 256, chars: :hex_upper))
iex> Token.generate()
"6E908C2A1AA7BF101E7041338D43B87266AFA73734F423B6C3C3A17599F40F2A"
Module API
Module functions:
	generate/0: Generate a random puid
	total/1: total puids which can be generated at a specified risk
	risk/1: risk of generating total puids
	encode/1: Encode bytes into a puid
	decode/1: Decode a puid into bytes
	info/0: Module information

The total/1, risk/1 functions provide approximations to the risk of a repeat in some total number of generated puids. The mathematical approximations used purposely overestimate risk and underestimate total.
The encode/1, decode/1 functions convert puids to and from bits to facilitate binary data storage, e.g. as an Ecto type. Note that for efficiency Puid operates at a bit level, so decode/1 of a puid produces representative bytes such that encode/1 of those bytes produces the same puid. The bytes are the puid specific bitstring with 0 bit values appended to the ending byte boundary.
The info/0 function returns a Puid.Info structure consisting of:
	source characters
	name of pre-defined Puid.Chars or :custom
	entropy bits per character
	total entropy bits	may be larger than the specified bits since it is a multiple of the entropy bits per character


	entropy representation efficiency	ratio of the puid entropy to the bits required for puid string representation


	entropy transform efficiency	ratio of puid entropy bits to avg entropy source bits required for ID generation


	entropy source function
	puid string length

Example
iex> defmodule(SafeId, do: use(Puid))

iex> SafeId.generate()
"CSWEPL3AiethdYFlCbSaVC"

iex> SafeId.total(1_000_000)
104350568690606000

iex> SafeId.risk(1.0e12)
9007199254740992

iex> SafeId.decode("CSWEPL3AiethdYFlCbSaVC")
<<9, 37, 132, 60, 189, 192, 137, 235, 97, 117, 129, 101, 9, 180, 154, 84, 32>>

iex> SafeId.encode(<<9, 37, 132, 60, 189, 192, 137, 235, 97, 117, 129, 101, 9, 180, 154, 84, 32>>)
"CSWEPL3AiethdYFlCbSaVC"

iex> SafeId.info()
%Puid.Info{
characters: "ABCDEFGHIJKLMNOPQRSTUVWXYZabcdefghijklmnopqrstuvwxyz0123456789-_",
char_set: :safe64,
entropy_bits: 132.0,
entropy_bits_per_char: 6.0,
ere: 0.75,
length: 22,
rand_bytes: &:crypto.strong_rand_bytes/1
}
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Pre-defined character sets for use when creating Puid modules.
Example
iex> defmodule(AlphanumId, do: use(Puid, chars: :alphanum))
Pre-defined Chars
:alpha
Upper/lower case alphabet
ABCDEFGHIJKLMNOPQRSTUVWXYZabcdefghijklmnopqrstuvwxyz
bits per character: 5.7
:alpha_lower
Lower case alphabet
abcdefghijklmnopqrstuvwxyz
bits per character: 4.7
:alpha_upper
Upper case alphabet
ABCDEFGHIJKLMNOPQRSTUVWXYZ
bits per character: 4.7
:alphanum
Upper/lower case alphabet and numbers
ABCDEFGHIJKLMNOPQRSTUVWXYZabcdefghijklmnopqrstuvwxyz0123456789
bits per character: 5.95
:alphanum_lower
Lower case alphabet and numbers
abcdefghijklmnopqrstuvwxyz0123456789
bits per character: 5.17
:alphanum_upper
Upper case alphabet and numbers
ABCDEFGHIJKLMNOPQRSTUVWXYZ0123456789
bits per character: 5.17
:base16
RFC 4648 base16 character set
0123456789ABCDEF
bits per character: 4
:base32
RFC 4648 base32 character set
ABCDEFGHIJKLMNOPQRSTUVWXYZ234567
bits per character: 5
:base32_hex
RFC 4648 base32 extended hex character set
with lowercase letters
0123456789abcdefghijklmnopqrstuv
bits per character: 5
:base32_hex_upper
RFC 4648 base32 extended hex character set
0123456789ABCDEFGHIJKLMNOPQRSTUV
bits per character: 5
:base36
Case-insensitive alphanumeric (lowercase)
0123456789abcdefghijklmnopqrstuvwxyz
bits per character: 5.17
:base36_upper
Case-insensitive alphanumeric (uppercase)
0123456789ABCDEFGHIJKLMNOPQRSTUVWXYZ
bits per character: 5.17
:base45
QR code alphanumeric mode (ISO/IEC 18004:2015)
0123456789ABCDEFGHIJKLMNOPQRSTUVWXYZ $%*+-./:
bits per character: 5.49
:base58
Bitcoin Base58 alphabet (no 0, O, I, l)
123456789ABCDEFGHJKLMNPQRSTUVWXYZabcdefghijkmnopqrstuvwxyz
bits per character: 5.86
:base62
Alphanumeric characters (alias for :alphanum)
ABCDEFGHIJKLMNOPQRSTUVWXYZabcdefghijklmnopqrstuvwxyz0123456789
bits per character: 5.95
:base85
ASCII85/Ascii85 encoding (Adobe, btoa)
!"#$%&'()*+,-./0123456789:;<=>?@ABCDEFGHIJKLMNOPQRSTUVWXYZ[]^_`abcdefghijklmnopqrstu
bits per character: 6.41
:bech32
Bitcoin SegWit address encoding (no 1, b, i, o)
023456789acdefghjklmnpqrstuvwxyz
bits per character: 5
:boolean
Boolean/binary representation
TF
bits per character: 1
:crockford32
Crockford 32
0123456789ABCDEFGHJKMNPQRSTVWXYZ
:decimal
Decimal digits
0123456789
bits per character: 3.32
:dna
DNA nucleotide bases
ACGT
bits per character: 2
:geohash
Geohash encoding alphabet (base32 variant excluding 'a', 'i', 'l', 'o')
0123456789bcdefghjkmnpqrstuvwxyz
bits per character: 5
:hex
Lowercase hexadecimal
0123456789abcdef
bits per character: 4
:hex_upper
Uppercase hexadecimal
0123456789ABCDEF
bits per character: 4
:safe_ascii
ASCII characters from ?! to ?~, minus backslash, backtick, single-quote and double-quote
`!#$%&()*+,-./0123456789:;<=>?@ABCDEFGHIJKLMNOPQRSTUVWXYZ[]^_
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Entropy related calculations
The implementation is based on mathematical approximations to the solution of what is often
referred to as the Birthday
Problem.
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        Entropy bits necessary to generate total number of puids with risk risk of repeat.



    


    
      
        bits_for_len(chars, len)

      


        Entropy bits for a binary of length len comprised of chars characters.



    


    
      
        bits_for_len!(chars, len)

      


        Same as Puid.Entropy.bits_for_len/2 but either returns bits or raises a
Puid.Error



    


    
      
        bits_per_char(chars)

      


        Entropy bits per chars character.



    


    
      
        bits_per_char!(chars)

      


        Same as bits_per_char/1 but either returns bits or raises a Puid.Error



    


    
      
        len_for_bits(chars, bits)

      


        Length needed for a string generated from chars to have entropy bits.



    


    
      
        len_for_bits!(chars, bits)

      


        Same as Puid.Entropy.len_for_bits/2 but either returns len or raises a
Puid.Error



    


    
      
        risk(bits, total)

      


        Risk of repeat in total number of events with bits bits entropy.
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        Approximate total number of puids which can be generated using bits bits entropy at a risk risk of repeat.
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          @spec bits(non_neg_integer(), non_neg_integer()) :: float()


      


Entropy bits necessary to generate total number of puids with risk risk of repeat.
The total number of possible puids is 2<sup>bits</sup>.
Risk is expressed as a 1 in risk chance, so the probability of a repeat is 1/risk.
Example
iex> Puid.Entropy.bits(10.0e6, 1.0e12)
85.37013046707142
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          @spec bits_for_len(Puid.Chars.puid_chars(), non_neg_integer()) ::
  {:ok, non_neg_integer()} | {:error, String.t()}


      


Entropy bits for a binary of length len comprised of chars characters.
chars must be valid as per Chars.charlist/1.
Example
iex> Puid.Entropy.bits_for_len(:alphanum, 14)
{:ok, 83}

iex> Puid.Entropy.bits_for_len(~c'dingosky', 14)
{:ok, 42}
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          @spec bits_for_len!(Puid.Chars.puid_chars(), non_neg_integer()) :: non_neg_integer()


      


Same as Puid.Entropy.bits_for_len/2 but either returns bits or raises a
Puid.Error
Example
iex> Puid.Entropy.bits_for_len!(:alphanum, 14)
83

iex> Puid.Entropy.bits_for_len!("dingosky", 14)
42
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          @spec bits_per_char(Puid.Chars.puid_chars()) :: {:ok, float()} | {:error, String.t()}


      


Entropy bits per chars character.
chars must be valid as per Chars.charlist/1.
Example
iex> Puid.Entropy.bits_per_char(:alphanum)
{:ok, 5.954196310386875}

iex> Puid.Entropy.bits_per_char("dingosky")
{:ok, 3.0}

  



  
    
      
    
    
      bits_per_char!(chars)



        
          
        

    

  


  

      

          @spec bits_per_char!(Puid.Chars.puid_chars()) :: float()


      


Same as bits_per_char/1 but either returns bits or raises a Puid.Error
Example
iex> Puid.Entropy.bits_per_char!(:alphanum)
5.954196310386875

Puid.Entropy.bits_per_char!("dingosky")
3.0

  



  
    
      
    
    
      len_for_bits(chars, bits)



        
          
        

    

  


  

      

          @spec len_for_bits(Puid.Chars.puid_chars(), non_neg_integer()) ::
  {:ok, non_neg_integer()} | {:error, String.t()}


      


Length needed for a string generated from chars to have entropy bits.
chars must be valid as per Chars.charlist/1.
Example
iex> Puid.Entropy.len_for_bits(:alphanum, 128)
{:ok, 22}

iex> Puid.Entropy.len_for_bits("dingosky", 128)
{:ok, 43}
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          @spec len_for_bits!(Puid.Chars.puid_chars(), non_neg_integer()) :: non_neg_integer()


      


Same as Puid.Entropy.len_for_bits/2 but either returns len or raises a
Puid.Error
Example
iex> Puid.Entropy.len_for_bits!(:alphanum, 128)
22

iex> Puid.Entropy.len_for_bits!(~c'dingosky', 128)
43
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          @spec risk(bits :: float(), total :: float()) :: integer()


      


Risk of repeat in total number of events with bits bits entropy.
The total number of possible puids is 2<sup>bits</sup>.
Risk is expressed as a 1 in risk chance, so the probability of a repeat is 1/risk.
This approximation is conservative and will understate the true risk.
Example
iex> bits = 96
iex> total = 1.0e7
iex> Puid.Entropy.risk(bits, total)
1584563250285288
iex> 1.0 / 1584563250285288
6.31088724176809e-16
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          @spec total(bits :: float(), risk :: float()) :: integer()


      


Approximate total number of puids which can be generated using bits bits entropy at a risk risk of repeat.
The total number of possible puids is 2<sup>bits</sup>.
Risk is expressed as a 1 in risk chance, so the probability of a repeat is 1/risk.
This approximation is conservative and will understate the true total.
Example
iex> bits = 64
iex> risk = 1.0e9
iex> Puid.Entropy.total(bits, risk)
192077
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Information regarding Puid module parameterization
The Puid.Info struct has the following fields:
	Field	Description
	char_set	pre-defined Puid.Chars atom or :custom
	characters	source characters
	entropy_bits	entropy bits for generated puid
	entropy_bits_per_char	entropy bits per character for generated puids
	ere	puid entropy string representation efficiency
	ete	puid entropy transform efficiency
	length	puid string length
	rand_bytes	entropy source function

iex> defmodule(CustomId, do: use(Puid, total: 1.0e04, risk: 1.0e12, chars: "thequickbrownfxjmpsvlazydg"))
iex> CustomId.info()
%Puid.Info{
  char_set: :custom,
  characters: "thequickbrownfxjmpsvlazydg",
  entropy_bits: 65.81,
  entropy_bits_per_char: 4.7,
  ere: 0.59,
  ete: 0.81,
  length: 14,
  rand_bytes: &:crypto.strong_rand_bytes/1
}
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          @type t() :: %Puid.Info{
  char_set: atom() | :custom,
  characters: String.t(),
  entropy_bits: number(),
  entropy_bits_per_char: number(),
  ere: number(),
  ete: number(),
  length: non_neg_integer(),
  rand_bytes: (non_neg_integer() -> binary()) | nil
}
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Raised when defining a Puid module with invalid options
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          @type t() :: Puid.Error


      


Puid.Error type
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