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    CHANGELOG

v0.3.4 (2025-12-21)
Breaking Changes
	Chunking API redesigned: Replaced Rag.Chunking module with behavior-based Rag.Chunker system	Old: Rag.Chunking.chunk(text, strategy: :character, max_chars: 500)
	New: Rag.Chunker.chunk(%Rag.Chunker.Character{max_chars: 500}, text)



Added
	Rag.Chunker behaviour for extensible chunking strategies
	Rag.Chunker.Chunk struct with byte position tracking (start_byte, end_byte)
	Built-in chunkers:	Rag.Chunker.Character - Fixed-size with smart boundaries
	Rag.Chunker.Sentence - Sentence-boundary splitting
	Rag.Chunker.Paragraph - Paragraph-boundary splitting
	Rag.Chunker.Recursive - Hierarchical (paragraph -> sentence -> character)
	Rag.Chunker.Semantic - Embedding-based similarity grouping
	Rag.Chunker.FormatAware - Format-aware splitting via TextChunker


	Rag.Chunker.chunk_ingestion/3 for pipeline integration
	Rag.VectorStore.from_chunker_chunks/2 for VectorStore integration
	Byte-accurate position tracking enables source highlighting

Removed
	Rag.Chunking module (replaced by Rag.Chunker behavior)

Migration Guide
See docs/20251221/chunker-redesign/implementation.md for detailed migration instructions.
v0.3.3 (2025-12-21)
Fixes
	Fixed CI test failures when running without API keys by adding
requires_llm_provider tag to tests that need auto-detected providers
	Removed unused alias warning in pipeline_test.exs

v0.3.2 (2025-12-21)
Fixes
	Extended conditional compilation to all Ecto-dependent modules:	Rag.Retriever.Semantic, Rag.Retriever.FullText, Rag.Retriever.Hybrid
	Rag.Embedding.Service


	Eliminates all warnings when using rag_ex without Ecto

v0.3.1 (2025-12-21)
Fixes
	Made Ecto/pgvector dependencies optional - modules using Ecto.Schema and Ecto.Query are now conditionally compiled only when Ecto is available
	Projects can now use rag_ex without PostgreSQL/Ecto by omitting those dependencies

v0.3.0 (2025-12-21)
Major Features
	Modular RAG Architecture: Complete overhaul for configurable RAG pipelines	Rag.Retriever behaviour with Semantic, FullText, Hybrid, and Graph implementations
	Rag.VectorStore.Store behaviour for pluggable vector backends
	Rag.GraphStore behaviour for knowledge graph storage (pgvector and Neo4j ready)
	Rag.Reranker behaviour with LLM-based reranking


	GraphRAG Support: Knowledge graph-enhanced retrieval	Entity and relationship extraction via LLM
	Community detection with summarization
	Local, global, and hybrid graph search modes
	PostgreSQL-based graph storage with recursive CTEs


	Advanced Chunking Strategies: Flexible text splitting	Character-based chunking with smart boundaries
	Sentence-based chunking
	Semantic chunking with embedding similarity
	Recursive chunking for hierarchical documents


	Pipeline System: Composable RAG pipelines	Rag.Pipeline struct for pipeline definitions
	Rag.Pipeline.Executor for step orchestration
	Parallel step execution with caching
	Error handling and retry logic


	Reranking: Improve retrieval quality	LLM-based reranking with configurable prompts
	Cross-encoder style relevance scoring
	Cohere reranker integration ready


	Multi-LLM Provider Support: Add Rag.Ai.Gemini, Rag.Ai.Claude, and Rag.Ai.Codex providers for Gemini, Claude, and OpenAI-compatible APIs
	Smart Router: New Rag.Router module with pluggable routing strategies:	Rag.Router.Fallback - Try providers in order until one succeeds
	Rag.Router.RoundRobin - Distribute load across providers
	Rag.Router.Specialist - Route based on task type


	Vector Store: New Rag.VectorStore module with pgvector integration:	Semantic search with embeddings
	Full-text search with PostgreSQL tsvector
	Hybrid search with RRF (Reciprocal Rank Fusion) scoring
	Text chunking with overlap support
	Rag.VectorStore.Chunk Ecto schema for document storage


	Embedding Service: New Rag.Embedding.Service GenServer for managed embedding operations with auto-batching
	Agent Framework: New Rag.Agent module for building tool-using agents:	Rag.Agent.Session for conversation memory management
	Rag.Agent.Registry for tool registration
	Rag.Agent.Tool behaviour for custom tools


	Built-in Agent Tools:	Rag.Agent.Tools.SearchRepos - Semantic search over indexed repositories
	Rag.Agent.Tools.ReadFile - Read file contents with optional line ranges
	Rag.Agent.Tools.GetRepoContext - Get repository structure and metadata
	Rag.Agent.Tools.AnalyzeCode - Parse and analyze code structure


	Provider Capabilities: New Rag.Ai.Capabilities module to check provider feature support

Enhancements
	New live examples for all major features
	Comprehensive test coverage with supertester principles
	Updated documentation with modular RAG guides

Breaking Changes
	Removed igniter-based Mix tasks: rag.install, rag.gen_rag_module, rag.gen_servings, rag.gen_eval
	Library no longer includes its own Ecto Repo - consuming applications must provide their own

Dependencies
	Added pgvector, ecto_sql, postgrex for vector store functionality
	Temporarily disabled torus and igniter due to Elixir 1.18 compatibility issues with inflex

v0.2.3
	Add Rag.Ai.Ollama as ollama provider
	Add build_context/3, build_context_sources/3, build_prompt/3 to enable full pipeline interface
	Enable streaming of responses (@W3NDO, thank you for your contribution!)

v0.2.2
	Add ref to Generation for referencing in telemetry handler

v0.2.1
	fix credo issues in generator
	helpful error for missing servings in nx provider
	fix typespecs with optional fields
	more robust fulltext search with postgres in generator

v0.2.0
	syntax updates
	unified embedding, generation, and evaluation modules

v0.1.0
	initial release
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    Getting Started

Mix.install([
  {:rag, "~> 0.2.0"},
  {:kino, "~> 0.15.3"}
])
Basic Idea
The underlying idea of Retrieval Augmented Generation is that we provide an LLM with helpful context when we let it generate a response.
So, instead of starting the text generation from a plain question:
What was the weather like in Berlin on 2025-03-13?

We give it context and a question:
Context:
Weather in Berlin on 2025-03-13: Cloudy and around 8°C
Question:
What was the weather like in Berlin on 2025-03-13?

This way it's much easier for the LLM to respond with correct information (assuming the information in the context is correct).
The remainder of this guide represents a very basic example how we can implement this idea.
For a more sophisticated example, you can run the installer with mix rag.install in an existing mix project and inspect the generated code.
Ingestion
To be able to provide helpful context at the right time, we first store information somewhere in a way that we can easily find relevant pieces.
We call this process "ingestion".
Usually you will store the information in a suitable database. You might want to calculate embeddings of the information to perform semantic search. In that case, you can use Rag.Embedding.generate_embedding/3 or Rag.Embedding.generate_embeddings_batch/3.
Generally speaking, rag leaves the ingestion process up to you.
For this guide we will use a simple map to store some weather data.
weather_data = %{
  "berlin" => %{
    ~D[2025-03-13] => "Cloudy and around 8°C"
  }
}
%{"berlin" => %{~D[2025-03-13] => "Cloudy and around 8°C"}}
Retrieval
We want to work with user queries like:
What was the weather like in Berlin on 2025-03-13?

Our next step is to find relevant information.
Oftentimes, we would calculate an embedding of the query, and then use that to perform a semantic search for relevant data.
We could also perform a text based search.
The code generated by mix rag.install gives you an example of how to combine both.
In this guide we will perform a lookup in our weather_data.
For the sake of simplicity, the user input must follow a strict format:
What was the weather like in [city] on [date]?

city_input = Kino.Input.text("city", default: "Berlin")
date_input = Kino.Input.date("date", default: ~D[2025-03-13])

import Kino.Shorts

grid([text("What was the weather like in"), city_input, text("on"), date_input, text("?")])
city = Kino.Input.read(city_input)
date = Kino.Input.read(date_input)

query = "What was the weather like in #{city} on #{date}?"
"What was the weather like in Berlin on 2025-03-13?"
Alright, we have a user query.
Next, we need a function to retrieve weather data.
A retrieval function in rag must take a Rag.Generation struct as argument and return {:ok, result} or {:error, error}.
city_and_date_from_query = fn query -> query
    |> String.trim_leading("What was the weather like in ")
    |> String.trim_trailing("?")
    |> String.split(" on ")
end

weather_by_city_and_date = fn generation ->
    case city_and_date_from_query.(generation.query) do
    [city, date] -> {:ok, weather_data[String.downcase(city)][Date.from_iso8601!(date)]}
    _else -> {:error, :bad_format}
  end
end
#Function<42.39164016/1 in :erl_eval.expr/6>
Let's test the function.
Rag.Generation.new(query) |> weather_by_city_and_date.()
{:ok, "Cloudy and around 8°C"}
Nice, we found something for Berlin on 2025-03-13.
Generation
While you can directly use your retrieval function and afterwards use Rag.Generation.put_retrieval_result/3 to store the result in the Rag.Generation struct, you'll get telemetry events when you pass it as a callback to Rag.Retrieval.retrieve/3.
generation =
  Rag.Generation.new(query)
  |> Rag.Retrieval.retrieve(:weather, &weather_by_city_and_date.(&1))
%Rag.Generation{
  query: "What was the weather like in Berlin on 2025-03-13?",
  query_embedding: nil,
  retrieval_results: %{weather: "Cloudy and around 8°C"},
  context: nil,
  context_sources: [],
  prompt: nil,
  response: nil,
  evaluations: %{},
  halted?: false,
  errors: []
}
Next, we take the retrieved information and construct a context for the LLM and store it in our Rag.Generation struct.
context =
  if weather = Rag.Generation.get_retrieval_result(generation, :weather) do
    [city, date] = city_and_date_from_query.(generation.query)
    "Weather in #{String.capitalize(city)} on #{date}: #{weather}"
  end

generation = Rag.Generation.put_context(generation, context)
%Rag.Generation{
  query: "What was the weather like in Berlin on 2025-03-13?",
  query_embedding: nil,
  retrieval_results: %{weather: "Cloudy and around 8°C"},
  context: "Weather in Berlin on 2025-03-13: Cloudy and around 8°C",
  context_sources: [],
  prompt: nil,
  response: nil,
  evaluations: %{},
  halted?: false,
  errors: []
}
Now, we construct a prompt that we will finally pass to the LLM.
prompt =
  if generation.context do
    """
    Context: #{generation.context}
    Question: #{generation.query}
    """
  else
    generation.query
  end

generation = Rag.Generation.put_prompt(generation, prompt)
%Rag.Generation{
  query: "What was the weather like in Berlin on 2025-03-13?",
  query_embedding: nil,
  retrieval_results: %{weather: "Cloudy and around 8°C"},
  context: "Weather in Berlin on 2025-03-13: Cloudy and around 8°C",
  context_sources: [],
  prompt: "Context: Weather in Berlin on 2025-03-13: Cloudy and around 8°C\nQuestion: What was the weather like in Berlin on 2025-03-13?\n",
  response: nil,
  evaluations: %{},
  halted?: false,
  errors: []
}
For the last step, generating a response, we must first configure a Rag.Ai.Provider.
We'll use Rag.Ai.Cohere this time as you can get a free trial key.
If you're reading this in livebook, you can configure a secret COHERE_API_KEY.
api_key = System.get_env("LB_COHERE_API_KEY")

provider = Rag.Ai.Cohere.new(text_model: "command-r-plus", api_key: api_key)

Kino.nothing()
Finally, we can generate a response.
generation = Rag.Generation.generate_response(generation, provider)

generation.response
"The weather in Berlin on 2025-03-13 was cloudy, with temperatures hovering around 8°C."
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    Getting Started with Rag

This guide will help you get started with the Rag library for building RAG (Retrieval-Augmented Generation) systems in Elixir.
Installation
Add rag to your list of dependencies in mix.exs:
def deps do
  [
    {:rag, "~> 0.3.0"}
  ]
end
Optional Dependencies
For full functionality, you may want to add optional providers:
def deps do
  [
    {:rag, "~> 0.3.0"},
    {:codex_sdk, "~> 0.4.2"},        # OpenAI/GPT support
    {:claude_agent_sdk, "~> 0.6.8"}  # Claude support
  ]
end
Prerequisites
Environment Variables
Configure at least one LLM provider:
# Gemini (recommended - supports embeddings)
export GEMINI_API_KEY="your-api-key"

# Claude (best for analysis and reasoning)
export ANTHROPIC_API_KEY="your-api-key"

# OpenAI/Codex (best for code generation)
export OPENAI_API_KEY="your-api-key"

Database (Optional)
For vector store features, you need PostgreSQL with pgvector:
# Install pgvector extension
CREATE EXTENSION IF NOT EXISTS vector;

Quick Start
1. Basic LLM Interaction
alias Rag.Router

# Create a router with your provider
{:ok, router} = Router.new(providers: [:gemini])

# Simple text generation
{:ok, response, router} = Router.execute(router, :text, "What is Elixir?", [])
IO.puts(response)

# With system prompt
opts = [system_prompt: "You are an Elixir expert."]
{:ok, response, router} = Router.execute(router, :text, "Explain GenServer", opts)
2. Generate Embeddings
# Single text
{:ok, [embedding], router} = Router.execute(router, :embeddings, ["Hello world"], [])

# Multiple texts (batched automatically)
{:ok, embeddings, router} = Router.execute(router, :embeddings, [
  "First document",
  "Second document",
  "Third document"
], [])
3. Basic RAG Pipeline
alias Rag.Router
alias Rag.VectorStore
alias Rag.VectorStore.Chunk
alias Rag.Retriever.Semantic

# 1. Initialize router
{:ok, router} = Router.new(providers: [:gemini])

# 2. Build chunks from documents
documents = [
  %{content: "Elixir is a functional programming language.", source: "intro.md"},
  %{content: "GenServer handles state in OTP applications.", source: "otp.md"}
]
chunks = VectorStore.build_chunks(documents)

# 3. Generate embeddings
contents = Enum.map(chunks, & &1.content)
{:ok, embeddings, router} = Router.execute(router, :embeddings, contents, [])
chunks_with_embeddings = VectorStore.add_embeddings(chunks, embeddings)

# 4. Store in database (using YOUR app's Repo)
prepared = Enum.map(chunks_with_embeddings, &VectorStore.prepare_for_insert/1)
Repo.insert_all(Chunk, prepared)

# 5. Query with semantic search
query = "How do I manage state?"
{:ok, [query_embedding], router} = Router.execute(router, :embeddings, [query], [])

retriever = %Semantic{repo: Repo}
{:ok, results} = Semantic.retrieve(retriever, query_embedding, limit: 3)

# 6. Build RAG prompt and generate answer
context = Enum.map(results, & &1.content) |> Enum.join("\n\n")
rag_prompt = """
Answer the question based on the following context:

#{context}

Question: #{query}
"""

{:ok, answer, _router} = Router.execute(router, :text, rag_prompt, [])
IO.puts(answer)
Database Setup
Chunks Table Migration
defmodule MyApp.Repo.Migrations.CreateRagChunks do
  use Ecto.Migration

  def up do
    execute "CREATE EXTENSION IF NOT EXISTS vector"

    create table(:rag_chunks) do
      add :content, :text, null: false
      add :source, :string
      add :embedding, :vector, size: 768
      add :metadata, :map, default: %{}
      timestamps()
    end

    execute """
    CREATE INDEX rag_chunks_embedding_idx
    ON rag_chunks
    USING ivfflat (embedding vector_l2_ops)
    WITH (lists = 100)
    """

    execute """
    CREATE INDEX rag_chunks_content_search_idx
    ON rag_chunks
    USING gin (to_tsvector('english', content))
    """
  end

  def down do
    drop table(:rag_chunks)
  end
end
Architecture Overview
The library is organized into these main components:
	Component	Purpose
	Router	Multi-LLM orchestration with smart routing
	Providers	Gemini, Claude, Codex implementations
	VectorStore	Document storage with pgvector
	Retrievers	Semantic, fulltext, hybrid, graph search
	Chunking	Text splitting strategies
	Rerankers	LLM-based result reranking
	Pipeline	Composable RAG workflows
	GraphRAG	Knowledge graph construction and retrieval
	Agent	Tool-using agentic workflows

Next Steps
	LLM Providers - Configure multi-provider support
	Smart Router - Learn about routing strategies
	Vector Store - Store and search documents
	Retrievers - Different retrieval strategies
	Chunking - Text splitting strategies
	Pipeline - Build complex workflows
	GraphRAG - Knowledge graph-based RAG
	Agent Framework - Build tool-using agents

Examples
The examples/ directory contains runnable examples:
# Run a single example
mix run examples/basic_chat.exs

# Run all examples
./examples/run_all.sh

# Run without database examples
./examples/run_all.sh --skip-db
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    LLM Providers

The Rag library supports multiple LLM providers through a unified interface, enabling flexible provider selection and failover.
Available Providers
	Provider	Module	Embeddings	Tools	Streaming	Max Context
	Gemini	Rag.Ai.Gemini	Yes	Yes	Yes	1M tokens
	Claude	Rag.Ai.Claude	No	Yes	Yes	200K tokens
	Codex	Rag.Ai.Codex	No	Yes	Yes	128K tokens
	OpenAI	Rag.Ai.OpenAI	Yes	Yes	Yes	Model-dependent
	Ollama	Rag.Ai.Ollama	Yes	Yes	Yes	Model-dependent
	Cohere	Rag.Ai.Cohere	Yes	Yes	Yes	Model-dependent
	Nx	Rag.Ai.Nx	Yes	No	Config	Local

Provider Behaviour
All providers implement the Rag.Ai.Provider behaviour:
@callback new(attrs :: map()) :: struct()
@callback generate_embeddings(provider, texts, opts) :: {:ok, list(embedding())} | {:error, any()}
@callback generate_text(provider, prompt, opts) :: {:ok, response()} | {:error, any()}
Configuration
Environment Variables
# Gemini (recommended for embeddings)
export GEMINI_API_KEY="your-api-key"

# Claude (best for analysis)
export ANTHROPIC_API_KEY="your-api-key"

# OpenAI/Codex (best for code)
export OPENAI_API_KEY="your-api-key"
# or
export CODEX_API_KEY="your-api-key"

Gemini Provider
The default provider with full embedding support.
Models are resolved through Gemini.Config, so you can pass alias keys
(e.g., :flash_lite_latest) or omit :model to use auth-aware defaults.
Optional app-wide defaults:
config :rag, Rag.Ai.Gemini,
  model: Gemini.Config.default_model(),
  embedding_model: Gemini.Config.default_embedding_model()
Usage
alias Rag.Ai.Gemini
alias Gemini.Config, as: GeminiConfig

# Create provider instance
provider = Gemini.new(%{model: :flash_lite_latest})

# Text generation
{:ok, response} = Gemini.generate_text(provider, "Hello!", [])

# Streaming
{:ok, stream} = Gemini.generate_text(provider, "Hello!", stream: true)
Enum.each(stream, &IO.write/1)

# Embeddings
{:ok, embeddings} = Gemini.generate_embeddings(provider, ["text1", "text2"], [])
Options
# Text generation options
[
  stream: false,           # Enable streaming
  temperature: 0.7,        # Randomness (0.0-2.0)
  max_tokens: 1024,        # Max output tokens
  top_p: 0.9,             # Nucleus sampling
  top_k: 40               # Top-K sampling
]

# Embedding options
[
  task_type: :retrieval_document,  # or :retrieval_query
  model: GeminiConfig.default_embedding_model() # Auth-aware default
]
Capabilities
Gemini.supports_tools?()         # true
Gemini.supports_embeddings?()    # true
Gemini.max_context_tokens()      # 1_000_000
Gemini.cost_per_1k_tokens()      # {0.000075, 0.000300}
Claude Provider
Best for analysis, reasoning, and agentic workflows.
Usage
alias Rag.Ai.Claude

provider = Claude.new(%{
  model: "claude-sonnet-4-20250514",
  max_turns: 10
})

# Text generation
{:ok, response} = Claude.generate_text(provider, "Analyze this code", [])

# With system prompt
{:ok, response} = Claude.generate_text(provider, "Hello",
  system_prompt: "You are a helpful assistant."
)

# Embeddings NOT supported
{:error, :not_supported} = Claude.generate_embeddings(provider, ["text"], [])
Options
[
  stream: false,                   # Enable streaming
  system_prompt: "You are...",     # System instruction
  output_format: :text             # Output format
]
Codex Provider (OpenAI-compatible)
Best for code generation and structured output.
Usage
alias Rag.Ai.Codex

provider = Codex.new(%{
  model: "gpt-4o",
  reasoning_effort: :medium  # :low, :medium, or :high
})

# Text generation
{:ok, response} = Codex.generate_text(provider, "Write a function", [])

# With structured output
{:ok, response} = Codex.generate_text(provider, "Generate JSON",
  output_schema: %{type: "object", properties: %{...}}
)
OpenAI Provider (Direct HTTP)
Alternative OpenAI implementation without SDK.
Usage
alias Rag.Ai.OpenAI

provider = OpenAI.new(%{
  embeddings_url: "https://api.openai.com/v1/embeddings",
  embeddings_model: "text-embedding-3-small",
  text_url: "https://api.openai.com/v1/chat/completions",
  text_model: "gpt-4o",
  api_key: System.get_env("OPENAI_API_KEY")
})

{:ok, embeddings} = OpenAI.generate_embeddings(provider, ["text"], [])
{:ok, response} = OpenAI.generate_text(provider, "Hello", [])
Ollama Provider (Local)
For self-hosted local models.
Usage
alias Rag.Ai.Ollama

provider = Ollama.new(%{
  embeddings_url: "http://localhost:11434/api/embed",
  embeddings_model: "nomic-embed-text",
  text_url: "http://localhost:11434/api/chat",
  text_model: "llama2"
})

{:ok, embeddings} = Ollama.generate_embeddings(provider, ["text"], [])
{:ok, response} = Ollama.generate_text(provider, "Hello", [])
Nx Provider (On-Device)
For local inference using Bumblebee models.
Usage
alias Rag.Ai.Nx

# Must pre-configure Nx.Serving instances
provider = Nx.new(%{
  embeddings_serving: embedding_serving,  # from Bumblebee
  text_serving: text_serving
})

{:ok, embeddings} = Nx.generate_embeddings(provider, ["text"], [])
Capabilities Module
Query provider capabilities at runtime:
alias Rag.Ai.Capabilities

# Get all providers
Capabilities.all()
# %{gemini: %{embeddings: true, ...}, claude: %{...}, codex: %{...}}

# Get available providers (with valid credentials)
Capabilities.available()

# Check specific capability
Capabilities.can_handle?(:gemini, :embeddings)  # true
Capabilities.can_handle?(:claude, :embeddings)  # false

# Get providers with capability
Capabilities.with_capability(:embeddings)
# [{:gemini, %{...}}]

# Best provider for task
Capabilities.best_for(:embeddings)      # :gemini
Capabilities.best_for(:code_generation) # :codex
Capabilities.best_for(:analysis)        # :claude
Capabilities.best_for(:long_context)    # :gemini
Task Mappings
	Task	Best Provider	Reason
	:embeddings	Gemini	Only provider with embedding support
	:long_context	Gemini	1M token context window
	:multimodal	Gemini	Image/audio support
	:cost	Gemini	Most cost-effective
	:speed	Gemini	Fastest inference
	:code_generation	Codex	Optimized for code
	:structured_output	Codex	Best JSON generation
	:analysis	Claude	Deep reasoning
	:writing	Claude	Best prose quality
	:agentic	Claude	Multi-step workflows
	:reasoning	Claude	Complex logic
	:safety	Claude	Strongest safety

Streaming Responses
All major providers support streaming:
{:ok, stream} = Router.execute(router, :text, "Count to 10", stream: true)

# Consume stream
Enum.each(stream, fn chunk ->
  IO.write(chunk)
end)
Cost Comparison
	Provider	Input (per 1M tokens)	Output (per 1M tokens)
	Gemini	$0.075	$0.30
	Claude	$3.00	$15.00
	Codex/GPT-4o	$2.50	$10.00

Best Practices
	Use Gemini for embeddings - It's the only provider with native embedding support
	Use Claude for analysis - Best reasoning capabilities
	Use Codex for code - Optimized for code generation
	Configure fallback - Use Router with multiple providers for reliability
	Check capabilities first - Use Capabilities.can_handle?/2 before calling

Next Steps
	Smart Router - Learn about routing strategies
	Embeddings - Deep dive into embedding generation
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The Router provides intelligent multi-provider orchestration with automatic failover, load balancing, and task-based routing.
Overview
The Router selects the best LLM provider for each request based on configurable strategies, handles failures gracefully, and tracks provider health.
Creating a Router
alias Rag.Router

# With specific providers
{:ok, router} = Router.new(providers: [:gemini, :claude, :codex])

# Auto-detect available providers
{:ok, router} = Router.new(auto_detect: true)

# With specific strategy
{:ok, router} = Router.new(
  providers: [:gemini, :claude],
  strategy: :fallback
)
Auto-Strategy Selection
When strategy: :auto or not specified:
	Provider Count	Strategy	Reason
	3+ providers	:specialist	Task-based routing
	2 providers	:fallback	Reliability via retry
	1 provider	:fallback	Passthrough

Core API
Execute Request
# Text generation
{:ok, response, router} = Router.execute(router, :text, "Hello", [])

# With options
{:ok, response, router} = Router.execute(router, :text, "Hello",
  system_prompt: "You are helpful.",
  temperature: 0.7
)

# Embeddings
{:ok, embeddings, router} = Router.execute(router, :embeddings, ["text1", "text2"], [])

# Streaming
{:ok, stream, router} = Router.execute(router, :text, "Count to 10", stream: true)
Enum.each(stream, &IO.write/1)
Route Only (No Execution)
# Get selected provider without executing
{:ok, provider, router} = Router.route(router, :text, "Hello", [])
# provider is :gemini, :claude, or :codex
Query Providers
# Available providers
Router.available_providers(router)  # [:gemini, :claude]

# Get provider capabilities
{:ok, caps} = Router.get_provider(router, :gemini)
# %{embeddings: true, streaming: true, max_context: 1_000_000, ...}
Routing Strategies
Fallback Strategy
Tries providers in order until one succeeds.
{:ok, router} = Router.new(
  providers: [:gemini, :claude, :codex],
  strategy: :fallback,
  fallback_order: [:claude, :gemini, :codex],  # Custom order
  max_failures: 3,                              # Skip after 3 failures
  failure_decay_ms: 60_000                      # Reset after 60s
)
Behavior:
	Try first provider in order
	On failure, mark and try next
	Skip providers with >= max_failures recent failures
	Automatically recover after failure_decay_ms
	Success resets failure count

Configuration:
	fallback_order - Custom provider order (default: providers list order)
	max_failures - Failures before skipping (default: 3)
	failure_decay_ms - Time to reset failures (default: 60,000ms)

Round-Robin Strategy
Distributes load evenly across providers.
{:ok, router} = Router.new(
  providers: [:gemini, :claude, :codex],
  strategy: :round_robin,
  weights: %{gemini: 3, codex: 2, claude: 1},  # Optional weighted
  max_consecutive_failures: 3,
  recovery_cooldown_ms: 30_000
)
Behavior:
	Rotate through providers
	With weights: {gemini: 2, codex: 1} produces gemini, gemini, codex, gemini, gemini, codex...
	Skip unavailable providers
	Mark unavailable after consecutive failures
	Recover after cooldown period

Configuration:
	weights - Provider weights (default: equal)
	max_consecutive_failures - Before marking unavailable (default: 3)
	recovery_cooldown_ms - Recovery time (default: 30,000ms)

Specialist Strategy
Routes based on task type to best-suited provider.
{:ok, router} = Router.new(
  providers: [:gemini, :claude, :codex],
  strategy: :specialist,
  task_mappings: %{
    embeddings: :gemini,
    code_generation: :codex,
    analysis: :claude
  },
  fallback_provider: :gemini,
  max_failures: 3
)
Default Task Mappings:
	Task	Provider	Reason
	:embeddings	Gemini	Embedding support
	:long_context	Gemini	1M token window
	:multimodal	Gemini	Image/audio
	:cost	Gemini	Cheapest
	:speed	Gemini	Fastest
	:code_generation	Codex	Code optimized
	:code_review	Codex	Code understanding
	:structured_output	Codex	JSON generation
	:analysis	Claude	Deep reasoning
	:writing	Claude	Best prose
	:agentic	Claude	Multi-step
	:reasoning	Claude	Complex logic
	:safety	Claude	Safety focus

Task Inference:
	Explicit: Router.execute(router, :text, prompt, task: :code_generation)
	Automatic: Infers from prompt keywords	Code keywords: "write", "implement", "function", "code", "class"
	Analysis keywords: "analyze", "explain", "review", "compare"



Configuration:
	task_mappings - Task to provider mapping
	fallback_provider - Default if preferred unavailable
	max_failures - Before marking unavailable

Error Handling
case Router.execute(router, :text, "Hello", []) do
  {:ok, response, updated_router} ->
    # Success - use updated_router for subsequent calls
    IO.puts(response)

  {:error, :all_providers_failed} ->
    # All providers failed
    IO.puts("No providers available")

  {:error, reason} ->
    # Other error
    IO.puts("Error: #{inspect(reason)}")
end
Manual Result Reporting
# Report success/failure for custom execution
router = Router.report_result(router, :gemini, {:ok, "response"})
router = Router.report_result(router, :gemini, {:error, :timeout})

# Get next provider after failure
{:ok, next_provider, router} = Router.next_provider(router, :gemini)
Execution Flow
User Request
    |
    v
Router.execute()
    |
    v
Strategy.select_provider()
    |
    v
Get/Create Provider Instance
    |
    v
Provider.generate_text() or .generate_embeddings()
    |
    +---> Success: return {:ok, result, router}
    |
    +---> Failure: report_result() -> next_provider() -> retry
              |
              +--> All exhausted: {:error, :all_providers_failed}
Health Tracking
Each strategy tracks provider health differently:
Fallback
	Counts consecutive failures per provider
	Skips provider when count >= max_failures
	Resets count after failure_decay_ms or on success

Round-Robin
	Counts consecutive failures per provider
	Marks unavailable when count >= max_consecutive_failures
	Recovers after recovery_cooldown_ms
	Resets count on success

Specialist
	Counts total failures per provider
	Marks unavailable when count >= max_failures
	Falls back to fallback_provider
	Resets count on success

Provider Instance Caching
The router caches provider instances:
# First use creates instance
{:ok, response, router} = Router.execute(router, :text, "Hello", [])

# Subsequent calls reuse cached instance
{:ok, response, router} = Router.execute(router, :text, "World", [])
Best Practices
	Use fallback for reliability - When uptime is critical
	Use round-robin for load balancing - When distributing load matters
	Use specialist for optimization - When matching task to provider matters
	Always use updated router - Router state changes after each call
	Handle all_providers_failed - Have a fallback plan
	Configure timeouts - Prevent hanging on slow providers

Example: Complete Setup
alias Rag.Router

# Configure with all strategies
{:ok, router} = Router.new(
  providers: [:gemini, :claude, :codex],
  strategy: :specialist,
  task_mappings: %{
    embeddings: :gemini,
    code_generation: :codex,
    analysis: :claude,
    general: :gemini
  },
  fallback_provider: :gemini,
  max_failures: 3
)

# Embeddings go to Gemini
{:ok, embeddings, router} = Router.execute(router, :embeddings, ["text"], [])

# Code tasks go to Codex
{:ok, code, router} = Router.execute(router, :text,
  "Write a fibonacci function",
  task: :code_generation
)

# Analysis goes to Claude
{:ok, analysis, router} = Router.execute(router, :text,
  "Analyze this architecture decision",
  task: :analysis
)
Next Steps
	LLM Providers - Learn about each provider
	Embeddings - Embedding generation service
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    Vector Store

The VectorStore provides document storage and retrieval using PostgreSQL with pgvector for semantic search.
Overview
The VectorStore supports:
	Semantic Search: Vector similarity using L2 distance
	Full-Text Search: PostgreSQL tsvector keyword matching
	Hybrid Search: Reciprocal Rank Fusion (RRF) combining both
	Text Chunking: Intelligent text splitting with overlap

Database Setup
Migration
defmodule MyApp.Repo.Migrations.CreateRagChunks do
  use Ecto.Migration

  def up do
    execute "CREATE EXTENSION IF NOT EXISTS vector"

    create table(:rag_chunks) do
      add :content, :text, null: false
      add :source, :string
      add :embedding, :vector, size: 768
      add :metadata, :map, default: %{}
      timestamps()
    end

    # Vector index for semantic search
    execute """
    CREATE INDEX rag_chunks_embedding_idx
    ON rag_chunks
    USING ivfflat (embedding vector_l2_ops)
    WITH (lists = 100)
    """

    # Full-text search index
    execute """
    CREATE INDEX rag_chunks_content_search_idx
    ON rag_chunks
    USING gin (to_tsvector('english', content))
    """
  end

  def down do
    drop table(:rag_chunks)
  end
end
Core API
Building Chunks
alias Rag.VectorStore
alias Rag.VectorStore.Chunk

# Build single chunk
chunk = VectorStore.build_chunk(%{
  content: "Elixir is functional",
  source: "intro.md",
  metadata: %{category: "language"}
})

# Build multiple chunks
documents = [
  %{content: "First document", source: "doc1.md"},
  %{content: "Second document", source: "doc2.md"}
]
chunks = VectorStore.build_chunks(documents)
Adding Embeddings
alias Rag.Router

{:ok, router} = Router.new(providers: [:gemini])

# Generate embeddings
contents = Enum.map(chunks, & &1.content)
{:ok, embeddings, router} = Router.execute(router, :embeddings, contents, [])

# Attach to chunks
chunks_with_embeddings = VectorStore.add_embeddings(chunks, embeddings)
Storing Chunks
# Prepare for database insert
prepared = Enum.map(chunks_with_embeddings, &VectorStore.prepare_for_insert/1)

# Insert using your Repo
{count, _} = Repo.insert_all(Chunk, prepared)
Using the Store Behaviour
alias Rag.VectorStore.Pgvector

# Create store
store = Pgvector.new(repo: MyApp.Repo)

# Insert documents
{:ok, count} = Pgvector.insert(store, [
  %{content: "text", embedding: [0.1, 0.2, ...], source: "doc.md"}
])

# Search
{:ok, results} = Pgvector.search(store, query_embedding, limit: 5)
# results: [%{id: 1, content: "...", score: 0.99, source: "...", metadata: %{}}, ...]

# Delete
{:ok, count} = Pgvector.delete(store, [1, 2, 3])

# Get by IDs
{:ok, documents} = Pgvector.get(store, [1, 2])
Search Methods
Semantic Search
Vector similarity using L2 distance:
# Build query
query = VectorStore.semantic_search_query(query_embedding, limit: 5)

# Execute with your Repo
results = Repo.all(query)
# Returns: [%{id, content, source, metadata, distance}, ...]
Scoring:
	Score = 1.0 - distance
	Range: 0.0 (dissimilar) to 1.0 (identical)

Full-Text Search
PostgreSQL tsvector keyword matching:
# Build query
query = VectorStore.fulltext_search_query("GenServer state", limit: 5)

# Execute
results = Repo.all(query)
# Returns: [%{id, content, source, metadata, rank}, ...]
Features:
	Multiple search terms combined with AND
	English text search configuration
	Results ordered by ts_rank

Hybrid Search with RRF
Combines semantic and full-text using Reciprocal Rank Fusion:
# Perform both searches
semantic = Repo.all(VectorStore.semantic_search_query(embedding, limit: 20))
fulltext = Repo.all(VectorStore.fulltext_search_query(text, limit: 20))

# Combine with RRF
hybrid_results = VectorStore.calculate_rrf_score(semantic, fulltext)
# Returns: [%{rrf_score: 0.035, id, content, ...}, ...]
RRF Formula:
RRF(d) = Σ 1 / (k + rank(d))  where k = 60
Documents appearing in both result sets get combined scores.
Text Chunking
Split large documents into smaller chunks with byte positions:
alias Rag.Chunker
alias Rag.Chunker.Character

long_text = File.read!("large_document.md")
chunker = %Character{max_chars: 500, overlap: 50}
chunks = Chunker.chunk(chunker, long_text)

vector_chunks = VectorStore.from_chunker_chunks(chunks, "large_document.md")
This preserves start_byte and end_byte in metadata for source highlighting.
If you only need raw strings, VectorStore.chunk_text/2 remains available:
VectorStore.chunk_text(long_text, max_chars: 500, overlap: 50)
For more advanced chunking strategies, see the Chunking Guide.
Chunk Schema
The Rag.VectorStore.Chunk Ecto schema:
schema "rag_chunks" do
  field :content, :string
  field :source, :string
  field :embedding, Pgvector.Ecto.Vector
  field :metadata, :map, default: %{}
  timestamps()
end
API
# Create chunk struct
chunk = Chunk.new(%{content: "text", source: "file.md"})

# Changeset for insert
changeset = Chunk.changeset(chunk, %{content: "updated"})

# Embedding-only changeset
changeset = Chunk.embedding_changeset(chunk, %{embedding: [0.1, 0.2, ...]})

# Convert to map
map = Chunk.to_map(chunk)
Complete Workflow
alias Rag.Router
alias Rag.VectorStore
alias Rag.VectorStore.{Chunk, Pgvector}

# 1. Initialize
{:ok, router} = Router.new(providers: [:gemini])
store = Pgvector.new(repo: MyApp.Repo)

# 2. Prepare documents
documents = [
  %{content: "Elixir is functional", source: "intro.md"},
  %{content: "GenServer handles state", source: "otp.md"}
]

# 3. Build chunks
chunks = VectorStore.build_chunks(documents)

# 4. Generate embeddings
contents = Enum.map(chunks, & &1.content)
{:ok, embeddings, router} = Router.execute(router, :embeddings, contents, [])

# 5. Add embeddings to chunks
chunks_with_embeddings = VectorStore.add_embeddings(chunks, embeddings)

# 6. Store in database
prepared = Enum.map(chunks_with_embeddings, &VectorStore.prepare_for_insert/1)
Repo.insert_all(Chunk, prepared)

# 7. Search
query = "How do I manage state?"
{:ok, [query_embedding], _} = Router.execute(router, :embeddings, [query], [])

# Semantic search
semantic_results = Repo.all(
  VectorStore.semantic_search_query(query_embedding, limit: 5)
)

# Full-text search
fulltext_results = Repo.all(
  VectorStore.fulltext_search_query(query, limit: 5)
)

# Hybrid search
hybrid_results = VectorStore.calculate_rrf_score(semantic_results, fulltext_results)
Best Practices
	Use appropriate chunk sizes - 500-1000 chars works well for most use cases
	Add overlap - 50-100 chars helps maintain context across chunks
	Include source metadata - Helps with result attribution
	Create proper indexes - IVFFlat for vectors, GIN for full-text
	Use hybrid search - Combines semantic understanding with keyword precision

Next Steps
	Embeddings - Learn about the embedding service
	Retrievers - Higher-level retrieval abstractions
	Chunking - Advanced chunking strategies
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    Embeddings

The Embedding Service provides managed embedding generation with batching and statistics tracking.
Overview
The Rag.Embedding.Service is a GenServer that handles:
	Single and batch text embedding
	Automatic batching for large requests
	Chunk embedding with database preparation
	Statistics tracking

Starting the Service
alias Rag.Embedding.Service

# Basic start
{:ok, pid} = Service.start_link([])

# With options
{:ok, pid} = Service.start_link(
  batch_size: 100,
  provider: :gemini,
  name: :embedding_service
)
Options
	Option	Default	Description
	:batch_size	100	Max texts per batch
	:provider	Rag.Ai.Gemini	Embedding provider module
	:name	none	Process name for registration

Embedding Text
Single Text
{:ok, embedding} = Service.embed_text(pid, "Hello world")
# embedding: [0.1, 0.2, ...]  # Dimensions follow the configured Gemini embedding model
Multiple Texts
{:ok, embeddings} = Service.embed_texts(pid, ["Hello", "World", "Elixir"])
# embeddings: [[0.1, ...], [0.2, ...], [0.3, ...]]
Large requests are automatically batched according to batch_size.
Embedding Chunks
Embed and Return Chunks
alias Rag.VectorStore.Chunk

chunks = [
  %Chunk{content: "First document"},
  %Chunk{content: "Second document"}
]

{:ok, embedded_chunks} = Service.embed_chunks(pid, chunks)
# Each chunk now has its embedding field populated
Embed and Prepare for Insert
{:ok, insert_ready} = Service.embed_and_prepare(pid, chunks)
# Returns list of maps ready for Ecto insert_all

Repo.insert_all(Chunk, insert_ready)
This combines:
	embed_chunks/2 - Generate embeddings
	VectorStore.prepare_for_insert/1 - Add timestamps and format

Statistics
Track service usage:
stats = Service.get_stats(pid)
# %{
#   texts_embedded: 150,
#   batches_processed: 2,
#   errors: 0
# }
Internal State
%Service{
  provider: module(),           # AI provider module
  provider_instance: struct(),  # Provider instance
  batch_size: pos_integer(),    # Max texts per batch
  stats: %{
    texts_embedded: integer(),
    batches_processed: integer(),
    errors: integer()
  }
}
Using with Router
For simpler use cases, you can use the Router directly:
alias Rag.Router

{:ok, router} = Router.new(providers: [:gemini])

# Single embedding
{:ok, [embedding], router} = Router.execute(router, :embeddings, ["text"], [])

# Multiple embeddings
{:ok, embeddings, router} = Router.execute(router, :embeddings,
  ["text1", "text2", "text3"],
  []
)
The Embedding Service is useful when you need:
	Long-running service with state
	Automatic batching management
	Statistics tracking
	Named process access

Complete Workflow
alias Rag.Embedding.Service
alias Rag.VectorStore
alias Rag.VectorStore.Chunk

# 1. Start service
{:ok, pid} = Service.start_link(batch_size: 50, name: :embeddings)

# 2. Prepare documents
documents = [
  %{content: "Document 1", source: "doc1.md"},
  %{content: "Document 2", source: "doc2.md"}
]
chunks = VectorStore.build_chunks(documents)

# 3. Embed and prepare for insert
{:ok, insert_ready} = Service.embed_and_prepare(pid, chunks)

# 4. Insert into database
{count, _} = Repo.insert_all(Chunk, insert_ready)

# 5. Check stats
stats = Service.get_stats(pid)
IO.puts("Embedded #{stats.texts_embedded} texts in #{stats.batches_processed} batches")
Embedding Dimensions
	Provider	Model	Dimensions
	Gemini	Gemini.Config.default_embedding_model()	Gemini.Config.default_embedding_dimensions(Gemini.Config.default_embedding_model())
	OpenAI	text-embedding-3-small	1536
	OpenAI	text-embedding-3-large	3072
	Cohere	embed-english-v3.0	1024

Ensure your database vector column matches the provider's embedding dimensions.
Best Practices
	Batch requests - Use embed_texts/2 for multiple texts
	Monitor statistics - Track embedded count and errors
	Use named processes - Easier access in OTP applications
	Configure batch size - Balance throughput vs. API limits
	Handle errors - Service returns {:error, reason} on failure

Next Steps
	Vector Store - Store and search embeddings
	Retrievers - Use embeddings for retrieval
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    Chunking Strategies

The Rag.Chunker behavior provides pluggable strategies for splitting text into chunks optimized for different use cases.
Overview
alias Rag.Chunker
alias Rag.Chunker.{Character, Sentence, Paragraph, Recursive}

chunker = %Recursive{max_chars: 500}
chunks = Chunker.chunk(chunker, text)
Each chunk is a %Rag.Chunker.Chunk{} struct:
%Rag.Chunker.Chunk{
  content: String.t(),      # The chunk text
  start_byte: non_neg_integer(),
  end_byte: non_neg_integer(),
  index: non_neg_integer(),
  metadata: map()           # Chunker-specific metadata
}
Chunkers
1. Character (Rag.Chunker.Character)
Fixed-size chunks with smart boundary detection.
chunker = %Character{max_chars: 500, overlap: 50}
Chunker.chunk(chunker, text)
Options:
	max_chars - Maximum characters per chunk (default: 500)
	overlap - Characters to overlap between chunks (default: 50)

Behavior:
	Splits at sentence boundaries (.!?) when possible
	Falls back to word boundaries
	Falls back to hard split at max_chars
	Creates overlap for context preservation

Best for:
	Consistent embedding sizes
	Unstructured text
	Predictable chunk sizes

2. Sentence (Rag.Chunker.Sentence)
Preserves complete sentences within chunks.
chunker = %Sentence{max_chars: 500, min_chars: 100}
Chunker.chunk(chunker, text)
Options:
	max_chars - Maximum characters per chunk (default: 500)
	min_chars - Minimum characters before starting new chunk (optional)

Behavior:
	Splits on sentence boundaries
	Combines sentences up to max_chars
	If min_chars specified, continues until reaching minimum
	Falls back to character-based if a sentence exceeds max_chars

Best for:
	Q&A systems
	Well-structured prose
	Semantic coherence

3. Paragraph (Rag.Chunker.Paragraph)
Preserves paragraph structure and topic boundaries.
chunker = %Paragraph{max_chars: 500, min_chars: 100}
Chunker.chunk(chunker, text)
Options:
	max_chars - Maximum characters per chunk (default: 500)
	min_chars - Minimum characters before starting new chunk (optional)

Behavior:
	Splits on paragraph boundaries (double newlines)
	Combines short paragraphs if under min_chars
	Falls back to sentence-based if paragraph exceeds max_chars

Best for:
	Articles and blog posts
	Documentation
	Topic-organized content

4. Recursive (Rag.Chunker.Recursive)
Hierarchical splitting from paragraph to sentence to character.
chunker = %Recursive{max_chars: 500, min_chars: 100}
Chunker.chunk(chunker, text)
Options:
	max_chars - Maximum characters per chunk (default: 500)
	min_chars - Minimum characters per chunk (optional)

Metadata:
%{chunker: :recursive, hierarchy: :paragraph | :sentence | :character}
Best for:
	Mixed content structures
	Varying document formats
	Smart hierarchy preservation

5. Semantic (Rag.Chunker.Semantic)
Groups sentences by semantic similarity using embeddings.
alias Rag.Router
alias Rag.Chunker.Semantic

{:ok, router} = Router.new(providers: [:gemini])

embedding_fn = fn text ->
  {:ok, [embedding], _} = Router.execute(router, :embeddings, [text], [])
  embedding
end

chunker = %Semantic{embedding_fn: embedding_fn, threshold: 0.8, max_chars: 500}
Chunker.chunk(chunker, text)
Options:
	embedding_fn - Required function to generate embeddings
	threshold - Similarity threshold for grouping (default: 0.8)
	max_chars - Maximum characters per chunk (default: 500)

Behavior:
	Splits text into sentences
	Generates embedding for each sentence
	Groups sentences by cosine similarity
	Continues adding while similarity >= threshold and under max_chars

Best for:
	Topic-focused chunks
	High-quality RAG systems
	When API cost is acceptable

6. Format-Aware (Rag.Chunker.FormatAware)
Format-aware chunking using TextChunker for code and markup formats.
alias Rag.Chunker.FormatAware

chunker = %FormatAware{format: :markdown, chunk_size: 500}
Chunker.chunk(chunker, markdown_text)
Options:
	format - Document format (default: :plaintext)
	chunk_size - Maximum size in code points (default: 2000)
	chunk_overlap - Overlap between chunks (default: 200)
	size_fn - Custom size function (String.t() -> integer()) (optional)

Note: This chunker requires TextChunker:
{:text_chunker, "~> 0.5.2"}
Strategy Comparison
	Strategy	Chunk Size	Structure	API Calls	Best For
	Character	Consistent	May split thoughts	None	Predictable sizing
	Sentence	Variable	Complete thoughts	None	Q&A systems
	Paragraph	Variable	Topic boundaries	None	Structured docs
	Recursive	Variable	Smart hierarchy	None	Mixed content
	Semantic	Variable	Semantic groups	Yes	Topic coherence
	FormatAware	Variable	Format-aware	None	Code and markup

Overlap Demonstration
text = "First sentence. Second sentence. Third sentence. Fourth sentence."

# No overlap
Chunker.chunk(%Character{max_chars: 40, overlap: 0}, text)

# With overlap
Chunker.chunk(%Character{max_chars: 40, overlap: 20}, text)
Overlap helps:
	Preserve context between chunks
	Improve retrieval for information at chunk boundaries
	Reduce information loss during splitting

Position Validation
alias Rag.Chunker.Chunk

chunker = %Character{max_chars: 100}
chunks = Chunker.chunk(chunker, text)

Enum.all?(chunks, fn chunk ->
  Chunk.valid?(chunk, text)
end)
Complete Example
alias Rag.Chunker
alias Rag.Chunker.{Character, Sentence, Paragraph, Recursive, Semantic}

# Load document
text = File.read!("document.md")

# Try different strategies
char_chunks = Chunker.chunk(%Character{max_chars: 500, overlap: 50}, text)
sent_chunks = Chunker.chunk(%Sentence{max_chars: 500}, text)
para_chunks = Chunker.chunk(%Paragraph{max_chars: 500}, text)
rec_chunks = Chunker.chunk(%Recursive{max_chars: 500}, text)

# Semantic chunking (requires embedding function)
embedding_fn = fn text ->
  {:ok, [embedding], _} = Rag.Router.execute(router, :embeddings, [text], [])
  embedding
end

sem_chunks = Chunker.chunk(%Semantic{embedding_fn: embedding_fn, threshold: 0.75}, text)

# Compare results
for {name, chunks} <- [
  {"Character", char_chunks},
  {"Sentence", sent_chunks},
  {"Paragraph", para_chunks},
  {"Recursive", rec_chunks},
  {"Semantic", sem_chunks}
] do
  avg_size = if length(chunks) > 0 do
    total = Enum.reduce(chunks, 0, fn c, acc -> acc + String.length(c.content) end)
    round(total / length(chunks))
  else
    0
  end
  IO.puts("#{name}: #{length(chunks)} chunks, avg #{avg_size} chars")
end
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Retrievers provide different strategies for finding relevant documents based on queries.
Overview
The library provides four retriever implementations:
	Retriever	Method	Query Type	Best For
	Semantic	Vector similarity	Embedding	Conceptual matching
	FullText	Keyword matching	Text	Exact keywords
	Hybrid	RRF fusion	Both	Balanced results
	Graph	Knowledge graph	Both	Entity relationships

Retriever Behaviour
All retrievers implement the Rag.Retriever behaviour:
@callback retrieve(retriever, query, opts) :: {:ok, [result()]} | {:error, term()}

@type result :: %{
  id: any(),
  content: String.t(),
  score: float(),
  metadata: map()
}
Semantic Retriever
Uses pgvector L2 distance for vector similarity search.
alias Rag.Retriever
alias Rag.Retriever.Semantic

# Create retriever
retriever = %Semantic{repo: MyApp.Repo}

# Search with embedding
{:ok, results} = Retriever.retrieve(retriever, query_embedding, limit: 10)
Scoring:
	Score = 1.0 - L2_distance
	Range: 0.0 (dissimilar) to 1.0 (identical)

Capabilities:
	supports_embedding?() - true
	supports_text_query?() - false

Best for:
	Finding conceptually similar content
	When query meaning matters more than exact words

FullText Retriever
Uses PostgreSQL tsvector for keyword matching.
alias Rag.Retriever
alias Rag.Retriever.FullText

# Create retriever
retriever = %FullText{repo: MyApp.Repo}

# Search with text
{:ok, results} = Retriever.retrieve(retriever, "GenServer state", limit: 10)
Scoring:
	Score from PostgreSQL ts_rank function
	Multiple terms combined with AND

Capabilities:
	supports_embedding?() - false
	supports_text_query?() - true

Best for:
	Finding documents with specific keywords
	Technical term searches
	When exact matches matter

Hybrid Retriever
Combines semantic and full-text using Reciprocal Rank Fusion (RRF).
alias Rag.Retriever
alias Rag.Retriever.Hybrid

# Create retriever
retriever = %Hybrid{repo: MyApp.Repo}

# Search with both embedding and text
{:ok, results} = Retriever.retrieve(retriever, {embedding, "search text"}, limit: 10)
Query Format:
	Tuple of {embedding_vector, text_query}

Scoring (RRF):
RRF(d) = Σ 1 / (k + rank(d))  where k = 60
	Documents in both result sets get combined scores
	Balances semantic understanding with keyword precision

Capabilities:
	supports_embedding?() - true
	supports_text_query?() - true

Best for:
	Balanced semantic + keyword search
	When you want best of both methods
	Production RAG systems

Graph Retriever
Uses knowledge graph structure for context-aware retrieval.
alias Rag.Retriever.Graph

# Create retriever
retriever = Graph.new(
  graph_store: graph_store,
  vector_store: vector_store,
  mode: :hybrid,
  depth: 2,
  local_weight: 0.7,
  global_weight: 0.3
)

# Search
{:ok, results} = Retriever.retrieve(retriever, query_embedding,
  limit: 10,
  embedding_fn: &embed/1
)
Search Modes
Local Search (:local)
	Vector search on entity embeddings
	Graph traversal to related entities
	Collect source chunks from entities
	Score by graph distance

{:ok, results} = Graph.local_search(retriever, query, limit: 10)
Global Search (:global)
	Vector search on community summaries
	Returns high-level context
	Good for overview questions

{:ok, results} = Graph.global_search(retriever, query, limit: 10)
Hybrid Search (:hybrid)
	Runs local and global in parallel
	Combines with weighted RRF
	Best of both approaches

{:ok, results} = Graph.hybrid_search(retriever, query, limit: 10)
Configuration
	Option	Default	Description
	graph_store	required	Graph store module
	vector_store	required	Vector store module
	mode	:local	Search mode
	depth	2	Graph traversal depth
	local_weight	1.0	Weight for local in hybrid
	global_weight	1.0	Weight for global in hybrid

Scoring Comparison
	Retriever	Score Source	Range	Formula
	Semantic	L2 distance	0-1	1.0 - distance
	FullText	ts_rank	0-1+	PostgreSQL rank
	Hybrid	RRF	varies	Σ 1/(60+rank)
	Graph Local	Depth	0-1	1/(1+depth)
	Graph Global	Rank	0-1	1/(1+rank)

Complete Example
alias Rag.Router
alias Rag.Retriever
alias Rag.Retriever.{Semantic, FullText, Hybrid}
alias Rag.Reranker
alias Rag.Reranker.LLM

# Setup
{:ok, router} = Router.new(providers: [:gemini])
query = "How does GenServer handle state?"

# Get query embedding
{:ok, [query_embedding], router} = Router.execute(router, :embeddings, [query], [])

# Semantic search
semantic_retriever = %Semantic{repo: Repo}
{:ok, semantic_results} = Retriever.retrieve(semantic_retriever, query_embedding, limit: 10)

# Full-text search
fulltext_retriever = %FullText{repo: Repo}
{:ok, fulltext_results} = Retriever.retrieve(fulltext_retriever, query, limit: 10)

# Hybrid search
hybrid_retriever = %Hybrid{repo: Repo}
{:ok, hybrid_results} = Retriever.retrieve(hybrid_retriever, {query_embedding, query}, limit: 10)

# Compare results
IO.puts("Semantic: #{length(semantic_results)} results")
IO.puts("FullText: #{length(fulltext_results)} results")
IO.puts("Hybrid: #{length(hybrid_results)} results")

# Rerank hybrid results
reranker = LLM.new(router: router)
{:ok, reranked} = Reranker.rerank(reranker, query, hybrid_results, top_k: 5)

# Use top results for RAG
context = Enum.map(reranked, & &1.content) |> Enum.join("\n\n")
Choosing a Retriever
Use Semantic when:
	Query meaning matters more than keywords
	Finding conceptually similar content
	Working with paraphrased queries

Use FullText when:
	Searching for specific terms
	Technical/domain-specific queries
	Exact keyword matching needed

Use Hybrid when:
	Want balanced results
	Building production RAG systems
	Unsure which method works best

Use Graph when:
	Entity relationships matter
	Need multi-hop reasoning
	Building knowledge-intensive applications

Pipeline Integration
# In a pipeline step
def retrieve_step(input, context, _opts) do
  retriever = %Hybrid{repo: context.repo}
  embedding = Context.get_step_result(context, :embed_query)
  query = context.query

  case Retriever.retrieve(retriever, {embedding, query}, limit: 10) do
    {:ok, results} -> {:ok, results}
    {:error, reason} -> {:error, reason}
  end
end
Next Steps
	Rerankers - Improve retrieval quality with reranking
	GraphRAG - Build knowledge graphs for retrieval
	Pipeline - Combine retrievers in workflows
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Rerankers improve retrieval quality by scoring documents based on relevance to the query.
Overview
The library provides two reranker implementations:
	Reranker	Method	Use Case
	LLM	LLM-based scoring	Production quality
	Passthrough	No-op	Testing/baselines

Reranker Behaviour
All rerankers implement the Rag.Reranker behaviour:
@callback rerank(reranker, query, documents, opts) ::
  {:ok, [document()]} | {:error, term()}

@type document :: %{
  id: any(),
  content: String.t(),
  score: float(),
  metadata: map()
}
LLM Reranker
Uses an LLM to score document relevance on a 1-10 scale.
Creating
alias Rag.Reranker.LLM
alias Rag.Router

# Default configuration
reranker = LLM.new()

# With custom router
{:ok, router} = Router.new(providers: [:gemini, :claude])
reranker = LLM.new(router: router)

# With custom prompt
template = """
Score these documents for relevance to: {query}

Documents:
{documents}

Return JSON: [{"doc_index": 0, "score": 8}, ...]
"""
reranker = LLM.new(prompt_template: template)
Reranking
alias Rag.Reranker

documents = [
  %{id: 1, content: "Elixir programming", score: 0.7, metadata: %{}},
  %{id: 2, content: "Python basics", score: 0.8, metadata: %{}}
]

# Basic reranking
{:ok, reranked} = Reranker.rerank(reranker, "What is Elixir?", documents)

# With options
{:ok, reranked} = Reranker.rerank(reranker, "What is Elixir?", documents,
  top_k: 5,
  normalize_scores: true
)
Options
	Option	Default	Description
	top_k	all	Return only top K documents
	normalize_scores	false	Normalize scores to 0-1 range

Scoring
The LLM scores documents on a 1-10 scale:
	1-3: Not relevant or minimally relevant
	4-6: Somewhat relevant
	7-9: Highly relevant
	10: Extremely relevant

Default Prompt Template
You are a relevance scoring assistant. Given a query and a list of documents,
score each document's relevance to the query on a scale from 1 to 10...

Query: {query}

Documents:
{documents}

Return ONLY a JSON array with the scores in this exact format:
[{"doc_index": 0, "score": 8}, {"doc_index": 1, "score": 5}, ...]
Score Normalization
When normalize_scores: true:
	Maps LLM scores (1-10) to 0-1 range
	Formula: (score - min) / (max - min)
	Equal scores normalize to 1.0

Passthrough Reranker
Returns documents unchanged. Useful for testing.
alias Rag.Reranker
alias Rag.Reranker.Passthrough

reranker = %Passthrough{}

# Documents returned unchanged
{:ok, same_docs} = Reranker.rerank(reranker, "query", documents)
Complete RAG Pipeline
alias Rag.Router
alias Rag.Retriever
alias Rag.Retriever.Hybrid
alias Rag.Reranker
alias Rag.Reranker.LLM

# Setup
{:ok, router} = Router.new(providers: [:gemini])
query = "How does GenServer handle state?"

# 1. Get query embedding
{:ok, [embedding], router} = Router.execute(router, :embeddings, [query], [])

# 2. Hybrid retrieval
retriever = %Hybrid{repo: Repo}
{:ok, results} = Retriever.retrieve(retriever, {embedding, query}, limit: 20)

# 3. Rerank with LLM
reranker = LLM.new(router: router)
{:ok, reranked} = Reranker.rerank(reranker, query, results,
  top_k: 5,
  normalize_scores: true
)

# 4. Build context from top results
context = reranked
  |> Enum.map(fn doc ->
    "- #{doc.content} (Score: #{Float.round(doc.score, 2)})"
  end)
  |> Enum.join("\n")

# 5. Generate answer
rag_prompt = """
Answer based on the following context:

#{context}

Question: #{query}
"""

{:ok, answer, _} = Router.execute(router, :text, rag_prompt, [])
IO.puts(answer)
Comparison: With vs Without Reranking
# Without reranking - use initial retrieval scores
{:ok, results} = Retriever.retrieve(hybrid_retriever, {embedding, query}, limit: 5)

# With reranking - LLM improves relevance ordering
{:ok, results} = Retriever.retrieve(hybrid_retriever, {embedding, query}, limit: 20)
{:ok, reranked} = Reranker.rerank(reranker, query, results, top_k: 5)
Benefits of reranking:
	More accurate relevance scoring
	Better context for answer generation
	Handles retriever score inconsistencies
	Can catch false positives from vector search

Trade-offs:
	Additional LLM API call
	Increased latency
	Higher cost

Pipeline Integration
alias Rag.Pipeline

Pipeline.new(:rag_with_rerank)
|> Pipeline.add_step(
  name: :retrieve,
  module: Steps,
  function: :retrieve,
  args: [limit: 20]
)
|> Pipeline.add_step(
  name: :rerank,
  module: Steps,
  function: :rerank,
  inputs: [:retrieve],
  args: [top_k: 5],
  on_error: :continue  # Skip reranking on error
)
|> Pipeline.add_step(
  name: :generate,
  module: Steps,
  function: :generate,
  inputs: [:rerank]
)
Best Practices
	Retrieve more, rerank fewer - Get 20 results, rerank to 5
	Use with hybrid search - Reranking helps reconcile different scores
	Handle errors gracefully - Fall back to unreranked results
	Normalize scores - For consistent downstream processing
	Consider cost - Reranking adds an LLM call

Next Steps
	Retrievers - Different retrieval strategies
	Pipeline - Build complete RAG workflows
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The Pipeline system provides composable RAG workflows with parallel execution, caching, and error handling.
Overview
Pipelines consist of:
	Steps - Individual processing units
	Context - Shared state between steps
	Executor - Runs steps with caching/retry/telemetry

Creating a Pipeline
alias Rag.Pipeline
alias Rag.Pipeline.Step

pipeline = Pipeline.new(:rag_pipeline, description: "Complete RAG workflow")
Adding Steps
pipeline = Pipeline.add_step(pipeline,
  name: :embed_query,
  module: Steps,
  function: :embed_query,
  args: [model: "gemini"],
  timeout: 10_000,
  on_error: {:retry, 2},
  cache: true
)
Step Options
	Option	Default	Description
	name	required	Step identifier (atom)
	module	required	Module containing function
	function	required	Function to call
	args	[]	Arguments passed to function
	inputs	nil	Dependencies on previous steps
	parallel	false	Run concurrently
	on_error	:halt	Error handling strategy
	cache	false	Cache results with ETS
	timeout	nil	Timeout in milliseconds

Step Functions
Every step function must have this signature:
def step_name(input, context, opts) do
  # input: Result from previous step(s)
  # context: Pipeline.Context struct
  # opts: Keyword list from step's :args

  # Return one of:
  {:ok, result}
  {:ok, result, updated_context}
  {:error, reason}
end
Example Step
defmodule MySteps do
  alias Rag.Pipeline.Context

  def embed_query(query, context, opts) do
    router = opts[:router]
    case Router.execute(router, :embeddings, [query], []) do
      {:ok, [embedding], _} ->
        updated_context = %{context | query_embedding: embedding}
        {:ok, embedding, updated_context}
      {:error, reason} ->
        {:error, reason}
    end
  end
end
Context
The context holds state throughout pipeline execution:
alias Rag.Pipeline.Context

# Create context
context = Context.new("What is Elixir?")

# Context structure
%Context{
  input: any(),                    # Original input
  query: String.t() | nil,
  query_embedding: [float()] | nil,
  retrieval_results: list(),
  reranked_results: list(),
  context_text: String.t() | nil,
  response: String.t() | nil,
  metadata: %{step_results: %{}},
  errors: []
}
Context API
# Store step result
context = Context.put_step_result(context, :embed, embedding)

# Get step result
embedding = Context.get_step_result(context, :embed)

# Store metadata
context = Context.put_metadata(context, :user_id, 123)

# Add error (for :continue strategy)
context = Context.add_error(context, {:step_failed, :rerank})
Input Dependencies
No Dependencies (Default)
Step receives output from previous step:
Pipeline.add_step(pipeline, name: :step2, ...)
# step2 receives output from step1
Single Dependency
Pipeline.add_step(pipeline,
  name: :generate,
  inputs: [:retrieve],
  ...
)
# generate receives the :retrieve step's result
Multiple Dependencies
Pipeline.add_step(pipeline,
  name: :combine,
  inputs: [:semantic_search, :fulltext_search],
  ...
)
# combine receives: %{semantic_search: [...], fulltext_search: [...]}
Error Handling
:halt (Default)
Stop pipeline immediately on error:
Pipeline.add_step(pipeline,
  name: :critical,
  on_error: :halt  # Pipeline stops if this fails
)
:continue
Log error but continue execution:
Pipeline.add_step(pipeline,
  name: :optional_rerank,
  on_error: :continue  # Skip if fails, continue pipeline
)
{:retry, n}
Retry up to n times:
Pipeline.add_step(pipeline,
  name: :api_call,
  on_error: {:retry, 3}  # Retry up to 3 times
)
Parallel Execution
Independent steps can run concurrently:
Pipeline.new(:hybrid_search)
|> Pipeline.add_step(name: :embed, ...)
|> Pipeline.add_step(
  name: :semantic_search,
  inputs: [:embed],
  parallel: true  # Runs in parallel
)
|> Pipeline.add_step(
  name: :fulltext_search,
  inputs: [:embed],
  parallel: true  # Runs in parallel
)
|> Pipeline.add_step(
  name: :combine,
  inputs: [:semantic_search, :fulltext_search]  # Waits for both
)
Caching
Cache expensive operations with ETS:
Pipeline.add_step(pipeline,
  name: :embed,
  cache: true  # Results cached in ETS
)
Benefits:
	Same input skips execution, uses cache
	Persists across pipeline runs
	Useful for embeddings, expensive computations

Performance:
First run:  3500ms (embedding computed)
Second run: 2100ms (embedding cached)
Speedup:    ~40%
Timeouts
Prevent hanging on slow steps:
Pipeline.add_step(pipeline,
  name: :llm_generate,
  timeout: 30_000  # 30 second timeout
)
Telemetry
Pipeline emits telemetry events:
# Start event
[:rag, :pipeline, :step, :start]
# Metadata: %{pipeline: :name, step: :step_name, attempt: 0}

# Stop event
[:rag, :pipeline, :step, :stop]
# Measurements: %{duration: microseconds}

# Exception event
[:rag, :pipeline, :step, :exception]
# Metadata: %{pipeline: :name, step: :step_name, error: reason}
Attaching Handlers
:telemetry.attach(
  "pipeline-logger",
  [:rag, :pipeline, :step, :stop],
  fn _event, measurements, metadata, _config ->
    IO.puts("Step #{metadata.step} completed in #{measurements.duration}μs")
  end,
  nil
)
Complete Example
defmodule MyApp.RAGPipeline do
  alias Rag.Pipeline
  alias Rag.Pipeline.Context

  def build(router, retriever) do
    Pipeline.new(:rag_pipeline, description: "Complete RAG")
    |> Pipeline.add_step(
      name: :embed_query,
      module: __MODULE__,
      function: :embed_query,
      args: [router: router],
      timeout: 10_000,
      on_error: {:retry, 2},
      cache: true
    )
    |> Pipeline.add_step(
      name: :retrieve,
      module: __MODULE__,
      function: :retrieve,
      args: [retriever: retriever],
      inputs: [:embed_query],
      timeout: 5_000
    )
    |> Pipeline.add_step(
      name: :rerank,
      module: __MODULE__,
      function: :rerank,
      args: [router: router],
      inputs: [:retrieve],
      on_error: :continue  # Optional step
    )
    |> Pipeline.add_step(
      name: :generate,
      module: __MODULE__,
      function: :generate,
      args: [router: router],
      inputs: [:rerank],
      timeout: 30_000
    )
  end

  def embed_query(query, context, opts) do
    router = opts[:router]
    case Router.execute(router, :embeddings, [query], []) do
      {:ok, [embedding], _} ->
        {:ok, embedding, %{context | query: query, query_embedding: embedding}}
      {:error, reason} ->
        {:error, reason}
    end
  end

  def retrieve(embedding, context, opts) do
    retriever = opts[:retriever]
    case Retriever.retrieve(retriever, {embedding, context.query}, limit: 10) do
      {:ok, results} ->
        {:ok, results, %{context | retrieval_results: results}}
      {:error, reason} ->
        {:error, reason}
    end
  end

  def rerank(results, context, opts) do
    router = opts[:router]
    reranker = Rag.Reranker.LLM.new(router: router)
    case Rag.Reranker.rerank(reranker, context.query, results, top_k: 5) do
      {:ok, reranked} ->
        {:ok, reranked, %{context | reranked_results: reranked}}
      {:error, _} ->
        # Return original results if reranking fails
        {:ok, results}
    end
  end

  def generate(results, context, opts) do
    router = opts[:router]
    context_text = Enum.map(results, & &1.content) |> Enum.join("\n\n")

    prompt = """
    Answer based on context:
    #{context_text}

    Question: #{context.query}
    """

    case Router.execute(router, :text, prompt, []) do
      {:ok, response, _} ->
        {:ok, response, %{context | response: response, context_text: context_text}}
      {:error, reason} ->
        {:error, reason}
    end
  end
end

# Usage
{:ok, router} = Router.new(providers: [:gemini])
retriever = %Rag.Retriever.Hybrid{repo: Repo}

pipeline = MyApp.RAGPipeline.build(router, retriever)
context = Context.new("What is GenServer?")

case Pipeline.execute(pipeline, context.input) do
  {:ok, response, final_context} ->
    IO.puts("Answer: #{response}")
    IO.puts("Used #{length(final_context.retrieval_results)} documents")

  {:error, reason} ->
    IO.puts("Pipeline failed: #{inspect(reason)}")
end
Configuration Best Practices
Timeouts
	Step Type	Suggested Timeout
	Embedding	10-15 seconds
	Database query	5 seconds
	LLM generation	30-60 seconds
	Overall pipeline	Sum + buffer

Caching
Enable for:
	Embeddings (deterministic)
	Expensive computations
	Repeated queries

Disable for:
	User-specific results
	Time-sensitive data

Error Handling
	Step Type	Strategy
	Critical (embedding, retrieval)	:halt or {:retry, 2}
	Enhancement (reranking)	:continue
	External APIs	{:retry, 3}

Next Steps
	Retrievers - Retrieval strategies for pipelines
	Rerankers - Improve retrieval quality
	Agent Framework - Integrate agents in pipelines
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GraphRAG extends traditional RAG by building knowledge graphs from documents for enhanced retrieval through entity relationships and community detection.
Overview
GraphRAG provides:
	Entity Extraction - Extract entities and relationships using LLM
	Graph Storage - Store entities, edges, and communities in PostgreSQL
	Community Detection - Cluster related entities with label propagation
	Graph Retrieval - Local, global, and hybrid search modes

Architecture
Documents
    |
    v
Entity Extraction (LLM)
    |
    v
Graph Storage (PostgreSQL + pgvector)
    |
    v
Community Detection (Label Propagation)
    |
    v
Graph Retrieval (Local/Global/Hybrid)
Entity Extraction
Extract entities and relationships from text:
alias Rag.GraphRAG.Extractor
alias Rag.Router

{:ok, router} = Router.new(providers: [:gemini])

text = "Alice works for Acme Corp in New York. Bob reports to Alice."

{:ok, result} = Extractor.extract(text, router: router)
# result.entities: [%{name: "Alice", type: :person, ...}, ...]
# result.relationships: [%{source: "Bob", target: "Alice", type: :reports_to, ...}]
Entity Types
	:person - Individuals
	:organization - Companies, institutions
	:location - Geographic places
	:event - Named events
	:concept - Abstract ideas
	:technology - Technologies/tools
	:document - Documents/publications

Relationship Types
	:works_for - Employment
	:located_in - Geography
	:created_by - Authorship
	:part_of - Membership
	:related_to - General
	:uses - Tool usage
	:depends_on - Dependencies

Batch Extraction
{:ok, results} = Extractor.extract_batch(documents,
  router: router,
  max_concurrency: 4,
  timeout: 60_000
)
Entity Resolution
Merge duplicate entities:
entities = [
  %{name: "New York", type: :location, ...},
  %{name: "NYC", type: :location, ...}
]

{:ok, resolved} = Extractor.resolve_entities(entities, router: router)
# Returns: [%{name: "New York", aliases: ["NYC"], ...}]
Graph Storage
Database Setup
defmodule MyApp.Repo.Migrations.CreateGraphTables do
  use Ecto.Migration

  def up do
    # Entities (nodes)
    create table(:graph_entities) do
      add :type, :string, null: false
      add :name, :string, null: false
      add :properties, :map, default: %{}
      add :embedding, :vector, size: 768
      add :source_chunk_ids, {:array, :integer}, default: []
      timestamps()
    end

    create index(:graph_entities, [:type])
    create index(:graph_entities, [:name])

    execute """
    CREATE INDEX graph_entities_embedding_idx
    ON graph_entities
    USING ivfflat (embedding vector_l2_ops)
    WITH (lists = 100)
    """

    # Edges (relationships)
    create table(:graph_edges) do
      add :from_id, references(:graph_entities, on_delete: :delete_all)
      add :to_id, references(:graph_entities, on_delete: :delete_all)
      add :type, :string, null: false
      add :weight, :float, default: 1.0
      add :properties, :map, default: %{}
      timestamps()
    end

    create index(:graph_edges, [:from_id])
    create index(:graph_edges, [:to_id])
    create index(:graph_edges, [:type])

    # Communities (clusters)
    create table(:graph_communities) do
      add :level, :integer, default: 0
      add :summary, :text
      add :entity_ids, {:array, :integer}, default: []
      timestamps()
    end

    create index(:graph_communities, [:level])
  end
end
Creating Nodes and Edges
alias Rag.GraphStore
alias Rag.GraphStore.Pgvector

store = %Pgvector{repo: MyApp.Repo}

# Create entity
{:ok, alice} = GraphStore.create_node(store, %{
  type: :person,
  name: "Alice Smith",
  properties: %{role: "engineer"},
  embedding: [0.1, 0.2, ...],
  source_chunk_ids: [1, 2, 3]
})

# Create relationship
{:ok, edge} = GraphStore.create_edge(store, %{
  from_id: alice.id,
  to_id: acme.id,
  type: :works_for,
  weight: 0.95
})
Graph Traversal
# Find neighbors
{:ok, neighbors} = GraphStore.find_neighbors(store, alice.id,
  direction: :both,  # :in, :out, or :both
  limit: 10,
  edge_type: :works_for
)

# BFS traversal
{:ok, nodes} = GraphStore.traverse(store, alice.id,
  max_depth: 2,
  algorithm: :bfs
)

# DFS traversal
{:ok, nodes} = GraphStore.traverse(store, alice.id,
  max_depth: 3,
  algorithm: :dfs
)
Vector Search on Entities
{:ok, similar} = GraphStore.vector_search(store, query_embedding,
  limit: 5,
  type: :person  # Optional filter
)
Community Detection
Detect clusters of related entities:
alias Rag.GraphRAG.CommunityDetector

# Detect communities
{:ok, communities} = CommunityDetector.detect(store, max_iterations: 100)
# Returns: [%{id: 1, level: 0, entity_ids: [1, 2, 3], summary: nil}, ...]

# Generate summaries with LLM
{:ok, summarized} = CommunityDetector.summarize_communities(store, communities,
  router: router
)

# Combined: detect and summarize
{:ok, communities} = CommunityDetector.detect_and_summarize(store,
  router: router,
  max_iterations: 100
)
Hierarchical Communities
Build multi-level community hierarchy:
{:ok, hierarchy} = CommunityDetector.build_hierarchy(store,
  levels: 3,
  max_iterations: 100
)
# Returns: [[level_0_communities], [level_1_communities], [level_2_communities]]
Graph-Based Retrieval
Creating a Graph Retriever
alias Rag.Retriever.Graph

retriever = Graph.new(
  graph_store: graph_store,
  vector_store: vector_store,
  mode: :hybrid,
  depth: 2,
  local_weight: 0.7,
  global_weight: 0.3
)
Search Modes
Local Search
Find specific, detailed information via entity expansion:
{:ok, results} = Graph.local_search(retriever, query_embedding,
  limit: 10,
  depth: 2
)
Process:
	Vector search on entity embeddings
	BFS traversal to related entities
	Collect source chunks from entities
	Score by graph distance (closer = higher)

Best for: "What is Alice's role?", specific entity queries
Global Search
Find high-level context via community summaries:
{:ok, results} = Graph.global_search(retriever, query_embedding,
  limit: 10
)
Process:
	Vector search on community summaries
	Return community summaries as context

Best for: "What are the main areas of focus?", overview queries
Hybrid Search
Combine local and global with weighted RRF:
{:ok, results} = Graph.hybrid_search(retriever, query_embedding,
  limit: 10
)
Process:
	Run local and global in parallel
	Apply weighted RRF fusion
	Return merged results

Best for: Complex queries needing multiple perspectives
Using the Retriever
alias Rag.Retriever

# With embedding
{:ok, results} = Retriever.retrieve(retriever, query_embedding, limit: 10)

# With text (requires embedding function)
{:ok, results} = Retriever.retrieve(retriever, "search query",
  limit: 10,
  embedding_fn: fn text ->
    {:ok, [emb], _} = Router.execute(router, :embeddings, [text], [])
    emb
  end
)
Complete Workflow
alias Rag.Router
alias Rag.GraphStore
alias Rag.GraphStore.Pgvector
alias Rag.GraphRAG.{Extractor, CommunityDetector}
alias Rag.Retriever.Graph

# 1. Initialize
{:ok, router} = Router.new(providers: [:gemini])
store = %Pgvector{repo: MyApp.Repo}

# 2. Extract entities from documents
documents = ["doc1 text", "doc2 text", "doc3 text"]
{:ok, results} = Extractor.extract_batch(documents, router: router)

# 3. Resolve duplicates
all_entities = Enum.flat_map(results, & &1.entities)
{:ok, resolved} = Extractor.resolve_entities(all_entities, router: router)

# 4. Generate embeddings
entity_texts = Enum.map(resolved, &"#{&1.name}: #{&1.description}")
{:ok, embeddings, _} = Router.execute(router, :embeddings, entity_texts, [])

# 5. Store entities with embeddings
entity_ids = for {entity, embedding} <- Enum.zip(resolved, embeddings) do
  {:ok, node} = GraphStore.create_node(store, %{
    type: entity.type,
    name: entity.name,
    properties: %{description: entity.description},
    embedding: embedding
  })
  {entity.name, node.id}
end |> Map.new()

# 6. Create relationships
all_rels = Enum.flat_map(results, & &1.relationships)
for rel <- all_rels do
  from_id = entity_ids[rel.source]
  to_id = entity_ids[rel.target]

  if from_id && to_id do
    GraphStore.create_edge(store, %{
      from_id: from_id,
      to_id: to_id,
      type: rel.type,
      weight: rel.weight
    })
  end
end

# 7. Detect and summarize communities
{:ok, communities} = CommunityDetector.detect_and_summarize(store,
  router: router,
  max_iterations: 100
)

# 8. Create retriever
retriever = Graph.new(
  graph_store: store,
  vector_store: vector_store,
  mode: :hybrid,
  depth: 2
)

# 9. Query
{:ok, [query_emb], _} = Router.execute(router, :embeddings, ["AI projects"], [])
{:ok, results} = Retriever.retrieve(retriever, query_emb, limit: 10)
Choosing Search Mode
	Query Type	Mode	Example
	Specific entity	:local	"What is Alice's role?"
	Overview	:global	"What are the main themes?"
	Complex/multi-faceted	:hybrid	"How do teams connect to projects?"

Performance Tips
	Batch extraction - Use extract_batch/2 with concurrency
	Limit traversal depth - Default depth of 2 balances breadth/performance
	Type filtering - Filter vector search by entity type when possible
	Adjust weights - Tune local/global weights for your use case
	Index properly - Ensure vector and type indexes exist

Next Steps
	Retrievers - Other retrieval strategies
	Pipeline - Integrate GraphRAG in workflows
	Agent Framework - Use with agents
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The Agent Framework enables building tool-using agents with conversation memory and multi-turn interactions.
Overview
The framework consists of four components:
	Component	Purpose
	Agent	Core orchestrator for LLM + tool execution
	Session	Conversation memory and context
	Registry	Tool registration and dispatch
	Tool	Behaviour for custom tools

Creating an Agent
alias Rag.Agent.Agent
alias Rag.Agent.Tools.{SearchRepos, ReadFile, AnalyzeCode}

# Simple agent
agent = Agent.new()

# Agent with tools
agent = Agent.new(
  tools: [SearchRepos, ReadFile, AnalyzeCode],
  max_iterations: 10
)

# With existing session
agent = Agent.new(
  tools: [SearchRepos, ReadFile],
  session: existing_session,
  provider: :gemini
)
Options
	Option	Default	Description
	tools	[]	Tool modules to register
	session	new Session	Session for memory
	provider	Gemini	LLM provider
	max_iterations	10	Max tool calling rounds

Processing Queries
Simple Processing (No Tools)
{:ok, response, agent} = Agent.process(agent, "What is Elixir?")
IO.puts(response)
Processing with Tools
{:ok, response, agent} = Agent.process_with_tools(agent,
  "Find all GenServer modules in the codebase"
)
The agent will:
	Send query to LLM with available tools
	If LLM requests a tool, execute it
	Send tool result back to LLM
	Repeat until final answer or max_iterations

Context Management
# Add context for tools
agent = agent
  |> Agent.with_context(:repo, MyApp.Repo)
  |> Agent.with_context(:user_id, 123)
  |> Agent.with_context(:search_fn, &vector_store_search/2)

# Access history
history = Agent.get_history(agent)

# Clear history
agent = Agent.clear_history(agent)
Session
Sessions maintain conversation state:
alias Rag.Agent.Session

# Create session
session = Session.new()
session = Session.new(id: "session-123", metadata: %{user: "alice"})

# Add messages
session = session
  |> Session.add_message(:user, "Hello")
  |> Session.add_message(:assistant, "Hi there!")
  |> Session.add_message(:system, "Context info")

# Add tool result
session = Session.add_tool_result(session, "search", {:ok, results})

# Query session
Session.messages(session)        # All messages
Session.last_messages(session, 5) # Last 5
Session.message_count(session)   # Count
Session.token_estimate(session)  # Approximate tokens

# Context management
session = Session.set_context(session, :repo, repo)
session = Session.merge_context(session, %{repo: repo, user_id: 123})
context = Session.context(session)
repo = Session.get_context(session, :repo, nil)

# Format for LLM
llm_messages = Session.to_llm_messages(session)
Registry
Manage tool registration:
alias Rag.Agent.Registry

# Create registry
registry = Registry.new()
registry = Registry.new(tools: [SearchRepos, ReadFile])

# Register tools
registry = Registry.register(registry, CustomTool)
registry = Registry.register_all(registry, [Tool1, Tool2])

# Query tools
Registry.get(registry, "search")     # {:ok, module} | {:error, :not_found}
Registry.list(registry)              # [module1, module2, ...]
Registry.names(registry)             # ["search", "read_file", ...]
Registry.count(registry)             # 3
Registry.has_tool?(registry, "search") # true

# Unregister
registry = Registry.unregister(registry, "old_tool")

# Execute tool
{:ok, result} = Registry.execute(registry, "search",
  %{"query" => "authentication"},
  %{repo: repo, user_id: 123}
)

# Format for LLM
tool_definitions = Registry.format_for_llm(registry)
Creating Custom Tools
Implement the Rag.Agent.Tool behaviour:
defmodule MyApp.Tools.CustomSearch do
  @behaviour Rag.Agent.Tool

  @impl true
  def name, do: "custom_search"

  @impl true
  def description do
    "Search for information in the knowledge base"
  end

  @impl true
  def parameters do
    %{
      type: "object",
      properties: %{
        query: %{
          type: "string",
          description: "The search query"
        },
        limit: %{
          type: "integer",
          description: "Maximum results to return"
        }
      },
      required: ["query"]
    }
  end

  @impl true
  def execute(args, context) do
    query = Map.get(args, "query")
    limit = Map.get(args, "limit", 10)

    # Access context values
    repo = Map.get(context, :repo)
    search_fn = Map.get(context, :search_fn)

    case search_fn.(query, limit: limit) do
      {:ok, results} -> {:ok, results}
      {:error, reason} -> {:error, reason}
    end
  end
end
Tool Callbacks
	Callback	Return	Description
	name/0	String.t()	Unique tool identifier
	description/0	String.t()	Description for LLM
	parameters/0	map()	JSON Schema for args
	execute/2	{:ok, term} | {:error, term}	Execute the tool

Context Values
The context map passed to execute/2 contains:
	:session_id - Current session ID
	:user_id - User identifier (if set)
	:repo - Ecto repo (if set)
	:router - Router for LLM calls (if set)
	Any custom context from Rag.Agent.Agent.with_context/3

Built-in Tools
ReadFile
Read file contents with optional line ranges:
Registry.execute(registry, "read_file",
  %{"path" => "lib/my_module.ex", "start_line" => 10, "end_line" => 30},
  %{read_fn: &File.read/1}
)
Parameters:
	path (string, required) - File path
	start_line (integer, optional) - Start line (1-indexed)
	end_line (integer, optional) - End line (inclusive)

AnalyzeCode
Analyze code structure:
Registry.execute(registry, "analyze_code",
  %{"code" => code_string, "language" => "elixir"},
  %{}
)
# Returns: %{modules: [...], functions: [...], module_count: N, function_count: N}
Parameters:
	code (string, required) - Code to analyze
	language (string, optional) - Language (default: "elixir")

SearchRepos
Semantic search over repositories:
Registry.execute(registry, "search_repos",
  %{"query" => "authentication", "limit" => 5},
  %{search_fn: &vector_store_search/2}
)
Parameters:
	query (string, required) - Search query
	limit (integer, optional) - Max results
	source_filter (string, optional) - Filter by source

GetRepoContext
Get repository metadata:
Registry.execute(registry, "get_repo_context",
  %{"repo_name" => "my_project"},
  %{context_fn: &get_repo_info/1}
)
Parameters:
	repo_name (string, required) - Repository name
	include_files (boolean, optional) - Include file contents

Tool Calling Workflow
User Query
    |
    v
Build prompt with tools (Registry.format_for_llm)
    |
    v
Send to LLM
    |
    v
Parse response (Agent.parse_tool_call)
    |
    +---> Tool call: {"tool": "name", "args": {...}}
    |         |
    |         v
    |     Execute tool (Registry.execute)
    |         |
    |         v
    |     Record result (Session.add_tool_result)
    |         |
    |         v
    |     Loop back to LLM (until max_iterations)
    |
    +---> Final answer
              |
              v
          Return response
Complete Example
alias Rag.Agent.{Agent, Registry}
alias Rag.Agent.Tools.{SearchRepos, ReadFile, AnalyzeCode}

# 1. Create agent with tools
agent = Agent.new(
  tools: [SearchRepos, ReadFile, AnalyzeCode],
  max_iterations: 5
)

# 2. Add context for tools
agent = agent
  |> Agent.with_context(:repo, MyApp.Repo)
  |> Agent.with_context(:search_fn, fn query, opts ->
    # Vector store search implementation
    {:ok, results}
  end)
  |> Agent.with_context(:read_fn, &File.read/1)

# 3. Process query with tools
case Agent.process_with_tools(agent, "Find and explain the authentication module") do
  {:ok, response, updated_agent} ->
    IO.puts("Response: #{response}")

    # Check history
    history = Agent.get_history(updated_agent)
    IO.puts("Messages: #{length(history)}")

  {:error, :max_iterations_exceeded} ->
    IO.puts("Too many tool calls")

  {:error, reason} ->
    IO.puts("Error: #{inspect(reason)}")
end
Direct Tool Execution
Use tools without the full agent loop:
alias Rag.Agent.Registry
alias Rag.Agent.Tools.AnalyzeCode

# Create registry
registry = Registry.new(tools: [AnalyzeCode])

# Execute directly
code = """
defmodule Calculator do
  def add(a, b), do: a + b
  defp validate(n), do: n > 0
end
"""

{:ok, result} = Registry.execute(registry, "analyze_code",
  %{"code" => code},
  %{}
)

IO.puts("Modules: #{inspect(result.modules)}")
IO.puts("Functions: #{length(result.functions)}")
Best Practices
	Set max_iterations - Prevent infinite loops
	Provide necessary context - Tools need access to resources
	Handle errors - Tools can fail, handle gracefully
	Use descriptive tool names - LLM selects based on name/description
	Clear parameter schemas - Help LLM provide correct args

Next Steps
	Pipeline - Integrate agents in pipelines
	GraphRAG - Use agents with knowledge graphs
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Functions to generate embeddings.

      


      
        Summary


  
    Types
  


    
      
        embedding()

      


    


    
      
        embeddings_function()

      


    


    
      
        provider()

      


    





  
    Functions
  


    
      
        generate_embedding(generation, provider)

      


        Passes generation.query to embeddings_function or provider to generate an embedding.
Then, puts the embedding in generation.query_embedding.



    


    
      
        generate_embedding(ingestion, provider, opts)

      


        Passes a text from ingestion to embeddings_function or provider to generate an embedding.
Then, puts the embedding in ingestion.



    


    
      
        generate_embeddings_batch(ingestions, provider, opts)

      


        Passes all values of ingestions at text_key to embeddings_function or provider to generate all embeddings in a single batch.
Puts the embeddings in ingestions at embedding_key.
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      embedding()



        
          
        

    

  


  

      

          @type embedding() :: [number()]


      



  



  
    
      
    
    
      embeddings_function()



        
          
        

    

  


  

      

          @type embeddings_function() :: ([String.t()], keyword() -> [embedding()])


      



  



  
    
      
    
    
      provider()



        
          
        

    

  


  

      

          @type provider() :: struct()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      generate_embedding(generation, provider)



        
          
        

    

  


  

      

          @spec generate_embedding(Rag.Generation.t(), embeddings_function() | provider()) ::
  Rag.Generation.t()


      


Passes generation.query to embeddings_function or provider to generate an embedding.
Then, puts the embedding in generation.query_embedding.

  



  
    
      
    
    
      generate_embedding(ingestion, provider, opts)



        
          
        

    

  


  

      

          @spec generate_embedding(map(), embeddings_function() | provider(), opts :: keyword()) ::
  %{
    required(atom()) => embedding(),
    optional(any()) => any()
  }


      


Passes a text from ingestion to embeddings_function or provider to generate an embedding.
Then, puts the embedding in ingestion.
Options
	text_key: key which holds the text that is used to generate the embedding. Default: :text
	embedding_key: key where the generated embedding is stored. Default: :embedding


  



  
    
      
    
    
      generate_embeddings_batch(ingestions, provider, opts)



        
          
        

    

  


  

      

          @spec generate_embeddings_batch(
  [map()],
  embeddings_function() | provider(),
  opts :: keyword()
) :: [%{required(atom()) => embedding(), optional(any()) => any()}]


      


Passes all values of ingestions at text_key to embeddings_function or provider to generate all embeddings in a single batch.
Puts the embeddings in ingestions at embedding_key.
Options
	text_key: key which holds the text that is used to generate the embedding. Default: :text
	embedding_key: key where the generated embedding is stored. Default: :embedding
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Functions to evaluate generations.

      


      
        Summary


  
    Types
  


    
      
        provider()

      


    


    
      
        response_function()

      


    





  
    Functions
  


    
      
        detect_hallucination(generation, provider)

      


        Takes the values of query, response and context from generation, conproviders a prompt and passes it to response_function or provider to detect potential hallucinations.
Then, puts a new hallucination evaluation in generation.evaluations.



    


    
      
        evaluate_rag_triad(generation, provider)

      


        Evaluates the response, query, and context according to the RAG triad.



    





      


      
        Types


        


  
    
      
    
    
      provider()



        
          
        

    

  


  

      

          @type provider() :: struct()


      



  



  
    
      
    
    
      response_function()



        
          
        

    

  


  

      

          @type response_function() :: (String.t(), opts :: keyword() -> String.t())


      



  


        

      

      
        Functions


        


  
    
      
    
    
      detect_hallucination(generation, provider)



        
          
        

    

  


  

      

          @spec detect_hallucination(Rag.Generation.t(), response_function() | provider()) ::
  Rag.Generation.t()


      


Takes the values of query, response and context from generation, conproviders a prompt and passes it to response_function or provider to detect potential hallucinations.
Then, puts a new hallucination evaluation in generation.evaluations.

  



  
    
      
    
    
      evaluate_rag_triad(generation, provider)



        
          
        

    

  


  

      

          @spec evaluate_rag_triad(Rag.Generation.t(), response_function() | provider()) ::
  Rag.Generation.t()


      


Evaluates the response, query, and context according to the RAG triad.
	context relevance: is the retrieved context relevant to the query?
	groundedness: is the response supported by the context?
	answer relevance: is the answer relevant to the query?

Prompts from https://github.com/truera/trulens/blob/main/src/feedback/trulens/feedback/prompts.py
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Functions to generate a response and helpers to work with a generation struct.

      


      
        Summary


  
    Types
  


    
      
        context_builder_function()

      


    


    
      
        context_sources_builder_function()

      


    


    
      
        embedding()

      


    


    
      
        prompt_builder_function()

      


    


    
      
        provider()

      


    


    
      
        response()

      


    


    
      
        response_function()

      


    


    
      
        t()

      


        Represents a generation, the main datastructure in rag.



    





  
    Functions
  


    
      
        add_error(generation, error)

      


        Appends an error to the existing list of errors.



    


    
      
        build_context(generation, context_builder_function, opts \\ [])

      


        Passes generation and opts to context_builder_function to determine the context.
Then, puts the context in generation.context.



    


    
      
        build_context_sources(generation, context_sources_builder_function, opts \\ [])

      


        Passes generation and opts to context_sources_builder_function to determine the context sources.
Then, puts the context sources in generation.context_sources.



    


    
      
        build_prompt(generation, prompt_builder_function, opts \\ [])

      


        Passes generation and opts to prompt_builder_function to determine the prompt.
Then, puts the prompt in generation.prompt.



    


    
      
        generate_response(generation, response_function_or_provider, opts \\ [])

      


        Passes generation.prompt to response_function or provider to generate a response.
If successful, puts the result in generation.response.



    


    
      
        get_evaluation(generation, key)

      


        Gets the evaluation at key in generation.evaluations.



    


    
      
        get_retrieval_result(generation, key)

      


        Gets the retrieval result at key in generation.retrieval_results.



    


    
      
        halt(generation)

      


        Sets halted? to true to skip all remaining operations.



    


    
      
        new(query, opts \\ [])

      


        Creates a new generation struct from a query.



    


    
      
        put_context(generation, context)

      


        Puts context in generation.context.



    


    
      
        put_context_sources(generation, context_sources)

      


        Puts context_sources in generation.context_sources.



    


    
      
        put_evaluation(generation, key, evaluation)

      


        Puts evaluation at key in generation.evaluations.



    


    
      
        put_prompt(generation, prompt)

      


        Puts prompt in generation.prompt.



    


    
      
        put_query_embedding(generation, query_embedding)

      


        Puts query_embedding in generation.query_embedding.



    


    
      
        put_response(generation, response)

      


        Puts response in generation.response.



    


    
      
        put_retrieval_result(generation, key, retrieval_result)

      


        Puts retrieval_result at key in generation.retrieval_results.



    





      


      
        Types


        


  
    
      
    
    
      context_builder_function()



        
          
        

    

  


  

      

          @type context_builder_function() :: (t(), keyword() -> String.t())


      



  



  
    
      
    
    
      context_sources_builder_function()



        
          
        

    

  


  

      

          @type context_sources_builder_function() :: (t(), keyword() -> [String.t()])


      



  



  
    
      
    
    
      embedding()



        
          
        

    

  


  

      

          @type embedding() :: [number()]


      



  



  
    
      
    
    
      prompt_builder_function()



        
          
        

    

  


  

      

          @type prompt_builder_function() :: (t(), keyword() -> String.t())


      



  



  
    
      
    
    
      provider()



        
          
        

    

  


  

      

          @type provider() :: struct()


      



  



  
    
      
    
    
      response()



        
          
        

    

  


  

      

          @type response() :: String.t() | Enumerable.t()


      



  



  
    
      
    
    
      response_function()



        
          
        

    

  


  

      

          @type response_function() :: (String.t(), keyword() -> response())


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.Generation{
  context: String.t() | nil,
  context_sources: [String.t()],
  errors: [any()],
  evaluations: %{optional(atom()) => any()},
  halted?: boolean(),
  prompt: String.t() | nil,
  query: String.t() | nil,
  query_embedding: embedding() | nil,
  ref: any(),
  response: response() | nil,
  retrieval_results: %{optional(atom()) => any()}
}


      


Represents a generation, the main datastructure in rag.

  


        

      

      
        Functions


        


  
    
      
    
    
      add_error(generation, error)



        
          
        

    

  


  

      

          @spec add_error(t(), any()) :: t()


      


Appends an error to the existing list of errors.

  



    

  
    
      
    
    
      build_context(generation, context_builder_function, opts \\ [])



        
          
        

    

  


  

      

          @spec build_context(t(), context_builder_function(), keyword()) :: t()


      


Passes generation and opts to context_builder_function to determine the context.
Then, puts the context in generation.context.

  



    

  
    
      
    
    
      build_context_sources(generation, context_sources_builder_function, opts \\ [])



        
          
        

    

  


  

      

          @spec build_context_sources(t(), context_sources_builder_function(), keyword()) :: t()


      


Passes generation and opts to context_sources_builder_function to determine the context sources.
Then, puts the context sources in generation.context_sources.

  



    

  
    
      
    
    
      build_prompt(generation, prompt_builder_function, opts \\ [])



        
          
        

    

  


  

      

          @spec build_prompt(t(), prompt_builder_function(), keyword()) :: t()


      


Passes generation and opts to prompt_builder_function to determine the prompt.
Then, puts the prompt in generation.prompt.

  



    

  
    
      
    
    
      generate_response(generation, response_function_or_provider, opts \\ [])



        
          
        

    

  


  

      

          @spec generate_response(t(), response_function() | provider(), keyword()) :: t()


      


Passes generation.prompt to response_function or provider to generate a response.
If successful, puts the result in generation.response.

  



  
    
      
    
    
      get_evaluation(generation, key)



        
          
        

    

  


  

      

          @spec get_evaluation(t(), key :: atom()) :: any()


      


Gets the evaluation at key in generation.evaluations.

  



  
    
      
    
    
      get_retrieval_result(generation, key)



        
          
        

    

  


  

      

          @spec get_retrieval_result(t(), key :: atom()) :: any()


      


Gets the retrieval result at key in generation.retrieval_results.

  



  
    
      
    
    
      halt(generation)



        
          
        

    

  


  

      

          @spec halt(t()) :: t()


      


Sets halted? to true to skip all remaining operations.

  



    

  
    
      
    
    
      new(query, opts \\ [])



        
          
        

    

  


  

      

          @spec new(String.t(), opts :: keyword()) :: t()


      


Creates a new generation struct from a query.

  



  
    
      
    
    
      put_context(generation, context)



        
          
        

    

  


  

      

          @spec put_context(t(), context :: String.t()) :: t()


      


Puts context in generation.context.

  



  
    
      
    
    
      put_context_sources(generation, context_sources)



        
          
        

    

  


  

      

          @spec put_context_sources(t(), context_sources :: [String.t()]) :: t()


      


Puts context_sources in generation.context_sources.

  



  
    
      
    
    
      put_evaluation(generation, key, evaluation)



        
          
        

    

  


  

      

          @spec put_evaluation(t(), key :: atom(), evaluation :: any()) :: t()


      


Puts evaluation at key in generation.evaluations.

  



  
    
      
    
    
      put_prompt(generation, prompt)



        
          
        

    

  


  

      

          @spec put_prompt(t(), prompt :: String.t()) :: t()


      


Puts prompt in generation.prompt.

  



  
    
      
    
    
      put_query_embedding(generation, query_embedding)



        
          
        

    

  


  

      

          @spec put_query_embedding(t(), query_embedding :: [number()]) :: t()


      


Puts query_embedding in generation.query_embedding.

  



  
    
      
    
    
      put_response(generation, response)



        
          
        

    

  


  

      

          @spec put_response(t(), response :: response()) :: t()


      


Puts response in generation.response.

  



  
    
      
    
    
      put_retrieval_result(generation, key, retrieval_result)



        
          
        

    

  


  

      

          @spec put_retrieval_result(t(), key :: atom(), retrieval_result :: any()) :: t()


      


Puts retrieval_result at key in generation.retrieval_results.

  


        

      


  

  
    
    Rag.GraphStoreTest.MockRepo - rag v0.3.4
    
    

    


  
  

    
Rag.GraphStoreTest.MockRepo 
    



      
Mock Ecto repository for GraphStore tests.
This module provides stub implementations of Ecto.Repo callbacks
that can be mocked using Mimic in tests.

      


      
        Summary


  
    Functions
  


    
      
        all(query)

      


    


    
      
        get(schema, id)

      


    


    
      
        insert(changeset)

      


    


    
      
        update(changeset)

      


    





      


      
        Functions


        


  
    
      
    
    
      all(query)
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      insert(changeset)



        
          
        

    

  


  


  



  
    
      
    
    
      update(changeset)
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Rag.Loading 
    



      
Functions to load and transform data from various sources and formats.

      


      
        Summary


  
    Functions
  


    
      
        load_file(ingestion)

      


        Reads the file from the filepath at source in ingestion and puts it in ingestion at document.



    





      


      
        Functions


        


  
    
      
    
    
      load_file(ingestion)



        
          
        

    

  


  

      

          @spec load_file(map()) :: map()


      


Reads the file from the filepath at source in ingestion and puts it in ingestion at document.
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Rag.Pipeline.Step 
    



      
A single step in a pipeline.
Each step defines a transformation function and how it should be executed.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.Pipeline.Step{
  args: keyword(),
  cache: boolean() | nil,
  function: atom(),
  inputs: [atom()] | nil,
  module: module(),
  name: atom(),
  on_error: :halt | :continue | {:retry, non_neg_integer()} | nil,
  parallel: boolean() | nil,
  timeout: non_neg_integer() | nil
}
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Rag.Repo 
    



      
Stub Ecto repository module for testing purposes.
In production, applications should use their own Ecto.Repo.
This module provides function signatures that can be mocked with Mimic.

      


      
        Summary


  
    Functions
  


    
      
        all(query)
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        delete!(struct)

      


    


    
      
        delete_all(query)

      


    


    
      
        get(schema, id)

      


    


    
      
        insert(changeset)

      


    


    
      
        insert!(changeset)

      


    


    
      
        insert_all(schema, entries, opts \\ [])

      


    


    
      
        update(changeset)

      


    


    
      
        update!(changeset)
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      delete(struct)
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      insert_all(schema, entries, opts \\ [])



        
          
        

    

  


  


  



  
    
      
    
    
      update(changeset)
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Rag.Retrieval 
    



      
Functions to retrieve data and transform retrieval results.

      


      
        Summary


  
    Types
  


    
      
        retrieval_function()

      


    





  
    Functions
  


    
      
        concatenate_retrieval_results(generation, retrieval_result_keys, output_key)

      


        Gets the retrieval result for each key in retrieval_result_keys from generation.retrieval_results.
Then, concatenates all results into a list at output_key.



    


    
      
        deduplicate(generation, entries_key, unique_by_keys)

      


        Deduplicates entries at entries_keys in generation.retrieval_results.
Two entries are considered duplicates if they hold the same value at all unique_by_keys.
In case of duplicates, the first entry is kept.



    


    
      
        reciprocal_rank_fusion(generation, retrieval_result_keys_and_weights, output_key, opts \\ [])

      


        Gets the retrieval result for each key in retrieval_result_keys_and_weights from generation.retrieval_results.
Then, applies Reciprocal Rank Fusion to combine the retrieval results into a single list at output_key.
There is no guaranteed order for results with the same score.



    


    
      
        retrieve(generation, result_key, retrieval_function)

      


        Calls retrieval_function with generation as only argument.
retrieval_function must return either {:ok, retrieval_result} or {:error, error}.



    





      


      
        Types


        


  
    
      
    
    
      retrieval_function()



        
          
        

    

  


  

      

          @type retrieval_function() :: (Rag.Generation.t() ->
                           {:ok, result :: any()} | {:error, error :: any()})


      



  


        

      

      
        Functions


        


  
    
      
    
    
      concatenate_retrieval_results(generation, retrieval_result_keys, output_key)



        
          
        

    

  


  

      

          @spec concatenate_retrieval_results(Rag.Generation.t(), [atom()], atom()) :: map()


      


Gets the retrieval result for each key in retrieval_result_keys from generation.retrieval_results.
Then, concatenates all results into a list at output_key.

  



  
    
      
    
    
      deduplicate(generation, entries_key, unique_by_keys)



        
          
        

    

  


  

      

          @spec deduplicate(Rag.Generation.t(), atom(), [atom()]) :: Rag.Generation.t()


      


Deduplicates entries at entries_keys in generation.retrieval_results.
Two entries are considered duplicates if they hold the same value at all unique_by_keys.
In case of duplicates, the first entry is kept.

  



    

  
    
      
    
    
      reciprocal_rank_fusion(generation, retrieval_result_keys_and_weights, output_key, opts \\ [])



        
          
        

    

  


  

      

          @spec reciprocal_rank_fusion(
  Rag.Generation.t(),
  %{required(key :: atom()) => weight :: integer()},
  output_key :: atom(),
  keyword([atom()])
) :: Rag.Generation.t()


      


Gets the retrieval result for each key in retrieval_result_keys_and_weights from generation.retrieval_results.
Then, applies Reciprocal Rank Fusion to combine the retrieval results into a single list at output_key.
There is no guaranteed order for results with the same score.
Options
	identity: list of keys which define the identity of a result. Results with same identity will be fused.


  



  
    
      
    
    
      retrieve(generation, result_key, retrieval_function)



        
          
        

    

  


  

      

          @spec retrieve(
  Rag.Generation.t(),
  result_key :: atom(),
  retrieval_function()
) :: Rag.Generation.t()


      


Calls retrieval_function with generation as only argument.
retrieval_function must return either {:ok, retrieval_result} or {:error, error}.
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Rag.Telemetry 
    



      
Provides information about telemetry events.

      


      
        Summary


  
    Functions
  


    
      
        events()

      


        Lists all telemetry events.
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Lists all telemetry events.
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Rag 
    



      
Note: This is a fork of bitcrowd/rag. Credit to bitcrowd for the original implementation.

A library to build RAG (Retrieval Augmented Generation) systems in Elixir with multi-LLM support and agentic capabilities.
Features
Core LLM Capabilities
	Multi-LLM Provider Support: Gemini, Claude, Codex (OpenAI-compatible), and Ollama
	Smart Routing: Fallback, round-robin, and specialist routing strategies
	Streaming Responses: Real-time streaming for supported providers

Modular RAG Architecture (v0.3.0)
	Retriever Behaviours: Pluggable retrieval with Semantic, FullText, Hybrid, and Graph implementations
	VectorStore Behaviours: Pluggable vector backends with pgvector implementation
	Reranker Behaviours: LLM-based and passthrough reranking
	Pipeline System: Composable RAG pipelines with parallel execution and caching

GraphRAG Support (v0.3.0)
	Entity Extraction: LLM-based entity and relationship extraction
	Knowledge Graph Storage: PostgreSQL-based graph with Entity, Edge, Community schemas
	Community Detection: Label propagation algorithm for entity clustering
	Graph Retrieval: Local, global, and hybrid graph search modes

Advanced Chunking (v0.3.0)
	Character-based: Fixed-size chunks with smart boundaries
	Sentence-based: NLP-aware sentence splitting
	Paragraph-based: Preserve document structure
	Recursive: Hierarchical splitting for complex documents
	Semantic: Embedding-based similarity chunking

Agent Framework
	Tool-using Agents: Session memory and tool registration
	Built-in Tools: Repository search, file reading, context retrieval, code analysis

Introduction to RAG
RAG enhances the capabilities of language models by combining retrieval-based and generative approaches.
Traditional language models often struggle with the following problems:
	Knowledge Cutoff: Their knowledge is limited to a fixed point in time, making it difficult to provide up-to-date information.
	Hallucinations: They may generate information that sounds confident but is entirely made up, leading to inaccurate responses.
	Contextual Relevance: They struggle to provide responses that are contextually relevant to the user's query.

RAG addresses these issues by retrieving relevant information from an external knowledge source before generating a response.
Installation
Add rag_ex to your list of dependencies in mix.exs:
def deps do
  [
    {:rag_ex, "~> 0.3.0"}
  ]
end
Note: This is a library, not a standalone application. It does not include its own Ecto Repo. For vector store features (semantic search, embeddings storage), your consuming application must provide its own Repo and run the migrations. LLM features (Router, Agents, Embeddings generation) work without a database.

Quick Start
1. Configure a Provider
# config/config.exs
config :rag, :providers, %{
  gemini: %{
    module: Rag.Ai.Gemini,
    api_key: System.get_env("GEMINI_API_KEY"),
    model: "gemini-2.0-flash"
  }
}
2. Use the Router for LLM Calls
alias Rag.Router

# Create a router with your provider
{:ok, router} = Router.new(providers: [:gemini])

# Simple generation
{:ok, response, router} = Router.execute(router, :text, "What is Elixir?", [])

# With system prompt
opts = [system_prompt: "You are an Elixir expert."]
{:ok, response, router} = Router.execute(router, :text, "Explain GenServer", opts)
3. Generate Embeddings
# Single text
{:ok, [embedding], router} = Router.execute(router, :embeddings, ["Hello world"], [])

# Multiple texts (batched automatically)
{:ok, embeddings, router} = Router.execute(router, :embeddings, [
  "First document",
  "Second document",
  "Third document"
], [])
Multi-Provider Routing
Configure multiple providers and route between them:
config :rag, :providers, %{
  gemini: %{
    module: Rag.Ai.Gemini,
    api_key: System.get_env("GEMINI_API_KEY"),
    model: "gemini-2.0-flash"
  },
  claude: %{
    module: Rag.Ai.Claude,
    api_key: System.get_env("ANTHROPIC_API_KEY"),
    model: "claude-sonnet-4-20250514"
  },
  codex: %{
    module: Rag.Ai.Codex,
    api_key: System.get_env("OPENAI_API_KEY"),
    model: "gpt-4o"
  }
}
Routing Strategies
alias Rag.Router

# Fallback: Try providers in order until one succeeds
{:ok, router} = Router.new(providers: [:gemini, :claude, :codex], strategy: :fallback)
{:ok, response, router} = Router.execute(router, :text, "Hello", [])

# Round Robin: Distribute load across providers
{:ok, router} = Router.new(providers: [:gemini, :claude], strategy: :round_robin)
{:ok, response, router} = Router.execute(router, :text, "Hello", [])

# Specialist: Route based on task type (auto-selected with 3+ providers)
{:ok, router} = Router.new(providers: [:gemini, :claude, :codex], strategy: :specialist)
{:ok, response, router} = Router.execute(router, :text, "Write a function", [])
Vector Store
Store and search document chunks with pgvector:
alias Rag.Router
alias Rag.VectorStore
alias Rag.VectorStore.Chunk

{:ok, router} = Router.new(providers: [:gemini])

# Build chunks from documents
chunks = VectorStore.build_chunks([
  %{content: "Elixir is a functional language", source: "intro.md"},
  %{content: "GenServer handles state", source: "otp.md"}
])

# Add embeddings
contents = Enum.map(chunks, & &1.content)
{:ok, embeddings, router} = Router.execute(router, :embeddings, contents, [])
chunks_with_embeddings = VectorStore.add_embeddings(chunks, embeddings)

# Insert into database (using YOUR app's Repo)
Repo.insert_all(Chunk, Enum.map(chunks_with_embeddings, &VectorStore.prepare_for_insert/1))

# Semantic search
{:ok, [query_embedding], router} = Router.execute(router, :embeddings, ["functional programming"], [])
query = VectorStore.semantic_search_query(query_embedding, limit: 5)
results = Repo.all(query)

# Full-text search
query = VectorStore.fulltext_search_query("GenServer state", limit: 5)
results = Repo.all(query)

# Hybrid search with RRF
semantic_results = Repo.all(VectorStore.semantic_search_query(embedding, limit: 20))
fulltext_results = Repo.all(VectorStore.fulltext_search_query(text, limit: 20))
ranked = VectorStore.calculate_rrf_score(semantic_results, fulltext_results)
Text Chunking
# Chunk text with overlap for context preservation
long_text = File.read!("large_document.md")
chunks = VectorStore.chunk_text(long_text, max_chars: 500, overlap: 50)
Advanced Chunking Strategies (v0.3.0)
Use the Rag.Chunking module for flexible text splitting:
alias Rag.Chunking

text = File.read!("document.md")

# Character-based chunking with smart boundaries
chunks = Chunking.chunk_by_characters(text, chunk_size: 500, overlap: 50)

# Sentence-based chunking
chunks = Chunking.chunk_by_sentences(text, sentences_per_chunk: 5)

# Paragraph-based chunking
chunks = Chunking.chunk_by_paragraphs(text, max_paragraphs: 3)

# Recursive chunking (hierarchical)
chunks = Chunking.chunk_recursive(text,
  chunk_size: 1000,
  separators: ["\n\n", "\n", ". ", " "]
)

# Semantic chunking (requires embeddings)
embed_fn = fn texts ->
  {:ok, embeddings, _} = Router.execute(router, :embeddings, texts, [])
  embeddings
end
chunks = Chunking.chunk_semantic(text, embed_fn, similarity_threshold: 0.8)
Retriever Behaviours (v0.3.0)
Pluggable retrieval strategies using the Rag.Retriever behaviour:
alias Rag.Retriever
alias Rag.Retriever.{Semantic, FullText, Hybrid}

# Semantic retrieval (vector similarity)
retriever = %Semantic{repo: MyApp.Repo}
{:ok, results} = Retriever.retrieve(retriever, embedding: query_embedding, limit: 10)

# Full-text retrieval (PostgreSQL tsvector)
retriever = %FullText{repo: MyApp.Repo}
{:ok, results} = Retriever.retrieve(retriever, query: "elixir genserver", limit: 10)

# Hybrid retrieval (RRF fusion)
retriever = %Hybrid{
  semantic: %Semantic{repo: MyApp.Repo},
  fulltext: %FullText{repo: MyApp.Repo},
  semantic_weight: 0.7,
  fulltext_weight: 0.3
}
{:ok, results} = Retriever.retrieve(retriever,
  query: "elixir genserver",
  embedding: query_embedding,
  limit: 10
)
Reranking (v0.3.0)
Improve retrieval quality with LLM-based reranking:
alias Rag.Reranker
alias Rag.Reranker.LLM

# Create an LLM reranker
reranker = %LLM{router: router}

# Rerank retrieved documents
{:ok, reranked} = Reranker.rerank(reranker, query, documents, top_k: 5)

# Passthrough reranker (no-op, for testing)
reranker = %Rag.Reranker.Passthrough{}
{:ok, same_docs} = Reranker.rerank(reranker, query, documents, top_k: 5)
Pipeline System (v0.3.0)
Build composable RAG pipelines with the Rag.Pipeline module:
alias Rag.Pipeline
alias Rag.Pipeline.{Context, Executor}

# Define pipeline steps
pipeline = %Pipeline{
  name: "rag_pipeline",
  steps: [
    %Pipeline.Step{
      name: :chunk,
      function: fn ctx ->
        chunks = Chunking.chunk_by_sentences(ctx.input, sentences_per_chunk: 5)
        {:ok, Context.put(ctx, :chunks, chunks)}
      end
    },
    %Pipeline.Step{
      name: :embed,
      function: fn ctx ->
        chunks = Context.get(ctx, :chunks)
        {:ok, embeddings, _} = Router.execute(router, :embeddings, chunks, [])
        {:ok, Context.put(ctx, :embeddings, embeddings)}
      end,
      depends_on: [:chunk]
    },
    %Pipeline.Step{
      name: :retrieve,
      function: fn ctx ->
        {:ok, results} = Retriever.retrieve(retriever, embedding: ctx.query_embedding, limit: 10)
        {:ok, Context.put(ctx, :results, results)}
      end
    },
    %Pipeline.Step{
      name: :generate,
      function: fn ctx ->
        results = Context.get(ctx, :results)
        prompt = build_prompt(ctx.query, results)
        {:ok, response, _} = Router.execute(router, :text, prompt, [])
        {:ok, Context.put(ctx, :response, response)}
      end,
      depends_on: [:retrieve]
    }
  ]
}

# Execute the pipeline
context = Context.new(input: document, query: "What is GenServer?")
{:ok, result_ctx} = Executor.run(pipeline, context)
response = Context.get(result_ctx, :response)
Pipeline Features
	Parallel Execution: Independent steps run concurrently
	ETS Caching: Cache step results for reuse
	Retry Logic: Configurable retries with backoff
	Telemetry: Built-in observability hooks

GraphRAG (v0.3.0)
Build knowledge graphs from documents for enhanced retrieval:
Entity & Relationship Extraction
alias Rag.GraphRAG.Extractor
alias Rag.GraphStore
alias Rag.GraphStore.Pgvector

{:ok, router} = Router.new(providers: [:gemini])

# Extract entities and relationships from text
text = "Alice works for Acme Corp in New York. Bob reports to Alice."
{:ok, result} = Extractor.extract(text, router: router)

# result contains:
# - entities: [%{name: "Alice", type: "person", ...}, ...]
# - relationships: [%{source: "Bob", target: "Alice", type: "reports_to", ...}, ...]
Graph Storage
# Initialize graph store
store = %Pgvector{repo: MyApp.Repo}

# Create entities
{:ok, alice} = GraphStore.create_node(store, %{
  type: :person,
  name: "Alice",
  properties: %{role: "manager"},
  embedding: alice_embedding
})

{:ok, acme} = GraphStore.create_node(store, %{
  type: :organization,
  name: "Acme Corp",
  properties: %{industry: "tech"}
})

# Create relationships
{:ok, edge} = GraphStore.create_edge(store, %{
  from_id: alice.id,
  to_id: acme.id,
  type: :works_for,
  weight: 1.0
})

# Graph traversal
{:ok, nodes} = GraphStore.traverse(store, alice.id, max_depth: 2, algorithm: :bfs)

# Vector search on entities
{:ok, similar} = GraphStore.vector_search(store, query_embedding, limit: 5)
Community Detection
alias Rag.GraphRAG.CommunityDetector

# Detect communities using label propagation
{:ok, communities} = CommunityDetector.detect(store, max_iterations: 10)

# Create community with summary
{:ok, community} = GraphStore.create_community(store, %{
  level: 0,
  entity_ids: [alice.id, bob.id, carol.id],
  summary: "Engineering team members"
})
Graph-based Retrieval
alias Rag.Retriever.Graph

# Local search (entity neighborhood)
retriever = %Graph{store: store, mode: :local}
{:ok, results} = Retriever.retrieve(retriever,
  embedding: query_embedding,
  limit: 10
)

# Global search (community summaries)
retriever = %Graph{store: store, mode: :global}
{:ok, results} = Retriever.retrieve(retriever, query: "engineering team", limit: 5)

# Hybrid (combines local + global)
retriever = %Graph{store: store, mode: :hybrid}
{:ok, results} = Retriever.retrieve(retriever,
  query: "engineering team",
  embedding: query_embedding,
  limit: 10
)
Embedding Service
Use the GenServer for managed embedding operations:
alias Rag.Embedding.Service

# Start the service
{:ok, pid} = Service.start_link(provider: :gemini)

# Embed single text
{:ok, embedding} = Service.embed_text(pid, "Hello world")

# Embed multiple texts (auto-batched)
{:ok, embeddings} = Service.embed_texts(pid, ["Text 1", "Text 2", "Text 3"])

# Embed chunks directly
{:ok, chunks_with_embeddings} = Service.embed_chunks(pid, chunks)

# Embed and prepare for database insert
{:ok, insert_ready} = Service.embed_and_prepare(pid, chunks)
Repo.insert_all(Chunk, insert_ready)
Agent Framework
Build tool-using agents for complex tasks:
alias Rag.Agent
alias Rag.Agent.Registry

# Register tools
Registry.start_link(name: MyRegistry)
Registry.register(MyRegistry, Rag.Agent.Tools.SearchRepos)
Registry.register(MyRegistry, Rag.Agent.Tools.ReadFile)

# Create an agent
agent = Agent.new(
  provider: :gemini,
  registry: MyRegistry,
  system_prompt: "You are a helpful code assistant."
)

# Process with tool use (agent loop)
{:ok, response, updated_agent} = Agent.process_with_tools(agent,
  "Find all GenServer modules in the codebase"
)
Built-in Tools
	Tool	Description
	SearchRepos	Semantic search over indexed repositories
	ReadFile	Read file contents with optional line ranges
	GetRepoContext	Get repository structure and metadata
	AnalyzeCode	Parse and analyze code structure

Custom Tools
Implement the Rag.Agent.Tool behaviour:
defmodule MyApp.Tools.CustomTool do
  @behaviour Rag.Agent.Tool

  @impl true
  def name, do: "custom_tool"

  @impl true
  def description, do: "Does something useful"

  @impl true
  def parameters do
    %{
      type: "object",
      properties: %{
        input: %{type: "string", description: "The input"}
      },
      required: ["input"]
    }
  end

  @impl true
  def execute(args, context) do
    # Your implementation
    {:ok, result}
  end
end
Session Memory
Agents maintain conversation context:
alias Rag.Agent.Session

# Create a session
session = Session.new(system_prompt: "You are helpful.")

# Add messages
session = session
|> Session.add_user_message("Hello")
|> Session.add_assistant_message("Hi there!")

# Check context usage
{:ok, count} = Session.estimate_tokens(session)

# Get formatted messages for LLM
messages = Session.to_messages(session)
Database Migrations
Chunks Table (Vector Store)
mix ecto.gen.migration create_rag_chunks

defmodule MyApp.Repo.Migrations.CreateRagChunks do
  use Ecto.Migration

  def up do
    execute "CREATE EXTENSION IF NOT EXISTS vector"

    create table(:rag_chunks) do
      add :content, :text, null: false
      add :source, :string
      add :embedding, :vector, size: 768
      add :metadata, :map, default: %{}
      timestamps()
    end

    execute """
    CREATE INDEX rag_chunks_embedding_idx
    ON rag_chunks
    USING ivfflat (embedding vector_l2_ops)
    WITH (lists = 100)
    """

    execute """
    CREATE INDEX rag_chunks_content_search_idx
    ON rag_chunks
    USING gin (to_tsvector('english', content))
    """
  end

  def down do
    drop table(:rag_chunks)
  end
end
GraphRAG Tables (v0.3.0)
mix ecto.gen.migration create_graph_tables

defmodule MyApp.Repo.Migrations.CreateGraphTables do
  use Ecto.Migration

  def up do
    # Entities (nodes)
    create table(:graph_entities) do
      add :type, :string, null: false
      add :name, :string, null: false
      add :properties, :map, default: %{}
      add :embedding, :vector, size: 768
      add :source_chunk_ids, {:array, :integer}, default: []
      timestamps()
    end

    create index(:graph_entities, [:type])
    create index(:graph_entities, [:name])

    execute """
    CREATE INDEX graph_entities_embedding_idx
    ON graph_entities
    USING ivfflat (embedding vector_l2_ops)
    WITH (lists = 100)
    """

    # Edges (relationships)
    create table(:graph_edges) do
      add :from_id, references(:graph_entities, on_delete: :delete_all), null: false
      add :to_id, references(:graph_entities, on_delete: :delete_all), null: false
      add :type, :string, null: false
      add :weight, :float, default: 1.0
      add :properties, :map, default: %{}
      timestamps()
    end

    create index(:graph_edges, [:from_id])
    create index(:graph_edges, [:to_id])
    create index(:graph_edges, [:type])

    # Communities (clusters)
    create table(:graph_communities) do
      add :level, :integer, default: 0
      add :summary, :text
      add :entity_ids, {:array, :integer}, default: []
      timestamps()
    end

    create index(:graph_communities, [:level])
  end

  def down do
    drop table(:graph_communities)
    drop table(:graph_edges)
    drop table(:graph_entities)
  end
end
Pipeline Building
Build custom RAG pipelines:
# Using the pipeline functions
import Rag

text
|> Rag.build_generation(model: "gemini-2.0-flash")
|> Rag.build_context(context_documents)
|> Rag.generate(&Gemini.generate/1)
Provider Capabilities
Check what each provider supports:
alias Rag.Router.Capabilities

Capabilities.supports?(:gemini, :embeddings)  # true
Capabilities.supports?(:gemini, :streaming)   # true
Capabilities.get_models(:claude)              # ["claude-sonnet-4-20250514", ...]
Examples
The examples/ directory contains runnable examples for all major features:
	Example	Description
	basic_chat.exs	Simple LLM interaction with Router
	routing_strategies.exs	Multi-provider routing strategies
	multi_llm_router.exs	Comprehensive Router demonstration
	agent.exs	Agent framework with tool usage
	chunking_strategies.exs	All 5 chunking strategies
	vector_store.exs	In-memory vector store
	basic_rag.exs	Complete RAG workflow with DB
	hybrid_search.exs	Semantic + full-text + RRF fusion
	graph_rag.exs	GraphRAG with entity extraction
	pipeline_example.exs	Pipeline system with parallel execution

# Run a single example
mix run examples/basic_chat.exs

# Run all examples
./examples/run_all.sh

# Run without database examples
./examples/run_all.sh --skip-db

See examples/README.md for detailed documentation.
Guides
Comprehensive guides are available for all major features:
	Guide	Description
	Getting Started	Installation and first steps
	LLM Providers	Gemini, Claude, Codex, and more
	Smart Router	Multi-provider routing strategies
	Vector Store	Document storage with pgvector
	Embeddings	Embedding generation service
	Chunking Strategies	Text splitting approaches
	Retrievers	Semantic, fulltext, hybrid, graph
	Rerankers	LLM-based result reranking
	Pipelines	Composable RAG workflows
	GraphRAG	Knowledge graph-based RAG
	Agent Framework	Tool-using agents

Links
	HexDocs
	Getting Started Notebook
	Guides
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Behaviour for text chunking strategies.
Chunkers split text into smaller pieces suitable for embedding and retrieval.
Each chunk includes byte positions for source reconstruction.
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    Callbacks
  


    
      
        chunk(chunker, text, opts)

      


        Split text into chunks.



    


    
      
        default_opts()

      


        Returns default options for this chunker.



    





  
    Functions
  


    
      
        chunk(chunker, text, opts \\ [])

      


        Dispatch to the chunker implementation.



    


    
      
        chunk_ingestion(chunker, ingestion, opts \\ [])

      


        Chunk an ingestion map, adding chunks to the result.
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          @type t() :: struct()
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      chunk(chunker, text, opts)



        
          
        

    

  


  

      

          @callback chunk(chunker :: t(), text :: String.t(), opts :: keyword()) :: [
  Rag.Chunker.Chunk.t()
]


      


Split text into chunks.
Returns a list of Rag.Chunker.Chunk structs.

  



  
    
      
    
    
      default_opts()


        (optional)


        
          
        

    

  


  

      

          @callback default_opts() :: keyword()


      


Returns default options for this chunker.
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      chunk(chunker, text, opts \\ [])



        
          
        

    

  


  

      

          @spec chunk(t(), String.t(), keyword()) :: [Rag.Chunker.Chunk.t()]


      


Dispatch to the chunker implementation.

  



    

  
    
      
    
    
      chunk_ingestion(chunker, ingestion, opts \\ [])



        
          
        

    

  


  

      

          @spec chunk_ingestion(t(), map(), keyword()) :: map()


      


Chunk an ingestion map, adding chunks to the result.
Expects input map with a :document key containing text.
Returns a map with :chunks added.
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Pipeline definition and execution for composable RAG workflows.
Pipelines are sequences of steps that transform data through
retrieval, reranking, context building, and generation.
Example
pipeline =
  Pipeline.new(:my_pipeline)
  |> Pipeline.add_step(
    name: :embed_query,
    module: MyApp.Steps,
    function: :embed_query,
    args: []
  )
  |> Pipeline.add_step(
    name: :retrieve,
    module: MyApp.Steps,
    function: :retrieve,
    args: [],
    inputs: [:embed_query]
  )

{:ok, result, context} = Pipeline.execute(pipeline, "What is RAG?")
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        add_step(pipeline, step)

      


        Adds a step to the pipeline.



    


    
      
        execute(pipeline, input, opts \\ [])

      


        Executes the pipeline with the given input.



    


    
      
        new(name, opts \\ [])

      


        Creates a new pipeline with the given name and options.
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          @type step() :: Rag.Pipeline.Step.t()


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.Pipeline{
  config: map(),
  description: String.t() | nil,
  metadata: map(),
  name: atom(),
  steps: [Rag.Pipeline.Step.t()]
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add_step(pipeline, step)



        
          
        

    

  


  

      

          @spec add_step(pipeline :: t(), step :: step() | keyword()) :: t()


      


Adds a step to the pipeline.
The step can be provided as a Step struct or as a keyword list
that will be converted to a Step struct.
Examples
iex> pipeline = Pipeline.new(:test)
iex> step = %Pipeline.Step{name: :step1, module: MyModule, function: :my_func}
iex> Pipeline.add_step(pipeline, step)
%Pipeline{steps: [%Pipeline.Step{name: :step1}]}

iex> pipeline = Pipeline.new(:test)
iex> Pipeline.add_step(pipeline, name: :step1, module: MyModule, function: :my_func)
%Pipeline{steps: [%Pipeline.Step{name: :step1}]}

  



    

  
    
      
    
    
      execute(pipeline, input, opts \\ [])



        
          
        

    

  


  

      

          @spec execute(pipeline :: t(), input :: any(), opts :: keyword()) ::
  {:ok, result :: any(), context :: Rag.Pipeline.Context.t()} | {:error, term()}


      


Executes the pipeline with the given input.
Returns {:ok, result, context} on success or {:error, reason} on failure.
Options
	:timeout - Overall timeout for the pipeline execution
	:telemetry_metadata - Additional metadata to include in telemetry events

Examples
iex> pipeline = Pipeline.new(:test) |> Pipeline.add_step(...)
iex> Pipeline.execute(pipeline, "input data")
{:ok, result, %Context{}}

  



    

  
    
      
    
    
      new(name, opts \\ [])



        
          
        

    

  


  

      

          @spec new(name :: atom(), opts :: keyword()) :: t()


      


Creates a new pipeline with the given name and options.
Options
	:description - A description of the pipeline
	:config - Configuration map for the pipeline
	:metadata - Additional metadata for the pipeline

Examples
iex> Pipeline.new(:my_pipeline)
%Pipeline{name: :my_pipeline, steps: [], config: %{}, metadata: %{}}

iex> Pipeline.new(:my_pipeline, description: "A test pipeline")
%Pipeline{name: :my_pipeline, description: "A test pipeline", steps: [], config: %{}, metadata: %{}}
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Behaviour for reranking retrieved results.
Rerankers improve retrieval quality by rescoring
documents based on relevance to the query.
Usage
# Using Passthrough reranker (no reranking)
reranker = %Rag.Reranker.Passthrough{}
{:ok, docs} = Rag.Reranker.rerank(reranker, query, documents)

# Using LLM-based reranker
reranker = Rag.Reranker.LLM.new()
{:ok, docs} = Rag.Reranker.rerank(reranker, query, documents, top_k: 5)
Document Format
Documents should be maps with the following structure:
%{
  id: any(),           # Unique identifier
  content: String.t(), # The text content
  score: float(),      # Relevance score
  metadata: map()      # Additional metadata
}
Reranker Implementations
	Rag.Reranker.Passthrough - Returns documents unchanged
	Rag.Reranker.LLM - Uses an LLM to score and rerank documents
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        rerank(reranker, query, documents, opts)

      


        Rerank documents based on their relevance to the query.



    





  
    Functions
  


    
      
        rerank(reranker, query, documents, opts \\ [])

      


        Convenience function to rerank documents.
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          @type document() :: %{id: any(), content: String.t(), score: float(), metadata: map()}
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          @callback rerank(
  reranker :: struct(),
  query :: String.t(),
  documents :: [document()],
  opts :: keyword()
) :: {:ok, [document()]} | {:error, term()}


      


Rerank documents based on their relevance to the query.
Parameters
	reranker - The reranker struct implementing this behaviour
	query - The search query string
	documents - List of documents to rerank
	opts - Additional options (implementation-specific)

Returns
	{:ok, reranked_documents} - Documents sorted by relevance
	{:error, reason} - If reranking fails
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      rerank(reranker, query, documents, opts \\ [])



        
          
        

    

  


  

      

          @spec rerank(struct(), String.t(), [document()], keyword()) ::
  {:ok, [document()]} | {:error, term()}


      


Convenience function to rerank documents.
Delegates to the appropriate reranker implementation based on the struct type.
Examples
reranker = Rag.Reranker.LLM.new()
{:ok, docs} = Rag.Reranker.rerank(reranker, "What is Elixir?", documents)

# With options
{:ok, docs} = Rag.Reranker.rerank(reranker, query, documents, top_k: 5)
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Behaviour for retrieval strategies in RAG systems.
A retrieval strategy determines how documents are retrieved from
a vector store or database. Different strategies can be used for
semantic search, full-text search, or hybrid approaches.
Available Retrievers
	Rag.Retriever.Semantic - Vector similarity search using embeddings
	Rag.Retriever.FullText - PostgreSQL tsvector full-text search
	Rag.Retriever.Hybrid - Combines semantic and fulltext with RRF fusion

Implementing a Custom Retriever
defmodule MyRetriever do
  @behaviour Rag.Retriever

  defstruct [:repo, :config]

  @impl true
  def retrieve(retriever, query, opts) do
    # Perform retrieval and return results
    {:ok, results}
  end

  @impl true
  def supports_embedding?(), do: true

  @impl true
  def supports_text_query?(), do: false
end
Result Format
All retrievers must return results in a normalized format:
%{
  id: any(),
  content: String.t(),
  score: float(),
  metadata: map()
}
The score field represents relevance (higher is better):
	For semantic search: 1.0 - distance (converted from L2 distance)
	For fulltext search: PostgreSQL ts_rank score
	For hybrid search: RRF combined score
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        retrieve(retriever, query, opts)

      


        Retrieve relevant documents for the given query.



    


    
      
        supports_embedding?()

      


        Whether this retriever supports embedding-based queries.



    


    
      
        supports_text_query?()

      


        Whether this retriever supports text-based queries.



    





  
    Functions
  


    
      
        retrieve(retriever, query, opts \\ [])

      


        Convenience function to call any retriever implementation.
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          @type query() :: String.t() | [float()] | {[float()], String.t()}


      



  



  
    
      
    
    
      result()



        
          
        

    

  


  

      

          @type result() :: %{id: any(), content: String.t(), score: float(), metadata: map()}


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      retrieve(retriever, query, opts)



        
          
        

    

  


  

      

          @callback retrieve(retriever :: struct(), query :: query(), opts :: keyword()) ::
  {:ok, [result()]} | {:error, term()}


      


Retrieve relevant documents for the given query.
Parameters
	retriever - The retriever struct (e.g., %Semantic{}, %FullText{})
	query - Query (text, embedding vector, or tuple for hybrid)
	opts - Options including :limit for max results

Returns
	{:ok, [result()]} - List of retrieved results
	{:error, term()} - Error during retrieval


  



  
    
      
    
    
      supports_embedding?()


        (optional)


        
          
        

    

  


  

      

          @callback supports_embedding?() :: boolean()


      


Whether this retriever supports embedding-based queries.
Returns true if the retriever can accept vector embeddings as queries.

  



  
    
      
    
    
      supports_text_query?()
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          @callback supports_text_query?() :: boolean()


      


Whether this retriever supports text-based queries.
Returns true if the retriever can accept text strings as queries.

  


        

      

      
        Functions


        


    

  
    
      
    
    
      retrieve(retriever, query, opts \\ [])



        
          
        

    

  


  

      

          @spec retrieve(struct(), query(), keyword()) :: {:ok, [result()]} | {:error, term()}


      


Convenience function to call any retriever implementation.
Delegates to the retriever's retrieve/3 callback.
Examples
iex> retriever = %Rag.Retriever.Semantic{repo: MyRepo}
iex> Rag.Retriever.retrieve(retriever, [0.1, 0.2, 0.3], limit: 5)
{:ok, [%{id: 1, content: "...", score: 0.9, metadata: %{}}]}
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Multi-LLM provider router.
The Router manages multiple LLM providers and routes requests
to the most appropriate provider based on the configured strategy.
Configuration
{:ok, router} = Router.new(
  providers: [:gemini, :codex, :claude],
  strategy: :specialist,  # or :fallback, :round_robin, :auto
  fallback_order: [:gemini, :codex, :claude]
)
Strategies
	:fallback - Try providers in order until success (default with 1-2 providers)
	:round_robin - Distribute load across providers
	:specialist - Route by task type to best provider (default with 3 providers)
	:auto - Auto-select strategy based on available providers

Usage
# Route a request
{:ok, provider, router} = Router.route(router, :text, "Hello", [])

# Execute with the provider
{:ok, result, router} = Router.execute(router, :text, "Hello", [])

# Report result manually
router = Router.report_result(router, :gemini, {:ok, "response"})
Auto-Detection
# Auto-detect available providers based on loaded modules and credentials
{:ok, router} = Router.new(auto_detect: true)
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    Functions
  


    
      
        available_providers(router)

      


        Get list of currently available providers.



    


    
      
        execute(router, type, prompt, opts)

      


        Execute a request with automatic provider selection and retry.



    


    
      
        get_provider(router, provider)

      


        Get capabilities for a specific provider.



    


    
      
        new(opts \\ [])

      


        Create a new router with the given configuration.



    


    
      
        next_provider(router, failed_provider)

      


        Get the next provider after a failure.



    


    
      
        report_result(router, provider, result)

      


        Report the result of a provider call.



    


    
      
        route(router, type, prompt, opts)

      


        Route a request to select the best provider.
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          @type t() :: %Rag.Router{
  provider_instances: %{required(atom()) => struct()},
  providers: [atom()],
  strategy_module: module(),
  strategy_state: term()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      available_providers(router)



        
          
        

    

  


  

      

          @spec available_providers(t()) :: [atom()]


      


Get list of currently available providers.

  



  
    
      
    
    
      execute(router, type, prompt, opts)



        
          
        

    

  


  

      

          @spec execute(t(), atom(), term(), keyword()) :: {:ok, term(), t()} | {:error, term()}


      


Execute a request with automatic provider selection and retry.
Routes the request, executes with the selected provider, and
handles retries on failure.
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          @spec get_provider(t(), atom()) :: {:ok, map()} | {:error, :not_found}


      


Get capabilities for a specific provider.
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          @spec new(keyword()) :: {:ok, t()} | {:error, term()}


      


Create a new router with the given configuration.
Options
	:providers - List of provider atoms (required unless auto_detect)
	:strategy - Strategy atom or :auto (default: auto-selected)
	:auto_detect - Auto-detect available providers (default: false)
	:fallback_order - Order for fallback attempts
	Strategy-specific options passed through

Returns
	{:ok, router} on success
	{:error, reason} on failure
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          @spec next_provider(t(), atom()) :: {:ok, atom(), t()} | {:error, term()}


      


Get the next provider after a failure.
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          @spec report_result(t(), atom(), {:ok, term()} | {:error, term()}) :: t()


      


Report the result of a provider call.
Updates the router's strategy state based on success or failure.
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          @spec route(t(), atom(), term(), keyword()) :: {:ok, atom(), t()} | {:error, term()}


      


Route a request to select the best provider.
Parameters
	router - The router struct
	type - Request type (:text or :embeddings)
	prompt - The prompt or list of texts for embeddings
	opts - Additional options

Returns
	{:ok, provider, updated_router} - Selected provider
	{:error, reason} - No provider available
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Vector store operations for semantic search with pgvector.
This module provides functions for:
	Building and managing text chunks
	Semantic (vector) search using L2 distance
	Full-text search using PostgreSQL tsvector
	Hybrid search combining both approaches with RRF

Usage
# Build chunks from text
chunks = VectorStore.build_chunks([
  %{content: "First paragraph", source: "doc.md"},
  %{content: "Second paragraph", source: "doc.md"}
])

# Add embeddings (after generating with Router/Gemini)
chunks = VectorStore.add_embeddings(chunks, embeddings)

# Build search queries
query = VectorStore.semantic_search_query(query_embedding, limit: 10)
Search Types
	Semantic search: Uses pgvector L2 distance for similarity
	Full-text search: Uses PostgreSQL tsvector for keyword matching
	Hybrid search: Combines both using Reciprocal Rank Fusion (RRF)
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        add_embeddings(chunks, embeddings)

      


        Add embeddings to a list of chunks.



    


    
      
        build_chunk(attrs)

      


        Build a single chunk struct from attributes.



    


    
      
        build_chunks(attrs_list)

      


        Build multiple chunks from a list of attributes.



    


    
      
        calculate_rrf_score(semantic_results, fulltext_results)

      


        Calculate RRF (Reciprocal Rank Fusion) score to combine search results.



    


    
      
        chunk_text(text, opts \\ [])

      


        Split text into chunks with optional overlap.



    


    
      
        from_chunker_chunks(chunks, source)

      


        Convert Chunker.Chunk structs to VectorStore format.



    


    
      
        fulltext_search_query(search_text, opts \\ [])

      


        Build an Ecto query for full-text search using PostgreSQL tsvector.



    


    
      
        prepare_for_insert(chunk)

      


        Prepare a chunk for database insertion.



    


    
      
        semantic_search_query(embedding, opts \\ [])

      


        Build an Ecto query for semantic search using L2 distance.
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          @spec add_embeddings([Rag.VectorStore.Chunk.t()], [[float()]]) :: [
  Rag.VectorStore.Chunk.t()
]


      


Add embeddings to a list of chunks.
Raises ArgumentError if the number of chunks doesn't match
the number of embeddings.
Examples
iex> chunks = [%Chunk{content: "a"}, %Chunk{content: "b"}]
iex> embeddings = [[0.1, 0.2], [0.3, 0.4]]
iex> VectorStore.add_embeddings(chunks, embeddings)
[%Chunk{content: "a", embedding: [0.1, 0.2]}, ...]
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          @spec build_chunk(map()) :: Rag.VectorStore.Chunk.t()


      


Build a single chunk struct from attributes.
Parameters
	attrs - Map with :content (required), :source, :embedding, :metadata

Examples
iex> VectorStore.build_chunk(%{content: "Hello", source: "test.ex"})
%Chunk{content: "Hello", source: "test.ex", metadata: %{}}

  



  
    
      
    
    
      build_chunks(attrs_list)



        
          
        

    

  


  

      

          @spec build_chunks([map()]) :: [Rag.VectorStore.Chunk.t()]


      


Build multiple chunks from a list of attributes.
Examples
iex> VectorStore.build_chunks([%{content: "a"}, %{content: "b"}])
[%Chunk{content: "a"}, %Chunk{content: "b"}]

  



  
    
      
    
    
      calculate_rrf_score(semantic_results, fulltext_results)



        
          
        

    

  


  

      

          @spec calculate_rrf_score([map()], [map()]) :: [map()]


      


Calculate RRF (Reciprocal Rank Fusion) score to combine search results.
Combines semantic search and full-text search results using RRF,
which is effective for hybrid search.
Formula
RRF(d) = Σ 1 / (k + rank(d))
where k is typically 60.
Examples
iex> semantic = [%{id: 1, distance: 0.1}, %{id: 2, distance: 0.2}]
iex> fulltext = [%{id: 2, rank: 0.8}, %{id: 3, rank: 0.6}]
iex> VectorStore.calculate_rrf_score(semantic, fulltext)
[%{id: 2, rrf_score: ...}, %{id: 1, rrf_score: ...}, ...]

  



    

  
    
      
    
    
      chunk_text(text, opts \\ [])



        
          
        

    

  


  

      

          @spec chunk_text(
  String.t(),
  keyword()
) :: [String.t()]


      


Split text into chunks with optional overlap.
Uses character-based chunking with sentence boundary awareness
when possible.
Options
	:max_chars - Maximum characters per chunk (default: 500)
	:overlap - Characters to overlap between chunks (default: 50)

Examples
iex> VectorStore.chunk_text("Long text...", max_chars: 200)
["First chunk...", "Second chunk..."]

  



  
    
      
    
    
      from_chunker_chunks(chunks, source)



        
          
        

    

  


  

      

          @spec from_chunker_chunks([Rag.Chunker.Chunk.t()], String.t()) :: [
  Rag.VectorStore.Chunk.t()
]


      


Convert Chunker.Chunk structs to VectorStore format.
Preserves byte positions in metadata for source highlighting.

  



    

  
    
      
    
    
      fulltext_search_query(search_text, opts \\ [])



        
          
        

    

  


  

      

          @spec fulltext_search_query(
  String.t(),
  keyword()
) :: Ecto.Query.t()


      


Build an Ecto query for full-text search using PostgreSQL tsvector.
Options
	:limit - Maximum number of results (default: 10)

Examples
iex> VectorStore.fulltext_search_query("search terms", limit: 10)
#Ecto.Query<...>

  



  
    
      
    
    
      prepare_for_insert(chunk)



        
          
        

    

  


  

      

          @spec prepare_for_insert(Rag.VectorStore.Chunk.t()) :: map()


      


Prepare a chunk for database insertion.
Converts chunk to a map suitable for Ecto insert_all,
including timestamps for Ecto schemas with timestamps().
Examples
iex> prepared = VectorStore.prepare_for_insert(%Chunk{content: "Test"})
iex> Map.keys(prepared) |> Enum.sort()
[:content, :embedding, :inserted_at, :metadata, :source, :updated_at]

  



    

  
    
      
    
    
      semantic_search_query(embedding, opts \\ [])



        
          
        

    

  


  

      

          @spec semantic_search_query(
  [float()],
  keyword()
) :: Ecto.Query.t()


      


Build an Ecto query for semantic search using L2 distance.
Returns results ordered by distance (closest first).
Options
	:limit - Maximum number of results (default: 10)
	:min_similarity - Minimum similarity threshold (optional)

Examples
iex> VectorStore.semantic_search_query([0.1, 0.2, ...], limit: 5)
#Ecto.Query<...>
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Rag.Chunker.Character 
    



      
Fixed-size chunking with overlap and smart boundaries.
Attempts to break at sentence boundaries, falls back to word boundaries,
then to exact character positions.
Options
	max_chars - Maximum characters per chunk (default: 500)
	overlap - Characters to overlap between chunks (default: 50)
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        t()

      


    





  
    Functions
  


    
      
        chunk(chunker, text, opts)

      


        Split text into character-based chunks.



    


    
      
        default_opts()

      


        Returns default options for the character chunker.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.Chunker.Character{
  max_chars: pos_integer(),
  overlap: non_neg_integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      chunk(chunker, text, opts)



        
          
        

    

  


  

      

          @spec chunk(t(), String.t(), keyword()) :: [Rag.Chunker.Chunk.t()]


      


Split text into character-based chunks.

  



  
    
      
    
    
      default_opts()



        
          
        

    

  


  

      

          @spec default_opts() :: keyword()


      


Returns default options for the character chunker.

  


        

      


  

  
    
    Rag.Chunker.Chunk - rag v0.3.4
    
    

    


  
  

    
Rag.Chunker.Chunk 
    



      
Represents a chunk of text with position information.
Fields
	content - The text content of the chunk
	start_byte - Byte offset where chunk begins in source text
	end_byte - Byte offset where chunk ends in source text
	index - Sequential index (0-based) among sibling chunks
	metadata - Additional information (chunker type, hierarchy level, etc.)


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        extract_from_source(chunk, source_text)

      


        Extract the chunk's content from the original text using byte positions.



    


    
      
        new(attrs)

      


        Create a new chunk from attributes.



    


    
      
        valid?(chunk, source_text)

      


        Check if chunk positions correctly match the content.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.Chunker.Chunk{
  content: String.t(),
  end_byte: non_neg_integer(),
  index: non_neg_integer(),
  metadata: map(),
  start_byte: non_neg_integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      extract_from_source(chunk, source_text)



        
          
        

    

  


  

      

          @spec extract_from_source(t(), String.t()) :: binary()


      


Extract the chunk's content from the original text using byte positions.

  



  
    
      
    
    
      new(attrs)



        
          
        

    

  


  

      

          @spec new(map()) :: t()


      


Create a new chunk from attributes.

  



  
    
      
    
    
      valid?(chunk, source_text)



        
          
        

    

  


  

      

          @spec valid?(t(), String.t()) :: boolean()


      


Check if chunk positions correctly match the content.
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Rag.Chunker.FormatAware 
    



      
Format-aware chunking using TextChunker.
Provides intelligent splitting for code and markup formats using
language-specific separators (function definitions, class declarations,
heading levels, etc.).
Options
	format - Document format (default: :plaintext)
	chunk_size - Maximum chunk size in code points (default: 2000)
	chunk_overlap - Overlap between chunks (default: 200)
	size_fn - Custom size function (String.t() -> integer()) (default: nil)


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        chunk(chunker, text, opts)

      


        Split text into format-aware chunks using TextChunker.



    


    
      
        default_opts()

      


        Returns default options for the format-aware chunker.
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      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.Chunker.FormatAware{
  chunk_overlap: non_neg_integer(),
  chunk_size: pos_integer(),
  format: atom(),
  size_fn: (String.t() -> non_neg_integer()) | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      chunk(chunker, text, opts)



        
          
        

    

  


  

      

          @spec chunk(t(), String.t(), keyword()) :: [Rag.Chunker.Chunk.t()]


      


Split text into format-aware chunks using TextChunker.

  



  
    
      
    
    
      default_opts()



        
          
        

    

  


  

      

          @spec default_opts() :: keyword()


      


Returns default options for the format-aware chunker.
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Rag.Chunker.Paragraph 
    



      
Paragraph-boundary chunking.
Splits on double newlines. Long paragraphs fall back to sentence splitting.
Short paragraphs can be combined with min_chars.
Options
	max_chars - Maximum characters per chunk (default: 500)
	min_chars - Minimum characters, combines short paragraphs (default: nil)


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        chunk(chunker, text, opts)

      


        Split text into paragraph-based chunks.



    


    
      
        default_opts()

      


        Returns default options for the paragraph chunker.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.Chunker.Paragraph{
  max_chars: pos_integer(),
  min_chars: pos_integer() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      chunk(chunker, text, opts)



        
          
        

    

  


  

      

          @spec chunk(t(), String.t(), keyword()) :: [Rag.Chunker.Chunk.t()]


      


Split text into paragraph-based chunks.

  



  
    
      
    
    
      default_opts()



        
          
        

    

  


  

      

          @spec default_opts() :: keyword()


      


Returns default options for the paragraph chunker.
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Rag.Chunker.Recursive 
    



      
Hierarchical recursive chunking.
Tries paragraph boundaries first, falls back to sentence boundaries,
then to character boundaries. Preserves semantic structure when possible.
Options
	max_chars - Maximum characters per chunk (default: 500)
	min_chars - Minimum characters per chunk (default: nil)

Metadata
Each chunk's metadata includes :hierarchy indicating the level
at which it was split: :paragraph, :sentence, or :character.
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    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        chunk(chunker, text, opts)

      


        Split text using hierarchical recursive chunking.



    


    
      
        default_opts()

      


        Returns default options for the recursive chunker.
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      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.Chunker.Recursive{
  max_chars: pos_integer(),
  min_chars: pos_integer() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      chunk(chunker, text, opts)



        
          
        

    

  


  

      

          @spec chunk(t(), String.t(), keyword()) :: [Rag.Chunker.Chunk.t()]


      


Split text using hierarchical recursive chunking.

  



  
    
      
    
    
      default_opts()



        
          
        

    

  


  

      

          @spec default_opts() :: keyword()


      


Returns default options for the recursive chunker.
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Rag.Chunker.Semantic 
    



      
Semantic chunking using embedding similarity.
Groups sentences based on embedding similarity. Starts a new chunk
when similarity drops below threshold or max_chars is reached.
Options
	embedding_fn - Function (String.t() -> [float()]) to generate embeddings (required)
	threshold - Similarity threshold for grouping (default: 0.8)
	max_chars - Maximum characters per chunk (default: 500)
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    Types
  


    
      
        embedding()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        chunk(chunker, text, opts)

      


        Split text into semantic chunks using embedding similarity.



    


    
      
        default_opts()

      


        Returns default options for the semantic chunker.
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      embedding()



        
          
        

    

  


  

      

          @type embedding() :: [float()]


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.Chunker.Semantic{
  embedding_fn: (String.t() -> embedding()) | nil,
  max_chars: pos_integer(),
  threshold: float()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      chunk(chunker, text, opts)



        
          
        

    

  


  

      

          @spec chunk(t(), String.t(), keyword()) :: [Rag.Chunker.Chunk.t()]


      


Split text into semantic chunks using embedding similarity.

  



  
    
      
    
    
      default_opts()



        
          
        

    

  


  

      

          @spec default_opts() :: keyword()


      


Returns default options for the semantic chunker.
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Rag.Chunker.Sentence 
    



      
Sentence-boundary chunking.
Splits text at sentence endings (.!?) and combines sentences
to reach target size while respecting max_chars limit.
Options
	max_chars - Maximum characters per chunk (default: 500)
	min_chars - Minimum characters per chunk, combines small sentences (default: nil)


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        chunk(chunker, text, opts)

      


        Split text into sentence-based chunks.



    


    
      
        default_opts()

      


        Returns default options for the sentence chunker.
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      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.Chunker.Sentence{
  max_chars: pos_integer(),
  min_chars: pos_integer() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      chunk(chunker, text, opts)



        
          
        

    

  


  

      

          @spec chunk(t(), String.t(), keyword()) :: [Rag.Chunker.Chunk.t()]


      


Split text into sentence-based chunks.

  



  
    
      
    
    
      default_opts()



        
          
        

    

  


  

      

          @spec default_opts() :: keyword()


      


Returns default options for the sentence chunker.
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Rag.Ai.Capabilities 
    



      
Provider capability registry and selection helpers.
This module maintains metadata about all available LLM providers,
their capabilities, costs, and strengths. It helps in:
	Auto-detecting available providers
	Selecting the best provider for a task
	Understanding provider limitations

Examples
# Get capabilities for a specific provider
caps = Capabilities.get(:gemini)
caps.embeddings  # => true
caps.max_context # => 1_000_000

# Find providers with specific capability
providers = Capabilities.with_capability(:embeddings)
# => [{:gemini, %{...}}]

# Find best provider for a task
Capabilities.best_for(:code_generation)
# => :codex
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    Functions
  


    
      
        all()

      


        Get all provider capabilities.



    


    
      
        available()

      


        Get list of available providers (those with loaded modules and credentials).



    


    
      
        best_for(task)

      


        Find the best provider for a specific task type.



    


    
      
        can_handle?(provider, capability)

      


        Check if a provider is available and has the required capability.



    


    
      
        check_available(module)

      


        Check if a provider module is available (loaded and functional).



    


    
      
        default_provider()

      


        Get the default provider (first available).



    


    
      
        get(provider)

      


        Get capabilities for a specific provider.



    


    
      
        with_capability(capability)

      


        Filter providers by a specific capability.



    





      


      
        Functions


        


  
    
      
    
    
      all()



        
          
        

    

  


  

      

          @spec all() :: map()


      


Get all provider capabilities.
Examples
iex> all = Capabilities.all()
iex> Map.keys(all)
[:gemini, :codex, :claude]

  



  
    
      
    
    
      available()



        
          
        

    

  


  

      

          @spec available() :: [{atom(), map()}]


      


Get list of available providers (those with loaded modules and credentials).
Only returns providers that are actually usable in the current environment.
Examples
iex> Capabilities.available()
[{:gemini, %{...}}, {:codex, %{...}}]

  



  
    
      
    
    
      best_for(task)



        
          
        

    

  


  

      

          @spec best_for(atom()) :: atom()


      


Find the best provider for a specific task type.
Returns the provider key (:gemini, :codex, or :claude) that
is best suited for the given task.
Task Types
	:embeddings - Embedding generation
	:code_generation - Writing new code
	:code_review - Reviewing existing code
	:analysis - Deep analysis and reasoning
	:writing - Content creation
	:long_context - Tasks requiring large context windows
	:structured_output - JSON/structured data generation
	:agentic - Multi-step agentic workflows
	:reasoning - Complex reasoning tasks

Examples
iex> Capabilities.best_for(:embeddings)
:gemini

iex> Capabilities.best_for(:code_generation)
:codex

iex> Capabilities.best_for(:analysis)
:claude

  



  
    
      
    
    
      can_handle?(provider, capability)



        
          
        

    

  


  

      

          @spec can_handle?(atom(), atom()) :: boolean()


      


Check if a provider is available and has the required capability.
Examples
iex> Capabilities.can_handle?(:gemini, :embeddings)
true

iex> Capabilities.can_handle?(:codex, :embeddings)
false

  



  
    
      
    
    
      check_available(module)



        
          
        

    

  


  

      

          @spec check_available(module()) :: boolean()


      


Check if a provider module is available (loaded and functional).
Examples
iex> Capabilities.check_available(Rag.Ai.Gemini)
true

iex> Capabilities.check_available(NonExistent.Module)
false

  



  
    
      
    
    
      default_provider()



        
          
        

    

  


  

      

          @spec default_provider() :: atom()


      


Get the default provider (first available).
Prefers Gemini > Codex > Claude based on cost and versatility.
Examples
iex> Capabilities.default_provider()
:gemini

  



  
    
      
    
    
      get(provider)



        
          
        

    

  


  

      

          @spec get(atom()) :: map() | nil


      


Get capabilities for a specific provider.
Returns nil if the provider is not known.
Examples
iex> Capabilities.get(:gemini)
%{module: Rag.Ai.Gemini, embeddings: true, ...}

iex> Capabilities.get(:unknown)
nil

  



  
    
      
    
    
      with_capability(capability)



        
          
        

    

  


  

      

          @spec with_capability(atom()) :: [{atom(), map()}]


      


Filter providers by a specific capability.
Examples
iex> Capabilities.with_capability(:embeddings)
[{:gemini, %{...}}]

iex> Capabilities.with_capability(:tools)
[{:gemini, %{...}}, {:codex, %{...}}, {:claude, %{...}}]
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Rag.Ai.Claude 
    



      
Claude provider implementation using claude_agent_sdk.
This provider excels at analysis, writing, and agentic workflows with
strong safety guarantees. It does NOT support embeddings - use Gemini for that.
Note: This module is only available when claude_agent_sdk is installed.
Examples
# Basic text generation
provider = Claude.new(%{})
{:ok, response} = Claude.generate_text(provider, "Hello!", [])

# With system prompt
{:ok, response} = Claude.generate_text(
  provider,
  "Analyze this code",
  system_prompt: "You are an expert code reviewer"
)
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        t()

      


    





  
    Functions
  


    
      
        cost_per_1k_tokens()

      


        Returns the cost per 1K tokens as {input_cost, output_cost} in USD.



    


    
      
        max_context_tokens()

      


        Returns the maximum context window in tokens.



    


    
      
        supports_embeddings?()

      


        Returns whether this provider supports embeddings.



    


    
      
        supports_tools?()

      


        Returns whether this provider supports tool calling.
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      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.Ai.Claude{model: String.t(), options: map(), session: term() | nil}
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      cost_per_1k_tokens()



        
          
        

    

  


  

      

          @spec cost_per_1k_tokens() :: {float(), float()}


      


Returns the cost per 1K tokens as {input_cost, output_cost} in USD.

  



  
    
      
    
    
      max_context_tokens()



        
          
        

    

  


  

      

          @spec max_context_tokens() :: pos_integer()


      


Returns the maximum context window in tokens.

  



  
    
      
    
    
      supports_embeddings?()



        
          
        

    

  


  

      

          @spec supports_embeddings?() :: boolean()


      


Returns whether this provider supports embeddings.

  



  
    
      
    
    
      supports_tools?()



        
          
        

    

  


  

      

          @spec supports_tools?() :: boolean()


      


Returns whether this provider supports tool calling.
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Rag.Ai.Codex 
    



      
Codex/OpenAI provider implementation using codex_sdk.
This provider supports text generation with advanced reasoning capabilities
and structured output. It does NOT support embeddings - use Gemini for that.
Note: This module is only available when codex_sdk is installed.
Examples
# Basic text generation
provider = Codex.new(%{})
{:ok, response} = Codex.generate_text(provider, "Hello!", [])

# Structured output
{:ok, response} = Codex.generate_text(provider, "...", output_schema: schema)
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        t()

      


    





  
    Functions
  


    
      
        cost_per_1k_tokens()

      


        Returns the cost per 1K tokens as {input_cost, output_cost} in USD.



    


    
      
        max_context_tokens()

      


        Returns the maximum context window in tokens.



    


    
      
        supports_embeddings?()

      


        Returns whether this provider supports embeddings.



    


    
      
        supports_tools?()

      


        Returns whether this provider supports tool calling.
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      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.Ai.Codex{
  model: String.t(),
  reasoning_effort: :low | :medium | :high,
  thread: pid() | reference()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      cost_per_1k_tokens()



        
          
        

    

  


  

      

          @spec cost_per_1k_tokens() :: {float(), float()}


      


Returns the cost per 1K tokens as {input_cost, output_cost} in USD.

  



  
    
      
    
    
      max_context_tokens()



        
          
        

    

  


  

      

          @spec max_context_tokens() :: pos_integer()


      


Returns the maximum context window in tokens.

  



  
    
      
    
    
      supports_embeddings?()



        
          
        

    

  


  

      

          @spec supports_embeddings?() :: boolean()


      


Returns whether this provider supports embeddings.

  



  
    
      
    
    
      supports_tools?()



        
          
        

    

  


  

      

          @spec supports_tools?() :: boolean()


      


Returns whether this provider supports tool calling.
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Rag.Ai.Cohere 
    



      
Implementation of Rag.Ai.Provider using the Cohere API.
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      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.Ai.Cohere{
  api_key: String.t() | nil,
  embeddings_model: String.t() | nil,
  embeddings_url: String.t() | nil,
  text_model: String.t() | nil,
  text_url: String.t() | nil
}
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Rag.Ai.Gemini 
    



      
Gemini provider implementation using gemini_ex.
This provider supports both text generation and embeddings, making it
the primary provider for RAG systems. It also supports tool calling
via Gemini's function calling API.
Examples
# Basic text generation
provider = Gemini.new(%{})
{:ok, response} = Gemini.generate_text(provider, "Hello!", [])

# Use a model alias from gemini_ex
provider = Gemini.new(%{model: :flash_lite_latest})

# Generate embeddings
{:ok, embeddings} = Gemini.generate_embeddings(provider, ["text1", "text2"], [])
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        model_ref()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        cost_per_1k_tokens()

      


        Returns the cost per 1K tokens as {input_cost, output_cost} in USD.



    


    
      
        max_context_tokens()

      


        Returns the maximum context window in tokens.



    


    
      
        supports_embeddings?()

      


        Returns whether this provider supports embeddings.



    


    
      
        supports_tools?()

      


        Returns whether this provider supports tool calling.
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      model_ref()



        
          
        

    

  


  

      

          @type model_ref() :: atom() | String.t()


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.Ai.Gemini{
  config: map(),
  embedding_dimensions: pos_integer() | nil,
  embedding_model: String.t(),
  model: String.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      cost_per_1k_tokens()



        
          
        

    

  


  

      

          @spec cost_per_1k_tokens() :: {float(), float()}


      


Returns the cost per 1K tokens as {input_cost, output_cost} in USD.

  



  
    
      
    
    
      max_context_tokens()



        
          
        

    

  


  

      

          @spec max_context_tokens() :: pos_integer()


      


Returns the maximum context window in tokens.
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          @spec supports_embeddings?() :: boolean()


      


Returns whether this provider supports embeddings.
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          @spec supports_tools?() :: boolean()


      


Returns whether this provider supports tool calling.
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Implementation of Rag.Ai.Provider using Nx.
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          @type t() :: %Rag.Ai.Nx{
  embeddings_serving: Nx.Serving.t() | nil,
  text_serving: Nx.Serving.t() | nil
}
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Implementation of Rag.Ai.Provider using Ollama.
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          @type t() :: %Rag.Ai.Ollama{
  embeddings_model: String.t() | nil,
  embeddings_url: String.t() | nil,
  text_model: String.t() | nil,
  text_url: String.t() | nil
}
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Implementation of Rag.Ai.Provider using the OpenAI API.
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          @type t() :: %Rag.Ai.OpenAI{
  api_key: String.t() | nil,
  embeddings_model: String.t() | nil,
  embeddings_url: String.t() | nil,
  text_model: String.t() | nil,
  text_url: String.t() | nil
}
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Rag.Ai.Provider behaviour
    



      
Behaviour for providers of AI capabilities.
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        generate_embeddings(provider, texts, opts)

      


        Generates embeddings for texts.
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        Generates a text for prompt.
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        Creates a new provider struct.
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          @type embedding() :: [number()]
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          @type response() :: String.t() | Enumerable.t()
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      generate_embeddings(provider, texts, opts)



        
          
        

    

  


  

      

          @callback generate_embeddings(
  provider :: struct(),
  texts :: [String.t()],
  opts :: keyword()
) :: {:ok, [embedding()]} | {:error, any()}


      


Generates embeddings for texts.

  



  
    
      
    
    
      generate_text(provider, prompt, opts)



        
          
        

    

  


  

      

          @callback generate_text(
  provider :: struct(),
  prompt :: String.t(),
  opts :: keyword()
) :: {:ok, response()} | {:error, any()}


      


Generates a text for prompt.
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          @callback new(attrs :: map()) :: struct()


      


Creates a new provider struct.
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Fallback routing strategy.
Tries providers in order until one succeeds. If a provider fails
multiple times, it is temporarily skipped. Failed providers are
automatically retried after a decay period.
Configuration
Fallback.init(
  providers: [:gemini, :codex, :claude],
  fallback_order: [:claude, :gemini, :codex],  # Optional custom order
  max_failures: 3,                              # Skip after N failures
  failure_decay_ms: 60_000                      # Reset failures after 60s
)
Behavior
	Selects first available provider in fallback order
	On failure, marks provider and tries next
	Skips providers with >= max_failures recent failures
	Resets failure count on success
	Decays failure count over time

Example
{:ok, state} = Fallback.init(providers: [:gemini, :codex, :claude])
{:ok, :gemini, state} = Fallback.select_provider(state, request)

# If gemini fails
state = Fallback.handle_result(state, :gemini, {:error, :timeout})
{:ok, :codex, state} = Fallback.next_provider(state, :gemini, request)
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          @type t() :: %Rag.Router.Fallback{
  current_index: non_neg_integer(),
  failure_decay_ms: pos_integer() | nil,
  failure_times: %{required(atom()) => integer()},
  failures: %{required(atom()) => non_neg_integer()},
  fallback_order: [atom()],
  max_failures: pos_integer(),
  providers: [atom()]
}
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Rag.Router.RoundRobin 
    



      
Round-Robin routing strategy.
Distributes requests evenly across providers. Supports optional
weights for uneven distribution and automatic provider recovery.
Configuration
RoundRobin.init(
  providers: [:gemini, :codex, :claude],
  weights: %{gemini: 3, codex: 2, claude: 1},  # Optional weighted distribution
  max_consecutive_failures: 3,                  # Mark unavailable after N failures
  recovery_cooldown_ms: 30_000                  # Retry unavailable after 30s
)
Behavior
	Selects providers in rotating order
	Optionally applies weights (higher weight = more selections)
	Skips temporarily unavailable providers
	Automatically recovers providers after cooldown

Weighted Distribution
With weights {gemini: 2, codex: 1}, the selection pattern is:
gemini → gemini → codex → gemini → gemini → codex → ...
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          @type t() :: %Rag.Router.RoundRobin{
  consecutive_failures: %{required(atom()) => non_neg_integer()},
  current_index: non_neg_integer(),
  max_consecutive_failures: pos_integer(),
  providers: [atom()],
  recovery_cooldown_ms: pos_integer(),
  unavailable: MapSet.t(atom()),
  unavailable_since: %{required(atom()) => integer()},
  weight_counters: %{required(atom()) => non_neg_integer()},
  weights: %{required(atom()) => pos_integer()} | nil
}
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Rag.Router.Specialist 
    



      
Specialist routing strategy.
Routes requests to the best provider for each task type. Uses
task mappings to determine which provider handles what, with
optional inference from prompt content.
Configuration
Specialist.init(
  providers: [:gemini, :codex, :claude],
  task_mappings: %{
    embeddings: :gemini,
    code_generation: :codex,
    analysis: :claude
  },
  fallback_provider: :gemini,
  max_failures: 3
)
Default Task Mappings
	:embeddings → :gemini (only provider with embedding support)
	:code_generation → :codex (optimized for code)
	:code_review → :codex
	:structured_output → :codex
	:analysis → :claude (best for deep analysis)
	:writing → :claude
	:agentic → :claude
	:reasoning → :claude
	:long_context → :gemini (1M token context)
	:multimodal → :gemini

Task Inference
If no explicit task is provided, the strategy can infer the task
from the prompt content using keyword detection:
	Code keywords: "write", "implement", "create function", "code"
	Analysis keywords: "analyze", "explain", "review", "compare"
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          @type t() :: %Rag.Router.Specialist{
  failures: %{required(atom()) => non_neg_integer()},
  fallback_provider: atom(),
  max_failures: pos_integer(),
  providers: [atom()],
  task_mappings: %{required(atom()) => atom()},
  unavailable: MapSet.t(atom())
}
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Behaviour for routing strategies.
A routing strategy determines how requests are dispatched to
LLM providers. Strategies can implement different algorithms
for provider selection, load balancing, and failover.
Available Strategies
	Rag.Router.Fallback - Try providers in order until success
	Rag.Router.RoundRobin - Distribute load across providers
	Rag.Router.Specialist - Route by task type to best provider
	Rag.Router.Consensus - Query multiple providers, synthesize response
	Rag.Router.Racing - Query all, return first response

Implementing a Custom Strategy
defmodule MyStrategy do
  @behaviour Rag.Router.Strategy

  @impl true
  def init(opts) do
    {:ok, %{providers: opts[:providers] || []}}
  end

  @impl true
  def select_provider(state, request) do
    # Return {:ok, provider, new_state} or {:error, reason}
  end

  @impl true
  def handle_result(state, provider, result) do
    # Update state after provider returns result
  end
end
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        Handle the result from a provider.
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        Initialize the strategy with configuration options.
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        Select the next provider after a failure (for retry strategies).



    


    
      
        select_provider(state, request)

      


        Select a provider for the given request.
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          @type request() :: %{
  type: :text | :embeddings,
  prompt: String.t() | [String.t()],
  opts: keyword()
}
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          @type result() :: {:ok, term()} | {:error, term()}
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          @type state() :: term()
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      handle_result(state, provider, result)



        
          
        

    

  


  

      

          @callback handle_result(state(), provider(), result()) :: state()


      


Handle the result from a provider.
Called after a provider returns (success or failure). Use this
to update strategy state based on provider performance.
Parameters
	state - Current strategy state
	provider - The provider that was used
	result - The result from the provider

Returns
Updated state

  



  
    
      
    
    
      init(opts)



        
          
        

    

  


  

      

          @callback init(opts :: keyword()) :: {:ok, state()} | {:error, term()}


      


Initialize the strategy with configuration options.
Called once when the router starts. Returns initial state
that will be passed to subsequent callbacks.
Options
	:providers - List of provider atoms (required)
	:fallback_order - Order for fallback attempts
	Strategy-specific options

Returns
	{:ok, state} on success
	{:error, reason} on failure


  



  
    
      
    
    
      next_provider(state, provider, request)


        (optional)


        
          
        

    

  


  

      

          @callback next_provider(state(), provider(), request()) ::
  {:ok, provider(), state()} | {:error, :no_more_providers}


      


Select the next provider after a failure (for retry strategies).
Optional callback for strategies that support retrying with
different providers on failure.
Parameters
	state - Current strategy state
	failed_provider - The provider that failed
	request - Original request

Returns
	{:ok, provider, new_state} - Next provider to try
	{:error, :no_more_providers} - No more providers available
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          @callback select_provider(state(), request()) ::
  {:ok, provider(), state()} | {:error, term()}


      


Select a provider for the given request.
This is called for each incoming request. The strategy should
select the most appropriate provider based on its algorithm.
Parameters
	state - Current strategy state
	request - Request details including type and prompt

Returns
	{:ok, provider, new_state} - Selected provider and updated state
	{:error, reason} - No provider available
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GenServer-based embedding service for batch processing.
This service manages embedding generation using the Gemini provider
(the only provider with embedding support). It handles batching,
statistics tracking, and integration with the VectorStore.
Usage
# Start the service
{:ok, pid} = Service.start_link(batch_size: 100)

# Embed a single text
{:ok, embedding} = Service.embed_text(pid, "Hello world")

# Embed multiple texts
{:ok, embeddings} = Service.embed_texts(pid, ["text1", "text2"])

# Embed chunks and add embeddings
{:ok, chunks_with_embeddings} = Service.embed_chunks(pid, chunks)
Configuration
	:batch_size - Maximum texts per embedding request (default: 100)
	:provider - Provider module to use (default: Rag.Ai.Gemini)
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        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        embed_and_prepare(server, chunks)

      


        Embed chunks and prepare for database insertion.
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        Embed chunks and add embeddings to them.
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        Generate embedding for a single text.



    


    
      
        embed_texts(server, texts)

      


        Generate embeddings for multiple texts.
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        Get embedding service statistics.
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        Start the embedding service.
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          @type t() :: %Rag.Embedding.Service{
  batch_size: pos_integer(),
  provider: module(),
  provider_instance: struct(),
  stats: map()
}
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Returns a specification to start this module under a supervisor.
See Supervisor.
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          @spec embed_and_prepare(GenServer.server(), [Rag.VectorStore.Chunk.t()]) ::
  {:ok, [map()]} | {:error, term()}


      


Embed chunks and prepare for database insertion.
Similar to embed_chunks/2 but converts chunks to maps
ready for Ecto insert.
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          @spec embed_chunks(GenServer.server(), [Rag.VectorStore.Chunk.t()]) ::
  {:ok, [Rag.VectorStore.Chunk.t()]} | {:error, term()}


      


Embed chunks and add embeddings to them.
Extracts content from each chunk, generates embeddings,
and returns chunks with embeddings attached.
Examples
iex> chunks = [%Chunk{content: "Hello"}, %Chunk{content: "World"}]
iex> Service.embed_chunks(pid, chunks)
{:ok, [%Chunk{content: "Hello", embedding: [...]}, ...]}
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          @spec embed_text(GenServer.server(), String.t()) ::
  {:ok, [float()]} | {:error, term()}


      


Generate embedding for a single text.
Examples
iex> Service.embed_text(pid, "Hello world")
{:ok, [0.1, 0.2, ...]}
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          @spec embed_texts(GenServer.server(), [String.t()]) ::
  {:ok, [[float()]]} | {:error, term()}


      


Generate embeddings for multiple texts.
Automatically batches large requests according to batch_size.
Examples
iex> Service.embed_texts(pid, ["Hello", "World"])
{:ok, [[0.1, ...], [0.2, ...]]}
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          @spec get_stats(GenServer.server()) :: map()


      


Get embedding service statistics.
Returns counts of texts embedded, batches processed, and errors.
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          @spec start_link(keyword()) :: GenServer.on_start()


      


Start the embedding service.
Options
	:name - Optional process name
	:batch_size - Maximum texts per batch (default: 100)
	:provider - Provider module (default: Rag.Ai.Gemini)
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Ecto schema for storing text chunks with embeddings.
Each chunk represents a piece of text from a source document
along with its vector embedding for semantic search.
Fields
	content - The text content of the chunk
	source - The source file or document path
	embedding - The vector embedding (768 dimensions for Gemini)
	metadata - Additional metadata as a map

Examples
chunk = Chunk.new(%{
  content: "def hello, do: :world",
  source: "lib/greeting.ex",
  metadata: %{line_start: 1, line_end: 1}
})
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        changeset(chunk, attrs)

      


        Creates a changeset for inserting or updating a chunk.



    


    
      
        embedding_changeset(chunk, attrs)

      


        Creates a changeset for updating only the embedding.
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        Creates a new Chunk struct from the given attributes.



    


    
      
        to_map(chunk)

      


        Converts a Chunk struct to a plain map.
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          @type t() :: %Rag.VectorStore.Chunk{
  __meta__: term(),
  content: String.t(),
  embedding: [float()] | nil,
  id: integer() | nil,
  inserted_at: NaiveDateTime.t() | nil,
  metadata: map(),
  source: String.t() | nil,
  updated_at: NaiveDateTime.t() | nil
}
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          @spec changeset(t(), map()) :: Ecto.Changeset.t()


      


Creates a changeset for inserting or updating a chunk.
Validates that content is present and not blank.
Examples
iex> Chunk.changeset(%Chunk{}, %{content: "Hello", source: "test.ex"})
#Ecto.Changeset<...>
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          @spec embedding_changeset(t(), map()) :: Ecto.Changeset.t()


      


Creates a changeset for updating only the embedding.
Use this when adding embeddings to existing chunks.
Examples
iex> Chunk.embedding_changeset(chunk, %{embedding: [0.1, 0.2, ...]})
#Ecto.Changeset<...>
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          @spec new(map()) :: t()


      


Creates a new Chunk struct from the given attributes.
Parameters
	attrs - Map with :content (required), :source, :embedding, :metadata

Examples
iex> Chunk.new(%{content: "Hello", source: "test.ex"})
%Chunk{content: "Hello", source: "test.ex", metadata: %{}}
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          @spec to_map(t()) :: map()


      


Converts a Chunk struct to a plain map.
Useful for vector store operations that expect maps.
Examples
iex> Chunk.to_map(%Chunk{content: "Hi", source: "t.ex"})
%{content: "Hi", source: "t.ex", embedding: nil, metadata: %{}}
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PostgreSQL pgvector implementation of VectorStore.Store.
Uses pgvector extension for efficient vector similarity search
with L2 distance.
Usage
# Create a store with your Repo
store = %Rag.VectorStore.Pgvector{repo: MyApp.Repo}

# Insert documents
{:ok, count} = Rag.VectorStore.Store.insert(store, documents)

# Search by embedding
{:ok, results} = Rag.VectorStore.Store.search(store, embedding, limit: 10)
Requirements
	PostgreSQL with pgvector extension
	The rag_chunks table (see migrations in README)
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        Create a new Pgvector store.
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          @type t() :: %Rag.VectorStore.Pgvector{repo: module()}
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          @spec new(keyword()) :: t()


      


Create a new Pgvector store.
Options
	:repo - The Ecto Repo module to use (required)

Examples
iex> Rag.VectorStore.Pgvector.new(repo: MyApp.Repo)
%Rag.VectorStore.Pgvector{repo: MyApp.Repo}
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Behaviour for vector store backends.
This behaviour defines the interface for different vector storage
implementations (pgvector, Pinecone, Qdrant, etc.).
Implementing a Custom Store
defmodule MyApp.CustomVectorStore do
  @behaviour Rag.VectorStore.Store

  defstruct [:connection]

  @impl true
  def insert(store, documents, opts) do
    # Insert documents with embeddings
    {:ok, count}
  end

  @impl true
  def search(store, embedding, opts) do
    # Search by embedding similarity
    {:ok, results}
  end

  @impl true
  def delete(store, ids, opts) do
    # Delete by IDs
    {:ok, count}
  end

  @impl true
  def get(store, ids, opts) do
    # Get by IDs
    {:ok, documents}
  end
end
Available Implementations
	Rag.VectorStore.Pgvector - PostgreSQL with pgvector extension
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        Delete documents by IDs.
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        Get documents by IDs.
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        Insert documents with embeddings into the store.
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        Search for similar documents by embedding.
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        delete(store, ids, opts \\ [])

      


        Delete documents from the store.
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        Get documents from the store by IDs.
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        Insert documents into the store.
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        Search the store by embedding.
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          @type document() :: %{
  id: any() | nil,
  content: String.t(),
  embedding: embedding(),
  source: String.t() | nil,
  metadata: map()
}
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          @type embedding() :: [float()]
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          @type result() :: %{
  id: any(),
  content: String.t(),
  score: float(),
  source: String.t() | nil,
  metadata: map()
}


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      delete(store, ids, opts)



        
          
        

    

  


  

      

          @callback delete(store :: struct(), ids :: [any()], opts :: keyword()) ::
  {:ok, non_neg_integer()} | {:error, term()}


      


Delete documents by IDs.
Parameters
	store - The store struct
	ids - List of document IDs to delete
	opts - Options specific to the implementation

Returns
	{:ok, count} - Number of documents deleted
	{:error, reason} - Error during deletion


  



  
    
      
    
    
      get(store, ids, opts)



        
          
        

    

  


  

      

          @callback get(store :: struct(), ids :: [any()], opts :: keyword()) ::
  {:ok, [document()]} | {:error, term()}


      


Get documents by IDs.
Parameters
	store - The store struct
	ids - List of document IDs to retrieve
	opts - Options specific to the implementation

Returns
	{:ok, [document]} - List of documents
	{:error, reason} - Error during retrieval


  



  
    
      
    
    
      insert(store, documents, opts)



        
          
        

    

  


  

      

          @callback insert(store :: struct(), documents :: [document()], opts :: keyword()) ::
  {:ok, non_neg_integer()} | {:error, term()}


      


Insert documents with embeddings into the store.
Parameters
	store - The store struct
	documents - List of documents with embeddings
	opts - Options specific to the implementation

Returns
	{:ok, count} - Number of documents inserted
	{:error, reason} - Error during insertion


  



  
    
      
    
    
      search(store, embedding, opts)



        
          
        

    

  


  

      

          @callback search(store :: struct(), embedding :: embedding(), opts :: keyword()) ::
  {:ok, [result()]} | {:error, term()}


      


Search for similar documents by embedding.
Parameters
	store - The store struct
	embedding - Query embedding vector
	opts - Options including :limit

Returns
	{:ok, [result]} - List of results with similarity scores
	{:error, reason} - Error during search


  


        

      

      
        Functions


        


    

  
    
      
    
    
      delete(store, ids, opts \\ [])



        
          
        

    

  


  

      

          @spec delete(struct(), [any()], keyword()) ::
  {:ok, non_neg_integer()} | {:error, term()}


      


Delete documents from the store.

  



    

  
    
      
    
    
      get(store, ids, opts \\ [])



        
          
        

    

  


  

      

          @spec get(struct(), [any()], keyword()) :: {:ok, [document()]} | {:error, term()}


      


Get documents from the store by IDs.

  



    

  
    
      
    
    
      insert(store, documents, opts \\ [])



        
          
        

    

  


  

      

          @spec insert(struct(), [document()], keyword()) ::
  {:ok, non_neg_integer()} | {:error, term()}


      


Insert documents into the store.

  



    

  
    
      
    
    
      search(store, embedding, opts \\ [])



        
          
        

    

  


  

      

          @spec search(struct(), embedding(), keyword()) :: {:ok, [result()]} | {:error, term()}


      


Search the store by embedding.

  


        

      


  

  
    
    Rag.Retriever.FullText - rag v0.3.4
    
    

    


  
  

    
Rag.Retriever.FullText 
    



      
Full-text retriever using PostgreSQL tsvector search.
This retriever uses PostgreSQL's built-in full-text search
capabilities with ts_rank for relevance scoring.
Usage
# Create a fulltext retriever
retriever = %Rag.Retriever.FullText{repo: MyApp.Repo}

# Retrieve using a text query
{:ok, results} = Rag.Retriever.retrieve(retriever, "search terms", limit: 10)
Result Format
Returns results with a score field representing ts_rank:
	score = PostgreSQL ts_rank value
	Higher scores indicate better keyword matches
	Typically ranges from 0.0 to 1.0

Search Features
	Supports multiple search terms (combined with AND)
	Uses English text search configuration
	Orders results by relevance (ts_rank)


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        retrieve(retriever, query_text, opts \\ [])

      


        Retrieve documents using full-text search.



    


    
      
        supports_embedding?()

      


        Returns false - FullText retriever doesn't use embeddings.



    


    
      
        supports_text_query?()

      


        Returns true - FullText retriever supports text queries.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.Retriever.FullText{repo: module()}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      retrieve(retriever, query_text, opts \\ [])



        
          
        

    

  


  

      

          @spec retrieve(t(), String.t(), keyword()) ::
  {:ok, [Rag.Retriever.result()]} | {:error, term()}


      


Retrieve documents using full-text search.
Parameters
	retriever - The FullText retriever struct
	query_text - Text query string
	opts - Options:	:limit - Maximum number of results (default: 10)



Returns
	{:ok, results} - List of results with ts_rank scores
	{:error, reason} - Error during retrieval

Examples
iex> retriever = %FullText{repo: MyRepo}
iex> FullText.retrieve(retriever, "machine learning", limit: 5)
{:ok, [%{id: 1, content: "...", score: 0.85, metadata: %{}}]}

  



  
    
      
    
    
      supports_embedding?()



        
          
        

    

  


  

      

          @spec supports_embedding?() :: boolean()


      


Returns false - FullText retriever doesn't use embeddings.

  



  
    
      
    
    
      supports_text_query?()



        
          
        

    

  


  

      

          @spec supports_text_query?() :: boolean()


      


Returns true - FullText retriever supports text queries.

  


        

      


  

  
    
    Rag.Retriever.Graph - rag v0.3.4
    
    

    


  
  

    
Rag.Retriever.Graph 
    



      
Graph-enhanced retrieval for GraphRAG.
Supports three search modes:
	:local - Find entities via vector search, expand via graph traversal
	:global - Search community summaries for broad context
	:hybrid - Combine local and global with weighted fusion

Local Search
Local search finds specific, detailed information by:
	Vector search on entity embeddings to find seed entities
	Graph traversal to expand to related entities (configurable depth)
	Collecting source chunks from all discovered entities
	Scoring by relevance and graph distance

Global Search
Global search finds high-level context by:
	Vector search on community summaries
	Returning summaries of relevant communities
	Providing broad organizational context

Hybrid Search
Hybrid search combines both approaches:
	Runs local and global searches in parallel
	Applies weighted Reciprocal Rank Fusion (RRF)
	Deduplicates and returns merged results

Usage
# Create a graph retriever with local search
retriever = Graph.new(
  graph_store: graph_store,
  vector_store: vector_store,
  mode: :local,
  depth: 2
)

# Search with embedding
{:ok, results} = Retriever.retrieve(retriever, query_embedding, limit: 10)

# Or use specific search modes
{:ok, local_results} = Graph.local_search(retriever, query_embedding)
{:ok, global_results} = Graph.global_search(retriever, query_embedding)
{:ok, hybrid_results} = Graph.hybrid_search(retriever, query_embedding)
Options
	:mode - Search mode: :local, :global, or :hybrid (default: :local)
	:depth - Traversal depth for local search (default: 2)
	:local_weight - Weight for local results in hybrid mode (default: 1.0)
	:global_weight - Weight for global results in hybrid mode (default: 1.0)
	:embedding_fn - Function to embed text queries (String.t() -> {:ok, [float()]})
	:limit - Maximum number of results to return


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        global_search(retriever, query, opts \\ [])

      


        Global search: find relevant communities -> get summaries.



    


    
      
        hybrid_search(retriever, query, opts \\ [])

      


        Hybrid search: combine local and global with RRF.



    


    
      
        local_search(retriever, query, opts \\ [])

      


        Local search: vector search -> graph expansion -> chunk retrieval.



    


    
      
        new(opts \\ [])

      


        Create a new Graph retriever.



    


    
      
        retrieve(retriever, query, opts \\ [])

      


        Retrieve relevant documents using the configured search mode.



    


    
      
        supports_embedding?()

      


        Returns true - Graph retriever supports embedding queries.



    


    
      
        supports_text_query?()

      


        Returns true - Graph retriever supports text queries (with embedding_fn).



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.Retriever.Graph{
  depth: pos_integer(),
  global_weight: float(),
  graph_store: module(),
  local_weight: float(),
  mode: :local | :global | :hybrid,
  vector_store: module()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      global_search(retriever, query, opts \\ [])



        
          
        

    

  


  

      

          @spec global_search(
  retriever :: t(),
  query :: String.t() | [float()],
  opts :: keyword()
) ::
  {:ok, [map()]} | {:error, term()}


      


Global search: find relevant communities -> get summaries.
Performs global search by:
	Embedding the query if it's text
	Vector search on community summaries
	Returning community summaries as context

Parameters
	retriever - The Graph retriever struct
	query - Query text or embedding vector
	opts - Options:	:limit - Max communities (default: 10)
	:embedding_fn - Function to embed text queries



Returns
	{:ok, [result()]} - Community summaries with scores
	{:error, term()} - Error during search

Examples
iex> Graph.global_search(retriever, query_embedding, limit: 5)
{:ok, [%{id: "comm_1", content: "Summary...", score: 0.85, metadata: %{}}]}

  



    

  
    
      
    
    
      hybrid_search(retriever, query, opts \\ [])



        
          
        

    

  


  

      

          @spec hybrid_search(
  retriever :: t(),
  query :: String.t() | [float()],
  opts :: keyword()
) ::
  {:ok, [map()]} | {:error, term()}


      


Hybrid search: combine local and global with RRF.
Performs hybrid search by:
	Running local and global searches in parallel (using Task.async)
	Applying weighted Reciprocal Rank Fusion (RRF)
	Deduplicating and merging results
	Returning sorted by combined score

Parameters
	retriever - The Graph retriever struct
	query - Query text or embedding vector
	opts - Options:	:limit - Max results (default: 10)
	:embedding_fn - Function to embed text queries



Returns
	{:ok, [result()]} - Combined results with RRF scores
	{:error, term()} - Error during search

Examples
iex> Graph.hybrid_search(retriever, query_embedding, limit: 10)
{:ok, [%{id: 1, content: "...", score: 0.95, metadata: %{}}]}

  



    

  
    
      
    
    
      local_search(retriever, query, opts \\ [])



        
          
        

    

  


  

      

          @spec local_search(
  retriever :: t(),
  query :: String.t() | [float()],
  opts :: keyword()
) ::
  {:ok, [map()]} | {:error, term()}


      


Local search: vector search -> graph expansion -> chunk retrieval.
Performs local search by:
	Embedding the query if it's text
	Finding seed entities via vector search
	Expanding via graph traversal (BFS)
	Collecting source chunks from all entities
	Scoring and ranking by relevance and graph distance

Parameters
	retriever - The Graph retriever struct
	query - Query text or embedding vector
	opts - Options:	:limit - Max results (default: 10)
	:embedding_fn - Function to embed text queries
	:depth - Override traversal depth



Returns
	{:ok, [result()]} - Chunks with scores
	{:error, term()} - Error during search

Examples
iex> Graph.local_search(retriever, query_embedding, limit: 5)
{:ok, [%{id: 1, content: "...", score: 0.9, metadata: %{}}]}

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(opts :: keyword()) :: t()


      


Create a new Graph retriever.
Options
	:graph_store - Graph store module (required)
	:vector_store - Vector store module (required)
	:mode - Search mode: :local, :global, or :hybrid (default: :local)
	:depth - Traversal depth for local search (default: 2)
	:local_weight - Weight for local results in hybrid (default: 1.0)
	:global_weight - Weight for global results in hybrid (default: 1.0)

Examples
iex> Graph.new(graph_store: MyGraphStore, vector_store: MyVectorStore)
%Graph{mode: :local, depth: 2, ...}

iex> Graph.new(
...>   graph_store: MyGraphStore,
...>   vector_store: MyVectorStore,
...>   mode: :hybrid,
...>   local_weight: 0.7,
...>   global_weight: 0.3
...> )
%Graph{mode: :hybrid, local_weight: 0.7, ...}

  



    

  
    
      
    
    
      retrieve(retriever, query, opts \\ [])



        
          
        

    

  


  

      

          @spec retrieve(t(), String.t() | [float()], keyword()) ::
  {:ok, [Rag.Retriever.result()]} | {:error, term()}


      


Retrieve relevant documents using the configured search mode.
Delegates to the appropriate search function based on the retriever's mode:
	:local -> local_search/3
	:global -> global_search/3
	:hybrid -> hybrid_search/3

Parameters
	retriever - The Graph retriever struct
	query - Query text (string) or embedding vector (list of floats)
	opts - Options including :limit, :embedding_fn

Returns
	{:ok, [result()]} - List of retrieved results with scores
	{:error, term()} - Error during retrieval


  



  
    
      
    
    
      supports_embedding?()



        
          
        

    

  


  

      

          @spec supports_embedding?() :: boolean()


      


Returns true - Graph retriever supports embedding queries.

  



  
    
      
    
    
      supports_text_query?()



        
          
        

    

  


  

      

          @spec supports_text_query?() :: boolean()


      


Returns true - Graph retriever supports text queries (with embedding_fn).

  


        

      


  

  
    
    Rag.Retriever.Hybrid - rag v0.3.4
    
    

    


  
  

    
Rag.Retriever.Hybrid 
    



      
Hybrid retriever combining semantic and full-text search with RRF.
This retriever combines vector similarity search and full-text search
using Reciprocal Rank Fusion (RRF) to produce better results than
either approach alone.
Reciprocal Rank Fusion (RRF)
RRF is an effective technique for combining rankings from different
retrieval systems. For each document, it calculates:
RRF(d) = Σ 1 / (k + rank(d))
where k is typically 60, and the sum is over all retrieval systems
where the document appears.
Usage
# Create a hybrid retriever
retriever = %Rag.Retriever.Hybrid{repo: MyApp.Repo}

# Retrieve using both embedding and text query
query_embedding = [0.1, 0.2, 0.3, ...]
query_text = "search terms"
{:ok, results} = Rag.Retriever.retrieve(
  retriever,
  {query_embedding, query_text},
  limit: 10
)
Result Format
Returns results with a score field representing RRF score:
	score = Combined RRF score from both retrieval methods
	Higher scores indicate better overall relevance
	Documents appearing in both result sets get higher scores


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        retrieve(retriever, query, opts \\ [])

      


        Retrieve documents using hybrid search with RRF fusion.



    


    
      
        supports_embedding?()

      


        Returns true - Hybrid retriever supports embedding queries.



    


    
      
        supports_text_query?()

      


        Returns true - Hybrid retriever supports text queries.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.Retriever.Hybrid{repo: module()}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      retrieve(retriever, query, opts \\ [])



        
          
        

    

  


  

      

          @spec retrieve(t(), {[float()], String.t()}, keyword()) ::
  {:ok, [Rag.Retriever.result()]} | {:error, term()}


      


Retrieve documents using hybrid search with RRF fusion.
Parameters
	retriever - The Hybrid retriever struct
	query - Tuple of {embedding, text} for hybrid search
	opts - Options:	:limit - Maximum number of results (default: 10)



Returns
	{:ok, results} - List of results with RRF scores
	{:error, reason} - Error during retrieval

Examples
iex> retriever = %Hybrid{repo: MyRepo}
iex> Hybrid.retrieve(retriever, {[0.1, 0.2], "machine learning"}, limit: 5)
{:ok, [%{id: 1, content: "...", score: 0.032, metadata: %{}}]}

  



  
    
      
    
    
      supports_embedding?()



        
          
        

    

  


  

      

          @spec supports_embedding?() :: boolean()


      


Returns true - Hybrid retriever supports embedding queries.

  



  
    
      
    
    
      supports_text_query?()



        
          
        

    

  


  

      

          @spec supports_text_query?() :: boolean()


      


Returns true - Hybrid retriever supports text queries.

  


        

      


  

  
    
    Rag.Retriever.Semantic - rag v0.3.4
    
    

    


  
  

    
Rag.Retriever.Semantic 
    



      
Semantic retriever using vector similarity search.
This retriever uses pgvector's L2 distance to find the most
semantically similar documents to a query embedding.
Usage
# Create a semantic retriever
retriever = %Rag.Retriever.Semantic{repo: MyApp.Repo}

# Retrieve using an embedding vector
query_embedding = [0.1, 0.2, 0.3, ...]
{:ok, results} = Rag.Retriever.retrieve(retriever, query_embedding, limit: 10)
Result Format
Returns results with a score field representing similarity:
	score = 1.0 - distance (L2 distance converted to similarity)
	Higher scores indicate more similar documents
	Range: 0.0 (dissimilar) to 1.0 (identical)


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        retrieve(retriever, embedding, opts \\ [])

      


        Retrieve documents using semantic similarity search.



    


    
      
        supports_embedding?()

      


        Returns true - Semantic retriever supports embedding queries.



    


    
      
        supports_text_query?()

      


        Returns false - Semantic retriever requires embeddings, not text.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.Retriever.Semantic{repo: module()}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      retrieve(retriever, embedding, opts \\ [])



        
          
        

    

  


  

      

          @spec retrieve(t(), [float()], keyword()) ::
  {:ok, [Rag.Retriever.result()]} | {:error, term()}


      


Retrieve documents using semantic similarity search.
Parameters
	retriever - The Semantic retriever struct
	embedding - Query embedding vector (list of floats)
	opts - Options:	:limit - Maximum number of results (default: 10)



Returns
	{:ok, results} - List of results with similarity scores
	{:error, reason} - Error during retrieval

Examples
iex> retriever = %Semantic{repo: MyRepo}
iex> Semantic.retrieve(retriever, [0.1, 0.2, 0.3], limit: 5)
{:ok, [%{id: 1, content: "...", score: 0.95, metadata: %{}}]}

  



  
    
      
    
    
      supports_embedding?()



        
          
        

    

  


  

      

          @spec supports_embedding?() :: boolean()


      


Returns true - Semantic retriever supports embedding queries.

  



  
    
      
    
    
      supports_text_query?()



        
          
        

    

  


  

      

          @spec supports_text_query?() :: boolean()


      


Returns false - Semantic retriever requires embeddings, not text.

  


        

      


  

  
    
    Rag.Reranker.LLM - rag v0.3.4
    
    

    


  
  

    
Rag.Reranker.LLM 
    



      
LLM-based reranker that scores documents using a language model.
This reranker uses an LLM to evaluate the relevance of each document
to the query and assigns new scores. Documents are then sorted by
these LLM-generated relevance scores.
How it works
	Formats the query and documents into a prompt
	Sends the prompt to an LLM via the Router
	Parses the LLM's scoring response (JSON format)
	Updates document scores and sorts by relevance
	Optionally limits results with top_k

Usage
# With default router (auto-detected providers)
reranker = Rag.Reranker.LLM.new()
{:ok, docs} = Rag.Reranker.rerank(reranker, query, documents)

# With custom router
{:ok, router} = Rag.Router.new(providers: [:gemini])
reranker = Rag.Reranker.LLM.new(router: router)

# With options
{:ok, docs} = Rag.Reranker.rerank(reranker, query, documents,
  top_k: 5,
  normalize_scores: true
)
Options
	:top_k - Limit to top K documents after reranking
	:normalize_scores - Normalize scores to 0-1 range (default: false)

Custom Prompt Template
You can provide a custom prompt template with placeholders:
	{query} - The search query

	{documents} - Formatted list of documents
  template = """
  Rate these documents for the query.
  Query: {query}
  Documents: {documents}
  Return JSON with scores.
  """
  reranker = Rag.Reranker.LLM.new(prompt_template: template)



      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(opts \\ [])

      


        Creates a new LLM-based reranker.



    


    
      
        rerank(reranker, query, documents, opts)

      


        Reranks documents using LLM-based relevance scoring.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.Reranker.LLM{prompt_template: String.t(), router: Rag.Router.t()}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Creates a new LLM-based reranker.
Options
	:router - A configured Router struct. If not provided, creates one with auto-detection
	:prompt_template - Custom prompt template string with {query} and {documents} placeholders

Examples
# Default configuration
reranker = Rag.Reranker.LLM.new()

# With custom router
{:ok, router} = Rag.Router.new(providers: [:gemini, :claude])
reranker = Rag.Reranker.LLM.new(router: router)

# With custom prompt
template = "Score these docs: {query} - {documents}"
reranker = Rag.Reranker.LLM.new(prompt_template: template)

  



  
    
      
    
    
      rerank(reranker, query, documents, opts)



        
          
        

    

  


  

      

          @spec rerank(t(), String.t(), [Rag.Reranker.document()], keyword()) ::
  {:ok, [Rag.Reranker.document()]} | {:error, term()}


      


Reranks documents using LLM-based relevance scoring.
Parameters
	reranker - The LLM reranker struct
	query - The search query
	documents - List of documents to rerank
	opts - Options:	:top_k - Return only top K documents (default: all)
	:normalize_scores - Normalize scores to 0-1 range (default: false)



Returns
	{:ok, reranked_documents} - Documents sorted by LLM scores
	{:error, reason} - If LLM call fails or response is invalid

Examples
reranker = Rag.Reranker.LLM.new()
docs = [
  %{id: 1, content: "Elixir programming", score: 0.7, metadata: %{}},
  %{id: 2, content: "Python basics", score: 0.8, metadata: %{}}
]

{:ok, reranked} = Rag.Reranker.LLM.rerank(
  reranker,
  "What is Elixir?",
  docs,
  top_k: 1
)

  


        

      


  

  
    
    Rag.Reranker.Passthrough - rag v0.3.4
    
    

    


  
  

    
Rag.Reranker.Passthrough 
    



      
A simple passthrough reranker that returns documents unchanged.
This reranker is useful for:
	Baseline comparisons when evaluating reranking strategies
	Testing pipelines without the overhead of LLM calls
	Cases where the initial retrieval scores are already optimal

Usage
reranker = %Rag.Reranker.Passthrough{}
{:ok, documents} = Rag.Reranker.rerank(reranker, query, documents)
The documents are returned in their original order with original scores.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        rerank(reranker, query, documents, opts)

      


        Returns documents unchanged without any reranking.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.Reranker.Passthrough{}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      rerank(reranker, query, documents, opts)



        
          
        

    

  


  

      

          @spec rerank(t(), String.t(), [Rag.Reranker.document()], keyword()) ::
  {:ok, [Rag.Reranker.document()]}


      


Returns documents unchanged without any reranking.
Parameters
	reranker - The passthrough reranker struct
	query - The search query (ignored)
	documents - List of documents
	opts - Options (ignored)

Returns
	{:ok, documents} - The same documents in the same order

Examples
reranker = %Rag.Reranker.Passthrough{}
docs = [
  %{id: 1, content: "...", score: 0.8, metadata: %{}},
  %{id: 2, content: "...", score: 0.6, metadata: %{}}
]
{:ok, ^docs} = Rag.Reranker.Passthrough.rerank(reranker, "query", docs, [])

  


        

      


  

  
    
    Rag.Pipeline.Context - rag v0.3.4
    
    

    


  
  

    
Rag.Pipeline.Context 
    



      
Context passed between pipeline steps.
The context holds all intermediate results and state as a pipeline
executes. Steps can read from and write to the context to pass
data between stages.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        add_error(context, error)

      


        Adds an error to the context.



    


    
      
        get_step_result(context, step_name)

      


        Gets a step result from the context metadata.



    


    
      
        new(input)

      


        Creates a new context with the given input.



    


    
      
        put_metadata(context, key, value)

      


        Puts a value in the context metadata.



    


    
      
        put_step_result(context, step_name, result)

      


        Puts a step result in the context metadata.
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      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.Pipeline.Context{
  context_text: String.t() | nil,
  errors: [any()],
  input: any(),
  metadata: map(),
  query: String.t() | nil,
  query_embedding: [number()] | nil,
  reranked_results: any(),
  response: String.t() | nil,
  retrieval_results: any()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add_error(context, error)



        
          
        

    

  


  

      

          @spec add_error(t(), error :: any()) :: t()


      


Adds an error to the context.

  



  
    
      
    
    
      get_step_result(context, step_name)



        
          
        

    

  


  

      

          @spec get_step_result(t(), step_name :: atom()) :: any()


      


Gets a step result from the context metadata.

  



  
    
      
    
    
      new(input)



        
          
        

    

  


  

      

          @spec new(input :: any()) :: t()


      


Creates a new context with the given input.

  



  
    
      
    
    
      put_metadata(context, key, value)



        
          
        

    

  


  

      

          @spec put_metadata(t(), key :: atom(), value :: any()) :: t()


      


Puts a value in the context metadata.

  



  
    
      
    
    
      put_step_result(context, step_name, result)



        
          
        

    

  


  

      

          @spec put_step_result(t(), step_name :: atom(), result :: any()) :: t()


      


Puts a step result in the context metadata.
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Executes pipeline steps with:
	Sequential and parallel execution
	Caching between steps
	Error handling with retry/halt/continue
	Telemetry emission
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    Functions
  


    
      
        execute(pipeline, input, opts \\ [])

      


        Executes a pipeline with the given input.
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          @type cache() :: %{required(atom()) => any()}


      



  



  
    
      
    
    
      execution_state()



        
          
        

    

  


  

      

          @type execution_state() :: %{
  pipeline: Rag.Pipeline.t(),
  context: Rag.Pipeline.Context.t(),
  cache: cache(),
  current_result: any()
}
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      execute(pipeline, input, opts \\ [])



        
          
        

    

  


  

      

          @spec execute(Rag.Pipeline.t(), any(), keyword()) ::
  {:ok, any(), Rag.Pipeline.Context.t()} | {:error, term()}


      


Executes a pipeline with the given input.
Returns {:ok, result, context} on success or {:error, reason} on failure.
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Detect communities in the knowledge graph and generate summaries.
Uses label propagation algorithm for community detection,
which is simple and works well with PostgreSQL.
Examples
# Detect communities
{:ok, communities} = CommunityDetector.detect(graph_store)

# Detect and summarize
{:ok, communities} = CommunityDetector.detect_and_summarize(graph_store, router: router)

# Build hierarchical communities
{:ok, hierarchy} = CommunityDetector.build_hierarchy(graph_store, levels: 2)
Community Structure
Each community is a map with:
	:id - Unique community identifier
	:level - Hierarchy level (0 = base level)
	:entity_ids - List of entity IDs in this community
	:summary - Optional LLM-generated summary

Label Propagation Algorithm
	Initialize each node with its own community ID
	Iteratively propagate: each node adopts the most common community among neighbors
	Repeat until convergence or max iterations reached
	Group nodes by final community assignment


      


      
        Summary


  
    Types
  


    
      
        community()

      


    





  
    Functions
  


    
      
        build_hierarchy(graph_store, opts \\ [])

      


        Build hierarchical communities (multiple levels).



    


    
      
        detect(graph_store, opts \\ [])

      


        Detect communities using label propagation algorithm.



    


    
      
        detect_and_summarize(graph_store, opts \\ [])

      


        Detect and summarize communities in one step.



    


    
      
        summarize_communities(graph_store, communities, opts \\ [])

      


        Generate summaries for detected communities using LLM.
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      community()



        
          
        

    

  


  

      

          @type community() :: %{
  id: any(),
  level: non_neg_integer(),
  entity_ids: [any()],
  summary: String.t() | nil
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      build_hierarchy(graph_store, opts \\ [])



        
          
        

    

  


  

      

          @spec build_hierarchy(graph_store :: struct(), opts :: keyword()) ::
  {:ok, [[community()]]} | {:error, term()}


      


Build hierarchical communities (multiple levels).
Creates a hierarchy by:
	Detecting level-0 communities on the original graph
	Creating a meta-graph where communities become nodes
	Detecting communities on the meta-graph for level-1
	Repeating for additional levels

Options
	:levels - Number of hierarchy levels (default: 1)
	:max_iterations - For each level's label propagation

Returns
List of community lists, one per level:
[[level_0_communities], [level_1_communities], ...]
Examples
{:ok, hierarchy} = CommunityDetector.build_hierarchy(graph_store)
{:ok, hierarchy} = CommunityDetector.build_hierarchy(graph_store, levels: 3)

  



    

  
    
      
    
    
      detect(graph_store, opts \\ [])



        
          
        

    

  


  

      

          @spec detect(graph_store :: struct(), opts :: keyword()) ::
  {:ok, [community()]} | {:error, term()}


      


Detect communities using label propagation algorithm.
Returns list of communities with member entity IDs.
Options
	:max_iterations - Maximum iterations for label propagation (default: 100)

Examples
{:ok, communities} = CommunityDetector.detect(graph_store)
{:ok, communities} = CommunityDetector.detect(graph_store, max_iterations: 50)

  



    

  
    
      
    
    
      detect_and_summarize(graph_store, opts \\ [])



        
          
        

    

  


  

      

          @spec detect_and_summarize(graph_store :: struct(), opts :: keyword()) ::
  {:ok, [community()]} | {:error, term()}


      


Detect and summarize communities in one step.
Combines detect/2 and summarize_communities/3.
Options
	:max_iterations - For label propagation
	:router - Router for LLM summarization
	:provider - Specific LLM provider

Examples
{:ok, communities} = CommunityDetector.detect_and_summarize(graph_store)
{:ok, communities} = CommunityDetector.detect_and_summarize(
  graph_store,
  router: router,
  max_iterations: 50
)

  



    

  
    
      
    
    
      summarize_communities(graph_store, communities, opts \\ [])



        
          
        

    

  


  

      

          @spec summarize_communities(
  graph_store :: struct(),
  communities :: [community()],
  opts :: keyword()
) :: {:ok, [community()]} | {:error, term()}


      


Generate summaries for detected communities using LLM.
Options
	:router - Router instance for LLM calls (will auto-detect if not provided)
	:provider - Specific provider to use (optional)

Examples
{:ok, communities} = CommunityDetector.summarize_communities(
  graph_store,
  communities,
  router: router
)
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Extract entities and relationships from text using LLM.
Used in GraphRAG pipelines to build knowledge graphs
from document chunks.
Example
{:ok, router} = Rag.Router.new(providers: [:gemini])

{:ok, result} = Extractor.extract(
  "Alice works for Acme Corp in New York.",
  router: router
)

# result contains:
# %{
#   entities: [
#     %{name: "Alice", type: :person, description: "...", aliases: []},
#     %{name: "Acme Corp", type: :organization, ...},
#     %{name: "New York", type: :location, ...}
#   ],
#   relationships: [
#     %{source: "Alice", target: "Acme Corp", type: :works_for, ...}
#   ]
# }
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    Functions
  


    
      
        extract(text, opts \\ [])

      


        Extract entities and relationships from text.



    


    
      
        extract_batch(texts, opts \\ [])

      


        Extract from multiple texts in batch.



    


    
      
        extract_entities(text, opts \\ [])

      


        Extract entities only from text.



    


    
      
        extract_relationships(text, entities, opts \\ [])

      


        Extract relationships between known entities from text.



    


    
      
        resolve_entities(entities, opts \\ [])

      


        Resolve duplicate entities to canonical forms.
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          @type entity() :: %{
  name: String.t(),
  type: atom(),
  description: String.t(),
  aliases: [String.t()]
}


      



  



  
    
      
    
    
      extraction_result()



        
          
        

    

  


  

      

          @type extraction_result() :: %{entities: [entity()], relationships: [relationship()]}
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          @type relationship() :: %{
  source: String.t(),
  target: String.t(),
  type: atom(),
  description: String.t(),
  weight: float()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      extract(text, opts \\ [])



        
          
        

    

  


  

      

          @spec extract(text :: String.t(), opts :: keyword()) ::
  {:ok, extraction_result()} | {:error, term()}


      


Extract entities and relationships from text.
Options
	:router - (required) The Router to use for LLM calls
	:provider - Which provider to use (optional, router will select)
	:entity_types - Custom entity types to extract (default: [:person, :organization, :location, :event, :concept, :technology, :document])
	:relationship_types - Custom relationship types (default: [:works_for, :located_in, :created_by, :part_of, :related_to, :uses, :depends_on])

Examples
{:ok, router} = Router.new(providers: [:gemini])
{:ok, result} = Extractor.extract("text", router: router)

  



    

  
    
      
    
    
      extract_batch(texts, opts \\ [])



        
          
        

    

  


  

      

          @spec extract_batch(texts :: [String.t()], opts :: keyword()) ::
  {:ok, [extraction_result() | {:error, term()}]} | {:error, term()}


      


Extract from multiple texts in batch.
Uses Task.async_stream for concurrent processing.
Options
Same as extract/2, plus:
	:max_concurrency - Maximum concurrent tasks (default: System.schedulers_online())
	:timeout - Timeout per task in milliseconds (default: 30_000)

Examples
texts = ["text1", "text2", "text3"]
{:ok, results} = Extractor.extract_batch(texts, router: router)

  



    

  
    
      
    
    
      extract_entities(text, opts \\ [])



        
          
        

    

  


  

      

          @spec extract_entities(text :: String.t(), opts :: keyword()) ::
  {:ok, [entity()]} | {:error, term()}


      


Extract entities only from text.
Options
Same as extract/2.
Examples
{:ok, entities} = Extractor.extract_entities("text", router: router)

  



    

  
    
      
    
    
      extract_relationships(text, entities, opts \\ [])



        
          
        

    

  


  

      

          @spec extract_relationships(
  text :: String.t(),
  entities :: [entity()],
  opts :: keyword()
) ::
  {:ok, [relationship()]} | {:error, term()}


      


Extract relationships between known entities from text.
Options
Same as extract/2.
Examples
entities = [%{name: "Alice", type: :person, ...}]
{:ok, relationships} = Extractor.extract_relationships("text", entities, router: router)

  



    

  
    
      
    
    
      resolve_entities(entities, opts \\ [])



        
          
        

    

  


  

      

          @spec resolve_entities(entities :: [entity()], opts :: keyword()) ::
  {:ok, [entity()]} | {:error, term()}


      


Resolve duplicate entities to canonical forms.
This uses the LLM to identify which entity names refer to the same thing
and consolidates them into canonical entities with aliases.
Options
	:router - (required) The Router to use for LLM calls
	:provider - Which provider to use (optional)

Examples
entities = [
  %{name: "New York", type: :location, ...},
  %{name: "NYC", type: :location, ...}
]
{:ok, resolved} = Extractor.resolve_entities(entities, router: router)
# Returns: [%{name: "New York", aliases: ["NYC"], ...}]
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Behaviour for knowledge graph storage backends.
Supports entity-relationship storage for GraphRAG patterns.
GraphRAG extends traditional RAG by:
	Extracting entities and relationships from text
	Building a knowledge graph
	Detecting communities via graph algorithms
	Generating hierarchical summaries
	Using graph structure for contextual retrieval

Architecture
The GraphStore provides operations for:
	Node operations: Create and retrieve entities with embeddings
	Edge operations: Model relationships between entities
	Graph traversal: Navigate relationships (BFS/DFS)
	Vector search: Find similar entities via embeddings
	Community operations: Cluster entities and generate summaries

Usage
# Initialize store with your repo
store = %Rag.GraphStore.Pgvector{repo: MyApp.Repo}

# Create entities
{:ok, alice} = GraphStore.create_node(store, %{
  type: :person,
  name: "Alice",
  properties: %{role: "engineer"},
  embedding: [0.1, 0.2, ...],
  source_chunk_ids: [1, 2]
})

{:ok, bob} = GraphStore.create_node(store, %{
  type: :person,
  name: "Bob",
  properties: %{role: "manager"},
  embedding: [0.3, 0.4, ...],
  source_chunk_ids: [3]
})

# Create relationship
{:ok, edge} = GraphStore.create_edge(store, %{
  from_id: alice.id,
  to_id: bob.id,
  type: :reports_to,
  weight: 1.0
})

# Find neighbors
{:ok, neighbors} = GraphStore.find_neighbors(store, alice.id, limit: 10)

# Traverse graph
{:ok, nodes} = GraphStore.traverse(store, alice.id, max_depth: 2)

# Vector search
{:ok, similar} = GraphStore.vector_search(store, query_embedding, limit: 5)

# Create community
{:ok, community} = GraphStore.create_community(store, %{
  level: 0,
  entity_ids: [alice.id, bob.id],
  summary: "Engineering team"
})
Implementation
To implement a custom GraphStore backend:
defmodule MyGraphStore do
  @behaviour Rag.GraphStore

  defstruct [:config]

  @impl true
  def create_node(store, node_attrs) do
    # Implementation
  end

  # ... implement other callbacks
end
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        create_community(store, community)

      


        Create a community (cluster) of related entities.



    


    
      
        create_edge(store, edge)

      


        Create a new relationship (edge) between entities.



    


    
      
        create_node(store, node)

      


        Create a new entity (node) in the graph.



    


    
      
        find_neighbors(store, node_id, opts)

      


        Find neighboring entities connected by edges.



    


    
      
        get_community_members(store, community_id)

      


        Get all entities belonging to a community.



    


    
      
        get_node(store, id)

      


        Retrieve an entity by ID.



    


    
      
        traverse(store, start_id, opts)

      


        Traverse the graph from a starting entity.



    


    
      
        update_community_summary(store, community_id, summary)

      


        Update the summary of a community.



    


    
      
        vector_search(store, embedding, opts)

      


        Search for entities by embedding similarity.



    





  
    Functions
  


    
      
        create_community(store, community)

      


        Convenience function to create a community using the store's implementation.



    


    
      
        create_edge(store, edge)

      


        Convenience function to create an edge using the store's implementation.



    


    
      
        create_node(store, node)

      


        Convenience function to create a node using the store's implementation.



    


    
      
        find_neighbors(store, node_id, opts \\ [])

      


        Convenience function to find neighbors using the store's implementation.



    


    
      
        get_community_members(store, community_id)

      


        Convenience function to get community members using the store's implementation.



    


    
      
        get_node(store, id)

      


        Convenience function to get a node using the store's implementation.



    


    
      
        traverse(store, start_id, opts \\ [])

      


        Convenience function to traverse the graph using the store's implementation.



    


    
      
        update_community_summary(store, community_id, summary)

      


        Convenience function to update community summary using the store's implementation.



    


    
      
        vector_search(store, embedding, opts \\ [])

      


        Convenience function to perform vector search using the store's implementation.
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          @type community() :: %{
  id: any(),
  level: non_neg_integer(),
  summary: String.t() | nil,
  entity_ids: [any()]
}
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          @type edge() :: %{
  id: any(),
  from_id: any(),
  to_id: any(),
  type: atom() | String.t(),
  weight: float(),
  properties: map()
}
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          @type graph_node() :: %{
  id: any(),
  type: atom() | String.t(),
  name: String.t(),
  properties: map(),
  embedding: [float()] | nil,
  source_chunk_ids: [any()]
}
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          @callback create_community(store :: struct(), community :: map()) ::
  {:ok, community()} | {:error, term()}


      


Create a community (cluster) of related entities.
Parameters
	store - The graph store implementation
	community - Map with community attributes (level, entity_ids, summary)

Returns
	{:ok, community} - The created community
	{:error, reason} - If creation fails


  



  
    
      
    
    
      create_edge(store, edge)



        
          
        

    

  


  

      

          @callback create_edge(store :: struct(), edge :: map()) ::
  {:ok, edge()} | {:error, term()}


      


Create a new relationship (edge) between entities.
Parameters
	store - The graph store implementation
	edge - Map with edge attributes (from_id, to_id, type, weight, properties)

Returns
	{:ok, edge} - The created edge with assigned ID
	{:error, reason} - If creation fails


  



  
    
      
    
    
      create_node(store, node)



        
          
        

    

  


  

      

          @callback create_node(store :: struct(), node :: map()) ::
  {:ok, graph_node()} | {:error, term()}


      


Create a new entity (node) in the graph.
Parameters
	store - The graph store implementation
	node - Map with entity attributes (type, name, properties, embedding, source_chunk_ids)

Returns
	{:ok, node} - The created node with assigned ID
	{:error, reason} - If creation fails
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          @callback find_neighbors(store :: struct(), node_id :: any(), opts :: keyword()) ::
  {:ok, [graph_node()]} | {:error, term()}


      


Find neighboring entities connected by edges.
Parameters
	store - The graph store implementation
	node_id - The starting entity ID
	opts - Options:	:limit - Maximum number of neighbors (default: 10)
	:direction - :in, :out, or :both (default: :both)
	:edge_type - Filter by edge type (optional)



Returns
	{:ok, [node]} - List of neighboring entities
	{:error, reason} - If query fails


  



  
    
      
    
    
      get_community_members(store, community_id)



        
          
        

    

  


  

      

          @callback get_community_members(store :: struct(), community_id :: any()) ::
  {:ok, [graph_node()]} | {:error, term()}


      


Get all entities belonging to a community.
Parameters
	store - The graph store implementation
	community_id - The community ID

Returns
	{:ok, [node]} - List of entities in the community
	{:error, :not_found} - If community doesn't exist
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          @callback get_node(store :: struct(), id :: any()) ::
  {:ok, graph_node()} | {:error, :not_found}


      


Retrieve an entity by ID.
Parameters
	store - The graph store implementation
	id - The entity ID

Returns
	{:ok, node} - The entity if found
	{:error, :not_found} - If entity doesn't exist
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          @callback traverse(store :: struct(), start_id :: any(), opts :: keyword()) ::
  {:ok, [graph_node()]} | {:error, term()}


      


Traverse the graph from a starting entity.
Supports breadth-first search (BFS) and depth-first search (DFS).
Parameters
	store - The graph store implementation
	start_id - Starting entity ID
	opts - Options:	:max_depth - Maximum traversal depth (default: 2)
	:algorithm - :bfs or :dfs (default: :bfs)
	:limit - Maximum nodes to return (optional)



Returns
	{:ok, [node]} - List of reachable entities with depth info
	{:error, reason} - If traversal fails
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          @callback update_community_summary(
  store :: struct(),
  community_id :: any(),
  summary :: String.t()
) :: {:ok, community()} | {:error, term()}


      


Update the summary of a community.
Used after generating community summaries via LLM.
Parameters
	store - The graph store implementation
	community_id - The community ID
	summary - New summary text

Returns
	{:ok, community} - The updated community
	{:error, :not_found} - If community doesn't exist
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          @callback vector_search(store :: struct(), embedding :: [float()], opts :: keyword()) ::
  {:ok, [graph_node()]} | {:error, term()}


      


Search for entities by embedding similarity.
Uses vector distance (L2) to find semantically similar entities.
Parameters
	store - The graph store implementation
	embedding - Query embedding vector
	opts - Options:	:limit - Maximum results (default: 10)
	:type - Filter by entity type (optional)



Returns
	{:ok, [node]} - List of similar entities ordered by distance
	{:error, reason} - If search fails
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          @spec create_community(
  struct(),
  map()
) :: {:ok, community()} | {:error, term()}


      


Convenience function to create a community using the store's implementation.
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          @spec create_edge(
  struct(),
  map()
) :: {:ok, edge()} | {:error, term()}


      


Convenience function to create an edge using the store's implementation.

  



  
    
      
    
    
      create_node(store, node)



        
          
        

    

  


  

      

          @spec create_node(
  struct(),
  map()
) :: {:ok, graph_node()} | {:error, term()}


      


Convenience function to create a node using the store's implementation.
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          @spec find_neighbors(struct(), any(), keyword()) ::
  {:ok, [graph_node()]} | {:error, term()}


      


Convenience function to find neighbors using the store's implementation.
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          @spec get_community_members(
  struct(),
  any()
) :: {:ok, [graph_node()]} | {:error, term()}


      


Convenience function to get community members using the store's implementation.
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          @spec get_node(
  struct(),
  any()
) :: {:ok, graph_node()} | {:error, :not_found}


      


Convenience function to get a node using the store's implementation.

  



    

  
    
      
    
    
      traverse(store, start_id, opts \\ [])



        
          
        

    

  


  

      

          @spec traverse(struct(), any(), keyword()) :: {:ok, [graph_node()]} | {:error, term()}


      


Convenience function to traverse the graph using the store's implementation.
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          @spec update_community_summary(struct(), any(), String.t()) ::
  {:ok, community()} | {:error, term()}


      


Convenience function to update community summary using the store's implementation.

  



    

  
    
      
    
    
      vector_search(store, embedding, opts \\ [])



        
          
        

    

  


  

      

          @spec vector_search(struct(), [float()], keyword()) ::
  {:ok, [graph_node()]} | {:error, term()}


      


Convenience function to perform vector search using the store's implementation.
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Rag.GraphStore.Community 
    



      
Ecto schema for graph communities in the knowledge graph.
Communities represent clusters of related entities discovered through
graph algorithms (e.g., Louvain, Leiden). They support hierarchical
clustering with multiple levels.
In GraphRAG, communities are used to:
	Group related entities for summarization
	Enable multi-level reasoning (bottom-up)
	Provide context for entity disambiguation

Fields
	level - Hierarchy level (0 = leaf, higher = more abstract)
	summary - Human-readable summary of the community
	entity_ids - Array of entity IDs in this community

Examples
community = Community.new(%{
  level: 0,
  summary: "Engineering team members and their technologies",
  entity_ids: [1, 2, 3, 4]
})

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        changeset(community, attrs)

      


        Creates a changeset for inserting or updating a community.



    


    
      
        new(attrs)

      


        Creates a new Community struct from the given attributes.



    


    
      
        summary_changeset(community, attrs)

      


        Creates a changeset for updating only the summary.



    


    
      
        to_map(community)

      


        Converts a Community struct to a plain map.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.GraphStore.Community{
  __meta__: term(),
  entity_ids: [integer()],
  id: integer() | nil,
  inserted_at: NaiveDateTime.t() | nil,
  level: non_neg_integer(),
  summary: String.t() | nil,
  updated_at: NaiveDateTime.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      changeset(community, attrs)



        
          
        

    

  


  

      

          @spec changeset(t(), map()) :: Ecto.Changeset.t()


      


Creates a changeset for inserting or updating a community.
Validates that level and entity_ids are present.
Validates that level is non-negative.
Examples
iex> Community.changeset(%Community{}, %{level: 0, entity_ids: [1, 2]})
#Ecto.Changeset<...>

  



  
    
      
    
    
      new(attrs)



        
          
        

    

  


  

      

          @spec new(map()) :: t()


      


Creates a new Community struct from the given attributes.
Parameters
	attrs - Map with :level, :summary, :entity_ids

Examples
iex> Community.new(%{level: 0, entity_ids: [1, 2, 3]})
%Community{level: 0, entity_ids: [1, 2, 3]}

  



  
    
      
    
    
      summary_changeset(community, attrs)



        
          
        

    

  


  

      

          @spec summary_changeset(t(), map()) :: Ecto.Changeset.t()


      


Creates a changeset for updating only the summary.
Used when generating community summaries via LLM.
Examples
iex> Community.summary_changeset(community, %{summary: "New summary"})
#Ecto.Changeset<...>

  



  
    
      
    
    
      to_map(community)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts a Community struct to a plain map.
Useful for GraphStore operations that return community maps.
Examples
iex> Community.to_map(%Community{id: 1, level: 0, entity_ids: [1, 2]})
%{id: 1, level: 0, summary: nil, entity_ids: [1, 2]}
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Rag.GraphStore.Edge 
    



      
Ecto schema for graph edges (relationships) in the knowledge graph.
Edges represent relationships between entities. Each edge has:
	A source entity (from_id)
	A target entity (to_id)
	A type describing the relationship
	A weight indicating the strength or confidence
	Properties for additional metadata

Fields
	from_id - ID of the source entity
	to_id - ID of the target entity
	type - The type of relationship (stored as string)
	weight - Relationship strength/confidence (0.0 to 1.0)
	properties - Additional metadata as a map

Examples
edge = Edge.new(%{
  from_id: 1,
  to_id: 2,
  type: :knows,
  weight: 0.8,
  properties: %{since: "2020", context: "work"}
})
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    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        changeset(edge, attrs)

      


        Creates a changeset for inserting or updating an edge.



    


    
      
        new(attrs)

      


        Creates a new Edge struct from the given attributes.



    


    
      
        to_map(edge)

      


        Converts an Edge struct to a plain map.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.GraphStore.Edge{
  __meta__: term(),
  from_entity: term(),
  from_id: integer(),
  id: integer() | nil,
  inserted_at: NaiveDateTime.t() | nil,
  properties: map(),
  to_entity: term(),
  to_id: integer(),
  type: String.t(),
  updated_at: NaiveDateTime.t() | nil,
  weight: float()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      changeset(edge, attrs)



        
          
        

    

  


  

      

          @spec changeset(t(), map()) :: Ecto.Changeset.t()


      


Creates a changeset for inserting or updating an edge.
Validates that from_id, to_id, and type are present.
Validates that weight is between 0.0 and 1.0.
Examples
iex> Edge.changeset(%Edge{}, %{from_id: 1, to_id: 2, type: "knows"})
#Ecto.Changeset<...>

  



  
    
      
    
    
      new(attrs)



        
          
        

    

  


  

      

          @spec new(map()) :: t()


      


Creates a new Edge struct from the given attributes.
Converts atom types to strings automatically.
Defaults weight to 1.0 if not provided.
Parameters
	attrs - Map with :from_id, :to_id, :type, :weight, :properties

Examples
iex> Edge.new(%{from_id: 1, to_id: 2, type: :knows})
%Edge{from_id: 1, to_id: 2, type: "knows", weight: 1.0}

  



  
    
      
    
    
      to_map(edge)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts an Edge struct to a plain map.
Useful for GraphStore operations that return edge maps.
Examples
iex> Edge.to_map(%Edge{id: 1, from_id: 1, to_id: 2, type: "knows"})
%{id: 1, from_id: 1, to_id: 2, type: "knows", weight: 1.0, ...}
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Rag.GraphStore.Entity 
    



      
Ecto schema for graph entities (nodes) in the knowledge graph.
Entities represent concepts, people, organizations, or any other
named entity extracted from text chunks. Each entity can have:
	A type (e.g., :person, :organization, :concept)
	A name (the canonical name of the entity)
	Properties (arbitrary metadata as a map)
	An embedding vector for semantic similarity search
	Links to source chunks where the entity was mentioned

Fields
	type - The type of entity (stored as string)
	name - The canonical name of the entity
	properties - Additional metadata as a map
	embedding - Vector embedding for semantic search
	source_chunk_ids - Array of chunk IDs where entity was mentioned

Examples
entity = Entity.new(%{
  type: :person,
  name: "Alice Smith",
  properties: %{role: "engineer", department: "AI"},
  embedding: [0.1, 0.2, ...],
  source_chunk_ids: [1, 2, 3]
})
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    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        changeset(entity, attrs)

      


        Creates a changeset for inserting or updating an entity.



    


    
      
        embedding_changeset(entity, attrs)

      


        Creates a changeset for updating only the embedding.



    


    
      
        new(attrs)

      


        Creates a new Entity struct from the given attributes.



    


    
      
        to_node(entity)

      


        Converts an Entity struct to a plain map (node format).
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      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.GraphStore.Entity{
  __meta__: term(),
  embedding: [float()] | nil,
  id: integer() | nil,
  inserted_at: NaiveDateTime.t() | nil,
  name: String.t(),
  properties: map(),
  source_chunk_ids: [integer()],
  type: String.t(),
  updated_at: NaiveDateTime.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      changeset(entity, attrs)



        
          
        

    

  


  

      

          @spec changeset(t(), map()) :: Ecto.Changeset.t()


      


Creates a changeset for inserting or updating an entity.
Validates that type and name are present.
Examples
iex> Entity.changeset(%Entity{}, %{type: "person", name: "Alice"})
#Ecto.Changeset<...>

  



  
    
      
    
    
      embedding_changeset(entity, attrs)



        
          
        

    

  


  

      

          @spec embedding_changeset(t(), map()) :: Ecto.Changeset.t()


      


Creates a changeset for updating only the embedding.
Examples
iex> Entity.embedding_changeset(entity, %{embedding: [0.1, 0.2, ...]})
#Ecto.Changeset<...>

  



  
    
      
    
    
      new(attrs)



        
          
        

    

  


  

      

          @spec new(map()) :: t()


      


Creates a new Entity struct from the given attributes.
Converts atom types to strings automatically.
Parameters
	attrs - Map with :type, :name, :properties, :embedding, :source_chunk_ids

Examples
iex> Entity.new(%{type: :person, name: "Alice"})
%Entity{type: "person", name: "Alice", properties: %{}}

  



  
    
      
    
    
      to_node(entity)



        
          
        

    

  


  

      

          @spec to_node(t()) :: map()


      


Converts an Entity struct to a plain map (node format).
Useful for GraphStore operations that return node maps.
Examples
iex> Entity.to_node(%Entity{id: 1, type: "person", name: "Alice"})
%{id: 1, type: "person", name: "Alice", properties: %{}, ...}
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PostgreSQL/pgvector implementation of the GraphStore behaviour.
Uses:
	PostgreSQL for graph storage (entities, edges, communities)
	pgvector for entity embedding similarity search
	Recursive CTEs for efficient graph traversal
	Foreign keys for referential integrity

Configuration
Pass the Ecto repo as an option:
store = %Rag.GraphStore.Pgvector{repo: MyApp.Repo}
Database Schema
Requires the following tables:
	graph_entities - Nodes with embeddings
	graph_edges - Relationships between entities
	graph_communities - Entity clusters with summaries
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          @type t() :: %Rag.GraphStore.Pgvector{repo: module()}
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Core agent module for agentic RAG workflows.
The agent orchestrates LLM interactions with tool usage, maintaining
conversation history and context across multiple turns.
Features
	Multi-turn conversation with session management
	Tool calling with automatic execution
	Configurable iteration limits
	Context management for stateful interactions

Usage
# Create an agent with tools
agent = Agent.new(tools: [SearchTool, ReadFileTool])

# Process a query
{:ok, response, agent} = Agent.process(agent, "What is this project about?")

# Process with tool support
{:ok, response, agent} = Agent.process_with_tools(agent, "Find the main module")
Tool Calling
When using process_with_tools/2, the agent will:
	Send the query to the LLM with available tools
	If the LLM requests a tool, execute it
	Send the tool result back to the LLM
	Repeat until the LLM provides a final answer or max iterations reached
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        t()

      


    





  
    Functions
  


    
      
        clear_history(agent)

      


        Clears the message history.



    


    
      
        execute_tool(registry, tool_name, args, context)

      


        Executes a tool by name.



    


    
      
        get_history(agent)

      


        Returns the message history from the session.



    


    
      
        new(opts \\ [])

      


        Creates a new agent.



    


    
      
        parse_tool_call(response)

      


        Parses an LLM response to check for tool calls.



    


    
      
        process(agent, query)

      


        Processes a query with simple LLM interaction (no tools).



    


    
      
        process_with_tools(agent, query)

      


        Processes a query with tool support.



    


    
      
        with_context(agent, key, value)

      


        Adds context to the agent's session.
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      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.Agent.Agent{
  max_iterations: pos_integer(),
  provider: struct(),
  registry: Rag.Agent.Registry.t(),
  session: Rag.Agent.Session.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      clear_history(agent)



        
          
        

    

  


  

      

          @spec clear_history(t()) :: t()


      


Clears the message history.

  



  
    
      
    
    
      execute_tool(registry, tool_name, args, context)



        
          
        

    

  


  

      

          @spec execute_tool(Rag.Agent.Registry.t(), String.t(), map(), map()) ::
  {:ok, term()} | {:error, term()}


      


Executes a tool by name.
Examples
iex> Agent.execute_tool(registry, "search", %{"query" => "test"}, %{})
{:ok, [...results...]}

  



  
    
      
    
    
      get_history(agent)



        
          
        

    

  


  

      

          @spec get_history(t()) :: [Rag.Agent.Session.message()]


      


Returns the message history from the session.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Creates a new agent.
Options
	:tools - List of tool modules to register
	:session - Existing session to use (creates new if not provided)
	:provider - LLM provider to use (default: Gemini)
	:max_iterations - Maximum tool execution iterations (default: 10)

Examples
iex> Agent.new()
%Agent{...}

iex> Agent.new(tools: [SearchTool], max_iterations: 5)
%Agent{...}

  



  
    
      
    
    
      parse_tool_call(response)



        
          
        

    

  


  

      

          @spec parse_tool_call(String.t()) :: {:ok, String.t(), map()} | {:none, String.t()}


      


Parses an LLM response to check for tool calls.
Returns {:ok, tool_name, args} if a tool call is detected,
or {:none, response} for regular responses.

  



  
    
      
    
    
      process(agent, query)



        
          
        

    

  


  

      

          @spec process(t(), String.t()) :: {:ok, String.t(), t()} | {:error, term()}


      


Processes a query with simple LLM interaction (no tools).
Examples
iex> {:ok, response, agent} = Agent.process(agent, "Hello!")
{:ok, "Hi there!", %Agent{...}}

  



  
    
      
    
    
      process_with_tools(agent, query)



        
          
        

    

  


  

      

          @spec process_with_tools(t(), String.t()) :: {:ok, String.t(), t()} | {:error, term()}


      


Processes a query with tool support.
The agent will iteratively call tools until the LLM provides
a final answer or max_iterations is reached.
Examples
iex> {:ok, response, agent} = Agent.process_with_tools(agent, "Find files")
{:ok, "Found 3 files: ...", %Agent{...}}

  



  
    
      
    
    
      with_context(agent, key, value)



        
          
        

    

  


  

      

          @spec with_context(t(), atom(), term()) :: t()


      


Adds context to the agent's session.
Examples
iex> agent |> Agent.with_context(:repo, "my_app")
%Agent{...}
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Tool registry for managing available agent tools.
The registry maintains a collection of tools that can be used by agents.
It provides functions for registering, looking up, and executing tools.
Usage
# Create a registry with initial tools
registry = Registry.new(tools: [SearchTool, ReadFileTool])

# Register additional tools
registry = Registry.register(registry, AnalyzeTool)

# Execute a tool
{:ok, result} = Registry.execute(registry, "search", %{"query" => "test"}, context)
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        t()

      


    





  
    Functions
  


    
      
        count(registry)

      


        Returns the number of registered tools.



    


    
      
        execute(registry, name, args, context)

      


        Executes a tool by name.



    


    
      
        filter(registry, predicate)

      


        Filters tools by a predicate function.



    


    
      
        format_for_llm(registry)

      


        Formats all tools for LLM function calling.



    


    
      
        get(registry, name)

      


        Gets a tool by name.



    


    
      
        has_tool?(registry, name)

      


        Checks if a tool is registered.



    


    
      
        list(registry)

      


        Lists all registered tool modules.



    


    
      
        names(registry)

      


        Lists all registered tool names.



    


    
      
        new(opts \\ [])

      


        Creates a new tool registry.



    


    
      
        register(registry, tool_module)

      


        Registers a tool in the registry.



    


    
      
        register_all(registry, tool_modules)

      


        Registers multiple tools at once.



    


    
      
        unregister(registry, name)

      


        Unregisters a tool by name.
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      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.Agent.Registry{tools: %{required(String.t()) => module()}}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      count(registry)



        
          
        

    

  


  

      

          @spec count(t()) :: non_neg_integer()


      


Returns the number of registered tools.
Examples
iex> Registry.count(registry)
2

  



  
    
      
    
    
      execute(registry, name, args, context)



        
          
        

    

  


  

      

          @spec execute(t(), String.t(), map(), map()) :: {:ok, term()} | {:error, term()}


      


Executes a tool by name.
Examples
iex> Registry.execute(registry, "my_tool", %{"input" => "test"}, %{})
{:ok, "result"}

iex> Registry.execute(registry, "unknown", %{}, %{})
{:error, {:tool_not_found, "unknown"}}

  



  
    
      
    
    
      filter(registry, predicate)



        
          
        

    

  


  

      

          @spec filter(t(), (module() -> boolean())) :: t()


      


Filters tools by a predicate function.
Examples
iex> Registry.filter(registry, fn tool -> tool.name() == "my_tool" end)
%Registry{...}

  



  
    
      
    
    
      format_for_llm(registry)



        
          
        

    

  


  

      

          @spec format_for_llm(t()) :: [map()]


      


Formats all tools for LLM function calling.
Examples
iex> Registry.format_for_llm(registry)
[%{name: "tool1", description: "...", parameters: %{...}}, ...]

  



  
    
      
    
    
      get(registry, name)



        
          
        

    

  


  

      

          @spec get(t(), String.t()) :: {:ok, module()} | {:error, :not_found}


      


Gets a tool by name.
Examples
iex> Registry.get(registry, "my_tool")
{:ok, MyTool}

iex> Registry.get(registry, "unknown")
{:error, :not_found}

  



  
    
      
    
    
      has_tool?(registry, name)



        
          
        

    

  


  

      

          @spec has_tool?(t(), String.t()) :: boolean()


      


Checks if a tool is registered.
Examples
iex> Registry.has_tool?(registry, "my_tool")
true

  



  
    
      
    
    
      list(registry)



        
          
        

    

  


  

      

          @spec list(t()) :: [module()]


      


Lists all registered tool modules.
Examples
iex> Registry.list(registry)
[Tool1, Tool2]

  



  
    
      
    
    
      names(registry)



        
          
        

    

  


  

      

          @spec names(t()) :: [String.t()]


      


Lists all registered tool names.
Examples
iex> Registry.names(registry)
["tool1", "tool2"]

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Creates a new tool registry.
Options
	:tools - List of tool modules to register initially

Examples
iex> Registry.new()
%Registry{tools: %{}}

iex> Registry.new(tools: [MyTool])
%Registry{tools: %{"my_tool" => MyTool}}

  



  
    
      
    
    
      register(registry, tool_module)



        
          
        

    

  


  

      

          @spec register(t(), module()) :: t()


      


Registers a tool in the registry.
If a tool with the same name already exists, it will be replaced.
Examples
iex> registry |> Registry.register(MyTool)
%Registry{tools: %{"my_tool" => MyTool}}

  



  
    
      
    
    
      register_all(registry, tool_modules)



        
          
        

    

  


  

      

          @spec register_all(t(), [module()]) :: t()


      


Registers multiple tools at once.
Examples
iex> Registry.register_all(registry, [Tool1, Tool2])
%Registry{tools: %{"tool1" => Tool1, "tool2" => Tool2}}

  



  
    
      
    
    
      unregister(registry, name)



        
          
        

    

  


  

      

          @spec unregister(t(), String.t()) :: t()


      


Unregisters a tool by name.
Examples
iex> Registry.unregister(registry, "my_tool")
%Registry{...}
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Session management for agent conversations.
A session maintains the conversation history, context, and state
for an agent interaction. It handles:
	Message history (user, assistant, tool results)
	Context storage (persistent data across turns)
	Token estimation for context window management

Usage
session = Session.new()
  |> Session.add_message(:user, "Hello!")
  |> Session.add_message(:assistant, "Hi there!")
  |> Session.set_context(:repo, "my_app")

# Get messages for LLM
messages = Session.to_llm_messages(session)
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        add_message(session, role, content)

      


        Adds a message to the session history.



    


    
      
        add_tool_result(session, tool_name, result)

      


        Adds a tool result to the session history.



    


    
      
        clear_messages(session)

      


        Clears all messages but keeps context and metadata.



    


    
      
        context(session)

      


        Returns the session context.



    


    
      
        get_context(session, key, default \\ nil)

      


        Gets a context value.



    


    
      
        last_messages(session, n)

      


        Returns the last n messages.



    


    
      
        merge_context(session, new_context)

      


        Merges values into the context.



    


    
      
        message_count(session)

      


        Returns the number of messages in the session.



    


    
      
        messages(session)

      


        Returns all messages in the session.



    


    
      
        new(opts \\ [])

      


        Creates a new session.



    


    
      
        set_context(session, key, value)

      


        Sets a context value.



    


    
      
        to_llm_messages(session)

      


        Formats messages for LLM API consumption.



    


    
      
        token_estimate(session)

      


        Estimates the token count for the session.
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      message()



        
          
        

    

  


  

      

          @type message() :: %{
  role: role(),
  content: String.t(),
  timestamp: integer(),
  tool_name: String.t() | nil,
  error: term() | nil
}


      



  



  
    
      
    
    
      role()



        
          
        

    

  


  

      

          @type role() :: :user | :assistant | :system | :tool


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Rag.Agent.Session{
  context: map(),
  created_at: integer(),
  id: String.t(),
  messages: [message()],
  metadata: map()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add_message(session, role, content)



        
          
        

    

  


  

      

          @spec add_message(t(), role(), String.t()) :: t()


      


Adds a message to the session history.
Parameters
	session - The session struct
	role - Message role (:user, :assistant, :system)
	content - Message content

Examples
iex> session |> Session.add_message(:user, "Hello!")
%Session{messages: [%{role: :user, content: "Hello!", ...}]}

  



  
    
      
    
    
      add_tool_result(session, tool_name, result)



        
          
        

    

  


  

      

          @spec add_tool_result(t(), String.t(), {:ok, term()} | {:error, term()}) :: t()


      


Adds a tool result to the session history.
Parameters
	session - The session struct
	tool_name - Name of the tool that was called
	result - Tool result as {:ok, content} or {:error, reason}


  



  
    
      
    
    
      clear_messages(session)



        
          
        

    

  


  

      

          @spec clear_messages(t()) :: t()


      


Clears all messages but keeps context and metadata.

  



  
    
      
    
    
      context(session)



        
          
        

    

  


  

      

          @spec context(t()) :: map()


      


Returns the session context.

  



    

  
    
      
    
    
      get_context(session, key, default \\ nil)



        
          
        

    

  


  

      

          @spec get_context(t(), atom(), term()) :: term()


      


Gets a context value.
Examples
iex> Session.get_context(session, :key)
"value"

iex> Session.get_context(session, :missing, "default")
"default"

  



  
    
      
    
    
      last_messages(session, n)



        
          
        

    

  


  

      

          @spec last_messages(t(), non_neg_integer()) :: [message()]


      


Returns the last n messages.
Examples
iex> Session.last_messages(session, 5)
[%{role: :user, ...}, %{role: :assistant, ...}]

  



  
    
      
    
    
      merge_context(session, new_context)



        
          
        

    

  


  

      

          @spec merge_context(t(), map()) :: t()


      


Merges values into the context.
Examples
iex> session |> Session.merge_context(%{a: 1, b: 2})
%Session{context: %{a: 1, b: 2}}

  



  
    
      
    
    
      message_count(session)



        
          
        

    

  


  

      

          @spec message_count(t()) :: non_neg_integer()


      


Returns the number of messages in the session.

  



  
    
      
    
    
      messages(session)



        
          
        

    

  


  

      

          @spec messages(t()) :: [message()]


      


Returns all messages in the session.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Creates a new session.
Options
	:id - Custom session ID (generates UUID if not provided)
	:metadata - Initial metadata map

Examples
iex> Session.new()
%Session{id: "...", messages: [], context: %{}}

iex> Session.new(id: "my-session", metadata: %{user: "alice"})
%Session{id: "my-session", metadata: %{user: "alice"}}

  



  
    
      
    
    
      set_context(session, key, value)



        
          
        

    

  


  

      

          @spec set_context(t(), atom(), term()) :: t()


      


Sets a context value.
Examples
iex> session |> Session.set_context(:key, "value")
%Session{context: %{key: "value"}}

  



  
    
      
    
    
      to_llm_messages(session)



        
          
        

    

  


  

      

          @spec to_llm_messages(t()) :: [map()]


      


Formats messages for LLM API consumption.
Returns a list of simplified message maps suitable for
sending to LLM providers.
Examples
iex> Session.to_llm_messages(session)
[%{role: :user, content: "Hello"}, %{role: :assistant, content: "Hi!"}]

  



  
    
      
    
    
      token_estimate(session)



        
          
        

    

  


  

      

          @spec token_estimate(t()) :: non_neg_integer()


      


Estimates the token count for the session.
Uses a rough approximation based on character count.

  


        

      


  

  
    
    Rag.Agent.Tool - rag v0.3.4
    
    

    


  
  

    
Rag.Agent.Tool behaviour
    



      
Behaviour for agent tools.
Tools are functions that agents can call to interact with external
systems, retrieve information, or perform actions. Each tool must
implement this behaviour.
Implementing a Tool
defmodule MyTool do
  @behaviour Rag.Agent.Tool

  @impl true
  def name, do: "my_tool"

  @impl true
  def description, do: "Does something useful"

  @impl true
  def parameters do
    %{
      type: "object",
      properties: %{
        input: %{type: "string", description: "The input"}
      },
      required: ["input"]
    }
  end

  @impl true
  def execute(%{"input" => input}, context) do
    # Perform the action
    {:ok, "Result: #{input}"}
  end
end
Context
The context map passed to execute/2 contains:
	:session_id - Current session identifier
	:user_id - User identifier (if available)
	:repo - Ecto repo for database operations
	:router - Router for LLM calls
	Any additional context provided by the agent


      


      
        Summary


  
    Types
  


    
      
        args()

      


    


    
      
        context()

      


    


    
      
        result()

      


    





  
    Callbacks
  


    
      
        description()

      


        Returns a description of what the tool does.
This is shown to the LLM to help it decide when to use the tool.



    


    
      
        execute(args, context)

      


        Executes the tool with the given arguments and context.



    


    
      
        name()

      


        Returns the unique name of the tool.



    


    
      
        parameters()

      


        Returns the JSON Schema for the tool's parameters.



    





  
    Functions
  


    
      
        execute(tool_module, args, context)

      


        Executes a tool with the given arguments and context.



    


    
      
        format_all_for_llm(tool_modules)

      


        Formats multiple tools for LLM function calling.



    


    
      
        format_for_llm(tool_module)

      


        Formats a tool for LLM function calling.



    


    
      
        to_spec(tool_module)

      


        Converts a tool module to a specification map.



    


    
      
        validate_args(tool_module, args)

      


        Validates arguments against the tool's parameter schema.



    





      


      
        Types


        


  
    
      
    
    
      args()



        
          
        

    

  


  

      

          @type args() :: map()


      



  



  
    
      
    
    
      context()



        
          
        

    

  


  

      

          @type context() :: map()


      



  



  
    
      
    
    
      result()



        
          
        

    

  


  

      

          @type result() :: {:ok, term()} | {:error, term()}


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      description()



        
          
        

    

  


  

      

          @callback description() :: String.t()


      


Returns a description of what the tool does.
This is shown to the LLM to help it decide when to use the tool.

  



  
    
      
    
    
      execute(args, context)



        
          
        

    

  


  

      

          @callback execute(args(), context()) :: result()


      


Executes the tool with the given arguments and context.

  



  
    
      
    
    
      name()



        
          
        

    

  


  

      

          @callback name() :: String.t()


      


Returns the unique name of the tool.

  



  
    
      
    
    
      parameters()



        
          
        

    

  


  

      

          @callback parameters() :: map()


      


Returns the JSON Schema for the tool's parameters.

  


        

      

      
        Functions


        


  
    
      
    
    
      execute(tool_module, args, context)



        
          
        

    

  


  

      

          @spec execute(module(), args(), context()) :: result()


      


Executes a tool with the given arguments and context.
This is a convenience function that delegates to the tool's
execute/2 callback.
Examples
iex> Tool.execute(MyTool, %{"input" => "test"}, %{})
{:ok, "Result: test"}

  



  
    
      
    
    
      format_all_for_llm(tool_modules)



        
          
        

    

  


  

      

          @spec format_all_for_llm([module()]) :: [map()]


      


Formats multiple tools for LLM function calling.
Examples
iex> Tool.format_all_for_llm([Tool1, Tool2])
[%{name: "tool1", ...}, %{name: "tool2", ...}]

  



  
    
      
    
    
      format_for_llm(tool_module)



        
          
        

    

  


  

      

          @spec format_for_llm(module()) :: map()


      


Formats a tool for LLM function calling.
Returns a map in the format expected by LLM providers
for function/tool definitions.
Examples
iex> Tool.format_for_llm(MyTool)
%{name: "my_tool", description: "...", parameters: %{...}}

  



  
    
      
    
    
      to_spec(tool_module)



        
          
        

    

  


  

      

          @spec to_spec(module()) :: map()


      


Converts a tool module to a specification map.
Examples
iex> Tool.to_spec(MyTool)
%{name: "my_tool", description: "...", parameters: %{...}}

  



  
    
      
    
    
      validate_args(tool_module, args)



        
          
        

    

  


  

      

          @spec validate_args(module(), args()) :: :ok | {:error, term()}


      


Validates arguments against the tool's parameter schema.
Checks that all required fields are present.
Examples
iex> Tool.validate_args(MyTool, %{"input" => "test"})
:ok

iex> Tool.validate_args(MyTool, %{})
{:error, {:missing_required, ["input"]}}
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Rag.Agent.Tools.AnalyzeCode 
    



      
Tool for analyzing code structure.
Parses code and extracts structural information like modules,
functions, and their relationships.
Context Requirements
	:analyze_fn - Optional custom analysis function: (code, opts) -> {:ok, analysis}

If no analyze_fn is provided, uses built-in Elixir code analysis.
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Rag.Agent.Tools.GetRepoContext 
    



      
Tool for retrieving repository context.
Returns comprehensive information about a repository including
its description, languages, structure, and README.
Context Requirements
	:context_fn - Function to get repo context: (repo_name) -> {:ok, context} | {:error, reason}

	:read_fn - Optional function for reading files when include_files is true

If no context_fn is provided, returns a minimal context with just the name.
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Rag.Agent.Tools.ReadFile 
    



      
Tool for reading file contents.
Reads the contents of a file, optionally extracting specific line ranges.
Context Requirements
	:read_fn - Optional function to read files: (path) -> {:ok, content} | {:error, reason}


If no read_fn is provided, uses File.read/1.
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Rag.Agent.Tools.SearchRepos 
    



      
Tool for semantic search across repositories.
Uses the vector store to find relevant code snippets and documentation
based on semantic similarity to the query.
Context Requirements
	:search_fn - Function to perform search: (query, opts) -> {:ok, results} | {:error, reason}


If no search_fn is provided, returns empty results.
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