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    erlang-rocksdb - Erlang wrapper for RocksDB
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Current version: 2.3.0
Copyright (c) 2016-2026 Benoît Chesneau
Feedback and pull requests welcome! If a particular feature of RocksDB is important to you, please let me know by opening an issue, and I'll prioritize it.
Features
	RocksDB 10.7.5 with snappy 1.2.1, lz4 1.10.0
	Erlang 22+ with dirty-nifs enabled
	All basic db operations (get, put, delete, merge, multi_get)
	Wide-column entity API (put_entity, get_entity, iterator_columns)
	Extended statistics API (45+ tickers, 13+ histograms)
	BlobDB support with statistics and lazy loading
	Batch operations support
	Snapshots support
	Checkpoint support
	Column families support with coalescing iterator
	Transaction logs
	Pessimistic transactions with row-level locking
	Backup support
	Erlang merge operator
	SST file support (write, ingest, read)
	Customized build support
	Tested on macOS, FreeBSD, Solaris and Linux

Usage
See the Doc for more explanation.
Note: since the version 0.26.0, cmake>=3.4 is required to install erlang-rocksdb.

Customized build
See the Customized builds for more information.
Support
Support, Design and discussions are done via the Github Tracker.
License
Erlang RocksDB is licensed under the Apache License 2.


  

    Getting Started

The Erlang Rocksdb binding provides access to most of the key/value API of the rocksdb library. 
Installation
Download the sources from our Github repository
To build the application simply run 'rebar3 compile'. 
Note: since the version 0.26.0, cmake>=3.4 is required to install erlang-rocksdb.

To run tests run 'rebar3 eunit'. To generate doc, run 'rebar3 edoc'.
Or add it to your rebar config
{deps, [
    ....
    {rocksdb, "2.3.0"}
]}.
Or your mix config file:
{:rocksdb, "~> 1.0"}
Basic operations
Open a database

Path = "/tmp/erocksdb.fold.test",
Options = [{create_if_missing, true}],
{ok, DB} = rocksdb:open(Path, Options).

This will create a nif resource. 
Makes sure that the process that opened it will stay open across or the session (or that at least one process own it) to prevent any garbage collection of it which will close the database and kill all the resources related (iterators, column families) ...

Closing a database
When you are done with a database run the following function
ok = rocksdb:close(DB).
the database will be automatically closed if no process own it.

Read and Writes
The library provides put, delete, and get methods to modify/query the database. For example, the following code moves the value stored under key1 to key2.
rocksdb:put(Db, <<"my key">>, <<"my value">>),
case rocksdb:get(Db, <<"my key">>, []) of
  {ok, Value} => io:format("retrieved value %p~n", [Value]);
  not_found => io:format("value not found~n", []);
  Error -> io:format("operational problem encountered: %p~n", [Error])
end,
rocksdb:delete(Db, <<"my key">>).
Batch Reads with multi_get
When you need to retrieve multiple keys at once, multi_get/3 is more efficient than calling get/3 multiple times. It retrieves all keys in a single operation:
%% Insert some data
ok = rocksdb:put(Db, <<"key1">>, <<"value1">>, []),
ok = rocksdb:put(Db, <<"key2">>, <<"value2">>, []),
ok = rocksdb:put(Db, <<"key3">>, <<"value3">>, []),

%% Retrieve multiple keys at once
Keys = [<<"key1">>, <<"key2">>, <<"key3">>, <<"missing">>],
Results = rocksdb:multi_get(Db, Keys, []),
%% Results = [{ok, <<"value1">>}, {ok, <<"value2">>}, {ok, <<"value3">>}, not_found]
The results are returned in the same order as the input keys. Each result is either:
	{ok, Value} - the key was found
	not_found - the key does not exist
	{error, Reason} - an error occurred

For column families, use multi_get/4:
Results = rocksdb:multi_get(Db, ColumnFamily, Keys, []).
You can also use snapshots with multi_get to get a consistent view:
{ok, Snapshot} = rocksdb:snapshot(Db),
Results = rocksdb:multi_get(Db, Keys, [{snapshot, Snapshot}]),
rocksdb:release_snapshot(Snapshot).
Atomic Updates
Note that if the process dies after the Put of key2 but before the delete of key1, the same value may be left stored under multiple keys. Such problems can be avoided by using the function rocksdb:write/3 class to atomically apply a set of updates:
Batch = [
  {put, <<"key1">>, <<"value1">>},
  {delete, <<"keytodelete">>},
  ...
],
rocksdb:write(DB, Batch, [])
You can also use the Batch API that gives you more control about the atomic transactions.
Synchronous writes
Using the setting {sync, true} in any write operations will makes sure to store synchronously on the filesystem your data. 
Iterate your data
You can start an iterator using the function rocksdb:iterator/2 :
ItrOptions = [],
{ok, Itr} = iterator(DB, ItrOptions)
You close the iterator using the function rocksdb:iterator_close/1:
rocksdb:iterator_close(Itr)
then you can move to the previous or next data using the function iterator:move/2 :
	move to the next key: rocksdb:iterator_move(Itr, next)
	move to the previous key: rocksdb:iterator_move(Itr, prev)
	start at the first key: rocksdb:iterator_move(Itr, first)
	start at the last key: rocksdb:iterator_move(Itr, last)
	move to a key: rocksdb:iterator_move(Itr, Key) or  rocksdb:iterator_move(Itr,{seek, Key})
	move to the previous key of: rocksdb:iterator_move(Itr,{seek_for_prev, Key})

An iterator doesn't support parallel operations, so make sure to use it accordingly.

Prefix seek can be optimized by putting your database in "prefix seek" mode using  the option prefix_extractor for your DB or column family is specified. See the Prefix Seek API for more information.
Wide-Column Entities
Starting in version 2.0.0, Erlang RocksDB supports RocksDB's Wide-Column Entity API. Entities allow storing structured data with multiple named columns per key, providing a more flexible schema than simple key-value pairs.
%% Store an entity with multiple columns
Key = <<"user:123">>,
Columns = [
    {<<"name">>, <<"Alice">>},
    {<<"email">>, <<"alice@example.com">>},
    {<<"age">>, <<"30">>}
],
ok = rocksdb:put_entity(Db, Key, Columns, []),

%% Retrieve entity columns as a proplist
{ok, Result} = rocksdb:get_entity(Db, Key, []),
Name = proplists:get_value(<<"name">>, Result),  %% <<"Alice">>

%% Delete entity (same as regular delete)
ok = rocksdb:delete_entity(Db, Key, []).
When iterating, you can access columns for any entry:
{ok, Itr} = rocksdb:iterator(Db, []),
{ok, Key, _Value} = rocksdb:iterator_move(Itr, first),
{ok, Columns} = rocksdb:iterator_columns(Itr),
%% For regular key-values, returns [{<<>>, Value}] (single default column)
%% For entities, returns all stored columns
rocksdb:iterator_close(Itr).
See Wide-Column Entities for more details.
Snapshots
Snapshots provide consistent read-only views over the entire state of the key-value store.The {snapshot, Snapshot} can be need to be set in the read options to indicate that a read should operate on a particular version of the DB state.
{ok, Snapshot} = rocksdb:snapshot(Db),
ReadOptions = [{snapshot, Snapshot}],
{ok, Itr} = rocksdb:iterator(DB, ReadOptions),
... read using iter to view the state when the snapshot was created ...
rocksdb:iterator_close(Itr),
rocksdb:release_snapshot(Snapshot)
Note that when a snapshot is no longer needed, it should be released using the rocksdb:release_snapshot/1 function. This allows the implementation to get rid of state that was being maintained just to support reading as of that snapshot.

Column Families
Column Families provide a way to logically partition the database. Users can provide atomic writes of multiple keys across multiple column families and read a consistent view from them.
Backup and Checkpoint
Backup allows users to create periodic incremental backups in a remote file system (think about HDFS or S3) and recover from any of them.
Checkpoints provides the ability to take a snapshot of a running RocksDB database in a separate directory. Files are hardlinked, rather than copied, if possible, so it is a relatively lightweight operation.
Merge Operator
Starting in version 0.21.0, Erlang Rocksdb supports a Merge Operator for Erlang data types. A Bitset Merge Operator and a Counter Merge Operator are also available to change a bit at a position in a string or maintain a simple counter.
Transactions
Erlang RocksDB has preliminary support of multi-operation transactions. See Transactions
SST File Operations
Erlang RocksDB provides comprehensive support for working with SST (Sorted String Table) files, the core storage format of RocksDB. This enables bulk data loading, offline inspection, and data migration.
Creating SST Files
Use sst_file_writer to create SST files outside the database:
%% Create an SST file
{ok, Writer} = rocksdb:sst_file_writer_open([], "/tmp/data.sst"),

%% Add key-value pairs (MUST be in sorted order)
ok = rocksdb:sst_file_writer_put(Writer, <<"key1">>, <<"value1">>),
ok = rocksdb:sst_file_writer_put(Writer, <<"key2">>, <<"value2">>),
ok = rocksdb:sst_file_writer_put(Writer, <<"key3">>, <<"value3">>),

%% Finish and get file info
{ok, FileInfo} = rocksdb:sst_file_writer_finish(Writer, with_file_info),
ok = rocksdb:release_sst_file_writer(Writer),

%% FileInfo contains: file_path, smallest_key, largest_key,
%% file_size, num_entries, sequence_number
Ingesting SST Files
Load SST files directly into a database:
{ok, Db} = rocksdb:open("/tmp/mydb", [{create_if_missing, true}]),

%% Ingest SST files into the database
ok = rocksdb:ingest_external_file(Db, ["/tmp/data.sst"], []),

%% Data is now queryable
{ok, <<"value1">>} = rocksdb:get(Db, <<"key1">>, []),

%% Ingest into a specific column family
ok = rocksdb:ingest_external_file(Db, ColumnFamily, ["/tmp/cf_data.sst"], []),

rocksdb:close(Db).
Reading SST Files
Inspect SST files without loading them into a database:
%% Open an SST file for reading
{ok, Reader} = rocksdb:sst_file_reader_open([], "/tmp/data.sst"),

%% Get table properties (metadata)
{ok, Props} = rocksdb:sst_file_reader_get_table_properties(Reader),
io:format("Entries: ~p, Size: ~p bytes~n",
    [maps:get(num_entries, Props), maps:get(data_size, Props)]),

%% Iterate through the file
{ok, Itr} = rocksdb:sst_file_reader_iterator(Reader, []),
{ok, Key1, Value1} = rocksdb:sst_file_reader_iterator_move(Itr, first),
{ok, Key2, Value2} = rocksdb:sst_file_reader_iterator_move(Itr, next),

%% Seek to a specific key
{ok, Key, Value} = rocksdb:sst_file_reader_iterator_move(Itr, {seek, <<"key2">>}),

%% Verify file integrity
ok = rocksdb:sst_file_reader_verify_checksum(Reader),

%% Cleanup
ok = rocksdb:sst_file_reader_iterator_close(Itr),
ok = rocksdb:release_sst_file_reader(Reader).
See SST Files Guide for more details including options, best practices, and advanced use cases.


  

    Batch Api

The Batch API provides full support of the WriteBatch  API from rocksdb and allows you to maintain a batch resource that can  be atomically comitted to the database.
basic operations
{ok, Batch} = rocksdb:batch(),

ok = rocksdb:batch_put(Batch, <<"a">>, <<"v1">>),
ok = rocksdb:batch_put(Batch, <<"b">>, <<"v2">>),
ok = rocksdb:batch_delete(Batch, <<"b">>),
?assertEqual(3, rocksdb:batch_count(Batch)),

?assertEqual(not_found, rocksdb:get(Db, <<"a">>, [])),
?assertEqual(not_found, rocksdb:get(Db, <<"b">>, [])),

ok = rocksdb:write_batch(Db, Batch, []),

?assertEqual({ok, <<"v1">>}, rocksdb:get(Db, <<"a">>, [])),
?assertEqual(not_found, rocksdb:get(Db, <<"b">>, [])),

ok = rocksdb:release_batch(Batch),
rollback
{ok, Batch} = rocksdb:batch(),
ok = rocksdb:batch_put(Batch, <<"a">>, <<"v1">>),
ok = rocksdb:batch_put(Batch, <<"b">>, <<"v2">>),
ok = rocksdb:batch_savepoint(Batch),
ok = rocksdb:batch_put(Batch, <<"c">>, <<"v3">>),
?assertEqual(3, rocksdb:batch_count(Batch)),
?assertEqual([{put, <<"a">>, <<"v1">>},
            {put, <<"b">>, <<"v2">>},
            {put, <<"c">>, <<"v3">>}], rocksdb:batch_tolist(Batch)),
ok = rocksdb:batch_rollback(Batch),
?assertEqual(2, rocksdb:batch_count(Batch)),
?assertEqual([{put, <<"a">>, <<"v1">>},
            {put, <<"b">>, <<"v2">>}], rocksdb:batch_tolist(Batch)),
ok = rocksdb:close_batch(Batch)
This api allows you to rollback the records inside a batch from the last checkpont


  

    Bitset Merge Operator

The bitset operator allows you to maintain a bitmap. You can set or unset a bit at a oisutuib in a fixed bitmap. 
Ex:

 {ok, Db} = rocksdb:open("/tmp/rocksdb_merge_db.test",
                        [{create_if_missing, true},
                         {merge_operator, {bitset_merge_operator, 1024}}]),

Bitmap = << 0:1024/unsigned >>,
ok = rocksdb:put(Db, <<"bitmap">>, Bitmap, []),
ok = rocksdb:merge(Db, <<"bitmap">>, <<"+2">>, []),
{ok, << 32, _/binary>> } = rocksdb:get(Db, <<"bitmap">>, []),
ok = rocksdb:merge(Db, <<"bitmap">>, <<"-2">>, []),
{ok, << 0, _/binary>> } = rocksdb:get(Db, <<"bitmap">>, []),
ok = rocksdb:merge(Db, <<"bitmap">>, <<"+11">>, []),
{ok, << 0, 16, _/binary>> } = rocksdb:get(Db, <<"bitmap">>, []),
ok = rocksdb:merge(Db, <<"bitmap">>, <<"+10">>, []),
{ok, << 0, 48, _/binary>> } = rocksdb:get(Db, <<"bitmap">>, []),

ok = rocksdb:merge(Db, <<"unsetbitmap">>, <<"+2">>, []),
{ok, << 32, _/binary>> } = rocksdb:get(Db, <<"unsetbitmap">>, []),
ok = rocksdb:merge(Db, <<"unsetbitmap">>, <<"-2">>, []),
{ok, << 0, _/binary>> } = rocksdb:get(Db, <<"unsetbitmap">>, []),
ok = rocksdb:merge(Db, <<"unsetbitmap">>, <<"+11">>, []),
{ok, << 0, 16, _/binary>> } = rocksdb:get(Db, <<"unsetbitmap">>, []),
ok = rocksdb:merge(Db, <<"unsetbitmap">>, <<"+10">>, []),
{ok, << 0, 48, _/binary>> } = rocksdb:get(Db, <<"unsetbitmap">>, []),

ok = rocksdb:close(Db),


  

    Counter Merge Operator

The counter operator allows you to maintain a counter. You can increase or decrease the counter with an integer value 
Ex:

{ok, Db} = rocksdb:open("/tmp/rocksdb_merge_db.test",
                        [{create_if_missing, true},
                         {merge_operator, counter_merge_operator}]),

ok = rocksdb:merge(Db, <<"c">>, << "1" >>, []),
{ok, << "1" >>} = rocksdb:get(Db, <<"c">>, []),

ok = rocksdb:merge(Db, <<"c">>, << "2" >>, []),
{ok, << "3" >>} = rocksdb:get(Db, <<"c">>, []),

ok = rocksdb:merge(Db, <<"c">>, <<"-1">> , []),
{ok, <<"2">>} = rocksdb:get(Db, <<"c">>, []),

ok = rocksdb:put(Db, <<"c">>, <<"0">>, []),
{ok, <<"0">>} = rocksdb:get(Db, <<"c">>, []),


ok = rocksdb:close(Db),


  

    Erlang Merge Operator

Starting in version 0.21.0, Erlang Rocksdb supports a Merge Operator for Erlang data types. 
RocksDB offers the possibility of doing appends to existing key values efficiently through the use of a merge operator. This operator is a user-provided callback that knows how to merge the old value ("the message") and the new value ("the delta") into a single value ("the merged value").
The Erlang Merge Operator allows you to combine two values of the same Erlang data type into a single value. As long as your data is stored as Erlang binary term (encoded using the term_to_binary function), , it should be possible to apply a single predefined merge operator in order to take advantage of the RocksDB merge operation. 
For example appending an item to a list (like ++):
%% store a list encoded using `term_to_binary`
ok = rocksdb:put(Db, <<"list">>, term_to_binary([a, b]), []),
{ok, Bin0} = rocksdb:get(Db, <<"list">>, []),
[a, b] = binary_to_term(Bin0),
%% append two items
ok = rocksdb:merge(Db, <<"list">>, term_to_binary({list_append, [c, d]}), []),
{ok, Bin1} = rocksdb:get(Db, <<"list">>, []),
[a, b, c, d] = binary_to_term(Bin1),
Setup a merge operator
To set the merge operator, add it to the columns options (or the db options if only one column) by setting the merge_operator option:
{ok, Db} = rocksdb:open("mydb",
                        [{create_if_missing, true},
                         {merge_operator, erlang_merge_operator}]).
Operations:
on integer
The Erlang merge operator support the int_add operation to add an integer value:
 ok = rocksdb:put(Db, <<"i">>, term_to_binary(0), []),
{ok, IBin0} = rocksdb:get(Db, <<"i">>, []),
0 = binary_to_term(IBin0),

ok = rocksdb:merge(Db, <<"i">>, term_to_binary({int_add, 1}), []),
{ok, IBin1} = rocksdb:get(Db, <<"i">>, []),
1 = binary_to_term(IBin1),
on lists
The Erlang merge operator support the following operations on lists:
	list_append like ++ or lists:append/2: Returns a new list List3, which is made from the elements of List1 followed by the elements of List2.

ok = rocksdb:put(Db, <<"list">>, term_to_binary([a, b]), []),
{ok, Bin0} = rocksdb:get(Db, <<"list">>, []),
[a, b] = binary_to_term(Bin0),

ok = rocksdb:merge(Db, <<"list">>, term_to_binary({list_append, [c, d]}), []),
{ok, Bin1} = rocksdb:get(Db, <<"list">>, []),
[a, b, c, d] = binary_to_term(Bin1),
	list_substract: like lists:subtract/2 or --, Returns a new list List3 that is a copy of List1, subjected to the following procedure: for each element in List2, its first occurrence in List1 is deleted.

ok = rocksdb:put(Db, <<"list">>, term_to_binary([a, b, c, d, e, a, b, c]), []),
{ok, Bin0} = rocksdb:get(Db, <<"list">>, []),
[a, b, c, d, e, a, b, c] = binary_to_term(Bin0),

ok = rocksdb:merge(Db, <<"list">>, term_to_binary({list_substract, [c, a]}), []),
{ok, Bin1} = rocksdb:get(Db, <<"list">>, []),
[b, d, e, a, b, c] = binary_to_term(Bin1),

	list_set: to set an element in the list at a position:

ok = rocksdb:put(Db, <<"list">>, term_to_binary([a, b, c, d, e]), []),
{ok, Bin0} = rocksdb:get(Db, <<"list">>, []),
[a, b, c, d, e] = binary_to_term(Bin0),

ok = rocksdb:merge(Db, <<"list">>, term_to_binary({list_set, 2, 'c1'}), []),
{ok, Bin1} = rocksdb:get(Db, <<"list">>, []),
[a, b, 'c1', d, e] = binary_to_term(Bin1),
	list_delete : to delete an 1 or more elements a at position in the list:

ok = rocksdb:put(Db, <<"list">>, term_to_binary([a, b, c, d, e, f, g]), []),
{ok, Bin0} = rocksdb:get(Db, <<"list">>, []),
[a, b, c, d, e, f, g] = binary_to_term(Bin0),

ok = rocksdb:merge(Db, <<"list">>, term_to_binary({list_delete, 2}), []),
{ok, Bin1} = rocksdb:get(Db, <<"list">>, []),
[a, b, d, e, f, g] = binary_to_term(Bin1),

ok = rocksdb:merge(Db, <<"list">>, term_to_binary({list_delete, 2, 4}), []),
{ok, Bin2} = rocksdb:get(Db, <<"list">>, []),
[a, b, g] = binary_to_term(Bin2),
	list_insert: to insert N elements at a position in a list:

ok = rocksdb:put(Db, <<"list">>, term_to_binary([a, b, c, d, e, f, g]), []),
{ok, Bin0} = rocksdb:get(Db, <<"list">>, []),
[a, b, c, d, e, f, g] = binary_to_term(Bin0),

ok = rocksdb:merge(Db, <<"list">>, term_to_binary({list_insert, 2, [h, i]}), []),
{ok, Bin1} = rocksdb:get(Db, <<"list">>, []),
[a, b, h, i, c, d, e, f, g] = binary_to_term(Bin1),
on binary
The Erlang merge operator support the following operations on binaries:
	binary_append: to append a binary:

ok = rocksdb:merge(Db, <<"encbin">>, term_to_binary({binary_append, <<"abc">>}), []),
{ok, Bin1} = rocksdb:get(Db, <<"encbin">>, []),
<<"testabc">> = binary_to_term(Bin1),

ok = rocksdb:merge(Db, <<"encbin">>, term_to_binary({binary_append, <<"de">>}), []),
{ok, Bin2} = rocksdb:get(Db, <<"encbin">>, []),
<<"testabcde">> = binary_to_term(Bin2),
	binary_replace: Constructs a new binary by replacing the part in the range with the content of replacement. The range is given in bits:

 ok = rocksdb:put(Db, <<"encbin">>, term_to_binary(<<"The quick brown fox jumps over the lazy dog.">>), []),
{ok, Bin} = rocksdb:get(Db, <<"encbin">>, []),
<<"The quick brown fox jumps over the lazy dog.">> = binary_to_term(Bin),

ok = rocksdb:merge(Db, <<"encbin">>, term_to_binary({binary_replace, 10, 5, <<"red">>}), []),
ok = rocksdb:merge(Db, <<"encbin">>, term_to_binary({binary_replace, 0, 3, <<"A">>}), []),
{ok, Bin1} = rocksdb:get(Db, <<"encbin">>, []),
<<"A quick red fox jumps over the lazy dog.">> = binary_to_term(Bin1),

ok = rocksdb:put(Db, <<"bitmap">>, term_to_binary(<<1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1>>), []),
ok = rocksdb:merge(Db, <<"bitmap">>, term_to_binary({binary_replace, 2, 1, <<0>>}), []),
{ok, Bin2} = rocksdb:get(Db, <<"bitmap">>, []),
  <<1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1>> = binary_to_term(Bin2),
	binary_erase: Constructs a new binary by deleting the part in the range. The range is given in bits:

ok = rocksdb:put(Db, <<"eraseterm">>, term_to_binary(<<"abcdefghij">>), []),
ok = rocksdb:merge(Db, <<"eraseterm">>, term_to_binary({binary_erase, 2, 4}), []),
{ok, Bin} = rocksdb:get(Db, <<"eraseterm">>, []),
<<"abghij">> = binary_to_term(Bin),
	binary_insert: Constructs a new binary by inserting a part at a position given in bits:

ok = rocksdb:put(Db, <<"insertterm">>, term_to_binary(<<"abcdefghij">>), []),
ok = rocksdb:merge(Db, <<"insertterm">>, term_to_binary({binary_insert, 2, <<"1234">>}), []),
{ok, Bin} = rocksdb:get(Db, <<"insertterm">>, []),
<<"ab1234cdefghij">> = binary_to_term(Bin),


  

    Checkpoints

From the rocksdb documentation:
Checkpoint is a feature in RocksDB which provides the ability to take a snapshot of a running RocksDB database in a separate directory. Checkpoints can be used as a point in time snapshot, which can be opened Read-only to query rows as of the point in time or as a Writeable snapshot by opening it Read-Write. Checkpoints can be used for both full and incremental backups.
The Checkpoint feature enables RocksDB to create a consistent snapshot of a given RocksDB database in the specified directory. If the snapshot is on the same filesystem as the original database, the SST files will be hard-linked, otherwise SST files will be copied. The manifest and CURRENT files will be copied. In addition, if there are multiple column families, log files will be copied for the period covering the start and end of the checkpoint, in order to provide a consistent snapshot across column families.
A Checkpoint object needs to be created for a database before checkpoints are created. The Erlang API is as follows:
rocksdb:checkpoint(DbHandle::db_handle(), Path::file:filename_all()) -> ok | {error, any()}.
This function will creates a consistent snapshot of the database in the given directory.
The directory should not already exist and will be created by this API. The directory will be an absolute path. The checkpoint can be used as a ​read-only copy of the DB or can be opened as a standalone DB. When opened read/write, the SST files continue to be hard links and these links are removed when the files are obsoleted. When the user is done with the snapshot, the user can delete the directory to remove the snapshot.


  

    Column Families

Each key-value pair in RocksDB is associated with exactly one Column Family. If there is no Column Family specified, key-value pair is associated with Column Family "default".
Column Families provide a way to logically partition the database. Some interesting properties:
	Atomic writes across Column Families are supported. This means you can atomically execute Write({cf1, key1, value1}, {cf2, key2, value2}).
	Consistent view of the database across Column Families.
	Ability to configure different Column Families independently.
	On-the-fly adding new Column Families and dropping them. Both operations are reasonably fast.

basic key/value operations
ColumnFamilies = [{"default", []}],
{ok, Db, [DefaultH]} = rocksdb:open_with_cf("test.db", [{create_if_missing, true}], ColumnFamilies),
ok = rocksdb:put(Db, DefaultH, <<"a">>, <<"a1">>, []),
{ok,  <<"a1">>} = rocksdb:get(Db, DefaultH, <<"a">>, []),
ok = rocksdb:put(Db, DefaultH, <<"b">>, <<"b1">>, []),
{ok, <<"b1">>} = rocksdb:get(Db, DefaultH, <<"b">>, []),
?assertEqual(2, rocksdb:count(Db,DefaultH)),

ok = rocksdb:delete(Db, DefaultH, <<"b">>, []),
not_found = rocksdb:get(Db, DefaultH, <<"b">>, []),
?assertEqual(1, rocksdb:count(Db, DefaultH)),

{ok, TestH} = rocksdb:create_column_family(Db, "test", []),
rocksdb:put(Db, TestH, <<"a">>, <<"a2">>, []),
{ok,  <<"a1">>} = rocksdb:get(Db, DefaultH, <<"a">>, []),
{ok,  <<"a2">>} = rocksdb:get(Db, TestH, <<"a">>, []),
?assertEqual(1, rocksdb:count(Db, TestH)),
rocksdb:close(Db)
iterator operations
{ok, Ref, [DefaultH]} = rocksdb:open_with_cf("ltest", [{create_if_missing, true}], [{"default", []}]),
{ok, TestH} = rocksdb:create_column_family(Ref, "test", []),
try
rocksdb:put(Ref, DefaultH, <<"a">>, <<"x">>, []),
rocksdb:put(Ref, DefaultH, <<"b">>, <<"y">>, []),
rocksdb:put(Ref, TestH, <<"a">>, <<"x1">>, []),
rocksdb:put(Ref, TestH, <<"b">>, <<"y1">>, []),

{ok, DefaultIt} = rocksdb:iterator(Ref, DefaultH, []),
{ok, TestIt} = rocksdb:iterator(Ref, TestH, []),

?assertEqual({ok, <<"a">>, <<"x">>},rocksdb:iterator_move(DefaultIt, <<>>)),
?assertEqual({ok, <<"a">>, <<"x1">>},rocksdb:iterator_move(TestIt, <<>>)),
?assertEqual({ok, <<"b">>, <<"y">>},rocksdb:iterator_move(DefaultIt, next)),
?assertEqual({ok, <<"b">>, <<"y1">>},rocksdb:iterator_move(TestIt, next)),
?assertEqual({ok, <<"a">>, <<"x">>},rocksdb:iterator_move(DefaultIt, prev)),
?assertEqual({ok, <<"a">>, <<"x1">>},rocksdb:iterator_move(TestIt, prev)),
ok = rocksdb:iterator_close(TestIt),
ok = rocksdb:iterator_close(DefaultIt)
after
rocksdb:close(Ref)
end.


  

    Wide-Column Entities

Starting with RocksDB 8.8 and Erlang RocksDB 2.0.0, you can store structured data using the Wide-Column Entity API. This allows storing multiple named columns per key, providing a more flexible schema than simple key-value pairs.
Basic Usage
Storing an Entity
Use put_entity/4 to store an entity with multiple columns:
{ok, Db} = rocksdb:open("/tmp/mydb", [{create_if_missing, true}]),

%% Store a user entity with multiple attributes
Key = <<"user:123">>,
Columns = [
    {<<"name">>, <<"Alice">>},
    {<<"email">>, <<"alice@example.com">>},
    {<<"role">>, <<"admin">>}
],
ok = rocksdb:put_entity(Db, Key, Columns, []).
Retrieving an Entity
Use get_entity/3 to retrieve all columns as a proplist:
{ok, Result} = rocksdb:get_entity(Db, <<"user:123">>, []),
Name = proplists:get_value(<<"name">>, Result),    %% <<"Alice">>
Email = proplists:get_value(<<"email">>, Result),  %% <<"alice@example.com">>
Deleting an Entity
Entities are deleted using the normal delete operation. All columns are removed when the key is deleted:
ok = rocksdb:delete_entity(Db, <<"user:123">>, []),
%% or equivalently:
ok = rocksdb:delete(Db, <<"user:123">>, []).
Column Families
Entities work with column families just like regular key-values:
{ok, Db, [DefaultCf, UsersCf]} = rocksdb:open("/tmp/mydb",
    [{create_if_missing, true}, {create_missing_column_families, true}],
    [{"default", []}, {"users", []}]),

%% Store entity in users column family
ok = rocksdb:put_entity(Db, UsersCf, <<"user:456">>,
    [{<<"name">>, <<"Bob">>}], []),

%% Retrieve from column family
{ok, Result} = rocksdb:get_entity(Db, UsersCf, <<"user:456">>, []).
Iterating Over Entities
When iterating, use iterator_columns/1 to access the columns of the current entry:
{ok, Itr} = rocksdb:iterator(Db, []),
{ok, Key, _Value} = rocksdb:iterator_move(Itr, first),

%% Get all columns for the current entry
{ok, Columns} = rocksdb:iterator_columns(Itr),
lists:foreach(fun({Name, Value}) ->
    io:format("~s: ~s~n", [Name, Value])
end, Columns),

rocksdb:iterator_close(Itr).
Mixed Data
iterator_columns/1 works for both entities and regular key-values:
	Entities: Returns all stored columns
	Regular key-values: Returns [{<<>>, Value}] - a single column with the default (empty) name

%% Store mixed data
ok = rocksdb:put(Db, <<"plain_key">>, <<"plain_value">>, []),
ok = rocksdb:put_entity(Db, <<"entity_key">>,
    [{<<"attr">>, <<"value">>}], []),

{ok, Itr} = rocksdb:iterator(Db, []),

%% First entry: entity
{ok, <<"entity_key">>, _} = rocksdb:iterator_move(Itr, first),
{ok, [{<<"attr">>, <<"value">>}]} = rocksdb:iterator_columns(Itr),

%% Second entry: plain key-value
{ok, <<"plain_key">>, <<"plain_value">>} = rocksdb:iterator_move(Itr, next),
{ok, [{<<>>, <<"plain_value">>}]} = rocksdb:iterator_columns(Itr),

rocksdb:iterator_close(Itr).
The Default Column
In RocksDB's wide-column model, the default column has an empty name (<<>>). When you use put/4 to store a regular key-value, it's internally treated as an entity with a single default column:
%% These are equivalent from RocksDB's perspective:
rocksdb:put(Db, <<"key">>, <<"value">>, []),
rocksdb:put_entity(Db, <<"key">>, [{<<>>, <<"value">>}], []).
When using get/3 on an entity, RocksDB returns the value of the default column (or empty if none exists).
Multi-Column Family Iteration
Use coalescing_iterator/3 to iterate across multiple column families efficiently:
{ok, Db, [Cf1, Cf2, Cf3]} = rocksdb:open("/tmp/mydb",
    [{create_if_missing, true}, {create_missing_column_families, true}],
    [{"default", []}, {"cf1", []}, {"cf2", []}]),

%% Store data in different column families
ok = rocksdb:put_entity(Db, Cf1, <<"a">>, [{<<"src">>, <<"cf1">>}], []),
ok = rocksdb:put_entity(Db, Cf2, <<"b">>, [{<<"src">>, <<"cf2">>}], []),

%% Iterate across all column families in sorted key order
{ok, Itr} = rocksdb:coalescing_iterator(Db, [Cf1, Cf2], []),
{ok, <<"a">>, _} = rocksdb:iterator_move(Itr, first),
{ok, <<"b">>, _} = rocksdb:iterator_move(Itr, next),
rocksdb:iterator_close(Itr).
Use Cases
Wide-column entities are useful when:
	You have structured data with multiple attributes per key
	You want to avoid serialization/deserialization overhead
	Different keys may have different sets of columns
	You need to update individual columns without rewriting the entire value

API Reference
	Function	Description
	put_entity/4	Store entity in default column family
	put_entity/5	Store entity in specified column family
	get_entity/3	Get entity from default column family
	get_entity/4	Get entity from specified column family
	delete_entity/3	Delete entity from default column family
	delete_entity/4	Delete entity from specified column family
	iterator_columns/1	Get columns from current iterator position
	coalescing_iterator/3	Create iterator across multiple column families



  

    Prefix Seek

When the option prefix_extractor is set  for your DB or column family is specified, RocksDB is in a "prefix seek" mode, explained below. Example of how to use it:
Options = [{create_if_missing, true}, {prefix_extractor, {fixed_prefix_transform, 3}}]),

{ok, Db} = rocksdb:open("/tmp/erocksdb", Options),

...
Itr = rocksdb:iterator(Db, []),
rocksdb:iterator_move(Itr, {seek, <<"foobar">>}), %% seek inside the prefix "foo"
rocksdb:iterator_move(Itr, next), %% Find next key-value pair inside prefix "foo"
For now we support to prefix extractor:
	{fixed_prefix_transform, N}: for fixed prefix size, where N is the size of the prefix
	{capped_prefix_extractor, N}: for a prefix with a maximum length of N 

See the rocksdb documentation for more informations about this feature.


  

    Optimistic Transactions

Optimistic Transactions provide light-weight optimistic concurrency control for workloads that do not expect high contention between multiple transactions.
Optimistic vs Pessimistic Transactions
	Feature	Optimistic	Pessimistic
	Locking	Validation at commit	Lock on write/GetForUpdate
	Conflict handling	Retry on commit failure	Block/timeout on lock acquisition
	Best for	Low contention workloads	High contention workloads
	Deadlock	N/A	Detection & timeout
	Performance	Better for read-heavy	Better for write-heavy

Choose Optimistic Transactions when:
	Write conflicts are rare
	You have many non-transactional writes alongside transactions
	You prefer retry logic over blocking

Choose Pessimistic Transactions when:
	Multiple transactions frequently update the same keys
	You need strict locking guarantees
	You want automatic deadlock detection

Opening an Optimistic Transaction Database
%% Basic open
{ok, Db, [DefaultCF]} = rocksdb:open_optimistic_transaction_db(
    "my_db",
    [{create_if_missing, true}],
    [{"default", []}]
).

%% With column families
CfOpts = [],
{ok, Db, [DefaultCF, DataCF]} = rocksdb:open_optimistic_transaction_db(
    "my_db",
    [{create_if_missing, true}],
    [{"default", CfOpts}, {"data", CfOpts}]
).
Basic Operations
Creating a Transaction
%% Create a transaction with default options
{ok, Txn} = rocksdb:transaction(Db, []).

%% Create with write options
WriteOpts = [{sync, true}],
{ok, Txn} = rocksdb:transaction(Db, WriteOpts).
Put, Get, Delete
{ok, Txn} = rocksdb:transaction(Db, []),

%% Put a key-value pair
ok = rocksdb:transaction_put(Txn, <<"key1">>, <<"value1">>),

%% Get a value
{ok, Value} = rocksdb:transaction_get(Txn, <<"key1">>, []),

%% Delete a key
ok = rocksdb:transaction_delete(Txn, <<"key1">>),

%% Commit the transaction
ok = rocksdb:transaction_commit(Txn).
Column Family Support
All operations support column families:
{ok, Txn} = rocksdb:transaction(Db, []),

%% Operations with column family
ok = rocksdb:transaction_put(Txn, CfHandle, <<"key">>, <<"value">>),
{ok, Value} = rocksdb:transaction_get(Txn, CfHandle, <<"key">>, []),
ok = rocksdb:transaction_delete(Txn, CfHandle, <<"key">>),

ok = rocksdb:transaction_commit(Txn).
Reading Uncommitted Data
Transactions can read their own uncommitted changes:
%% Write to database first
ok = rocksdb:put(Db, <<"a">>, <<"old_a">>, []),
ok = rocksdb:put(Db, <<"b">>, <<"old_b">>, []),

%% Start transaction
{ok, Txn} = rocksdb:transaction(Db, []),

%% Modify within transaction
ok = rocksdb:transaction_put(Txn, <<"a">>, <<"new_a">>),

%% Read sees uncommitted change
{ok, <<"new_a">>} = rocksdb:transaction_get(Txn, <<"a">>, []),

%% Read sees committed value for unmodified key
{ok, <<"old_b">>} = rocksdb:transaction_get(Txn, <<"b">>, []),

ok = rocksdb:transaction_commit(Txn).
Iterators
Create an iterator that sees uncommitted changes in the transaction:
{ok, Txn} = rocksdb:transaction(Db, []),

%% Add uncommitted data
ok = rocksdb:transaction_put(Txn, <<"key1">>, <<"value1">>),
ok = rocksdb:transaction_put(Txn, <<"key2">>, <<"value2">>),

%% Create iterator - sees both committed and uncommitted data
{ok, Iter} = rocksdb:transaction_iterator(Txn, []),

%% Use standard iterator operations
{ok, Key, Value} = rocksdb:iterator_move(Iter, first),
{ok, NextKey, NextValue} = rocksdb:iterator_move(Iter, next),

ok = rocksdb:iterator_close(Iter),
ok = rocksdb:transaction_commit(Txn).
With column family:
{ok, Iter} = rocksdb:transaction_iterator(Txn, CfHandle, []).
Conflict Detection and Retry
Optimistic transactions validate at commit time. If another transaction modified the same keys, commit will fail:
retry_transaction(Db, Key, UpdateFun) ->
    retry_transaction(Db, Key, UpdateFun, 3).

retry_transaction(_Db, _Key, _UpdateFun, 0) ->
    {error, max_retries};
retry_transaction(Db, Key, UpdateFun, Retries) ->
    {ok, Txn} = rocksdb:transaction(Db, []),
    try
        case rocksdb:transaction_get(Txn, Key, []) of
            {ok, Value} ->
                NewValue = UpdateFun(Value),
                ok = rocksdb:transaction_put(Txn, Key, NewValue),
                case rocksdb:transaction_commit(Txn) of
                    ok -> ok;
                    {error, {busy, _}} ->
                        %% Conflict detected, retry
                        retry_transaction(Db, Key, UpdateFun, Retries - 1)
                end;
            not_found ->
                {error, not_found}
        end
    catch
        _:Error ->
            {error, Error}
    end.
Error Handling
Optimistic transactions can return these errors on commit:
	{error, {busy, Reason}} - Write conflict detected at commit time
	{error, {try_again, Reason}} - Transient error, retry the operation

case rocksdb:transaction_commit(Txn) of
    ok ->
        %% Success
        ok;
    {error, {busy, _}} ->
        %% Another transaction modified the same keys
        %% Rollback and retry with fresh data
        handle_conflict();
    {error, Reason} ->
        %% Other error
        {error, Reason}
end.
Complete Example
increment_counter(Db, CounterKey) ->
    {ok, Txn} = rocksdb:transaction(Db, []),
    try
        Value = case rocksdb:transaction_get(Txn, CounterKey, []) of
            {ok, V} -> binary_to_integer(V);
            not_found -> 0
        end,
        NewValue = integer_to_binary(Value + 1),
        ok = rocksdb:transaction_put(Txn, CounterKey, NewValue),
        case rocksdb:transaction_commit(Txn) of
            ok ->
                {ok, Value + 1};
            {error, {busy, _}} ->
                %% Conflict - retry
                increment_counter(Db, CounterKey)
        end
    catch
        _:Error ->
            {error, Error}
    end.


  

    Pessimistic Transactions

Pessimistic Transactions provide strict ACID guarantees with row-level locking, deadlock detection, and lock timeouts. They are ideal for high-contention workloads where multiple transactions frequently attempt to update the same keys.
Pessimistic vs Optimistic Transactions
	Feature	Optimistic	Pessimistic
	Locking	Validation at commit	Lock on write/GetForUpdate
	Conflict handling	Retry on commit failure	Block/timeout on lock acquisition
	Best for	Low contention workloads	High contention workloads
	Deadlock	N/A	Detection & timeout

Opening a Pessimistic Transaction Database
%% Basic open
{ok, Db, [DefaultCF]} = rocksdb:open_pessimistic_transaction_db(
    "my_db",
    [{create_if_missing, true}],
    [{"default", []}]
).

%% With transaction database options
Options = [
    {create_if_missing, true},
    {lock_timeout, 5000},        %% Lock wait timeout in ms (default 1000)
    {deadlock_detect, true},     %% Enable deadlock detection
    {max_num_locks, -1},         %% Max locks per CF (-1 = unlimited)
    {num_stripes, 16}            %% Lock table concurrency
],
{ok, Db, CFs} = rocksdb:open_pessimistic_transaction_db("my_db", Options, [{"default", []}]).
Basic Operations
Creating a Transaction
%% Create a transaction with default options
{ok, Txn} = rocksdb:pessimistic_transaction(Db, []).

%% Create with transaction-specific options
TxnOpts = [
    {set_snapshot, true},       %% Use snapshot for consistent reads
    {deadlock_detect, true},    %% Enable deadlock detection for this txn
    {lock_timeout, 2000}        %% Override default lock timeout (ms)
],
{ok, Txn} = rocksdb:pessimistic_transaction(Db, [], TxnOpts).
Put, Get, Delete
{ok, Txn} = rocksdb:pessimistic_transaction(Db, []),

%% Put acquires a lock on the key
ok = rocksdb:pessimistic_transaction_put(Txn, <<"key1">>, <<"value1">>),

%% Get reads without acquiring a lock
{ok, Value} = rocksdb:pessimistic_transaction_get(Txn, <<"key1">>, []),

%% Delete acquires a lock on the key
ok = rocksdb:pessimistic_transaction_delete(Txn, <<"key1">>),

%% Commit the transaction
ok = rocksdb:pessimistic_transaction_commit(Txn),

%% Release resources
ok = rocksdb:release_pessimistic_transaction(Txn).
Column Family Support
All operations support column families:
{ok, Txn} = rocksdb:pessimistic_transaction(Db, []),

%% Operations with column family
ok = rocksdb:pessimistic_transaction_put(Txn, CfHandle, <<"key">>, <<"value">>),
{ok, Value} = rocksdb:pessimistic_transaction_get(Txn, CfHandle, <<"key">>, []),
ok = rocksdb:pessimistic_transaction_delete(Txn, CfHandle, <<"key">>),

ok = rocksdb:pessimistic_transaction_commit(Txn).
GetForUpdate - Exclusive Lock on Read
Use get_for_update to acquire an exclusive lock when reading a key. This prevents other transactions from modifying the key until your transaction commits or rolls back.
{ok, Txn} = rocksdb:pessimistic_transaction(Db, []),

%% Read and lock the key
{ok, Value} = rocksdb:pessimistic_transaction_get_for_update(Txn, <<"key">>, []),

%% Now we have an exclusive lock - other transactions will block/timeout
%% if they try to write or get_for_update on this key

%% Optionally modify the value
ok = rocksdb:pessimistic_transaction_put(Txn, <<"key">>, <<"new_value">>),

ok = rocksdb:pessimistic_transaction_commit(Txn).
Rollback
Discard all changes made in the transaction:
{ok, Txn} = rocksdb:pessimistic_transaction(Db, []),

ok = rocksdb:pessimistic_transaction_put(Txn, <<"key">>, <<"value">>),

%% Changed our mind - rollback
ok = rocksdb:pessimistic_transaction_rollback(Txn),

%% Always release the transaction
ok = rocksdb:release_pessimistic_transaction(Txn).
Savepoints
Savepoints allow you to mark a point in the transaction that you can roll back to without rolling back the entire transaction.
{ok, Txn} = rocksdb:pessimistic_transaction(Db, []),

%% First operation
ok = rocksdb:pessimistic_transaction_put(Txn, <<"a">>, <<"v1">>),

%% Set a savepoint
ok = rocksdb:pessimistic_transaction_set_savepoint(Txn),

%% More operations after savepoint
ok = rocksdb:pessimistic_transaction_put(Txn, <<"b">>, <<"v2">>),
ok = rocksdb:pessimistic_transaction_put(Txn, <<"c">>, <<"v3">>),

%% Rollback to savepoint - undoes b and c, keeps a
ok = rocksdb:pessimistic_transaction_rollback_to_savepoint(Txn),

%% Commit - only 'a' will be saved
ok = rocksdb:pessimistic_transaction_commit(Txn).
Nested Savepoints
Multiple savepoints can be nested:
ok = rocksdb:pessimistic_transaction_put(Txn, <<"a">>, <<"v1">>),
ok = rocksdb:pessimistic_transaction_set_savepoint(Txn),     %% Savepoint 1

ok = rocksdb:pessimistic_transaction_put(Txn, <<"b">>, <<"v2">>),
ok = rocksdb:pessimistic_transaction_set_savepoint(Txn),     %% Savepoint 2

ok = rocksdb:pessimistic_transaction_put(Txn, <<"c">>, <<"v3">>),

%% Rollback to savepoint 2 - undoes 'c'
ok = rocksdb:pessimistic_transaction_rollback_to_savepoint(Txn),

%% Rollback to savepoint 1 - undoes 'b'
ok = rocksdb:pessimistic_transaction_rollback_to_savepoint(Txn).
Pop Savepoint
Discard a savepoint without rolling back:
ok = rocksdb:pessimistic_transaction_set_savepoint(Txn),
ok = rocksdb:pessimistic_transaction_put(Txn, <<"key">>, <<"value">>),

%% Discard the savepoint - changes are kept
ok = rocksdb:pessimistic_transaction_pop_savepoint(Txn).
Iterators
Create an iterator that sees uncommitted changes in the transaction:
{ok, Txn} = rocksdb:pessimistic_transaction(Db, []),

%% Add uncommitted data
ok = rocksdb:pessimistic_transaction_put(Txn, <<"c">>, <<"v3">>),

%% Create iterator - sees both committed and uncommitted data
{ok, Iter} = rocksdb:pessimistic_transaction_iterator(Txn, []),

%% Use standard iterator operations
{ok, Key, Value} = rocksdb:iterator_move(Iter, first),
{ok, NextKey, NextValue} = rocksdb:iterator_move(Iter, next),

ok = rocksdb:iterator_close(Iter),
ok = rocksdb:pessimistic_transaction_commit(Txn).
With column family:
{ok, Iter} = rocksdb:pessimistic_transaction_iterator(Txn, CfHandle, []).
Transaction Introspection
Get Transaction ID
Each transaction has a unique ID:
{ok, Txn} = rocksdb:pessimistic_transaction(Db, []),
{ok, TxnId} = rocksdb:pessimistic_transaction_get_id(Txn).
%% TxnId is a non-negative integer
Get Waiting Transactions
Find out what transactions are blocking the current transaction:
{ok, WaitInfo} = rocksdb:pessimistic_transaction_get_waiting_txns(Txn).
%% Returns:
%% #{column_family_id => 0,
%%   key => <<"locked_key">>,
%%   waiting_txns => [TxnId1, TxnId2, ...]}
This is useful for debugging lock contention or implementing custom monitoring.
Lock Timeout and Deadlock Detection
Lock Timeout
When a transaction tries to acquire a lock held by another transaction, it will wait up to the lock timeout:
%% Transaction 1 acquires a lock
{ok, Txn1} = rocksdb:pessimistic_transaction(Db, []),
{ok, _} = rocksdb:pessimistic_transaction_get_for_update(Txn1, <<"key">>, []),

%% Transaction 2 tries to lock the same key with short timeout
{ok, Txn2} = rocksdb:pessimistic_transaction(Db, [], [{lock_timeout, 100}]),
Result = rocksdb:pessimistic_transaction_get_for_update(Txn2, <<"key">>, []),
%% Result will be {error, {timed_out, _}} after 100ms
Deadlock Detection
Enable deadlock detection to automatically detect and break deadlocks:
Options = [{deadlock_detect, true}],
{ok, Db, _} = rocksdb:open_pessimistic_transaction_db("db", Options, [{"default", []}]).
When a deadlock is detected, one of the transactions will receive a busy or timed_out error.
Error Handling
Pessimistic transactions can return specific errors:
	{error, {busy, Reason}} - Write conflict or lock contention
	{error, {timed_out, Reason}} - Lock acquisition timed out
	{error, {expired, Reason}} - Transaction expired
	{error, {try_again, Reason}} - Transient error, retry the operation

Example error handling:
case rocksdb:pessimistic_transaction_get_for_update(Txn, Key, []) of
    {ok, Value} ->
        %% Success
        process_value(Value);
    not_found ->
        %% Key doesn't exist
        handle_not_found();
    {error, {timed_out, _}} ->
        %% Lock timeout - another transaction holds the lock
        handle_timeout();
    {error, {busy, _}} ->
        %% Write conflict
        handle_conflict()
end.
Complete Example
transfer_funds(Db, FromAccount, ToAccount, Amount) ->
    {ok, Txn} = rocksdb:pessimistic_transaction(Db, [], [{deadlock_detect, true}]),
    try
        %% Lock both accounts
        {ok, FromBalance} = rocksdb:pessimistic_transaction_get_for_update(
            Txn, FromAccount, []),
        {ok, ToBalance} = rocksdb:pessimistic_transaction_get_for_update(
            Txn, ToAccount, []),

        FromBalanceInt = binary_to_integer(FromBalance),
        ToBalanceInt = binary_to_integer(ToBalance),

        case FromBalanceInt >= Amount of
            true ->
                NewFrom = integer_to_binary(FromBalanceInt - Amount),
                NewTo = integer_to_binary(ToBalanceInt + Amount),

                ok = rocksdb:pessimistic_transaction_put(Txn, FromAccount, NewFrom),
                ok = rocksdb:pessimistic_transaction_put(Txn, ToAccount, NewTo),
                ok = rocksdb:pessimistic_transaction_commit(Txn),
                ok;
            false ->
                rocksdb:pessimistic_transaction_rollback(Txn),
                {error, insufficient_funds}
        end
    catch
        _:Error ->
            rocksdb:pessimistic_transaction_rollback(Txn),
            {error, Error}
    after
        rocksdb:release_pessimistic_transaction(Txn)
    end.


  

    RocksDB Statistics Guide

This guide explains how to collect and use RocksDB statistics in Erlang RocksDB. Statistics provide insights into database performance, I/O operations, cache efficiency, and more.
Getting Started
Creating a Statistics Object
First, create a statistics object and attach it to your database:
%% Create a statistics collector
{ok, Stats} = rocksdb:new_statistics(),

%% Open database with statistics enabled
{ok, Db} = rocksdb:open("my_db", [
    {create_if_missing, true},
    {statistics, Stats}
]).
Reading Statistics
Use rocksdb:statistics_ticker/2 to read counter values:
{ok, KeysWritten} = rocksdb:statistics_ticker(Stats, number_keys_written),
io:format("Keys written: ~p~n", [KeysWritten]).
Use rocksdb:statistics_histogram/2 to read histogram data:
{ok, WriteHist} = rocksdb:statistics_histogram(Stats, db_write),
io:format("Write latency - median: ~.2f us, p99: ~.2f us~n",
          [maps:get(median, WriteHist), maps:get(percentile99, WriteHist)]).
Histogram Data Format
Histogram results are returned as a map with the following keys:
	Key	Type	Description
	median	float	50th percentile value
	percentile95	float	95th percentile value
	percentile99	float	99th percentile value
	average	float	Mean value
	standard_deviation	float	Standard deviation
	max	float	Maximum observed value
	count	integer	Number of samples
	sum	integer	Sum of all samples

Setting Statistics Level
Control the level of detail collected:
%% Set to collect all statistics
ok = rocksdb:set_stats_level(Stats, stats_all),

%% Or disable expensive timing stats
ok = rocksdb:set_stats_level(Stats, stats_except_timers).
Available levels:
	stats_disable_all - Disable all statistics
	stats_except_tickers - Collect histograms only
	stats_except_histogram_or_timers - Collect tickers only (no histograms or timing)
	stats_except_timers - Collect everything except timing measurements
	stats_except_detailed_timers - Collect everything except detailed timing
	stats_except_time_for_mutex - Collect everything except mutex timing
	stats_all - Collect all statistics (default)

Cleanup
Release the statistics object when done:
ok = rocksdb:close(Db),
ok = rocksdb:release_statistics(Stats).

Complete Ticker Reference
Tickers are simple counters that track cumulative values.
Database Operation Tickers
	Ticker	Description
	number_keys_written	Total number of keys written to the database
	number_keys_read	Total number of keys read from the database
	number_keys_updated	Total number of keys updated (via merge)
	bytes_written	Total bytes written to the database
	bytes_read	Total bytes read from the database
	iter_bytes_read	Total bytes read through iterators

Iterator Tickers
	Ticker	Description
	number_db_seek	Number of seek operations on iterators
	number_db_next	Number of next operations on iterators
	number_db_prev	Number of prev operations on iterators
	number_db_seek_found	Number of seek operations that found a key
	number_db_next_found	Number of next operations that found a key
	number_db_prev_found	Number of prev operations that found a key

Block Cache Tickers
	Ticker	Description
	block_cache_miss	Total block cache misses
	block_cache_hit	Total block cache hits
	block_cache_add	Number of blocks added to cache
	block_cache_add_failures	Number of failures adding blocks to cache
	block_cache_index_miss	Index block cache misses
	block_cache_index_hit	Index block cache hits
	block_cache_filter_miss	Filter block cache misses
	block_cache_filter_hit	Filter block cache hits
	block_cache_data_miss	Data block cache misses
	block_cache_data_hit	Data block cache hits
	block_cache_bytes_read	Total bytes read from block cache
	block_cache_bytes_write	Total bytes written to block cache

Example - Calculate cache hit ratio:
{ok, Hits} = rocksdb:statistics_ticker(Stats, block_cache_hit),
{ok, Misses} = rocksdb:statistics_ticker(Stats, block_cache_miss),
HitRatio = case Hits + Misses of
    0 -> 0.0;
    Total -> Hits / Total * 100
end,
io:format("Block cache hit ratio: ~.2f%~n", [HitRatio]).
Memtable Tickers
	Ticker	Description
	memtable_hit	Number of reads served from memtable
	memtable_miss	Number of reads not found in memtable

Write Path Tickers
	Ticker	Description
	write_done_by_self	Writes completed by the calling thread
	write_done_by_other	Writes batched and completed by another thread
	wal_file_synced	Number of WAL file sync operations
	stall_micros	Total microseconds spent in write stalls

Compaction Tickers
	Ticker	Description
	compact_read_bytes	Bytes read during compaction
	compact_write_bytes	Bytes written during compaction
	flush_write_bytes	Bytes written during memtable flush
	compaction_key_drop_newer_entry	Keys dropped due to newer version existing
	compaction_key_drop_obsolete	Keys dropped due to being obsolete (deleted)
	compaction_key_drop_range_del	Keys dropped due to range delete
	compaction_key_drop_user	Keys dropped by user compaction filter
	compaction_cancelled	Number of cancelled compactions
	number_superversion_acquires	Superversion acquire operations
	number_superversion_releases	Superversion release operations

BlobDB Tickers
	Ticker	Description
	blob_db_num_put	Number of put operations
	blob_db_num_write	Number of write operations
	blob_db_num_get	Number of get operations
	blob_db_num_multiget	Number of multi-get operations
	blob_db_num_seek	Number of seek operations
	blob_db_num_next	Number of next operations
	blob_db_num_prev	Number of prev operations
	blob_db_num_keys_written	Number of keys written
	blob_db_num_keys_read	Number of keys read
	blob_db_bytes_written	Total bytes written
	blob_db_bytes_read	Total bytes read
	blob_db_write_inlined	Writes stored inline (not in blob)
	blob_db_write_inlined_ttl	Inline writes with TTL
	blob_db_write_blob	Writes stored in blob files
	blob_db_write_blob_ttl	Blob writes with TTL
	blob_db_blob_file_bytes_written	Bytes written to blob files
	blob_db_blob_file_bytes_read	Bytes read from blob files
	blob_db_blob_file_synced	Number of blob file syncs
	blob_db_blob_index_expired_count	Expired blob index entries
	blob_db_blob_index_expired_size	Size of expired blob index entries
	blob_db_blob_index_evicted_count	Evicted blob index entries
	blob_db_blob_index_evicted_size	Size of evicted blob index entries
	blob_db_gc_num_files	Blob files processed by GC
	blob_db_gc_num_new_files	New blob files created by GC
	blob_db_gc_failures	Number of GC failures
	blob_db_gc_num_keys_relocated	Keys relocated during GC
	blob_db_gc_bytes_relocated	Bytes relocated during GC
	blob_db_fifo_num_files_evicted	Files evicted by FIFO compaction
	blob_db_fifo_num_keys_evicted	Keys evicted by FIFO compaction
	blob_db_fifo_bytes_evicted	Bytes evicted by FIFO compaction
	blob_db_cache_miss	Blob cache misses
	blob_db_cache_hit	Blob cache hits
	blob_db_cache_add	Blobs added to cache
	blob_db_cache_add_failures	Failed blob cache additions
	blob_db_cache_bytes_read	Bytes read from blob cache
	blob_db_cache_bytes_write	Bytes written to blob cache

Transaction Tickers
	Ticker	Description
	txn_prepare_mutex_overhead	Time spent waiting on prepare mutex (ns)
	txn_old_commit_map_mutex_overhead	Time spent waiting on commit map mutex (ns)
	txn_duplicate_key_overhead	Time spent on duplicate key checking (ns)
	txn_snapshot_mutex_overhead	Time spent waiting on snapshot mutex (ns)
	txn_get_try_again	Number of TryAgain errors from transaction gets


Complete Histogram Reference
Histograms track the distribution of values over time.
Database Operation Histograms
	Histogram	Description
	db_get	Get operation latency (microseconds)
	db_write	Write operation latency (microseconds)
	db_multiget	Multi-get operation latency (microseconds)
	db_seek	Iterator seek latency (microseconds)

Example - Monitor read latency:
{ok, GetHist} = rocksdb:statistics_histogram(Stats, db_get),
io:format("Get latency:~n"),
io:format("  Median: ~.2f us~n", [maps:get(median, GetHist)]),
io:format("  P95:    ~.2f us~n", [maps:get(percentile95, GetHist)]),
io:format("  P99:    ~.2f us~n", [maps:get(percentile99, GetHist)]),
io:format("  Max:    ~.2f us~n", [maps:get(max, GetHist)]).
Compaction and Flush Histograms
	Histogram	Description
	compaction_time	Compaction duration (microseconds)
	flush_time	Memtable flush duration (microseconds)

I/O Histograms
	Histogram	Description
	sst_read_micros	SST file read latency (microseconds)
	sst_write_micros	SST file write latency (microseconds)
	table_sync_micros	SST file sync latency (microseconds)
	wal_file_sync_micros	WAL file sync latency (microseconds)
	bytes_per_read	Bytes per read operation
	bytes_per_write	Bytes per write operation

BlobDB Histograms
	Histogram	Description
	blob_db_key_size	Key size distribution (bytes)
	blob_db_value_size	Value size distribution (bytes)
	blob_db_write_micros	Write latency (microseconds)
	blob_db_get_micros	Get latency (microseconds)
	blob_db_multiget_micros	Multi-get latency (microseconds)
	blob_db_seek_micros	Seek latency (microseconds)
	blob_db_next_micros	Next latency (microseconds)
	blob_db_prev_micros	Prev latency (microseconds)
	blob_db_blob_file_write_micros	Blob file write latency (microseconds)
	blob_db_blob_file_read_micros	Blob file read latency (microseconds)
	blob_db_blob_file_sync_micros	Blob file sync latency (microseconds)
	blob_db_compression_micros	Compression time (microseconds)
	blob_db_decompression_micros	Decompression time (microseconds)

Transaction Histograms
	Histogram	Description
	num_op_per_transaction	Number of operations per transaction


Example: Comprehensive Monitoring
Here's a complete example that monitors key database metrics:
-module(db_monitor).
-export([report/1]).

report(Stats) ->
    %% Operation counts
    {ok, KeysWritten} = rocksdb:statistics_ticker(Stats, number_keys_written),
    {ok, KeysRead} = rocksdb:statistics_ticker(Stats, number_keys_read),

    %% Cache efficiency
    {ok, CacheHits} = rocksdb:statistics_ticker(Stats, block_cache_hit),
    {ok, CacheMisses} = rocksdb:statistics_ticker(Stats, block_cache_miss),
    CacheHitRatio = safe_ratio(CacheHits, CacheHits + CacheMisses),

    %% Memtable efficiency
    {ok, MemHits} = rocksdb:statistics_ticker(Stats, memtable_hit),
    {ok, MemMisses} = rocksdb:statistics_ticker(Stats, memtable_miss),
    MemHitRatio = safe_ratio(MemHits, MemHits + MemMisses),

    %% Write stalls
    {ok, StallMicros} = rocksdb:statistics_ticker(Stats, stall_micros),

    %% Latency histograms
    {ok, GetHist} = rocksdb:statistics_histogram(Stats, db_get),
    {ok, WriteHist} = rocksdb:statistics_histogram(Stats, db_write),

    io:format("=== RocksDB Statistics ===~n"),
    io:format("Keys written: ~p, Keys read: ~p~n", [KeysWritten, KeysRead]),
    io:format("Block cache hit ratio: ~.2f%~n", [CacheHitRatio * 100]),
    io:format("Memtable hit ratio: ~.2f%~n", [MemHitRatio * 100]),
    io:format("Total stall time: ~.2f ms~n", [StallMicros / 1000]),
    io:format("Get latency p99: ~.2f us~n", [maps:get(percentile99, GetHist)]),
    io:format("Write latency p99: ~.2f us~n", [maps:get(percentile99, WriteHist)]),
    ok.

safe_ratio(_, 0) -> 0.0;
safe_ratio(Num, Denom) -> Num / Denom.

Statistics with Column Families
When using column families, create one statistics object and share it:
{ok, Stats} = rocksdb:new_statistics(),
{ok, Db, [DefaultCf, DataCf, IndexCf]} = rocksdb:open_with_cf(
    "my_db",
    [{create_if_missing, true}, {statistics, Stats}],
    [{"default", []}, {"data", []}, {"index", []}]
),

%% Statistics are aggregated across all column families
{ok, TotalKeysWritten} = rocksdb:statistics_ticker(Stats, number_keys_written).

Statistics with Transactions
Statistics also work with pessimistic transaction databases:
{ok, Stats} = rocksdb:new_statistics(),
{ok, Db, _} = rocksdb:open_pessimistic_transaction_db(
    "txn_db",
    [{create_if_missing, true}, {statistics, Stats}],
    [{"default", []}]
),

%% Perform transactions...
{ok, Txn} = rocksdb:pessimistic_transaction(Db, []),
ok = rocksdb:pessimistic_transaction_put(Txn, <<"key">>, <<"value">>),
ok = rocksdb:pessimistic_transaction_commit(Txn),
ok = rocksdb:release_pessimistic_transaction(Txn),

%% Check transaction-specific stats
{ok, OpsPerTxn} = rocksdb:statistics_histogram(Stats, num_op_per_transaction),
io:format("Avg ops per transaction: ~.2f~n", [maps:get(average, OpsPerTxn)]).

Performance Considerations
	Statistics overhead: Collecting statistics has a small performance cost. Use stats_except_timers or stats_except_detailed_timers in production if timing precision isn't critical.

	Polling frequency: Statistics are cumulative. Poll them periodically and compute deltas for rate metrics.

	Memory: The statistics object uses minimal memory but should be released when no longer needed.

	Thread safety: Statistics are thread-safe and can be read from any Erlang process.




  

    How to backup rocksdb

Backup API
It's possible to setup your Erlang application to handle incremental backup directly using the backup* functions from the API.
Creating and verifying a backup

Path = "/tmp/erocksdb.fold.test",
Options = [{create_if_missing, true}],
{ok, DB} = rocksdb:open(Path, Options).

BackupDir = "/tmp/rocksdb_backup",

{ok, Backup} = rocksdb:open_backup_engine(BackupDir),

rocksdb:put(...), %% do your thing

ok = rocksdb:create_new_backup(Backup, DB),

rocksdb:put(...), %% make some more changes
ok = rocksdb:create_new_backup(Backup, DB),

%% you can get IDs from backup_info if there are more than two
{ok, BackupInfos} = rocksdb:get_backup_info(Backup),
  
ok = rocksdb:verify_backup(Backup, 1),
ok = rocksdb:verify_backup(Backup, 2),

rocksdb:close_backup_engine(Backup),
rocksdb:close(DB).

This simple example will create a couple backups in "/tmp/rocksdb_backup". Note that you can create and verify multiple backups using the same engine. Backups are incremental.
more options will be supported in near future.

Once you have some backups saved, you can issue rocksdb:get_backup_info/1 call to get a list of all backups together with information on timestamp of the backup and the size (please note that sum of all backups' sizes is bigger than the actual size of the backup directory because some data is shared by multiple backups). Backups are identified by their always-increasing IDs.
When rocksdb:verify_backup/2 is called, it checks the file sizes in the backup directory against the original sizes of the corresponding files in the db directory. However, we do not verify checksums since it would require reading all the data. Note that the only valid use case for rocksdb:verify_backup/2 is invoking it on a backup engine after that same engine was used for creating backup(s) because it uses state captured during backup time.
Restoring a backup
Restoring is easy:
{ok, Backup2} = rocksdb:open_backup_engine("/tmp/rocksdb_backup"),
ok = rocksdb:restore_db_from_backup(Backup2, 1, "/tmp/rocksdb", "/tmp/rocksdb"),
This code will restore the first backup back to "/tmp/rocksdb". The first parameter of rocksdb:restore_db_from_backup/4 is the backup ID, second is target DB directory, and third is the target location of log files (in some DBs they are different from DB directory, but usually they are the same). rocksdb:restore_db_from_latest_backup/3 will restore the DB from the latest backup, i.e., the one with the highest ID.
Checksum is calculated for any restored file and compared against the one stored during the backup time. If a checksum mismatch is detected, the restore process is aborted and an error is returned.
Managing Backups
Deleting Specific Backups
To delete a specific backup by its ID:
ok = rocksdb:delete_backup(Backup, BackupId).
Purging Old Backups
To keep only the N most recent backups and delete older ones:
%% Keep only the 5 most recent backups
ok = rocksdb:purge_old_backup(Backup, 5).
Garbage Collection
Run garbage collection to clean up obsolete backup files:
ok = rocksdb:gc_backup_engine(Backup).
Stopping a Backup
If you need to abort an in-progress backup from another process:
ok = rocksdb:stop_backup(Backup).
For more infos about the backups internals have a look in the rocksdb documentation


  

    SST Files Guide

SST (Sorted String Table) files are the core storage format of RocksDB. Erlang RocksDB provides comprehensive support for creating, ingesting, and reading SST files directly, enabling powerful use cases like bulk data loading, data migration, and offline inspection.
Overview
The SST file API consists of three main components:
	SstFileWriter - Create SST files outside the database
	IngestExternalFile - Load SST files into a database
	SstFileReader - Read and inspect SST files without loading them

Creating SST Files
Basic Usage
%% Create an SST file writer
{ok, Writer} = rocksdb:sst_file_writer_open(Options, "/tmp/data.sst"),

%% Add key-value pairs (MUST be in sorted order by key)
ok = rocksdb:sst_file_writer_put(Writer, <<"apple">>, <<"fruit">>),
ok = rocksdb:sst_file_writer_put(Writer, <<"banana">>, <<"fruit">>),
ok = rocksdb:sst_file_writer_put(Writer, <<"carrot">>, <<"vegetable">>),

%% Finish writing (required to finalize the file)
ok = rocksdb:sst_file_writer_finish(Writer),
ok = rocksdb:release_sst_file_writer(Writer).
Getting File Information
%% Finish with file info to get metadata about the created file
{ok, FileInfo} = rocksdb:sst_file_writer_finish(Writer, with_file_info),

%% FileInfo is a map containing:
%% - file_path: Path to the created file
%% - smallest_key: Smallest key in the file
%% - largest_key: Largest key in the file
%% - file_size: Size in bytes
%% - num_entries: Number of key-value pairs
%% - sequence_number: Assigned sequence number
Key Ordering Requirement
Keys MUST be added in sorted order (ascending lexicographic order). Adding an out-of-order key will return an error:
{ok, Writer} = rocksdb:sst_file_writer_open([], "/tmp/test.sst"),
ok = rocksdb:sst_file_writer_put(Writer, <<"b">>, <<"2">>),

%% This will fail - "a" comes before "b"
{error, _} = rocksdb:sst_file_writer_put(Writer, <<"a">>, <<"1">>).
Other Operations
%% Add a merge operation
ok = rocksdb:sst_file_writer_merge(Writer, Key, Value),

%% Add a delete tombstone
ok = rocksdb:sst_file_writer_delete(Writer, Key),

%% Add a range delete (deletes all keys in [BeginKey, EndKey))
ok = rocksdb:sst_file_writer_delete_range(Writer, BeginKey, EndKey),

%% Get current file size during writing
Size = rocksdb:sst_file_writer_file_size(Writer).
Wide-Column Entities
You can also write wide-column entities to SST files:
Columns = [
    {<<"name">>, <<"Alice">>},
    {<<"email">>, <<"alice@example.com">>}
],
ok = rocksdb:sst_file_writer_put_entity(Writer, <<"user:1">>, Columns).
Merge Operations
You can add merge operations to SST files. When the file is ingested into a database that has a merge operator configured, the merge operations will be applied during compaction or read.
Using the Counter Merge Operator
The counter merge operator allows atomic increment/decrement operations. Values are represented as ASCII strings:
%% Create SST file with counter merge operator
Options = [{merge_operator, counter_merge_operator}],
{ok, Writer} = rocksdb:sst_file_writer_open(Options, "/tmp/counters.sst"),

%% Add merge operations for counters (keys must be in sorted order)
%% The value format is ASCII string: <<"100">> means increment by 100
ok = rocksdb:sst_file_writer_merge(Writer, <<"counter:pageviews">>, <<"100">>),
ok = rocksdb:sst_file_writer_merge(Writer, <<"counter:users">>, <<"1">>),

ok = rocksdb:sst_file_writer_finish(Writer),
ok = rocksdb:release_sst_file_writer(Writer),

%% Open database with the same merge operator
{ok, Db} = rocksdb:open("/tmp/mydb", [
    {create_if_missing, true},
    {merge_operator, counter_merge_operator}
]),

%% Ingest the SST file
ok = rocksdb:ingest_external_file(Db, ["/tmp/counters.sst"], []),

%% Read the counter value (result is ASCII string)
{ok, <<"100">>} = rocksdb:get(Db, <<"counter:pageviews">>, []),

%% Values accumulate - ingesting <<"50">> would result in <<"150">>
Using the Erlang Merge Operator
The Erlang merge operator supports various data type operations:
%% Create SST file for list append operations
Options = [{merge_operator, erlang_merge_operator}],
{ok, Writer} = rocksdb:sst_file_writer_open(Options, "/tmp/lists.sst"),

%% Merge operation to append to a list
%% Format: {list_append, Elements}
MergeValue = term_to_binary({list_append, [item1, item2]}),
ok = rocksdb:sst_file_writer_merge(Writer, <<"mylist">>, MergeValue),

ok = rocksdb:sst_file_writer_finish(Writer),
ok = rocksdb:release_sst_file_writer(Writer),

%% Open database with erlang_merge_operator
{ok, Db} = rocksdb:open("/tmp/mydb", [
    {create_if_missing, true},
    {merge_operator, erlang_merge_operator}
]),

%% First put an initial list
ok = rocksdb:put(Db, <<"mylist">>, term_to_binary([existing]), []),

%% Ingest the merge operations
ok = rocksdb:ingest_external_file(Db, ["/tmp/lists.sst"], []),

%% Read the merged list
{ok, Bin} = rocksdb:get(Db, <<"mylist">>, []),
List = binary_to_term(Bin),
%% List = [existing, item1, item2]
Using the Bitset Merge Operator
The bitset merge operator requires a size parameter (in bits) and uses ASCII format for operations:
%% Create SST file for bitset operations
%% The merge operator needs a size: {bitset_merge_operator, SizeInBits}
Options = [{merge_operator, {bitset_merge_operator, 64}}],
{ok, Writer} = rocksdb:sst_file_writer_open(Options, "/tmp/bitsets.sst"),

%% Set bit at position 5 using <<"+N">> format
ok = rocksdb:sst_file_writer_merge(Writer, <<"flags:user1">>, <<"+5">>),

ok = rocksdb:sst_file_writer_finish(Writer),
ok = rocksdb:release_sst_file_writer(Writer),

%% Open database with same bitset merge operator
{ok, Db} = rocksdb:open("/tmp/mydb", [
    {create_if_missing, true},
    {merge_operator, {bitset_merge_operator, 64}}
]),

%% Initialize with zeros (8 bytes = 64 bits)
ok = rocksdb:put(Db, <<"flags:user1">>, <<0:64/unsigned>>, []),

%% Ingest the SST file
ok = rocksdb:ingest_external_file(Db, ["/tmp/bitsets.sst"], []),

%% Bit 5 is now set
{ok, Value} = rocksdb:get(Db, <<"flags:user1">>, []).
%% To clear a bit, use <<"-N">> format
%% To reset all bits, use <<"">> (empty binary)
Important Notes for Merge Operations
	Matching Merge Operator: The database must be opened with the same merge operator that was used when creating the SST file, otherwise merge operations won't work correctly.

	Key Ordering: Like all SST file operations, merge keys must be added in sorted order.

	Multiple Merges per Key: You can add multiple merge operations for the same key - they will be combined during compaction:


%% Multiple increments for the same counter
ok = rocksdb:sst_file_writer_merge(Writer, <<"counter:a">>, <<10:64/signed-little-integer>>),
%% ... other keys ...
%% Note: You cannot add another merge for "counter:a" here because keys must be in order
%% To add multiple merges for the same key, you'd need to do it in the database after ingestion
	Mixing Puts and Merges: You can mix put and merge operations in the same SST file, but remember the key ordering requirement:

ok = rocksdb:sst_file_writer_put(Writer, <<"a">>, <<"value">>),
ok = rocksdb:sst_file_writer_merge(Writer, <<"b">>, MergeValue),  %% OK - "b" > "a"
ok = rocksdb:sst_file_writer_put(Writer, <<"c">>, <<"value">>),   %% OK - "c" > "b"
Writer Options
The first argument to sst_file_writer_open/2 accepts database options:
Options = [
    {compression, snappy},           %% Compression: snappy, lz4, zstd, none
    {block_size, 4096},              %% Block size in bytes
    {bloom_filter_policy, 10}        %% Bloom filter bits per key
],
{ok, Writer} = rocksdb:sst_file_writer_open(Options, FilePath).
Ingesting SST Files
Basic Ingestion
{ok, Db} = rocksdb:open("/tmp/mydb", [{create_if_missing, true}]),

%% Ingest one or more SST files
ok = rocksdb:ingest_external_file(Db, ["/tmp/data1.sst", "/tmp/data2.sst"], []),

%% Data is now available
{ok, Value} = rocksdb:get(Db, <<"key1">>, []).
Ingesting into Column Families
{ok, Db, [_DefaultCf, DataCf]} = rocksdb:open_with_cf(
    "/tmp/mydb",
    [{create_if_missing, true}, {create_missing_column_families, true}],
    [{"default", []}, {"data", []}]
),

%% Ingest into specific column family
ok = rocksdb:ingest_external_file(Db, DataCf, ["/tmp/data.sst"], []),

%% Query from that column family
{ok, Value} = rocksdb:get(Db, DataCf, <<"key1">>, []).
Ingest Options
Options = [
    %% Move files instead of copying (uses hard links, faster)
    {move_files, true},

    %% Fall back to copy if move fails
    {failed_move_fall_back_to_copy, true},

    %% Ensure consistency with existing snapshots
    {snapshot_consistency, true},

    %% Allow assigning global sequence numbers
    {allow_global_seqno, true},

    %% Allow blocking flush if overlap with memtable
    {allow_blocking_flush, true},

    %% Ingest at bottommost level (for backfill scenarios)
    {ingest_behind, false},

    %% Verify block checksums before ingestion
    {verify_checksums_before_ingest, true},

    %% Verify file checksum if present
    {verify_file_checksum, true},

    %% Fail if cannot place in bottommost level
    {fail_if_not_bottommost_level, false},

    %% Fill block cache during ingestion
    {fill_cache, true}
],
ok = rocksdb:ingest_external_file(Db, Files, Options).
Reading SST Files
The SstFileReader allows you to inspect SST files without loading them into a database. This is useful for:
	Verifying file integrity
	Inspecting file contents and metadata
	Debugging data issues
	Data migration and validation

Opening an SST File
{ok, Reader} = rocksdb:sst_file_reader_open(Options, "/tmp/data.sst").
Getting Table Properties
{ok, Props} = rocksdb:sst_file_reader_get_table_properties(Reader),

%% Props is a map containing extensive metadata:
io:format("Number of entries: ~p~n", [maps:get(num_entries, Props)]),
io:format("Data size: ~p bytes~n", [maps:get(data_size, Props)]),
io:format("Index size: ~p bytes~n", [maps:get(index_size, Props)]),
io:format("Filter size: ~p bytes~n", [maps:get(filter_size, Props)]),
io:format("Compression: ~s~n", [maps:get(compression_name, Props)]),
io:format("Deletions: ~p~n", [maps:get(num_deletions, Props)]),
io:format("Merge operands: ~p~n", [maps:get(num_merge_operands, Props)]),
io:format("Creation time: ~p~n", [maps:get(creation_time, Props)]).
Table Properties Reference
	Property	Description
	data_size	Size of data blocks in bytes
	index_size	Size of index blocks in bytes
	index_partitions	Number of index partitions
	top_level_index_size	Size of top-level index
	filter_size	Size of bloom filter (if any)
	raw_key_size	Total raw key size
	raw_value_size	Total raw value size
	num_data_blocks	Number of data blocks
	num_entries	Number of key-value entries
	num_deletions	Number of delete tombstones
	num_merge_operands	Number of merge operations
	num_range_deletions	Number of range deletions
	format_version	SST file format version
	fixed_key_len	Fixed key length (0 if variable)
	column_family_id	Column family ID
	column_family_name	Column family name
	filter_policy_name	Filter policy name
	comparator_name	Key comparator name
	merge_operator_name	Merge operator name
	prefix_extractor_name	Prefix extractor name
	compression_name	Compression algorithm name
	compression_options	Compression options string
	creation_time	Unix timestamp when created
	oldest_key_time	Oldest key time
	file_creation_time	File creation time

Iterating Through an SST File
{ok, Reader} = rocksdb:sst_file_reader_open([], "/tmp/data.sst"),
{ok, Itr} = rocksdb:sst_file_reader_iterator(Reader, []),

%% Move to first entry
{ok, Key1, Value1} = rocksdb:sst_file_reader_iterator_move(Itr, first),

%% Move to next entry
{ok, Key2, Value2} = rocksdb:sst_file_reader_iterator_move(Itr, next),

%% Move to last entry
{ok, LastKey, LastValue} = rocksdb:sst_file_reader_iterator_move(Itr, last),

%% Move to previous entry
{ok, PrevKey, PrevValue} = rocksdb:sst_file_reader_iterator_move(Itr, prev),

%% Seek to a specific key (or the first key >= target)
{ok, Key, Value} = rocksdb:sst_file_reader_iterator_move(Itr, {seek, <<"target">>}),

%% Seek for prev (find largest key <= target)
{ok, Key, Value} = rocksdb:sst_file_reader_iterator_move(Itr, {seek_for_prev, <<"target">>}),

%% When iterator is exhausted or invalid
{error, invalid_iterator} = rocksdb:sst_file_reader_iterator_move(Itr, next),

%% Cleanup
ok = rocksdb:sst_file_reader_iterator_close(Itr),
ok = rocksdb:release_sst_file_reader(Reader).
Iterating All Entries
iterate_all(Reader) ->
    {ok, Itr} = rocksdb:sst_file_reader_iterator(Reader, []),
    iterate_loop(Itr, rocksdb:sst_file_reader_iterator_move(Itr, first), []).

iterate_loop(Itr, {ok, Key, Value}, Acc) ->
    iterate_loop(Itr, rocksdb:sst_file_reader_iterator_move(Itr, next),
                 [{Key, Value} | Acc]);
iterate_loop(Itr, {error, invalid_iterator}, Acc) ->
    ok = rocksdb:sst_file_reader_iterator_close(Itr),
    lists:reverse(Acc).
Iterator Options
Options = [
    %% Verify block checksums during iteration
    {verify_checksums, true},

    %% Fill block cache during iteration
    {fill_cache, true}
],
{ok, Itr} = rocksdb:sst_file_reader_iterator(Reader, Options).
Multiple Iterators
You can create multiple independent iterators from the same reader:
{ok, Reader} = rocksdb:sst_file_reader_open([], "/tmp/data.sst"),

%% Create two iterators
{ok, Itr1} = rocksdb:sst_file_reader_iterator(Reader, []),
{ok, Itr2} = rocksdb:sst_file_reader_iterator(Reader, []),

%% Position them independently
{ok, _, _} = rocksdb:sst_file_reader_iterator_move(Itr1, first),
{ok, _, _} = rocksdb:sst_file_reader_iterator_move(Itr2, last),

%% They can be moved independently
{ok, _, _} = rocksdb:sst_file_reader_iterator_move(Itr1, next),
{ok, _, _} = rocksdb:sst_file_reader_iterator_move(Itr2, prev),

%% Cleanup
ok = rocksdb:sst_file_reader_iterator_close(Itr1),
ok = rocksdb:sst_file_reader_iterator_close(Itr2),
ok = rocksdb:release_sst_file_reader(Reader).
Verifying Checksums
{ok, Reader} = rocksdb:sst_file_reader_open([], "/tmp/data.sst"),

%% Verify all block checksums
ok = rocksdb:sst_file_reader_verify_checksum(Reader),

%% With options
ok = rocksdb:sst_file_reader_verify_checksum(Reader, []),

ok = rocksdb:release_sst_file_reader(Reader).
Best Practices
Parallel SST File Creation
For bulk loading large datasets, create multiple SST files in parallel:
%% Partition your data by key range
Partitions = partition_data(Data, NumPartitions),

%% Create SST files in parallel
Results = pmap(fun({PartitionId, PartitionData}) ->
    Path = io_lib:format("/tmp/data_~p.sst", [PartitionId]),
    create_sst_file(Path, PartitionData)
end, Partitions),

%% Ingest all files at once
Files = [Path || {ok, Path} <- Results],
ok = rocksdb:ingest_external_file(Db, Files, [{move_files, true}]).
Key Range Planning
When creating multiple SST files for ingestion, ensure key ranges don't overlap:
%% Good: Non-overlapping key ranges
%% File 1: "a" to "m"
%% File 2: "n" to "z"

%% Bad: Overlapping key ranges (may cause issues)
%% File 1: "a" to "n"
%% File 2: "m" to "z"  %% Overlaps with File 1
Memory Considerations
	SST file writers buffer data in memory before flushing
	For very large files, consider splitting into multiple smaller files
	Use appropriate block sizes based on your data characteristics

Error Handling
Always handle errors and clean up resources:
create_sst_file(Path, Data) ->
    case rocksdb:sst_file_writer_open([], Path) of
        {ok, Writer} ->
            try
                write_data(Writer, Data),
                rocksdb:sst_file_writer_finish(Writer)
            after
                rocksdb:release_sst_file_writer(Writer)
            end;
        {error, Reason} ->
            {error, Reason}
    end.
Use Cases
Bulk Data Loading
Load large datasets efficiently by creating SST files externally:
%% 1. Sort your data by key
SortedData = lists:sort(fun({K1, _}, {K2, _}) -> K1 =< K2 end, Data),

%% 2. Create SST file
{ok, Writer} = rocksdb:sst_file_writer_open(
    [{compression, lz4}],
    "/tmp/bulk_data.sst"
),
lists:foreach(fun({K, V}) ->
    ok = rocksdb:sst_file_writer_put(Writer, K, V)
end, SortedData),
ok = rocksdb:sst_file_writer_finish(Writer),
ok = rocksdb:release_sst_file_writer(Writer),

%% 3. Ingest into database
{ok, Db} = rocksdb:open("/tmp/mydb", [{create_if_missing, true}]),
ok = rocksdb:ingest_external_file(Db, ["/tmp/bulk_data.sst"],
    [{move_files, true}]).
Bulk Loading Counters
Load pre-aggregated counter data using merge operations:
%% Suppose you have aggregated page view counts from logs
PageViews = [
    {<<"page:/home">>, 15000},
    {<<"page:/about">>, 3200},
    {<<"page:/contact">>, 1500},
    {<<"page:/products">>, 8700}
],

%% Sort by key
SortedPageViews = lists:sort(PageViews),

%% Create SST file with counter merge operations
Options = [{merge_operator, counter_merge_operator}],
{ok, Writer} = rocksdb:sst_file_writer_open(Options, "/tmp/pageviews.sst"),

lists:foreach(fun({Key, Count}) ->
    %% Counter merge format: ASCII string representation
    Value = integer_to_binary(Count),
    ok = rocksdb:sst_file_writer_merge(Writer, Key, Value)
end, SortedPageViews),

ok = rocksdb:sst_file_writer_finish(Writer),
ok = rocksdb:release_sst_file_writer(Writer),

%% Open database with counter merge operator
{ok, Db} = rocksdb:open("/tmp/analytics", [
    {create_if_missing, true},
    {merge_operator, counter_merge_operator}
]),

%% Ingest the counters
ok = rocksdb:ingest_external_file(Db, ["/tmp/pageviews.sst"], []),

%% Read a counter (result is ASCII string)
{ok, HomeViews} = rocksdb:get(Db, <<"page:/home">>, []),
io:format("Home page views: ~s~n", [HomeViews]),
%% Output: Home page views: 15000

%% Subsequent ingestions will add to existing counters
%% If you ingest another file with <<"page:/home">> -> <<"500">>,
%% the total will become <<"15500">>
Data Migration
Migrate data between databases:
%% Read from source SST file
{ok, Reader} = rocksdb:sst_file_reader_open([], "/source/data.sst"),
{ok, Itr} = rocksdb:sst_file_reader_iterator(Reader, []),

%% Transform and write to new SST file
{ok, Writer} = rocksdb:sst_file_writer_open([], "/dest/data.sst"),
migrate_loop(Itr, Writer, rocksdb:sst_file_reader_iterator_move(Itr, first)),

ok = rocksdb:sst_file_writer_finish(Writer),
ok = rocksdb:release_sst_file_writer(Writer),
ok = rocksdb:sst_file_reader_iterator_close(Itr),
ok = rocksdb:release_sst_file_reader(Reader).

migrate_loop(Itr, Writer, {ok, Key, Value}) ->
    %% Transform data if needed
    NewValue = transform(Value),
    ok = rocksdb:sst_file_writer_put(Writer, Key, NewValue),
    migrate_loop(Itr, Writer, rocksdb:sst_file_reader_iterator_move(Itr, next));
migrate_loop(_Itr, _Writer, {error, invalid_iterator}) ->
    ok.
File Verification
Verify SST file integrity before ingestion:
verify_sst_file(Path) ->
    case rocksdb:sst_file_reader_open([], Path) of
        {ok, Reader} ->
            try
                %% Verify checksums
                case rocksdb:sst_file_reader_verify_checksum(Reader) of
                    ok ->
                        %% Get and validate properties
                        {ok, Props} = rocksdb:sst_file_reader_get_table_properties(Reader),
                        NumEntries = maps:get(num_entries, Props),
                        io:format("File ~s: ~p entries, checksums OK~n", [Path, NumEntries]),
                        ok;
                    {error, Reason} ->
                        io:format("File ~s: checksum verification failed: ~p~n", [Path, Reason]),
                        {error, Reason}
                end
            after
                rocksdb:release_sst_file_reader(Reader)
            end;
        {error, Reason} ->
            io:format("Cannot open ~s: ~p~n", [Path, Reason]),
            {error, Reason}
    end.
API Reference
SstFileWriter Functions
	Function	Description
	sst_file_writer_open(Options, Path)	Open a new SST file for writing
	sst_file_writer_put(Writer, Key, Value)	Add a key-value pair
	sst_file_writer_put_entity(Writer, Key, Columns)	Add a wide-column entity
	sst_file_writer_merge(Writer, Key, Value)	Add a merge operation
	sst_file_writer_delete(Writer, Key)	Add a delete tombstone
	sst_file_writer_delete_range(Writer, Begin, End)	Add a range delete
	sst_file_writer_finish(Writer)	Finalize the file
	sst_file_writer_finish(Writer, with_file_info)	Finalize and return file info
	sst_file_writer_file_size(Writer)	Get current file size
	release_sst_file_writer(Writer)	Release the writer resource

IngestExternalFile Functions
	Function	Description
	ingest_external_file(Db, Files, Options)	Ingest files into default CF
	ingest_external_file(Db, Cf, Files, Options)	Ingest files into specific CF

SstFileReader Functions
	Function	Description
	sst_file_reader_open(Options, Path)	Open an SST file for reading
	sst_file_reader_iterator(Reader, Options)	Create an iterator
	sst_file_reader_iterator_move(Itr, Action)	Move the iterator
	sst_file_reader_iterator_close(Itr)	Close the iterator
	sst_file_reader_get_table_properties(Reader)	Get table properties
	sst_file_reader_verify_checksum(Reader)	Verify checksums
	sst_file_reader_verify_checksum(Reader, Options)	Verify with options
	release_sst_file_reader(Reader)	Release the reader resource



  

    SST File Manager

The SST File Manager provides control over disk space usage and SST file deletion rate limiting in RocksDB. It tracks all SST files across databases that share the manager, allowing you to:
	Track total disk space used by SST files
	Limit the maximum allowed disk space
	Rate limit SST file deletions to reduce I/O spikes
	Query which files are being tracked

Creating an SST File Manager
%% Create with default options
{ok, Env} = rocksdb:default_env(),
{ok, Mgr} = rocksdb:new_sst_file_manager(Env).

%% Create with options
Options = [
    {delete_rate_bytes_per_sec, 1048576},  %% 1 MB/s deletion rate limit
    {max_trash_db_ratio, 0.25},            %% Max ratio of trash to DB size
    {bytes_max_delete_chunk, 67108864}     %% 64 MB max delete chunk
],
{ok, Mgr} = rocksdb:new_sst_file_manager(Env, Options).
Using with a Database
Pass the SST File Manager when opening a database:
{ok, Env} = rocksdb:default_env(),
{ok, Mgr} = rocksdb:new_sst_file_manager(Env),

DbOptions = [
    {create_if_missing, true},
    {env, Env},
    {sst_file_manager, Mgr}
],
{ok, Db} = rocksdb:open("/path/to/db", DbOptions).
Multiple databases can share the same SST File Manager for unified disk space tracking:
{ok, Db1} = rocksdb:open("/path/to/db1", [{sst_file_manager, Mgr} | BaseOpts]),
{ok, Db2} = rocksdb:open("/path/to/db2", [{sst_file_manager, Mgr} | BaseOpts]).
%% Both databases' SST files are tracked by the same manager
Configuration Flags
Set configuration options at runtime using sst_file_manager_flag/3:
%% Set maximum allowed disk space (bytes)
ok = rocksdb:sst_file_manager_flag(Mgr, max_allowed_space_usage, 10737418240).  %% 10 GB

%% Set buffer size reserved for compactions (bytes)
ok = rocksdb:sst_file_manager_flag(Mgr, compaction_buffer_size, 1073741824).    %% 1 GB

%% Set deletion rate limit (bytes per second, 0 = unlimited)
ok = rocksdb:sst_file_manager_flag(Mgr, delete_rate_bytes_per_sec, 1048576).    %% 1 MB/s

%% Set max ratio of trash to DB size
ok = rocksdb:sst_file_manager_flag(Mgr, max_trash_db_ratio, 0.5).
Querying Information
Get information about the SST File Manager:
%% Get all info as a proplist
Info = rocksdb:sst_file_manager_info(Mgr).
%% Returns:
%% [{total_size, 123456789},
%%  {delete_rate_bytes_per_sec, 1048576},
%%  {max_trash_db_ratio, 0.25},
%%  {total_trash_size, 0},
%%  {is_max_allowed_space_reached, false},
%%  {max_allowed_space_reached_including_compactions, false}]

%% Get specific item
TotalSize = rocksdb:sst_file_manager_info(Mgr, total_size).
IsMaxReached = rocksdb:sst_file_manager_info(Mgr, is_max_allowed_space_reached).
Available info items:
	total_size - Total size of all tracked SST files (bytes)
	delete_rate_bytes_per_sec - Current deletion rate limit
	max_trash_db_ratio - Max trash to DB size ratio
	total_trash_size - Size of files pending deletion
	is_max_allowed_space_reached - Whether max space limit is reached
	max_allowed_space_reached_including_compactions - Whether limit is reached including pending compactions

Getting Tracked Files
Get a list of all SST files being tracked:
TrackedFiles = rocksdb:sst_file_manager_tracked_files(Mgr).
%% Returns: [{<<"/path/to/db/000123.sst">>, 4567890}, ...]

%% Each element is {FilePath, SizeInBytes}
lists:foreach(fun({Path, Size}) ->
    io:format("File: ~s, Size: ~p bytes~n", [Path, Size])
end, TrackedFiles).
Cleanup
Release the SST File Manager when done:
ok = rocksdb:release_sst_file_manager(Mgr).
Complete Example
disk_space_management() ->
    {ok, Env} = rocksdb:default_env(),

    %% Create manager with rate limiting
    {ok, Mgr} = rocksdb:new_sst_file_manager(Env, [
        {delete_rate_bytes_per_sec, 10485760}  %% 10 MB/s
    ]),

    %% Set max allowed space to 50 GB
    ok = rocksdb:sst_file_manager_flag(Mgr, max_allowed_space_usage, 53687091200),

    %% Open database with manager
    {ok, Db} = rocksdb:open("/tmp/mydb", [
        {create_if_missing, true},
        {env, Env},
        {sst_file_manager, Mgr}
    ]),

    %% ... use database ...

    %% Monitor disk usage
    case rocksdb:sst_file_manager_info(Mgr, is_max_allowed_space_reached) of
        true ->
            io:format("Warning: Disk space limit reached!~n"),
            %% List all tracked files
            Files = rocksdb:sst_file_manager_tracked_files(Mgr),
            TotalSize = lists:sum([Size || {_, Size} <- Files]),
            io:format("Total tracked: ~p bytes in ~p files~n",
                      [TotalSize, length(Files)]);
        false ->
            ok
    end,

    ok = rocksdb:close(Db),
    ok = rocksdb:release_sst_file_manager(Mgr),
    ok = rocksdb:destroy_env(Env).


  

    Customized builds

Since version 0.26.0 Erlang wrapper for RocksDB support customized build.
There are manyoptions added to customize build (all are OFF by default):
	WITH_SYSTEM_ROCKSDB=ON the driver will link with RocksDB shared library provided by host system

	WITH_SNAPPY=ON the driver will link with snappy shared library provided by host system

	WITH_LZ4=ON the driver will link with lz4 shared library provided by host system

	WITH_BZ2=ON the driver will link with bzip2 shared library provided by host system

	WITH_ZLIB=ON the driver will link with zlib shared library provided by host system

	WITH_ZSTD=ON the driver will link with zstd shared library provided by host system

	WITH_CCACHE=ON the driver will use ccache to cache part of the build. you can also set the CCACHE_DIR 

	WITH_TBB=ON to build with Threading Building Blocks (TBB)


⚠️ with the 1.0.0 release erlang-rocksdb doesn't build statically with LZ4 and sSNAPPY. To reintroduce this behaviour
you can build it with the options WITH_BUNDLE_SNAPPY and WITH_BUNDLE_LZ4.

All options passes via ERLANG_ROCKSDB_OPTS environment variable or via rebar.config.script. For example, command
 $ export ERLANG_ROCKSDB_OPTS="-DERLANG_ROCKSDB_USE_SYSTEM_ROCKSDB=ON -DERLANG_ROCKSDB_USE_SYSTEM_SNAPPY=ON -DERLANG_ROCKSDB_USE_SYSTEM_LZ4=ON"
 $ make
gives following output on macOS
===> Verifying dependencies...
===> Compiling rocksdb
-- Using OTP lib: /usr/local/Cellar/erlang/21.1.4/lib/erlang/lib - found
-- Using erl_interface version: erl_interface-3.10.4
-- Using erts version: erts-10.1.3
-- Found LZ4: /usr/local/lib/liblz4.dylib
-- Found SNAPPY: /usr/local/lib/libsnappy.dylib
-- Found RocksDB: /usr/local/lib/librocksdb.dylib (found suitable version "5.17.2", minimum required is "5.17.2")
-- Configuring done
-- Generating done

...
[SKIP BUILD OUTPUT]
...

Build in parallel
You can  build erlang-rocksdb in parallel by passing the following option ERLANG_ROCKSDB_BUILDOPTS=-j 
or  ERLANG_ROCKSDB_BUILDOPTS=-j N where N is the number of threads you want to use.


  

    Changelog

erlang-rocksdb 2.3.0, released on 2026/01/03
New Features
	add SST file support:	SST File Writer: sst_file_writer_open/2,3, sst_file_writer_put/3, sst_file_writer_merge/3, sst_file_writer_delete/2, sst_file_writer_delete_range/3, sst_file_writer_finish/1,2
	Ingest External File: ingest_external_file/3,4 for loading SST files into database
	SST File Reader: sst_file_reader_open/2, sst_file_reader_iterator/2, sst_file_reader_table_properties/1, sst_file_reader_verify_checksum/1
	Merge operator support in SST files (counter, erlang, bitset)


	add sst_file_manager_tracked_files/1 API to get files tracked by SST File Manager
	add transaction batch get operations:	Optimistic transactions: transaction_get_for_update/3,4, transaction_multi_get/3,4, transaction_multi_get_for_update/3,4
	Pessimistic transactions: pessimistic_transaction_multi_get/3,4, pessimistic_transaction_multi_get_for_update/3,4


	add new read options:	readahead_size: configure readahead buffer size for sequential reads
	async_io: enable asynchronous I/O for iterators



Bug Fixes
	fix memory leak in CoalescingIterator error paths
	fix memory leak in TransactionIterator error paths
	fix memory leak in PessimisticTransactionIterator error paths
	add null check for enif_alloc_env in NewBatch

Improvements
	add FreeBSD CI testing using vmactions/freebsd-vm

Documentation
	add SST files guide
	update backup guide with correct function names and additional functions
	improve transactions documentation
	add multi_get to getting started guide
	fix documentation links and typos

erlang-rocksdb 2.2.0, released on 2025/12/30
New Features
	add multi_get/2,3,4 API for efficient batch key retrieval
	add extended statistics support with 45+ tickers and 13+ histograms:	Block cache statistics: block_cache_miss, block_cache_hit, block_cache_bytes_read/write
	Read/write operation statistics: bytes_written/read, number_keys_written/read/updated
	Compaction statistics: compact_read/write_bytes, num_files_in_single_compaction
	Memtable statistics: memtable_hit/miss, write_done_by_self/other, wal_synced
	Transaction statistics: txn_overhead_mutex, txn_duplicate_key_overhead
	Core operation histograms: db_get, db_write, db_seek, flush_time, compaction_time
	I/O histograms: sst_read/write_micros, wal_file_sync_micros, bytes_per_read/write
	Transaction histograms: num_commit/filter_per_transaction


	add BlobDB enhancements:	get_blob_statistics/1,2: BlobDB tickers (blobbytes_read/written, blob_gc*)
	get_blob_histogram/2,3: BlobDB histograms (blob_db_get/put/seek_micros)
	get_blob_cache_properties/1: blob cache usage and capacity
	allow_unprepared_value iterator option for lazy blob loading
	iterator_prepare_value/1 for explicit blob value loading
	get_column_family_metadata/1,2 with blob file information



Bug Fixes
	fix memory leak in parse_iterator_options on error paths
	fix null pointer dereference in Iterators() for invalid column family handles
	fix null check for enif_alloc in NewBatch() preventing crash on OOM
	fix double-free in Iterators() when using shared bound slices
	fix exception handling in Iterators() to return proper error tuple
	fix typo PREPOLUATE -> PREPOPULATE in blob cache atom

Documentation
	add comprehensive statistics guide
	add multi_get usage to getting started guide

erlang-rocksdb 2.1.0, released on 2025/12/28
	add Pessimistic Transaction support for high-contention workloads:	open_pessimistic_transaction_db/2,3: open a TransactionDB with row-level locking
	pessimistic_transaction/2,3: begin a new transaction
	pessimistic_transaction_put/3,4: put with lock acquisition
	pessimistic_transaction_get/3,4: read without lock
	pessimistic_transaction_get_for_update/3,4: read with exclusive lock
	pessimistic_transaction_delete/2,3: delete with lock
	pessimistic_transaction_iterator/2,3: create transaction iterator
	pessimistic_transaction_commit/1: commit transaction
	pessimistic_transaction_rollback/1: rollback transaction
	release_pessimistic_transaction/1: release resources


	add Pessimistic Transaction savepoint support:	pessimistic_transaction_set_savepoint/1: mark a savepoint
	pessimistic_transaction_rollback_to_savepoint/1: rollback to last savepoint
	pessimistic_transaction_pop_savepoint/1: discard savepoint without rollback


	add Pessimistic Transaction introspection:	pessimistic_transaction_get_id/1: get unique transaction ID
	pessimistic_transaction_get_waiting_txns/1: get lock contention info


	TransactionDB options: lock_timeout, deadlock_detect, max_num_locks, num_stripes
	Transaction options: set_snapshot, deadlock_detect, lock_timeout
	all pessimistic transaction operations use dirty NIFs to prevent blocking the Erlang scheduler

erlang-rocksdb 2.0.0, released on 2025/12/28
	bump to rocksdb version 10.7.5
	add Wide-Column Entity API for structured data storage:	put_entity/4,5: store key with multiple named columns
	get_entity/3,4: retrieve entity columns as proplist
	iterator_columns/1: get columns from current iterator position
	delete_entity/3,4: convenience wrapper for delete


	add coalescing_iterator/3 for efficient multi-column-family iteration
	add auto_readahead_size iterator option for automatic prefetch tuning
	add auto_refresh_iterator_with_snapshot iterator option
	fix CMake 3.31 compatibility
	fix bundled snappy linking on Linux (RTTI mismatch)
	fix compiler warnings

erlang-rocksdb 1.9.0, released on 2025/02/01
	bump to rocksdb version [9.10.0]((https://github.com/facebook/rocksdb/releases/tag/v9.10.0)
	bump to snappy 1.2.1
	fix write_options
	fix memory leak
	handle manual_wal_flush option

erlang-rocksdb 1.8.0, released on 2022/11/04
	bring compatibility with with Apple Mac M1 and Erlang OTP 25 
	bump to rocksdb version [7.7.3]((https://github.com/facebook/rocksdb/releases/tag/v7.7.3)
	add support for BLOB databases
	add rocksdb:transaction_rollback/1 function
	add rocksdb:release_transaction/1 function
	fix: bind transactions OPs that require it to IO threads.
	fix transaction iterator
	fix transaction leaks: ensure the resource is always closed
	fix specs

 BREAKING CHANGES 
	rocksdb:transction_commit doesn't delete the transaction
	rocksdb_transaction:iterators: database handle is removed from the functions parameter. Instead only use the
transaction resource.

erlang-rocksdb 1.7.0, released on 2021/11/03
	bring compatibility with with Apple Mac M1 and Erlang OTP 24
	bump to rocksdb version [6.25.3]((https://github.com/facebook/rocksdb/releases/tag/v6.25.3)
	add rocksdb:open_readonly/3 function to open databases in read only mode (useful for concurrency)
	add support for read options read_tier
	add support for direct IO  options use_direct_reads & use_direct_io_for_flush_and_compaction
	new staistics API, exposing rocksdb::Statistics object.
	fix list merge operaion when empty
	add unordered_write and & two_write_queues open options
	fix transaction_get  when Options is unset.
	fix iterator behaviour

REAKING CHANGES
	return an invalid iterator if the user try to use next or prev without
having set the initial location of the iterator:
	calling next, and prev without having put the iterator at a specific
key or location (first, last) will now return the tuple {error, invalid_iterator}
	fix crash when moving to next key on a new iterator.
	fix behavior of Refresh. Refresh is supposed to reset completely the
state of the iterator. Fix test accordingly.


	transction_get/2 has been removed, and is replaced by transction_get/3 with the third argument to spass the options.

	transaction_get/3 to get using a column family is now transaction_get/4


erlang-rocksdb 1.6.0, released on 2020/10/16
	bump to rocksdb version 6.13.3
	improve compression support: add comprssion_opts and bottomost_compression support
	fix memory leaks: RateLimiter, Snapshots, BitsetMergeOperator, Iterators, WriteBinaryUpdayte
	fix build for OTP 23

erlang-rocksdb 1.5.1, released on 2020/02/09
	fix memory leaks in erocksdb::WriteBinaryUpdate, erokcsdb::CompactRange & erocksdb::Repair
	fix: use code:lib_dir/1 to find correct ei dir

erlang-rocksdb 1.5.0, released on 2020/01/21
	Fix lz4 and snappy lib install dir to work on systems using lib64
	Add atomic_flush db option
	bump rocksdb to version 6.5.2

erlang-rocksdb 1.4.0, released on 2019/11/04
	fix build on OpenBSD
	bump rocksdb to version 6.4.6

erlang-rocksdb 1.3.2, released on 2019/09/13
	fix build using installed rocksdb on the system

erlang-rocksdb 1.3.1, released on 2019/08/28
	fix cache_info segfault

erlang-rocksdb 1.3.0, released on 2019/08/26
	bump rocksdb to version 6.2.2
	new: support of the windows platform (build using MSVC)
	fix: transaction log iterator

erlang-rocksdb 1.2.0, released on 2019/06/11
	bump rocksdb to version 6.1.2
	use C++11 atomics to replace pthreads and GCC specific threading and atomics
	fix: parralelism build options
	fix: miscellaneous dialyze and C warnings

erlang-rocksdb 1.1.1, released on 2019/04/12
	fix spec

erlang-rocksdb 1.1.0, released on 2019/03/26
	bump rocksdb to version 5.18.3
	add preliminary support for optimistic transactions
	make build more parallel when cores are available
	fix iterate_upper_bound type.

erlang-rocksdb 1.0.0, released on 2019/01/31
	first stable version
	miscellaneous build improvements with new build options and optimisations
	stable API (refactored in #87, #88)

erlang-rocksdb 0.26.2, released on 2019/01/24
	fix batch_merge/3 to call the right function

erlang-rocksdb 0.26.1, released on 2018/12/11
	fix build on freebsd
	support build with the Thread Building Blocks library (TBB)

erlang-rocksdb 0.26.0, released on 2018/12/05
	allows customized builds
	fix compilations warnings

BREAKING CHANGES
	build is now using cmake instead of autotools
	corruption errors return {error, {corruption, Reaason :: string()}} inst#ead of corruption.

erlang-rocksdb 0.25.0, released on 2018/11/21
	bump to rocksdb 0.17.2
	bump snappy to 1.1.7
	bump lz4  to 1.8.3
	add rocksdb:open_with_ttl/2.
	add no_slowdown and low_pri write options
	add manual_wal_flush  db option
	add support for WriteBuffer (#64)
	add sst_file_manger() resource to provide SSTFileManager support and manage disk space. (#74)
	fix aproximate_sizes_test and approximate_memtable_stats_test

BREAKING CHANGES
	handle flush options in rocksdb:flush/{2, 3}
With this change rocksdb:flush/1 has been removed while second parameter
of rocksdb:flush/2 are now FlushOptions::flush_options().
Use rocksdb:flush/3 to flush a column family
	change signature of rocksdb:get_approximate_memtable_stats/{2,3}
to rocksdb:get_approximate_memtable_stats/4 .

erlang-rocksdb 0.24.0, released on 2018/11/06
	add rocksdb:get_approximate_sizes/{3,4}: amroximate the size of a range of keys
	add rocksdb:get_approximate_memtable_stats/{2,3} : aproximate the size and the 
number of keys in a memtable
	add rocksdb:compact_range/{4,5}: Compact the underlying storage for a key

erlang-rocksdb 0.23.3, released on 2018/10/31
	fix possible memory leaks when trying to open a bad CF resource.

erlang-rocksdb 0.23.2, released on 2018/10/30
	fix memory leaks

erlang-rocksdb 0.23.1, released on 2018/10/08
	fix bitset merge operator under load

erlang-rocksdb 0.23.0, released on 2018/10/05
	add bytewise and reverse bytewise comparators
	add iterate_upper_bound, iterate_lower_bound_options and prefix_same_as_start to iterator options
	improve: prevernt garbage collection in batch
	fix bitset merge operator, handle exceptions
	fix counter merge operator, handle exceptions

erlang-rocksdb 0.22.0, released on 2018/09/25
	fix NIF memory leak in erocksdb::Get
	add counter_merge_operator

erlang-rocksdb 0.21.0, released on 2018/09/16
	bump to rocksdb 5.15.10
	add: erlang merge operator
	add: erlang bitset merge operator
	add: rocksdb:batch_data_size/1
	add: prefix_transform option

erlang-rocksdb 0.20.0, released on 2018/08/03
	bump to rocksdb 5.14.2

erlang-rocksdb 0.19.0, released on 2018/07/04
	bump to rocksdb 5.13.4
	add rocksdb:set_strict_capacity_limit/2 for cache
	add optimize_filters_for_hits database option
	add new_table_reader_for_compaction_inputs database option
	add max_subcompactions database option

erlang-rocksdb 0.18.0, released on 2018/05/03
	bump to rocksdb 5.12.4

erlang-rocksdb 0.17.0, released on 2018/03/25
	bump ro rocksdb 5.11.3
	improve build to make it faster, only use makefiles
	optimise single operations Get/Put/Delete/DeleteSing: don't call batch
	optimise write: use batch and do less operations in the the nif: make scheduler happy
	fix leak in batch
	breaking change: rename close_batch/1  in relase_batch/1

erlang-rocksdb 0.16.0, released on 2018/03/13
	add single_delete operation (to key/value and batch api)
	add iterator_refresh function
	add support for level_compaction_dynamic_level_bytes for column family options
	add rate_limiter support
	many optimisations to the source code and build
	bump to rocksdb 5.10.4

erlang-rocksdb 0.15.0, released on 2018/02/10
	add support for lz4 compression
	add new database option max_background_jobs
	fix: potential memory leak

erlang-rocksdb 0.14.0, released on 2018/01/31
	bump to rocksdb 5.7.5
	bump to snappy 1.1.4

erlang-rocksdb 0.13.1, released on 2017/09/07
	fix: remove memory leaks spotted with valgrind

erlang-rocksdb 0.13.0, released on 2017/09/06
	add new cache api
	 new_lru_cache/1,
	 new_clock_cache/1,
	 get_usage/1,
	 get_pinned_usage/1,
	 set_capacity/2,
	 get_capacity/1
	 release_cache/1


	add new env api
	default_env/0,
	mem_env/0,
	set_env_background_threads/{2, 3},
	destroy_env/1


	remove default shared block cache in private env to reduce the vm memory usage.


erlang-rocksdb 0.12.0, released on 2017/09/05
	add get_block_cache_usage/1
	add block_cache_capacity/{1, 0}
	add new db option {env, Env} where Env can be default or memenv.
	add new db option {db_write_buffer_size, INT}
	fix: cache usahe, correctly reuse the cache among instances
	fix: options parsing, reuse code where we can and correctly
handle db optinos

BREAKING CHANGE
The following cache functions has been removed:
	 new_lru_cache/1,
	 new_clock_cache/1,
	 get_usage/1,
	 get_pinned_usage/1,
	 set_capacity/2,
	 get_capacity/1

instead use the new block_cache function to change the
size of the shared cache. A new api to setup different caches
will come in the next version.
The following functions has been removed:
	default_env/0,
	mem_env/0,
	set_background_threads/2, set_background_threads/3,
	destroy_env/1]).

For now it's not possible to create a shared environment. also
the {in_memory, true} setting has been removed.
To set a memory environement use the option {env, memenv}.
erlang-rocksdb 0.11.0, released on 2017/07/29
	add rocksdb:get_snapshot_sequence/1

erlang-rocksdb 0.10.0, released on 2017/07/28
	bump to rocksdb 5.7.2
	add: rocksdb:delete_range/{4,5}
	add: support for the backup api
	add: rocksdb:destroy_column_family/1
	proper fix to handle an iterator with column family issue

erlang-rocksdb 0.9.1, released on 2017/07/26
	fix iterator with column familly issue
	fix mutex usage igit push --tagsn the db object

erlang-rocksdb 0.9.0, released on 2017/05/31
	bump to rocksdb 5.4.5
	remove disable_data_sync db option, optimisations removed in rocksdb
	remove timeout_hint_us db option, was useless since 2 years
	remove verify_checksums_in_compaction db option. it's always done.
	remove skip_table_builder_flush db option
	remove allow_os_buffer db option
	add {seek_for_prev, Prev} db option
	allows to fold a column familly

erlang-rocksdb 0.8.2, released on 2017/05/17
	fix: fix default_env/0 & mem_env/0 spec

erlang-rocksdb 0.8.1, released on 2017/05/17
	fix: use an uint64 to set the capacity of LRU or CLOCK caches.

erlang-rocksdb 0.8.0, released on 2017/05/17
	replace custom pool by dirty-nif calls
	allows a cache to be shared between databases (option block_cache from the block options)
	allows an environment to be set and shared across databases (option env)
	add support of batch operations, allows you to incrementatly update it in memory
	add support for transaction log operations (iteration and replication)



  

    License



                                 Apache License
                           Version 2.0, January 2004
                        http://www.apache.org/licenses/

   TERMS AND CONDITIONS FOR USE, REPRODUCTION, AND DISTRIBUTION

   1. Definitions.

      "License" shall mean the terms and conditions for use, reproduction,
      and distribution as defined by Sections 1 through 9 of this document.

      "Licensor" shall mean the copyright owner or entity authorized by
      the copyright owner that is granting the License.

      "Legal Entity" shall mean the union of the acting entity and all
      other entities that control, are controlled by, or are under common
      control with that entity. For the purposes of this definition,
      "control" means (i) the power, direct or indirect, to cause the
      direction or management of such entity, whether by contract or
      otherwise, or (ii) ownership of fifty percent (50%) or more of the
      outstanding shares, or (iii) beneficial ownership of such entity.

      "You" (or "Your") shall mean an individual or Legal Entity
      exercising permissions granted by this License.

      "Source" form shall mean the preferred form for making modifications,
      including but not limited to software source code, documentation
      source, and configuration files.

      "Object" form shall mean any form resulting from mechanical
      transformation or translation of a Source form, including but
      not limited to compiled object code, generated documentation,
      and conversions to other media types.

      "Work" shall mean the work of authorship, whether in Source or
      Object form, made available under the License, as indicated by a
      copyright notice that is included in or attached to the work
      (an example is provided in the Appendix below).

      "Derivative Works" shall mean any work, whether in Source or Object
      form, that is based on (or derived from) the Work and for which the
      editorial revisions, annotations, elaborations, or other modifications
      represent, as a whole, an original work of authorship. For the purposes
      of this License, Derivative Works shall not include works that remain
      separable from, or merely link (or bind by name) to the interfaces of,
      the Work and Derivative Works thereof.

      "Contribution" shall mean any work of authorship, including
      the original version of the Work and any modifications or additions
      to that Work or Derivative Works thereof, that is intentionally
      submitted to Licensor for inclusion in the Work by the copyright owner
      or by an individual or Legal Entity authorized to submit on behalf of
      the copyright owner. For the purposes of this definition, "submitted"
      means any form of electronic, verbal, or written communication sent
      to the Licensor or its representatives, including but not limited to
      communication on electronic mailing lists, source code control systems,
      and issue tracking systems that are managed by, or on behalf of, the
      Licensor for the purpose of discussing and improving the Work, but
      excluding communication that is conspicuously marked or otherwise
      designated in writing by the copyright owner as "Not a Contribution."

      "Contributor" shall mean Licensor and any individual or Legal Entity
      on behalf of whom a Contribution has been received by Licensor and
      subsequently incorporated within the Work.

   2. Grant of Copyright License. Subject to the terms and conditions of
      this License, each Contributor hereby grants to You a perpetual,
      worldwide, non-exclusive, no-charge, royalty-free, irrevocable
      copyright license to reproduce, prepare Derivative Works of,
      publicly display, publicly perform, sublicense, and distribute the
      Work and such Derivative Works in Source or Object form.

   3. Grant of Patent License. Subject to the terms and conditions of
      this License, each Contributor hereby grants to You a perpetual,
      worldwide, non-exclusive, no-charge, royalty-free, irrevocable
      (except as stated in this section) patent license to make, have made,
      use, offer to sell, sell, import, and otherwise transfer the Work,
      where such license applies only to those patent claims licensable
      by such Contributor that are necessarily infringed by their
      Contribution(s) alone or by combination of their Contribution(s)
      with the Work to which such Contribution(s) was submitted. If You
      institute patent litigation against any entity (including a
      cross-claim or counterclaim in a lawsuit) alleging that the Work
      or a Contribution incorporated within the Work constitutes direct
      or contributory patent infringement, then any patent licenses
      granted to You under this License for that Work shall terminate
      as of the date such litigation is filed.

   4. Redistribution. You may reproduce and distribute copies of the
      Work or Derivative Works thereof in any medium, with or without
      modifications, and in Source or Object form, provided that You
      meet the following conditions:

      (a) You must give any other recipients of the Work or
          Derivative Works a copy of this License; and

      (b) You must cause any modified files to carry prominent notices
          stating that You changed the files; and

      (c) You must retain, in the Source form of any Derivative Works
          that You distribute, all copyright, patent, trademark, and
          attribution notices from the Source form of the Work,
          excluding those notices that do not pertain to any part of
          the Derivative Works; and

      (d) If the Work includes a "NOTICE" text file as part of its
          distribution, then any Derivative Works that You distribute must
          include a readable copy of the attribution notices contained
          within such NOTICE file, excluding those notices that do not
          pertain to any part of the Derivative Works, in at least one
          of the following places: within a NOTICE text file distributed
          as part of the Derivative Works; within the Source form or
          documentation, if provided along with the Derivative Works; or,
          within a display generated by the Derivative Works, if and
          wherever such third-party notices normally appear. The contents
          of the NOTICE file are for informational purposes only and
          do not modify the License. You may add Your own attribution
          notices within Derivative Works that You distribute, alongside
          or as an addendum to the NOTICE text from the Work, provided
          that such additional attribution notices cannot be construed
          as modifying the License.

      You may add Your own copyright statement to Your modifications and
      may provide additional or different license terms and conditions
      for use, reproduction, or distribution of Your modifications, or
      for any such Derivative Works as a whole, provided Your use,
      reproduction, and distribution of the Work otherwise complies with
      the conditions stated in this License.

   5. Submission of Contributions. Unless You explicitly state otherwise,
      any Contribution intentionally submitted for inclusion in the Work
      by You to the Licensor shall be under the terms and conditions of
      this License, without any additional terms or conditions.
      Notwithstanding the above, nothing herein shall supersede or modify
      the terms of any separate license agreement you may have executed
      with Licensor regarding such Contributions.

   6. Trademarks. This License does not grant permission to use the trade
      names, trademarks, service marks, or product names of the Licensor,
      except as required for reasonable and customary use in describing the
      origin of the Work and reproducing the content of the NOTICE file.

   7. Disclaimer of Warranty. Unless required by applicable law or
      agreed to in writing, Licensor provides the Work (and each
      Contributor provides its Contributions) on an "AS IS" BASIS,
      WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or
      implied, including, without limitation, any warranties or conditions
      of TITLE, NON-INFRINGEMENT, MERCHANTABILITY, or FITNESS FOR A
      PARTICULAR PURPOSE. You are solely responsible for determining the
      appropriateness of using or redistributing the Work and assume any
      risks associated with Your exercise of permissions under this License.

   8. Limitation of Liability. In no event and under no legal theory,
      whether in tort (including negligence), contract, or otherwise,
      unless required by applicable law (such as deliberate and grossly
      negligent acts) or agreed to in writing, shall any Contributor be
      liable to You for damages, including any direct, indirect, special,
      incidental, or consequential damages of any character arising as a
      result of this License or out of the use or inability to use the
      Work (including but not limited to damages for loss of goodwill,
      work stoppage, computer failure or malfunction, or any and all
      other commercial damages or losses), even if such Contributor
      has been advised of the possibility of such damages.

   9. Accepting Warranty or Additional Liability. While redistributing
      the Work or Derivative Works thereof, You may choose to offer,
      and charge a fee for, acceptance of support, warranty, indemnity,
      or other liability obligations and/or rights consistent with this
      License. However, in accepting such obligations, You may act only
      on Your own behalf and on Your sole responsibility, not on behalf
      of any other Contributor, and only if You agree to indemnify,
      defend, and hold each Contributor harmless for any liability
      incurred by, or claims asserted against, such Contributor by reason
      of your accepting any such warranty or additional liability.

   END OF TERMS AND CONDITIONS

   APPENDIX: How to apply the Apache License to your work.

      To apply the Apache License to your work, attach the following
      boilerplate notice, with the fields enclosed by brackets "[]"
      replaced with your own identifying information. (Don't include
      the brackets!)  The text should be enclosed in the appropriate
      comment syntax for the file format. We also recommend that a
      file or class name and description of purpose be included on the
      same "printed page" as the copyright notice for easier
      identification within third-party archives.

   Copyright [yyyy] [name of copyright owner]

   Licensed under the Apache License, Version 2.0 (the "License");
   you may not use this file except in compliance with the License.
   You may obtain a copy of the License at

       http://www.apache.org/licenses/LICENSE-2.0

   Unless required by applicable law or agreed to in writing, software
   distributed under the License is distributed on an "AS IS" BASIS,
   WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
   See the License for the specific language governing permissions and
   limitations under the License.
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        batch()

      


        create a new batch in memory. A batch is a nif resource attached to the current process. Pay attention when you share it with other processes as it may not been released. To force its release you will need to use the close_batch function.



    


    
      
        batch_clear(Batch)

      


        reset the batch, clear all operations.



    


    
      
        batch_count(_Batch)

      


        return the number of operations in the batch



    


    
      
        batch_data_size(_Batch)

      


        Retrieve data size of the batch.



    


    
      
        batch_delete(Batch, Key)

      


        batch implementation of delete operation to the batch



    


    
      
        batch_delete(Batch, ColumnFamily, Key)

      


        like batch_delete/2 but apply the operation to a column family



    


    
      
        batch_delete_range(Batch, Begin, End)

      


        Batch implementation of delete_range/5



    


    
      
        batch_delete_range(Batch, ColumnFamily, Begin, End)

      


        Like batch_delete_range/3 but apply the operation to a column family



    


    
      
        batch_merge(Batch, Key, Value)

      


        add a merge operation to the batch



    


    
      
        batch_merge(Batch, ColumnFamily, Key, Value)

      


        like batch_mege/3 but apply the operation to a column family



    


    
      
        batch_put(Batch, Key, Value)

      


        add a put operation to the batch



    


    
      
        batch_put(Batch, ColumnFamily, Key, Value)

      


        like batch_put/3 but apply the operation to a column family



    


    
      
        batch_rollback(Batch)

      


        rollback the operations to the latest checkpoint



    


    
      
        batch_savepoint(Batch)

      


        store a checkpoint in the batch to which you can rollback later



    


    
      
        batch_single_delete(Batch, Key)

      


        batch implementation of single_delete operation to the batch



    


    
      
        batch_single_delete(Batch, ColumnFamily, Key)

      


        like batch_single_delete/2 but apply the operation to a column family



    


    
      
        batch_tolist(Batch)

      


        return all the operation sin the batch as a list of operations



    


    
      
        cache_info(Cache)

      


        return informations of a cache as a list of tuples. * {capacity, integer >=0} the maximum configured capacity of the cache. * {strict_capacity, boolean} the flag whether to return error on insertion when cache reaches its full capacity. * {usage, integer >=0} the memory size for the entries residing in the cache. * {pinned_usage, integer >= 0} the memory size for the entries in use by the system



    


    
      
        cache_info(Cache, Item)

      


        return the information associated with Item for cache Cache



    


    
      
        checkpoint(DbHandle, Path)

      


        take a snapshot of a running RocksDB database in a separate directory http://rocksdb.org/blog/2609/use-checkpoints-for-efficient-snapshots/



    


    
      
        close(DBHandle)

      


        Close RocksDB



    


    
      
        close_backup_engine(BackupEngine)

      


        stop and close the backup engine note: experimental for testing only



    


    
      
        close_updates_iterator(Itr)

      


    


    
      
        coalescing_iterator(DBHandle, CFHandles, ReadOpts)

      


        Return a coalescing iterator over multiple column families. The iterator merges results from all column families and returns keys in sorted order. When the same key exists in multiple column families, only one value is returned (from the first CF in the list).



    


    
      
        compact_range(DBHandle, BeginKey, EndKey, CompactRangeOpts)

      


        Compact the underlying storage for the key range [*begin,*end]. The actual compaction interval might be superset of [*begin, *end]. In particular, deleted and overwritten versions are discarded, and the data is rearranged to reduce the cost of operations needed to access the data. This operation should typically only be invoked by users who understand the underlying implementation.



    


    
      
        compact_range(DBHandle, CFHandle, BeginKey, EndKey, CompactRangeOpts)

      


        Compact the underlying storage for the key range ["BeginKey", "EndKey"). like compact_range/3 but for a column family



    


    
      
        count(DBHandle)

      


        Return the approximate number of keys in the default column family. Implemented by calling GetIntProperty with "rocksdb.estimate-num-keys"



    


    
      
        count(DBHandle, CFHandle)

      


        Return the approximate number of keys in the specified column family.



    


    
      
        create_column_family(DBHandle, Name, CFOpts)

      


        Create a new column family



    


    
      
        create_new_backup(BackupEngine, Db)

      


        Captures the state of the database in the latest backup



    


    
      
        default_env()

      


    


    
      
        delete(DBHandle, Key, WriteOpts)

      


        Delete a key/value pair in the default column family



    


    
      
        delete(DBHandle, CFHandle, Key, WriteOpts)

      


        Delete a key/value pair in the specified column family



    


    
      
        delete_backup(BackupEngine, BackupId)

      


        deletes a specific backup



    


    
      
        delete_entity(DBHandle, Key, WriteOpts)

      


        Delete an entity (same as regular delete). Entities are deleted using the normal delete operation - all columns are removed when the key is deleted.



    


    
      
        delete_entity(DBHandle, CFHandle, Key, WriteOpts)

      


        Delete an entity from a column family (same as regular delete).



    


    
      
        delete_range(DBHandle, BeginKey, EndKey, WriteOpts)

      


        Removes the database entries in the range ["BeginKey", "EndKey"), i.e., including "BeginKey" and excluding "EndKey". Returns OK on success, and a non-OK status on error. It is not an error if no keys exist in the range ["BeginKey", "EndKey").



    


    
      
        delete_range(DBHandle, CFHandle, BeginKey, EndKey, WriteOpts)

      


        Removes the database entries in the range ["BeginKey", "EndKey"). like delete_range/3 but for a column family



    


    
      
        destroy(Name, DBOpts)

      


        Destroy the contents of the specified database. Be very careful using this method.



    


    
      
        destroy_column_family(CFHandle)

      


    


    
      
        destroy_column_family(DBHandle, CFHandle)

      


        Destroy a column family



    


    
      
        destroy_env(Env)

      


        destroy an environment



    


    
      
        drop_column_family(CFHandle)

      


    


    
      
        drop_column_family(DBHandle, CFHandle)

      


        Drop a column family



    


    
      
        flush(DbHandle, FlushOptions)

      


        Flush all mem-table data.



    


    
      
        flush(DbHandle, Cf, FlushOptions)

      


        Flush all mem-table data for a column family



    


    
      
        fold(DBHandle, Fun, AccIn, ReadOpts)

      


        Calls Fun(Elem, AccIn) on successive elements in the default column family starting with AccIn == Acc0. Fun/2 must return a new accumulator which is passed to the next call. The function returns the final value of the accumulator. Acc0 is returned if the default column family is empty.



    


    
      
        fold(DBHandle, CFHandle, Fun, AccIn, ReadOpts)

      


        Calls Fun(Elem, AccIn) on successive elements in the specified column family Other specs are same with fold/4



    


    
      
        fold_keys(DBHandle, Fun, AccIn, ReadOpts)

      


        Calls Fun(Elem, AccIn) on successive elements in the default column family starting with AccIn == Acc0. Fun/2 must return a new accumulator which is passed to the next call. The function returns the final value of the accumulator. Acc0 is returned if the default column family is empty.



    


    
      
        fold_keys(DBHandle, CFHandle, Fun, AccIn, ReadOpts)

      


        Calls Fun(Elem, AccIn) on successive elements in the specified column family Other specs are same with fold_keys/4



    


    
      
        gc_backup_engine(BackupEngine)

      


        Will delete all the files we don't need anymore It will do the full scan of the files/ directory and delete all the files that are not referenced.



    


    
      
        get(DBHandle, Key, ReadOpts)

      


        Retrieve a key/value pair in the default column family



    


    
      
        get(DBHandle, CFHandle, Key, ReadOpts)

      


        Retrieve a key/value pair in the specified column family



    


    
      
        get_approximate_memtable_stats(DBHandle, StartKey, LimitKey)

      


        The method is similar to GetApproximateSizes, except it returns approximate number of records in memtables.



    


    
      
        get_approximate_memtable_stats(DBHandle, CFHandle, StartKey, LimitKey)

      


    


    
      
        get_approximate_sizes(DBHandle, Ranges, IncludeFlags)

      


        For each i in [0,n-1], store in "Sizes[i]", the approximate file system space used by keys in "[range[i].start .. range[i].limit)".



    


    
      
        get_approximate_sizes(DBHandle, CFHandle, Ranges, IncludeFlags)

      


    


    
      
        get_backup_info(BackupEngine)

      


        Returns info about backups in backup_info



    


    
      
        get_capacity(Cache)

      


    


    
      
        get_column_family_metadata(DBHandle)

      


        Get column family metadata including blob file information.



    


    
      
        get_column_family_metadata(DBHandle, CFHandle)

      


        Get column family metadata for a specific column family.



    


    
      
        get_entity(DBHandle, Key, ReadOpts)

      


        Retrieve an entity (wide-column key) from the default column family. Returns the columns as a proplist of {Name, Value} tuples.



    


    
      
        get_entity(DBHandle, CFHandle, Key, ReadOpts)

      


        Retrieve an entity (wide-column key) from the specified column family.



    


    
      
        get_latest_sequence_number(Db)

      


        gThe sequence number of the most recent transaction.



    


    
      
        get_pinned_usage(Cache)

      


    


    
      
        get_property(DBHandle, Property)

      


        Return the RocksDB internal status of the default column family specified at Property



    


    
      
        get_property(DBHandle, CFHandle, Property)

      


        Return the RocksDB internal status of the specified column family specified at Property



    


    
      
        get_snapshot_sequence(SnapshotHandle)

      


        returns Snapshot's sequence number



    


    
      
        get_usage(Cache)

      


    


    
      
        ingest_external_file(DbHandle, Files, Options)

      


        Ingest external SST files into the database.



    


    
      
        ingest_external_file(DbHandle, CfHandle, Files, Options)

      


        Ingest external SST files into a specific column family.



    


    
      
        is_empty(DBHandle)

      


        is the database empty



    


    
      
        iterator(DBHandle, ReadOpts)

      


        Return a iterator over the contents of the database. The result of iterator() is initially invalid (caller must call iterator_move function on the iterator before using it).



    


    
      
        iterator(DBHandle, CFHandle, ReadOpts)

      


        Return a iterator over the contents of the database. The result of iterator() is initially invalid (caller must call iterator_move function on the iterator before using it).



    


    
      
        iterator_close(ITRHandle)

      


        Close a iterator



    


    
      
        iterator_columns(ITRHandle)

      


        Get the columns of the current iterator entry. Returns the wide columns for the current entry. For entities, returns all columns. For regular key-values, returns a single column with an empty name (the default column) containing the value.



    


    
      
        iterator_move(ITRHandle, ITRAction)

      


        Move to the specified place



    


    
      
        iterator_prepare_value(ITRHandle)

      


        Load the blob value for the current iterator position. Use with {allow_unprepared_value, true} to enable efficient key-only scanning with selective value loading.



    


    
      
        iterator_refresh(ITRHandle)

      


        Refresh iterator



    


    
      
        iterators(DBHandle, CFHandle, ReadOpts)

      


        Return a iterator over the contents of the specified column family.



    


    
      
        list_column_families(Name, DBOpts)

      


        List column families



    


    
      
        mem_env()

      


    


    
      
        merge(DBHandle, Key, Value, WriteOpts)

      


        Merge a key/value pair into the default column family



    


    
      
        merge(DBHandle, CFHandle, Key, Value, WriteOpts)

      


        Merge a key/value pair into the specified column family



    


    
      
        multi_get(DBHandle, Keys, ReadOpts)

      


        Retrieve multiple key/value pairs in a single call. Returns a list of results in the same order as the input keys. Each result is either {ok, Value}, not_found, or {error, Reason}. This is more efficient than calling get/3 multiple times.



    


    
      
        multi_get(DBHandle, CFHandle, Keys, ReadOpts)

      


        Retrieve multiple key/value pairs from a specific column family. Returns a list of results in the same order as the input keys.



    


    
      
        new_cache(Type, Capacity)

      


        // Create a new cache.



    


    
      
        new_clock_cache(Capacity)

      


    


    
      
        new_env()

      


        return a default db environment



    


    
      
        new_env(EnvType)

      


        return a db environment



    


    
      
        new_lru_cache(Capacity)

      


    


    
      
        new_rate_limiter(RateBytesPerSec, Auto)

      


        create new Limiter



    


    
      
        new_sst_file_manager(Env)

      


        create new SstFileManager with the default options: RateBytesPerSec = 0, MaxTrashDbRatio = 0.25, BytesMaxDeleteChunk = 64 * 1024 * 1024.



    


    
      
        new_sst_file_manager(Env, OptionsList)

      


        create new SstFileManager that can be shared among multiple RocksDB instances to track SST file and control there deletion rate.



    


    
      
        new_statistics()

      


    


    
      
        new_write_buffer_manager(BufferSize)

      


        create a new WriteBufferManager.



    


    
      
        new_write_buffer_manager(BufferSize, Cache)

      


        create a new WriteBufferManager. a WriteBufferManager is for managing memory allocation for one or more MemTables.



    


    
      
        next_binary_update(Itr)

      


    


    
      
        next_update(Itr)

      


    


    
      
        open(Name, DBOpts)

      


        Open RocksDB with the defalut column family



    


    
      
        open(Name, DBOpts, CFDescriptors)

      


        Open RocksDB with the specified column families



    


    
      
        open_backup_engine(Path)

      


        open a new backup engine for creating new backups.



    


    
      
        open_optimistic_transaction_db(Name, DbOpts)

      


    


    
      
        open_optimistic_transaction_db(Name, DbOpts, CFDescriptors)

      


    


    
      
        open_pessimistic_transaction_db(Name, DbOpts)

      


        open a database with pessimistic transaction support. Pessimistic transactions acquire locks on keys when they are accessed, providing strict serializability at the cost of potential lock contention.



    


    
      
        open_pessimistic_transaction_db(Name, DbOpts, CfDescriptors)

      


        open a database with pessimistic transaction support and column families.



    


    
      
        open_readonly(Name, DBOpts)

      


    


    
      
        open_readonly(Name, DBOpts, CFDescriptors)

      


        Open read-only RocksDB with the specified column families



    


    
      
        open_with_cf(Name, DbOpts, CFDescriptors)

      


    


    
      
        open_with_cf_readonly(Name, DbOpts, CFDescriptors)

      


    


    
      
        open_with_ttl(Name, DBOpts, TTL, ReadOnly)

      


        Open RocksDB with TTL support This API should be used to open the db when key-values inserted are meant to be removed from the db in a non-strict TTL amount of time Therefore, this guarantees that key-values inserted will remain in the db for >= TTL amount of time and the db will make efforts to remove the key-values as soon as possible after ttl seconds of their insertion.



    


    
      
        pessimistic_transaction(TransactionDB, WriteOptions)

      


        create a new pessimistic transaction. Pessimistic transactions use row-level locking with deadlock detection.



    


    
      
        pessimistic_transaction(TransactionDB, WriteOptions, TxnOptions)

      


        create a new pessimistic transaction with transaction options. Transaction options include: {set_snapshot, boolean()} - acquire a snapshot at start {deadlock_detect, boolean()} - enable deadlock detection {lock_timeout, integer()} - lock wait timeout in ms



    


    
      
        pessimistic_transaction_commit(Transaction)

      


        commit the transaction atomically.



    


    
      
        pessimistic_transaction_delete(Transaction, Key)

      


        delete a key from the transaction.



    


    
      
        pessimistic_transaction_delete(Transaction, ColumnFamily, Key)

      


        delete a key from a column family within the transaction.



    


    
      
        pessimistic_transaction_get(Transaction, Key, Opts)

      


        get a value from the transaction (read without acquiring lock).



    


    
      
        pessimistic_transaction_get(Transaction, ColumnFamily, Key, Opts)

      


        get a value from a column family within the transaction.



    


    
      
        pessimistic_transaction_get_for_update(Transaction, Key, Opts)

      


        get a value and acquire an exclusive lock on the key. This is useful for read-modify-write patterns.



    


    
      
        pessimistic_transaction_get_for_update(Transaction, ColumnFamily, Key, Opts)

      


        get a value from a column family and acquire an exclusive lock.



    


    
      
        pessimistic_transaction_get_id(Transaction)

      


        get the unique ID of a pessimistic transaction. This ID can be used to identify the transaction in deadlock detection and waiting transaction lists.



    


    
      
        pessimistic_transaction_get_waiting_txns(Transaction)

      


        get information about transactions this transaction is waiting on. Returns a map with: - column_family_id: The column family ID of the key being waited on - key: The key being waited on (binary) - waiting_txns: List of transaction IDs that hold locks this transaction needs



    


    
      
        pessimistic_transaction_iterator(TransactionHandle, ReadOpts)

      


        create an iterator over the transaction's view of the database.



    


    
      
        pessimistic_transaction_iterator(TransactionHandle, CFHandle, ReadOpts)

      


        create an iterator over a column family within the transaction.



    


    
      
        pessimistic_transaction_multi_get(Transaction, Keys, Opts)

      


        batch get multiple values within a pessimistic transaction. Returns a list of results in the same order as the input keys. This does not acquire locks on the keys.



    


    
      
        pessimistic_transaction_multi_get(Transaction, ColumnFamily, Keys, Opts)

      


        like pessimistic_transaction_multi_get/3 but apply to a column family



    


    
      
        pessimistic_transaction_multi_get_for_update(Transaction, Keys, Opts)

      


        batch get multiple values and acquire exclusive locks on all keys. This is useful for read-modify-write patterns on multiple keys.



    


    
      
        pessimistic_transaction_multi_get_for_update(Transaction, ColumnFamily, Keys, Opts)

      


        like pessimistic_transaction_multi_get_for_update/3 but apply to a column family



    


    
      
        pessimistic_transaction_pop_savepoint(Transaction)

      


        pop the most recent savepoint without rolling back. The savepoint is simply discarded.



    


    
      
        pessimistic_transaction_put(Transaction, Key, Value)

      


        put a key-value pair in the transaction.



    


    
      
        pessimistic_transaction_put(Transaction, ColumnFamily, Key, Value)

      


        put a key-value pair in a column family within the transaction.



    


    
      
        pessimistic_transaction_rollback(Transaction)

      


        rollback the transaction, discarding all changes.



    


    
      
        pessimistic_transaction_rollback_to_savepoint(Transaction)

      


        rollback a pessimistic transaction to the most recent savepoint. All operations since the last call to pessimistic_transaction_set_savepoint/1 are undone and the savepoint is removed.



    


    
      
        pessimistic_transaction_set_savepoint(Transaction)

      


        set a savepoint in a pessimistic transaction. Use pessimistic_transaction_rollback_to_savepoint/1 to rollback to this point.



    


    
      
        purge_old_backup(BackupEngine, NumBackupToKeep)

      


        deletes old backups, keeping latest num_backups_to_keep alive



    


    
      
        put(DBHandle, Key, Value, WriteOpts)

      


        Put a key/value pair into the default column family



    


    
      
        put(DBHandle, CFHandle, Key, Value, WriteOpts)

      


        Put a key/value pair into the specified column family



    


    
      
        put_entity(DBHandle, Key, Columns, WriteOpts)

      


        Put an entity (wide-column key) in the default column family. An entity is a key with multiple named columns stored as a proplist.



    


    
      
        put_entity(DBHandle, CFHandle, Key, Columns, WriteOpts)

      


        Put an entity (wide-column key) in the specified column family.



    


    
      
        release_batch(Batch)

      


    


    
      
        release_cache(Cache)

      


        release the cache



    


    
      
        release_pessimistic_transaction(TransactionHandle)

      


        release a pessimistic transaction.



    


    
      
        release_rate_limiter(Limiter)

      


        release the limiter



    


    
      
        release_snapshot(SnapshotHandle)

      


        release a snapshot



    


    
      
        release_sst_file_manager(SstFileManager)

      


        release the SstFileManager



    


    
      
        release_sst_file_reader(SstFileReader)

      


        Release the SST file reader resource.



    


    
      
        release_sst_file_writer(SstFileWriter)

      


        Release the SST file writer resource.



    


    
      
        release_statistics(Statistics)

      


        release the Statistics Handle



    


    
      
        release_transaction(TransactionHandle)

      


        release a transaction



    


    
      
        release_write_buffer_manager(WriteBufferManager)

      


    


    
      
        repair(Name, DBOpts)

      


        Try to repair as much of the contents of the database as possible. Some data may be lost, so be careful when calling this function



    


    
      
        restore_db_from_backup(BackupEngine, BackupId, DbDir)

      


        restore from backup with backup_id



    


    
      
        restore_db_from_backup(BackupEngine, BackupId, DbDir, WalDir)

      


        restore from backup with backup_id



    


    
      
        restore_db_from_latest_backup(BackupEngine, DbDir)

      


        restore from the latest backup



    


    
      
        restore_db_from_latest_backup(BackupEngine, DbDir, WalDir)

      


        restore from the latest backup



    


    
      
        set_capacity(Cache, Capacity)

      


        sets the maximum configured capacity of the cache. When the new capacity is less than the old capacity and the existing usage is greater than new capacity, the implementation will do its best job to purge the released entries from the cache in order to lower the usage



    


    
      
        set_db_background_threads(DB, N)

      


        set background threads of a database



    


    
      
        set_db_background_threads(DB, N, Priority)

      


        set database background threads of low and high prioriry threads pool of an environment Flush threads are in the HIGH priority pool, while compaction threads are in the LOW priority pool. To increase the number of threads in each pool call



    


    
      
        set_env_background_threads(Env, N)

      


        set background threads of an environment



    


    
      
        set_env_background_threads(Env, N, Priority)

      


        set background threads of low and high prioriry threads pool of an environment Flush threads are in the HIGH priority pool, while compaction threads are in the LOW priority pool. To increase the number of threads in each pool call



    


    
      
        set_stats_level(StatisticsHandle, StatsLevel)

      


    


    
      
        set_strict_capacity_limit(Cache, StrictCapacityLimit)

      


        sets strict_capacity_limit flag of the cache. If the flag is set to true, insert to cache will fail if no enough capacity can be free.



    


    
      
        single_delete(DBHandle, Key, WriteOpts)

      


        Remove the database entry for "key". Requires that the key exists and was not overwritten. Returns OK on success, and a non-OK status on error. It is not an error if "key" did not exist in the database.



    


    
      
        single_delete(DBHandle, CFHandle, Key, WriteOpts)

      


        like single_delete/3 but on the specified column family



    


    
      
        snapshot(DbHandle)

      


        return a database snapshot Snapshots provide consistent read-only views over the entire state of the key-value store



    


    
      
        sst_file_manager_flag(SstFileManager, Flag, Value)

      


        set certains flags for the SST file manager * max_allowed_space_usage: Update the maximum allowed space that should be used by RocksDB, if the total size of the SST files exceeds MaxAllowedSpace, writes to RocksDB will fail.



    


    
      
        sst_file_manager_info(SstFileManager)

      


        return informations of a Sst File Manager as a list of tuples.



    


    
      
        sst_file_manager_info(SstFileManager, Item)

      


        return the information associated with Item for an SST File Manager SstFileManager



    


    
      
        sst_file_manager_tracked_files(SstFileManager)

      


        Returns a list of all SST files being tracked and their sizes. Each element is a tuple of {FilePath, Size} where FilePath is a binary and Size is the file size in bytes.



    


    
      
        sst_file_reader_get_table_properties(SstFileReader)

      


        Get the table properties of the SST file.



    


    
      
        sst_file_reader_iterator(SstFileReader, Options)

      


        Create an iterator for reading the contents of the SST file.



    


    
      
        sst_file_reader_iterator_close(Iterator)

      


        Close an SST file reader iterator.



    


    
      
        sst_file_reader_iterator_move(Iterator, Action)

      


        Move the SST file reader iterator to a new position.



    


    
      
        sst_file_reader_open(Options, FilePath)

      


        Open an SST file for reading.



    


    
      
        sst_file_reader_verify_checksum(SstFileReader)

      


        Verify the checksums of all blocks in the SST file.



    


    
      
        sst_file_reader_verify_checksum(SstFileReader, Options)

      


        Verify the checksums of all blocks in the SST file.



    


    
      
        sst_file_writer_delete(SstFileWriter, Key)

      


        Add a delete tombstone to the SST file.



    


    
      
        sst_file_writer_delete_range(SstFileWriter, BeginKey, EndKey)

      


        Add a range delete tombstone to the SST file.



    


    
      
        sst_file_writer_file_size(SstFileWriter)

      


        Get the current file size during writing.



    


    
      
        sst_file_writer_finish(SstFileWriter)

      


        Finalize writing to the SST file and close it.



    


    
      
        sst_file_writer_finish(SstFileWriter, _)

      


        Finalize writing to the SST file and return file info.



    


    
      
        sst_file_writer_merge(SstFileWriter, Key, Value)

      


        Add a merge operation to the SST file.



    


    
      
        sst_file_writer_open(Options, FilePath)

      


        Open a new SST file for writing.



    


    
      
        sst_file_writer_put(SstFileWriter, Key, Value)

      


        Add a key-value pair to the SST file.



    


    
      
        sst_file_writer_put_entity(SstFileWriter, Key, Columns)

      


        Add a wide-column entity to the SST file.



    


    
      
        statistics_histogram(Statistics, Histogram)

      


        Get histogram data for a specific statistics histogram. Returns histogram information including median, percentiles, average, etc. For integrated BlobDB, relevant histograms are blob_db_blob_file_write_micros, blob_db_blob_file_read_micros, blob_db_compression_micros, etc.



    


    
      
        statistics_info(Statistics)

      


    


    
      
        statistics_ticker(Statistics, Ticker)

      


        Get the count for a specific statistics ticker. Returns the count for tickers such as blob_db_num_put, block_cache_hit, number_keys_written, compact_read_bytes, etc.



    


    
      
        stats(DBHandle)

      


        Return the current stats of the default column family Implemented by calling GetProperty with "rocksdb.stats"



    


    
      
        stats(DBHandle, CFHandle)

      


        Return the current stats of the specified column family Implemented by calling GetProperty with "rocksdb.stats"



    


    
      
        stop_backup(BackupEngine)

      


    


    
      
        sync_wal(DbHandle)

      


        Sync the wal. Note that Write() followed by SyncWAL() is not exactly the same as Write() with sync=true: in the latter case the changes won't be visible until the sync is done. Currently only works if allow_mmap_writes = false in Options.



    


    
      
        tlog_iterator(Db, Since)

      


        create a new iterator to retrive ethe transaction log since a sequce



    


    
      
        tlog_iterator_close(Iterator)

      


        close the transaction log



    


    
      
        tlog_next_binary_update(Iterator)

      


        go to the last update as a binary in the transaction log, can be ussed with the write_binary_update function.



    


    
      
        tlog_next_update(Iterator)

      


        like tlog_nex_binary_update/1 but also return the batch as a list of operations



    


    
      
        transaction(TransactionDB, WriteOptions)

      


        create a new transaction When opened as a Transaction or Optimistic Transaction db, a user can both read and write to a transaction without committing anything to the disk until they decide to do so.



    


    
      
        transaction_commit(Transaction)

      


        commit a transaction to disk atomically (?)



    


    
      
        transaction_delete(Transaction, Key)

      


        transaction implementation of delete operation to the transaction



    


    
      
        transaction_delete(Transaction, ColumnFamily, Key)

      


        like transaction_delete/2 but apply the operation to a column family



    


    
      
        transaction_get(Transaction, Key, Opts)

      


        do a get operation on the contents of the transaction



    


    
      
        transaction_get(Transaction, ColumnFamily, Key, Opts)

      


        like transaction_get/3 but apply the operation to a column family



    


    
      
        transaction_get_for_update(Transaction, Key, Opts)

      


        get a value and track the key for conflict detection at commit time. For optimistic transactions, this records the key so that if another transaction modifies it before commit, the commit will fail with a conflict.



    


    
      
        transaction_get_for_update(Transaction, ColumnFamily, Key, Opts)

      


        like transaction_get_for_update/3 but apply the operation to a column family



    


    
      
        transaction_iterator(TransactionHandle, ReadOpts)

      


        Return a iterator over the contents of the database and uncommited writes and deletes in the current transaction. The result of iterator() is initially invalid (caller must call iterator_move function on the iterator before using it).



    


    
      
        transaction_iterator(TransactionHandle, CFHandle, ReadOpts)

      


        Return a iterator over the contents of the database and uncommited writes and deletes in the current transaction. The result of iterator() is initially invalid (caller must call iterator_move function on the iterator before using it).



    


    
      
        transaction_multi_get(Transaction, Keys, Opts)

      


        batch get multiple values within a transaction. Returns a list of results in the same order as the input keys.



    


    
      
        transaction_multi_get(Transaction, ColumnFamily, Keys, Opts)

      


        like transaction_multi_get/3 but apply the operation to a column family



    


    
      
        transaction_multi_get_for_update(Transaction, Keys, Opts)

      


        batch get multiple values and track keys for conflict detection. For optimistic transactions, this records the keys so that if another transaction modifies any of them before commit, the commit will fail.



    


    
      
        transaction_multi_get_for_update(Transaction, ColumnFamily, Keys, Opts)

      


        like transaction_multi_get_for_update/3 but apply to a column family



    


    
      
        transaction_put(Transaction, Key, Value)

      


        add a put operation to the transaction



    


    
      
        transaction_put(Transaction, ColumnFamily, Key, Value)

      


        like transaction_put/3 but apply the operation to a column family



    


    
      
        transaction_rollback(Transaction)

      


        rollback a transaction to disk atomically (?)



    


    
      
        updates_iterator(DBH, Since)

      


    


    
      
        verify_backup(BackupEngine, BackupId)

      


        checks that each file exists and that the size of the file matches our expectations. it does not check file checksum.



    


    
      
        write(DBHandle, WriteActions, WriteOpts)

      


        Apply the specified updates to the database. this function will be removed on the next major release. You should use the batch_* API instead.



    


    
      
        write_batch(Db, Batch, WriteOptions)

      


        write the batch to the database



    


    
      
        write_binary_update(DbHandle, BinLog, WriteOptions)

      


        apply a set of operation coming from a transaction log to another database. Can be useful to use it in slave mode.



    


    
      
        write_buffer_manager_info(WriteBufferManager)

      


        return informations of a Write Buffer Manager as a list of tuples.



    


    
      
        write_buffer_manager_info(WriteBufferManager, Item)

      


        return the information associated with Item for a Write Buffer Manager.



    





      


      
        Types


        


  
    
      
    
    
      access_hint/0



        
          
        

    

  


  

      

          -type access_hint() :: normal | sequential | willneed | none.


      



  



  
    
      
    
    
      backup_engine/0



        
          
        

    

  


  

      

          -opaque backup_engine()


      



  



  
    
      
    
    
      backup_info/0



        
          
        

    

  


  

      

          -type backup_info() ::
          #{id := non_neg_integer(),
            timestamp := non_neg_integer(),
            size := non_neg_integer(),
            number_files := non_neg_integer()}.


      



  



  
    
      
    
    
      batch_handle/0



        
          
        

    

  


  

      

          -opaque batch_handle()


      



  



  
    
      
    
    
      blob_db_histogram/0



        
          
        

    

  


  

      

          -type blob_db_histogram() ::
          blob_db_key_size | blob_db_value_size | blob_db_write_micros | blob_db_get_micros |
          blob_db_multiget_micros | blob_db_seek_micros | blob_db_next_micros | blob_db_prev_micros |
          blob_db_blob_file_write_micros | blob_db_blob_file_read_micros |
          blob_db_blob_file_sync_micros | blob_db_compression_micros | blob_db_decompression_micros.


      



  



  
    
      
    
    
      blob_db_ticker/0



        
          
        

    

  


  

      

          -type blob_db_ticker() ::
          blob_db_num_put | blob_db_num_write | blob_db_num_get | blob_db_num_multiget |
          blob_db_num_seek | blob_db_num_next | blob_db_num_prev | blob_db_num_keys_written |
          blob_db_num_keys_read | blob_db_bytes_written | blob_db_bytes_read | blob_db_write_inlined |
          blob_db_write_inlined_ttl | blob_db_write_blob | blob_db_write_blob_ttl |
          blob_db_blob_file_bytes_written | blob_db_blob_file_bytes_read | blob_db_blob_file_synced |
          blob_db_blob_index_expired_count | blob_db_blob_index_expired_size |
          blob_db_blob_index_evicted_count | blob_db_blob_index_evicted_size | blob_db_gc_num_files |
          blob_db_gc_num_new_files | blob_db_gc_failures | blob_db_gc_num_keys_relocated |
          blob_db_gc_bytes_relocated | blob_db_fifo_num_files_evicted | blob_db_fifo_num_keys_evicted |
          blob_db_fifo_bytes_evicted | blob_db_cache_miss | blob_db_cache_hit | blob_db_cache_add |
          blob_db_cache_add_failures | blob_db_cache_bytes_read | blob_db_cache_bytes_write.


      



  



  
    
      
    
    
      blob_metadata/0



        
          
        

    

  


  

      

          -type blob_metadata() ::
          #{blob_file_number => non_neg_integer(),
            blob_file_name => binary(),
            blob_file_path => binary(),
            size => non_neg_integer(),
            total_blob_count => non_neg_integer(),
            total_blob_bytes => non_neg_integer(),
            garbage_blob_count => non_neg_integer(),
            garbage_blob_bytes => non_neg_integer()}.


      



  



  
    
      
    
    
      block_based_table_options/0



        
          
        

    

  


  

      

          -type block_based_table_options() ::
          [{no_block_cache, boolean()} |
           {block_size, pos_integer()} |
           {block_cache, cache_handle()} |
           {block_cache_size, pos_integer()} |
           {bloom_filter_policy, BitsPerKey :: pos_integer()} |
           {format_version, 0 | 1 | 2 | 3 | 4 | 5} |
           {cache_index_and_filter_blocks, boolean()}].


      



  



  
    
      
    
    
      block_cache_ticker/0



        
          
        

    

  


  

      

          -type block_cache_ticker() ::
          block_cache_miss | block_cache_hit | block_cache_add | block_cache_add_failures |
          block_cache_index_miss | block_cache_index_hit | block_cache_filter_miss |
          block_cache_filter_hit | block_cache_data_miss | block_cache_data_hit |
          block_cache_bytes_read | block_cache_bytes_write.


      



  



  
    
      
    
    
      cache_handle/0



        
          
        

    

  


  

      

          -opaque cache_handle()


      



  



  
    
      
    
    
      cache_type/0



        
          
        

    

  


  

      

          -type cache_type() :: lru | clock.


      



  



  
    
      
    
    
      cf_descriptor/0



        
          
        

    

  


  

      

          -type cf_descriptor() :: {string(), cf_options()}.


      



  



  
    
      
    
    
      cf_handle/0



        
          
        

    

  


  

      

          -opaque cf_handle()


      



  



  
    
      
    
    
      cf_metadata/0



        
          
        

    

  


  

      

          -type cf_metadata() ::
          #{size => non_neg_integer(),
            file_count => non_neg_integer(),
            name => binary(),
            blob_file_size => non_neg_integer(),
            blob_files => [blob_metadata()]}.


      



  



  
    
      
    
    
      cf_options/0



        
          
        

    

  


  

      

          -type cf_options() ::
          [{block_cache_size_mb_for_point_lookup, non_neg_integer()} |
           {memtable_memory_budget, pos_integer()} |
           {write_buffer_size, pos_integer()} |
           {max_write_buffer_number, pos_integer()} |
           {min_write_buffer_number_to_merge, pos_integer()} |
           {enable_blob_files, boolean()} |
           {min_blob_size, non_neg_integer()} |
           {blob_file_size, non_neg_integer()} |
           {blob_compression_type, compression_type()} |
           {enable_blob_garbage_collection, boolean()} |
           {blob_garbage_collection_age_cutoff, float()} |
           {blob_garbage_collection_force_threshold, float()} |
           {blob_compaction_readahead_size, non_neg_integer()} |
           {blob_file_starting_level, non_neg_integer()} |
           {blob_cache, cache_handle()} |
           {prepopulate_blob_cache, prepopulate_blob_cache()} |
           {compression, compression_type()} |
           {bottommost_compression, compression_type()} |
           {compression_opts, compression_opts()} |
           {bottommost_compression_opts, compression_opts()} |
           {num_levels, pos_integer()} |
           {ttl, pos_integer()} |
           {level0_file_num_compaction_trigger, integer()} |
           {level0_slowdown_writes_trigger, integer()} |
           {level0_stop_writes_trigger, integer()} |
           {target_file_size_base, pos_integer()} |
           {target_file_size_multiplier, pos_integer()} |
           {max_bytes_for_level_base, pos_integer()} |
           {max_bytes_for_level_multiplier, pos_integer()} |
           {max_compaction_bytes, pos_integer()} |
           {arena_block_size, integer()} |
           {disable_auto_compactions, boolean()} |
           {compaction_style, compaction_style()} |
           {compaction_pri, compaction_pri()} |
           {compaction_options_fifo, compaction_options_fifo()} |
           {filter_deletes, boolean()} |
           {max_sequential_skip_in_iterations, pos_integer()} |
           {inplace_update_support, boolean()} |
           {inplace_update_num_locks, pos_integer()} |
           {table_factory_block_cache_size, pos_integer()} |
           {in_memory_mode, boolean()} |
           {block_based_table_options, block_based_table_options()} |
           {level_compaction_dynamic_level_bytes, boolean()} |
           {optimize_filters_for_hits, boolean()} |
           {prefix_extractor,
            {fixed_prefix_transform, integer()} | {capped_prefix_transform, integer()}} |
           {merge_operator, merge_operator()}].


      



  



  
    
      
    
    
      column_family/0



        
          
        

    

  


  

      

          -type column_family() :: cf_handle() | default_column_family.


      



  



  
    
      
    
    
      compact_range_options/0



        
          
        

    

  


  

      

          -type compact_range_options() ::
          [{exclusive_manual_compaction, boolean()} |
           {change_level, boolean()} |
           {target_level, integer()} |
           {allow_write_stall, boolean()} |
           {max_subcompactions, non_neg_integer()}].


      



  



  
    
      
    
    
      compaction_options_fifo/0



        
          
        

    

  


  

      

          -type compaction_options_fifo() ::
          [{max_table_file_size, pos_integer()} | {allow_compaction, boolean()}].


      



  



  
    
      
    
    
      compaction_pri/0



        
          
        

    

  


  

      

          -type compaction_pri() :: compensated_size | oldest_largest_seq_first | oldest_smallest_seq_first.


      



  



  
    
      
    
    
      compaction_style/0



        
          
        

    

  


  

      

          -type compaction_style() :: level | universal | fifo | none.


      



  



  
    
      
    
    
      compaction_ticker/0



        
          
        

    

  


  

      

          -type compaction_ticker() ::
          compact_read_bytes | compact_write_bytes | flush_write_bytes |
          compaction_key_drop_newer_entry | compaction_key_drop_obsolete |
          compaction_key_drop_range_del | compaction_key_drop_user | compaction_cancelled |
          number_superversion_acquires | number_superversion_releases.


      



  



  
    
      
    
    
      compression_opts/0



        
          
        

    

  


  

      

          -type compression_opts() ::
          [{enabled, boolean()} |
           {window_bits, pos_integer()} |
           {level, non_neg_integer()} |
           {strategy, integer()} |
           {max_dict_bytes, non_neg_integer()} |
           {zstd_max_train_bytes, non_neg_integer()}].


      



  



  
    
      
    
    
      compression_type/0



        
          
        

    

  


  

      

          -type compression_type() :: snappy | zlib | bzip2 | lz4 | lz4h | zstd | none.


      



  



  
    
      
    
    
      core_operation_histogram/0



        
          
        

    

  


  

      

          -type core_operation_histogram() ::
          db_get | db_write | db_multiget | db_seek | compaction_time | flush_time.


      



  



  
    
      
    
    
      db_handle/0



        
          
        

    

  


  

      

          -opaque db_handle()


      



  



  
    
      
    
    
      db_operation_ticker/0



        
          
        

    

  


  

      

          -type db_operation_ticker() ::
          number_keys_written | number_keys_read | number_keys_updated | bytes_written | bytes_read |
          iter_bytes_read | number_db_seek | number_db_next | number_db_prev | number_db_seek_found |
          number_db_next_found | number_db_prev_found.


      



  



  
    
      
    
    
      db_options/0



        
          
        

    

  


  

      

          -type db_options() ::
          [{env, env()} |
           {total_threads, pos_integer()} |
           {create_if_missing, boolean()} |
           {create_missing_column_families, boolean()} |
           {error_if_exists, boolean()} |
           {paranoid_checks, boolean()} |
           {max_open_files, integer()} |
           {max_total_wal_size, non_neg_integer()} |
           {use_fsync, boolean()} |
           {db_paths, [#db_path{path :: file:filename_all(), target_size :: non_neg_integer()}]} |
           {db_log_dir, file:filename_all()} |
           {wal_dir, file:filename_all()} |
           {delete_obsolete_files_period_micros, pos_integer()} |
           {max_background_jobs, pos_integer()} |
           {max_background_compactions, pos_integer()} |
           {max_background_flushes, pos_integer()} |
           {max_log_file_size, non_neg_integer()} |
           {log_file_time_to_roll, non_neg_integer()} |
           {keep_log_file_num, pos_integer()} |
           {max_manifest_file_size, pos_integer()} |
           {table_cache_numshardbits, pos_integer()} |
           {wal_ttl_seconds, non_neg_integer()} |
           {manual_wal_flush, boolean()} |
           {wal_size_limit_mb, non_neg_integer()} |
           {manifest_preallocation_size, pos_integer()} |
           {allow_mmap_reads, boolean()} |
           {allow_mmap_writes, boolean()} |
           {is_fd_close_on_exec, boolean()} |
           {stats_dump_period_sec, non_neg_integer()} |
           {advise_random_on_open, boolean()} |
           {access_hint, access_hint()} |
           {compaction_readahead_size, non_neg_integer()} |
           {use_adaptive_mutex, boolean()} |
           {bytes_per_sync, non_neg_integer()} |
           {skip_stats_update_on_db_open, boolean()} |
           {wal_recovery_mode, wal_recovery_mode()} |
           {allow_concurrent_memtable_write, boolean()} |
           {enable_write_thread_adaptive_yield, boolean()} |
           {db_write_buffer_size, non_neg_integer()} |
           {in_memory, boolean()} |
           {rate_limiter, rate_limiter_handle()} |
           {sst_file_manager, sst_file_manager()} |
           {write_buffer_manager, write_buffer_manager()} |
           {max_subcompactions, non_neg_integer()} |
           {atomic_flush, boolean()} |
           {use_direct_reads, boolean()} |
           {use_direct_io_for_flush_and_compaction, boolean()} |
           {enable_pipelined_write, boolean()} |
           {unordered_write, boolean()} |
           {two_write_queues, boolean()} |
           {statistics, statistics_handle()}].


      



  



  
    
      
    
    
      env/0



        
          
        

    

  


  

      

          -opaque env()


      



  



  
    
      
    
    
      env_handle/0



        
          
        

    

  


  

      

          -opaque env_handle()


      



  



  
    
      
    
    
      env_priority/0



        
          
        

    

  


  

      

          -type env_priority() :: priority_high | priority_low.


      



  



  
    
      
    
    
      env_type/0



        
          
        

    

  


  

      

          -type env_type() :: default | memenv.


      



  



  
    
      
    
    
      flush_options/0



        
          
        

    

  


  

      

          -type flush_options() :: [{wait, boolean()} | {allow_write_stall, boolean()}].


      



  



  
    
      
    
    
      fold_fun/0



        
          
        

    

  


  

      

          -type fold_fun() :: fun(({Key :: binary(), Value :: binary()}, any()) -> any()).


      



  



  
    
      
    
    
      fold_keys_fun/0



        
          
        

    

  


  

      

          -type fold_keys_fun() :: fun((Key :: binary(), any()) -> any()).


      



  



  
    
      
    
    
      histogram_info/0



        
          
        

    

  


  

      

          -type histogram_info() ::
          #{median => float(),
            percentile95 => float(),
            percentile99 => float(),
            average => float(),
            standard_deviation => float(),
            max => float(),
            count => non_neg_integer(),
            sum => non_neg_integer()}.


      



  



  
    
      
    
    
      ingest_external_file_option/0



        
          
        

    

  


  

      

          -type ingest_external_file_option() ::
          {move_files, boolean()} |
          {failed_move_fall_back_to_copy, boolean()} |
          {snapshot_consistency, boolean()} |
          {allow_global_seqno, boolean()} |
          {allow_blocking_flush, boolean()} |
          {ingest_behind, boolean()} |
          {verify_checksums_before_ingest, boolean()} |
          {verify_checksums_readahead_size, non_neg_integer()} |
          {verify_file_checksum, boolean()} |
          {fail_if_not_bottommost_level, boolean()} |
          {allow_db_generated_files, boolean()} |
          {fill_cache, boolean()}.


      



  



  
    
      
    
    
      io_sync_histogram/0



        
          
        

    

  


  

      

          -type io_sync_histogram() ::
          sst_read_micros | sst_write_micros | table_sync_micros | wal_file_sync_micros |
          bytes_per_read | bytes_per_write.


      



  



  
    
      
    
    
      iterator_action/0



        
          
        

    

  


  

      

          -type iterator_action() ::
          first | last | next | prev | binary() | {seek, binary()} | {seek_for_prev, binary()}.


      



  



  
    
      
    
    
      itr_handle/0



        
          
        

    

  


  

      

          -opaque itr_handle()


      



  



  
    
      
    
    
      memtable_stall_ticker/0



        
          
        

    

  


  

      

          -type memtable_stall_ticker() ::
          memtable_hit | memtable_miss | stall_micros | write_done_by_self | write_done_by_other |
          wal_file_synced.


      



  



  
    
      
    
    
      merge_operator/0



        
          
        

    

  


  

      

          -type merge_operator() ::
          erlang_merge_operator | bitset_merge_operator |
          {bitset_merge_operator, non_neg_integer()} |
          counter_merge_operator.


      



  



  
    
      
    
    
      options/0



        
          
        

    

  


  

      

          -type options() :: db_options() | cf_options().


      



  



  
    
      
    
    
      prepopulate_blob_cache/0



        
          
        

    

  


  

      

          -type prepopulate_blob_cache() :: disable | flush_only.


      



  



  
    
      
    
    
      range/0



        
          
        

    

  


  

      

          -type range() :: {Start :: binary(), Limit :: binary()}.


      



  



  
    
      
    
    
      rate_limiter_handle/0



        
          
        

    

  


  

      

          -opaque rate_limiter_handle()


      



  



  
    
      
    
    
      read_options/0



        
          
        

    

  


  

      

          -type read_options() ::
          [{read_tier, read_tier()} |
           {verify_checksums, boolean()} |
           {fill_cache, boolean()} |
           {iterate_upper_bound, binary()} |
           {iterate_lower_bound, binary()} |
           {tailing, boolean()} |
           {total_order_seek, boolean()} |
           {prefix_same_as_start, boolean()} |
           {snapshot, snapshot_handle()} |
           {auto_refresh_iterator_with_snapshot, boolean()} |
           {auto_readahead_size, boolean()} |
           {readahead_size, non_neg_integer()} |
           {async_io, boolean()} |
           {allow_unprepared_value, boolean()}].


      



  



  
    
      
    
    
      read_tier/0



        
          
        

    

  


  

      

          -type read_tier() :: read_all_tier | block_cache_tier | persisted_tier | memtable_tier.


      



  



  
    
      
    
    
      size_approximation_flag/0



        
          
        

    

  


  

      

          -type size_approximation_flag() :: none | include_memtables | include_files | include_both.


      



  



  
    
      
    
    
      snapshot_handle/0



        
          
        

    

  


  

      

          -opaque snapshot_handle()


      



  



  
    
      
    
    
      sst_file_info/0



        
          
        

    

  


  

      

          -type sst_file_info() ::
          #{file_path := binary(),
            smallest_key := binary(),
            largest_key := binary(),
            smallest_range_del_key := binary(),
            largest_range_del_key := binary(),
            file_size := non_neg_integer(),
            num_entries := non_neg_integer(),
            num_range_del_entries := non_neg_integer(),
            sequence_number := non_neg_integer()}.


      



  



  
    
      
    
    
      sst_file_manager/0



        
          
        

    

  


  

      

          -opaque sst_file_manager()


      



  



  
    
      
    
    
      sst_file_reader/0



        
          
        

    

  


  

      

          -opaque sst_file_reader()


      



  



  
    
      
    
    
      sst_file_reader_itr/0



        
          
        

    

  


  

      

          -opaque sst_file_reader_itr()


      



  



  
    
      
    
    
      sst_file_writer/0



        
          
        

    

  


  

      

          -opaque sst_file_writer()


      



  



  
    
      
    
    
      statistics_handle/0



        
          
        

    

  


  

      

          -opaque statistics_handle()


      



  



  
    
      
    
    
      stats_level/0



        
          
        

    

  


  

      

          -type stats_level() ::
          stats_disable_all | stats_except_tickers | stats_except_histogram_or_timers |
          stats_except_timers | stats_except_detailed_timers | stats_except_time_for_mutex | stats_all.


      



  



  
    
      
    
    
      table_properties/0



        
          
        

    

  


  

      

          -type table_properties() ::
          #{data_size := non_neg_integer(),
            index_size := non_neg_integer(),
            index_partitions := non_neg_integer(),
            top_level_index_size := non_neg_integer(),
            filter_size := non_neg_integer(),
            raw_key_size := non_neg_integer(),
            raw_value_size := non_neg_integer(),
            num_data_blocks := non_neg_integer(),
            num_entries := non_neg_integer(),
            num_deletions := non_neg_integer(),
            num_merge_operands := non_neg_integer(),
            num_range_deletions := non_neg_integer(),
            format_version := non_neg_integer(),
            fixed_key_len := non_neg_integer(),
            column_family_id := non_neg_integer(),
            column_family_name := binary(),
            filter_policy_name := binary(),
            comparator_name := binary(),
            merge_operator_name := binary(),
            prefix_extractor_name := binary(),
            property_collectors_names := binary(),
            compression_name := binary(),
            compression_options := binary(),
            creation_time := non_neg_integer(),
            oldest_key_time := non_neg_integer(),
            file_creation_time := non_neg_integer(),
            slow_compression_estimated_data_size := non_neg_integer(),
            fast_compression_estimated_data_size := non_neg_integer(),
            external_sst_file_global_seqno_offset := non_neg_integer()}.


      



  



  
    
      
    
    
      transaction_handle/0



        
          
        

    

  


  

      

          -opaque transaction_handle()


      



  



  
    
      
    
    
      transaction_histogram/0



        
          
        

    

  


  

      

          -type transaction_histogram() :: num_op_per_transaction.


      



  



  
    
      
    
    
      transaction_ticker/0



        
          
        

    

  


  

      

          -type transaction_ticker() ::
          txn_prepare_mutex_overhead | txn_old_commit_map_mutex_overhead | txn_duplicate_key_overhead |
          txn_snapshot_mutex_overhead | txn_get_try_again.


      



  



  
    
      
    
    
      wal_recovery_mode/0



        
          
        

    

  


  

      

          -type wal_recovery_mode() ::
          tolerate_corrupted_tail_records | absolute_consistency | point_in_time_recovery |
          skip_any_corrupted_records.


      



  



  
    
      
    
    
      write_actions/0



        
          
        

    

  


  

      

          -type write_actions() ::
          [{put, Key :: binary(), Value :: binary()} |
           {put, ColumnFamilyHandle :: cf_handle(), Key :: binary(), Value :: binary()} |
           {delete, Key :: binary()} |
           {delete, ColumnFamilyHandle :: cf_handle(), Key :: binary()} |
           {single_delete, Key :: binary()} |
           {single_delete, ColumnFamilyHandle :: cf_handle(), Key :: binary()} |
           clear].


      



  



  
    
      
    
    
      write_buffer_manager/0



        
          
        

    

  


  

      

          -opaque write_buffer_manager()


      



  



  
    
      
    
    
      write_options/0



        
          
        

    

  


  

      

          -type write_options() ::
          [{sync, boolean()} |
           {disable_wal, boolean()} |
           {ignore_missing_column_families, boolean()} |
           {no_slowdown, boolean()} |
           {low_pri, boolean()}].


      



  


        

      

      
        Functions


        


  
    
      
    
    
      batch()



        
          
        

    

  


  

      

          -spec batch() -> {ok, Batch :: batch_handle()}.


      


create a new batch in memory. A batch is a nif resource attached to the current process. Pay attention when you share it with other processes as it may not been released. To force its release you will need to use the close_batch function.

  



  
    
      
    
    
      batch_clear(Batch)



        
          
        

    

  


  

      

          -spec batch_clear(Batch :: batch_handle()) -> ok.


      


reset the batch, clear all operations.

  



  
    
      
    
    
      batch_count(_Batch)



        
          
        

    

  


  

      

          -spec batch_count(_Batch :: batch_handle()) -> Count :: non_neg_integer().


      


return the number of operations in the batch

  



  
    
      
    
    
      batch_data_size(_Batch)



        
          
        

    

  


  

      

          -spec batch_data_size(_Batch :: batch_handle()) -> BatchSize :: non_neg_integer().


      


Retrieve data size of the batch.

  



  
    
      
    
    
      batch_delete(Batch, Key)



        
          
        

    

  


  

      

          -spec batch_delete(Batch :: batch_handle(), Key :: binary()) -> ok.


      


batch implementation of delete operation to the batch

  



  
    
      
    
    
      batch_delete(Batch, ColumnFamily, Key)



        
          
        

    

  


  

      

          -spec batch_delete(Batch :: batch_handle(), ColumnFamily :: cf_handle(), Key :: binary()) -> ok.


      


like batch_delete/2 but apply the operation to a column family

  



  
    
      
    
    
      batch_delete_range(Batch, Begin, End)



        
          
        

    

  


  

      

          -spec batch_delete_range(Batch :: batch_handle(), Begin :: binary(), End :: binary()) -> ok.


      


Batch implementation of delete_range/5

  



  
    
      
    
    
      batch_delete_range(Batch, ColumnFamily, Begin, End)



        
          
        

    

  


  

      

          -spec batch_delete_range(Batch :: batch_handle(),
                         ColumnFamily :: cf_handle(),
                         Begin :: binary(),
                         End :: binary()) ->
                            ok.


      


Like batch_delete_range/3 but apply the operation to a column family

  



  
    
      
    
    
      batch_merge(Batch, Key, Value)



        
          
        

    

  


  

      

          -spec batch_merge(Batch :: batch_handle(), Key :: binary(), Value :: binary()) -> ok.


      


add a merge operation to the batch

  



  
    
      
    
    
      batch_merge(Batch, ColumnFamily, Key, Value)



        
          
        

    

  


  

      

          -spec batch_merge(Batch :: batch_handle(),
                  ColumnFamily :: cf_handle(),
                  Key :: binary(),
                  Value :: binary()) ->
                     ok.


      


like batch_mege/3 but apply the operation to a column family

  



  
    
      
    
    
      batch_put(Batch, Key, Value)



        
          
        

    

  


  

      

          -spec batch_put(Batch :: batch_handle(), Key :: binary(), Value :: binary()) -> ok.


      


add a put operation to the batch

  



  
    
      
    
    
      batch_put(Batch, ColumnFamily, Key, Value)



        
          
        

    

  


  

      

          -spec batch_put(Batch :: batch_handle(),
                ColumnFamily :: cf_handle(),
                Key :: binary(),
                Value :: binary()) ->
                   ok.


      


like batch_put/3 but apply the operation to a column family

  



  
    
      
    
    
      batch_rollback(Batch)



        
          
        

    

  


  

      

          -spec batch_rollback(Batch :: batch_handle()) -> ok.


      


rollback the operations to the latest checkpoint

  



  
    
      
    
    
      batch_savepoint(Batch)



        
          
        

    

  


  

      

          -spec batch_savepoint(Batch :: batch_handle()) -> ok.


      


store a checkpoint in the batch to which you can rollback later

  



  
    
      
    
    
      batch_single_delete(Batch, Key)



        
          
        

    

  


  

      

          -spec batch_single_delete(Batch :: batch_handle(), Key :: binary()) -> ok.


      


batch implementation of single_delete operation to the batch

  



  
    
      
    
    
      batch_single_delete(Batch, ColumnFamily, Key)



        
          
        

    

  


  

      

          -spec batch_single_delete(Batch :: batch_handle(), ColumnFamily :: cf_handle(), Key :: binary()) -> ok.


      


like batch_single_delete/2 but apply the operation to a column family

  



  
    
      
    
    
      batch_tolist(Batch)



        
          
        

    

  


  

      

          -spec batch_tolist(Batch :: batch_handle()) -> Ops :: write_actions().


      


return all the operation sin the batch as a list of operations

  



  
    
      
    
    
      cache_info(Cache)



        
          
        

    

  


  

      

          -spec cache_info(Cache) -> InfoList
                    when
                        Cache :: cache_handle(),
                        InfoList :: [InfoTuple],
                        InfoTuple ::
                            {capacity, non_neg_integer()} |
                            {strict_capacity, boolean()} |
                            {usage, non_neg_integer()} |
                            {pinned_usage, non_neg_integer()}.


      


return informations of a cache as a list of tuples. * {capacity, integer >=0} the maximum configured capacity of the cache. * {strict_capacity, boolean} the flag whether to return error on insertion when cache reaches its full capacity. * {usage, integer >=0} the memory size for the entries residing in the cache. * {pinned_usage, integer >= 0} the memory size for the entries in use by the system

  



  
    
      
    
    
      cache_info(Cache, Item)



        
          
        

    

  


  

      

          -spec cache_info(Cache, Item) -> Value
                    when
                        Cache :: cache_handle(),
                        Item :: capacity | strict_capacity | usage | pinned_usage,
                        Value :: term().


      


return the information associated with Item for cache Cache

  



  
    
      
    
    
      checkpoint(DbHandle, Path)



        
          
        

    

  


  

      

          -spec checkpoint(DbHandle :: db_handle(), Path :: file:filename_all()) -> ok | {error, any()}.


      


take a snapshot of a running RocksDB database in a separate directory http://rocksdb.org/blog/2609/use-checkpoints-for-efficient-snapshots/

  



  
    
      
    
    
      close(DBHandle)



        
          
        

    

  


  

      

          -spec close(DBHandle) -> Res when DBHandle :: db_handle(), Res :: ok | {error, any()}.


      


Close RocksDB

  



  
    
      
    
    
      close_backup_engine(BackupEngine)



        
          
        

    

  


  

      

          -spec close_backup_engine(backup_engine()) -> ok.


      


stop and close the backup engine note: experimental for testing only

  



  
    
      
    
    
      close_updates_iterator(Itr)



        
          
        

    

  


  


  



  
    
      
    
    
      coalescing_iterator(DBHandle, CFHandles, ReadOpts)



        
          
        

    

  


  

      

          -spec coalescing_iterator(DBHandle, CFHandles, ReadOpts) -> {ok, itr_handle()} | {error, any()}
                             when
                                 DBHandle :: db_handle(),
                                 CFHandles :: [cf_handle()],
                                 ReadOpts :: read_options().


      


Return a coalescing iterator over multiple column families. The iterator merges results from all column families and returns keys in sorted order. When the same key exists in multiple column families, only one value is returned (from the first CF in the list).

  



  
    
      
    
    
      compact_range(DBHandle, BeginKey, EndKey, CompactRangeOpts)



        
          
        

    

  


  

      

          -spec compact_range(DBHandle, BeginKey, EndKey, CompactRangeOpts) -> Res
                       when
                           DBHandle :: db_handle(),
                           BeginKey :: binary() | undefined,
                           EndKey :: binary() | undefined,
                           CompactRangeOpts :: compact_range_options(),
                           Res :: ok | {error, any()}.


      


Compact the underlying storage for the key range [*begin,*end]. The actual compaction interval might be superset of [*begin, *end]. In particular, deleted and overwritten versions are discarded, and the data is rearranged to reduce the cost of operations needed to access the data. This operation should typically only be invoked by users who understand the underlying implementation.
"begin==undefined" is treated as a key before all keys in the database. "end==undefined" is treated as a key after all keys in the database. Therefore the following call will compact the entire database: rocksdb::compact_range(Options, undefined, undefined); Note that after the entire database is compacted, all data are pushed down to the last level containing any data. If the total data size after compaction is reduced, that level might not be appropriate for hosting all the files. In this case, client could set options.change_level to true, to move the files back to the minimum level capable of holding the data set or a given level (specified by non-negative target_level).

  



  
    
      
    
    
      compact_range(DBHandle, CFHandle, BeginKey, EndKey, CompactRangeOpts)



        
          
        

    

  


  

      

          -spec compact_range(DBHandle, CFHandle, BeginKey, EndKey, CompactRangeOpts) -> Res
                       when
                           DBHandle :: db_handle(),
                           CFHandle :: cf_handle(),
                           BeginKey :: binary() | undefined,
                           EndKey :: binary() | undefined,
                           CompactRangeOpts :: compact_range_options(),
                           Res :: ok | {error, any()}.


      


Compact the underlying storage for the key range ["BeginKey", "EndKey"). like compact_range/3 but for a column family

  



  
    
      
    
    
      count(DBHandle)



        
          
        

    

  


  

      

          -spec count(DBHandle :: db_handle()) -> non_neg_integer() | {error, any()}.


      


Return the approximate number of keys in the default column family. Implemented by calling GetIntProperty with "rocksdb.estimate-num-keys"
this function is deprecated and will be removed in next major release.

  



  
    
      
    
    
      count(DBHandle, CFHandle)



        
          
        

    

  


  

      

          -spec count(DBHandle :: db_handle(), CFHandle :: cf_handle()) -> non_neg_integer() | {error, any()}.


      


Return the approximate number of keys in the specified column family.
this function is deprecated and will be removed in next major release.

  



  
    
      
    
    
      create_column_family(DBHandle, Name, CFOpts)



        
          
        

    

  


  

      

          -spec create_column_family(DBHandle, Name, CFOpts) -> Res
                              when
                                  DBHandle :: db_handle(),
                                  Name :: string(),
                                  CFOpts :: cf_options(),
                                  Res :: {ok, cf_handle()} | {error, any()}.


      


Create a new column family

  



  
    
      
    
    
      create_new_backup(BackupEngine, Db)



        
          
        

    

  


  

      

          -spec create_new_backup(BackupEngine :: backup_engine(), Db :: db_handle()) -> ok | {error, term()}.


      


Captures the state of the database in the latest backup

  



  
    
      
    
    
      default_env()



        
          
        

    

  


  


  



  
    
      
    
    
      delete(DBHandle, Key, WriteOpts)



        
          
        

    

  


  

      

          -spec delete(DBHandle, Key, WriteOpts) -> ok | {error, any()}
                when DBHandle :: db_handle(), Key :: binary(), WriteOpts :: write_options().


      


Delete a key/value pair in the default column family

  



  
    
      
    
    
      delete(DBHandle, CFHandle, Key, WriteOpts)



        
          
        

    

  


  

      

          -spec delete(DBHandle, CFHandle, Key, WriteOpts) -> Res
                when
                    DBHandle :: db_handle(),
                    CFHandle :: cf_handle(),
                    Key :: binary(),
                    WriteOpts :: write_options(),
                    Res :: ok | {error, any()}.


      


Delete a key/value pair in the specified column family

  



  
    
      
    
    
      delete_backup(BackupEngine, BackupId)



        
          
        

    

  


  

      

          -spec delete_backup(BackupEngine :: backup_engine(), BackupId :: non_neg_integer()) ->
                       ok | {error, any()}.


      


deletes a specific backup

  



  
    
      
    
    
      delete_entity(DBHandle, Key, WriteOpts)



        
          
        

    

  


  

      

          -spec delete_entity(DBHandle, Key, WriteOpts) -> Res
                       when
                           DBHandle :: db_handle(),
                           Key :: binary(),
                           WriteOpts :: write_options(),
                           Res :: ok | {error, any()}.


      


Delete an entity (same as regular delete). Entities are deleted using the normal delete operation - all columns are removed when the key is deleted.

  



  
    
      
    
    
      delete_entity(DBHandle, CFHandle, Key, WriteOpts)



        
          
        

    

  


  

      

          -spec delete_entity(DBHandle, CFHandle, Key, WriteOpts) -> Res
                       when
                           DBHandle :: db_handle(),
                           CFHandle :: cf_handle(),
                           Key :: binary(),
                           WriteOpts :: write_options(),
                           Res :: ok | {error, any()}.


      


Delete an entity from a column family (same as regular delete).

  



  
    
      
    
    
      delete_range(DBHandle, BeginKey, EndKey, WriteOpts)



        
          
        

    

  


  

      

          -spec delete_range(DBHandle, BeginKey, EndKey, WriteOpts) -> Res
                      when
                          DBHandle :: db_handle(),
                          BeginKey :: binary(),
                          EndKey :: binary(),
                          WriteOpts :: write_options(),
                          Res :: ok | {error, any()}.


      


Removes the database entries in the range ["BeginKey", "EndKey"), i.e., including "BeginKey" and excluding "EndKey". Returns OK on success, and a non-OK status on error. It is not an error if no keys exist in the range ["BeginKey", "EndKey").
This feature is currently an experimental performance optimization for deleting very large ranges of contiguous keys. Invoking it many times or on small ranges may severely degrade read performance; in particular, the resulting performance can be worse than calling Delete() for each key in the range. Note also the degraded read performance affects keys outside the deleted ranges, and affects database operations involving scans, like flush and compaction.
Consider setting ReadOptions::ignore_range_deletions = true to speed up reads for key(s) that are known to be unaffected by range deletions.

  



  
    
      
    
    
      delete_range(DBHandle, CFHandle, BeginKey, EndKey, WriteOpts)



        
          
        

    

  


  

      

          -spec delete_range(DBHandle, CFHandle, BeginKey, EndKey, WriteOpts) -> Res
                      when
                          DBHandle :: db_handle(),
                          CFHandle :: cf_handle(),
                          BeginKey :: binary(),
                          EndKey :: binary(),
                          WriteOpts :: write_options(),
                          Res :: ok | {error, any()}.


      


Removes the database entries in the range ["BeginKey", "EndKey"). like delete_range/3 but for a column family

  



  
    
      
    
    
      destroy(Name, DBOpts)



        
          
        

    

  


  

      

          -spec destroy(Name :: file:filename_all(), DBOpts :: db_options()) -> ok | {error, any()}.


      


Destroy the contents of the specified database. Be very careful using this method.

  



  
    
      
    
    
      destroy_column_family(CFHandle)



        
          
        

    

  


  


  



  
    
      
    
    
      destroy_column_family(DBHandle, CFHandle)



        
          
        

    

  


  

      

          -spec destroy_column_family(DBHandle, CFHandle) -> Res
                               when
                                   DBHandle :: db_handle(),
                                   CFHandle :: cf_handle(),
                                   Res :: ok | {error, any()}.


      


Destroy a column family

  



  
    
      
    
    
      destroy_env(Env)



        
          
        

    

  


  

      

          -spec destroy_env(Env :: env_handle()) -> ok.


      


destroy an environment

  



  
    
      
    
    
      drop_column_family(CFHandle)



        
          
        

    

  


  


  



  
    
      
    
    
      drop_column_family(DBHandle, CFHandle)



        
          
        

    

  


  

      

          -spec drop_column_family(DBHandle, CFHandle) -> Res
                            when
                                DBHandle :: db_handle(),
                                CFHandle :: cf_handle(),
                                Res :: ok | {error, any()}.


      


Drop a column family

  



  
    
      
    
    
      flush(DbHandle, FlushOptions)



        
          
        

    

  


  

      

          -spec flush(db_handle(), flush_options()) -> ok | {error, term()}.


      


Flush all mem-table data.

  



  
    
      
    
    
      flush(DbHandle, Cf, FlushOptions)



        
          
        

    

  


  

      

          -spec flush(db_handle(), column_family(), flush_options()) -> ok | {error, term()}.


      


Flush all mem-table data for a column family

  



  
    
      
    
    
      fold(DBHandle, Fun, AccIn, ReadOpts)



        
          
        

    

  


  

      

          -spec fold(DBHandle, Fun, AccIn, ReadOpts) -> AccOut
              when
                  DBHandle :: db_handle(),
                  Fun :: fold_fun(),
                  AccIn :: any(),
                  ReadOpts :: read_options(),
                  AccOut :: any().


      


Calls Fun(Elem, AccIn) on successive elements in the default column family starting with AccIn == Acc0. Fun/2 must return a new accumulator which is passed to the next call. The function returns the final value of the accumulator. Acc0 is returned if the default column family is empty.
this function is deprecated and will be removed in next major release. You should use the iterator API instead.

  



  
    
      
    
    
      fold(DBHandle, CFHandle, Fun, AccIn, ReadOpts)



        
          
        

    

  


  

      

          -spec fold(DBHandle, CFHandle, Fun, AccIn, ReadOpts) -> AccOut
              when
                  DBHandle :: db_handle(),
                  CFHandle :: cf_handle(),
                  Fun :: fold_fun(),
                  AccIn :: any(),
                  ReadOpts :: read_options(),
                  AccOut :: any().


      


Calls Fun(Elem, AccIn) on successive elements in the specified column family Other specs are same with fold/4
this function is deprecated and will be removed in next major release. You should use the iterator API instead.

  



  
    
      
    
    
      fold_keys(DBHandle, Fun, AccIn, ReadOpts)



        
          
        

    

  


  

      

          -spec fold_keys(DBHandle, Fun, AccIn, ReadOpts) -> AccOut
                   when
                       DBHandle :: db_handle(),
                       Fun :: fold_keys_fun(),
                       AccIn :: any(),
                       ReadOpts :: read_options(),
                       AccOut :: any().


      


Calls Fun(Elem, AccIn) on successive elements in the default column family starting with AccIn == Acc0. Fun/2 must return a new accumulator which is passed to the next call. The function returns the final value of the accumulator. Acc0 is returned if the default column family is empty.
this function is deprecated and will be removed in next major release. You should use the iterator API instead.

  



  
    
      
    
    
      fold_keys(DBHandle, CFHandle, Fun, AccIn, ReadOpts)



        
          
        

    

  


  

      

          -spec fold_keys(DBHandle, CFHandle, Fun, AccIn, ReadOpts) -> AccOut
                   when
                       DBHandle :: db_handle(),
                       CFHandle :: cf_handle(),
                       Fun :: fold_keys_fun(),
                       AccIn :: any(),
                       ReadOpts :: read_options(),
                       AccOut :: any().


      


Calls Fun(Elem, AccIn) on successive elements in the specified column family Other specs are same with fold_keys/4
this function is deprecated and will be removed in next major release. You should use the iterator API instead.

  



  
    
      
    
    
      gc_backup_engine(BackupEngine)



        
          
        

    

  


  

      

          -spec gc_backup_engine(backup_engine()) -> ok.


      


Will delete all the files we don't need anymore It will do the full scan of the files/ directory and delete all the files that are not referenced.

  



  
    
      
    
    
      get(DBHandle, Key, ReadOpts)



        
          
        

    

  


  

      

          -spec get(DBHandle, Key, ReadOpts) -> Res
             when
                 DBHandle :: db_handle(),
                 Key :: binary(),
                 ReadOpts :: read_options(),
                 Res :: {ok, binary()} | not_found | {error, {corruption, string()}} | {error, any()}.


      


Retrieve a key/value pair in the default column family

  



  
    
      
    
    
      get(DBHandle, CFHandle, Key, ReadOpts)



        
          
        

    

  


  

      

          -spec get(DBHandle, CFHandle, Key, ReadOpts) -> Res
             when
                 DBHandle :: db_handle(),
                 CFHandle :: cf_handle(),
                 Key :: binary(),
                 ReadOpts :: read_options(),
                 Res :: {ok, binary()} | not_found | {error, {corruption, string()}} | {error, any()}.


      


Retrieve a key/value pair in the specified column family

  



  
    
      
    
    
      get_approximate_memtable_stats(DBHandle, StartKey, LimitKey)



        
          
        

    

  


  

      

          -spec get_approximate_memtable_stats(DBHandle, StartKey, LimitKey) -> Res
                                        when
                                            DBHandle :: db_handle(),
                                            StartKey :: binary(),
                                            LimitKey :: binary(),
                                            Res ::
                                                {ok,
                                                 {Count :: non_neg_integer(), Size :: non_neg_integer()}}.


      


The method is similar to GetApproximateSizes, except it returns approximate number of records in memtables.

  



  
    
      
    
    
      get_approximate_memtable_stats(DBHandle, CFHandle, StartKey, LimitKey)



        
          
        

    

  


  

      

          -spec get_approximate_memtable_stats(DBHandle, CFHandle, StartKey, LimitKey) -> Res
                                        when
                                            DBHandle :: db_handle(),
                                            CFHandle :: cf_handle(),
                                            StartKey :: binary(),
                                            LimitKey :: binary(),
                                            Res ::
                                                {ok,
                                                 {Count :: non_neg_integer(), Size :: non_neg_integer()}}.


      



  



  
    
      
    
    
      get_approximate_sizes(DBHandle, Ranges, IncludeFlags)



        
          
        

    

  


  

      

          -spec get_approximate_sizes(DBHandle, Ranges, IncludeFlags) -> Sizes
                               when
                                   DBHandle :: db_handle(),
                                   Ranges :: [range()],
                                   IncludeFlags :: size_approximation_flag(),
                                   Sizes :: [non_neg_integer()].


      


For each i in [0,n-1], store in "Sizes[i]", the approximate file system space used by keys in "[range[i].start .. range[i].limit)".
Note that the returned sizes measure file system space usage, so if the user data compresses by a factor of ten, the returned sizes will be one-tenth the size of the corresponding user data size.
If IncludeFlags defines whether the returned size should include the recently written data in the mem-tables (if the mem-table type supports it), data serialized to disk, or both.

  



  
    
      
    
    
      get_approximate_sizes(DBHandle, CFHandle, Ranges, IncludeFlags)



        
          
        

    

  


  

      

          -spec get_approximate_sizes(DBHandle, CFHandle, Ranges, IncludeFlags) -> Sizes
                               when
                                   DBHandle :: db_handle(),
                                   CFHandle :: cf_handle(),
                                   Ranges :: [range()],
                                   IncludeFlags :: size_approximation_flag(),
                                   Sizes :: [non_neg_integer()].


      



  



  
    
      
    
    
      get_backup_info(BackupEngine)



        
          
        

    

  


  

      

          -spec get_backup_info(backup_engine()) -> [backup_info()].


      


Returns info about backups in backup_info

  



  
    
      
    
    
      get_capacity(Cache)



        
          
        

    

  


  


  



  
    
      
    
    
      get_column_family_metadata(DBHandle)



        
          
        

    

  


  

      

          -spec get_column_family_metadata(DBHandle) -> {ok, cf_metadata()} when DBHandle :: db_handle().


      


Get column family metadata including blob file information.

  



  
    
      
    
    
      get_column_family_metadata(DBHandle, CFHandle)



        
          
        

    

  


  

      

          -spec get_column_family_metadata(DBHandle, CFHandle) -> {ok, cf_metadata()}
                                    when DBHandle :: db_handle(), CFHandle :: cf_handle().


      


Get column family metadata for a specific column family.

  



  
    
      
    
    
      get_entity(DBHandle, Key, ReadOpts)



        
          
        

    

  


  

      

          -spec get_entity(DBHandle, Key, ReadOpts) -> Res
                    when
                        DBHandle :: db_handle(),
                        Key :: binary(),
                        ReadOpts :: read_options(),
                        Res :: {ok, [{binary(), binary()}]} | not_found | {error, any()}.


      


Retrieve an entity (wide-column key) from the default column family. Returns the columns as a proplist of {Name, Value} tuples.

  



  
    
      
    
    
      get_entity(DBHandle, CFHandle, Key, ReadOpts)



        
          
        

    

  


  

      

          -spec get_entity(DBHandle, CFHandle, Key, ReadOpts) -> Res
                    when
                        DBHandle :: db_handle(),
                        CFHandle :: cf_handle(),
                        Key :: binary(),
                        ReadOpts :: read_options(),
                        Res :: {ok, [{binary(), binary()}]} | not_found | {error, any()}.


      


Retrieve an entity (wide-column key) from the specified column family.

  



  
    
      
    
    
      get_latest_sequence_number(Db)



        
          
        

    

  


  

      

          -spec get_latest_sequence_number(Db :: db_handle()) -> Seq :: non_neg_integer().


      


gThe sequence number of the most recent transaction.

  



  
    
      
    
    
      get_pinned_usage(Cache)



        
          
        

    

  


  


  



  
    
      
    
    
      get_property(DBHandle, Property)



        
          
        

    

  


  

      

          -spec get_property(DBHandle :: db_handle(), Property :: binary()) -> {ok, any()} | {error, any()}.


      


Return the RocksDB internal status of the default column family specified at Property

  



  
    
      
    
    
      get_property(DBHandle, CFHandle, Property)



        
          
        

    

  


  

      

          -spec get_property(DBHandle :: db_handle(), CFHandle :: cf_handle(), Property :: binary()) ->
                      {ok, binary()} | {error, any()}.


      


Return the RocksDB internal status of the specified column family specified at Property

  



  
    
      
    
    
      get_snapshot_sequence(SnapshotHandle)



        
          
        

    

  


  

      

          -spec get_snapshot_sequence(SnapshotHandle :: snapshot_handle()) -> Sequence :: non_neg_integer().


      


returns Snapshot's sequence number

  



  
    
      
    
    
      get_usage(Cache)



        
          
        

    

  


  


  



  
    
      
    
    
      ingest_external_file(DbHandle, Files, Options)



        
          
        

    

  


  

      

          -spec ingest_external_file(DbHandle, Files, Options) -> Result
                              when
                                  DbHandle :: db_handle(),
                                  Files :: [file:filename_all()],
                                  Options :: [ingest_external_file_option()],
                                  Result :: ok | {error, any()}.


      


Ingest external SST files into the database.
This function loads one or more external SST files created by sst_file_writer into the database. The files are ingested at the appropriate level in the LSM tree based on their key ranges.
Options: - move_files: Move files instead of copying (default: false) - failed_move_fall_back_to_copy: Fall back to copy if move fails (default: true) - snapshot_consistency: Check snapshot consistency (default: true) - allow_global_seqno: Allow assigning global sequence numbers (default: true) - allow_blocking_flush: Allow blocking flush (default: true) - ingest_behind: Ingest files to bottommost level (default: false) - verify_checksums_before_ingest: Verify checksums before ingest (default: true) - verify_checksums_readahead_size: Readahead size for checksum verification (default: 0) - verify_file_checksum: Verify file checksum if present (default: true) - fail_if_not_bottommost_level: Fail if files don't go to bottommost level (default: false) - allow_db_generated_files: Allow files generated by this DB (default: false) - fill_cache: Fill block cache on ingest (default: true)

  



  
    
      
    
    
      ingest_external_file(DbHandle, CfHandle, Files, Options)



        
          
        

    

  


  

      

          -spec ingest_external_file(DbHandle, CfHandle, Files, Options) -> Result
                              when
                                  DbHandle :: db_handle(),
                                  CfHandle :: cf_handle(),
                                  Files :: [file:filename_all()],
                                  Options :: [ingest_external_file_option()],
                                  Result :: ok | {error, any()}.


      


Ingest external SST files into a specific column family.
Same as ingest_external_file/3 but allows specifying a column family.

  



  
    
      
    
    
      is_empty(DBHandle)



        
          
        

    

  


  

      

          -spec is_empty(DBHandle :: db_handle()) -> true | false.


      


is the database empty

  



  
    
      
    
    
      iterator(DBHandle, ReadOpts)



        
          
        

    

  


  

      

          -spec iterator(DBHandle, ReadOpts) -> Res
                  when
                      DBHandle :: db_handle(),
                      ReadOpts :: read_options(),
                      Res :: {ok, itr_handle()} | {error, any()}.


      


Return a iterator over the contents of the database. The result of iterator() is initially invalid (caller must call iterator_move function on the iterator before using it).

  



  
    
      
    
    
      iterator(DBHandle, CFHandle, ReadOpts)



        
          
        

    

  


  

      

          -spec iterator(DBHandle, CFHandle, ReadOpts) -> Res
                  when
                      DBHandle :: db_handle(),
                      CFHandle :: cf_handle(),
                      ReadOpts :: read_options(),
                      Res :: {ok, itr_handle()} | {error, any()}.


      


Return a iterator over the contents of the database. The result of iterator() is initially invalid (caller must call iterator_move function on the iterator before using it).

  



  
    
      
    
    
      iterator_close(ITRHandle)



        
          
        

    

  


  

      

          -spec iterator_close(ITRHandle) -> ok | {error, _} when ITRHandle :: itr_handle().


      


Close a iterator

  



  
    
      
    
    
      iterator_columns(ITRHandle)



        
          
        

    

  


  

      

          -spec iterator_columns(ITRHandle) -> Res
                          when
                              ITRHandle :: itr_handle(),
                              Res :: {ok, [{binary(), binary()}]} | {error, any()}.


      


Get the columns of the current iterator entry. Returns the wide columns for the current entry. For entities, returns all columns. For regular key-values, returns a single column with an empty name (the default column) containing the value.

  



  
    
      
    
    
      iterator_move(ITRHandle, ITRAction)



        
          
        

    

  


  

      

          -spec iterator_move(ITRHandle, ITRAction) ->
                       {ok, Key :: binary(), Value :: binary()} |
                       {ok, Key :: binary()} |
                       {error, invalid_iterator} |
                       {error, iterator_closed}
                       when ITRHandle :: itr_handle(), ITRAction :: iterator_action().


      


Move to the specified place

  



  
    
      
    
    
      iterator_prepare_value(ITRHandle)



        
          
        

    

  


  

      

          -spec iterator_prepare_value(ITRHandle) -> ok | {error, any()} when ITRHandle :: itr_handle().


      


Load the blob value for the current iterator position. Use with {allow_unprepared_value, true} to enable efficient key-only scanning with selective value loading.

  



  
    
      
    
    
      iterator_refresh(ITRHandle)



        
          
        

    

  


  

      

          -spec iterator_refresh(ITRHandle) -> ok when ITRHandle :: itr_handle().


      


Refresh iterator

  



  
    
      
    
    
      iterators(DBHandle, CFHandle, ReadOpts)



        
          
        

    

  


  

      

          -spec iterators(DBHandle, CFHandle, ReadOpts) -> {ok, itr_handle()} | {error, any()}
                   when DBHandle :: db_handle(), CFHandle :: cf_handle(), ReadOpts :: read_options().


      


Return a iterator over the contents of the specified column family.

  



  
    
      
    
    
      list_column_families(Name, DBOpts)



        
          
        

    

  


  

      

          -spec list_column_families(Name, DBOpts) -> Res
                              when
                                  Name :: file:filename_all(),
                                  DBOpts :: db_options(),
                                  Res :: {ok, [string()]} | {error, any()}.


      


List column families

  



  
    
      
    
    
      mem_env()



        
          
        

    

  


  


  



  
    
      
    
    
      merge(DBHandle, Key, Value, WriteOpts)



        
          
        

    

  


  

      

          -spec merge(DBHandle, Key, Value, WriteOpts) -> Res
               when
                   DBHandle :: db_handle(),
                   Key :: binary(),
                   Value :: binary(),
                   WriteOpts :: write_options(),
                   Res :: ok | {error, any()}.


      


Merge a key/value pair into the default column family

  



  
    
      
    
    
      merge(DBHandle, CFHandle, Key, Value, WriteOpts)



        
          
        

    

  


  

      

          -spec merge(DBHandle, CFHandle, Key, Value, WriteOpts) -> Res
               when
                   DBHandle :: db_handle(),
                   CFHandle :: cf_handle(),
                   Key :: binary(),
                   Value :: binary(),
                   WriteOpts :: write_options(),
                   Res :: ok | {error, any()}.


      


Merge a key/value pair into the specified column family

  



  
    
      
    
    
      multi_get(DBHandle, Keys, ReadOpts)



        
          
        

    

  


  

      

          -spec multi_get(DBHandle, Keys, ReadOpts) -> Results
                   when
                       DBHandle :: db_handle(),
                       Keys :: [binary()],
                       ReadOpts :: read_options(),
                       Results :: [{ok, binary()} | not_found | {error, any()}].


      


Retrieve multiple key/value pairs in a single call. Returns a list of results in the same order as the input keys. Each result is either {ok, Value}, not_found, or {error, Reason}. This is more efficient than calling get/3 multiple times.

  



  
    
      
    
    
      multi_get(DBHandle, CFHandle, Keys, ReadOpts)



        
          
        

    

  


  

      

          -spec multi_get(DBHandle, CFHandle, Keys, ReadOpts) -> Results
                   when
                       DBHandle :: db_handle(),
                       CFHandle :: cf_handle(),
                       Keys :: [binary()],
                       ReadOpts :: read_options(),
                       Results :: [{ok, binary()} | not_found | {error, any()}].


      


Retrieve multiple key/value pairs from a specific column family. Returns a list of results in the same order as the input keys.

  



  
    
      
    
    
      new_cache(Type, Capacity)



        
          
        

    

  


  

      

          -spec new_cache(Type :: cache_type(), Capacity :: non_neg_integer()) -> {ok, cache_handle()}.


      


// Create a new cache.

  



  
    
      
    
    
      new_clock_cache(Capacity)



        
          
        

    

  


  


  



  
    
      
    
    
      new_env()



        
          
        

    

  


  

      

          -spec new_env() -> {ok, env_handle()}.


      


return a default db environment

  



  
    
      
    
    
      new_env(EnvType)



        
          
        

    

  


  

      

          -spec new_env(EnvType :: env_type()) -> {ok, env_handle()}.


      


return a db environment

  



  
    
      
    
    
      new_lru_cache(Capacity)



        
          
        

    

  


  


  



  
    
      
    
    
      new_rate_limiter(RateBytesPerSec, Auto)



        
          
        

    

  


  

create new Limiter

  



  
    
      
    
    
      new_sst_file_manager(Env)



        
          
        

    

  


  

      

          -spec new_sst_file_manager(env_handle()) -> {ok, sst_file_manager()} | {error, any()}.


      


create new SstFileManager with the default options: RateBytesPerSec = 0, MaxTrashDbRatio = 0.25, BytesMaxDeleteChunk = 64 * 1024 * 1024.

  



  
    
      
    
    
      new_sst_file_manager(Env, OptionsList)



        
          
        

    

  


  

      

          -spec new_sst_file_manager(Env, OptionsList) -> Result
                              when
                                  Env :: env_handle(),
                                  OptionsList :: [OptionTuple],
                                  OptionTuple ::
                                      {delete_rate_bytes_per_sec, non_neg_integer()} |
                                      {max_trash_db_ratio, float()} |
                                      {bytes_max_delete_chunk, non_neg_integer()},
                                  Result :: {ok, sst_file_manager()} | {error, any()}.


      


create new SstFileManager that can be shared among multiple RocksDB instances to track SST file and control there deletion rate.
* Env is an environment resource created using rocksdb:new_env/{0,1}. * delete_rate_bytes_per_sec: How many bytes should be deleted per second, If this value is set to 1024 (1 Kb / sec) and we deleted a file of size 4 Kb in 1 second, we will wait for another 3 seconds before we delete other files, Set to 0 to disable deletion rate limiting. * max_trash_db_ratio: If the trash size constitutes for more than this fraction of the total DB size we will start deleting new files passed to DeleteScheduler immediately * bytes_max_delete_chunk: if a file to delete is larger than delete chunk, ftruncate the file by this size each time, rather than dropping the whole file. 0 means to always delete the whole file. If the file has more than one linked names, the file will be deleted as a whole. Either way, delete_rate_bytes_per_sec will be appreciated. NOTE that with this option, files already renamed as a trash may be partial, so users should not directly recover them without checking.

  



  
    
      
    
    
      new_statistics()



        
          
        

    

  


  

      

          -spec new_statistics() -> {ok, statistics_handle()}.


      



  



  
    
      
    
    
      new_write_buffer_manager(BufferSize)



        
          
        

    

  


  

      

          -spec new_write_buffer_manager(BufferSize :: non_neg_integer()) -> {ok, write_buffer_manager()}.


      


create a new WriteBufferManager.

  



  
    
      
    
    
      new_write_buffer_manager(BufferSize, Cache)



        
          
        

    

  


  

      

          -spec new_write_buffer_manager(BufferSize :: non_neg_integer(), Cache :: cache_handle()) ->
                                  {ok, write_buffer_manager()}.


      


create a new WriteBufferManager. a WriteBufferManager is for managing memory allocation for one or more MemTables.
The memory usage of memtable will report to this object. The same object can be passed into multiple DBs and it will track the sum of size of all the DBs. If the total size of all live memtables of all the DBs exceeds a limit, a flush will be triggered in the next DB to which the next write is issued.
If the object is only passed to on DB, the behavior is the same as db_write_buffer_size. When write_buffer_manager is set, the value set will override db_write_buffer_size.

  



  
    
      
    
    
      next_binary_update(Itr)



        
          
        

    

  


  


  



  
    
      
    
    
      next_update(Itr)



        
          
        

    

  


  


  



  
    
      
    
    
      open(Name, DBOpts)



        
          
        

    

  


  

      

          -spec open(Name, DBOpts) -> Result
              when
                  Name :: file:filename_all(),
                  DBOpts :: options(),
                  Result :: {ok, db_handle()} | {error, any()}.


      


Open RocksDB with the defalut column family

  



  
    
      
    
    
      open(Name, DBOpts, CFDescriptors)



        
          
        

    

  


  

      

          -spec open(Name, DBOpts, CFDescriptors) -> {ok, db_handle(), [cf_handle()]} | {error, any()}
              when
                  Name :: file:filename_all(),
                  DBOpts :: db_options(),
                  CFDescriptors :: [cf_descriptor()].


      


Open RocksDB with the specified column families

  



  
    
      
    
    
      open_backup_engine(Path)



        
          
        

    

  


  

      

          -spec open_backup_engine(Path :: string()) -> {ok, backup_engine()} | {error, term()}.


      


open a new backup engine for creating new backups.

  



  
    
      
    
    
      open_optimistic_transaction_db(Name, DbOpts)



        
          
        

    

  


  


  



  
    
      
    
    
      open_optimistic_transaction_db(Name, DbOpts, CFDescriptors)



        
          
        

    

  


  


  



  
    
      
    
    
      open_pessimistic_transaction_db(Name, DbOpts)



        
          
        

    

  


  

      

          -spec open_pessimistic_transaction_db(Name :: file:filename_all(), DbOpts :: db_options()) ->
                                         {ok, db_handle(), [cf_handle()]} | {error, any()}.


      


open a database with pessimistic transaction support. Pessimistic transactions acquire locks on keys when they are accessed, providing strict serializability at the cost of potential lock contention.

  



  
    
      
    
    
      open_pessimistic_transaction_db(Name, DbOpts, CfDescriptors)



        
          
        

    

  


  

      

          -spec open_pessimistic_transaction_db(Name :: file:filename_all(),
                                      DbOpts :: db_options(),
                                      CfDescriptors :: [cf_descriptor()]) ->
                                         {ok, db_handle(), [cf_handle()]} | {error, any()}.


      


open a database with pessimistic transaction support and column families.

  



  
    
      
    
    
      open_readonly(Name, DBOpts)



        
          
        

    

  


  

      

          -spec open_readonly(Name, DBOpts) -> Result
                       when
                           Name :: file:filename_all(),
                           DBOpts :: options(),
                           Result :: {ok, db_handle()} | {error, any()}.


      



  



  
    
      
    
    
      open_readonly(Name, DBOpts, CFDescriptors)



        
          
        

    

  


  

      

          -spec open_readonly(Name, DBOpts, CFDescriptors) -> {ok, db_handle(), [cf_handle()]} | {error, any()}
                       when
                           Name :: file:filename_all(),
                           DBOpts :: db_options(),
                           CFDescriptors :: [cf_descriptor()].


      


Open read-only RocksDB with the specified column families

  



  
    
      
    
    
      open_with_cf(Name, DbOpts, CFDescriptors)



        
          
        

    

  


  


  



  
    
      
    
    
      open_with_cf_readonly(Name, DbOpts, CFDescriptors)



        
          
        

    

  


  


  



  
    
      
    
    
      open_with_ttl(Name, DBOpts, TTL, ReadOnly)



        
          
        

    

  


  

      

          -spec open_with_ttl(Name, DBOpts, TTL, ReadOnly) -> {ok, db_handle()} | {error, any()}
                       when
                           Name :: file:filename_all(),
                           DBOpts :: db_options(),
                           TTL :: integer(),
                           ReadOnly :: boolean().


      


Open RocksDB with TTL support This API should be used to open the db when key-values inserted are meant to be removed from the db in a non-strict TTL amount of time Therefore, this guarantees that key-values inserted will remain in the db for >= TTL amount of time and the db will make efforts to remove the key-values as soon as possible after ttl seconds of their insertion.
BEHAVIOUR: TTL is accepted in seconds (int32_t)Timestamp(creation) is suffixed to values in Put internally Expired TTL values deleted in compaction only:(Timestamp+ttl<time_now) Get/Iterator may return expired entries(compaction not run on them yet) Different TTL may be used during different Opens Example: Open1 at t=0 with TTL=4 and insert k1,k2, close at t=2 Open2 at t=3 with TTL=5. Now k1,k2 should be deleted at t>=5 Readonly=true opens in the usual read-only mode. Compactions will not be triggered(neither manual nor automatic), so no expired entries removed

  



  
    
      
    
    
      pessimistic_transaction(TransactionDB, WriteOptions)



        
          
        

    

  


  

      

          -spec pessimistic_transaction(TransactionDB :: db_handle(), WriteOptions :: write_options()) ->
                                 {ok, transaction_handle()} | {error, any()}.


      


create a new pessimistic transaction. Pessimistic transactions use row-level locking with deadlock detection.

  



  
    
      
    
    
      pessimistic_transaction(TransactionDB, WriteOptions, TxnOptions)



        
          
        

    

  


  

      

          -spec pessimistic_transaction(TransactionDB :: db_handle(),
                              WriteOptions :: write_options(),
                              TxnOptions :: list()) ->
                                 {ok, transaction_handle()} | {error, any()}.


      


create a new pessimistic transaction with transaction options. Transaction options include: {set_snapshot, boolean()} - acquire a snapshot at start {deadlock_detect, boolean()} - enable deadlock detection {lock_timeout, integer()} - lock wait timeout in ms

  



  
    
      
    
    
      pessimistic_transaction_commit(Transaction)



        
          
        

    

  


  

      

          -spec pessimistic_transaction_commit(Transaction :: transaction_handle()) ->
                                        ok | {error, busy} | {error, expired} | {error, any()}.


      


commit the transaction atomically.

  



  
    
      
    
    
      pessimistic_transaction_delete(Transaction, Key)



        
          
        

    

  


  

      

          -spec pessimistic_transaction_delete(Transaction :: transaction_handle(), Key :: binary()) ->
                                        ok | {error, busy} | {error, timed_out} | {error, any()}.


      


delete a key from the transaction.

  



  
    
      
    
    
      pessimistic_transaction_delete(Transaction, ColumnFamily, Key)



        
          
        

    

  


  

      

          -spec pessimistic_transaction_delete(Transaction :: transaction_handle(),
                                     ColumnFamily :: cf_handle(),
                                     Key :: binary()) ->
                                        ok | {error, busy} | {error, timed_out} | {error, any()}.


      


delete a key from a column family within the transaction.

  



  
    
      
    
    
      pessimistic_transaction_get(Transaction, Key, Opts)



        
          
        

    

  


  

      

          -spec pessimistic_transaction_get(Transaction :: transaction_handle(),
                                  Key :: binary(),
                                  Opts :: read_options()) ->
                                     {ok, binary()} | not_found | {error, any()}.


      


get a value from the transaction (read without acquiring lock).

  



  
    
      
    
    
      pessimistic_transaction_get(Transaction, ColumnFamily, Key, Opts)



        
          
        

    

  


  

      

          -spec pessimistic_transaction_get(Transaction :: transaction_handle(),
                                  ColumnFamily :: cf_handle(),
                                  Key :: binary(),
                                  Opts :: read_options()) ->
                                     {ok, binary()} | not_found | {error, any()}.


      


get a value from a column family within the transaction.

  



  
    
      
    
    
      pessimistic_transaction_get_for_update(Transaction, Key, Opts)



        
          
        

    

  


  

      

          -spec pessimistic_transaction_get_for_update(Transaction :: transaction_handle(),
                                             Key :: binary(),
                                             Opts :: read_options()) ->
                                                {ok, binary()} |
                                                not_found |
                                                {error, busy} |
                                                {error, timed_out} |
                                                {error, any()}.


      


get a value and acquire an exclusive lock on the key. This is useful for read-modify-write patterns.

  



  
    
      
    
    
      pessimistic_transaction_get_for_update(Transaction, ColumnFamily, Key, Opts)



        
          
        

    

  


  

      

          -spec pessimistic_transaction_get_for_update(Transaction :: transaction_handle(),
                                             ColumnFamily :: cf_handle(),
                                             Key :: binary(),
                                             Opts :: read_options()) ->
                                                {ok, binary()} |
                                                not_found |
                                                {error, busy} |
                                                {error, timed_out} |
                                                {error, any()}.


      


get a value from a column family and acquire an exclusive lock.

  



  
    
      
    
    
      pessimistic_transaction_get_id(Transaction)



        
          
        

    

  


  

      

          -spec pessimistic_transaction_get_id(Transaction :: transaction_handle()) -> {ok, non_neg_integer()}.


      


get the unique ID of a pessimistic transaction. This ID can be used to identify the transaction in deadlock detection and waiting transaction lists.

  



  
    
      
    
    
      pessimistic_transaction_get_waiting_txns(Transaction)



        
          
        

    

  


  

      

          -spec pessimistic_transaction_get_waiting_txns(Transaction :: transaction_handle()) ->
                                                  {ok,
                                                   #{column_family_id := non_neg_integer(),
                                                     key := binary(),
                                                     waiting_txns := [non_neg_integer()]}}.


      


get information about transactions this transaction is waiting on. Returns a map with: - column_family_id: The column family ID of the key being waited on - key: The key being waited on (binary) - waiting_txns: List of transaction IDs that hold locks this transaction needs
If the transaction is not currently waiting, returns an empty waiting_txns list.

  



  
    
      
    
    
      pessimistic_transaction_iterator(TransactionHandle, ReadOpts)



        
          
        

    

  


  

      

          -spec pessimistic_transaction_iterator(TransactionHandle :: transaction_handle(),
                                       ReadOpts :: read_options()) ->
                                          {ok, itr_handle()} | {error, any()}.


      


create an iterator over the transaction's view of the database.

  



  
    
      
    
    
      pessimistic_transaction_iterator(TransactionHandle, CFHandle, ReadOpts)



        
          
        

    

  


  

      

          -spec pessimistic_transaction_iterator(TransactionHandle :: transaction_handle(),
                                       CFHandle :: cf_handle(),
                                       ReadOpts :: read_options()) ->
                                          {ok, itr_handle()} | {error, any()}.


      


create an iterator over a column family within the transaction.

  



  
    
      
    
    
      pessimistic_transaction_multi_get(Transaction, Keys, Opts)



        
          
        

    

  


  

      

          -spec pessimistic_transaction_multi_get(Transaction :: transaction_handle(),
                                        Keys :: [binary()],
                                        Opts :: read_options()) ->
                                           [{ok, binary()} | not_found | {error, any()}].


      


batch get multiple values within a pessimistic transaction. Returns a list of results in the same order as the input keys. This does not acquire locks on the keys.

  



  
    
      
    
    
      pessimistic_transaction_multi_get(Transaction, ColumnFamily, Keys, Opts)



        
          
        

    

  


  

      

          -spec pessimistic_transaction_multi_get(Transaction :: transaction_handle(),
                                        ColumnFamily :: cf_handle(),
                                        Keys :: [binary()],
                                        Opts :: read_options()) ->
                                           [{ok, binary()} | not_found | {error, any()}].


      


like pessimistic_transaction_multi_get/3 but apply to a column family

  



  
    
      
    
    
      pessimistic_transaction_multi_get_for_update(Transaction, Keys, Opts)



        
          
        

    

  


  

      

          -spec pessimistic_transaction_multi_get_for_update(Transaction :: transaction_handle(),
                                                   Keys :: [binary()],
                                                   Opts :: read_options()) ->
                                                      [{ok, binary()} |
                                                       not_found |
                                                       {error, busy} |
                                                       {error, timed_out} |
                                                       {error, any()}].


      


batch get multiple values and acquire exclusive locks on all keys. This is useful for read-modify-write patterns on multiple keys.

  



  
    
      
    
    
      pessimistic_transaction_multi_get_for_update(Transaction, ColumnFamily, Keys, Opts)



        
          
        

    

  


  

      

          -spec pessimistic_transaction_multi_get_for_update(Transaction :: transaction_handle(),
                                                   ColumnFamily :: cf_handle(),
                                                   Keys :: [binary()],
                                                   Opts :: read_options()) ->
                                                      [{ok, binary()} |
                                                       not_found |
                                                       {error, busy} |
                                                       {error, timed_out} |
                                                       {error, any()}].


      


like pessimistic_transaction_multi_get_for_update/3 but apply to a column family

  



  
    
      
    
    
      pessimistic_transaction_pop_savepoint(Transaction)



        
          
        

    

  


  

      

          -spec pessimistic_transaction_pop_savepoint(Transaction :: transaction_handle()) -> ok | {error, any()}.


      


pop the most recent savepoint without rolling back. The savepoint is simply discarded.

  



  
    
      
    
    
      pessimistic_transaction_put(Transaction, Key, Value)



        
          
        

    

  


  

      

          -spec pessimistic_transaction_put(Transaction :: transaction_handle(),
                                  Key :: binary(),
                                  Value :: binary()) ->
                                     ok | {error, busy} | {error, timed_out} | {error, any()}.


      


put a key-value pair in the transaction.

  



  
    
      
    
    
      pessimistic_transaction_put(Transaction, ColumnFamily, Key, Value)



        
          
        

    

  


  

      

          -spec pessimistic_transaction_put(Transaction :: transaction_handle(),
                                  ColumnFamily :: cf_handle(),
                                  Key :: binary(),
                                  Value :: binary()) ->
                                     ok | {error, busy} | {error, timed_out} | {error, any()}.


      


put a key-value pair in a column family within the transaction.

  



  
    
      
    
    
      pessimistic_transaction_rollback(Transaction)



        
          
        

    

  


  

      

          -spec pessimistic_transaction_rollback(Transaction :: transaction_handle()) -> ok | {error, any()}.


      


rollback the transaction, discarding all changes.

  



  
    
      
    
    
      pessimistic_transaction_rollback_to_savepoint(Transaction)



        
          
        

    

  


  

      

          -spec pessimistic_transaction_rollback_to_savepoint(Transaction :: transaction_handle()) ->
                                                       ok | {error, any()}.


      


rollback a pessimistic transaction to the most recent savepoint. All operations since the last call to pessimistic_transaction_set_savepoint/1 are undone and the savepoint is removed.

  



  
    
      
    
    
      pessimistic_transaction_set_savepoint(Transaction)



        
          
        

    

  


  

      

          -spec pessimistic_transaction_set_savepoint(Transaction :: transaction_handle()) -> ok.


      


set a savepoint in a pessimistic transaction. Use pessimistic_transaction_rollback_to_savepoint/1 to rollback to this point.

  



  
    
      
    
    
      purge_old_backup(BackupEngine, NumBackupToKeep)



        
          
        

    

  


  

      

          -spec purge_old_backup(BackupEngine :: backup_engine(), NumBackupToKeep :: non_neg_integer()) ->
                          ok | {error, any()}.


      


deletes old backups, keeping latest num_backups_to_keep alive

  



  
    
      
    
    
      put(DBHandle, Key, Value, WriteOpts)



        
          
        

    

  


  

      

          -spec put(DBHandle, Key, Value, WriteOpts) -> Res
             when
                 DBHandle :: db_handle(),
                 Key :: binary(),
                 Value :: binary(),
                 WriteOpts :: write_options(),
                 Res :: ok | {error, any()}.


      


Put a key/value pair into the default column family

  



  
    
      
    
    
      put(DBHandle, CFHandle, Key, Value, WriteOpts)



        
          
        

    

  


  

      

          -spec put(DBHandle, CFHandle, Key, Value, WriteOpts) -> Res
             when
                 DBHandle :: db_handle(),
                 CFHandle :: cf_handle(),
                 Key :: binary(),
                 Value :: binary(),
                 WriteOpts :: write_options(),
                 Res :: ok | {error, any()}.


      


Put a key/value pair into the specified column family

  



  
    
      
    
    
      put_entity(DBHandle, Key, Columns, WriteOpts)



        
          
        

    

  


  

      

          -spec put_entity(DBHandle, Key, Columns, WriteOpts) -> Res
                    when
                        DBHandle :: db_handle(),
                        Key :: binary(),
                        Columns :: [{binary(), binary()}],
                        WriteOpts :: write_options(),
                        Res :: ok | {error, any()}.


      


Put an entity (wide-column key) in the default column family. An entity is a key with multiple named columns stored as a proplist.

  



  
    
      
    
    
      put_entity(DBHandle, CFHandle, Key, Columns, WriteOpts)



        
          
        

    

  


  

      

          -spec put_entity(DBHandle, CFHandle, Key, Columns, WriteOpts) -> Res
                    when
                        DBHandle :: db_handle(),
                        CFHandle :: cf_handle(),
                        Key :: binary(),
                        Columns :: [{binary(), binary()}],
                        WriteOpts :: write_options(),
                        Res :: ok | {error, any()}.


      


Put an entity (wide-column key) in the specified column family.

  



  
    
      
    
    
      release_batch(Batch)



        
          
        

    

  


  

      

          -spec release_batch(Batch :: batch_handle()) -> ok.


      



  



  
    
      
    
    
      release_cache(Cache)



        
          
        

    

  


  

release the cache

  



  
    
      
    
    
      release_pessimistic_transaction(TransactionHandle)



        
          
        

    

  


  

      

          -spec release_pessimistic_transaction(TransactionHandle :: transaction_handle()) -> ok.


      


release a pessimistic transaction.

  



  
    
      
    
    
      release_rate_limiter(Limiter)



        
          
        

    

  


  

release the limiter

  



  
    
      
    
    
      release_snapshot(SnapshotHandle)



        
          
        

    

  


  

      

          -spec release_snapshot(SnapshotHandle :: snapshot_handle()) -> ok | {error, any()}.


      


release a snapshot

  



  
    
      
    
    
      release_sst_file_manager(SstFileManager)



        
          
        

    

  


  

      

          -spec release_sst_file_manager(sst_file_manager()) -> ok.


      


release the SstFileManager

  



  
    
      
    
    
      release_sst_file_reader(SstFileReader)



        
          
        

    

  


  

      

          -spec release_sst_file_reader(SstFileReader) -> ok when SstFileReader :: sst_file_reader().


      


Release the SST file reader resource.
Closes the SST file and releases all associated resources. Any iterators created from this reader will become invalid.

  



  
    
      
    
    
      release_sst_file_writer(SstFileWriter)



        
          
        

    

  


  

      

          -spec release_sst_file_writer(SstFileWriter) -> ok when SstFileWriter :: sst_file_writer().


      


Release the SST file writer resource.
Note: If finish/1,2 was not called, the partially written file may remain.

  



  
    
      
    
    
      release_statistics(Statistics)



        
          
        

    

  


  

      

          -spec release_statistics(statistics_handle()) -> ok.


      


release the Statistics Handle

  



  
    
      
    
    
      release_transaction(TransactionHandle)



        
          
        

    

  


  

      

          -spec release_transaction(TransactionHandle :: transaction_handle()) -> ok.


      


release a transaction

  



  
    
      
    
    
      release_write_buffer_manager(WriteBufferManager)



        
          
        

    

  


  

      

          -spec release_write_buffer_manager(write_buffer_manager()) -> ok.


      



  



  
    
      
    
    
      repair(Name, DBOpts)



        
          
        

    

  


  

      

          -spec repair(Name :: file:filename_all(), DBOpts :: db_options()) -> ok | {error, any()}.


      


Try to repair as much of the contents of the database as possible. Some data may be lost, so be careful when calling this function

  



  
    
      
    
    
      restore_db_from_backup(BackupEngine, BackupId, DbDir)



        
          
        

    

  


  

      

          -spec restore_db_from_backup(BackupEngine, BackupId, DbDir) -> Result
                                when
                                    BackupEngine :: backup_engine(),
                                    BackupId :: non_neg_integer(),
                                    DbDir :: string(),
                                    Result :: ok | {error, any()}.


      


restore from backup with backup_id

  



  
    
      
    
    
      restore_db_from_backup(BackupEngine, BackupId, DbDir, WalDir)



        
          
        

    

  


  

      

          -spec restore_db_from_backup(BackupEngine, BackupId, DbDir, WalDir) -> Result
                                when
                                    BackupEngine :: backup_engine(),
                                    BackupId :: non_neg_integer(),
                                    DbDir :: string(),
                                    WalDir :: string(),
                                    Result :: ok | {error, any()}.


      


restore from backup with backup_id

  



  
    
      
    
    
      restore_db_from_latest_backup(BackupEngine, DbDir)



        
          
        

    

  


  

      

          -spec restore_db_from_latest_backup(BackupEngine, DbDir) -> Result
                                       when
                                           BackupEngine :: backup_engine(),
                                           DbDir :: string(),
                                           Result :: ok | {error, any()}.


      


restore from the latest backup

  



  
    
      
    
    
      restore_db_from_latest_backup(BackupEngine, DbDir, WalDir)



        
          
        

    

  


  

      

          -spec restore_db_from_latest_backup(BackupEngine, DbDir, WalDir) -> Result
                                       when
                                           BackupEngine :: backup_engine(),
                                           DbDir :: string(),
                                           WalDir :: string(),
                                           Result :: ok | {error, any()}.


      


restore from the latest backup

  



  
    
      
    
    
      set_capacity(Cache, Capacity)



        
          
        

    

  


  

      

          -spec set_capacity(Cache :: cache_handle(), Capacity :: non_neg_integer()) -> ok.


      


sets the maximum configured capacity of the cache. When the new capacity is less than the old capacity and the existing usage is greater than new capacity, the implementation will do its best job to purge the released entries from the cache in order to lower the usage

  



  
    
      
    
    
      set_db_background_threads(DB, N)



        
          
        

    

  


  

      

          -spec set_db_background_threads(DB :: db_handle(), N :: non_neg_integer()) -> ok.


      


set background threads of a database

  



  
    
      
    
    
      set_db_background_threads(DB, N, Priority)



        
          
        

    

  


  

      

          -spec set_db_background_threads(DB :: db_handle(), N :: non_neg_integer(), Priority :: env_priority()) ->
                                   ok.


      


set database background threads of low and high prioriry threads pool of an environment Flush threads are in the HIGH priority pool, while compaction threads are in the LOW priority pool. To increase the number of threads in each pool call:

  



  
    
      
    
    
      set_env_background_threads(Env, N)



        
          
        

    

  


  

      

          -spec set_env_background_threads(Env :: env_handle(), N :: non_neg_integer()) -> ok.


      


set background threads of an environment

  



  
    
      
    
    
      set_env_background_threads(Env, N, Priority)



        
          
        

    

  


  

      

          -spec set_env_background_threads(Env :: env_handle(),
                                 N :: non_neg_integer(),
                                 Priority :: env_priority()) ->
                                    ok.


      


set background threads of low and high prioriry threads pool of an environment Flush threads are in the HIGH priority pool, while compaction threads are in the LOW priority pool. To increase the number of threads in each pool call:

  



  
    
      
    
    
      set_stats_level(StatisticsHandle, StatsLevel)



        
          
        

    

  


  

      

          -spec set_stats_level(statistics_handle(), stats_level()) -> ok.


      



  



  
    
      
    
    
      set_strict_capacity_limit(Cache, StrictCapacityLimit)



        
          
        

    

  


  

      

          -spec set_strict_capacity_limit(Cache :: cache_handle(), StrictCapacityLimit :: boolean()) -> ok.


      


sets strict_capacity_limit flag of the cache. If the flag is set to true, insert to cache will fail if no enough capacity can be free.

  



  
    
      
    
    
      single_delete(DBHandle, Key, WriteOpts)



        
          
        

    

  


  

      

          -spec single_delete(DBHandle, Key, WriteOpts) -> ok | {error, any()}
                       when DBHandle :: db_handle(), Key :: binary(), WriteOpts :: write_options().


      


Remove the database entry for "key". Requires that the key exists and was not overwritten. Returns OK on success, and a non-OK status on error. It is not an error if "key" did not exist in the database.
If a key is overwritten (by calling Put() multiple times), then the result of calling SingleDelete() on this key is undefined. SingleDelete() only behaves correctly if there has been only one Put() for this key since the previous call to SingleDelete() for this key.
This feature is currently an experimental performance optimization for a very specific workload. It is up to the caller to ensure that SingleDelete is only used for a key that is not deleted using Delete() or written using Merge(). Mixing SingleDelete operations with Deletes can result in undefined behavior.
Note: consider setting options {sync, true}.

  



  
    
      
    
    
      single_delete(DBHandle, CFHandle, Key, WriteOpts)



        
          
        

    

  


  

      

          -spec single_delete(DBHandle, CFHandle, Key, WriteOpts) -> Res
                       when
                           DBHandle :: db_handle(),
                           CFHandle :: cf_handle(),
                           Key :: binary(),
                           WriteOpts :: write_options(),
                           Res :: ok | {error, any()}.


      


like single_delete/3 but on the specified column family

  



  
    
      
    
    
      snapshot(DbHandle)



        
          
        

    

  


  

      

          -spec snapshot(DbHandle :: db_handle()) -> {ok, snapshot_handle()} | {error, any()}.


      


return a database snapshot Snapshots provide consistent read-only views over the entire state of the key-value store

  



  
    
      
    
    
      sst_file_manager_flag(SstFileManager, Flag, Value)



        
          
        

    

  


  

      

          -spec sst_file_manager_flag(SstFileManager, Flag, Value) -> Result
                               when
                                   SstFileManager :: sst_file_manager(),
                                   Flag ::
                                       max_allowed_space_usage | compaction_buffer_size |
                                       delete_rate_bytes_per_sec | max_trash_db_ratio,
                                   Value :: non_neg_integer() | float(),
                                   Result :: ok.


      


set certains flags for the SST file manager * max_allowed_space_usage: Update the maximum allowed space that should be used by RocksDB, if the total size of the SST files exceeds MaxAllowedSpace, writes to RocksDB will fail.
Setting MaxAllowedSpace to 0 will disable this feature; maximum allowed pace will be infinite (Default value). * compaction_buffer_size: Set the amount of buffer room each compaction should be able to leave. In other words, at its maximum disk space consumption, the compaction should still leave compaction_buffer_size available on the disk so that other background functions may continue, such as logging and flushing. * delete_rate_bytes_per_sec: Update the delete rate limit in bytes per second. zero means disable delete rate limiting and delete files immediately * max_trash_db_ratio: Update trash/DB size ratio where new files will be deleted immediately (float)

  



  
    
      
    
    
      sst_file_manager_info(SstFileManager)



        
          
        

    

  


  

      

          -spec sst_file_manager_info(SstFileManager) -> InfoList
                               when
                                   SstFileManager :: sst_file_manager(),
                                   InfoList :: [InfoTuple],
                                   InfoTuple ::
                                       {total_size, non_neg_integer()} |
                                       {delete_rate_bytes_per_sec, non_neg_integer()} |
                                       {max_trash_db_ratio, float()} |
                                       {total_trash_size, non_neg_integer()} |
                                       {is_max_allowed_space_reached, boolean()} |
                                       {max_allowed_space_reached_including_compactions, boolean()}.


      


return informations of a Sst File Manager as a list of tuples.
* {total_size, Int>0}: total size of all tracked files * {delete_rate_bytes_per_sec, Int > 0}: delete rate limit in bytes per second * {max_trash_db_ratio, Float>0}: trash/DB size ratio where new files will be deleted immediately * {total_trash_size, Int > 0}: total size of trash files * {is_max_allowed_space_reached, Boolean} true if the total size of SST files exceeded the maximum allowed space usage * {max_allowed_space_reached_including_compactions, Boolean}: true if the total size of SST files as well as estimated size of ongoing compactions exceeds the maximums allowed space usage

  



  
    
      
    
    
      sst_file_manager_info(SstFileManager, Item)



        
          
        

    

  


  

      

          -spec sst_file_manager_info(SstFileManager, Item) -> Value
                               when
                                   SstFileManager :: sst_file_manager(),
                                   Item ::
                                       total_size | delete_rate_bytes_per_sec | max_trash_db_ratio |
                                       total_trash_size | is_max_allowed_space_reached |
                                       max_allowed_space_reached_including_compactions,
                                   Value :: term().


      


return the information associated with Item for an SST File Manager SstFileManager

  



  
    
      
    
    
      sst_file_manager_tracked_files(SstFileManager)



        
          
        

    

  


  

      

          -spec sst_file_manager_tracked_files(SstFileManager) -> [{binary(), non_neg_integer()}]
                                        when SstFileManager :: sst_file_manager().


      


Returns a list of all SST files being tracked and their sizes. Each element is a tuple of {FilePath, Size} where FilePath is a binary and Size is the file size in bytes.

  



  
    
      
    
    
      sst_file_reader_get_table_properties(SstFileReader)



        
          
        

    

  


  

      

          -spec sst_file_reader_get_table_properties(SstFileReader) -> Result
                                              when
                                                  SstFileReader :: sst_file_reader(),
                                                  Result :: {ok, table_properties()} | {error, any()}.


      


Get the table properties of the SST file.
Returns a map containing metadata about the SST file including: - data_size: Size of data blocks in bytes - index_size: Size of index blocks in bytes - filter_size: Size of filter block (if any) - num_entries: Number of key-value entries - num_deletions: Number of delete tombstones - compression_name: Name of compression algorithm used - creation_time: Unix timestamp when file was created And many more properties.

  



  
    
      
    
    
      sst_file_reader_iterator(SstFileReader, Options)



        
          
        

    

  


  

      

          -spec sst_file_reader_iterator(SstFileReader, Options) -> Result
                                  when
                                      SstFileReader :: sst_file_reader(),
                                      Options :: read_options(),
                                      Result :: {ok, sst_file_reader_itr()} | {error, any()}.


      


Create an iterator for reading the contents of the SST file.
Returns an iterator that can be used to scan through all key-value pairs in the SST file. The iterator supports the same movement operations as regular database iterators.
Options: - verify_checksums: Verify block checksums during iteration (default: false) - fill_cache: Fill block cache during iteration (default: true)

  



  
    
      
    
    
      sst_file_reader_iterator_close(Iterator)



        
          
        

    

  


  

      

          -spec sst_file_reader_iterator_close(Iterator) -> ok when Iterator :: sst_file_reader_itr().


      


Close an SST file reader iterator.
Releases resources associated with the iterator.

  



  
    
      
    
    
      sst_file_reader_iterator_move(Iterator, Action)



        
          
        

    

  


  

      

          -spec sst_file_reader_iterator_move(Iterator, Action) -> Result
                                       when
                                           Iterator :: sst_file_reader_itr(),
                                           Action ::
                                               first | last | next | prev |
                                               {seek, binary()} |
                                               {seek_for_prev, binary()},
                                           Result ::
                                               {ok, Key :: binary(), Value :: binary()} | {error, any()}.


      


Move the SST file reader iterator to a new position.
Supported actions: - first: Move to the first entry - last: Move to the last entry - next: Move to the next entry - prev: Move to the previous entry - {seek, Key}: Seek to the entry at or after Key - {seek_for_prev, Key}: Seek to the entry at or before Key
Returns {ok, Key, Value} if the iterator is valid, or {error, Reason} if not.

  



  
    
      
    
    
      sst_file_reader_open(Options, FilePath)



        
          
        

    

  


  

      

          -spec sst_file_reader_open(Options, FilePath) -> Result
                              when
                                  Options :: db_options() | cf_options(),
                                  FilePath :: file:filename_all(),
                                  Result :: {ok, sst_file_reader()} | {error, any()}.


      


Open an SST file for reading.
Creates an SST file reader that allows inspecting the contents of an SST file without loading it into a database. This is useful for offline verification, debugging, or extracting data from SST files.
Options are the same as database options (compression, block_size, etc.)

  



  
    
      
    
    
      sst_file_reader_verify_checksum(SstFileReader)



        
          
        

    

  


  

      

          -spec sst_file_reader_verify_checksum(SstFileReader) -> Result
                                         when
                                             SstFileReader :: sst_file_reader(),
                                             Result :: ok | {error, any()}.


      


Verify the checksums of all blocks in the SST file.
Reads through all data blocks and verifies their checksums. Returns ok if all checksums are valid, or an error if any are corrupted.

  



  
    
      
    
    
      sst_file_reader_verify_checksum(SstFileReader, Options)



        
          
        

    

  


  

      

          -spec sst_file_reader_verify_checksum(SstFileReader, Options) -> Result
                                         when
                                             SstFileReader :: sst_file_reader(),
                                             Options :: read_options(),
                                             Result :: ok | {error, any()}.


      


Verify the checksums of all blocks in the SST file.
Same as verify_checksum/1 but with read options.

  



  
    
      
    
    
      sst_file_writer_delete(SstFileWriter, Key)



        
          
        

    

  


  

      

          -spec sst_file_writer_delete(SstFileWriter, Key) -> Result
                                when
                                    SstFileWriter :: sst_file_writer(),
                                    Key :: binary(),
                                    Result :: ok | {error, any()}.


      


Add a delete tombstone to the SST file.
IMPORTANT: Keys must be added in sorted order according to the comparator.

  



  
    
      
    
    
      sst_file_writer_delete_range(SstFileWriter, BeginKey, EndKey)



        
          
        

    

  


  

      

          -spec sst_file_writer_delete_range(SstFileWriter, BeginKey, EndKey) -> Result
                                      when
                                          SstFileWriter :: sst_file_writer(),
                                          BeginKey :: binary(),
                                          EndKey :: binary(),
                                          Result :: ok | {error, any()}.


      


Add a range delete tombstone to the SST file.
Deletes all keys in the range [BeginKey, EndKey). Range deletions can be added in any order.

  



  
    
      
    
    
      sst_file_writer_file_size(SstFileWriter)



        
          
        

    

  


  

      

          -spec sst_file_writer_file_size(SstFileWriter) -> Size
                                   when SstFileWriter :: sst_file_writer(), Size :: non_neg_integer().


      


Get the current file size during writing.

  



  
    
      
    
    
      sst_file_writer_finish(SstFileWriter)



        
          
        

    

  


  

      

          -spec sst_file_writer_finish(SstFileWriter) -> Result
                                when SstFileWriter :: sst_file_writer(), Result :: ok | {error, any()}.


      


Finalize writing to the SST file and close it.
After this call, the SST file is ready to be ingested into the database.

  



  
    
      
    
    
      sst_file_writer_finish(SstFileWriter, _)



        
          
        

    

  


  

      

          -spec sst_file_writer_finish(SstFileWriter, with_file_info) -> Result
                                when
                                    SstFileWriter :: sst_file_writer(),
                                    Result :: {ok, sst_file_info()} | {error, any()}.


      


Finalize writing to the SST file and return file info.
Returns a map with file metadata including: - file_path: Path to the created SST file - smallest_key: Smallest key in the file - largest_key: Largest key in the file - file_size: Size of the file in bytes - num_entries: Number of entries in the file - sequence_number: Sequence number assigned to keys

  



  
    
      
    
    
      sst_file_writer_merge(SstFileWriter, Key, Value)



        
          
        

    

  


  

      

          -spec sst_file_writer_merge(SstFileWriter, Key, Value) -> Result
                               when
                                   SstFileWriter :: sst_file_writer(),
                                   Key :: binary(),
                                   Value :: binary(),
                                   Result :: ok | {error, any()}.


      


Add a merge operation to the SST file.
IMPORTANT: Keys must be added in sorted order according to the comparator.

  



  
    
      
    
    
      sst_file_writer_open(Options, FilePath)



        
          
        

    

  


  

      

          -spec sst_file_writer_open(Options, FilePath) -> Result
                              when
                                  Options :: db_options() | cf_options(),
                                  FilePath :: file:filename_all(),
                                  Result :: {ok, sst_file_writer()} | {error, any()}.


      


Open a new SST file for writing.
Creates an SST file writer that can be used to build SST files externally. Keys must be added in sorted order (according to the comparator). Once finished, the SST file can be ingested into the database using ingest_external_file/3,4.
Options are the same as database options (compression, block_size, etc.)

  



  
    
      
    
    
      sst_file_writer_put(SstFileWriter, Key, Value)



        
          
        

    

  


  

      

          -spec sst_file_writer_put(SstFileWriter, Key, Value) -> Result
                             when
                                 SstFileWriter :: sst_file_writer(),
                                 Key :: binary(),
                                 Value :: binary(),
                                 Result :: ok | {error, any()}.


      


Add a key-value pair to the SST file.
IMPORTANT: Keys must be added in sorted order according to the comparator. Adding a key that is not greater than the previous key will result in an error.

  



  
    
      
    
    
      sst_file_writer_put_entity(SstFileWriter, Key, Columns)



        
          
        

    

  


  

      

          -spec sst_file_writer_put_entity(SstFileWriter, Key, Columns) -> Result
                                    when
                                        SstFileWriter :: sst_file_writer(),
                                        Key :: binary(),
                                        Columns :: [{ColumnName :: binary(), ColumnValue :: binary()}],
                                        Result :: ok | {error, any()}.


      


Add a wide-column entity to the SST file.
IMPORTANT: Keys must be added in sorted order according to the comparator.

  



  
    
      
    
    
      statistics_histogram(Statistics, Histogram)



        
          
        

    

  


  

      

          -spec statistics_histogram(statistics_handle(),
                           blob_db_histogram() |
                           core_operation_histogram() |
                           io_sync_histogram() |
                           transaction_histogram()) ->
                              {ok, histogram_info()}.


      


Get histogram data for a specific statistics histogram. Returns histogram information including median, percentiles, average, etc. For integrated BlobDB, relevant histograms are blob_db_blob_file_write_micros, blob_db_blob_file_read_micros, blob_db_compression_micros, etc.

  



  
    
      
    
    
      statistics_info(Statistics)



        
          
        

    

  


  

      

          -spec statistics_info(Statistics) -> InfoList
                         when
                             Statistics :: statistics_handle(),
                             InfoList :: [InfoTuple],
                             InfoTuple :: {stats_level, stats_level()}.


      



  



  
    
      
    
    
      statistics_ticker(Statistics, Ticker)



        
          
        

    

  


  

      

          -spec statistics_ticker(statistics_handle(),
                        blob_db_ticker() |
                        compaction_ticker() |
                        db_operation_ticker() |
                        block_cache_ticker() |
                        memtable_stall_ticker() |
                        transaction_ticker()) ->
                           {ok, non_neg_integer()}.


      


Get the count for a specific statistics ticker. Returns the count for tickers such as blob_db_num_put, block_cache_hit, number_keys_written, compact_read_bytes, etc.

  



  
    
      
    
    
      stats(DBHandle)



        
          
        

    

  


  

      

          -spec stats(DBHandle :: db_handle()) -> {ok, any()} | {error, any()}.


      


Return the current stats of the default column family Implemented by calling GetProperty with "rocksdb.stats"

  



  
    
      
    
    
      stats(DBHandle, CFHandle)



        
          
        

    

  


  

      

          -spec stats(DBHandle :: db_handle(), CFHandle :: cf_handle()) -> {ok, any()} | {error, any()}.


      


Return the current stats of the specified column family Implemented by calling GetProperty with "rocksdb.stats"

  



  
    
      
    
    
      stop_backup(BackupEngine)



        
          
        

    

  


  

      

          -spec stop_backup(backup_engine()) -> ok.


      



  



  
    
      
    
    
      sync_wal(DbHandle)



        
          
        

    

  


  

      

          -spec sync_wal(db_handle()) -> ok | {error, term()}.


      


Sync the wal. Note that Write() followed by SyncWAL() is not exactly the same as Write() with sync=true: in the latter case the changes won't be visible until the sync is done. Currently only works if allow_mmap_writes = false in Options.

  



  
    
      
    
    
      tlog_iterator(Db, Since)



        
          
        

    

  


  

      

          -spec tlog_iterator(Db :: db_handle(), Since :: non_neg_integer()) -> {ok, Iterator :: term()}.


      


create a new iterator to retrive ethe transaction log since a sequce

  



  
    
      
    
    
      tlog_iterator_close(Iterator)



        
          
        

    

  


  

      

          -spec tlog_iterator_close(term()) -> ok.


      


close the transaction log

  



  
    
      
    
    
      tlog_next_binary_update(Iterator)



        
          
        

    

  


  

      

          -spec tlog_next_binary_update(Iterator :: term()) ->
                                 {ok, LastSeq :: non_neg_integer(), BinLog :: binary()} |
                                 {error, term()}.


      


go to the last update as a binary in the transaction log, can be ussed with the write_binary_update function.

  



  
    
      
    
    
      tlog_next_update(Iterator)



        
          
        

    

  


  

      

          -spec tlog_next_update(Iterator :: term()) ->
                          {ok, LastSeq :: non_neg_integer(), Log :: write_actions(), BinLog :: binary()} |
                          {error, term()}.


      


like tlog_nex_binary_update/1 but also return the batch as a list of operations

  



  
    
      
    
    
      transaction(TransactionDB, WriteOptions)



        
          
        

    

  


  

      

          -spec transaction(TransactionDB :: db_handle(), WriteOptions :: write_options()) ->
                     {ok, transaction_handle()}.


      


create a new transaction When opened as a Transaction or Optimistic Transaction db, a user can both read and write to a transaction without committing anything to the disk until they decide to do so.

  



  
    
      
    
    
      transaction_commit(Transaction)



        
          
        

    

  


  

      

          -spec transaction_commit(Transaction :: transaction_handle()) -> ok | {error, term()}.


      


commit a transaction to disk atomically (?)

  



  
    
      
    
    
      transaction_delete(Transaction, Key)



        
          
        

    

  


  

      

          -spec transaction_delete(Transaction :: transaction_handle(), Key :: binary()) -> ok.


      


transaction implementation of delete operation to the transaction

  



  
    
      
    
    
      transaction_delete(Transaction, ColumnFamily, Key)



        
          
        

    

  


  

      

          -spec transaction_delete(Transaction :: transaction_handle(),
                         ColumnFamily :: cf_handle(),
                         Key :: binary()) ->
                            ok.


      


like transaction_delete/2 but apply the operation to a column family

  



  
    
      
    
    
      transaction_get(Transaction, Key, Opts)



        
          
        

    

  


  

      

          -spec transaction_get(Transaction :: transaction_handle(), Key :: binary(), Opts :: read_options()) ->
                         Res ::
                             {ok, binary()} |
                             not_found |
                             {error, {corruption, string()}} |
                             {error, any()}.


      


do a get operation on the contents of the transaction

  



  
    
      
    
    
      transaction_get(Transaction, ColumnFamily, Key, Opts)



        
          
        

    

  


  

      

          -spec transaction_get(Transaction :: transaction_handle(),
                      ColumnFamily :: cf_handle(),
                      Key :: binary(),
                      Opts :: read_options()) ->
                         Res ::
                             {ok, binary()} |
                             not_found |
                             {error, {corruption, string()}} |
                             {error, any()}.


      


like transaction_get/3 but apply the operation to a column family

  



  
    
      
    
    
      transaction_get_for_update(Transaction, Key, Opts)



        
          
        

    

  


  

      

          -spec transaction_get_for_update(Transaction :: transaction_handle(),
                                 Key :: binary(),
                                 Opts :: read_options()) ->
                                    Res ::
                                        {ok, binary()} |
                                        not_found |
                                        {error, busy} |
                                        {error, {corruption, string()}} |
                                        {error, any()}.


      


get a value and track the key for conflict detection at commit time. For optimistic transactions, this records the key so that if another transaction modifies it before commit, the commit will fail with a conflict.

  



  
    
      
    
    
      transaction_get_for_update(Transaction, ColumnFamily, Key, Opts)



        
          
        

    

  


  

      

          -spec transaction_get_for_update(Transaction :: transaction_handle(),
                                 ColumnFamily :: cf_handle(),
                                 Key :: binary(),
                                 Opts :: read_options()) ->
                                    Res ::
                                        {ok, binary()} |
                                        not_found |
                                        {error, busy} |
                                        {error, {corruption, string()}} |
                                        {error, any()}.


      


like transaction_get_for_update/3 but apply the operation to a column family

  



  
    
      
    
    
      transaction_iterator(TransactionHandle, ReadOpts)



        
          
        

    

  


  

      

          -spec transaction_iterator(TransactionHandle, ReadOpts) -> Res
                              when
                                  TransactionHandle :: transaction_handle(),
                                  ReadOpts :: read_options(),
                                  Res :: {ok, itr_handle()} | {error, any()}.


      


Return a iterator over the contents of the database and uncommited writes and deletes in the current transaction. The result of iterator() is initially invalid (caller must call iterator_move function on the iterator before using it).

  



  
    
      
    
    
      transaction_iterator(TransactionHandle, CFHandle, ReadOpts)



        
          
        

    

  


  

      

          -spec transaction_iterator(TransactionHandle, CFHandle, ReadOpts) -> Res
                              when
                                  TransactionHandle :: transaction_handle(),
                                  CFHandle :: cf_handle(),
                                  ReadOpts :: read_options(),
                                  Res :: {ok, itr_handle()} | {error, any()}.


      


Return a iterator over the contents of the database and uncommited writes and deletes in the current transaction. The result of iterator() is initially invalid (caller must call iterator_move function on the iterator before using it).

  



  
    
      
    
    
      transaction_multi_get(Transaction, Keys, Opts)



        
          
        

    

  


  

      

          -spec transaction_multi_get(Transaction :: transaction_handle(),
                            Keys :: [binary()],
                            Opts :: read_options()) ->
                               [{ok, binary()} | not_found | {error, any()}].


      


batch get multiple values within a transaction. Returns a list of results in the same order as the input keys.

  



  
    
      
    
    
      transaction_multi_get(Transaction, ColumnFamily, Keys, Opts)



        
          
        

    

  


  

      

          -spec transaction_multi_get(Transaction :: transaction_handle(),
                            ColumnFamily :: cf_handle(),
                            Keys :: [binary()],
                            Opts :: read_options()) ->
                               [{ok, binary()} | not_found | {error, any()}].


      


like transaction_multi_get/3 but apply the operation to a column family

  



  
    
      
    
    
      transaction_multi_get_for_update(Transaction, Keys, Opts)



        
          
        

    

  


  

      

          -spec transaction_multi_get_for_update(Transaction :: transaction_handle(),
                                       Keys :: [binary()],
                                       Opts :: read_options()) ->
                                          [{ok, binary()} | not_found | {error, any()}].


      


batch get multiple values and track keys for conflict detection. For optimistic transactions, this records the keys so that if another transaction modifies any of them before commit, the commit will fail.

  



  
    
      
    
    
      transaction_multi_get_for_update(Transaction, ColumnFamily, Keys, Opts)



        
          
        

    

  


  

      

          -spec transaction_multi_get_for_update(Transaction :: transaction_handle(),
                                       ColumnFamily :: cf_handle(),
                                       Keys :: [binary()],
                                       Opts :: read_options()) ->
                                          [{ok, binary()} | not_found | {error, any()}].


      


like transaction_multi_get_for_update/3 but apply to a column family

  



  
    
      
    
    
      transaction_put(Transaction, Key, Value)



        
          
        

    

  


  

      

          -spec transaction_put(Transaction :: transaction_handle(), Key :: binary(), Value :: binary()) ->
                         ok | {error, any()}.


      


add a put operation to the transaction

  



  
    
      
    
    
      transaction_put(Transaction, ColumnFamily, Key, Value)



        
          
        

    

  


  

      

          -spec transaction_put(Transaction :: transaction_handle(),
                      ColumnFamily :: cf_handle(),
                      Key :: binary(),
                      Value :: binary()) ->
                         ok | {error, any()}.


      


like transaction_put/3 but apply the operation to a column family

  



  
    
      
    
    
      transaction_rollback(Transaction)



        
          
        

    

  


  

      

          -spec transaction_rollback(Transaction :: transaction_handle()) -> ok | {error, term()}.


      


rollback a transaction to disk atomically (?)

  



  
    
      
    
    
      updates_iterator(DBH, Since)



        
          
        

    

  


  


  



  
    
      
    
    
      verify_backup(BackupEngine, BackupId)



        
          
        

    

  


  

      

          -spec verify_backup(BackupEngine :: backup_engine(), BackupId :: non_neg_integer()) ->
                       ok | {error, any()}.


      


checks that each file exists and that the size of the file matches our expectations. it does not check file checksum.

  



  
    
      
    
    
      write(DBHandle, WriteActions, WriteOpts)



        
          
        

    

  


  

      

          -spec write(DBHandle, WriteActions, WriteOpts) -> Res
               when
                   DBHandle :: db_handle(),
                   WriteActions :: write_actions(),
                   WriteOpts :: write_options(),
                   Res :: ok | {error, any()}.


      


Apply the specified updates to the database. this function will be removed on the next major release. You should use the batch_* API instead.

  



  
    
      
    
    
      write_batch(Db, Batch, WriteOptions)



        
          
        

    

  


  

      

          -spec write_batch(Db :: db_handle(), Batch :: batch_handle(), WriteOptions :: write_options()) ->
                     ok | {error, term()}.


      


write the batch to the database

  



  
    
      
    
    
      write_binary_update(DbHandle, BinLog, WriteOptions)



        
          
        

    

  


  

      

          -spec write_binary_update(DbHandle :: db_handle(), BinLog :: binary(), WriteOptions :: write_options()) ->
                             ok | {error, term()}.


      


apply a set of operation coming from a transaction log to another database. Can be useful to use it in slave mode.

  



  
    
      
    
    
      write_buffer_manager_info(WriteBufferManager)



        
          
        

    

  


  

      

          -spec write_buffer_manager_info(WriteBufferManager) -> InfoList
                                   when
                                       WriteBufferManager :: write_buffer_manager(),
                                       InfoList :: [InfoTuple],
                                       InfoTuple ::
                                           {memory_usage, non_neg_integer()} |
                                           {mutable_memtable_memory_usage, non_neg_integer()} |
                                           {buffer_size, non_neg_integer()} |
                                           {enabled, boolean()}.


      


return informations of a Write Buffer Manager as a list of tuples.

  



  
    
      
    
    
      write_buffer_manager_info(WriteBufferManager, Item)



        
          
        

    

  


  

      

          -spec write_buffer_manager_info(WriteBufferManager, Item) -> Value
                                   when
                                       WriteBufferManager :: write_buffer_manager(),
                                       Item ::
                                           memory_usage | mutable_memtable_memory_usage | buffer_size |
                                           enabled,
                                       Value :: term().


      


return the information associated with Item for a Write Buffer Manager.
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