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    rulestead

rulestead is the runtime package in the Rulestead sibling-package release.
Use this package when your application needs deterministic flag evaluation,
typed values, context builders, installer support, and fake-backed test helpers
without mounting the admin UI.
Repo GA shipped in v1.0.0 on 2026-05-21, and the current installable package
line for rulestead on Hex is 0.1.2. Keep the broader release and proof
posture in the shared root docs at ../README.md.
Lifecycle guidance still lives in the shared root docs. The canonical flag from
birth to retirement guide is
../guides/flows/flag-lifecycle.md, and it
keeps owner truth host-owned instead of turning the runtime package into an
identity directory.
Install
Host apps need ecto_sql ~> 3.14 (Ecto 3.14 pulls in Decimal 3.x).
defp deps do
  [
    {:rulestead, "~> 0.1"},
    {:ecto_sql, "~> 3.14"}
  ]
end
mix deps.get
mix rulestead.install
mix ecto.migrate

Runtime entrypoints
Keyed snapshot lookup (Rulestead.Runtime)
Phoenix apps with the local snapshot cache typically call:
	Rulestead.Runtime.enabled?/3 — (environment_key, flag_key, context)
	Rulestead.Runtime.get_variant/3
	Rulestead.Runtime.evaluate/3
	Rulestead.Runtime.get_value/4
	Rulestead.Runtime.explain/3

See evaluation.md and the
Phoenix Integration Spine.
Payload-first evaluation (Rulestead)
Tests, simulations, and tools that already hold the authored flag payload:
	Rulestead.evaluate/3 — (flag_payload, context)
	Rulestead.enabled?/2
	Rulestead.get_value/3
	Rulestead.get_variant/2
	Rulestead.explain/2

Guarded rollout runtime contract
The guarded rollout runtime uses a host-owned metrics provider seam. Host apps
submit normalized guardrail facts; rulestead keeps authored guardrail
definitions, deterministic sticky rollout decisions, and audited hold and rollback
records inside the runtime store.
This package intentionally provides no metrics ingestion, no dashboards, no statistics engine, and no built-in provider adapters. Hosts own provider selection, collection, aggregation, and normalization before facts reach the runtime command boundary.
Reusable targeting deepening contract
rulestead owns domain, validation, and contracts for reusable
Audience targeting: dependency inventory, impact preview determinism,
promotion/manifest fail closed blockers, and snapshot-local evaluation.
This package does not ingest metrics, render dashboards, or resolve host
identity — observability and tenant catalogs remain host-owned.
Run cd rulestead && mix verify.phase56 before changing audience dependency,
preview, promotion, or support-truth docs in this milestone.
Blast radius governance contract
rulestead owns domain, validation, and contracts for blast-radius
threshold evaluation, change-request proposal/execute envelopes, and
fail-closed protected-environment behavior. Host apps own policy authorization
and observability — this package does not ingest metrics or resolve identity.
Run cd rulestead && mix verify.phase60 before changing governance threshold,
change-request, or support-truth docs in the v1.7 milestone.
Guarded rollout auto-advance contract
rulestead owns domain, validation, and contracts for opt-in
per-rollout auto-advance policy, observation window eligibility, and
authored next-stage plan metadata. Scheduled ticks advance only when
guardrails resolve healthy after the window closes; weak or stale signals
fail closed into non-advance. Protected-environment ticks route through the
same change-request envelope as manual advance. Timeline audit entries use
guardrail_automation to distinguish automation from manual actions.
Signal facts and metrics normalization remain host-owned — this package
evaluates normalized facts only and does not ship metrics pipelines or
fleet-wide operator dashboards.
Run cd rulestead && mix verify.phase64 before changing auto-advance policy,
orchestration, or support-truth docs in the v1.8 milestone.
Host preview evidence contract
rulestead owns domain, validation, and contracts for bounded
host-supplied sample cohort and impression summary on audience impact previews.
Hosts implement Rulestead.Targeting.PreviewEvidence via
config :rulestead, :preview_evidence_resolver, MyApp.RulesteadPreviewEvidence.
When no resolver is configured, previews use authored state and explicit samples
only. Invalid, oversized, or policy-denied resolver results fail closed with
Rulestead.Error — the mounted companion shows alert copy; it does not invent
authoritative_population_count?: true claims or fleet-wide analytics products.
Run cd rulestead && mix verify.phase68 before changing preview evidence
resolver wiring, redaction, fingerprint/stale rejection, governance boundary, or
support-truth docs in the v1.9 milestone.
Post-GA band closure: mix verify.adopter (alias mix verify.phase76) runs
the v1.11 adopter bar: v1.10.1 support-truth contracts plus integration-spine
doc checks. Phoenix integrators:
Phoenix Integration Spine.
See the root README proof section.
Next docs
	Root front door: ../README.md
	Guided onboarding: ../guides/introduction/getting-started.md
	Installation choices: ../guides/introduction/installation.md
	Lifecycle guide: ../guides/flows/flag-lifecycle.md
	Runtime usage: ../guides/flows/evaluation.md
	Testing helpers: ../guides/recipes/testing.md



  

    Conventions

This document states the discipline layer for the public v0.1.0 release.
These rules exist so the docs, tests, runtime behavior, and mounted admin seam
stay aligned.
Principles
	Runtime decisions must be deterministic for the same inputs
	Rules are evaluated in order, and first match wins
	Tenant and environment scope must be explicit, not ambient
	Merge-blocking tests should prefer fake-backed workflows over live infra
	Telemetry and audit paths must not carry raw PII by default

Determinism
Evaluation should produce the same result for the same flag definition,
context, and snapshot. Sticky bucketing depends on stable inputs, so callers
should provide explicit targeting identity instead of relying on hidden process
state or request-global magic.
Precedence
Rulesets are ordered documents. The first rule that matches controls the
decision; the default value applies only when no rule matches. Documentation,
tests, and operator workflows should describe precedence in that order rather
than implying score-based or merge-based behavior.
Tenancy and environment scope
Scope is always carried through explicit inputs such as
tenant_key, environment, and host-provided session/query values. Do not
assume cross-tenant defaults or implicit environment switching. If a host app
mounts rulestead_admin, preserve the documented ?env= query convention and
provide the session values the package expects.
Testing posture
The default test posture is fake first. Use Rulestead.Fake and the published
test helpers for merge-blocking coverage, then layer integration tests on top
when a seam specifically needs real framework proof. This keeps runtime tests
fast, reproducible, and independent of live database setup on the hot path.
Privacy and redaction
Telemetry and audit output should describe what happened without leaking raw
traits, actor payloads, or secrets. The public telemetry contract is documented
in guides/flows/telemetry.md; treat its bounded
metadata spine and redaction rules as the default for adjacent instrumentation
and operational docs.
Mechanical guardrails
These conventions are backed by existing enforcement, not just prose:
	custom Credo checks already block raw trait keys in telemetry metadata
	custom Credo checks already block raw trait keys in logger metadata
	custom Credo checks already push evaluation entrypoints through the intended
context boundary

When you change a public-facing seam, update the docs and tests in the same
change so the contract remains auditable.


  

    Rulestead Cheatsheet

One-page reference for the locked v0.1.0 package surface.
Add Dependencies
{:rulestead, "~> 0.1"},
{:rulestead_admin, "~> 0.1"}
Install In A Host App
mix deps.get
mix rulestead.install --yes
mix ecto.migrate

Mount The Admin Package
import RulesteadAdmin.Router

scope "/" do
  pipe_through :browser

  rulestead_admin "/admin/flags", policy: MyApp.RulesteadPolicy
end
Required host session keys:
	"current_actor"
	"rulestead_admin_environments"
	"rulestead_admin_last_env"

Canonical operator environment selector:
?env=dev
?env=staging
?env=prod
Build Context
context =
  Rulestead.Context.new(
    actor: %{id: "user_123"},
    targeting_key: "user_123",
    environment: "prod",
    attributes: %{country: "US", plan: "pro"}
  )
Payload-First Evaluation
{:ok, result} = Rulestead.evaluate(flag_payload, context)
{:ok, enabled?} = Rulestead.enabled?(flag_payload, context)
{:ok, value} = Rulestead.get_value(flag_payload, context, %{timeout_ms: 500})
{:ok, variant} = Rulestead.get_variant(flag_payload, context)
{:ok, explanation} = Rulestead.explain(flag_payload, context)
Result fields:
%Rulestead.Result{
  value: value,
  enabled?: enabled?,
  variant: variant,
  reason: reason,
  matched_rule: matched_rule,
  flag_key: flag_key,
  flag_version: flag_version,
  cache_age_ms: cache_age_ms,
  debug_trace: debug_trace
}
Admin-Safe Runtime Seams
{:ok, fetched} = Rulestead.fetch_flag("checkout_v2", "prod")
{:ok, simulation} = Rulestead.simulate_flag("checkout_v2", "prod", context, actor: actor)
{:ok, explained} = Rulestead.explain_flag("checkout_v2", "prod", context, actor: actor)
diagnostics = Rulestead.diagnostics()
LiveView And Host Helpers
context = Rulestead.Phoenix.context_from_conn(conn)
context = Rulestead.LiveView.context_from_socket(socket, session: session)
socket = Rulestead.LiveView.assign_flags(socket, [:checkout_v2], session: session)
Test Helpers
import Rulestead.TestHelpers

with_flag "checkout_v2", true do
  ...
end

put_flag("pricing_copy", "treatment")
seed_bucket("pricing_exp", "user_123", "treatment")
clear_flags()
Telemetry-backed assertion:
assert_flag_evaluated "checkout_v2" do
  Rulestead.enabled?(flag_payload, context)
end
Stable Operator Paths
/admin/flags
/admin/flags/new
/admin/flags/audit
/admin/flags/:key
/admin/flags/:key/edit
/admin/flags/:key/rules
/admin/flags/:key/simulate
/admin/flags/:key/rollouts
/admin/flags/:key/kill
/admin/flags/:key/timeline
Policy Behaviour
defmodule MyApp.RulesteadPolicy do
  @behaviour Rulestead.Admin.Policy

  @impl true
  def can?(actor, action, resource, environment_key) do
    ...
  end
end


  

    API Stability

guides/api_stability.md is the v0.1.0 release contract for Rulestead's public
API catalog, carried forward on the
0.1.x Hex package line. Repository milestone docs (v1.0.0 GA through
v1.9.0 post-GA band) describe shipped capabilities and proof posture; they do
not change the semver boundary below.
Anything listed here is part of the supported public surface for 0.1.x.
Anything not listed here may change without notice, even if it is visible in
source.
The boundary is intentionally asymmetric:
	rulestead ships a broad runtime-facing public contract.
	rulestead_admin ships a narrow host-facing mount contract.
	Internal implementation details remain flexible behind those package
boundaries.

Versioning Posture
	New public modules or functions are a minor-version change, not a patch.
	Removing or changing a documented contract requires a major-version change.
	Additive telemetry keys and additive docs are allowed when they do not change
the semantics listed below.

Stable rulestead Modules
These modules are public in v0.1.0:
	Rulestead
	Rulestead.Context
	Rulestead.Result
	Rulestead.Error
	Rulestead.Store
	Rulestead.Admin.Policy
	Rulestead.Telemetry
	Rulestead.Config

The v0.1.0 core module list above remains closed. Post-GA supported
adopter facades (below) are additionally public on 0.1.x without opening
implementation trees.
Supported adopter facades (post-GA)
Rulestead.Runtime
Supported keyed lookup for Phoenix apps using the snapshot cache. Closed
function catalog:
	evaluate/3
	enabled?/3
	get_value/4
	get_variant/3
	explain/3
	diagnostics/1

Rulestead.Runtime.Cache, Rulestead.Runtime.Snapshot, and other
Rulestead.Runtime.* implementation modules are not public.
Rulestead.TestHelpers
Supported Fake-backed test facade:
	with_flag/3
	put_flag/3
	clear_flags/0
	seed_bucket/3
	assert_flag_evaluated/2

Backed by Rulestead.Fake for in-memory state. Rulestead.Fake.Control is
not public.
Stable Rulestead Function Catalog
The root facade is a closed catalog in v0.1.0:
	version/0
	fetch_flag/1
	fetch_flag/2
	fetch_flag/3
	fetch_flag!/3
	fetch_flag!/2
	create_flag/1
	create_flag/2
	update_flag/1
	update_flag/2
	update_flag/3
	save_draft_ruleset/1
	save_draft_ruleset!/1
	publish_ruleset/1
	publish_ruleset!/1
	archive_flag/1
	archive_flag!/1
	engage_kill_switch/1
	engage_kill_switch/3
	engage_kill_switch/4
	release_kill_switch/1
	release_kill_switch/3
	release_kill_switch/4
	list_audit_events/0
	list_audit_events/1
	rollback_audit_event/1
	rollback_audit_event/2
	list_flags/0
	list_flags/1
	list_flags!/0
	list_flags!/1
	list_environments/0
	list_environments/1
	list_audiences/0
	list_audiences/1
	apply_audience_mutation/1
	apply_audience_mutation/2
	preview_audience_impact/1
	preview_audience_impact/2
	preview_audience_impact/3
	list_audience_dependencies/0
	list_audience_dependencies/1
	record_evaluation/1
	record_evaluation/3
	evaluate/2
	evaluate/3
	evaluate!/2
	evaluate!/3
	enabled?/2
	get_value/3
	get_variant/2
	explain/2
	simulate_flag/3
	simulate_flag/4
	explain_flag/3
	explain_flag/4
	diagnostics/0

Public helpers outside the root facade:
	Rulestead.Telemetry.span/3
	Rulestead.Telemetry.execute/3
	Rulestead.Telemetry.attach_many/4
	Rulestead.Telemetry.detach/1
	Rulestead.Telemetry.base_metadata/2
	Rulestead.Telemetry.metadata/1
	Rulestead.Telemetry.base_metadata/3
	Rulestead.Telemetry.result_metadata/2
	Rulestead.Telemetry.result_metadata/3
	Rulestead.Telemetry.runtime_metadata/1
	Rulestead.Telemetry.runtime_metadata/2
	Rulestead.Telemetry.command_metadata/1
	Rulestead.Telemetry.command_metadata/2
	Rulestead.Config.load/0
	Rulestead.Config.schema/0
	Rulestead.Config.defaults/0
	Rulestead.Config.validate/0
	Rulestead.Config.validate/1
	Rulestead.Config.validate!/0
	Rulestead.Config.validate!/1
	Rulestead.Config.load/1

Stable Struct Fields
%Rulestead.Context{}
	:actor
	:targeting_key
	:tenant_key
	:environment
	:attributes
	:request_id
	:session_id
	:strict?

Construction and normalization helpers are public:
	Rulestead.Context.new/1
	Rulestead.Context.normalize/1

%Rulestead.Result{}
	:value
	:enabled?
	:variant
	:reason
	:matched_rule
	:flag_key
	:flag_version
	:cache_age_ms
	:debug_trace

Construction and normalization helpers are public:
	Rulestead.Result.new/1
	Rulestead.Result.normalize/1

Closed :reason atoms:
	:rule_match
	:default
	:targeting_key_missing
	:flag_off
	:error

%Rulestead.Error{}
	:__exception__
	:domain
	:type
	:message
	:metadata
	:details
	:cause
	:plug_status

Public helpers:
	Rulestead.Error.new/1
	Rulestead.Error.normalize/1
	Rulestead.Error.domains/0
	Rulestead.Error.leaf_types/0

The standard Elixir exception hooks generated for %Rulestead.Error{} remain
available when the error is raised or normalized.
Closed :domain atoms:
	:evaluation
	:ruleset
	:kill_switch
	:config
	:store
	:auth

Closed :type atoms:
	:flag_not_found
	:environment_not_found
	:snapshot_not_found
	:ruleset_not_found
	:missing_targeting_key
	:repo_not_configured
	:repo_ambiguous
	:store_not_configured
	:store_adapter_invalid
	:store_unavailable
	:invalid_command
	:invalid_ruleset
	:variant_weights_invalid
	:invalid_value_projection
	:malformed_runtime_data
	:flag_archived
	:unauthorized
	:kill_switch_active
	:not_implemented

Jason.Encoder for %Rulestead.Error{} is part of the contract, and it must
continue to exclude :cause.
Stable Behavior Seams
Rulestead.Store
The store behavior is public. Its callback catalog is closed in v0.1.0:
	fetch_flag/1
	fetch_snapshot/1
	create_flag/1
	update_flag/1
	save_draft_ruleset/1
	publish_ruleset/1
	archive_flag/1
	list_flags/1
	list_environments/1
	list_audiences/1
	apply_audience_mutation/1
	preview_audience_impact/1
	list_audience_dependencies/1
	record_evaluation/1
	engage_kill_switch/1
	release_kill_switch/1
	list_audit_events/1
	rollback_audit_event/1

Rulestead.Admin.Policy
The admin policy seam is public and intentionally small:
	can?/4
	allow_self_approval?/4
	change_request_required?/4

Hosts own authorization. Rulestead does not ship a bundled auth stack. can?/4 maps host actors to the canonical Rulestead operator role model (Viewer, Editor, Admin) and specific workflow actions.
Stable Lifecycle Verification Seams
Lifecycle verification in this repo may rely on these public seams:
	shared README and guide content
	mix rulestead.lifecycle text and JSON behavior
	mounted admin route, query, and mount semantics such as ?env=
	documented queue-to-review navigation semantics

Those seams are public because they are part of the release-facing docs and
host integration contract.
The following are still not public lifecycle API:
	internal LiveView modules
	DOM structure
	CSS classes
	test selectors
	socket assigns

Use route, query, and mount behavior for lifecycle verification. Do not freeze
implementation details that the mounted package intentionally keeps flexible.
Stable Telemetry Contract
The event catalog from Telemetry is part of the public
release contract.
Event Catalog
	[:rulestead, :eval, :decide, :start]
	[:rulestead, :eval, :decide, :stop]
	[:rulestead, :eval, :decide, :exception]
	[:rulestead, :runtime, :cache, :hit]
	[:rulestead, :runtime, :cache, :miss]
	[:rulestead, :runtime, :cache, :refresh]
	[:rulestead, :runtime, :cache, :stale_used]
	[:rulestead, :runtime, :snapshot, :published]
	[:rulestead, :runtime, :snapshot, :applied]
	[:rulestead, :store, :read, :start]
	[:rulestead, :store, :read, :stop]
	[:rulestead, :store, :read, :exception]
	[:rulestead, :store, :write, :start]
	[:rulestead, :store, :write, :stop]
	[:rulestead, :store, :write, :exception]
	[:rulestead, :admin, :mutation, :start]
	[:rulestead, :admin, :mutation, :stop]

Shared Metadata Keys
	:flag_key
	:flag_type
	:environment
	:snapshot_version
	:cache_age_ms
	:reason
	:has_targeting_key?
	:matched_rule_count

Documented bounded additions:
	:operation
	:source
	:refresh_status
	:audit_action
	:error_kind

Telemetry remains redacted by default. Raw actor payloads, raw attributes,
secret values, Plug structs, LiveView sockets, and Oban jobs are not part of
the telemetry contract.
Stable Host Config Schema
Rulestead.Config defines the supported host-app schema under
config :rulestead, :host.
Closed top-level keys:
	:environment_key
	:plug
	:live_view
	:oban
	:runtime
	:tenancy

Closed nested keys:
	plug.context_assign
	plug.targeting_key_sources
	live_view.context_assign
	live_view.targeting_key_sources
	live_view.assign_flags_mode
	oban.enabled
	oban.context_key
	oban.middlewares
	runtime.api
	runtime.notifier
	runtime.health_peer_provider
	runtime.pubsub
	runtime.pubsub_topic
	tenancy.module

Allowed live_view.assign_flags_mode values:
	:enabled
	:variant
	:value
	:evaluate

Other application env keys used internally by the library are not part of this
host-facing stability contract unless they are documented here later.
Stable rulestead_admin Boundary
The admin package contract is intentionally narrow. The public package promise
stops at the mount seam and documented host-facing conventions.
Public Admin Seam
	RulesteadAdmin.Router.rulestead_admin/1
	RulesteadAdmin.Router.rulestead_admin/2
	required policy: option implementing Rulestead.Admin.Policy

Required Host Session Keys
	"current_actor"
	"rulestead_admin_environments"
	"rulestead_admin_last_env"

Stable Host-Facing URL Conventions
The route family mounted beneath the chosen base path is public in v0.1.0:
	/
	/new
	/audit
	/:key
	/:key/edit
	/:key/rules
	/:key/simulate
	/:key/rollouts
	/:key/kill
	/:key/timeline

The env query parameter is the canonical environment selector across the
mounted UI.
The admin package does not promise internal LiveView module names, DOM shape,
or CSS structure. Host apps should integrate at the router, policy, session,
and documented URL level only.
Non-Public Surface
The following are explicitly outside the v0.1.0 compatibility promise:
	post-GA facade support does not make governance, manifest, or admin LiveView
modules public
	RulesteadAdmin.Live.*
	RulesteadAdmin.Components.*
	socket assigns
	DOM structure, CSS classes, and test selectors
	internal helper modules in either package
	internal runtime/cache/store implementation modules
	generated telemetry handler table details
	unpublished or undocumented modules visible only because they exist in source

These planned seams are also excluded from the stability contract until they
ship as documented, tested, supported code:
	Rulestead.RuleEngine
	Rulestead.EvaluationCache
	Rulestead.AuditStore
	Rulestead.ActorResolver

If a future guide mentions planned seams for roadmap context, that mention does
not make them public API.
The following exported helpers are visible for runtime mechanics but are not a
supported public seam in v0.1.0:
	Rulestead.Telemetry.dispatch/4



  

    Installation

Rulestead ships as two sibling packages:
	rulestead for runtime evaluation, installer support, context helpers, and tests
	rulestead_admin for the optional mounted admin UI

Repo GA shipped in v1.0.0 on 2026-05-21, and the current installable package
line on Hex is 0.1.2 (~> 0.1). Install only the package boundary your app needs.
Runtime-only apps
Choose this path if application code needs flag evaluation but your team does
not need the mounted admin UI in the host Phoenix app.
defp deps do
  [
    {:rulestead, "~> 0.1"}
  ]
end
Apps that also mount the admin UI
Choose this path if a host Phoenix app needs both runtime evaluation and the
operator UI.
defp deps do
  [
    {:rulestead, "~> 0.1"},
    {:rulestead_admin, "~> 0.1"}
  ]
end
Install and migrate
After adding the dependency set you need:
mix deps.get
mix rulestead.install
mix ecto.migrate

mix rulestead.install adds the package-owned setup needed for the runtime
surface. If you mount rulestead_admin, follow the router seam documented in
rulestead_admin/README.md.
What happens next
	Phoenix integrators: Phoenix Integration Spine
— supervision → config → Plug → first flag (lifecycle fields required)
	Lifecycle at create: flags require owner_ref and
expected_expiration before save — see
Flag Lifecycle
	Follow Getting Started for the first-success path
	Use Evaluation for runtime usage patterns
	Use Admin UI if your app mounts the operator surface
	Use ../../examples/demo/README.md when you
want the bounded runnable demo proof path



  

    Getting Started

This is the first-success path for the current 0.1.2 package line on Hex: install
the runtime, gate one code path, and optionally mount the admin UI.
1. Add dependencies
Runtime only:
{:rulestead, "~> 0.1"}
Runtime plus admin UI:
{:rulestead, "~> 0.1"},
{:rulestead_admin, "~> 0.1"}
Repo GA shipped in v1.0.0 on 2026-05-21, but adoption today still starts
from the 0.1.x sibling packages shown above.
2. Install and migrate
mix deps.get
mix rulestead.install
mix ecto.migrate

Phoenix first-hour path: Phoenix Integration Spine
(supervision → config → Plug → first Rulestead.Runtime eval → lifecycle-honest
flag create).
Lifecycle required at flag create: Every new flag must include
owner_ref (host-owned team or service reference) and
expected_expiration (review date). Rulestead does not maintain a team
directory. See Flag Lifecycle and
Create your first flag
in the spine.

3. Gate a code path
For the ordered Plug → snapshot runtime path, follow the
Phoenix Integration Spine. Below is the
payload-first contract for tests and simulations.
Build an explicit %Rulestead.Context{} and evaluate against a flag payload.
This is the canonical contract documented in ../flows/evaluation.md:
context =
  Rulestead.Context.new(
    environment: "production",
    targeting_key: "user-123",
    attributes: %{plan: :pro}
  )

flag_payload = ... # from snapshot or store

with {:ok, result} <- Rulestead.evaluate(flag_payload, context) do
  if result.enabled? do
    render_v2(conn)
  else
    render_v1(conn)
  end
end
Snapshot runtime lookup
Phoenix apps with the snapshot cache typically use Rulestead.Runtime and
conn.assigns[:rulestead_context] — see the
Phoenix Integration Spine and
evaluation.md. Projection helpers on Rulestead
(enabled?/2, get_variant/2) accept flag payload + context, not a string
key on %Plug.Conn{}.
4. Optionally mount the admin UI
If your host Phoenix app needs the operator UI:
import RulesteadAdmin.Router

scope "/" do
  pipe_through :browser

  rulestead_admin "/admin/flags", policy: MyApp.RulesteadPolicy
end
The host contract is intentionally narrow: provide the required policy:
module, the documented session keys, and preserve the canonical ?env=
selector. The package-local details are in
../../rulestead_admin/README.md.
5. Continue from here
	In scope / deferred surfaces: Product Boundary
	Common mistakes: Footguns
	Product mental model: User Flows and JTBD
	Flag from birth to retirement: ../flows/flag-lifecycle.md
	Runtime usage: ../flows/evaluation.md
	Rules and precedence: ../flows/rulesets.md
	Explain and support workflows: ../flows/explainability.md
	Testing and fake-backed helpers: ../recipes/testing.md
	Runnable proof path: ../../examples/demo/README.md



  

    Phoenix Integration Spine

This is the first-hour path for a Phoenix host app: from dependencies through
supervision, config, Plug, your first runtime evaluation, and a lifecycle-honest
flag create. Budget about fifteen minutes if you already have Postgres and a
running Phoenix app.
For the payload-first mental model (tests, simulations, and pure evaluation),
see Evaluation. This spine optimizes for the path most
teams take in production: snapshot cache + keyed lookup.
1. Before you start
Add the packages you need (see Installation):
defp deps do
  [
    {:rulestead, "~> 0.1"},
    {:rulestead_admin, "~> 0.1"}  # optional operator UI
  ]
end
Then install and migrate:
mix deps.get
mix rulestead.install
mix ecto.migrate

mix rulestead.install writes host config, injects Rulestead.Plug into your
endpoint, and (when enabled) scaffolds the admin mount. It does not patch your
host application.ex — runtime supervision starts with the :rulestead OTP
application (next section).
2. How Rulestead runs in your BEAM
When {:rulestead, ...} is in your deps, the :rulestead application starts
Rulestead.Application. That supervisor owns the local snapshot runtime, not your
host app's root supervisor.
Typical children include:
	Rulestead.Runtime.Supervisor — snapshot cache and keyed lookup
	Rulestead.Analytics.Batcher — bounded analytics batching
	Rulestead.Admin.StaleTracker — lifecycle hygiene signals for operators

You do not add these modules to MyApp.Application children yourself. If the
:rulestead app is not running, keyed runtime calls will not see a warm cache.
3. Host config after install
The installer writes config/rulestead.exs and adds import_config "rulestead.exs"
to your host config/config.exs. The shape matches what the installer generates
(abbreviated):
import Config

config :rulestead, :store, Rulestead.Store.Ecto

config :rulestead, Rulestead.Repo,
  repo: MyApp.Repo

config :rulestead, :host,
  environment_key: "dev",
  plug: [
    context_assign: :rulestead_context,
    targeting_key_sources: [
      session: "targeting_key",
      cookie: "rulestead_targeting_key",
      header: "x-rulestead-targeting-key"
    ]
  ],
  runtime: [
    api: Rulestead.Runtime,
    notifier: Rulestead.Runtime.Notifier.PhoenixPubSub,
    pubsub: MyApp.PubSub,
    pubsub_topic: "rulestead:runtime_snapshot"
  ]
Tune environment_key per deploy. The installer default is "dev" — keep
Runtime lookups, flag environment_keys, and admin ?env= routing aligned with
that value (or your chosen override). Plug and runtime keys must stay aligned with
how you build %Rulestead.Context{} in request handlers.
4. Request boundary: Plug
The installer places Rulestead.Plug in your endpoint after
Plug.Telemetry — for example:
plug Plug.Telemetry, event_prefix: [:phoenix, :endpoint]
plug Rulestead.Plug
The plug assigns a normalized %Rulestead.Context{} to
conn.assigns[:rulestead_context]. It does not evaluate flags by itself.
For LiveView mount, Oban workers, and explicit source lists, continue in
Context Propagation — do not duplicate that
machinery here.
5. First runtime evaluation
In a controller (or Plug-aware context), read the assign the plug set:
context = conn.assigns[:rulestead_context]

{:ok, enabled?} =
  Rulestead.Runtime.enabled?("dev", "checkout_v2", context)
The first argument must match config :rulestead, :host, environment_key (the
installer default is "dev").
Rulestead.Runtime looks up the authored flag in the local snapshot cache for the
environment key. It is the supported Phoenix hot path when you already run the
snapshot runtime.
For unit tests, simulations, or inspecting one payload in isolation, use
payload-first Rulestead.evaluate/3 instead — see
Evaluation. The root Rulestead projection helpers
(enabled?/2, get_variant/2) take flag payload + context, not a string key
on %Plug.Conn{}.
6. Create your first flag (lifecycle required)
Every flag must be born with explicit lifecycle metadata. Rulestead enforces this
at creation time.
Record at minimum:
	owner_ref — stable host-owned reference (team-growth, svc-checkout, a
person id your systems already understand). Rulestead does not maintain a user
or team directory.
	expected_expiration — review horizon as a date (or the lifecycle fields
your authoring surface maps to it).

In the mounted admin UI, the create form requires these fields before save.
Programmatic create (IEx, seeds, or internal tooling) uses the same metadata:
{:ok, _flag} =
  Rulestead.create_flag(
    key: "checkout_v2",
    flag_type: :release,
    value_type: :boolean,
    default_value: %{value: false},
    ownership: %{owner_ref: "team-checkout", owner_kind: :team},
    expected_expiration: ~D[2026-12-31],
    environment_keys: ["dev"]
  )
Use the same environment keys you pass to Rulestead.Runtime (see section 5).
If you author through other store APIs, pass the same lifecycle fields — missing
owner or expiration should fail closed rather than silently defaulting.
Honest posture:
	Owner truth stays in your systems; Rulestead stores bounded references.
	Lifecycle guidance is advisory for operators — it does not change hot-path
evaluation semantics.

Full lifecycle flows (review queues, archive readiness, cleanup) live in
Flag Lifecycle.
7. Optional: mount the admin UI
If you installed rulestead_admin, the installer adds a router mount similar to:
use RulesteadAdmin.Router

scope "/admin", MyAppWeb do
  pipe_through :browser
  rulestead_admin "/flags", policy: MyApp.AdminPolicy
end
Provide the host policy: module and session keys documented in
rulestead_admin/README.md. Rulestead does not
bundle authentication — your app owns identity.
8. Next steps
	Getting Started — alternate payload-first quick path
	Footguns — targeting_key, Runtime vs root API, snapshots
	Product Boundary — in-scope vs deferred surfaces
	Multi-environment — environment keys across deploys
	../../examples/demo/README.md — bounded demo proof
	Prove the band: cd rulestead && mix verify.adopter



  

    Product Boundary

Rulestead is a self-hostable, Elixir-native feature-flag and remote-config system for Phoenix teams. This page states what v1.x ships, what hosts own, and what is explicitly deferred so adopters do not expect a hosted LaunchDarkly clone.
In scope (v1.x post-GA band)
	Surface	What you get
	Runtime	Pure Rulestead.evaluate/3 on authored payloads + %Rulestead.Context{}; projections; explain API; deterministic bucketing
	Snapshot runtime	Rulestead.Runtime.* keyed lookup by environment + flag key (local cache; not admin internals)
	Mounted admin	rulestead_admin sibling package — flags, rollouts, kill switch, audit, compare, audiences, experiments, diagnostics
	Governance	Change requests, scheduling, protected-environment controls, blast-radius thresholds (reference-count based)
	Guarded rollouts	Host-supplied guardrail signals; hold/rollback; observation-window auto-advance (fail-closed)
	Reusable audiences	Impact previews, dependency inventory, preview→confirm→audit, host-supplied preview evidence (bounded)
	Promotion / GitOps	Compare, promote, manifest export/import with governed apply
	Lifecycle	Owner metadata (host-owned refs), archive-readiness guidance, cleanup workbench — advisory only
	Tenancy helpers	Explicit tenant scope in runtime, admin, promotion, audit — not environment-per-tenant topology
	Integration	OpenFeature companion package, installer, Fake adapter, Plug/LiveView/Oban seams

Runtime semver (0.1.x)
Rulestead.Runtime is the supported keyed lookup path when using
environment + flag key with the snapshot cache. See
Getting Started and Evaluation
for the evaluation flow.
The six-function catalog in API Stability is stable
for 0.1.x patch releases.
Implementation modules under Rulestead.Runtime.* (cache, snapshot,
refresh) are not semver-locked and may change without notice.
Payload-first Rulestead.evaluate/3 remains the pure evaluation contract;
Rulestead.Runtime is additive for cached lookup.
Host always owns
	Identity and authorization — Rulestead.Admin.Policy behaviour; no bundled auth stack
	Observability and metrics — guardrail signals, preview evidence, baselines; Rulestead normalizes bounded facts only
	Population truth — no authoritative affected-user counts; previews declare basis and uncertainty
	Team/owner directory — lifecycle owner fields are opaque host references

Out of scope (not Rulestead)
	Area	Why
	Hosted Rulestead Cloud	Self-hostable OSS; you run Postgres and Phoenix
	Stats engine / experiment analytics warehouse	Impression hooks only; analytics lives in your warehouse
	Standalone fleet control plane	Admin mounts inside your app
	Automatic code removal from lifecycle heuristics	Archive readiness is advisory
	Percentage-of-time rollouts	Footgun; use stable targeting_key + percentage-of-actors
	Impression-weighted blast-radius governance	GOV-05: reference-count thresholds only

Deferred to v2 (optional deepening)
	ID	Item	Reopen when
	ADM-06	Draft targeting presets	High authoring volume + duplication pain
	ROL-08	Guardrail baseline comparison	Prod guarded rollouts need host baselines
	GOV-02-ext	Blast-radius threshold profiles	Per-env/tenant thresholds beyond v1.7 defaults

Maintainers track full trigger text in the repository .planning/DEFERRED.md.
Proof posture
Adopters should trust what CI and maintainers run:
	Every merge: full mix test in rulestead and rulestead_admin (includes release_contract_test.exs)
	Band closure maintainer gate: cd rulestead && mix verify.phase76
	Integrator shortcut: cd rulestead && mix verify.adopter (delegates to phase76)
	Runnable demo: scripts/demo/proof.sh

Read next
	Evaluation — payload-first vs runtime lookup
	Footguns — common mistakes
	Getting Started — 15-minute path



  

    User Flows And Jobs To Be Done

Rulestead is not just "feature flags for Elixir." Teams hire it when they want
to ship code early, release it carefully, explain decisions clearly, and keep
the runtime contract boring in the best possible way.
This guide is the fast mental model. Read it when you want to understand what
Rulestead is for before you disappear into API details or mounted-admin screens.
Why Teams Hire Rulestead
The core job is simple:
Let the app keep moving while the release stays under control.
That turns into a few concrete promises:
	developers can gate a new path without building a control plane first
	leads can roll out a change in steps instead of gambling on one big release
	operators can change live behavior without SSH sessions or ad hoc scripts
	support can answer "why did this user see that?" without guessing
	on-call engineers can stop the blast radius fast

Rulestead earns its keep when one product change needs all of those people to
work on the same system without stepping on each other.
The Six People In The Story
Think of Rulestead as one shared system seen from six angles.
1. The App Developer
This person wants to ship checkout_v2 without turning a routine feature into a
week-long infrastructure project.
Their job:
	gate one code path
	read a variant or typed config value
	test behavior locally without depending on Postgres in the hot loop

What good looks like:
	one explicit runtime call
	one explicit context
	deterministic results
	safe defaults when a flag is missing or not ready

2. The Tech Lead
This person is less worried about the if statement and more worried about the
release shape.
Their job:
	roll out in stages
	decide who can mutate production state
	require preview, approval, and audit where it matters
	keep flag debt from turning into archaeology

What good looks like:
	rollout intent is visible
	governance rules are explicit
	production changes leave evidence behind

3. The Operator
This is the person living in the mounted admin UI during normal business hours.
Their job:
	browse what is live
	adjust a rollout
	submit or execute a change through the right path
	review audit history without reading code

What good looks like:
	the UI feels like an operator workbench, not a toy dashboard
	environment scope is obvious
	risky actions show preview, confirmation, and reason fields

4. The Support Engineer
This person gets the ticket that says, "why did user u_123 get the new
checkout?"
Their job:
	explain one decision for one actor
	share a link with engineering
	quote evidence without re-running the incident in their head

What good looks like:
	one explain flow
	one human-readable answer
	one shareable URL

5. The SRE Or On-Call Engineer
This person meets Rulestead when something is already going wrong.
Their job:
	kill a risky path quickly
	confirm the system is healthy enough to trust the result
	leave an audit trail for the post-mortem

What good looks like:
	kill switch is immediate
	diagnostics are legible
	rollback and audit do not require tribal knowledge

6. The Maintainer Or Contributor
This person is extending the library itself or integrating it into a broader
platform shape.
Their job:
	use the supported seams instead of patching internals
	understand what is public contract versus implementation detail
	keep the runtime story coherent as the system grows

What good looks like:
	narrow extension seams
	clear package boundaries
	docs that say where to plug in and where not to

The Everyday Flows
The best way to understand the product is to watch one feature move through it.
Use a concrete example: a team is rolling out checkout_v2.
Flow 1: Ship Behind A Flag
The developer adds the new checkout path behind a runtime call.
In this moment, Rulestead is doing the smallest valuable job:
	keep the code deployable before the feature is fully released
	let the host app pass explicit context
	return a deterministic decision

This is the "I need a safe seam in application code" job.
Flow 2: Target The Right Audience
Now the team wants more than on/off.
They need to answer questions like:
	only for US users?
	only for premium accounts?
	10% of eligible traffic first?
	one config payload in staging and another in production?

This is where flags stop being a boolean convenience and become a release
control surface.
Flow 3: Preview Before You Regret It
Before a risky production change, the operator or lead wants to know what will
happen before it happens.
That creates a different JTBD:
	author rules
	simulate or review the decision path
	push changes through an explicit approval path when needed

This is not just "make a change." It is "make a reversible, reviewable change."
Flow 4: Roll Out Without Holding Your Breath
The feature is ready, but the team does not want an all-at-once launch.
They want:
	staged rollout
	a reason attached to each change
	audit history that explains who changed what
	a fast escape hatch if signals go sideways

This is the operational heart of the system: release code separately from
release exposure.
Operators may enable auto-advance on a guarded rollout: they author the
next stage and observation window, the host supplies guardrail signal facts, and
Rulestead schedules a fail-closed tick at window close. In protected environments,
automation submits a change request instead of auto-applying; the timeline labels
guardrail_automation separately from manual advances. See
Rollout and Admin UI.
Flow 5: Explain One User's Reality
Support gets a ticket. A PM asks what is live. An engineer wonders whether the
rule order is doing what they thought.
The question is no longer "what did we configure?"
It is:
What happened for this actor, in this environment, at this point in time?
That is why explainability matters so much in Rulestead. It turns a flag system
from a black box into a supportable system.
Flow 6: Survive The 3am Moment
Every mature flag system eventually gets judged during an incident.
The important jobs are brutally practical:
	disable the risky path
	confirm the change took effect
	understand whether the system is degraded or healthy
	hand clean evidence to the next human

If the library cannot do that, it does not matter how elegant the rule engine
looks in daylight.
How The Flows Connect
The memorable model is:
build, release, explain, recover
Rulestead starts with build-time developer safety, grows into release-time
operator control, proves itself through support-time explainability, and earns
trust during recovery-time incident handling.
Those are not separate products. They are one chain:
	a developer gates a feature
	an operator rolls it out
	support explains the outcome
	SRE kills it if needed
	audit and telemetry tell the story afterward

When the chain is intact, the library feels calm. When one link is missing,
teams fall back to Slack messages, emergency scripts, and folklore.
What Rulestead Deliberately Is Not
Rulestead has boundaries. Those boundaries are part of the product shape, not a
missing paragraph in the docs.
	It is a sibling-package system, not a standalone SaaS control plane.
	The host app owns auth, actor identity, and final authorization policy.
	The mounted admin is optional; runtime-only adopters do not have to carry it.
	Context stays explicit; the runtime is not built around hidden global state.
	The goal is trustworthy release control for Phoenix teams, not infinite
platform sprawl.

Those choices keep the system aligned with normal Elixir and Phoenix ownership
rules.
Where To Go Next
If you are adopting Rulestead in your own app, the usual reading path is:
	Getting Started for the first-success loop
	Evaluation for the runtime mental model
	Admin UI for operator-facing workflows
	Explainability for support and debugging
	Testing for fake-backed application tests

If you remember only one line, make it this:
Rulestead helps one team ship one feature safely from first gated commit to
incident-response rollback, with an explanation available at every step.


  

    Upgrading

Repo GA shipped in v1.0.0 on 2026-05-21, while the current installable
packages on Hex are at 0.1.2 (~> 0.1). Most teams will still be adopting rather
than upgrading, but the compatibility posture is still important:
	Patch releases in v0.1.x should preserve documented behavior and fix bugs
	Minor releases before 1.0 may tighten or reshape public contracts when the
release notes call that out explicitly
	Anything not documented as public should be treated as internal

Proof today
Support truth is intentionally bounded to the seams we can verify today:
	../../examples/demo/README.md is the primary
runnable demo proof path.
	cd rulestead && mix verify.adopter (delegates to mix verify.phase76) is the
integrator proof bar for the post-GA doc band.
	mix verify.release_publish <version> proves a published consumer can install
the current package line and reach the published docs.
	mix verify.release_parity <version> proves the git tag and Hex tarball stay
aligned for that release.

Anything outside those seams should be read as guidance, not as a broader
closed support guarantee.
What to review before upgrading
	The package CHANGELOG.md files in rulestead/ and rulestead_admin/
	The installation and getting-started guides if your host integration changed
	The admin package README if your host app mounts the admin UI

Public contract posture
Treat the root README, package READMEs, and shipped guides as the supported
contract set for the current 0.1.x package line. This phase keeps the support
story bounded instead of pointing at future documentation that has not shipped.
Practical rule
If your app depends on internal module names, socket assigns, or DOM/CSS
details inside rulestead_admin, you are outside the supported upgrade
boundary for v0.1.x. Keep host integrations on the documented router seam,
policy: behavior, session keys, and ?env= URL convention.


  

    Evaluation

Rulestead evaluates an authored flag payload against an explicit
%Rulestead.Context{}. The runtime call is pure from the caller's
perspective: no hidden store lookup, no process-dictionary context, and no
surprise framework structs crossing the boundary.
Core Calls
	Rulestead.evaluate(flag_payload, context, opts \\ [])
	Rulestead.enabled?(flag_payload, context)
	Rulestead.get_value(flag_payload, context, default)
	Rulestead.get_variant(flag_payload, context)
	Rulestead.explain(flag_payload, context)

Lifecycle posture is adjacent to these calls, not part of them. Owner truth is
host-owned, lifecycle guidance is advisory, and lifecycle review does not
change hot-path evaluation semantics.
Each call accepts the in-memory authored flag payload first and the evaluation
context second. context may already be a %Rulestead.Context{} or any
map/keyword input that Rulestead.Context.new/1 can normalize.
Build Context Explicitly
Use Rulestead.Context.new/1 when you are outside Phoenix helpers or when you
want to see exactly what the evaluator receives:
context =
  Rulestead.Context.new(
    actor: %{id: "user_123"},
    targeting_key: "user_123",
    environment: "prod",
    attributes: %{
      country: "US",
      plan: "pro"
    }
  )
%Rulestead.Context{} carries bounded fields only:
	actor
	targeting_key
	tenant_key
	environment
	attributes
	request_id
	session_id
	strict?

If you are entering from Plug, LiveView, or Oban, build the same context
through the host seams documented in
Context Propagation.
Read The Result
Rulestead.evaluate/3 returns {:ok, %Rulestead.Result{}} or
{:error, %Rulestead.Error{}}.
The stable result fields are:
	value
	enabled?
	variant
	reason
	matched_rule
	flag_key
	flag_version
	cache_age_ms
	debug_trace

Typical usage:
with {:ok, result} <- Rulestead.evaluate(flag_payload, context) do
  case result do
    %{enabled?: true, variant: "treatment"} -> :show_new_checkout
    %{enabled?: true} -> :show_enabled_default
    _result -> :show_old_checkout
  end
end
Projection helpers save boilerplate when you only need one piece:
{:ok, enabled?} = Rulestead.enabled?(flag_payload, context)
{:ok, value} = Rulestead.get_value(flag_payload, context, %{timeout_ms: 500})
{:ok, variant} = Rulestead.get_variant(flag_payload, context)
{:ok, explanation} = Rulestead.explain(flag_payload, context)
Ordered Rules, First Match Wins
Evaluation walks rules in authored order. The first matching rule decides the
result. If no rule matches, the flag falls back to its default value.
That model is intentional:
	rule order is part of the authored contract
	the evaluator never merges multiple matching rules
	the explanation path can point to one matched rule or to the default path

When you design rulesets, put broad defaults later and the most specific rules
earlier. The deeper authoring guidance is in Rulesets.
Sticky Rollouts Need A Targeting Key
Percentage and variant rollouts stay stable by hashing the flag, rule, salt,
and targeting_key. That means the context must carry a targeting key when the
rule needs stickiness.
In permissive mode, a missing targeting key yields a bounded warning and the
result falls back safely. In strict mode, the evaluator returns a typed error:
context = Rulestead.Context.new(strict?: true, environment: "prod")

{:error, error} = Rulestead.evaluate(flag_payload, context)
error.type
#=> :missing_targeting_key
Pure Evaluation Versus Runtime Lookup
Use the payload-first calls in this guide when:
	you already have the authored flag payload
	you want pure evaluation in tests
	you are simulating or inspecting one payload in isolation

Use the keyed runtime layer when you want the local snapshot cache to look up
the flag by environment and key.
Those runtime calls are what mounted admin workflows use under the hood. They
remain within the shipped public package boundary; they do not expose admin UI
internals.
Runtime keyed lookup (Rulestead.Runtime)
When your app runs the snapshot cache (typical Phoenix path), call
Rulestead.Runtime with an environment key, flag key, and
context — not a flag payload string on %Plug.Conn{}:
	API	Arity	Use when
	Rulestead.Runtime.evaluate/3	3	Full {:ok, %Rulestead.Result{}} from cache
	Rulestead.Runtime.enabled?/3	3	Boolean gate only
	Rulestead.Runtime.get_variant/3	3	Variant string only
	Rulestead.Runtime.get_value/4	4	Value with default when unset
	Rulestead.Runtime.explain/3	3	Human-readable trace from cache

context may be %Rulestead.Context{} or any map/keyword that
Rulestead.Context.new/1 can normalize — often
conn.assigns[:rulestead_context] after plug Rulestead.Plug.
Example:
context =
  Rulestead.Context.new(
    environment: "production",
    targeting_key: "user-123",
    attributes: %{plan: :pro}
  )

{:ok, enabled?} =
  Rulestead.Runtime.enabled?("production", "checkout_v2", context)
Root-module projection helpers (Rulestead.enabled?/2, get_variant/2, and
so on) take (flag_payload, context) — see
Footguns. For Plug → assigns → first eval, follow the
Phoenix Integration Spine.
Lifecycle Boundary
Keep this boundary explicit:
	owner truth is host-owned metadata
	lifecycle guidance is advisory operator support
	archive readiness does not affect evaluation
	cleanup review does not change the evaluator's rule order, bucket math, or
result semantics

That means a flag can be under lifecycle review while Rulestead.evaluate/3
continues to behave exactly the same for a given payload and context. Lifecycle
docs should help operators decide what to do next; they should not change the
runtime contract.
Common Pattern
For host apps, the common shape is:
	Normalize request or job input into %Rulestead.Context{}.
	Fetch or receive the authored flag payload.
	Call Rulestead.evaluate/3 or a projection helper.
	Use Rulestead.explain/2 when support or incident response needs a human
trace.

Start there before building rollout or operator workflows.


  

    Rulesets

Rulestead rulesets are designed to stay readable under change. A flag has one
default outcome and an ordered list of rules. Evaluation is simple:
first matching rule wins; otherwise the default applies.
Ruleset Shape
At the public API boundary, app code and operators should reason about four
things:
	the flag identity and default value
	the ordered rule list
	reusable audiences referenced by rules
	optional variants and rollout weights on rules that need stickiness

That is the model to preserve when authoring or reviewing a flag. You do not
need to learn internal evaluator modules or admin LiveView assigns to operate
it safely.
Author In The Same Order You Expect To Debug
Put rules in the order you want them explained later:
	most specific allow or treatment rules first
	broader cohort rules after that
	the default value last, outside the rule list

Because evaluation is first-match-wins, rule order is not presentation-only. If
you reorder rules, you may change live behavior.
Keep Rules Focused
Good rulesets are narrow and intention-revealing:
	one rollout step per rule
	one audience idea per reusable audience
	one reason an operator can explain in plain language

If a rule starts carrying several unrelated conditions, split it. If several
flags repeat the same targeting logic, move that logic into a reusable
audience.
Supported Condition Families
Phase v0.1.0 supports bounded attribute predicates inside rules:
	equals
	in
	not_in
	gt
	lt
	gte
	lte
	regex
	exists

Rules can also reference reusable audiences so you do not copy large condition
sets into every flag.
Reusable Audience Impact Preview
Operators manage reusable Audience definitions (the product term — internal
code may use segment_match). Before publish or archive of a shared audience,
run an impact preview against the preview basis: authored state ±
explicit samples only.
Previews carry uncertainty by design. They do not claim exact
affected-user or population counts. Treat preview output as bounded guidance,
not a census.
Audience references fail closed when assets are missing, archived,
incompatible, stale, or tenant-mismatched. Always confirm environment scope
and tenant scope — same-name audiences in different env/tenant contexts
are not assumed equivalent.
The mounted companion at /admin/audiences follows preview → confirm →
audit for audience mutations. Use that workflow instead of bypassing preview
when editing shared audiences.
Variants And Weights
Multivariate flags keep stable variant keys and authored rollout weights.
Weights must add up to 100, and deterministic bucketing keeps the same
targeting key in the same bucket for the same rule.
That gives operators a predictable question to ask during rollout work:
	Which rule matched?
	Which bucket did this targeting key land in?
	Which variant weight owned that bucket range?

Those answers show up again in explainability and rollout workflows.
Draft Then Publish
When you author rules through the admin package, treat draft and publish as
separate moments:
	save draft while editing rule order, conditions, or variant weights
	publish when the ruleset is ready to become runtime truth for that
environment

This is especially important when multiple operators review the same flag. The
mounted admin UI preserves that distinction at the package boundary without
making internal LiveView state part of the contract.
Review Checklist
Before you publish or merge a ruleset change, confirm:
	the default value is safe if every rule misses
	the rule list reads top-to-bottom in business priority order
	sticky rules have a clear targeting-key strategy
	reused audiences are named for business meaning, not implementation trivia
	an on-call engineer could explain the outcome from the ruleset alone

Where To Go Next
	Use Evaluation for payload-first runtime calls.
	Use Rollout when a ruleset change is part of a staged release.
	Use Explainability when you need to read a decision back
to a support or incident audience.



  

    Flag Lifecycle

Rulestead's lifecycle story is one operator loop from birth to retirement:
author explicit intent, review the shared queue, inspect evidence, run the
archive preview, confirm with a reason, and keep the audit trail intact.
This guide is the canonical lifecycle narrative for the sibling-package
release. rulestead owns the shared docs surface, while rulestead_admin
remains the mounted companion inside your host Phoenix app.
What This Guide Assumes
	your host app owns identity, authorization, and session truth
	owner references are host-owned metadata, not a Rulestead directory
	lifecycle defaults are advisory scaffolding, not hidden policy
	archive readiness is evidence, not permission
	archive and cleanup stay explicit, previewable, and audited

If you only need the runtime evaluator, stay in rulestead. If your team also
needs the mounted operator workflow, add rulestead_admin and keep it mounted
inside the host app rather than treating it as a standalone product.
The Operator Order
Use this sequence as the least-surprise default:
	create a flag with explicit ownership and lifecycle intent
	review the lifecycle queue in mounted admin or mix rulestead.lifecycle
	inspect readiness evidence before mutating anything
	run the cleanup preview
	confirm the archive action with a reason
	remove the dead host code on purpose
	keep audit, support, and maintainer evidence easy to trace later

The order matters. The lifecycle system is not an auto-archive engine and it is
not a background policy bot. Operators author facts, and Rulestead computes
guidance from those facts plus bounded evidence.
Birth: Create With Explicit Intent
Every new flag should start with two explicit pieces of metadata:
	who owns the lifecycle outcome
	what lifecycle posture the flag is expected to have

The host owns identity. Rulestead stores bounded lifecycle metadata, but it
does not create a user or team directory for you. The owner reference should be
a stable host-owned value such as team-growth, svc-checkout, or a person id
that your own systems understand.
Use the lifecycle defaults as recommendations:
	release, experiment, and migration usually start as expiring work
	kill_switch, operational, and permission usually need permanent posture
	remote_config should force an explicit choice instead of assuming a default

Those defaults are there to teach good hygiene. They are not policy and they do
not mutate flags on their own.
What To Record Up Front
Capture:
	owner_ref as the stable ownership truth
	a bounded owner kind such as person, team, or service
	a display snapshot when readability helps operators
	the authored lifecycle mode and expected review horizon
	enough context for future reviewers to understand why the flag exists

This is the beginning of the lifecycle story. If ownership is vague at birth,
cleanup becomes guesswork later.
Daily Work: Review The Queue First
Most lifecycle work is not archive work. Most lifecycle work is queue review:
which flags are active, who owns them, what evidence exists, and what deserves
attention next.
The canonical review surfaces are:
	the mounted admin workbench inside rulestead_admin
	the read-only CLI report from mix rulestead.lifecycle

Mounted admin gives operators a shareable, URL-backed queue. The CLI gives
maintainers and scripts the same lifecycle vocabulary in text or JSON.
Mounted Review Flow
The mounted companion keeps lifecycle review inside the host app:
	open the mounted flag inventory
	preserve ?env= in the URL so queue state stays shareable
	filter by owner, lifecycle posture, readiness, or archived visibility
	open the detail page when one flag needs deeper context
	enter cleanup only after the evidence says that review is worthwhile

That keeps the primary workflow calm and explicit. The detail page is still a
read surface first. It should link operators into cleanup rather than turning
every detail page into a mutation console.
CLI Review Flow
mix rulestead.lifecycle is the public read-only lifecycle report.
Use it when:
	you want the same lifecycle posture without opening mounted admin
	you need machine-readable JSON for scripts or release checks
	you are verifying that docs, admin, and release tooling all use one contract

The task should help answer:
	which flags are active or archived
	who owns them
	what readiness category they are in
	which evidence is strong, partial, weak, or missing
	what next action is recommended

The CLI is intentionally read-only. It reports; it does not archive.
Readiness: Evidence, Not Permission
Archive readiness is advisory. archive_candidate is not permission. It is a
bounded recommendation built from lifecycle intent, evaluation evidence, and
code-reference evidence.
That distinction is central to Rulestead's operator trust model:
	authored lifecycle facts remain the durable truth
	readiness categories describe what the evidence currently suggests
	missing evidence must remain visible as uncertainty

Do not read archive_candidate as "safe to delete." Read it as "the system has
enough bounded evidence that this flag deserves an explicit cleanup review."
Evidence Questions To Ask
Before you archive, ask:
	is the flag still evaluated recently?
	are code references still present?
	is the evidence quality strong, partial, or weak?
	are there blockers or unknowns that should stop cleanup?
	does the authored posture still match the intended use?

Unknown owner is not archive permission. Missing scans are not archive
permission. Quiet traffic is not archive permission by itself.
Preview basis and uncertainty
Audience impact previews (including reusable Audience mutations) carry
authoritative_population_count?: false always. Operators should read uncertainty
from preview.uncertainty[:message] — not from hardcoded fleet or population
copy.
When the host configures :preview_evidence_resolver, host-supplied sample and
impression evidence supplements explicit sample rows; it does not silently
replace operator-provided samples or invent authoritative population counts.
Apply paths reject stale previews when preview_fingerprint drifts — especially
when impression evidence changes between preview and confirm. Treat fingerprint
mismatch as fail-closed guidance to re-run preview, not as permission to apply
against outdated evidence.
Archive Flow: Preview, Confirm, Audit
Archive is a deliberate operator action. The canonical mounted workflow is
cleanup -> preview -> confirm -> audit.
Use this shape every time:
	review the lifecycle evidence in the queue or cleanup screen
	open the cleanup review as the advisory read surface
	run the cleanup preview
	confirm the action with a reason
	verify the audit event and resulting archived state

cleanup, preview, confirm, and audit are not optional ceremony. They
are how the system stays trustworthy when the evidence is incomplete or when a
support/SRE question lands later.
What The Preview Should Tell You
The preview should make it obvious:
	what lifecycle posture was authored
	why the system considers the flag ready or not ready
	which evidence supports or weakens that conclusion
	whether code references are still present
	which owner, actor, and environment context the review is happening in

If the preview exposes blockers or uncertainty, stop and resolve them. Do not
turn archive guidance into a race to clean up a queue faster.
Why Reason Capture Matters
The confirm step should require a reason because the audit trail must explain
intent later:
	support may need to explain why a flag disappeared
	maintainers may need proof that cleanup followed the documented path
	on-call may need to confirm that the archive was deliberate, not hidden

An archived flag still has history. The audit trail is part of the product
surface, not an implementation detail.
Retirement: Host Cleanup Still Matters
Archiving a flag is not the same as deleting every trace of it from your app.
Archived flags still require deliberate host-code cleanup. Remove:
	dead evaluation calls
	stale branches and templates
	no-longer-needed tests
	comments, docs, and handoff notes that imply the flag is still live

Rulestead can surface code-reference evidence, but your host repository still
owns the final removal work. That is another reason the host owns identity and
ownership truth: the real cleanup often spans code, rollout history, and team
responsibility outside the library boundary.
Exception Paths
Not every flag should be archived quickly. Keep the exception cases visible.
Permanent And Operational Flags
Some flags are meant to stay:
	kill switches
	operational safety controls
	permission gates
	long-lived remote configuration with explicit authored permanence

Those flags still deserve ownership, review, and evidence. They just should not
be pushed toward cleanup by default.
Unknown Owner Or Weak Evidence
When ownership is missing or evidence quality is weak:
	do not archive from uncertainty alone
	use review-oriented guidance rather than pretending the answer is known
	resolve the owner handoff inside the host team first
	refresh code-reference or evaluation evidence before acting

The honest answer is sometimes "review manually." Rulestead should say that
plainly.
Support And SRE Appendix
Support and on-call teams usually start from a question, not from a cleanup
plan:
	why did this flag still serve traffic?
	why was this flag archived?
	who owned the decision?
	which evidence supported the recommendation?

Use these three seams together:
	lifecycle evidence from mounted admin or mix rulestead.lifecycle
	explainability for one concrete evaluation path
	audit history for who changed what and why

That gives you a bounded, shareable answer without exposing internal
implementation details or private admin internals.
Choosing The Right Surface
Use this quick routing rule:
	onboarding or product orientation: start here
	runtime semantics and pure evaluation: evaluation.md
	mounted queue and operator routes: admin-ui.md
	support and incident explanation: explainability.md
	release-facing lifecycle verification: ../recipes/testing.md

One lifecycle story, many entrypoints. The shared guide is the spine; the other
guides deepen one part of the workflow without creating a second narrative.
Practical Checklist
For each flag, aim to leave this true:
	ownership is explicit from birth
	lifecycle posture is authored, not implied
	review happens through one canonical queue
	archive_candidate is treated as advisory evidence, not permission
	archive runs through preview, confirm, and audit
	host code cleanup happens deliberately after archive

That is the Rulestead lifecycle contract from birth to retirement.


  

    Rollout

Rulestead rollouts are staged changes to authored rulesets, operated through
the mounted admin package and enforced by the same ordered-rules runtime model.
The stable contract is the host mount seam, the environment selector, and the
operator-facing routes. Internal LiveView modules and DOM details are not part
of the public promise.
Mount The Admin First
Host apps mount the package in their router:
scope "/" do
  pipe_through :browser

  rulestead_admin "/admin/flags", policy: MyApp.RulesteadPolicy
end
The policy: option is required. Authorization remains host-owned through the
Rulestead.Admin.Policy behaviour.
Stable Operator Paths
For rollouts, operators should expect these mounted URL shapes:
	/admin/flags
	/admin/flags/:key
	/admin/flags/:key/rules
	/admin/flags/:key/rollouts
	/admin/flags/:key/kill
	/admin/flags/:key/timeline

The env query parameter is the canonical environment selector for those
screens:
	/admin/flags/checkout_v2/rollouts?env=staging
	/admin/flags/checkout_v2/rollouts?env=prod

Session Inputs The Host Must Provide
The mounted package expects bounded session data from the host app:
	"current_actor" for policy checks
	"rulestead_admin_environments" for the environment picker
	"rulestead_admin_last_env" for the remembered fallback when ?env= is
absent

That is the public host contract for operator flow. Do not couple your app to
internal admin module names or assigns.
Recommended Rollout Loop
Use the same loop for every staged release:
	Open the flag in the target environment.
	Review the current rule order and default outcome.
	Save draft changes until the rollout step looks right.
	Publish the ruleset for that environment.
	Verify the result through explainability or application telemetry.
	Repeat for the next percentage or cohort expansion.

This keeps authored intent, publish moments, and verification steps separate.
Design Rollout Steps Around Rules
The safest rollout steps are explicit rule changes, for example:
	internal users first
	one tenant or audience first
	a small percentage rule before a larger percentage rule
	default backstop remaining safe if the rollout rule is disabled

Because evaluation is first-match-wins, place emergency overrides and
high-priority cohorts above broader rollout rules.
Explain Before Advancing
Before moving from one rollout stage to the next, confirm that a few canonical
subjects resolve as expected:
	a subject that should stay on control
	a subject that should move to treatment
	a subject outside all targeted cohorts

Use the explain flow for that spot check instead of inferring behavior from the
UI alone. The explain route keeps the reasoning human-readable and redacted.
Kill Switch Is Part Of The Rollout Story
Every staged rollout should assume there is a fast stop path. The mounted admin
package exposes a dedicated kill screen at /:key/kill for that reason.
Use it when you need to:
	disable a bad rollout without editing several rules by hand
	halt treatment in one environment only
	give on-call operators a bookmarkable emergency path

After the incident, use the timeline route to document what changed and why.
Observation window and auto-advance
Guarded rollouts may opt in to auto-advance per rollout rule. The operator
authors an explicit next-stage plan (next_stage, next_percentage) and
observation window duration before automation can fire. There is no implicit
progression from ladder presets or time-based percentage rollout.
Window, tick, and eligibility
Each advance opens a monitoring window (monitoring_window_started_at /
monitoring_window_ends_at). When the window closes, a single governed scheduled
tick evaluates eligibility and, only when pure checks pass, executes
:advance_rollout with the policy-authored next stage.
Eligibility is fail-closed: weak, stale, or missing guardrail signal facts
block advance. Holds and rollbacks (ROL-07) remain available when auto-advance is
enabled — automation does not bypass operator stop paths.
Host-owned signals
Metrics and signal facts remain host-owned. The host's guardrails provider
(normalized via fetch_signal/2 or your configured seam) supplies facts at tick
time; Rulestead evaluates those facts only. Rulestead does not ingest metrics,
ship dashboards, or run observability pipelines.
Protected environments and audit
In protected environments, eligible ticks submit change requests rather than
auto-applying. Audit entries for successful automation carry
guardrail_automation metadata so timeline review distinguishes automation
from manual advance, hold, and rollback.
See Admin UI for mounted panel placement, pending observation
display, and operator-facing mode labels.
Keep Runtime And UI Contracts Separate
The runtime contract for a rollout is still the authored ruleset plus the
public Rulestead evaluation APIs. The admin package gives operators a mounted
workflow around that runtime. It does not make internal LiveView callbacks,
assign names, or HTML selectors part of the supported surface.


  

    Admin UI

rulestead_admin is the mounted operator package for Rulestead. Its stable
host-facing surface is deliberately narrow: mount the package, supply a policy
module, provide bounded session inputs, and treat the documented route and
query conventions as the operator contract.
Mount Seam
Mount the package from the host Phoenix router:
scope "/" do
  pipe_through :browser

  rulestead_admin "/admin/flags", policy: MyApp.RulesteadPolicy
end
The policy: option is required. Host apps own authorization through
Rulestead.Admin.Policy.can?/4.
Canonical Role Model
rulestead_admin maps its views and capabilities to three conceptual roles. Your Rulestead.Admin.Policy.can?/4 implementation enforces these boundaries:
	Viewer: Can read flags, review change requests, explore environments, and inspect infrastructure diagnostics.
	Editor: Can propose changes, create/update flags, submit change requests, and author draft state. Editors cannot publish directly to production.
	Admin: Can publish flag changes, execute approved change requests, bypass approval rules (if configured), and manage webhook settings.

The UI gracefully degrades based on the actor's capabilities in the requested environment.
What The Host Owns
The mounted package expects the host session to provide:
	"current_actor"
	"rulestead_admin_environments"
	"rulestead_admin_last_env"

The host application also owns:
	browser authentication
	actor identity and session lifecycle
	can?/4 policy decisions defining viewer, editor, and admin capabilities per environment

That split is intentional. rulestead_admin is a mounted package, not a
bundled auth system.
Stable Mounted Seam
Operators and host apps can treat these URL shapes as the stable v0.1.0
mounted seam:
	/admin/flags
	/admin/flags/new
	/admin/flags/audit
	/admin/flags/:key
	/admin/flags/:key/edit
	/admin/flags/:key/rules
	/admin/flags/:key/simulate
	/admin/flags/:key/rollouts
	/admin/flags/:key/kill
	/admin/flags/:key/timeline
	/admin/audiences
	/admin/audiences/:key
	/admin/audiences/:key/edit (preview → confirm → audit)
	/admin/audiences/:key/archive (preview → confirm → audit)

The env query parameter is the canonical environment selector across the
mounted UI.
Lifecycle review also relies on preserving return_to when operators move from
the queue into detail or cleanup review. Keep those links mounted and
shareable; do not replace them with host-local shortcuts that drop queue
context.
This stable seam is intentionally narrower than every internal route detail.
rulestead_admin remains a mounted companion, and the host still owns
authentication, actor identity, session truth, and can?/4 policy decisions.
What Operators Can Do
The shipped package supports these bounded workflows:
	browse and filter flags
	review one flag's details and environment state
	create and edit flag metadata
	save draft and publish rulesets
	simulate and explain one flag decision in one environment
	stage rollout changes
	engage or release a kill switch
	review redacted audit timeline entries and roll back supported changes

These are package-level workflows. They do not freeze the internal LiveView
implementation.
Lifecycle Review Workflow
The mounted companion is the canonical queue-first lifecycle surface for host
apps that install rulestead_admin.
Use this default path:
	open /admin/flags?env=prod
	keep ?env= intact as the canonical environment selector
	review lifecycle guidance from the mounted queue first
	compare that queue view with mix rulestead.lifecycle when CLI parity helps
	move into cleanup only when the evidence says explicit review is warranted
	preserve return_to so preview, confirm, and audit can land the operator
back in the same queue

That is the public lifecycle workflow the docs rely on. It is still a mounted
companion, not an independent admin product, and the host continues to own
identity, authorization, and surrounding layout.
Cleanup Flow
Cleanup is not a hidden button press. The supported workflow is cleanup -> preview -> confirm -> audit.
Mounted admin should make these boundaries obvious:
	lifecycle guidance is read-only review
	cleanup is the viewer-readable advisory step
	preview is the first execute/admin-only mutation surface
	confirm is the final execute/admin-only mutation surface
	archive happens only after preview and confirm
	audit continuity remains part of the operator contract

Use mix rulestead.lifecycle for the read-only report and the mounted
companion for the queue and route-backed review flow. Do not promise selector
or DOM stability for any of these screens.
Audience Workflows
Reusable Audience management is a mounted companion workflow. Core
validates dependency, preview, and audit truth; the mounted package renders
policy-aware used-by tables and operator copy with redaction when reads
are denied.
Audience mutations follow preview → confirm → audit (parallel to cleanup).
Compare surfaces show dependency findings as read-only — there is no
Apply or Publish action from compare routes.
What Is Not Public API
The following are intentionally not stable contracts:
	RulesteadAdmin.Live.* modules
	RulesteadAdmin.Components.* modules
	internal helper modules
	socket assigns
	CSS classes, DOM structure, and test selectors

If you need a stable integration point, use the router seam, policy behaviour,
session keys, and documented URL conventions instead.
Blast radius governance in protected environments
Protected environments (for example prod) trigger blast-radius threshold
evaluation on audience edit and archive mutations. The mounted workflow is:
	Preview impact — assess threshold using preview basis (authored
references and explicit samples only; no affected-user or population counts)
	Below threshold — Continue to confirm for direct apply with a fresh
preview fingerprint
	Above threshold — Continue to submit a change request for review
	Review and execute on the change-request show surface after approval

Blocked states (indeterminate assessment, partial dependency visibility,
stale preview fingerprint) show Cannot evaluate safely with back navigation
only — no Continue, Apply, or Submit.
The blast-radius panel shows verdict, threshold line, and breach reasons. It
never surfaces audience predicate or condition definitions. Host-owned policy
(Rulestead.Admin.Policy / your Authorizer module) governs who may submit and
approve change requests; the mounted companion presents core truth only.
Auto-advance on the rollouts page
The mounted rollouts page (/admin/flags/:key/rollouts?env=) includes an
Auto-advance panel between guardrail status and guardrail interventions.
Operators configure opt-in policy there; core owns persistence and eligibility;
the panel renders bounded state only.
Panel location and fail-closed modes
The panel derives one of six modes on load:
	disabled — auto-advance off or prerequisites not met
	blocked_health — guardrail status is held, pending data, or rollback
triggered; copy does not imply automation will advance
	blocked_policy — policy save denied or incomplete authored plan
	blocked_protected_env — protected environment; save allowed, execute routes
through change request (see below)
	scheduled — observation window closed and a governed tick is scheduled
	eligible — policy enabled, prerequisites met, ready for window close or tick

Remediation stays on this rollout stage. The UI does not show fleet health,
Rulestead-owned metrics, or percentage-of-time rollout controls.
Policy save and authorization
Operators save policy inline: enabled, observation_window_seconds,
next_stage, and next_percentage. Save requires :advance_rollout capability
through your Rulestead.Admin.Policy implementation. Denied saves show the
standard capability explanation — not a silent failure.
Host-owned policy governs who may configure auto-advance, submit change
requests, and approve protected-environment advances. The mounted companion
presents core truth; it does not bundle auth.
Pending observation state
When the monitoring window is still open, the panel shows pending observation
copy with window_ends_at (for example: observation window open until close;
auto-advance evaluates at window close). When a scheduled execution exists for
this flag, environment, and rollout rule with metadata.source of
guardrail_automation, the panel shows the tick time and that advance runs only
if guardrails remain healthy after the window.
Refresh after manual advance, hold, or rollback — superseded ticks must not
leave stale scheduled state visible.
Protected environments
In protected environments where change_request_required?(:advance_rollout) is
true, an informational callout explains that eligible automation submits a
change request for approval — it will not auto-apply. Operators may still save
and enable policy; execution routing matches manual advance governance.
Timeline: automation vs manual
The timeline and rollouts intervention excerpt label successful automation with
guardrail_automation on rollout.advance events (title such as "Automatic
rollout advance" with observation-window bounds). Manual hold, advance, and
rollback actions keep distinct manual labels. Support and on-call can see
whether a stage transition was operator-driven or window-close automation
without inferring from ruleset diffs alone.
Audience preview evidence (mounted admin)
Edit, archive, and delete audience workflows call
Rulestead.preview_audience_impact/3 from the host app. The mounted companion
does not configure :preview_evidence_resolver — the host does.
When the host configures a resolver, impact_preview may include:
	a Sample cohort table from bounded sample_evidence rows
	an Impression summary block from impression_evidence

preview_basis values operators should expect:
	authored_state_and_explicit_samples
	authored_state_with_host_evidence
	authored_state_host_evidence_unavailable

Fail-closed errors ({:error, error}) render with role="alert" and
error.message. Confirm links must preserve preview_fingerprint and
preview_schema_version so stale evidence cannot slip through apply.
This is mounted presentation only — not fleet dashboards, not a population
analytics product, and not a standalone admin control plane.
Operational Guidance
Treat the admin package as the control surface around runtime truth:
	author or review the ruleset
	publish the environment-specific change
	verify outcome through explainability or telemetry
	use timeline and rollback when you need to retrace or reverse a change

That keeps the operator story aligned with the core package's deterministic
runtime behavior.
Related Guides
	Rollout for staged release workflows
	Explainability for support and simulation usage
	Multi-env for environment selection and promotion habits
	rulestead_admin README for the package-local
host contract



  

    Explainability

Rulestead explainability is for support, operators, and incident response. The
goal is not raw internal trace dumping. The goal is a bounded answer to "why
did this subject get this result in this environment?"
Two Explain Paths
Use the path that matches where you are standing:
	Rulestead.explain(flag_payload, context) when you already have the authored
flag payload and want a pure, human-readable explanation
	Rulestead.explain_flag(flag_key, environment_key, context, opts \\ []) when
an operator needs the mounted admin-safe runtime seam for one live flag

The root explain/2 call stays payload-first. The admin-safe explain_flag/4
adds environment lookup, authorization, and redaction at the package boundary.
What A Good Explanation Tells You
A useful explanation answers:
	which flag and environment were evaluated
	whether a rule matched or the default applied
	which rule matched
	whether deterministic bucketing affected the outcome
	what the final value or variant decision was

That is enough for support and operator workflows without exposing raw actor
payloads.
Keep Context Bounded
Explain requests should carry only the bounded context fields the runtime uses:
context =
  Rulestead.Context.new(
    targeting_key: "user_123",
    environment: "prod",
    attributes: %{country: "US", plan: "pro"}
  )
Avoid passing whole application structs or raw user payloads. The explain path
is designed around explicit context and redacted metadata.
Operator Workflow
From the mounted admin package, the stable explain route is:
	/admin/flags/:key/simulate?env=:environment

Use it like this:
	choose the flag
	choose the environment through ?env=
	enter the bounded targeting context
	read the explanation and matched-rule outcome
	share the operator-facing URL or summarize the explanation in a ticket

The URL and environment convention are stable. Internal LiveView implementation
details are not.
Lifecycle Evidence For Support And SRE
Support and SRE should not use explainability in isolation when lifecycle
questions appear. Use three bounded surfaces together:
	explain output for one decision path
	lifecycle evidence from mounted review or mix rulestead.lifecycle
	audit history for who changed what and why

That combination answers the real operator questions:
	is the flag still expected to be active?
	was it an archive candidate or blocked by missing evidence?
	did a recent cleanup or owner handoff happen?
	who changed the lifecycle posture?

This keeps lifecycle evidence, explain traces, and audit history aligned for
support handoff without turning explainability into a second lifecycle system.
Redaction Rules
Explain and simulation workflows should stay redacted by default:
	do not surface raw traits or PII unless the host explicitly allowlists a
bounded key
	prefer targeting_key and a small set of business-safe attributes
	keep screenshots and support notes focused on the explanation, not the full
input payload

The admin-safe explain seam returns redacted context metadata alongside the
explanation so operators can confirm what was actually used without dumping the
full trait bag.
Audience Trace In Explain Output
Explain and simulate output includes Audience trace steps for reusable
targeting: matched, missed, missing from snapshot, and archived.
Resolution is snapshot-local — no live database reads, mounted-admin
lookups, host identity resolution, or observability queries during audience
evaluation.
Support-safe explain permalinks include flag, environment, tenant, and
targeting key only — never raw traits.
When audience questions exceed one explain call, escalate through explain +
dependency inventory + audit history. Rulestead does not provide built-in
observability dashboards or package-owned metrics for this path.
Simulation And Explain Belong Together
Simulation is the operator workflow for asking "what would happen for this
context right now?" Explainability is the readable trace that answers it.
Use that pair when:
	support needs to answer a customer report
	an operator wants to verify a rollout step before publishing
	on-call needs to understand whether a flag or rule caused an incident

Escalation Boundary
If an explanation is not enough, escalate to:
	the timeline route for change history
	lifecycle evidence from mix rulestead.lifecycle or the mounted queue
	telemetry for aggregate runtime signals
	the authored ruleset itself for exact rule order and conditions

Do not escalate by depending on RulesteadAdmin.Live.* internals. That would
couple your workflow to implementation details the package does not stabilize.


  

    Multi-environment Operation

Rulestead keeps one flag identity with environment-specific authored behavior.
Operators should think in terms of the same flag moving through dev,
staging, and prod, not three unrelated flags.
Canonical Environment Selector
In the mounted admin package, the URL query parameter env is the canonical
environment selector:
	/admin/flags?env=dev
	/admin/flags/checkout_v2?env=staging
	/admin/flags/checkout_v2/rollouts?env=prod

If env is missing, the package may fall back to the host-provided
"rulestead_admin_last_env" session value. The host also provides the available
picker options through "rulestead_admin_environments".
Why The Query Param Matters
Treat ?env= as part of the operator contract because it keeps workflows:
	bookmarkable
	shareable across operators
	explicit in incident notes and rollout reviews

That is a better seam than reaching into internal admin state.
Recommended Promotion Pattern
Use the same flag across environments, but advance it deliberately:
	author and verify in dev
	publish and rehearse in staging
	promote and monitor in prod

Keep the authored intent recognizable across environments even when the exact
rule values differ. For example, the same rollout rule may be 100% in staging
 but 10% in prod while the rollout is still live.
Environment-Specific Work
The environment selector matters for every operator workflow:
	list and detail views show one environment's current truth at a time
	rules drafts and publish actions apply in the selected environment
	explain and simulation should always name the environment explicitly
	kill switch actions are per-flag and per-environment
	timeline review should be read in the environment where the change happened

This is how the package preserves a single flag identity without losing
operational clarity.
Runtime Perspective
Outside the admin UI, keyed runtime APIs also require the environment:
	Rulestead.Runtime.evaluate(environment_key, flag_key, context)
	Rulestead.Runtime.enabled?(environment_key, flag_key, context)
	Rulestead.Runtime.get_value(environment_key, flag_key, context, default)
	Rulestead.Runtime.get_variant(environment_key, flag_key, context)
	Rulestead.Runtime.explain(environment_key, flag_key, context)

That mirrors the operator flow: environment is always explicit.
Keep Secrets And Policies Out Of The Guide
Multi-environment support does not imply built-in auth or tenant policy. The
host app still owns:
	which environments appear in the picker
	who may read or change each environment
	how environment names map to deployment or compliance boundaries

Rulestead documents the mount seam and environment convention, then leaves those
authorization choices to the host policy module.
Compare And Promotion Dependency Findings
Compare and promotion surfaces show audience dependency findings with
explicit environment and tenant scope on links (?env=, tenant_key, or
equivalent). Same-name audiences across environments or tenants are not
assumed equivalent — the host owns tenant catalog and authorization; Rulestead
carries scope on payloads only.
Promotion and manifest import fail closed on missing or incompatible
reusable targeting assets. Compare and promotion dependency findings are
read-only — operators cannot Apply or Publish from compare surfaces.
When reviewing cross-environment drift, treat dependency findings as scoped
signals requiring explicit env/tenant context, not as global truth.
Protected environments and blast radius thresholds
Protected environments (commonly production) trigger blast-radius threshold
evaluation on audience mutations. Routing depends on the threshold verdict:
	Below threshold — direct apply remains eligible after fresh preview confirm
	Above threshold — mutations must route through change request review
and execute

Rulestead fails closed when the preview fingerprint is stale, dependency
truth is unresolved, or required threshold inputs are missing. Operators should
not assume silent direct apply in those states.
Impact previews use preview basis only (authored references and explicit
samples). They do not claim affected-user counts or observability-backed
population totals — the host owns metrics and identity boundaries.


  

    Telemetry

Phase 4 locks Rulestead telemetry as a versioned public API. The event names in
this guide are additive-only for the rest of v0.1.x.
Principles
	All events live under [:rulestead, ...].
	The shared metadata spine is bounded and redacted at emission time.
	Runtime evaluation stays DB-free on the hot path once a snapshot is applied.
	Handler failures must not crash the instrumented operation when attached
through Rulestead.Telemetry.attach_many/4.

Event Catalog
Evaluation
	[:rulestead, :eval, :decide, :start]
	[:rulestead, :eval, :decide, :stop]
	[:rulestead, :eval, :decide, :exception]

Emitted by the pure evaluator surface in Rulestead.evaluate/3 and the keyed
runtime evaluation surface.
Runtime Cache
	[:rulestead, :runtime, :cache, :hit]
	[:rulestead, :runtime, :cache, :miss]
	[:rulestead, :runtime, :cache, :refresh]
	[:rulestead, :runtime, :cache, :stale_used]

cache:hit and cache:miss describe ETS lookup outcomes. cache:refresh
marks refresh loop fetch/apply work. cache:stale_used is emitted when the
runtime serves a last-known-good snapshot while refresh status is stale.
Runtime Snapshots
	[:rulestead, :runtime, :snapshot, :published]
	[:rulestead, :runtime, :snapshot, :applied]

snapshot:published is emitted when a store write publishes a new runtime
snapshot version. snapshot:applied is emitted when a node applies that
snapshot into ETS.
Store Boundaries
	[:rulestead, :store, :read, :start]
	[:rulestead, :store, :read, :stop]
	[:rulestead, :store, :read, :exception]
	[:rulestead, :store, :write, :start]
	[:rulestead, :store, :write, :stop]
	[:rulestead, :store, :write, :exception]

These cover the public store facade plus the runtime refresh store fetch
boundary.
Admin-Coarse Mutations
	[:rulestead, :admin, :mutation, :start]
	[:rulestead, :admin, :mutation, :stop]

These wrap the current Phase 4 public mutation verbs: save draft, publish
ruleset, and archive flag.
Shared Metadata Spine
Handlers must tolerate missing optional keys and additive future keys. The
stable shared metadata keys are:
	:flag_key
	:flag_type
	:environment
	:snapshot_version
	:cache_age_ms
	:reason
	:has_targeting_key?
	:matched_rule_count

Domain-specific additions remain bounded. Today that includes keys like
:operation, :source, :refresh_status, and :audit_action.
Redaction Rules
Telemetry metadata never includes:
	Raw attributes
	Raw resolved flag values
	Actor payloads
	Plug/Phoenix/Oban structs
	Secrets or arbitrary payload blobs

If a handler needs more context, derive it from the stable metadata or look it
up in your own system of record.
Safe Handlers
Use Rulestead.Telemetry.attach_many/4 to isolate handler failures from the
runtime, store, and admin operations they observe.
Rulestead.Telemetry.attach_many(
  "my-rulestead-handlers",
  [
    [:rulestead, :eval, :decide, :stop],
    [:rulestead, :runtime, :cache, :stale_used]
  ],
  fn event, measurements, metadata, _config ->
    IO.inspect({event, measurements, metadata}, label: "rulestead")
  end,
  nil
)
Direct :telemetry.attach/4 handlers still follow normal Telemetry semantics.
If you want handler isolation, use the Rulestead wrapper.


  

    Extending Rulestead

This guide is normative for v0.1.0.
The main body documents only the seams that ship today and are intended to be
supported for extenders:
	Rulestead.Store
	Rulestead.Admin.Policy
	the host-facing admin mount seam in RulesteadAdmin.Router

Anything else is either an application usage API or an internal implementation
detail unless this guide or guides/api_stability.md says otherwise.
Start with the narrowest seam
Before extending Rulestead, decide which change you actually need:
	persistence or authoring backend change: implement Rulestead.Store
	host-owned admin authorization policy: implement Rulestead.Admin.Policy
	host Phoenix app mounting and routing: use RulesteadAdmin.Router

Do not start by depending on internal modules just because they exist in
source. v0.1.0 is intentionally narrow about what it stabilizes.
Supported seam: Rulestead.Store
Rulestead.Store
is the main extension seam for replacing or adapting the authoring backend.
Its contract is semantic rather than CRUD-shaped. The store is responsible for
operations such as fetching authored flag detail, publishing rulesets, listing
flags and environments, and returning normalized {:ok, value} or
{:error, %Rulestead.Error{}}.
What an implementation must preserve
Your store implementation should:
	accept the published command structs expected by the public facade
	never return nil for not-found cases
	normalize failures into {:error, %Rulestead.Error{}}
	keep environment-scoped authoring behavior explicit
	return payloads that the public facade and docs already describe

At minimum, extenders should study the callbacks directly:
	fetch_flag/1
	publish_ruleset/1
	list_flags/1

What this seam is for
Use Rulestead.Store when you need to:
	swap the persistence backend
	adapt Rulestead to an existing authoring system
	add a different storage strategy while keeping the same public facade

Do not use it when you only need to evaluate flags in your application code.
Supported seam: Rulestead.Admin.Policy
Rulestead.Admin.Policy
is the host-owned authorization seam for mounted admin actions.
The contract is intentionally narrow:
@callback can?(actor, action, resource, environment_key) :: boolean()
That means the host app owns auth decisions. Rulestead does not ship a bundled
role system, session stack, or opinionated authorization framework.
What to implement
defmodule MyApp.RulesteadPolicy do
  @behaviour Rulestead.Admin.Policy

  @impl true
  def can?(actor, action, _resource, environment_key) do
    MyApp.Authorizer.allowed?(actor, action, environment_key)
  end
end
Build richer auth in your host app and keep can?/4 as the boundary.
Supported seam: RulesteadAdmin.Router
The public admin integration seam is the mount macro exposed by
RulesteadAdmin.Router.
defmodule MyAppWeb.Router do
  use MyAppWeb, :router
  use RulesteadAdmin.Router

  scope "/" do
    pipe_through :browser

    rulestead_admin "/flags", policy: MyApp.RulesteadPolicy
  end
end
This is a host-app seam, not an invitation to couple your app to internal
LiveView module names, CSS selectors, or socket assigns.
What is stable here
For v0.1.0, the supported contract is:
	host apps mount via rulestead_admin/2
	policy: is required
	the package behaves like a mountable Phoenix UI package

What is not stable here
The following remain internal unless documented elsewhere:
	RulesteadAdmin.Live.* module names
	component module names
	socket assign shapes
	DOM structure and CSS classes
	internal on-mount/session plumbing

Treat the router macro as the boundary, not the internals behind it.
Extension design rules for v0.1.0
If you are extending Rulestead:
	extend through documented behavior or router seams first
	keep context propagation explicit across request, LiveView, and Oban
	do not depend on raw traits or PII flowing through telemetry metadata
	do not bypass the runtime with request-path store queries
	do not turn roadmap prose into an implied support promise

How to decide whether a seam is public
A seam is public in v0.1.0 only if it is backed by all three:
	shipped code
	documentation that treats it as supported
	tests or release verification that exercise it as contract material

If one of those is missing, treat the seam as non-public.
Appendix: Planned Seams Excluded From v0.1.0 API Stability
The names below may appear in roadmap or planning material, but they are not
part of the supported v0.1.0 extension contract and are excluded from
guides/api_stability.md until they ship as documented, tested seams.
Rulestead.RuleEngine
Planned or experimental name only. Not a shipped public behavior in v0.1.0.
Rulestead.EvaluationCache
Planned or experimental name only. Runtime cache internals are not a public
extension seam in v0.1.0.
Rulestead.AuditStore
Planned or experimental name only. Audit behavior remains behind the existing
store and admin surfaces in v0.1.0.
Rulestead.ActorResolver
Planned or experimental name only. Actor shaping remains host-owned application
logic plus the narrow Rulestead.Admin.Policy seam.


  

    Testing

Rulestead's supported test story in v0.1.0 is Fake-first. The public helper
surface is Rulestead.TestHelpers, backed by Rulestead.Fake, so host apps
can test flag behavior without Postgres, runtime refresh processes, or admin UI
bootstrapping.
Use the Fake-backed path for merge-blocking tests. Save real-store coverage for
integration smoke, install verification, or your own app-specific confidence
checks.
Add the helper import
defmodule MyApp.CheckoutTest do
  use ExUnit.Case, async: true

  import Rulestead.TestHelpers
end
The shipped helper surface includes:
	with_flag/3
	put_flag/3
	clear_flags/0
	seed_bucket/3
	assert_flag_evaluated/2

Scope a forced value to one block
Use with_flag/3 when you want a temporary override that restores prior fake
state automatically:
test "renders the redesign when the flag is enabled" do
  with_flag "checkout-redesign", true do
    assert {:ok, html} = MyApp.Checkout.render(%{targeting_key: "user-123"})
    assert html =~ "New checkout"
  end
end
This is the safest default for isolated behavior tests because it snapshots the
Fake state before the block and restores it afterward.
Seed fake state for the current test
Use put_flag/3 when you want a seeded flag to remain available for the rest
of the test:
setup do
  clear_flags()
  :ok
end

test "returns the forced value from the fake-backed contract" do
  put_flag("beta-banner", false, environment: "test")

  assert {:ok, false} =
           Rulestead.Runtime.enabled?(
             "test",
             "beta-banner",
             %{targeting_key: "user-123", environment: "test"}
           )
end
clear_flags/0 resets the in-memory Fake so adjacent tests do not leak authored
state into each other.
Pin deterministic bucket outcomes
Use seed_bucket/3 when you want one targeting key to land on a specific
variant through the same public contract your app uses:
test "pins the blue variant for a specific user" do
  seed_bucket("checkout-color", "user-123", "blue")

  assert {:ok, "blue"} =
           Rulestead.Runtime.get_variant(
             "test",
             "checkout-color",
             %{targeting_key: "user-123", environment: "test"}
           )
end
This is the supported way to make multivariate tests deterministic. Do not
reach into hash or bucket internals from host-app tests.
Assert that code actually evaluated a flag
Use assert_flag_evaluated/2 when you need to prove a code path performed an
evaluation instead of accidentally bypassing it:
test "checkout code emits the eval stop event" do
  put_flag("checkout-redesign", true)

  assert_flag_evaluated "checkout-redesign" do
    MyApp.Checkout.render!(%{targeting_key: "user-123"})
  end
end
The helper asserts against bounded telemetry metadata only. It does not expose
raw attributes or resolved values.
Keep host-app tests on the public surface
Prefer these layers in application tests:
	Rulestead.TestHelpers to seed state.
	the keyed runtime evaluation surface for app code.
	Rulestead, Rulestead.Phoenix, Rulestead.LiveView, and
Rulestead.Oban where your integration actually uses those seams.

Avoid depending on:
	Rulestead.Fake.Control directly from app tests
	runtime cache internals
	installer fixture helpers from this repo

Those are library-maintenance details, not the supported published-package test
contract.
Published-package smoke stays aligned with this story
The release proof for v0.1.0 mirrors the same approach. The published package
must be usable in a fresh consumer app where tests seed flags through the
Fake-backed helper surface and install smoke validates the generated Phoenix
wiring separately.
That is why this guide stays aligned with
rulestead/test/rulestead/integration/install_smoke_test.exs
instead of teaching path-dependency-only shortcuts.
Lifecycle Release Surface
Lifecycle verification should stay on stable public seams.
Use this layered release-facing path:
	docs and README content checks for lifecycle discoverability
	mix rulestead.lifecycle contract tests for read-only text and JSON output
	release_contract_test.exs for shared docs and sibling-package posture
	one mounted host-seam check through admin_mount_test.exs

That is the supported lifecycle verification recipe. It proves the public seam
without turning internal LiveView structure into contract.
Public Seam, Not Browser-Heavy Lock-In
Prefer these checks:
	rulestead_lifecycle_test.exs for CLI/report vocabulary and schema
	release_contract_test.exs for lifecycle guide discoverability
	admin_mount_test.exs for mount, route, query, and environment behavior

Avoid browser-heavy lifecycle assertions that freeze private DOM or CSS
structure. The mounted host seam is public; internal selectors are not.
When to use the real store
Use the Ecto-backed store only when you are intentionally testing your own
host-app integration with migrations, runtime refresh supervision, PubSub
delivery, or operator workflows.
Those are integration concerns. They should not replace the Fake-backed
contract as your default application test surface.


  

    Ecto Conventions

Rulestead's Ecto integration in v0.1.0 is about authoring and publishing
rulesets, not about evaluating flags from the database on the hot path.
The core convention is:
	Ecto owns persisted authoring state.
	published snapshots feed the runtime.
	application code evaluates through the keyed runtime surface, not through
Repo queries over Rulestead tables.

Keep evaluation out of request-path queries
Do not join rulestead_* tables into request-path queries just to decide a
flag. The supported runtime path is:
	author through the store
	publish a snapshot
	evaluate from the runtime cache

That preserves the explicit no-DB-on-the-hot-path contract.
Use mix rulestead.install for schema setup
The published install path is the supported way to lay down the base store
schema and host-app wiring:
cd your_phoenix_app
mix deps.get
mix rulestead.install
mix ecto.migrate

The install smoke proof for v0.1.0 verifies that this path creates the
expected tables and host wiring in a fresh Phoenix app.
Treat Rulestead.Store as the extension seam
If you need a different persistence strategy, extend at the
Rulestead.Store
behavior boundary.
For ordinary app usage, prefer the public facade:
{:ok, page} = Rulestead.list_flags(environment_key: "prod", owner: "growth")
{:ok, detail} = Rulestead.fetch_flag("checkout-redesign", "prod")
Those calls route through the configured store without exposing internal table
layout as your app's contract.
Keep writes explicit and environment-scoped
Authoring operations should always be explicit about environment and mutation
intent:
alias Rulestead.Store.Command

command =
  Command.PublishRuleset.new("checkout-redesign", "prod",
    actor: %{id: "operator-123"},
    version: 3
  )

{:ok, published} = Rulestead.publish_ruleset(command)
That keeps the store boundary semantic and auditable instead of turning it into
ad hoc CRUD.
Let the host app own repo lifecycle
Rulestead does not ask you to replace your repo, migration workflow, or deploy
policy. The host app still owns:
	repo startup
	migration execution
	database credentials
	deployment ordering

Rulestead supplies migrations and a store contract. Your application remains
the system of record for repo lifecycle.
Avoid leaking internal table assumptions
It is fine to inspect installed tables while debugging or verifying a release,
but treat those names as authoring-storage implementation details, not as an
invitation to build your own runtime evaluator on top of them.
If your app needs a reporting projection, build that in your own application
boundary instead of reading raw Rulestead rows from user-facing request code.
Test with Fake, verify integration with Ecto
The recommended split is:
	host-app tests use Rulestead.TestHelpers and Rulestead.Fake
	installer and migration confidence use mix rulestead.install plus
mix ecto.migrate
	store-specific integration tests are optional and app-owned

That keeps the main suite fast while still leaving room for higher-level Ecto
coverage where it matters.


  

    Oban Background Jobs

Rulestead's Oban seam is explicit and bounded. In v0.1.0, the supported job
story is:
	attach a serialized %Rulestead.Context{} when enqueueing
	restore that context inside the worker
	evaluate through the normal runtime APIs

There is no hidden process-dictionary propagation and no raw job payload magic.
Configure the middleware seam
The generated host config wires Oban middleware like this:
config :rulestead, :host,
  oban: [
    enabled: true,
    context_key: "rulestead_context",
    middlewares: [{Rulestead.Oban.Middleware, []}]
  ]
That keeps the context key and middleware list explicit in host configuration.
Attach context when enqueueing
When a request or LiveView action enqueues work, pass the current context
deliberately:
job =
  %Oban.Job{args: %{"task" => "sync"}}
  |> Rulestead.Oban.Middleware.attach(
    context: %{
      targeting_key: "user-123",
      environment: "prod",
      request_id: "req_123"
    }
  )
Rulestead.Oban.Middleware.attach/2 requires :context and serializes only
the bounded fields that the Oban seam supports.
Restore context in the worker
Use the worker helper to rebuild context from the serialized payload:
defmodule MyApp.SyncWorker do
  use Rulestead.Oban.Worker

  def perform(%Oban.Job{} = job) do
    context = rulestead_context(job)

    Rulestead.Runtime.enabled?("prod", "sync-enabled", context)
  end
end
If you prefer, call Rulestead.Oban.context_from_job/1 directly. The contract
is the same: restore only the bounded serialized payload, not arbitrary process
state.
What gets serialized
The Oban seam keeps only bounded context fields such as:
	actor
	targeting_key
	tenant_key
	environment
	attributes
	request_id
	session_id
	strict?

Rulestead does not serialize raw Plug.Conn, LiveView socket, or arbitrary
application structs into job payloads.
Keep evaluation in the worker explicit
Inside the worker, evaluate flags the same way application code does elsewhere:
context = rulestead_context(job)
{:ok, enabled?} = Rulestead.Runtime.enabled?(context.environment, "sync-enabled", context)
That preserves one runtime contract across HTTP, LiveView, and Oban.
Use jobs for work, not for control-plane invention
This seam is for propagating evaluation context into background work. It is not
a promise of hosted rollout orchestration, governance queues, or hidden admin
mutation pipelines.
If your app wants those workflows, build them in your own layer and keep
Rulestead as the runtime decision engine plus bounded context carrier.


  

    Deployment

Rulestead deployment in v0.1.0 follows the same split as the rest of the
package:
	authoring state is installed and migrated like normal Ecto-backed app data
	runtime evaluation stays local to each node via snapshots and cache refresh
	host apps own deployment orchestration, secrets, and rollout order

This recipe covers the seams that ship today. It does not assume a hosted
control plane or centralized governance service.
Deploy migrations before expecting authored state
After adding the package and running mix rulestead.install, include the
generated migrations in your normal deploy flow:
mix ecto.migrate

The installed schema is required for authoring and snapshot publication. If the
tables are not present yet, the runtime can only serve what it already has in
memory or on disk backup.
Start with degraded-mode expectations
The runtime is designed to tolerate startup-order imperfections better than a
request-path DB lookup model. Your deployment posture should still assume:
	a node may boot before the store is reachable
	a node may temporarily serve defaults or last-known-good snapshots
	refresh health should be observed explicitly in ops tooling

Keep runtime evaluation local to each node
Application code should keep evaluating through the keyed runtime surface
during deploys:
{:ok, enabled?} =
  Rulestead.Runtime.enabled?(
    "prod",
    "checkout-redesign",
    %{targeting_key: "user-123", environment: "prod"}
  )
Do not switch to request-time SQL queries or ad hoc fallbacks during deploys.
Preserve refresh infrastructure
In production, ensure the pieces your host app already owns remain healthy:
	Postgres for authored state
	Phoenix.PubSub for snapshot fanout where configured
	Oban only if your app is using the documented Oban seam

Rulestead does not require a separate deployment tier. It expects to live
inside the host application's release model.
Treat disk backup as resilience, not authoring truth
If you enable runtime backup persistence, use it as a restart and degraded-mode
aid. Do not treat it as the place where operators author or repair flag state.
The source of truth for published rulesets remains the configured store.
Release in the same order your app already trusts
The safe deployment order is:
	migrate the database
	deploy the application release
	verify runtime refresh and evaluation behavior
	then publish or mutate new rulesets if needed

That ordering matches the shipped seams and avoids depending on unpublished
future features.
Watch telemetry instead of scraping internals
During a deploy, use the public telemetry contract to observe:
	cache misses
	stale snapshot usage
	refresh outcomes
	evaluation reasons and cache age

That gives you deployment confidence without locking tooling to internal
processes or ETS table names.


  

    Context Propagation

Rulestead keeps context propagation explicit.
%Rulestead.Context{} is built at the host boundary, passed forward intentionally, and restored only from bounded serialized fields. There is no ambient process-dictionary lookup, no hidden cross-process mutation, and no raw Phoenix or Oban structs in telemetry or job payloads.
Plug to Phoenix
Use Rulestead.Plug in the request pipeline to assign a normalized context onto the conn:
plug Rulestead.Plug,
  actor: {:assign, :current_user},
  environment: "prod",
  request_id: {:header, "x-request-id"},
  session_id: {:session, "session_id"},
  targeting_key_sources: [
    {:session, "targeting_key"},
    {:cookie, "rulestead_targeting_key"},
    {:header, "x-rulestead-targeting-key"}
  ]
The plug writes only conn.assigns[:rulestead_context].
If you need the context directly, call Rulestead.Phoenix.context_from_conn/2
with the same explicit sources. The contract is "project a bounded context from
request data", not "make the conn itself globally available."
Phoenix to LiveView
Pass the bounded values you need during mount, then rebuild the context from socket assigns and explicit session data:
def mount(_params, session, socket) do
  socket =
    assign(socket,
      rulestead_context: socket.assigns[:rulestead_context],
      current_user: socket.assigns[:current_user]
    )

  {:ok,
   Rulestead.LiveView.assign_flags(
     socket,
     %{checkout_enabled: "checkout-redesign"},
     session: session
   )}
end
Rulestead.LiveView.assign_flags/3 resolves flags through the keyed runtime
layer only. It does not read the store, runtime cache internals, or the pure
payload-first evaluator directly.
If you only need to carry context without assigning flags yet, use
Rulestead.LiveView.context_from_socket/2 and pass the resulting
%Rulestead.Context{} onward explicitly.
LiveView or Request to Oban
Serialize the current context explicitly when enqueueing a job:
job =
  %Oban.Job{args: %{"task" => "sync"}}
  |> Rulestead.Oban.Middleware.attach(context: socket.assigns.rulestead_context)
Inside a worker:
defmodule MyApp.SyncWorker do
  use Rulestead.Oban.Worker
end

context = MyApp.SyncWorker.rulestead_context(job)
The Oban seam serializes only bounded context fields and restores them with
Rulestead.Oban.context_from_job/1.
What "bounded" means
The supported propagation payload is limited to context fields such as:
	actor
	targeting_key
	tenant_key
	environment
	attributes
	request_id
	session_id
	strict?

That keeps propagation auditable and keeps framework structs, socket state, and
arbitrary request baggage out of telemetry and job payloads.
Supported Chain
The supported propagation path is:
	Build or assign %Rulestead.Context{} from request input with Rulestead.Plug or Rulestead.Phoenix.context_from_conn/2.
	Rebuild or reuse that context in LiveView with Rulestead.LiveView.context_from_socket/2.
	Serialize that context into jobs with Rulestead.Oban.Middleware.attach/2.
	Restore it in workers with use Rulestead.Oban.Worker.

Every step is visible in application code. That is the point.
Explicitly Unsupported
	Hidden process-dictionary propagation
	Reading context from unrelated process state
	Serializing raw Plug.Conn, Phoenix.LiveView.Socket, or Oban.Job structs into telemetry or job payloads
	Bypassing the keyed runtime layer from LiveView helpers
	Reconstructing context from private runtime cache or store internals



  

    Footguns

Patterns that look convenient but break trust, determinism, or support claims. Rulestead intentionally avoids several of them.
Missing or unstable targeting_key
Percentage and variant rollouts hash (flag_key, rule_key, salt, targeting_key). Without a stable targeting_key, the same actor can flip between buckets across requests.
Do: set targeting_key from a durable user or account id.
Don't: rely on random per-request keys or omit the key in strict mode.
First-match rule order surprises
Rules are evaluated top-to-bottom; the first match wins. Broad rules above specific ones silently override intent.
Do: put specific rules first, defaults last; use explain to verify.
Don't: assume “all matching rules merge.”
Payload-first vs keyed runtime confusion
	API	Use when
	Rulestead.evaluate(flag_payload, context)	Tests, simulations, you already have the payload
	Rulestead.Runtime.enabled?(env, flag_key, context)	Phoenix app with snapshot cache and environment key

Don't: call Rulestead.enabled?("flag_key", conn) — the root module expects (flag_payload, context), not a string key on %Plug.Conn{}.
Build context from Plug assigns (see context propagation), then use Rulestead.Runtime for keyed lookup.
Percentage-of-time rollouts
Time-random percentage gates change outcome per request. Rulestead does not ship this as a first-class rollout type.
Do: percentage-of-actors with stable targeting_key.
Treating preview evidence as census data
Impact previews declare preview basis and uncertainty. Host-supplied sample cohorts and impression summaries are bounded and redacted.
Don't: tell operators “X users affected” unless the host supplied an explicit, bounded summary — and never use impression richness to change blast-radius governance (GOV-05).
Guardrails as an observability product
Guarded rollouts consume host-supplied, normalized guardrail facts. Rulestead does not ingest metrics warehouses or run statistical tests.
Do: wire Guardrails.Provider with fail-closed semantics.
Don't: expect built-in dashboards or automatic population health claims.
Snapshot cache before readiness
Evaluation against an empty or stale snapshot can mislead in tests and boot races.
Do: follow supervision and refresh docs; use Fake adapter in unit tests without Postgres.
Lifecycle heuristics as auto-archive
Stale guidance and archive-readiness hints are advisory. Rulestead does not delete flags or remove code references automatically.
FunWithFlags migration assumptions
FunWithFlags is boolean-centric with ETS + persistence. Rulestead adds multivariate values, ordered rules, explain, and governance — migration is intentional, not drop-in for every call site.
See migrating from FunWithFlags.


  

    Migrating from FunWithFlags

Welcome to Rulestead! If you are transitioning from FunWithFlags (or similar feature flag libraries in the Elixir ecosystem), you'll find that Rulestead covers similar ground but introduces a more robust, auditable, and structured approach to feature toggles.
This guide will help you map the concepts you know from FunWithFlags to the Rulestead terminology and patterns.
Conceptual Shifts
Rulestead moves away from the concept of "Gates" and "Priority", and instead utilizes "Rules" and "Ordered Evaluation". Furthermore, Rulestead places a strong emphasis on auditability, requiring explicit contexts and utilizing a Change Request process for mutations.
	FunWithFlags Concept	Rulestead Concept	Description
	Flag	Flag	The core feature toggle. In Rulestead, flags belong to an environment.
	Gate	Rule	The condition that determines if a flag is enabled.
	Priority	Ordered Evaluation	Rulestead evaluates rules strictly in the order they are defined within a Ruleset, rather than relying on implicit gate priority.
	Boolean Gate	Rule without conditions	A rule that simply returns true or false without checking any attributes.
	Actor Gate	Condition checking an ID	A rule condition that checks an identifier in the context (e.g., {"user_id", :in, ["123"]}).
	Group Gate	Condition checking a role	A rule condition that explicitly checks a role or group attribute passed in the context.
	Percentage Gate	Rollout Rule	A rule that uses deterministic bucketing based on an attribute to evaluate to true for a percentage of traffic.

Evaluating Flags
In FunWithFlags, you might evaluate a flag globally or for a specific actor:
# FunWithFlags
FunWithFlags.enabled?(:my_feature)
FunWithFlags.enabled?(:my_feature, for: user)
In Rulestead, evaluation always requires a context. This ensures deterministic behavior and makes it explicit what data is being used to evaluate the rules.
# Rulestead
Rulestead.enabled?(:my_feature, %{"user_id" => "123", "role" => "admin"})
If you have a flag that is strictly a global boolean and requires no context, you must still pass an empty context (or an explicit context map to be safe for future rule additions):
# Rulestead
Rulestead.enabled?(:global_feature, %{})
Mutating Flags
FunWithFlags allows you to mutate flags directly via its API:
# FunWithFlags
FunWithFlags.enable(:my_feature)
FunWithFlags.enable(:my_feature, for: user)
FunWithFlags.enable(:my_feature, for_group: :admins)
Rulestead prioritizes governance and auditability. You do not mutate flags directly; instead, you submit a Change Request or publish a Ruleset.
# Rulestead
alias Rulestead.Store.Command.PublishRuleset

# Equivalent to enabling a flag globally
Rulestead.publish_ruleset(%PublishRuleset{
  environment_key: "production",
  flag_key: "my_feature",
  rules: [
    %{
      id: "rule-1",
      action: "return_true",
      conditions: []
    }
  ],
  actor: %{"user" => "admin@example.com"},
  reason: "Enabling feature globally"
})
For more complex scenarios, such as requiring approvals, you would use the SubmitChangeRequest command.
Summary
Migrating to Rulestead means moving from an imperative, mutation-heavy API to a declarative, state-based, and auditable API. By explicitly passing context and using rulesets, your feature flags become more predictable, easier to test, and safer to operate at scale.


  

    
Rulestead.Credo.NoEvalOutsideContext 
    



      
Basics
This check is disabled by default.
Learn how to enable it via .credo.exs.
This check has a base priority of high and works with any version of Elixir.
Explanation
Runtime evaluation must go through the public Rulestead facade so context shaping,
telemetry, and explainability stay on the intended path.
Check-Specific Parameters
There are no specific parameters for this check.
General Parameters
Like with all checks, general params can be applied.
Parameters can be configured via the .credo.exs config file.

      




  

    
Rulestead.Credo.NoMutationOutsideMulti 
    



      
Basics
This check is disabled by default.
Learn how to enable it via .credo.exs.
This check has a base priority of high and works with any version of Elixir.
Explanation
Rulestead writes must stay inside an Ecto.Multi so audit rows and data mutations
stay atomic.
Check-Specific Parameters
There are no specific parameters for this check.
General Parameters
Like with all checks, general params can be applied.
Parameters can be configured via the .credo.exs config file.

      




  

    
Rulestead.Credo.NoRawTraitsInLogger 
    



      
Basics
This check is disabled by default.
Learn how to enable it via .credo.exs.
This check has a base priority of high and works with any version of Elixir.
Explanation
Logger metadata must not carry raw trait-like keys such as email or IP.
Redact before attaching metadata to logs.
Check-Specific Parameters
There are no specific parameters for this check.
General Parameters
Like with all checks, general params can be applied.
Parameters can be configured via the .credo.exs config file.

      




  

    
Rulestead.Credo.NoRawTraitsInTelemetryMeta 
    



      
Basics
This check is disabled by default.
Learn how to enable it via .credo.exs.
This check has a base priority of high and works with any version of Elixir.
Explanation
Telemetry metadata must not include raw trait-like keys such as email or IP.
Emit redacted or allowlisted fields only.
Check-Specific Parameters
There are no specific parameters for this check.
General Parameters
Like with all checks, general params can be applied.
Parameters can be configured via the .credo.exs config file.

      




  

    
Rulestead.Credo.NoSocketCapturedInAsync 
    



      
Basics
This check is disabled by default.
Learn how to enable it via .credo.exs.
This check has a base priority of high and works with any version of Elixir.
Explanation
LiveView async callbacks must not capture socket; copy only the data the task
needs before starting async work.
Check-Specific Parameters
There are no specific parameters for this check.
General Parameters
Like with all checks, general params can be applied.
Parameters can be configured via the .credo.exs config file.

      




  

    
Rulestead.Fake.PreviewEvidenceResolver 
    



      
Test-only preview evidence resolver for Fake/Ecto contract tests.
Host applications supply a real Rulestead.Targeting.PreviewEvidence
implementation via :preview_evidence_resolver Application config.

      




  

    
Rulestead.Governance.BlastRadiusThreshold 
    



      
Pure blast-radius threshold evaluation for protected-environment audience mutations.
Default protected-environment limits (profile :default):
	:update — direct apply when reference_count <= 2
	:archive — direct apply only when reference_count == 0
	Any indeterminate input — fail-closed (treated as apply-blocked in protected env)

Override thresholds via assess/2 opts (:threshold_profile, :protected_environment?).
Host-level Rulestead.Config integration is intentionally deferred.

      


      
        Summary


  
    Functions
  


    
      
        assess(attrs, opts \\ [])

      


    


    
      
        validate_protected_apply(command, preview, opts \\ [])

      


    





      


      
        Functions


        


    

  
    
      
    
    
      assess(attrs, opts \\ [])



        
          
        

    

  


  

      

          @spec assess(
  map(),
  keyword()
) :: {:ok, map()} | {:error, Rulestead.Error.t()}


      



  



    

  
    
      
    
    
      validate_protected_apply(command, preview, opts \\ [])



        
          
        

    

  


  

      

          @spec validate_protected_apply(map(), map(), keyword()) ::
  :ok | {:error, Rulestead.Error.t()}


      



  


        

      


  

    
Rulestead.Store.Command 
    



      
Shared key-first command structs for Rulestead.Store adapters.
Public selectors stay on flag_key and environment_key; internal UUIDs
remain adapter-private.

      


      
        Summary


  
    Functions
  


    
      
        lifecycle_update(attrs)

      


    


    
      
        normalize_lifecycle(attrs)

      


    


    
      
        normalize_ownership(attrs)

      


    


    
      
        ownership_label(ownership, owner)

      


    





      


      
        Functions


        


  
    
      
    
    
      lifecycle_update(attrs)



        
          
        

    

  


  

      

          @spec lifecycle_update(nil | map() | keyword()) :: nil | map()


      



  



  
    
      
    
    
      normalize_lifecycle(attrs)



        
          
        

    

  


  

      

          @spec normalize_lifecycle(map() | keyword()) :: map()


      



  



  
    
      
    
    
      normalize_ownership(attrs)



        
          
        

    

  


  

      

          @spec normalize_ownership(map() | keyword()) :: nil | map()


      



  



  
    
      
    
    
      ownership_label(ownership, owner)



        
          
        

    

  


  

      

          @spec ownership_label(nil | map(), term()) :: nil | String.t()


      



  


        

      


  

    
Rulestead 
    



      
Root public module for the rulestead package.
Phase 3 keeps the store-facing APIs from Phase 2 and adds the pure evaluator
over an explicit in-memory authored flag payload:
	store-facing calls return {:ok, value} | {:error, %Rulestead.Error{}}

	bang variants raise the same %Rulestead.Error{}
	evaluation helpers consume an authored flag payload first and explicit
context second


      


      
        Summary


  
    Functions
  


    
      
        advance_rollout(command)

      


        Publishes a bounded rollout stage advancement through the configured store adapter.



    


    
      
        advance_rollout(flag_key, environment_key, attrs, opts \\ [])

      


        Builds and executes a bounded rollout stage advancement from root-level arguments.



    


    
      
        apply_audience_mutation(command_or_attrs, opts \\ [])

      


        Applies a reusable audience mutation after validating fresh preview evidence.



    


    
      
        apply_manifest_plan(content, opts \\ [])

      


        Applies a previously generated manifest import plan artifact.



    


    
      
        apply_promotion(command)

      


        Applies a bounded direct promotion bundle through compare revalidation and the configured store.



    


    
      
        apply_promotion(attrs, opts \\ [])

      


        Builds and applies a direct promotion bundle from root-level attributes.



    


    
      
        apply_promotion_plan(content, opts \\ [])

      


        Applies a previously generated promote plan artifact.



    


    
      
        approve_change_request(command)

      


        Approves a governed change request through the configured store adapter.



    


    
      
        archive_flag(command)

      


        Archives a flag through the configured store adapter.



    


    
      
        archive_flag!(command)

      


        Bang variant of archive_flag/1.



    


    
      
        assess_audience_blast_radius(preview_or_attrs, opts \\ [])

      


        Assesses audience mutation blast radius from preview payload inputs.



    


    
      
        authorize_change_request_approval(actor, submitter, action, resource, environment_key)

      


        Resolves whether an actor may approve a specific change request.



    


    
      
        authorize_governed_action(actor, action, resource, environment_key)

      


        Resolves whether a governed action must go through a change request.



    


    
      
        cancel_change_request(command)

      


        Cancels a governed change request through the configured store adapter.



    


    
      
        cancel_scheduled_execution(command)

      


        Cancels a scheduled execution through the configured store adapter.



    


    
      
        compare_environments(command)

      


        Compares authored source and target environment state for a pre-built compare command.



    


    
      
        compare_environments(source_environment_key, target_environment_key, opts \\ [])

      


        Compares authored source and target environment state for promotion preview flows.



    


    
      
        create_flag(command)

      


        Creates a flag through the configured store adapter.



    


    
      
        create_flag(attrs, opts \\ [])

      


        Creates a flag from root-level attributes.



    


    
      
        create_webhook_destination(command)

      


        Creates a new webhook destination.



    


    
      
        diagnostics()

      


        Returns bounded runtime diagnostics for the local node.



    


    
      
        enabled?(flag_payload, context)

      


        Returns the boolean enabled projection for an authored flag payload.



    


    
      
        engage_kill_switch(command)

      


        Engages a per-flag per-environment kill switch.



    


    
      
        engage_kill_switch(flag_key, environment_key, actor, opts \\ [])

      


    


    
      
        evaluate(flag_payload, context, opts \\ [])

      


        Evaluates an authored in-memory flag payload against an explicit context.



    


    
      
        evaluate!(flag_payload, context, opts \\ [])

      


        Bang variant of evaluate/3.



    


    
      
        evaluate_guarded_rollout(command)

      


        Evaluates guardrail facts for an active rollout stage and records the resulting operational state.



    


    
      
        evaluate_guarded_rollout(flag_key, environment_key, attrs, opts \\ [])

      


        Builds and executes a guarded rollout evaluation from root-level arguments.



    


    
      
        evaluate_rollout_auto_advance(command)

      


        Evaluates auto-advance eligibility for one staged rollout rule.



    


    
      
        evaluate_rollout_auto_advance(flag_key, environment_key, attrs, opts \\ [])

      


        Builds and executes an auto-advance eligibility evaluation from root-level arguments.



    


    
      
        execute_change_request(command)

      


        Executes an approved governed change request through the configured store adapter.



    


    
      
        execute_inbound_event(event, receipt)

      


        Normalizes a verified inbound webhook event into the local governance path.



    


    
      
        explain(flag_payload, context)

      


        Returns a human-readable explanation derived from the evaluation trace.



    


    
      
        explain_flag(flag_key, environment_key, context, opts \\ [])

      


        Admin-safe explain seam for one flag and environment.



    


    
      
        export_manifest(environment_key, opts \\ [])

      


        Exports a deterministic authored-state manifest for one environment.



    


    
      
        fetch_change_request(command)

      


        Fetches one change request through the configured store adapter.



    


    
      
        fetch_flag(command)

      


        Fetches the authored flag state for a pre-built store command.



    


    
      
        fetch_flag(flag_key, environment_key, opts \\ [])

      


        Fetches the authored flag state for a flag_key and environment_key.



    


    
      
        fetch_flag!(flag_key, environment_key, opts \\ [])

      


        Bang variant of fetch_flag/3.



    


    
      
        fetch_guardrail_status(command)

      


        Fetches the latest derived guardrail status for one rollout rule or stage.



    


    
      
        fetch_guardrail_status(flag_key, environment_key, opts \\ [])

      


        Builds a guardrail-status query from root-level arguments.



    


    
      
        fetch_rollout_auto_advance_policy(command)

      


        Fetches the durable auto-advance policy for one staged rollout rule.



    


    
      
        fetch_rollout_auto_advance_policy(flag_key, environment_key, rule_key, opts \\ [])

      


        Builds and executes an auto-advance policy fetch from root-level arguments.



    


    
      
        fetch_scheduled_execution(command)

      


        Fetches one scheduled execution through the configured store adapter.



    


    
      
        fetch_webhook_destination(id_or_command, opts \\ [])

      


        Fetches a single webhook destination by ID.



    


    
      
        fetch_webhook_record(id_or_command, opts \\ [])

      


        Fetches one webhook receipt through the configured store adapter.



    


    
      
        get_value(flag_payload, context, default)

      


        Returns the projected value for an authored flag payload.



    


    
      
        get_variant(flag_payload, context)

      


        Returns the assigned variant key for an authored flag payload.



    


    
      
        import_manifest(content, opts \\ [])

      


        Previews a manifest import as a saved apply plan artifact.



    


    
      
        infrastructure_health()

      


        Returns the bounded infrastructure health snapshot for the local node.



    


    
      
        list_audience_dependencies()

      


        Lists audience dependency inventory rows with deterministic scoped ordering.



    


    
      
        list_audience_dependencies(opts)

      


    


    
      
        list_audiences()

      


        Lists reusable audiences through the configured store adapter.



    


    
      
        list_audiences(opts)

      


    


    
      
        list_audit_events(command_or_opts \\ Command.ListAuditEvents.new())

      


        Lists redacted audit events for one flag or all flags.



    


    
      
        list_change_requests(command_or_opts \\ Command.ListChangeRequests.new())

      


        Lists change requests through the configured store adapter.



    


    
      
        list_environments()

      


        Lists environments through the configured store adapter.



    


    
      
        list_environments(opts)

      


    


    
      
        list_flags()

      


        Lists flags through the configured store adapter.



    


    
      
        list_flags(opts)

      


    


    
      
        list_flags!(command \\ Command.ListFlags.new())

      


        Bang variant of list_flags/0 and list_flags/1.



    


    
      
        list_scheduled_executions(command_or_opts \\ Command.ListScheduledExecutions.new())

      


        Lists scheduled executions through the configured store adapter.



    


    
      
        list_webhook_deliveries(command_or_opts \\ [])

      


        Lists webhook outbound deliveries.



    


    
      
        list_webhook_destinations(command_or_opts \\ [])

      


        Lists webhook destinations.



    


    
      
        list_webhook_records(command_or_opts \\ [])

      


        Lists webhook receipts through the configured store adapter.



    


    
      
        plan_promotion(source_environment_key, target_environment_key, opts \\ [])

      


        Builds a saved promote plan artifact from a live compare preview.



    


    
      
        preview_audience_impact(command)

      


    


    
      
        preview_audience_impact(audience_key, operation, opts \\ [])

      


        Previews the bounded impact of a reusable audience mutation.



    


    
      
        publish_ruleset(command)

      


        Publishes a ruleset version through the configured store adapter.



    


    
      
        publish_ruleset!(command)

      


        Bang variant of publish_ruleset/1.



    


    
      
        receive_inbound_webhook(command)

      


        Records an inbound webhook receipt through the configured store adapter.



    


    
      
        record_evaluation(command)

      


        Records bounded evaluation freshness for one flag/environment pair.



    


    
      
        record_evaluation(flag_key, environment_key, last_evaluated_at)

      


        Records bounded evaluation freshness using root-level arguments.



    


    
      
        reject_change_request(command)

      


        Rejects a governed change request through the configured store adapter.



    


    
      
        release_kill_switch(command)

      


        Releases a per-flag per-environment kill switch.



    


    
      
        release_kill_switch(flag_key, environment_key, actor, opts \\ [])

      


    


    
      
        requeue_scheduled_execution(command)

      


        Requeues a quarantined scheduled execution through the configured store adapter.



    


    
      
        retry_webhook_delivery(id_or_command, opts \\ [])

      


        Retries a failed webhook delivery.



    


    
      
        rollback_audit_event(command)

      


        Writes a linked inverse action for a prior audit event.



    


    
      
        rollback_audit_event(audit_event_id, opts \\ [])

      


    


    
      
        save_draft_ruleset(command)

      


        Saves a draft ruleset through the configured store adapter.



    


    
      
        save_draft_ruleset!(command)

      


        Bang variant of save_draft_ruleset/1.



    


    
      
        schedule_change_request(command)

      


        Schedules an approved governed change request through the configured store adapter.



    


    
      
        schedule_governed_action(command)

      


        Schedules a narrowly allowed direct governed action through the configured store adapter.



    


    
      
        simulate_flag(flag_key, environment_key, context, opts \\ [])

      


        Admin-safe runtime simulation for one flag and environment.



    


    
      
        submit_change_request(command)

      


        Submits a governed change request through the configured store adapter.



    


    
      
        track(context_or_actor_id, event_name, metadata \\ %{})

      


        Tracks a custom analytics event.



    


    
      
        update_flag(command)

      


        Updates flag metadata through the configured store adapter.



    


    
      
        update_flag(flag_key, attrs, opts \\ [])

      


        Updates a flag from root-level attributes.



    


    
      
        update_webhook_destination(command)

      


        Updates an existing webhook destination.



    


    
      
        update_webhook_destination(id, attrs)

      


    


    
      
        upsert_rollout_auto_advance_policy(command)

      


        Upserts opt-in auto-advance policy for one staged rollout rule.



    


    
      
        upsert_rollout_auto_advance_policy(flag_key, environment_key, attrs, opts \\ [])

      


        Builds and upserts an auto-advance policy from root-level arguments.



    


    
      
        version()

      


        Returns the package version.



    





      


      
        Functions


        


  
    
      
    
    
      advance_rollout(command)



        
          
        

    

  


  

      

          @spec advance_rollout(Rulestead.Store.Command.AdvanceRollout.t()) ::
  Rulestead.Store.result(map())


      


Publishes a bounded rollout stage advancement through the configured store adapter.

  



    

  
    
      
    
    
      advance_rollout(flag_key, environment_key, attrs, opts \\ [])



        
          
        

    

  


  

      

          @spec advance_rollout(
  String.t() | atom(),
  String.t() | atom(),
  map() | keyword(),
  keyword()
) ::
  Rulestead.Store.result(map())


      


Builds and executes a bounded rollout stage advancement from root-level arguments.

  



    

  
    
      
    
    
      apply_audience_mutation(command_or_attrs, opts \\ [])



        
          
        

    

  


  

      

          @spec apply_audience_mutation(
  Rulestead.Store.Command.ApplyAudienceMutation.t() | map() | keyword(),
  keyword()
) :: Rulestead.Store.result(map())


      


Applies a reusable audience mutation after validating fresh preview evidence.
Protected-environment threshold evaluation runs in the store pipeline via
Rulestead.Governance.BlastRadiusThreshold.validate_protected_apply/3.
Custom store adapters must call that helper to inherit the same contract.

  



    

  
    
      
    
    
      apply_manifest_plan(content, opts \\ [])



        
          
        

    

  


  

      

          @spec apply_manifest_plan(
  binary() | map(),
  keyword()
) :: {:ok, map()} | {:error, Rulestead.Error.t()}


      


Applies a previously generated manifest import plan artifact.

  



  
    
      
    
    
      apply_promotion(command)



        
          
        

    

  


  

      

          @spec apply_promotion(Rulestead.Store.Command.ApplyPromotion.t()) ::
  Rulestead.Store.result(map())


      


Applies a bounded direct promotion bundle through compare revalidation and the configured store.

  



  
    
      
    
    
      apply_promotion(attrs, opts \\ [])



        
          
        

    

  


  

      

          @spec apply_promotion(
  map() | keyword(),
  keyword()
) :: Rulestead.Store.result(map())


      


Builds and applies a direct promotion bundle from root-level attributes.

  



    

  
    
      
    
    
      apply_promotion_plan(content, opts \\ [])



        
          
        

    

  


  

      

          @spec apply_promotion_plan(
  binary() | map(),
  keyword()
) :: {:ok, map()} | {:error, Rulestead.Error.t()}


      


Applies a previously generated promote plan artifact.

  



  
    
      
    
    
      approve_change_request(command)



        
          
        

    

  


  

      

          @spec approve_change_request(Rulestead.Store.Command.ApproveChangeRequest.t()) ::
  Rulestead.Store.result(map())


      


Approves a governed change request through the configured store adapter.

  



  
    
      
    
    
      archive_flag(command)



        
          
        

    

  


  

      

          @spec archive_flag(Rulestead.Store.Command.ArchiveFlag.t()) ::
  Rulestead.Store.result(map())


      


Archives a flag through the configured store adapter.

  



  
    
      
    
    
      archive_flag!(command)



        
          
        

    

  


  

      

          @spec archive_flag!(Rulestead.Store.Command.ArchiveFlag.t()) :: map()


      


Bang variant of archive_flag/1.

  



    

  
    
      
    
    
      assess_audience_blast_radius(preview_or_attrs, opts \\ [])



        
          
        

    

  


  

      

          @spec assess_audience_blast_radius(
  map(),
  keyword()
) :: {:ok, map()} | {:error, Rulestead.Error.t()}


      


Assesses audience mutation blast radius from preview payload inputs.
Returns a deterministic threshold verdict suitable for operator display and
change-request embedding. Does not perform I/O — supply preview data from
preview_audience_impact/2.

  



  
    
      
    
    
      authorize_change_request_approval(actor, submitter, action, resource, environment_key)



        
          
        

    

  


  

      

          @spec authorize_change_request_approval(
  term(),
  term(),
  atom(),
  term(),
  String.t() | atom() | nil
) ::
  {:ok, Rulestead.Governance.ApprovalRequirement.t()}
  | {:error, Rulestead.Error.t(), Rulestead.Admin.Authorizer.audit_payload()}


      


Resolves whether an actor may approve a specific change request.

  



  
    
      
    
    
      authorize_governed_action(actor, action, resource, environment_key)



        
          
        

    

  


  

      

          @spec authorize_governed_action(term(), atom(), term(), String.t() | atom() | nil) ::
  {:ok, Rulestead.Governance.ApprovalRequirement.t()}
  | {:error, Rulestead.Error.t(), Rulestead.Admin.Authorizer.audit_payload()}


      


Resolves whether a governed action must go through a change request.

  



  
    
      
    
    
      cancel_change_request(command)



        
          
        

    

  


  

      

          @spec cancel_change_request(Rulestead.Store.Command.CancelChangeRequest.t()) ::
  Rulestead.Store.result(map())


      


Cancels a governed change request through the configured store adapter.

  



  
    
      
    
    
      cancel_scheduled_execution(command)



        
          
        

    

  


  

      

          @spec cancel_scheduled_execution(Rulestead.Store.Command.CancelScheduledExecution.t()) ::
  Rulestead.Store.result(map())


      


Cancels a scheduled execution through the configured store adapter.

  



  
    
      
    
    
      compare_environments(command)



        
          
        

    

  


  

      

          @spec compare_environments(Rulestead.Store.Command.CompareEnvironments.t()) ::
  Rulestead.Store.result(map())


      


Compares authored source and target environment state for a pre-built compare command.

  



    

  
    
      
    
    
      compare_environments(source_environment_key, target_environment_key, opts \\ [])



        
          
        

    

  


  

      

          @spec compare_environments(String.t() | atom(), String.t() | atom(), keyword()) ::
  Rulestead.Store.result(map())


      


Compares authored source and target environment state for promotion preview flows.

  



  
    
      
    
    
      create_flag(command)



        
          
        

    

  


  

      

          @spec create_flag(Rulestead.Store.Command.CreateFlag.t()) ::
  Rulestead.Store.result(map())


      


Creates a flag through the configured store adapter.

  



  
    
      
    
    
      create_flag(attrs, opts \\ [])



        
          
        

    

  


  

      

          @spec create_flag(
  map() | keyword(),
  keyword()
) :: Rulestead.Store.result(map())


      


Creates a flag from root-level attributes.

  



  
    
      
    
    
      create_webhook_destination(command)



        
          
        

    

  


  

      

          @spec create_webhook_destination(
  Rulestead.Store.Command.CreateWebhookDestination.t()
  | map()
  | keyword()
) :: Rulestead.Store.result(map())


      


Creates a new webhook destination.

  



  
    
      
    
    
      diagnostics()



        
          
        

    

  


  

      

          @spec diagnostics() :: map()


      


Returns bounded runtime diagnostics for the local node.

  



  
    
      
    
    
      enabled?(flag_payload, context)



        
          
        

    

  


  

      

          @spec enabled?(map(), Rulestead.Context.t() | keyword() | map()) ::
  {:ok, boolean()} | {:error, Rulestead.Error.t()}


      


Returns the boolean enabled projection for an authored flag payload.

  



  
    
      
    
    
      engage_kill_switch(command)



        
          
        

    

  


  

      

          @spec engage_kill_switch(Rulestead.Store.Command.EngageKillSwitch.t()) ::
  Rulestead.Store.result(map())


      


Engages a per-flag per-environment kill switch.

  



    

  
    
      
    
    
      engage_kill_switch(flag_key, environment_key, actor, opts \\ [])



        
          
        

    

  


  

      

          @spec engage_kill_switch(String.t() | atom(), String.t() | atom(), map(), keyword()) ::
  Rulestead.Store.result(map())


      



  



    

  
    
      
    
    
      evaluate(flag_payload, context, opts \\ [])



        
          
        

    

  


  

      

          @spec evaluate(map(), Rulestead.Context.t() | keyword() | map(), keyword()) ::
  {:ok, Rulestead.Result.t()} | {:error, Rulestead.Error.t()}


      


Evaluates an authored in-memory flag payload against an explicit context.

  



    

  
    
      
    
    
      evaluate!(flag_payload, context, opts \\ [])



        
          
        

    

  


  

      

          @spec evaluate!(map(), Rulestead.Context.t() | keyword() | map(), keyword()) ::
  Rulestead.Result.t()


      


Bang variant of evaluate/3.

  



  
    
      
    
    
      evaluate_guarded_rollout(command)



        
          
        

    

  


  

      

          @spec evaluate_guarded_rollout(Rulestead.Store.Command.EvaluateGuardedRollout.t()) ::
  Rulestead.Store.result(map())


      


Evaluates guardrail facts for an active rollout stage and records the resulting operational state.

  



    

  
    
      
    
    
      evaluate_guarded_rollout(flag_key, environment_key, attrs, opts \\ [])



        
          
        

    

  


  

      

          @spec evaluate_guarded_rollout(
  String.t() | atom(),
  String.t() | atom(),
  map() | keyword(),
  keyword()
) :: Rulestead.Store.result(map())


      


Builds and executes a guarded rollout evaluation from root-level arguments.

  



  
    
      
    
    
      evaluate_rollout_auto_advance(command)



        
          
        

    

  


  

      

          @spec evaluate_rollout_auto_advance(
  Rulestead.Store.Command.EvaluateRolloutAutoAdvance.t()
) ::
  Rulestead.Store.result(map())


      


Evaluates auto-advance eligibility for one staged rollout rule.
Evaluation-only in Phase 61: returns eligibility without mutating rollout
stage, guardrail decisions, or scheduling governed advance_rollout.

  



    

  
    
      
    
    
      evaluate_rollout_auto_advance(flag_key, environment_key, attrs, opts \\ [])



        
          
        

    

  


  

      

          @spec evaluate_rollout_auto_advance(
  String.t() | atom(),
  String.t() | atom(),
  map() | keyword(),
  keyword()
) :: Rulestead.Store.result(map())


      


Builds and executes an auto-advance eligibility evaluation from root-level arguments.

  



  
    
      
    
    
      execute_change_request(command)



        
          
        

    

  


  

      

          @spec execute_change_request(Rulestead.Store.Command.ExecuteChangeRequest.t()) ::
  Rulestead.Store.result(map())


      


Executes an approved governed change request through the configured store adapter.

  



  
    
      
    
    
      execute_inbound_event(event, receipt)



        
          
        

    

  


  

      

          @spec execute_inbound_event(Rulestead.Webhooks.InboundEvent.t(), map()) ::
  Rulestead.Store.result(map())


      


Normalizes a verified inbound webhook event into the local governance path.

  



  
    
      
    
    
      explain(flag_payload, context)



        
          
        

    

  


  

      

          @spec explain(map(), Rulestead.Context.t() | keyword() | map()) ::
  {:ok, String.t()} | {:error, Rulestead.Error.t()}


      


Returns a human-readable explanation derived from the evaluation trace.

  



    

  
    
      
    
    
      explain_flag(flag_key, environment_key, context, opts \\ [])



        
          
        

    

  


  

      

          @spec explain_flag(
  String.t() | atom(),
  String.t() | atom(),
  Rulestead.Context.t() | keyword() | map(),
  keyword()
) :: {:ok, map()} | {:error, Rulestead.Error.t()}


      


Admin-safe explain seam for one flag and environment.

  



    

  
    
      
    
    
      export_manifest(environment_key, opts \\ [])



        
          
        

    

  


  

      

          @spec export_manifest(
  String.t() | atom(),
  keyword()
) :: {:ok, map()} | {:error, Rulestead.Error.t()}


      


Exports a deterministic authored-state manifest for one environment.

  



  
    
      
    
    
      fetch_change_request(command)



        
          
        

    

  


  

      

          @spec fetch_change_request(Rulestead.Store.Command.FetchChangeRequest.t()) ::
  Rulestead.Store.result(map())


      


Fetches one change request through the configured store adapter.

  



  
    
      
    
    
      fetch_flag(command)



        
          
        

    

  


  

      

          @spec fetch_flag(Rulestead.Store.Command.FetchFlag.t()) ::
  Rulestead.Store.result(map())


      


Fetches the authored flag state for a pre-built store command.

  



    

  
    
      
    
    
      fetch_flag(flag_key, environment_key, opts \\ [])



        
          
        

    

  


  

      

          @spec fetch_flag(String.t() | atom(), String.t() | atom(), keyword()) ::
  Rulestead.Store.result(map())


      


Fetches the authored flag state for a flag_key and environment_key.

  



    

  
    
      
    
    
      fetch_flag!(flag_key, environment_key, opts \\ [])



        
          
        

    

  


  

      

          @spec fetch_flag!(String.t() | atom(), String.t() | atom(), keyword()) :: map()


      


Bang variant of fetch_flag/3.

  



  
    
      
    
    
      fetch_guardrail_status(command)



        
          
        

    

  


  

      

          @spec fetch_guardrail_status(Rulestead.Store.Command.FetchGuardrailStatus.t()) ::
  Rulestead.Store.result(map())


      


Fetches the latest derived guardrail status for one rollout rule or stage.

  



    

  
    
      
    
    
      fetch_guardrail_status(flag_key, environment_key, opts \\ [])



        
          
        

    

  


  

      

          @spec fetch_guardrail_status(String.t() | atom(), String.t() | atom(), keyword()) ::
  Rulestead.Store.result(map())


      


Builds a guardrail-status query from root-level arguments.

  



  
    
      
    
    
      fetch_rollout_auto_advance_policy(command)



        
          
        

    

  


  

      

          @spec fetch_rollout_auto_advance_policy(
  Rulestead.Store.Command.FetchRolloutAutoAdvancePolicy.t()
) ::
  Rulestead.Store.result(map())


      


Fetches the durable auto-advance policy for one staged rollout rule.

  



    

  
    
      
    
    
      fetch_rollout_auto_advance_policy(flag_key, environment_key, rule_key, opts \\ [])



        
          
        

    

  


  

      

          @spec fetch_rollout_auto_advance_policy(
  String.t() | atom(),
  String.t() | atom(),
  String.t() | atom(),
  keyword()
) :: Rulestead.Store.result(map())


      


Builds and executes an auto-advance policy fetch from root-level arguments.

  



  
    
      
    
    
      fetch_scheduled_execution(command)



        
          
        

    

  


  

      

          @spec fetch_scheduled_execution(Rulestead.Store.Command.FetchScheduledExecution.t()) ::
  Rulestead.Store.result(map())


      


Fetches one scheduled execution through the configured store adapter.

  



    

  
    
      
    
    
      fetch_webhook_destination(id_or_command, opts \\ [])



        
          
        

    

  


  

      

          @spec fetch_webhook_destination(
  Rulestead.Store.Command.FetchWebhookDestination.t() | String.t(),
  keyword()
) :: Rulestead.Store.result(map())


      


Fetches a single webhook destination by ID.

  



    

  
    
      
    
    
      fetch_webhook_record(id_or_command, opts \\ [])



        
          
        

    

  


  

      

          @spec fetch_webhook_record(
  String.t() | Rulestead.Store.Command.FetchWebhookRecord.t(),
  keyword()
) :: Rulestead.Store.result(map())


      


Fetches one webhook receipt through the configured store adapter.

  



  
    
      
    
    
      get_value(flag_payload, context, default)



        
          
        

    

  


  

      

          @spec get_value(map(), Rulestead.Context.t() | keyword() | map(), term()) ::
  {:ok, term()} | {:error, Rulestead.Error.t()}


      


Returns the projected value for an authored flag payload.

  



  
    
      
    
    
      get_variant(flag_payload, context)



        
          
        

    

  


  

      

          @spec get_variant(map(), Rulestead.Context.t() | keyword() | map()) ::
  {:ok, String.t() | nil} | {:error, Rulestead.Error.t()}


      


Returns the assigned variant key for an authored flag payload.

  



    

  
    
      
    
    
      import_manifest(content, opts \\ [])



        
          
        

    

  


  

      

          @spec import_manifest(
  binary() | map(),
  keyword()
) :: {:ok, map()} | {:error, Rulestead.Error.t()}


      


Previews a manifest import as a saved apply plan artifact.

  



  
    
      
    
    
      infrastructure_health()



        
          
        

    

  


  

      

          @spec infrastructure_health() :: map()


      


Returns the bounded infrastructure health snapshot for the local node.

  



  
    
      
    
    
      list_audience_dependencies()



        
          
        

    

  


  

      

          @spec list_audience_dependencies() :: Rulestead.Store.result(map())


      


Lists audience dependency inventory rows with deterministic scoped ordering.

  



  
    
      
    
    
      list_audience_dependencies(opts)



        
          
        

    

  


  

      

          @spec list_audience_dependencies(keyword()) :: Rulestead.Store.result(map())


          @spec list_audience_dependencies(Rulestead.Store.Command.ListAudienceDependencies.t()) ::
  Rulestead.Store.result(map())


      



  



  
    
      
    
    
      list_audiences()



        
          
        

    

  


  

      

          @spec list_audiences() :: Rulestead.Store.result([map()])


      


Lists reusable audiences through the configured store adapter.

  



  
    
      
    
    
      list_audiences(opts)



        
          
        

    

  


  

      

          @spec list_audiences(keyword()) :: Rulestead.Store.result([map()])


          @spec list_audiences(Rulestead.Store.Command.ListAudiences.t()) ::
  Rulestead.Store.result([map()])


      



  



    

  
    
      
    
    
      list_audit_events(command_or_opts \\ Command.ListAuditEvents.new())



        
          
        

    

  


  

      

          @spec list_audit_events(Rulestead.Store.Command.ListAuditEvents.t() | keyword()) ::
  Rulestead.Store.result(Rulestead.Store.Command.Page.t(map()))


      


Lists redacted audit events for one flag or all flags.

  



    

  
    
      
    
    
      list_change_requests(command_or_opts \\ Command.ListChangeRequests.new())



        
          
        

    

  


  

      

          @spec list_change_requests(Rulestead.Store.Command.ListChangeRequests.t() | keyword()) ::
  Rulestead.Store.result(Rulestead.Store.Command.Page.t(map()))


      


Lists change requests through the configured store adapter.

  



  
    
      
    
    
      list_environments()



        
          
        

    

  


  

      

          @spec list_environments() :: Rulestead.Store.result([map()])


      


Lists environments through the configured store adapter.

  



  
    
      
    
    
      list_environments(opts)



        
          
        

    

  


  

      

          @spec list_environments(keyword()) :: Rulestead.Store.result([map()])


          @spec list_environments(Rulestead.Store.Command.ListEnvironments.t()) ::
  Rulestead.Store.result([map()])


      



  



  
    
      
    
    
      list_flags()



        
          
        

    

  


  

      

          @spec list_flags() :: Rulestead.Store.result(Rulestead.Store.Command.Page.t(map()))


      


Lists flags through the configured store adapter.
Phase 2 keeps this as the shared list/search surface for store adapters.

  



  
    
      
    
    
      list_flags(opts)



        
          
        

    

  


  

      

          @spec list_flags(keyword()) ::
  Rulestead.Store.result(Rulestead.Store.Command.Page.t(map()))


          @spec list_flags(Rulestead.Store.Command.ListFlags.t()) ::
  Rulestead.Store.result(Rulestead.Store.Command.Page.t(map()))


      



  



    

  
    
      
    
    
      list_flags!(command \\ Command.ListFlags.new())



        
          
        

    

  


  

      

          @spec list_flags!(Rulestead.Store.Command.ListFlags.t() | keyword()) ::
  Rulestead.Store.Command.Page.t(map())


      


Bang variant of list_flags/0 and list_flags/1.

  



    

  
    
      
    
    
      list_scheduled_executions(command_or_opts \\ Command.ListScheduledExecutions.new())



        
          
        

    

  


  

      

          @spec list_scheduled_executions(
  Rulestead.Store.Command.ListScheduledExecutions.t()
  | keyword()
) ::
  Rulestead.Store.result(Rulestead.Store.Command.Page.t(map()))


      


Lists scheduled executions through the configured store adapter.

  



    

  
    
      
    
    
      list_webhook_deliveries(command_or_opts \\ [])



        
          
        

    

  


  

      

          @spec list_webhook_deliveries(
  Rulestead.Store.Command.ListWebhookDeliveries.t()
  | keyword()
) ::
  Rulestead.Store.result(Rulestead.Store.Command.Page.t(map()))


      


Lists webhook outbound deliveries.

  



    

  
    
      
    
    
      list_webhook_destinations(command_or_opts \\ [])



        
          
        

    

  


  

      

          @spec list_webhook_destinations(
  Rulestead.Store.Command.ListWebhookDestinations.t()
  | keyword()
) ::
  Rulestead.Store.result(Rulestead.Store.Command.Page.t(map()))


      


Lists webhook destinations.

  



    

  
    
      
    
    
      list_webhook_records(command_or_opts \\ [])



        
          
        

    

  


  

      

          @spec list_webhook_records(Rulestead.Store.Command.ListWebhookRecords.t() | keyword()) ::
  Rulestead.Store.result(Rulestead.Store.Command.Page.t(map()))


      


Lists webhook receipts through the configured store adapter.

  



    

  
    
      
    
    
      plan_promotion(source_environment_key, target_environment_key, opts \\ [])



        
          
        

    

  


  

      

          @spec plan_promotion(String.t() | atom(), String.t() | atom(), keyword()) ::
  {:ok, map()} | {:error, Rulestead.Error.t()}


      


Builds a saved promote plan artifact from a live compare preview.

  



  
    
      
    
    
      preview_audience_impact(command)



        
          
        

    

  


  

      

          @spec preview_audience_impact(Rulestead.Store.Command.PreviewAudienceImpact.t()) ::
  Rulestead.Store.result(map())


      



  



    

  
    
      
    
    
      preview_audience_impact(audience_key, operation, opts \\ [])



        
          
        

    

  


  

      

          @spec preview_audience_impact(String.t() | atom(), String.t() | atom(), keyword()) ::
  Rulestead.Store.result(map())


      


Previews the bounded impact of a reusable audience mutation.

  



  
    
      
    
    
      publish_ruleset(command)



        
          
        

    

  


  

      

          @spec publish_ruleset(Rulestead.Store.Command.PublishRuleset.t()) ::
  Rulestead.Store.result(map())


      


Publishes a ruleset version through the configured store adapter.

  



  
    
      
    
    
      publish_ruleset!(command)



        
          
        

    

  


  

      

          @spec publish_ruleset!(Rulestead.Store.Command.PublishRuleset.t()) :: map()


      


Bang variant of publish_ruleset/1.

  



  
    
      
    
    
      receive_inbound_webhook(command)



        
          
        

    

  


  

      

          @spec receive_inbound_webhook(Rulestead.Store.Command.ReceiveInboundWebhook.t()) ::
  Rulestead.Store.result(map())


      


Records an inbound webhook receipt through the configured store adapter.

  



  
    
      
    
    
      record_evaluation(command)



        
          
        

    

  


  

      

          @spec record_evaluation(Rulestead.Store.Command.RecordEvaluation.t()) ::
  Rulestead.Store.result(map())


      


Records bounded evaluation freshness for one flag/environment pair.

  



  
    
      
    
    
      record_evaluation(flag_key, environment_key, last_evaluated_at)



        
          
        

    

  


  

      

          @spec record_evaluation(String.t() | atom(), String.t() | atom(), DateTime.t()) ::
  Rulestead.Store.result(map())


      


Records bounded evaluation freshness using root-level arguments.

  



  
    
      
    
    
      reject_change_request(command)



        
          
        

    

  


  

      

          @spec reject_change_request(Rulestead.Store.Command.RejectChangeRequest.t()) ::
  Rulestead.Store.result(map())


      


Rejects a governed change request through the configured store adapter.

  



  
    
      
    
    
      release_kill_switch(command)



        
          
        

    

  


  

      

          @spec release_kill_switch(Rulestead.Store.Command.ReleaseKillSwitch.t()) ::
  Rulestead.Store.result(map())


      


Releases a per-flag per-environment kill switch.

  



    

  
    
      
    
    
      release_kill_switch(flag_key, environment_key, actor, opts \\ [])



        
          
        

    

  


  

      

          @spec release_kill_switch(String.t() | atom(), String.t() | atom(), map(), keyword()) ::
  Rulestead.Store.result(map())


      



  



  
    
      
    
    
      requeue_scheduled_execution(command)



        
          
        

    

  


  

      

          @spec requeue_scheduled_execution(
  Rulestead.Store.Command.RequeueScheduledExecution.t()
) ::
  Rulestead.Store.result(map())


      


Requeues a quarantined scheduled execution through the configured store adapter.

  



    

  
    
      
    
    
      retry_webhook_delivery(id_or_command, opts \\ [])



        
          
        

    

  


  

      

          @spec retry_webhook_delivery(
  Rulestead.Store.Command.RetryWebhookDelivery.t() | String.t(),
  keyword()
) :: Rulestead.Store.result(map())


      


Retries a failed webhook delivery.

  



  
    
      
    
    
      rollback_audit_event(command)



        
          
        

    

  


  

      

          @spec rollback_audit_event(Rulestead.Store.Command.RollbackAuditEvent.t()) ::
  Rulestead.Store.result(map())


      


Writes a linked inverse action for a prior audit event.

  



  
    
      
    
    
      rollback_audit_event(audit_event_id, opts \\ [])



        
          
        

    

  


  

      

          @spec rollback_audit_event(
  String.t(),
  keyword()
) :: Rulestead.Store.result(map())


      



  



  
    
      
    
    
      save_draft_ruleset(command)



        
          
        

    

  


  

      

          @spec save_draft_ruleset(Rulestead.Store.Command.SaveDraftRuleset.t()) ::
  Rulestead.Store.result(map())


      


Saves a draft ruleset through the configured store adapter.

  



  
    
      
    
    
      save_draft_ruleset!(command)



        
          
        

    

  


  

      

          @spec save_draft_ruleset!(Rulestead.Store.Command.SaveDraftRuleset.t()) :: map()


      


Bang variant of save_draft_ruleset/1.

  



  
    
      
    
    
      schedule_change_request(command)



        
          
        

    

  


  

      

          @spec schedule_change_request(Rulestead.Store.Command.ScheduleChangeRequest.t()) ::
  Rulestead.Store.result(map())


      


Schedules an approved governed change request through the configured store adapter.

  



  
    
      
    
    
      schedule_governed_action(command)



        
          
        

    

  


  

      

          @spec schedule_governed_action(Rulestead.Store.Command.ScheduleGovernedAction.t()) ::
  Rulestead.Store.result(map())


      


Schedules a narrowly allowed direct governed action through the configured store adapter.

  



    

  
    
      
    
    
      simulate_flag(flag_key, environment_key, context, opts \\ [])



        
          
        

    

  


  

      

          @spec simulate_flag(
  String.t() | atom(),
  String.t() | atom(),
  Rulestead.Context.t() | keyword() | map(),
  keyword()
) :: {:ok, map()} | {:error, Rulestead.Error.t()}


      


Admin-safe runtime simulation for one flag and environment.

  



  
    
      
    
    
      submit_change_request(command)



        
          
        

    

  


  

      

          @spec submit_change_request(Rulestead.Store.Command.SubmitChangeRequest.t()) ::
  Rulestead.Store.result(map())


      


Submits a governed change request through the configured store adapter.

  



    

  
    
      
    
    
      track(context_or_actor_id, event_name, metadata \\ %{})



        
          
        

    

  


  

      

          @spec track(Rulestead.Context.t() | map() | String.t(), String.t(), map()) :: :ok


      


Tracks a custom analytics event.

  



  
    
      
    
    
      update_flag(command)



        
          
        

    

  


  

      

          @spec update_flag(Rulestead.Store.Command.UpdateFlag.t()) ::
  Rulestead.Store.result(map())


      


Updates flag metadata through the configured store adapter.

  



    

  
    
      
    
    
      update_flag(flag_key, attrs, opts \\ [])



        
          
        

    

  


  

      

          @spec update_flag(String.t() | atom(), map() | keyword(), keyword()) ::
  Rulestead.Store.result(map())


      


Updates a flag from root-level attributes.

  



  
    
      
    
    
      update_webhook_destination(command)



        
          
        

    

  


  

      

          @spec update_webhook_destination(
  Rulestead.Store.Command.UpdateWebhookDestination.t()
  | {String.t(), map() | keyword()}
) :: Rulestead.Store.result(map())


      


Updates an existing webhook destination.

  



  
    
      
    
    
      update_webhook_destination(id, attrs)



        
          
        

    

  


  


  



  
    
      
    
    
      upsert_rollout_auto_advance_policy(command)



        
          
        

    

  


  

      

          @spec upsert_rollout_auto_advance_policy(
  Rulestead.Store.Command.UpsertRolloutAutoAdvancePolicy.t()
) ::
  Rulestead.Store.result(map())


      


Upserts opt-in auto-advance policy for one staged rollout rule.
Phase 61 persists the authored policy contract only; enabling policy does not
schedule observation ticks or advance rollout stages.

  



    

  
    
      
    
    
      upsert_rollout_auto_advance_policy(flag_key, environment_key, attrs, opts \\ [])



        
          
        

    

  


  

      

          @spec upsert_rollout_auto_advance_policy(
  String.t() | atom(),
  String.t() | atom(),
  map() | keyword(),
  keyword()
) :: Rulestead.Store.result(map())


      


Builds and upserts an auto-advance policy from root-level arguments.

  



  
    
      
    
    
      version()



        
          
        

    

  


  

      

          @spec version() :: String.t()


      


Returns the package version.

  


        

      


  

    
Rulestead.Error exception
    



      
Stable public error envelope for all non-bang and bang APIs.
Rulestead returns this struct in {:error, error} tuples and raises the same
struct from bang variants. Typed helper modules such as Rulestead.StoreError
construct this envelope instead of introducing competing public error structs.
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          @type domain() :: :evaluation | :ruleset | :kill_switch | :config | :store | :auth


      


Top-level error family used to group stable leaf error types.
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          @type t() :: %Rulestead.Error{
  __exception__: true,
  cause: term(),
  details: [detail()],
  domain: domain(),
  message: String.t(),
  metadata: metadata(),
  plug_status: nil | pos_integer(),
  type: type()
}
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          @type type() ::
  :flag_not_found
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  | :invalid_ruleset
  | :variant_weights_invalid
  | :invalid_value_projection
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Closed Phase 2 leaf error atoms.
Downstream phases should extend this list deliberately when they add new public
failure modes rather than returning broad atoms such as :invalid or :not_found.
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Normalizes a term into a Rulestead.Error.
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          @type t() :: %Rulestead.Flag{
  __meta__: term(),
  archived_at: term(),
  default_value: term(),
  description: term(),
  flag_environments: term(),
  flag_type: term(),
  id: term(),
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  key: term(),
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  tags: term(),
  updated_at: term(),
  value_type: term()
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Stable Phase 3 evaluation result.
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          @type reason() :: :rule_match | :default | :targeting_key_missing | :flag_off | :error
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  cache_age_ms: integer() | nil,
  debug_trace: debug_trace(),
  enabled?: boolean(),
  flag_key: String.t() | nil,
  flag_version: integer() | nil,
  matched_rule: String.t() | nil,
  reason: reason(),
  value: term(),
  variant: String.t() | nil
}
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  __meta__: term(),
  flag_environment: term(),
  flag_environment_id: term(),
  id: term(),
  inserted_at: term(),
  metadata: term(),
  published_at: term(),
  rules: term(),
  salt: term(),
  status: term(),
  updated_at: term(),
  version: term()
}
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          @spec statuses() :: [atom()]


      



  


        

      


  

    
Rulestead.Store.Ecto 
    






  

    
Rulestead.Store behaviour
    



      
Key-first authoring store behavior for the Rulestead public API.
The contract is semantic and domain-oriented rather than CRUD-oriented.
Implementations must normalize misses into {:error, %Rulestead.Error{}}
and may not return nil for not-found cases.
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          @type result(value) :: {:ok, value} | {:error, Rulestead.Error.t()}
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          @callback approve_change_request(Rulestead.Store.Command.ApproveChangeRequest.t()) ::
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          @callback archive_flag(Rulestead.Store.Command.ArchiveFlag.t()) :: result(map())
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  result(map())
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  result(map())
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) ::
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  result(map())
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  Rulestead.Store.Command.ExecuteScheduledExecution.t()
) ::
  result(map())
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) ::
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  result(Rulestead.Store.Command.Page.t(map()))


      



  



  
    
      
    
    
      list_environments(t)



        
          
        

    

  


  

      

          @callback list_environments(Rulestead.Store.Command.ListEnvironments.t()) ::
  result([map()])


      



  



  
    
      
    
    
      list_flags(t)



        
          
        

    

  


  

      

          @callback list_flags(Rulestead.Store.Command.ListFlags.t()) ::
  result(Rulestead.Store.Command.Page.t(map()))


      



  



  
    
      
    
    
      list_scheduled_executions(t)



        
          
        

    

  


  

      

          @callback list_scheduled_executions(Rulestead.Store.Command.ListScheduledExecutions.t()) ::
  result(Rulestead.Store.Command.Page.t(map()))


      



  



  
    
      
    
    
      list_webhook_deliveries(t)



        
          
        

    

  


  

      

          @callback list_webhook_deliveries(Rulestead.Store.Command.ListWebhookDeliveries.t()) ::
  result(Rulestead.Store.Command.Page.t(map()))


      



  



  
    
      
    
    
      list_webhook_destinations(t)



        
          
        

    

  


  

      

          @callback list_webhook_destinations(Rulestead.Store.Command.ListWebhookDestinations.t()) ::
  result(Rulestead.Store.Command.Page.t(map()))


      



  



  
    
      
    
    
      list_webhook_records(t)



        
          
        

    

  


  

      

          @callback list_webhook_records(Rulestead.Store.Command.ListWebhookRecords.t()) ::
  result(Rulestead.Store.Command.Page.t(map()))


      



  



  
    
      
    
    
      preview_audience_impact(t)



        
          
        

    

  


  

      

          @callback preview_audience_impact(Rulestead.Store.Command.PreviewAudienceImpact.t()) ::
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) ::
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Explicit seam for resolving and bounding tenant scope across runtime helpers.
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          @type tenant_scope() :: String.t() | atom() | nil


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      compose_bucket_identity(context, bucket_by, default_identity)



        
          
        

    

  


  

      

          @callback compose_bucket_identity(
  context :: Rulestead.Context.t(),
  bucket_by :: atom() | String.t(),
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  atom() | String.t(),
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) ::
  String.t() | nil
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mix rebuild.audience_reference_projection 
    



      
Rebuilds dependency projection rows from existing authored rulesets.
Run with:
mix rebuild.audience_reference_projection

      




  

    
mix rulestead.install 
    



      
Installs the package-owned migrations and configuration into a host app.

      




  

    
mix rulestead.lifecycle 
    



      
Reports read-only lifecycle and archive-readiness guidance for flags.
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mix verify.adopter 
    



      
Integrator-facing verification entrypoint for the v1.11 integration spine band.
Delegates to mix verify.phase76 (flat post-GA proof union; no duplicate implementation).

      




  

    
mix verify.phase76 
    



      
Post-GA band closure and v1.11 integration-spine contract verification.
mix verify.phase76
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