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    Runic

Runic is a tool for modeling programs as data driven workflows that can be composed together at runtime.
Runic components connect together in a Runic.Workflow supporting lazily evaluated concurrent execution.
Runic Workflows are modeled as a decorated dataflow graph (a DAG - "directed acyclic graph") compiled from components such as steps, rules, pipelines, and state machines and more allowing coordinated interaction of disparate parts.
Installation
If available in Hex, the package can be installed
by adding runic to your list of dependencies in mix.exs:
def deps do
  [
    {:runic, "~> 0.1.0-alpha"}
  ]
end
Documentation can be generated with ExDoc
and published on HexDocs. Once published, the docs can
be found at https://hexdocs.pm/runic.
Concepts
Data flow dependencies between Lambda expressions, common in ETL pipelines, can be built with %Step{} components.
A Lambda Steps is a simple input -> output function.
require Runic

step = Runic.step(fn x -> x + 1 end)
Steps are composable in a workflow:
workflow = Runic.workflow(
  name: "example pipeline workflow",
  steps: [
    Runic.step(fn x -> x + 1 end), #A
    Runic.step(fn x -> x * 2 end), #B
    Runic.step(fn x -> x - 1 end) #C
  ]
)
This produces a workflow graph where R is the entrypoint or "root" of the tree:
graph TD;
    R-->A;
    R-->B;
    R-->C;
In Runic, inputs flow through a workflow as a %Fact{}. During workflow evaluation various steps are traversed to and invoked producing more Facts.
alias Runic.Workflow

workflow
|> Workflow.react_until_satisfied(2)
|> Workflow.raw_productions()

[3, 4, 1]
A core benefit Runic workflows are modeling pipelines that aren't just linear. For example:
defmodule TextProcessing do
  def tokenize(text) do
    text
    |> String.downcase()
    |> String.split(~R/[^[:alnum:]\-]/u, trim: true)
  end

  def count_words(list_of_words) do
    list_of_words
    |> Enum.reduce(Map.new(), fn word, map ->
      Map.update(map, word, 1, &(&1 + 1))
    end)
  end

  def count_uniques(word_count) do
    Enum.count(word_count)
  end

  def first_word(list_of_words) do
    List.first(list_of_words)
  end

  def last_word(list_of_words) do
    List.last(list_of_words)
  end
end
Notice we have 3 functions that expect a list_of_words. In Elixir if we wanted to evaluate each output we can pipe them together the pipeline |> operator...
import TextProcessing

word_count = 
  "anybody want a peanut?"
  |> tokenize()
  |> count_words()

first_word = 
  "anybody want a peanut?"
  |> tokenize()
  |> first_word()

last_word = 
  "anybody want a peanut?"
  |> tokenize()
  |> last_word()
However we're now evaluating linearly: using the common tokenize/1 function 3 times for the same input text.
This could be problematic if tokenize/1 is expensive - we'd prefer to run tokenize/1 just once and then fed into the rest of our pipeline.
With Runic we can compose all of these steps into one workflow and evaluate them together.
text_processing_workflow = 
  Runic.workflow(
    name: "basic text processing example",
    steps: [
      {Runic.step(&tokenize/1),
        [
          {Runic.step(&count_words/1),
          [
            Runic.step(&count_uniques/1)
          ]},
          Runic.step(&first_word/1),
          Runic.step(&last_word/1)
        ]}
    ]
  )
Our text processing workflow graph now looks something like this:
graph TD;
    R-->tokenize;
    tokenize-->first_word;
    tokenize-->last_word;
    tokenize-->count_words;
    count_words-->count_uniques;
Now Runic can traverse over the graph of dataflow connections only evaluating tokenize/1 once for all three dependent steps.
alias Runic.Workflow

text_processing_workflow 
|> Workflow.react_until_satisfied("anybody want a peanut?") 
|> Workflow.raw_productions()

[
  ["anybody", "want", "a", "peanut"], 
  "anybody", 
  "peanut", 
  4,
  %{"a" => 1, "anybody" => 1, "peanut" => 1, "want" => 1}
]
Beyond steps, Runic has support for Rules, Joins, State Machines, FSMs, Aggregates, Sagas, and ProcessManagers for more complex control flow and stateful evaluation.
The Runic.Workflow.Invokable protocol is what allows for extension of Runic's runtime supporting nodes with different execution properties and evaluation. 
The Runic.Component protocol supports extension of modeling new components that can be added and connected with other components in Runic workflows.
Runtime Workflow Composition
Workflows can be composed dynamically at runtime:
require Runic
alias Runic.Workflow

# Using Workflow.add/3 for dynamic composition
workflow = Runic.workflow()
  |> Workflow.add(Runic.step(fn x -> x + 1 end, name: :add))
  |> Workflow.add(Runic.step(fn x -> x * 2 end, name: :double), to: :add)

# Merge two workflows together
workflow1 = Runic.workflow(steps: [Runic.step(fn x -> x + 1 end)])
workflow2 = Runic.workflow(steps: [Runic.step(fn x -> x * 2 end)])
combined = Workflow.merge(workflow1, workflow2)

# Join multiple parent nodes
workflow = workflow
  |> Workflow.add(Runic.step(fn a, b -> a + b end, name: :join), to: [:branch_a, :branch_b])
See Runic.Workflow module documentation for adding components to workflows and running them.
Three-Phase Execution Model
Runic's Invokable protocol enforces a three-phase execution model designed for parallel execution and external scheduling:
	Prepare - Extract minimal context from the workflow into %Runnable{} structs
	Execute - Run runnables containing work functions and their inputs in isolation (can be parallelized)
	Apply - Reduce results back into the workflow so next steps can be determined

Parallel Execution
For workflows where nodes can execute concurrently:
alias Runic.Workflow

# Execute runnables in parallel with configurable concurrency
workflow
|> Workflow.react_until_satisfied(input, async: true, max_concurrency: 8) # Task.async_stream options
|> Workflow.raw_productions()
External Scheduler Integration
For custom schedulers, worker pools, or distributed execution:
defmodule MyApp.WorkflowScheduler do
  use GenServer
  alias Runic.Workflow
  alias Runic.Workflow.Invokable

# Phase 1: Prepare runnables for dispatch
  def handle_cast({:run, input}, %{workflow: workflow} = state) do
    workflow = 
      workflow
      |> Workflow.plan_eagerly(input)
      |> dispatch_tasks()

    {:noreply, %{state | workflow: workflow}}
  end

  # Phase 2: Execute (dispatch to async worker pool, queue, external service, etc.)
  defp dispatch_tasks(workflow) do
    {workflow, runnables} = Workflow.prepare_for_dispatch(workflow)

    Enum.map(runnables, fn runnable -> 
      Task.async(fn ->
        # consider logging, error handling, retries here
        Invokable.execute(runnable.node, runnable)
      end)
    end)

    workflow
  end

  # Phase 3: Apply results back to workflow by handling async task callbacks with excecuted runnable
  def handle_info({ref, executed_runnable}, %{workflow: workflow} = state) do
    new_workflow =
      Enum.reduce(executed, workflow, fn {:ok, runnable}, wrk ->
        Workflow.apply_runnable(wrk, runnable)
      end)

    workflow = 
      if Workflow.is_runnable?(new_workflow) do
        dispatch_tasks(workflow)
      end

    {:noreply, %{state | workflow: workflow}}
  end
end
Key APIs for external scheduling:
	Workflow.prepare_for_dispatch/1 - Returns {workflow, [%Runnable{}]} for dispatch
	Workflow.apply_runnable/2 - Applies a completed runnable back to the workflow
	Invokable.execute/2 - Executes a runnable in isolation (no workflow access)

In summary, the Runic module provides high level functions and macros for building Runic Components
  such as Steps, Rules, Workflows, and Accumulators.
The Runic.Workflow module is for connecting components together and running them with inputs.
Runic was designed to be used with custom process topologies and libraries such as GenStage, Broadway, and Flow without coupling you to one runtime model or a limited set of adapters.
Runic has first class support for dynamic runtime composition of workflows.
Runic is useful in problems where a developer cannot know upfront the logic or data flow in compiled code  such as expert systems, user DSLs like Excel spreadsheets, low/no-code tools, or dynamic data pipelines.
If the runtime modification of a workflow or complex parallel dataflow evaluation isn't something your use case requires you might not need Runic.
Runic Workflows are essentially a dataflow based virtual machine running within Elixir and will not be faster than compiled Elixir code. If you know the flow of the program upfront during development you might not need Runic.
Runtime Context
Components can declare dependencies on external runtime values using context/1:
# Steps can reference external values
step = Runic.step(fn _x -> context(:api_key) end, name: :call_llm)

# Rules can use context in conditions
rule = Runic.rule name: :gated do
  given(val: v)
  where(v > context(:threshold))
  then(fn %{val: v} -> {:ok, v} end)
end

# Accumulators, map, and reduce also support context/1
acc = Runic.accumulator(0, fn x, s -> s + x * context(:factor) end, name: :scaled)
map = Runic.map(fn x -> x * context(:multiplier) end, name: :mult_map)

# Provide defaults for optional context keys
step = Runic.step(fn _x -> context(:model, default: "gpt-4") end, name: :call_llm)

# Provide values at runtime
workflow
|> Workflow.put_run_context(%{
  call_llm: %{api_key: "sk-..."},
  _global: %{workspace_id: "ws1"}
})
|> Workflow.react_until_satisfied(input)
Context values are scoped by component name, not part of the workflow hash, and not serialized — making them safe for secrets and connection handles. Keys with defaults are satisfied without explicit run_context entries. See Workflow.required_context_keys/1 and Workflow.validate_run_context/2 for introspection.
Scheduler Policies
Runic workflows support declarative per-node scheduling policies for retries, timeouts, backoff, fallbacks, and failure handling — without modifying the Invokable protocol or existing component structs.
Policies are stored on the workflow as a list of {matcher, policy_map} rules resolved at execution time. The first matching rule wins:
alias Runic.Workflow
alias Runic.Workflow.SchedulerPolicy

workflow =
  workflow
  |> Workflow.add_scheduler_policy(:call_llm, %{
    max_retries: 3,
    backoff: :exponential,
    timeout_ms: 30_000
  })
  |> Workflow.append_scheduler_policy(:default, %{timeout_ms: 10_000})

# Policies are applied automatically during react/react_until_satisfied
workflow |> Workflow.react_until_satisfied(input)

# Runtime overrides can be passed as options (prepended with higher priority)
workflow |> Workflow.react_until_satisfied(input,
  scheduler_policies: [{:flaky_step, %{max_retries: 5}}]
)
Policy matchers support exact name atoms, regex ({:name, ~r/^llm_/}), type matching ({:type, Step}), custom predicates (fn node -> ... end), and :default catch-alls. Backoff strategies include :none, :linear, :exponential, and :jitter.
See Runic.Workflow.SchedulerPolicy for the full policy struct and matcher documentation, and Runic.Workflow.PolicyDriver for execution driver details.
Built-in Runner
Runic.Runner provides batteries-included workflow execution infrastructure: a supervision tree with a DynamicSupervisor for workers, Task.Supervisor for fault-isolated dispatch, Registry for lookup, and pluggable persistence via Runic.Runner.Store.
# Start a runner in your supervision tree
{:ok, _} = Runic.Runner.start_link(name: MyApp.Runner)

# Start and run a workflow
{:ok, _pid} = Runic.Runner.start_workflow(MyApp.Runner, :order_123, workflow)
:ok = Runic.Runner.run(MyApp.Runner, :order_123, input)

# Query results
{:ok, results} = Runic.Runner.get_results(MyApp.Runner, :order_123)

# Resume from persisted state after a crash
{:ok, _pid} = Runic.Runner.resume(MyApp.Runner, :order_123)
Workers automatically integrate with scheduler policies, dispatch runnables to supervised tasks with configurable max_concurrency, and support checkpointing strategies (:every_cycle, :on_complete, {:every_n, n}, :manual).
Built-in store adapters: Runic.Runner.Store.ETS (default, in-memory) and Runic.Runner.Store.Mnesia (disk-persistent, distributed). Custom adapters implement the Runic.Runner.Store behaviour.
When no :store is configured, the Runner starts its built-in ETS store automatically. When :store is configured explicitly, the Runner assumes that store is already supervised elsewhere, including the built-in ETS and Mnesia adapters.
Telemetry events are emitted under [:runic, :runner, ...] for workflow lifecycle, runnable dispatch/completion, and store operations. See Runic.Runner.Telemetry for the full event catalog.
Guides
For quick reference and best practices:
	Cheatsheet - Quick reference for all core APIs
	Usage Rules - Core concepts, do's/don'ts, and patterns
	Protocols - Extending Runic with custom components and execution behavior
	Building a Workflow Scheduler - From simple spawned processes to production GenServer schedulers
	Durable Execution - Persistence, crash recovery, and checkpointing with the Runner
	State-Based Components - FSMs, Aggregates, Sagas, ProcessManagers and when to use each



  

    Runic Cheatsheet

Quick reference for Runic's core APIs.
Setup
# Always require before using macros
require Runic
alias Runic.Workflow

# Consider importing Runic as well
import Runic
Creating Components
Step
Steps are basic input → output transformation lambda functions:
# Anonymous function
step = Runic.step(fn x -> x * 2 end)

# Captured module function
step = Runic.step(&String.upcase/1)

# With name (recommended for debugging and referencing in workflows)
step = Runic.step(fn x -> x + 1 end, name: :increment)

# Multi-arity (requires 2-element list input)
step = Runic.step(fn a, b -> a + b end)

# Pin runtime variables (required for serialization)
multiplier = 3
step = Runic.step(fn x -> x * ^multiplier end)
Rule
Conditional logic with guards:
# Guard-based condition (same Elixir guard clause limitations)
rule = Runic.rule(fn x when x > 0 -> :positive end)

# Separate condition/reaction
rule = Runic.rule(
  condition: fn x -> x > 10 end,
  reaction: fn x -> {:large, x} end,
  name: :size_check
)

# or
rule = Runic.rule(
  if: fn x -> x > 10 end,
  do: fn x -> {:large, x} end,
  name: :size_check
)

# Given/Where/Then DSL (for complex destructuring)
Runic.rule do
  given order: %{status: status, total: total}
  where status == :pending and total > 100
  then fn %{order: order} -> {:apply_discount, order} end
end
Workflow
Compose components into a DAG:
# Simple flat workflow (two independent steps to execute)
workflow = Runic.workflow(
  name: :simple,
  steps: [
    Runic.step(fn x -> x + 1 end),
    Runic.step(fn x -> x * 2 end)
  ]
)

# Pipeline syntax: {parent, [children]} (1 parent with two dependent steps)
workflow = Runic.workflow(
  name: :pipeline,
  steps: [
    {Runic.step(fn x -> x + 1 end, name: :add),
     [Runic.step(fn x -> x * 2 end, name: :double),
      Runic.step(fn x -> x * 3 end, name: :triple)]}
  ]
)

# With rules
workflow = Runic.workflow(
  name: :classifier,
  rules: [
    Runic.rule(fn x when x > 10 -> :large end),
    Runic.rule(fn x when x <= 10 -> :small end)
  ]
)

# With boundary ports (composable typed workflow)
workflow = Runic.workflow(
  name: :pricer,
  steps: [Runic.step(fn x -> x * 1.1 end, name: :markup)],
  input_ports: [order: [type: :map, doc: "Order data", to: :markup]],
  output_ports: [total: [type: :float, doc: "Total price", from: :markup]]
)
Port Contracts
Declare type contracts on component inputs and outputs for connection-time validation:
# Typed step
step = Runic.step(fn x -> x * 2 end,
  name: :double,
  inputs: [in: [type: :integer, doc: "Value to double"]],
  outputs: [out: [type: :integer, doc: "Doubled value"]]
)

# Introspect ports
Runic.Component.inputs(step)   # => [in: [type: :integer, ...]]
Runic.Component.outputs(step)  # => [out: [type: :integer, ...]]

# Incompatible connections raise at build time
Workflow.new()
|> Workflow.add(Runic.step(fn x -> to_string(x) end,
     name: :to_str, outputs: [out: [type: :string]]))
|> Workflow.add(step, to: :to_str)
# ** (Runic.IncompatiblePortError) ...

# Bypass validation during prototyping
Workflow.add(workflow, step, to: :parent, validate: :off)
Port options: :type, :doc, :cardinality (:one | :many), :required (default true).
Default port names by component type:
	Component	Input Ports	Output Ports
	Step	in	out
	Rule	in	out
	Map	items	out
	Reduce	items	result
	Accumulator	in	state
	StateMachine	in	state

State Machine
Stateful reducer with reactive conditions:
counter = Runic.state_machine(
  name: :counter,
  init: 0,
  reducer: fn x, acc -> acc + x end,
  reactors: [
    fn state when state > 100 -> :threshold_exceeded end,
    fn state when state > 50 -> :warning end
  ]
)
FSM (Finite State Machine)
fsm = Runic.fsm name: :traffic_light do
  initial_state :red

  state :red do
    on :timer, to: :green
    on_entry fn -> {:notify, :stopped} end
  end

  state :green do
    on :timer, to: :yellow
  end

  state :yellow do
    on :timer, to: :red
  end
end
Aggregate
agg = Runic.aggregate name: :counter do
  state 0

  command :increment do
    emit fn _state -> {:incremented, 1} end
  end

  command :decrement do
    where fn state -> state > 0 end
    emit fn _state -> {:decremented, 1} end
  end

  event {:incremented, n}, state do
    state + n
  end

  event {:decremented, n}, state do
    state - n
  end
end
Saga
saga = Runic.saga name: :fulfillment do
  transaction :reserve do
    fn _input -> {:ok, :reserved} end
  end
  compensate :reserve do
    fn _ -> :released end
  end

  transaction :charge do
    fn %{reserve: _} -> {:ok, :charged} end
  end
  compensate :charge do
    fn _ -> :refunded end
  end

  on_complete fn results -> {:done, results} end
  on_abort fn reason, compensated -> {:failed, reason, compensated} end
end
ProcessManager
pm = Runic.process_manager name: :order_flow do
  state %{paid: false, shipped: false}

  on :payment_received do
    update %{paid: true}
    emit {:ship_order, 123}
  end

  on :shipment_created do
    update %{shipped: true}
  end

  complete? fn state -> state.shipped end
end
Map
Fan-out transformation over enumerables:
map_op = Runic.map(fn x -> x * 2 end, name: :double)
Reduce
Fan-in aggregation:
# With `:map` option for lazy map-reduce
reduce_op = Runic.reduce(0, fn x, acc -> x + acc end, name: :sum, map: :double)

# Usage: add reduce after map
workflow = Workflow.new()
  |> Workflow.add(map_op)
  |> Workflow.add(reduce_op, to: :double)
Accumulator
Cumulative state across invocations:
acc = Runic.accumulator(0, fn x, state -> state + x end, name: :running_sum)
Adding Components to Workflows
workflow = Workflow.new()
  |> Workflow.add(step1)                       # Add to root
  |> Workflow.add(step2, to: :step1_name)      # Add as child of named component
  |> Workflow.add(step3, to: step2)            # Add as child of component struct
  |> Workflow.add(join_step, to: [:a, :b])     # Join multiple parents
Evaluating Workflows
Basic Execution
# Single cycle
workflow = Workflow.react(workflow, input)

# Run to completion (recommended for simple use)
workflow = Workflow.react_until_satisfied(workflow, input)
Async/Parallel Execution
# Parallel execution
workflow = Workflow.react_until_satisfied(workflow, input, 
  async: true, 
  max_concurrency: 8,
  timeout: :infinity
)
Runtime Context
Inject external values (secrets, config, feature flags) into components:
# Declare context dependencies with context/1
step = Runic.step(fn _x -> context(:api_key) end, name: :call_llm)

# With defaults — used when run_context doesn't provide the key
step = Runic.step(fn _x -> context(:api_key, default: "test-key") end, name: :call_llm)

# Default function — called lazily when key is missing
step = Runic.step(fn _x -> context(:api_key, default: fn -> System.get_env("KEY") end) end, name: :call_llm)

# In rules
rule = Runic.rule name: :gated do
  given(val: v)
  where(v > context(:threshold, default: 100))
  then(fn %{val: v} -> {:ok, v} end)
end

# In accumulators
acc = Runic.accumulator(0, fn x, s -> s + x * context(:factor, default: 1) end, name: :scaled)

# In map pipelines
map = Runic.map(fn x -> x * context(:multiplier) end, name: :mult_map)

# In reduce
red = Runic.reduce(0, fn x, acc -> acc + x * context(:weight) end, name: :weighted_sum)

# Provide at runtime
workflow
|> Workflow.put_run_context(%{
  call_llm: %{api_key: "sk-..."},
  _global: %{workspace_id: "ws1"}
})
|> Workflow.react_until_satisfied(input)

# Or via options
Workflow.react_until_satisfied(workflow, input,
  run_context: %{call_llm: %{api_key: "sk-..."}}
)

# Introspect and validate
Workflow.required_context_keys(workflow)
# => %{call_llm: [api_key: :required, model: {:optional, "gpt-4"}]}

Workflow.validate_run_context(workflow, %{call_llm: %{api_key: "sk-..."}})
# => :ok (keys with defaults are not reported as missing)
Three-Phase Execution (Custom Schedulers)
# Phase 1: Plan and prepare
workflow = Workflow.plan_eagerly(workflow, input)
{workflow, runnables} = Workflow.prepare_for_dispatch(workflow)

# Phase 2: Execute (can be distributed/parallel)
executed = Enum.map(runnables, fn runnable ->
  Runic.Workflow.Invokable.execute(runnable.node, runnable)
end)

# Phase 3: Apply results
workflow = Enum.reduce(executed, workflow, fn runnable, wrk ->
  Workflow.apply_runnable(wrk, runnable)
end)

# Continue if more work
if Workflow.is_runnable?(workflow), do: # repeat...
Extracting Results
# Structured results using output port contract
Workflow.results(workflow)
# => %{total: 42.50, valid: true}

# Explicit component selection
Workflow.results(workflow, [:add, :mult])
# => %{add: 6, mult: 10}

# With options: full Fact structs, all values
Workflow.results(workflow, [:price], facts: true)
# => %{price: %Fact{value: 42.50, ...}}
Workflow.results(workflow, nil, all: true)
# => %{total: [42.50, 43.00]}

# Raw values (low-level)
Workflow.raw_productions(workflow)
# => [result1, result2, ...]

# Productions from specific component
Workflow.raw_productions(workflow, :component_name)

# All facts (includes inputs and intermediates)
Workflow.facts(workflow)
# => [%Fact{value: input, ancestry: nil}, %Fact{value: output, ancestry: {...}}, ...]

# Productions with full Fact structs
Workflow.productions(workflow)
Serialization & Persistence
# Get build log for serialization
log = Workflow.build_log(workflow)
serialized = :erlang.term_to_binary(log)

# Store in database, file, etc...

# Later: rebuild from log
restored_log = :erlang.binary_to_term(serialized)
workflow = Workflow.from_log(restored_log)
Important: Use ^variable syntax for captured variables to survive serialization.

Visualization
# Mermaid diagram
Workflow.to_mermaid(workflow)

# DOT format (Graphviz)
Workflow.to_dot(workflow)

# Cytoscape JSON (for Kino.Cytoscape in Livebook)
Workflow.to_cytoscape(workflow)

# Edge list
Workflow.to_edgelist(workflow)
Common Patterns
Linear Pipeline
Runic.workflow(
  steps: [
    {Runic.step(&parse/1, name: :parse),
     [{Runic.step(&validate/1, name: :validate),
       [Runic.step(&transform/1, name: :transform)]}]}
  ]
)
Conditional Branching
Runic.workflow(
  rules: [
    Runic.rule(fn x when x > 100 -> process_large(x) end),
    Runic.rule(fn x when x <= 100 -> process_small(x) end)
  ]
)
Map-Reduce
map_op = Runic.map(fn x -> x * 2 end, name: :double)
reduce_op = Runic.reduce(0, fn x, acc -> x + acc end, map: :double)

Workflow.new()
  |> Workflow.add(map_op)
  |> Workflow.add(reduce_op, to: :double)
Fan-Out / Fan-In
# Fan-out: one input -> multiple outputs
Runic.workflow(
  steps: [
    {Runic.step(&parse/1, name: :parse),
     [Runic.step(&extract_a/1, name: :a),
      Runic.step(&extract_b/1, name: :b),
      Runic.step(&extract_c/1, name: :c)]}
  ]
)

# Fan-in: join results (add step with list of parents)
Workflow.add(workflow, merge_step, to: [:a, :b, :c])
Quick Reference Table
	Task	API
	Create step	Runic.step(fn x -> ... end)
	Create rule	Runic.rule(fn x when guard -> result end)
	Create workflow	Runic.workflow(steps: [...], rules: [...])
	Add component	Workflow.add(workflow, component, to: parent)
	Run one cycle	Workflow.react(workflow, input)
	Run to completion	Workflow.react_until_satisfied(workflow, input)
	Get structured results	Workflow.results(workflow)
	Get results by name	Workflow.results(workflow, [:name])
	Get raw results	Workflow.raw_productions(workflow)
	Check if runnable	Workflow.is_runnable?(workflow)
	Serialize	Workflow.build_log(workflow)
	Deserialize	Workflow.from_log(log)
	Visualize	Workflow.to_mermaid(workflow)
	Set runtime context	Workflow.put_run_context(workflow, %{name: %{key: val}})
	Validate context	Workflow.validate_run_context(workflow, context)
	Context with default	context(:key, default: "fallback")
	Create FSM	Runic.fsm name: :name do ... end
	Create aggregate	Runic.aggregate name: :name do ... end
	Create saga	Runic.saga name: :name do ... end
	Create process manager	Runic.process_manager name: :name do ... end
	Access sub-component	Workflow.get_component(wf, {:name, :kind})



  

    Runic Usage Rules

Guidelines for when and how to use Runic effectively.
Core Concepts
What is Runic?
Runic is a purely functional workflow composition tool for building:
	Dataflow parallel pipelines - DAG-based execution with automatic dependency resolution
	Rule-based expert systems - Forward-chaining conditional logic
	Low-code workflow engines - Runtime-modifiable workflow definitions

Runic workflows are data structures (decorated directed acyclic graphs) that can be composed, serialized, and executed lazily across any process topology.
Key Design Principles
	Lazy evaluation - Components only execute when their inputs are satisfied
	Process-agnostic - No assumed runtime topology; integrate with GenServer, GenStage, Flow, etc.
	Content-addressable - Components are hashed for deduplication and caching
	Serializable - Workflows can be persisted and recovered via build_log/from_log

When to Use Runic
✅ Good Use Cases
	Scenario	Why Runic Helps
	User-defined workflows	Runtime modification of logic that can't be compiled ahead of time
	Expert systems	Forward-chaining rule evaluation with pattern matching
	Complex data pipelines	DAG-based execution with automatic parallelization
	Workflow persistence	Serialize workflow state, pause/resume execution
	Low-code platforms	Users define logic via UI that becomes Runic workflows
	Dynamic ETL	Runtime-composed transformation pipelines

❌ When NOT to Use Runic
	Scenario	Better Alternative
	Static, known-at-compile-time logic	Plain compiled Elixir functions and pattern matching will be faster

| Simple linear pipelines | Elixir's |> operator |
| High-performance hot paths | Compiled Elixir code (Runic has runtime overhead) | 
| Simple async tasks | Task.async/await or Task.async_stream | 
| Message passing | GenServer, GenStage, Broadway |
Rule of thumb: If your workflow structure is known at compile time, doesn't need parallel dataflow execution, and won't change, use vanilla Elixir. Runic adds value when workflows are built or modified at runtime and dataflow parallelism is inherent.

API Selection Guide
Which Component to Use?
	Need	Component	Example
	Transform input to output	Runic.step/1	Runic.step(fn x -> x * 2 end)
	Conditional logic with guards	Runic.rule/1	Runic.rule(fn x when x > 0 -> :positive end)
	Stateful transitions	Runic.state_machine/1	Counter, lock/unlock, FSM
	Running total/counter	Runic.accumulator/3	Runic.accumulator(0, fn x, acc -> acc + x end)
	Transform each element	Runic.map/1	Runic.map(fn x -> x * 2 end)
	Aggregate collection	Runic.reduce/3	Runic.reduce(0, fn x, acc -> x + acc end)

Which Evaluation API to Use?
	Scenario	API	Notes
	REPL/Testing/Scripts	react_until_satisfied/2	Runs to completion; simple but blocks

| Evaluating LHS of rules / match phase | plan_eagerly/2 | Eagerly evaluates conditions against an input
| Production with simple needs | react/2 in a loop | More control over iterations |
| Custom scheduler/GenServer | Three-phase APIs | Full control over dispatch |
| Parallel I/O-bound work | async: true option | Uses Task.async_stream |
| Distributed execution | prepare_for_dispatch/1 | Extract runnables for remote execution |
Three-Phase Execution APIs
For custom schedulers, GenServers, or distributed execution:
# Phase 1: Planning - Match rules, prepare agenda
workflow = Workflow.plan_eagerly(workflow, input)
{workflow, runnables} = Workflow.prepare_for_dispatch(workflow)

# Phase 2: Execution - Can be parallelized/distributed
executed = Enum.map(runnables, fn runnable ->
  Invokable.execute(runnable.node, runnable)
end)

# Phase 3: Application - Reduce results back
workflow = Enum.reduce(executed, workflow, &Workflow.apply_runnable(&2, &1))
Do's and Don'ts
✅ Always Do
	Always require Runic before using macros:
require Runic

	Use ^variable syntax to capture runtime values for serialization:
# ✅ Correct - survives serialization
multiplier = 3
Runic.step(fn x -> x * ^multiplier end)

# ❌ Wrong - fails after serialization
Runic.step(fn x -> x * multiplier end)

	Name your components for debugging, hooks, and referencing:
Runic.step(fn x -> x * 2 end, name: :double)

	Use raw_productions/1 or similar apis to extract results, not direct graph access:
Workflow.raw_productions(workflow)

	Check is_runnable?/1 before calling react/2 in loops:
if Workflow.is_runnable?(workflow) do
  Workflow.react(workflow)
end

	Use plan_eagerly/2 before react_until_satisfied/1 when passing input with rules:
# ✅ Correct for workflows with rules
workflow
|> Workflow.plan_eagerly(input)
|> Workflow.react_until_satisfied()

# Also works (plan_eagerly is called internally):
Workflow.react_until_satisfied(workflow, input)


❌ Never Do
	Never use else if or elsif - Elixir doesn't support this syntax:
# ❌ Invalid Elixir
if condition1 do
  ...
else if condition2 do  # WRONG
  ...
end

# ✅ Use cond instead
cond do
  condition1 -> ...
  condition2 -> ...
  true -> ...
end

	Never assume list index access works with []:
# ❌ Invalid - lists don't support Access
mylist[0]

# ✅ Use Enum.at/2
Enum.at(mylist, 0)

	Never modify workflow state directly - use the APIs:
# ❌ Don't do this
workflow.graph = modified_graph

# ✅ Use APIs
Workflow.add(workflow, component)

	Never create infinite loops with react_until_satisfied/2:
# ❌ Danger - hooks that add steps infinitely
Runic.workflow(
  after_hooks: %{:some_step => fn step, workflow, fact ->
    Workflow.add(workflow, another_step)  # Infinite!
  end}
)

	Never use unpinned variables in components that will be serialized:
# ❌ Will fail after build_log/from_log round-trip
config = load_config()
Runic.step(fn x -> x * config.multiplier end)

# ✅ Pin the variable
Runic.step(fn x -> x * ^config.multiplier end)

	Never use String.to_atom/1 on user input - memory leak risk:
# ❌ Atoms are never garbage collected
Runic.step(fn x -> x end, name: String.to_atom(user_input))

# ✅ Use strings for dynamic names
Runic.step(fn x -> x end, name: user_input)


Workflow Construction Patterns
Prefer: Declarative workflow/1 Macro
For static structures known at definition time:
workflow = Runic.workflow(
  name: :text_processor,
  steps: [
    {Runic.step(&tokenize/1, name: :tokenize),
     [Runic.step(&count_words/1, name: :count),
      Runic.step(&first_word/1, name: :first)]}
  ]
)
Prefer: Imperative add/3 for Dynamic Construction
For runtime-built workflows:
workflow = Workflow.new(name: :dynamic)
  |> Workflow.add(Runic.step(&step_a/1, name: :a))
  |> Workflow.add(Runic.step(&step_b/1, name: :b), to: :a)

# Conditionally add components
workflow = if needs_validation? do
  Workflow.add(workflow, Runic.step(&validate/1, name: :validate), to: :b)
else
  workflow
end
Map-Reduce Pattern
# Define map and reduce with linked names
map_op = Runic.map(fn x -> expensive_transform(x) end, name: :transform)
reduce_op = Runic.reduce([], fn x, acc -> [x | acc] end, name: :collect, map: :transform)

# Add reduce as child of map
workflow = Workflow.new()
  |> Workflow.add(map_op)
  |> Workflow.add(reduce_op, to: :transform)

# Execute - map runs lazily, reduce waits for all elements
workflow
|> Workflow.plan_eagerly([1, 2, 3, 4, 5])
|> Workflow.react_until_satisfied()
|> Workflow.raw_productions(:collect)
Performance Considerations
Runic Adds Runtime Overhead
Runic workflows are essentially a dataflow virtual machine running within Elixir:
	Graph traversal and fact matching on each cycle
	Hash computation for content-addressability
	Closure evaluation for serialization support

For hot paths where performance is critical, consider:
	Compile static parts - Move invariant logic to regular Elixir functions
	Batch inputs - Process collections rather than individual items
	Use async mode - Parallelize I/O-bound work with async: true
	Profile with Benchee - Measure actual overhead in your use case

When Parallel Execution Helps
# ✅ Good for parallel: I/O-bound independent operations
workflow = Runic.workflow(
  steps: [
    {Runic.step(&parse/1),
     [Runic.step(&fetch_from_api_a/1),
      Runic.step(&fetch_from_api_b/1),
      Runic.step(&fetch_from_api_c/1)]}
  ]
)
Workflow.react_until_satisfied(workflow, input, async: true)

# ❌ No benefit: CPU-bound sequential work
# Just use regular Elixir functions instead
Integration Patterns
GenServer Scheduler
defmodule MyApp.WorkflowRunner do
  use GenServer
  alias Runic.Workflow

  def init(workflow) do
    {:ok, %{workflow: workflow}}
  end

  def handle_cast({:process, input}, state) do
    workflow = state.workflow
      |> Workflow.plan_eagerly(input)
      |> Workflow.react_until_satisfied()
    
    results = Workflow.raw_productions(workflow)
    # Handle results...
    
    {:noreply, %{state | workflow: workflow}}
  end
end
Persistence Pattern
# Save workflow state
def save_workflow(workflow, id) do
  log = Workflow.build_log(workflow)
  serialized = :erlang.term_to_binary(log)
  MyRepo.insert(%WorkflowState{id: id, data: serialized})
end

# Restore workflow state
def load_workflow(id) do
  case MyRepo.get(WorkflowState, id) do
    nil -> Workflow.new()
    %{data: serialized} ->
      log = :erlang.binary_to_term(serialized)
      Workflow.from_log(log)
  end
end
Debugging Tips
	Visualize with Mermaid:
workflow |> Workflow.to_mermaid() |> IO.puts()

	Inspect facts for tracing:
Workflow.facts(workflow)
|> Enum.map(fn fact -> {fact.value, fact.ancestry} end)

	Use named components:
Workflow.raw_productions(workflow, :specific_step)

	Add debug hooks:
Runic.workflow(
  after_hooks: %{
    :suspicious_step => fn step, workflow, fact ->
      IO.inspect({step.name, fact.value}, label: "DEBUG")
      workflow
    end
  }
)


Summary
	Principle	Guidance
	Use Runic when	Workflows are built/modified at runtime
	Don't use when	Logic is static and compile-time
	Always require	require Runic before macros
	Always pin	^variable for runtime values
	Always name	Components for debugging
	Extract with	raw_productions/1, not graph access
	Serialize with	build_log/1 and from_log/1
	Parallelize with	async: true for I/O-bound work



  

    Runic Protocols

Runic uses three core protocols to enable extensibility and customization of workflow behavior:
	Runic.Workflow.Invokable - Defines how nodes execute within a workflow
	Runic.Component - Defines how components connect and compose together
	Runic.Transmutable - Defines how data converts into workflows or components

Understanding these protocols enables you to:
	Create custom execution behavior for specialized node types
	Build new component types that integrate with existing workflows
	Convert domain-specific data structures into Runic workflows


Runic.Workflow.Invokable
The Invokable protocol is the runtime heart of Runic. It defines how each node type (Step, Condition, Rule, etc.) executes within the context of a workflow.
Three-Phase Execution Model
All workflow execution uses a three-phase model that enables parallel execution and external scheduler integration:
┌─────────────┐      ┌─────────────┐      ┌─────────────┐
│   PREPARE   │ ───► │   EXECUTE   │ ───► │    APPLY    │
│  (Phase 1)  │      │  (Phase 2)  │      │  (Phase 3)  │
└─────────────┘      └─────────────┘      └─────────────┘
      │                    │                    │
      ▼                    ▼                    ▼
 Extract context      Run work fn         Reduce results
 from workflow        in isolation         into workflow
 → %Runnable{}        (parallelizable)     (sequential)
	Prepare (prepare/3) - Extract minimal context from workflow into a %Runnable{} struct
	Execute (execute/2) - Run the node's work function in isolation (can be parallelized)
	Apply - The apply_fn on the Runnable reduces results back into the workflow

Protocol Functions
defprotocol Runic.Workflow.Invokable do
  @spec match_or_execute(node :: struct()) :: :match | :execute
  def match_or_execute(node)

  @spec invoke(node :: struct(), workflow :: Workflow.t(), fact :: Fact.t()) :: Workflow.t()
  def invoke(node, workflow, fact)

  @spec prepare(node :: struct(), workflow :: Workflow.t(), fact :: Fact.t()) ::
          {:ok, Runnable.t()} | {:skip, reducer_fn} | {:defer, reducer_fn}
  def prepare(node, workflow, fact)

  @spec execute(node :: struct(), runnable :: Runnable.t()) :: Runnable.t()
  def execute(node, runnable)
end
Function Descriptions
	Function	Purpose
	match_or_execute/1	Declares whether this node is a :match (predicate/gate) or :execute (produces facts) node
	invoke/3	Legacy high-level API that runs all three phases internally
	prepare/3	Phase 1: Extracts context from workflow, returns {:ok, %Runnable{}}, {:skip, fn}, or {:defer, fn}
	execute/2	Phase 2: Runs the work function using only Runnable context (no workflow access)

Built-in Implementations
Runic provides Invokable implementations for all core node types:
	Node Type	Match/Execute	Description
	Runic.Workflow.Root	:match	Entry point for facts into the workflow
	Runic.Workflow.Condition	:match	Boolean predicate check
	Runic.Workflow.Step	:execute	Transform input fact to output fact
	Runic.Workflow.Conjunction	:match	Logical AND of multiple conditions
	Runic.Workflow.Accumulator	:execute	Stateful reducer across invocations
	Runic.Workflow.Join	:execute	Wait for multiple parent facts before firing
	Runic.Workflow.FanOut	:execute	Spread enumerable into parallel branches
	Runic.Workflow.FanIn	:execute	Collect parallel results back together

Implementing Custom Invokable
To create a custom node type, implement the protocol:
defmodule MyApp.CustomNode do
  defstruct [:hash, :name, :work]
end

defimpl Runic.Workflow.Invokable, for: MyApp.CustomNode do
  alias Runic.Workflow
  alias Runic.Workflow.{Fact, Runnable, CausalContext}

  def match_or_execute(_node), do: :execute

  def invoke(%MyApp.CustomNode{} = node, workflow, fact) do
    # Execute the work and produce a result
    result = node.work.(fact.value)
    result_fact = Fact.new(value: result, ancestry: {node.hash, fact.hash})

    workflow
    |> Workflow.log_fact(result_fact)
    |> Workflow.draw_connection(node, result_fact, :produced)
    |> Workflow.mark_runnable_as_ran(node, fact)
    |> Workflow.prepare_next_runnables(node, result_fact)
  end

  def prepare(%MyApp.CustomNode{} = node, workflow, fact) do
    context = CausalContext.new(
      node_hash: node.hash,
      input_fact: fact,
      ancestry_depth: Workflow.ancestry_depth(workflow, fact)
    )

    {:ok, Runnable.new(node, fact, context)}
  end

  def execute(%MyApp.CustomNode{} = node, %Runnable{input_fact: fact} = runnable) do
    result = node.work.(fact.value)
    result_fact = Fact.new(value: result, ancestry: {node.hash, fact.hash})

    apply_fn = fn workflow ->
      workflow
      |> Workflow.log_fact(result_fact)
      |> Workflow.draw_connection(node, result_fact, :produced)
      |> Workflow.mark_runnable_as_ran(node, fact)
      |> Workflow.prepare_next_runnables(node, result_fact)
    end

    Runnable.complete(runnable, result_fact, apply_fn)
  end
end
External Scheduler Integration
The three-phase model enables integration with custom schedulers, worker pools, or distributed systems:
# Phase 1: Prepare runnables for dispatch
workflow = Workflow.plan_eagerly(workflow, input)
{workflow, runnables} = Workflow.prepare_for_dispatch(workflow)

# Phase 2: Execute (dispatch to worker pool, external service, etc.)
executed = Task.async_stream(runnables, fn runnable ->
  Runic.Workflow.Invokable.execute(runnable.node, runnable)
end, timeout: :infinity)

# Phase 3: Apply results back to workflow
workflow = Enum.reduce(executed, workflow, fn {:ok, runnable}, wrk ->
  Workflow.apply_runnable(wrk, runnable)
end)

# Continue if more work is available
if Workflow.is_runnable?(workflow), do: # repeat...

Runic.Component
The Component protocol defines how Runic components can be composed together and connected within workflows. It provides introspection capabilities and connection semantics for workflow composition.
Protocol Functions
defprotocol Runic.Component do
  @spec components(component) :: keyword()
  def components(component)

  @spec connectables(component, other_component) :: keyword()
  def connectables(component, other_component)

  @spec connectable?(component, other_component) :: boolean()
  def connectable?(component, other_component)

  @spec connect(component, to :: term(), workflow :: Workflow.t()) :: Workflow.t()
  def connect(component, to, workflow)

  @spec source(component) :: Macro.t()
  def source(component)

  @spec hash(component) :: integer()
  def hash(component)

  @spec inputs(component) :: keyword()
  def inputs(component)

  @spec outputs(component) :: keyword()
  def outputs(component)
end
Function Descriptions
	Function	Purpose
	components/1	List all connectable sub-components of a component
	connectables/2	List compatible sub-components with another component
	connectable?/2	Check if a component can be connected to another
	connect/3	Connect this component to a parent in a workflow
	source/1	Returns the source AST for building/serializing the component
	hash/1	Returns the content-addressable hash of the component
	inputs/1	Returns port contract for component inputs
	outputs/1	Returns port contract for component outputs

Built-in Implementations
	Component Type	Description
	Runic.Workflow.Step	Single transformation function
	Runic.Workflow.Rule	Conditional logic with condition and reaction
	Runic.Workflow.Map	Fan-out transformation over enumerables
	Runic.Workflow.Reduce	Fan-in aggregation
	Runic.Workflow.Accumulator	Stateful reducer across invocations
	Runic.Workflow.StateMachine	Stateful reducer with reactive conditions
	Runic.Workflow	Workflows themselves are components
	Tuple	Pipeline syntax {parent, [children]}

Type Compatibility
The Component protocol includes type compatibility checking via an internal TypeCompatibility helper module. This enables schema-based validation when connecting components:
# Type compatibility checks
TypeCompatibility.types_compatible?(:any, :integer)  # => true
TypeCompatibility.types_compatible?(:string, :integer)  # => false
TypeCompatibility.types_compatible?({:list, :integer}, {:list, :any})  # => true

# Port compatibility for connecting components
producer_outputs = [out: [type: {:list, :integer}]]
consumer_inputs = [in: [type: {:list, :any}]]
TypeCompatibility.ports_compatible?(producer_outputs, consumer_inputs)  # => {:ok, :inferred}
Using Component Protocol
require Runic

step = Runic.step(fn x -> x * 2 end, name: :double)
rule = Runic.rule(fn x when x > 10 -> :large end, name: :classify)

# Introspection
Runic.Component.hash(step)  # => 1234567890
Runic.Component.source(step)  # => AST representation
Runic.Component.components(step)  # => [step: step]

# Compatibility checking
Runic.Component.connectable?(step, rule)  # => true

# Connection (typically done via Workflow.add/3)
workflow = Runic.Workflow.new()
  |> Runic.Workflow.add(step)
  |> Runic.Workflow.add(rule, to: :double)
Implementing Custom Component
defmodule MyApp.CustomComponent do
  defstruct [:hash, :name, :config]

  def new(opts) do
    %__MODULE__{
      name: Keyword.fetch!(opts, :name),
      config: Keyword.get(opts, :config, %{}),
      hash: :erlang.phash2(opts)
    }
  end
end

defimpl Runic.Component, for: MyApp.CustomComponent do
  alias Runic.Workflow

  def components(component) do
    [{component.name, component}]
  end

  def connectables(component, _other) do
    components(component)
  end

  def connectable?(_component, _other), do: true

  def connect(component, to, workflow) do
    # Add internal nodes to workflow, connected to 'to'
    workflow
    |> Workflow.add_step(to, some_internal_step(component))
    |> Workflow.register_component(component)
  end

  def source(component) do
    quote do
      MyApp.CustomComponent.new(
        name: unquote(component.name),
        config: unquote(Macro.escape(component.config))
      )
    end
  end

  def hash(component), do: component.hash

  def inputs(_component) do
    [in: [type: :any, doc: "Input value"]]
  end

  def outputs(_component) do
    [out: [type: :any, doc: "Output value"]]
  end

  defp some_internal_step(component) do
    Runic.Workflow.Step.new(
      work: fn x -> transform(x, component.config) end,
      name: :"#{component.name}_step"
    )
  end
end

Runic.Transmutable
The Transmutable protocol defines how data structures can be converted into Runic workflows or components. This enables natural integration of domain-specific data and easy workflow construction from functions.
Protocol Functions
defprotocol Runic.Transmutable do
  @fallback_to_any true

  @spec transmute(component) :: Workflow.t()
  def transmute(component)  # Deprecated: use to_workflow/1

  @spec to_workflow(component) :: Workflow.t()
  def to_workflow(component)

  @spec to_component(component) :: struct()
  def to_component(component)
end
Function Descriptions
	Function	Purpose
	transmute/1	Deprecated - use to_workflow/1 instead
	to_workflow/1	Converts data to a %Runic.Workflow{}
	to_component/1	Converts data to a Runic component (Step, Rule, etc.)

Built-in Implementations
	Type	to_workflow/1 Behavior	to_component/1 Behavior
	Runic.Workflow	Returns itself	Extracts first component or raises
	Runic.Workflow.Rule	Wraps rule in workflow with components	Returns the rule
	Runic.Workflow.Step	Wraps step in workflow	Returns the step
	Runic.Workflow.StateMachine	Wraps FSM in workflow with components	Returns the FSM
	Function	Creates workflow with function as step	Creates a Step wrapping the function
	List	Merges transmuted elements into one workflow	Recursively converts elements
	Tuple (AST)	Creates Rule from quoted anonymous function	Creates Rule from AST
	Any	Creates workflow with constant-producing step	Creates Step returning the value

Usage Examples
require Runic
alias Runic.Transmutable

# Convert a function to workflow
fn_workflow = Transmutable.to_workflow(fn x -> x * 2 end)

# Convert a rule to workflow
rule = Runic.rule(fn x when x > 0 -> :positive end)
rule_workflow = Transmutable.to_workflow(rule)

# Convert a list of components to merged workflow
components = [
  Runic.step(fn x -> x + 1 end),
  Runic.step(fn x -> x * 2 end)
]
merged_workflow = Transmutable.to_workflow(components)

# Convert arbitrary data to a component
data_step = Transmutable.to_component(%{type: :custom, value: 42})
# => %Step{work: fn _anything -> %{type: :custom, value: 42} end}

# Use transmute/1 macro for convenient conversion
workflow = Runic.transmute(fn x -> x * 2 end)
The Runic.transmute/1 Macro
The Runic.transmute/1 macro provides a convenient wrapper around the Transmutable protocol:
require Runic

# Convert any transmutable to a workflow
workflow = Runic.transmute(fn x -> x + 1 end)

# Equivalent to:
workflow = Runic.Transmutable.to_workflow(fn x -> x + 1 end)
Implementing Custom Transmutable
defmodule MyApp.DataProcessor do
  defstruct [:name, :transform_fn, :validate_fn]
end

defimpl Runic.Transmutable, for: MyApp.DataProcessor do
  alias Runic.Workflow

  def transmute(processor), do: to_workflow(processor)

  def to_workflow(%MyApp.DataProcessor{} = processor) do
    validate_step = Runic.Workflow.Step.new(
      work: processor.validate_fn,
      name: :"#{processor.name}_validate"
    )

    transform_step = Runic.Workflow.Step.new(
      work: processor.transform_fn,
      name: :"#{processor.name}_transform"
    )

    Workflow.new(name: processor.name)
    |> Workflow.add_step(validate_step)
    |> Workflow.add_step(validate_step, transform_step)
    |> Map.put(:components, %{processor.name => processor})
  end

  def to_component(%MyApp.DataProcessor{} = processor) do
    # Return a representative step for this processor
    Runic.Workflow.Step.new(
      work: fn input ->
        if processor.validate_fn.(input) do
          processor.transform_fn.(input)
        else
          {:error, :validation_failed}
        end
      end,
      name: processor.name
    )
  end
end
Integration with Workflow.merge/2
The Transmutable protocol integrates with Workflow.merge/2 to allow merging any transmutable into a workflow:
workflow = Runic.Workflow.new()

# Merge a rule (transmuted to workflow first)
rule = Runic.rule(fn x when x > 0 -> :positive end)
workflow = Workflow.merge(workflow, rule)

# Merge a function directly
workflow = Workflow.merge(workflow, fn x -> x * 2 end)

# Merge a list of components
workflow = Workflow.merge(workflow, [
  Runic.step(fn x -> x + 1 end),
  Runic.step(fn x -> x - 1 end)
])

Protocol Summary
	Protocol	Purpose	Key Use Case
	Invokable	Runtime execution	Custom node types, external schedulers
	Component	Composition & introspection	Custom components, schema validation
	Transmutable	Data conversion	Domain integration, DSL building

When to Implement Each Protocol
	Implement Invokable when you need a new node type with custom execution semantics (e.g., async I/O, retries, timeouts, external service calls)

	Implement Component when you need a new composite component that bundles multiple nodes together (e.g., a validation pipeline, a saga pattern)

	Implement Transmutable when you want to convert domain-specific data structures into workflows (e.g., YAML configs, database records, external DSLs)



See Also
	Cheatsheet - Quick reference for all core APIs
	Usage Rules - Core concepts, when to use, do's/don'ts
	Runic.Workflow module docs - Three-phase execution model in detail



  

    Building a Workflow Scheduler

This guide walks you through building your own scheduler for Runic workflows, starting from a simple spawn-based approach and evolving toward a production-ready, dynamically supervised GenServer that dispatches work to async tasks.
Runic workflows are process-agnostic data structures. The three-phase execution model — prepare, execute, apply — gives you full control over how and where work runs. This guide shows you how to exploit that design to build schedulers that coordinate dataflow-parallel execution across Elixir processes.
Prerequisites: Familiarity with Runic basics (steps, rules, workflows) covered in the Cheatsheet and Usage Rules. Basic knowledge of Elixir processes, GenServer, and OTP supervisors.

The Example Workflow: Order Fulfillment Pipeline
We'll use a practical order fulfillment pipeline throughout this guide. It validates an incoming order, then fans out into three independent operations — inventory check, fraud screening, and shipping estimate — before joining the results and producing a fulfillment decision. This structure naturally exposes opportunities for parallel execution.
require Runic
alias Runic.Workflow

validate_order = Runic.rule(
  condition: fn %{items: items, customer_id: cid} when is_list(items) and is_binary(cid) -> true end,
  reaction: fn order -> order end,
  name: :validate_order
)

check_inventory = Runic.step(
  fn order ->
    # Simulate I/O: warehouse API call
    Process.sleep(200)
    %{order_id: order.customer_id, inventory: :in_stock}
  end,
  name: :check_inventory
)

screen_fraud = Runic.step(
  fn order ->
    Process.sleep(300)
    %{order_id: order.customer_id, risk: :low}
  end,
  name: :screen_fraud
)

estimate_shipping = Runic.step(
  fn order ->
    Process.sleep(150)
    %{order_id: order.customer_id, days: 3, cost: 5.99}
  end,
  name: :estimate_shipping
)

decide_fulfillment = Runic.step(
  fn inventory, fraud, shipping ->
    %{
      approved: inventory.inventory == :in_stock and fraud.risk == :low,
      shipping_days: shipping.days,
      shipping_cost: shipping.cost
    }
  end,
  name: :decide_fulfillment
)

workflow =
  Runic.workflow(name: :order_fulfillment, rules: [validate_order])
  |> Workflow.add(check_inventory, to: :validate_order)
  |> Workflow.add(screen_fraud, to: :validate_order)
  |> Workflow.add(estimate_shipping, to: :validate_order)
  |> Workflow.add(decide_fulfillment, to: [:check_inventory, :screen_fraud, :estimate_shipping])
The workflow graph looks like this:
flowchart TD
    root((root)) --> validate_order{validate_order}
    validate_order --> check_inventory[check_inventory]
    validate_order --> screen_fraud[screen_fraud]
    validate_order --> estimate_shipping[estimate_shipping]
    check_inventory --> decide_fulfillment[decide_fulfillment]
    screen_fraud --> decide_fulfillment
    estimate_shipping --> decide_fulfillment
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    style validate_order fill:#1e293b,stroke:#f59e0b,color:#fbbf24
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After validation, the three checks are independent — they share no data dependencies and can execute concurrently. The join step (decide_fulfillment) waits for all three before firing. Running these sequentially wastes time. A scheduler that understands this structure can dispatch them in parallel.
The Three-Phase Dispatch Model
Before building schedulers, it's important to understand why the three-phase model exists and how it enables process-level parallelism.
sequenceDiagram
    participant S as Scheduler Process
    participant W as Workflow (data)
    participant T1 as Worker 1
    participant T2 as Worker 2
    participant T3 as Worker 3

    S->>W: plan_eagerly(workflow, input)
    S->>W: prepare_for_dispatch(workflow)
    W-->>S: {workflow, [runnable1, runnable2, runnable3]}

    par Parallel Execution
        S->>T1: execute(runnable1)
        S->>T2: execute(runnable2)
        S->>T3: execute(runnable3)
    end

    T1-->>S: executed_runnable1
    S->>W: apply_runnable(workflow, executed_runnable1)

    T2-->>S: executed_runnable2
    S->>W: apply_runnable(workflow, executed_runnable2)

    T3-->>S: executed_runnable3
    S->>W: apply_runnable(workflow, executed_runnable3)

    S->>W: plan_eagerly(workflow)
    Note over S,W: New runnables may be available now
Phase 1: Prepare
Workflow.prepare_for_dispatch/1 walks the workflow graph and extracts each ready node-fact pair into a %Runnable{} struct. The Runnable captures everything needed to execute the node's work function without access to the workflow:
{workflow, runnables} = Workflow.prepare_for_dispatch(workflow)
The returned workflow may have been updated (some nodes may be skipped or deferred during preparation), so always use the returned workflow going forward.
Phase 2: Execute
Each %Runnable{} can be executed in complete isolation. The node's work function runs using only the data captured in the Runnable — no workflow reference needed:
executed = Runic.Workflow.Invokable.execute(runnable.node, runnable)
# or equivalently:
executed = Workflow.execute_runnable(runnable)
This isolation is the key enabler of parallelism. Because execute has no side effects on the workflow, you can run multiple executions concurrently across tasks, processes, or even remote nodes.
Phase 3: Apply
After execution, the completed Runnable carries an apply_fn — a closure that knows how to reduce the result back into the workflow graph:
workflow = Workflow.apply_runnable(workflow, executed)
This phase must be sequential per workflow. The workflow is a single data structure, and apply mutates it (functionally) by adding produced facts and preparing the next generation of runnables.
After applying, call plan_eagerly/1 to discover newly available runnables downstream and repeat the cycle.
Step 1: The Simplest Scheduler — A Spawned Process
The most basic scheduler is a spawned process that runs the three-phase loop:
defmodule SimpleScheduler do
  alias Runic.Workflow

  def run(workflow, input) do
    pid = spawn(fn -> loop(Workflow.plan_eagerly(workflow, input)) end)
    pid
  end

  defp loop(workflow) do
    if Workflow.is_runnable?(workflow) do
      {workflow, runnables} = Workflow.prepare_for_dispatch(workflow)

      workflow =
        Enum.reduce(runnables, workflow, fn runnable, wrk ->
          executed = Workflow.execute_runnable(runnable)
          Workflow.apply_runnable(wrk, executed)
        end)

      workflow
      |> Workflow.plan_eagerly()
      |> loop()
    else
      send(self(), {:workflow_complete, workflow})
      workflow
    end
  end
end
This works, but it executes runnables sequentially within each cycle. The three independent steps (inventory, fraud, shipping) run one after another even though they have no data dependencies. The total time is the sum of all step durations rather than the maximum.
Still, notice the core pattern that every scheduler follows:
	Plan — plan_eagerly/1 discovers what's ready
	Prepare — prepare_for_dispatch/1 extracts runnables
	Execute — run each runnable's work function
	Apply — apply_runnable/2 folds results back in
	Loop — repeat until is_runnable?/1 returns false

Step 2: Adding Parallel Execution with Tasks
The execute phase is embarrassingly parallel. Let's use Task.async_stream to run independent runnables concurrently:
defmodule ParallelScheduler do
  alias Runic.Workflow

  def run(workflow, input) do
    spawn(fn ->
      workflow
      |> Workflow.plan_eagerly(input)
      |> loop()
    end)
  end

  defp loop(workflow) do
    if Workflow.is_runnable?(workflow) do
      {workflow, runnables} = Workflow.prepare_for_dispatch(workflow)

      workflow =
        runnables
        |> Task.async_stream(
          fn runnable -> Workflow.execute_runnable(runnable) end,
          timeout: :infinity,
          max_concurrency: System.schedulers_online()
        )
        |> Enum.reduce(workflow, fn {:ok, executed}, wrk ->
          Workflow.apply_runnable(wrk, executed)
        end)

      workflow
      |> Workflow.plan_eagerly()
      |> loop()
    else
      workflow
    end
  end
end
Now the three independent checks run concurrently. Total time for that cycle is max(200, 300, 150) = 300ms instead of 200 + 300 + 150 = 650ms.
However, Task.async_stream blocks until all tasks in the batch complete before we can apply any results. If one task finishes in 50ms and another takes 10 seconds, the fast result sits idle. For truly responsive scheduling, we need asynchronous dispatch.
Step 3: A GenServer Scheduler with Async Dispatch
A GenServer gives us a stateful process that can dispatch tasks asynchronously and react to their completions individually via handle_info. This is where the three-phase model truly shines.
flowchart LR
    subgraph GenServer
        State[("Workflow State<br/>+ active_tasks")]
    end

    subgraph "Async Tasks"
        T1["Task: check_inventory"]
        T2["Task: screen_fraud"]
        T3["Task: estimate_shipping"]
    end

    State -->|"prepare &<br/>dispatch"| T1
    State -->|"prepare &<br/>dispatch"| T2
    State -->|"prepare &<br/>dispatch"| T3
    T1 -->|"handle_info<br/>{ref, result}"| State
    T2 -->|"handle_info<br/>{ref, result}"| State
    T3 -->|"handle_info<br/>{ref, result}"| State
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The core idea:
	On :run — plan the workflow, prepare runnables, and dispatch each as an async Task
	On task completion — handle_info receives the result, applies it, re-plans, and dispatches any newly available runnables
	The workflow progresses incrementally as results arrive rather than waiting for an entire batch

defmodule WorkflowScheduler do
  use GenServer

  alias Runic.Workflow
  require Logger

  # --- Client API ---

  def start_link(workflow, opts \\ []) do
    GenServer.start_link(__MODULE__, workflow, opts)
  end

  def run(pid, input) do
    GenServer.cast(pid, {:run, input})
  end

  def get_workflow(pid) do
    GenServer.call(pid, :get_workflow)
  end

  def get_results(pid) do
    GenServer.call(pid, :get_results)
  end

  # --- Server Callbacks ---

  @impl true
  def init(workflow) do
    state = %{
      workflow: workflow,
      active_tasks: MapSet.new(),
      dispatched_tasks: MapSet.new()
    }

    {:ok, state}
  end

  @impl true
  def handle_cast({:run, input}, state) do
    workflow = Workflow.plan_eagerly(state.workflow, input)
    state = %{state | workflow: workflow}
    state = dispatch_runnables(state)
    {:noreply, state}
  end

  @impl true
  def handle_call(:get_workflow, _from, state) do
    {:reply, state.workflow, state}
  end

  @impl true
  def handle_call(:get_results, _from, state) do
    {:reply, Workflow.raw_productions(state.workflow), state}
  end

  @impl true
  def handle_info({ref, executed_runnable}, state) do
    Process.demonitor(ref, [:flush])

    Logger.info("Runnable completed: #{inspect(executed_runnable.node.name)}")

    workflow =
      state.workflow
      |> Workflow.apply_runnable(executed_runnable)
      |> Workflow.plan_eagerly()

    state = %{
      state
      | workflow: workflow,
        active_tasks: MapSet.delete(state.active_tasks, executed_runnable.id)
    }

    state =
      if Workflow.is_runnable?(workflow) do
        dispatch_runnables(state)
      else
        Logger.info("Workflow satisfied — no more runnables")
        state
      end

    {:noreply, state}
  end

  @impl true
  def handle_info({:DOWN, _ref, :process, _pid, _reason}, state) do
    {:noreply, state}
  end

  # --- Internal ---

  defp dispatch_runnables(state) do
    {workflow, runnables} = Workflow.prepare_for_dispatch(state.workflow)

    already_dispatched = MapSet.union(state.active_tasks, state.dispatched_tasks)

    Enum.reduce(runnables, %{state | workflow: workflow}, fn runnable, acc ->
      if runnable.id in already_dispatched do
        acc
      else
        Task.async(fn ->
          Workflow.execute_runnable(runnable)
        end)

        %{
          acc
          | active_tasks: MapSet.put(acc.active_tasks, runnable.id),
            dispatched_tasks: MapSet.put(acc.dispatched_tasks, runnable.id)
        }
      end
    end)
  end
end
Why Track active_tasks and dispatched_tasks?
The active_tasks set tracks runnables currently in-flight. The dispatched_tasks set is a historical record of everything ever dispatched. Together they prevent duplicate dispatch — without them, prepare_for_dispatch/1 could return the same runnable again before the first execution completes, leading to redundant work. After a task completes, its ID is removed from active_tasks but stays in dispatched_tasks as a guard.
The handle_info Callback Pattern
When you call Task.async/1 from a GenServer, the task sends its result as a message {ref, result} to the calling process. The GenServer's handle_info/2 receives this message, giving you the executed runnable. The pattern is:
	Demonitor the task reference (we handle the result directly)
	Apply the executed runnable to the workflow
	Re-plan with plan_eagerly/1 to discover downstream runnables
	Dispatch any newly available runnables

This creates a reactive loop where the workflow advances incrementally as each task completes, maximizing throughput.
Step 4: Supervised Tasks and Dynamic Registration
The previous GenServer uses bare Task.async, which links the task to the GenServer. If a task crashes, the GenServer crashes too. For production use, we want:
	Task.Supervisor — isolates task failures from the scheduler (or a Task PartitionSupervisor)
	DynamicSupervisor — manages multiple scheduler instances
	Registry — enables looking up schedulers by workflow ID

flowchart TD
    App["Application Supervisor"] --> DS["DynamicSupervisor<br/>(WorkflowSupervisor)"]
    App --> TS["Task.Supervisor<br/>(WorkflowTaskRunner)"]
    App --> R["Registry<br/>(WorkflowRegistry)"]
    DS --> WR1["WorkflowRunner<br/>(workflow_id: abc)"]
    DS --> WR2["WorkflowRunner<br/>(workflow_id: def)"]
    WR1 -.->|"dispatches to"| TS
    WR2 -.->|"dispatches to"| TS
    R -.->|"resolves"| WR1
    R -.->|"resolves"| WR2
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The Supervision Tree
defmodule MyApp.WorkflowSupervisor do
  use DynamicSupervisor

  def start_link(_opts) do
    DynamicSupervisor.start_link(__MODULE__, [], name: __MODULE__)
  end

  @impl true
  def init(_opts) do
    DynamicSupervisor.init(strategy: :one_for_one)
  end

  def find(workflow_id) do
    workflow_id
    |> MyApp.WorkflowRunner.via()
    |> GenServer.whereis()
  end
end
The Production WorkflowRunner
defmodule MyApp.WorkflowRunner do
  use GenServer, restart: :transient, shutdown: 60_000

  alias Runic.Workflow
  require Logger

  # --- Registry-based naming ---

  def via(workflow_id) when is_binary(workflow_id) do
    {:via, Registry, {MyApp.WorkflowRegistry, {__MODULE__, workflow_id}}}
  end

  # --- Client API ---

  def start(workflow, workflow_id) do
    session = %{id: workflow_id, workflow: workflow}

    DynamicSupervisor.start_child(
      MyApp.WorkflowSupervisor,
      {__MODULE__, session}
    )
  end

  def run(workflow_id, input) do
    GenServer.cast(via(workflow_id), {:run, input})
  end

  def get_results(workflow_id) do
    workflow_id
    |> via()
    |> GenServer.call(:get_results)
  end

  def get_workflow(workflow_id) do
    GenServer.call(via(workflow_id), :get_workflow)
  end

  def stop(workflow_id) do
    case MyApp.WorkflowSupervisor.find(workflow_id) do
      nil -> :ok
      pid -> DynamicSupervisor.terminate_child(MyApp.WorkflowSupervisor, pid)
    end
  end

  # --- Child spec & init ---

  def child_spec(%{id: workflow_id} = session) do
    %{
      id: {__MODULE__, workflow_id},
      start: {__MODULE__, :start_link, [session]},
      restart: :transient
    }
  end

  def start_link(%{id: workflow_id} = session) do
    GenServer.start_link(__MODULE__, session, name: via(workflow_id))
  end

  @impl true
  def init(%{workflow: %Workflow{}} = session) do
    state =
      session
      |> Map.put(:active_tasks, MapSet.new())
      |> Map.put(:dispatched_tasks, MapSet.new())

    {:ok, state}
  end

  # --- Callbacks ---

  @impl true
  def handle_cast({:run, input}, state) do
    workflow = Workflow.plan_eagerly(state.workflow, input)
    state = %{state | workflow: workflow}
    state = dispatch_runnables(state)
    {:noreply, state}
  end

  @impl true
  def handle_call(:get_workflow, _from, state) do
    {:reply, state.workflow, state}
  end

  @impl true
  def handle_call(:get_results, _from, state) do
    results = Workflow.productions_by_component(state.workflow)

    {:reply, results, state}
  end

  @impl true
  def handle_info({ref, executed_runnable}, state) do
    Process.demonitor(ref, [:flush])

    Logger.info("Completed: #{inspect(executed_runnable.node.name)}")

    workflow =
      state.workflow
      |> Workflow.apply_runnable(executed_runnable)
      |> Workflow.plan_eagerly()

    state = %{
      state
      | workflow: workflow,
        active_tasks: MapSet.delete(state.active_tasks, executed_runnable.id)
    }

    state =
      if Workflow.is_runnable?(workflow) do
        dispatch_runnables(state)
      else
        Logger.info("Workflow #{state.id} resolved")
        state
      end

    {:noreply, state}
  end

  @impl true
  def handle_info({:DOWN, _ref, :process, _pid, :normal}, state) do
    {:noreply, state}
  end

  @impl true
  def handle_info({:DOWN, _ref, :process, _pid, reason}, state) do
    Logger.warning("Task crashed: #{inspect(reason)}")
    {:noreply, state}
  end

  @impl true
  def handle_info(msg, state) do
    Logger.debug("Unhandled message: #{inspect(msg)}")
    {:noreply, state}
  end

  # --- Dispatch ---

  defp dispatch_runnables(state) do
    {workflow, runnables} = Workflow.prepare_for_dispatch(state.workflow)
    already_dispatched = MapSet.union(state.active_tasks, state.dispatched_tasks)

    runnables
    |> Enum.reject(fn runnable -> runnable.id in already_dispatched end)
    |> Enum.reduce(%{state | workflow: workflow}, fn runnable, acc ->
      Task.Supervisor.async(MyApp.WorkflowTaskRunner, fn ->
        Logger.info("Executing: #{inspect(runnable.node.name)}")
        executed = Workflow.execute_runnable(runnable)

        if executed.error do
          Logger.error("Runnable failed: #{inspect(executed.error)}")
        end

        executed
      end)

      %{
        acc
        | active_tasks: MapSet.put(acc.active_tasks, runnable.id),
          dispatched_tasks: MapSet.put(acc.dispatched_tasks, runnable.id)
      }
    end)
  end
end
Application Setup
Wire the supervision tree in your application:
defmodule MyApp.Application do
  use Application

  @impl true
  def start(_type, _args) do
    children = [
      {Registry, name: MyApp.WorkflowRegistry, keys: :unique},
      {Task.Supervisor, name: MyApp.WorkflowTaskRunner},
      {MyApp.WorkflowSupervisor, []}
    ]

    Supervisor.start_link(children, strategy: :one_for_one, name: MyApp.Supervisor)
  end
end
Usage
# Build the workflow (as above)
workflow = build_order_fulfillment_workflow()

# Start a runner
{:ok, _pid} = MyApp.WorkflowRunner.start(workflow, "order-123")

# Trigger execution
MyApp.WorkflowRunner.run("order-123", %{
  items: ["widget-a", "widget-b"],
  customer_id: "cust-456"
})

# Later: check results
MyApp.WorkflowRunner.get_results("order-123")

# Cleanup
MyApp.WorkflowRunner.stop("order-123")
Why This Architecture Works
Dataflow Parallelism
Traditional pipelines execute stages sequentially. Runic workflows are DAGs — directed acyclic graphs — where each node declares its data dependencies through edges. When multiple nodes share a common parent but no dependencies on each other, they can run in parallel.
The scheduler doesn't need to analyze the graph for parallelism. The workflow engine does this automatically: prepare_for_dispatch/1 only returns runnables whose input facts are already produced. If three steps are all waiting on the same parent fact, they all become runnable simultaneously after that fact is produced.
flowchart LR
    subgraph "Cycle 1"
        direction TB
        P1["plan_eagerly(input)"]
        D1["prepare_for_dispatch"]
        E1["execute: validate_order"]
        A1["apply_runnable"]
    end

    subgraph "Cycle 2"
        direction TB
        P2["plan_eagerly"]
        D2["prepare_for_dispatch"]
        E2a["execute: check_inventory"]
        E2b["execute: screen_fraud"]
        E2c["execute: estimate_shipping"]
        A2["apply_runnable × 3"]
    end

    subgraph "Cycle 3"
        direction TB
        P3["plan_eagerly"]
        D3["prepare_for_dispatch"]
        E3["execute: decide_fulfillment"]
        A3["apply_runnable"]
    end

    A1 --> P2
    A2 --> P3
    E2a ~~~ E2b
    E2b ~~~ E2c
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Separation of Concerns
The three-phase model creates a clean separation:
	Concern	Responsibility	Phase
	What to execute	Workflow engine	Prepare
	How to execute	Your scheduler	Execute
	Where results go	Workflow engine	Apply

Your scheduler only decides the execution strategy (tasks, pool, remote nodes). The workflow engine handles all dependency resolution, fact routing, and graph updates.
Fault Isolation
Using Task.Supervisor means a crashing task doesn't bring down the scheduler. The handle_info({:DOWN, ...}) callback handles task failures gracefully. The %Runnable{} struct includes an error field for failed executions, and Workflow.apply_runnable/2 handles failed runnables by logging a warning and marking them as ran.
Key API Reference
	Function	Purpose
	Workflow.plan_eagerly(workflow, input)	Feed input and activate all match-phase runnables
	Workflow.plan_eagerly(workflow)	Re-plan from existing produced facts
	Workflow.prepare_for_dispatch(workflow)	Extract {workflow, [%Runnable{}]} for dispatch
	Workflow.execute_runnable(runnable)	Execute a runnable in isolation
	Workflow.apply_runnable(workflow, runnable)	Fold an executed runnable back into the workflow
	Workflow.is_runnable?(workflow)	Check if any runnables are pending
	Workflow.next_runnables(workflow)	List {node, fact} pairs (lower-level than prepare_for_dispatch)
	Workflow.raw_productions(workflow)	Extract final output values
	Workflow.productions_by_component(workflow)	Extract outputs grouped by component name

What's Next
This guide covered building schedulers for in-memory, single-node execution. From here:
	Durable Execution and Persistence — persisting workflow state, crash recovery, event sourcing, and checkpointing
	Execution Strategies — pluggable executors (Task, inline, GenStage), schedulers (ChainBatching, FlowBatch), parallel promise execution via Flow, and per-component execution overrides



  

    Durable Execution and Persistence

This guide covers persisting workflow state, recovering from crashes, capturing runnable lifecycle events, and checkpointing long-running workflows. It builds directly on the concepts from the Building a Workflow Scheduler guide.
Prerequisites: Familiarity with the three-phase execution model (prepare → execute → apply) and building schedulers covered in the scheduling guide. Basic knowledge of Runic.Workflow.SchedulerPolicy and Runic.Workflow.PolicyDriver.

Why Durable Execution?
Runic workflows are in-memory data structures. When the process running a workflow crashes — or the VM restarts — all progress is lost. For short-lived computations this is fine. But many real workflows are long-running, involve unreliable external services, or must survive infrastructure failures:
	LLM pipelines where each API call takes seconds and costs money
	Order fulfillment workflows spanning minutes of I/O across multiple services
	ETL pipelines processing millions of records over hours
	Approval workflows that pause for days waiting on human input

Durable execution means: the workflow can be stopped, crashed, or restarted and resume exactly where it left off.
Runic achieves this through three mechanisms:
	Event sourcing — Workflow.log/1 captures the full history of a workflow as a list of events that can rebuild it
	Scheduler policies — per-node retry, timeout, and failure handling declarative configuration
	The Runner — supervised infrastructure that combines dispatch, persistence, and crash recovery

Event Sourcing: log/1 and from_log/1
Every Runic workflow maintains a build log — a list of events that describe how the workflow was constructed and what it has produced. This log is a complete record, and you can reconstruct a workflow from it:
require Runic
alias Runic.Workflow

# Build and run a workflow
workflow =
  Runic.workflow(name: :example, steps: [
    Runic.step(fn x -> x * 2 end, name: :double),
    Runic.step(fn x -> x + 1 end, name: :increment)
  ])
  |> Workflow.react_until_satisfied(5)

# Capture the full event log
log = Workflow.log(workflow)

# Rebuild the workflow from the log — same graph, same produced facts
restored = Workflow.from_log(log)

# Productions are preserved
Workflow.raw_productions(restored) == Workflow.raw_productions(workflow)
# => true
The log contains two kinds of events:
	Build events — %ComponentAdded{}, edges, and structural changes that define the workflow graph
	Reaction events — %ReactionOccurred{} recording which nodes produced which facts

Together these are sufficient to reconstruct both the workflow's structure and its execution state.
Runnable Lifecycle Events
When scheduler policies are used with execution_mode: :durable, three additional event types are captured:
	%RunnableDispatched{} — records that a runnable was sent for execution, including the resolved policy and attempt number
	%RunnableCompleted{} — records successful completion with duration and the produced fact
	%RunnableFailed{} — records permanent failure (retries exhausted) with the error and failure action

These events enable crash recovery: by comparing dispatched events against completed/failed events, you can identify in-flight work that was interrupted.
alias Runic.Workflow.SchedulerPolicy
alias Runic.Workflow.PolicyDriver

# Build a policy that emits lifecycle events
policy = SchedulerPolicy.new(%{
  max_retries: 2,
  backoff: :exponential,
  timeout_ms: 5_000,
  execution_mode: :durable
})

# Execute with event emission
{executed_runnable, events} = PolicyDriver.execute(runnable, policy, emit_events: true)

# events is a list of %RunnableDispatched{} and %RunnableCompleted{} or %RunnableFailed{}
Append these events to the workflow for persistence:
workflow = Workflow.append_runnable_events(workflow, events)

# They're included in the log
log = Workflow.log(workflow)

# And survive round-trip reconstruction
restored = Workflow.from_log(log)
Identifying In-Flight Work
After a crash, use Workflow.pending_runnables/1 to find dispatched-but-not-completed work:
# After restoring from a log
restored = Workflow.from_log(log)

pending = Workflow.pending_runnables(restored)
# => [%RunnableDispatched{node_name: :call_external_api, attempt: 1, ...}]
This returns %RunnableDispatched{} events that have no corresponding %RunnableCompleted{} or %RunnableFailed{} event — work that was in progress when the process died.
Scheduler Policies for Resilient Execution
Before diving into the Runner, let's see how scheduler policies make individual steps resilient. Policies wrap the execute phase with retries, timeouts, and fallbacks — all without changing the workflow graph or the Invokable protocol.
Attaching Policies to a Workflow
Policies are a list of {matcher, policy_map} rules stored on the workflow. During execution, each runnable is matched top-to-bottom; the first match wins and its policy map is merged over the defaults:
require Runic
alias Runic.Workflow

workflow =
  Runic.workflow(name: :resilient_pipeline, steps: [
    Runic.step(fn order -> call_inventory_api(order) end, name: :check_inventory),
    Runic.step(fn order -> call_fraud_api(order) end, name: :screen_fraud),
    Runic.step(fn order -> compute_shipping(order) end, name: :estimate_shipping)
  ])

# Add policies — higher priority rules first
workflow =
  workflow
  # External API calls get retries with exponential backoff
  |> Workflow.add_scheduler_policy(:check_inventory, %{
    max_retries: 3,
    backoff: :exponential,
    base_delay_ms: 1_000,
    timeout_ms: 10_000
  })
  |> Workflow.add_scheduler_policy(:screen_fraud, %{
    max_retries: 2,
    backoff: :linear,
    timeout_ms: 15_000,
    on_failure: :skip  # fraud check failure shouldn't block the order
  })
  # Local computation — fast fail, no retries
  |> Workflow.append_scheduler_policy(:estimate_shipping, %{
    max_retries: 0,
    timeout_ms: 1_000
  })
Using Policy Presets
SchedulerPolicy includes presets for common patterns:
alias Runic.Workflow.SchedulerPolicy

# For LLM / external AI calls: 3 retries, exponential backoff, 30s timeout
llm = SchedulerPolicy.llm_policy()

# For I/O operations: 2 retries, linear backoff, 10s timeout, skip on failure
io = SchedulerPolicy.io_policy()

# No retries, 5s timeout, halt on failure
fast = SchedulerPolicy.fast_fail()

# Use preset values as policy maps in workflow rules
workflow =
  workflow
  |> Workflow.add_scheduler_policy(:call_llm, Map.from_struct(llm))
  |> Workflow.add_scheduler_policy({:type, Runic.Workflow.Step}, Map.from_struct(io))
Matchers
Matchers determine which policy applies to which node:
# Exact name match
{:check_inventory, %{max_retries: 3}}

# Regex on node name — matches :llm_classify, :llm_summarize, etc.
{{:name, ~r/^llm_/}, %{max_retries: 3, backoff: :exponential}}

# Type match — all Steps get this policy
{{:type, Runic.Workflow.Step}, %{timeout_ms: 10_000}}

# Type match — Steps and Rules
{{:type, [Runic.Workflow.Step, Runic.Workflow.Rule]}, %{timeout_ms: 5_000}}

# Custom predicate
{fn node -> Map.get(node, :name) in [:api_a, :api_b] end, %{max_retries: 2}}

# Catch-all default (should be last)
{:default, %{timeout_ms: 30_000}}
Runtime Policy Overrides
Policies can be overridden at execution time without modifying the workflow:
# Prepend runtime overrides (higher priority than workflow policies)
Workflow.react_until_satisfied(workflow, input,
  scheduler_policies: [
    {:check_inventory, %{max_retries: 5, timeout_ms: 30_000}}
  ]
)

# Replace workflow policies entirely
Workflow.react_until_satisfied(workflow, input,
  scheduler_policies: [{:default, %{max_retries: 0}}],
  scheduler_policies_mode: :replace
)
Fallbacks
When all retries are exhausted, a fallback function provides a last-resort recovery:
workflow =
  workflow
  |> Workflow.add_scheduler_policy(:call_llm, %{
    max_retries: 3,
    backoff: :exponential,
    timeout_ms: 30_000,
    fallback: fn _runnable, _error ->
      # Return a synthetic value — the workflow continues with this output
      {:value, %{response: "Service unavailable", fallback: true}}
    end
  })
Fallbacks receive (runnable, error) and can return:
	{:value, term} — synthetic output, workflow continues as if the step succeeded
	{:retry_with, %{key: val}} — merge overrides into meta_context and try once more
	%Runnable{} — a modified runnable to execute once (e.g., with different input)

Deadlines
For time-bounded workflow execution, use :deadline_ms:
# Entire workflow must complete within 60 seconds
Workflow.react_until_satisfied(workflow, input,
  deadline_ms: 60_000,
  scheduler_policies: [
    {:default, %{max_retries: 2, backoff: :exponential}}
  ]
)
The deadline is converted to an absolute monotonic timestamp and checked before each retry attempt and used to cap per-step timeouts. Steps fail with {:deadline_exceeded, remaining_ms} when the deadline is reached.
Checkpointing During Execution
For long-running workflows, persist intermediate state with the :checkpoint callback:
Workflow.react_until_satisfied(workflow, input,
  checkpoint: fn workflow ->
    log = Workflow.log(workflow)
    MyApp.Repo.save_workflow_log(:my_workflow, log)
  end
)
The checkpoint fires after each react cycle — after all runnables in a generation execute and their results are applied. If the process crashes mid-execution, load the last checkpoint and resume:
{:ok, log} = MyApp.Repo.load_workflow_log(:my_workflow)
workflow = Workflow.from_log(log)

# Continue from where we left off
workflow |> Workflow.react_until_satisfied()
The Runner: Managed Durable Execution
While scheduler policies and manual checkpointing work for programmatic use, the Runic.Runner provides a complete managed execution environment:
	Supervision — each workflow runs in its own GenServer under a DynamicSupervisor
	Task isolation — runnables dispatch to Task.Supervisor.async_nolink for fault isolation
	Registry — workflows are addressable by ID via Elixir's Registry
	Persistence — pluggable Store behaviour with built-in ETS and Mnesia adapters
	Policy integration — automatic resolution and execution through PolicyDriver
	Crash recovery — resume/3 rebuilds from persisted logs and re-dispatches in-flight work
	Telemetry — lifecycle events under [:runic, :runner, ...] for observability

Starting a Runner
Add the Runner to your application's supervision tree:
defmodule MyApp.Application do
  use Application

  @impl true
  def start(_type, _args) do
    children = [
      {Runic.Runner, name: MyApp.Runner}
    ]

    Supervisor.start_link(children, strategy: :one_for_one)
  end
end
The Runner starts a supervision tree internally:
MyApp.Runner (Supervisor, :rest_for_one)
├── MyApp.Runner.Store (ETS table owner GenServer)
├── MyApp.Runner.Registry (Elixir Registry, :unique)
├── MyApp.Runner.TaskSupervisor (Task.Supervisor)
└── MyApp.Runner.WorkerSupervisor (DynamicSupervisor)
    ├── Worker<order-123>
    ├── Worker<order-456>
    └── ...
Running Workflows
require Runic
alias Runic.Workflow

# Build the workflow with policies
workflow =
  Runic.workflow(name: :order_fulfillment, steps: [
    Runic.step(&MyApp.Orders.validate/1, name: :validate),
    {Runic.step(&MyApp.Inventory.check/1, name: :check_inventory), [
      Runic.step(&MyApp.Fraud.screen/1, name: :screen_fraud),
      Runic.step(&MyApp.Shipping.estimate/1, name: :estimate_shipping)
    ]}
  ])
  |> Workflow.add_scheduler_policy(:check_inventory, %{
    max_retries: 3,
    backoff: :exponential,
    timeout_ms: 10_000,
    execution_mode: :durable
  })
  |> Workflow.add_scheduler_policy(:screen_fraud, %{
    max_retries: 2,
    timeout_ms: 15_000,
    on_failure: :skip,
    execution_mode: :durable
  })
  |> Workflow.append_scheduler_policy(:default, %{timeout_ms: 5_000})

# Start a managed workflow
{:ok, _pid} = Runic.Runner.start_workflow(
  MyApp.Runner,
  "order-#{order.id}",
  workflow,
  max_concurrency: 4,
  checkpoint_strategy: :every_cycle,
  on_complete: fn id, workflow ->
    results = Workflow.raw_productions(workflow)
    MyApp.Orders.finalize(id, results)
  end
)

# Feed input — the Worker handles the full dispatch loop
:ok = Runic.Runner.run(MyApp.Runner, "order-#{order.id}", order)

# Query results (non-blocking — returns current state)
{:ok, results} = Runic.Runner.get_results(MyApp.Runner, "order-#{order.id}")
Checkpoint Strategies
The Worker supports multiple checkpointing strategies to balance durability against performance:
	Strategy	Behavior	Use Case
	:every_cycle	Persist after each react cycle (default)	Maximum durability, moderate overhead
	:on_complete	Persist only when workflow satisfies	Fast execution, risk of losing in-progress work
	{:every_n, n}	Persist every Nth completed runnable	Tunable balance between durability and throughput
	:manual	Only persist on explicit checkpoint/2 call	Full user control

# Checkpoint every 5th completed runnable
Runic.Runner.start_workflow(MyApp.Runner, :etl_pipeline, workflow,
  checkpoint_strategy: {:every_n, 5}
)

# Manual checkpointing
Runic.Runner.start_workflow(MyApp.Runner, :approval_flow, workflow,
  checkpoint_strategy: :manual
)

# Later, explicitly checkpoint
Runic.Runner.checkpoint(MyApp.Runner, :approval_flow)
Crash Recovery with resume/3
When a Worker crashes (or the VM restarts), the Runner can resume from persisted state:
# The original Worker crashed or the VM restarted...

# Resume loads the log from the store, rebuilds the workflow, and starts a new Worker
{:ok, _pid} = Runic.Runner.resume(MyApp.Runner, "order-123")

# If the workflow had durable-mode policies, pending_runnables are re-dispatched automatically
Under the hood, resume/3:
	Calls Store.load/2 to retrieve the persisted event log
	Calls Workflow.from_log/1 to rebuild the workflow graph and state
	Starts a new Worker with the restored workflow
	The Worker calls Workflow.pending_runnables/1 to find in-flight work
	Re-plans and re-dispatches any pending runnables

This is why execution_mode: :durable matters: without it, the lifecycle events that track dispatched-vs-completed work aren't captured, and in-flight recovery isn't possible.
Store Adapters
The Runner's persistence is abstracted behind the Runic.Runner.Store behaviour:
defmodule Runic.Runner.Store do
  @callback init_store(opts :: keyword()) :: {:ok, state()} | {:error, term()}
  @callback save(workflow_id(), log(), state()) :: :ok | {:error, term()}
  @callback load(workflow_id(), state()) :: {:ok, log()} | {:error, :not_found | term()}
  @callback checkpoint(workflow_id(), log(), state()) :: :ok | {:error, term()}
  @callback delete(workflow_id(), state()) :: :ok | {:error, term()}
  @callback list(state()) :: {:ok, [workflow_id()]} | {:error, term()}
  @callback exists?(workflow_id(), state()) :: boolean()
end
checkpoint/3, delete/2, list/1, and exists?/2 are optional callbacks.
ETS Adapter (Default)
Runic.Runner.Store.ETS stores workflow logs in a public ETS table owned by a GenServer. Logs survive Worker restarts within the same VM but are lost on VM restart. Zero configuration needed:
# ETS is the default — just start the Runner
{:ok, _} = Runic.Runner.start_link(name: MyApp.Runner)
If you configure ETS explicitly, supervise it before the Runner:
children = [
  {Runic.Runner.Store.ETS, runner_name: MyApp.Runner},
  {Runic.Runner, name: MyApp.Runner, store: Runic.Runner.Store.ETS}
]
Mnesia Adapter
Runic.Runner.Store.Mnesia uses OTP's built-in Mnesia database for disk persistence and optional distributed storage:
children = [
  {Runic.Runner.Store.Mnesia, runner_name: MyApp.Runner, disc_copies: true},
  {Runic.Runner,
   name: MyApp.Runner,
   store: Runic.Runner.Store.Mnesia,
   store_opts: [disc_copies: true]}
]
Mnesia tables persist across VM restarts. For distributed clusters, pass :nodes:
store_opts: [disc_copies: true, nodes: [:"app@node1", :"app@node2"]]
Writing a Custom Adapter
Implement the Runic.Runner.Store behaviour. The Runner only auto-starts its implicit default ETS store. If you configure any store explicitly, the Runner assumes its lifecycle is managed elsewhere. That means adapters that own runtime resources themselves should provide start_link/1 and child_spec/1 so you can add them to your supervision tree, while adapters backed by an externally supervised service such as an Ecto repo can remain callback-only.
defmodule MyApp.PostgresStore do
  @behaviour Runic.Runner.Store

  @impl true
  def init_store(opts) do
    repo = Keyword.fetch!(opts, :repo)
    {:ok, %{repo: repo}}
  end

  @impl true
  def save(workflow_id, log, %{repo: repo}) do
    serialized = :erlang.term_to_binary(log)
    repo.insert_or_update!(
      %MyApp.WorkflowLog{id: workflow_id, data: serialized}
    )
    :ok
  end

  @impl true
  def load(workflow_id, %{repo: repo}) do
    case repo.get(MyApp.WorkflowLog, workflow_id) do
      nil -> {:error, :not_found}
      record -> {:ok, :erlang.binary_to_term(record.data)}
    end
  end
end
If the adapter should be supervised in your application tree, add lifecycle callbacks:
defmodule MyApp.PostgresStore do
  @behaviour Runic.Runner.Store

  # ...init_store/1, save/3, load/2...

  # start_link/1 and child_spec/1 for the Runner's supervision tree
  def start_link(opts), do: Agent.start_link(fn -> opts end, name: __MODULE__)
  def child_spec(opts), do: %{id: __MODULE__, start: {__MODULE__, :start_link, [opts]}}
end
Then start the adapter before the Runner:
children = [
  {MyApp.PostgresStore, runner_name: MyApp.Runner, repo: MyApp.Repo},
  {Runic.Runner,
   name: MyApp.Runner,
   store: MyApp.PostgresStore,
   store_opts: [repo: MyApp.Repo]}
]
Telemetry
The Runner emits telemetry events at key lifecycle points:
	Event	When
	[:runic, :runner, :workflow, :start]	Workflow Worker initialized
	[:runic, :runner, :workflow, :stop]	Workflow satisfied (all runnables exhausted)
	[:runic, :runner, :runnable, :start]	Runnable dispatched to a task
	[:runic, :runner, :runnable, :stop]	Runnable completed (includes duration measurement)
	[:runic, :runner, :runnable, :exception]	Runnable failed permanently
	[:runic, :runner, :store, :start]	Store operation started
	[:runic, :runner, :store, :stop]	Store operation completed

# Attach a handler for monitoring
:telemetry.attach_many(
  "workflow-logger",
  Runic.Runner.Telemetry.event_names(),
  fn event, measurements, metadata, _config ->
    IO.inspect({event, measurements, metadata}, label: "telemetry")
  end,
  nil
)
Putting It All Together: A Durable LLM Pipeline
Here's a complete example combining policies, durable execution, the Runner, and crash recovery for an LLM-powered document processing pipeline:
defmodule MyApp.DocumentPipeline do
  require Runic
  alias Runic.Workflow

  def build_workflow do
    extract = Runic.step(
      fn doc -> MyApp.LLM.extract_entities(doc) end,
      name: :extract_entities
    )

    classify = Runic.step(
      fn doc -> MyApp.LLM.classify(doc) end,
      name: :classify_document
    )

    summarize = Runic.step(
      fn doc -> MyApp.LLM.summarize(doc) end,
      name: :summarize
    )

    store_results = Runic.step(
      fn entities, classification, summary ->
        MyApp.Documents.store(%{
          entities: entities,
          classification: classification,
          summary: summary
        })
      end,
      name: :store_results
    )

    Runic.workflow(name: :doc_pipeline)
    |> Workflow.add(extract)
    |> Workflow.add(classify)
    |> Workflow.add(summarize)
    |> Workflow.add(store_results, to: [:extract_entities, :classify_document, :summarize])
    # LLM calls: retry with exponential backoff, durable for crash recovery
    |> Workflow.add_scheduler_policy({:name, ~r/^(extract|classify|summarize)/}, %{
      max_retries: 3,
      backoff: :exponential,
      base_delay_ms: 2_000,
      max_delay_ms: 30_000,
      timeout_ms: 60_000,
      execution_mode: :durable,
      fallback: fn _runnable, error ->
        {:value, %{error: inspect(error), fallback: true}}
      end
    })
    # Database write: fast fail
    |> Workflow.append_scheduler_policy(:store_results, %{
      max_retries: 1,
      timeout_ms: 5_000
    })
  end

  def process_document(runner, doc_id, document) do
    workflow = build_workflow()

    {:ok, _pid} = Runic.Runner.start_workflow(
      runner,
      "doc-#{doc_id}",
      workflow,
      max_concurrency: 3,
      checkpoint_strategy: :every_cycle,
      on_complete: {MyApp.Notifications, :document_processed, []}
    )

    Runic.Runner.run(runner, "doc-#{doc_id}", document)
  end

  def retry_failed(runner, doc_id) do
    # Resume from the last checkpoint — in-flight LLM calls are re-dispatched
    Runic.Runner.resume(runner, "doc-#{doc_id}")
  end
end
The three LLM steps (extract_entities, classify_document, summarize) run concurrently with fault isolation. If the process crashes mid-execution:
	The ETS store (or Mnesia) has the last checkpointed log
	resume/3 rebuilds the workflow from the log
	pending_runnables/1 identifies any LLM calls that were dispatched but never completed
	The Worker re-dispatches them with the same policies

The fallback ensures that even if an LLM call permanently fails after all retries, the pipeline continues with a fallback value rather than blocking the entire workflow.
What's Next
This guide covered the full spectrum of durable execution in Runic. For reference:
	Runic.Workflow.SchedulerPolicy — policy struct, matchers, presets, and resolution
	Runic.Workflow.PolicyDriver — the execution driver handling retries, timeouts, and fallbacks
	Runic.Runner — the supervised execution infrastructure
	Runic.Runner.Store — the persistence behaviour and built-in adapters
	Runic.Runner.Telemetry — telemetry event catalog



  

    Execution Strategies

This guide covers Runic's pluggable execution and scheduling system — how to control where runnables execute (Executors) and how they're grouped for dispatch (Schedulers). These features are opt-in performance tools built on top of the Runner infrastructure described in the Scheduling and Durable Execution guides.
Prerequisites: Familiarity with the three-phase execution model (prepare → execute → apply), the Runic.Runner API, and Runic.Workflow.SchedulerPolicy. See the Scheduling guide for background.

When You Need This
The default Runner configuration — Executor.Task + Scheduler.Default — is correct and efficient for most workflows. You should reach for these tools when:
	Long linear chains (a → b → c → d → ...) are spending more time spawning tasks than doing work → use ChainBatching scheduler
	Large fan-outs (Map over 10,000 items) are bottlenecked by per-item dispatch overhead → use FlowBatch scheduler
	Sub-millisecond steps have task spawn overhead that dominates actual computation → use :inline executor
	Sustained high-throughput workloads need back-pressure to avoid overwhelming the system → use GenStage executor
	Mixed workloads where some steps are fast and some are slow, or some need isolation and others don't → use per-component executor overrides

If your workflows complete quickly and you're not hitting performance bottlenecks, the defaults are the right choice.
Architecture Overview
The Worker's dispatch loop has two pluggable extension points:
         ┌─────────────────────────────────────────┐
         │              Worker                      │
         │                                          │
         │  prepare_for_dispatch(workflow)           │
         │          │                               │
         │          ▼                               │
         │  ┌───────────────┐                       │
         │  │  Scheduler    │ ← what to dispatch    │
         │  │  plan_dispatch│   together and when    │
         │  └───────┬───────┘                       │
         │          │                               │
         │          ▼                               │
         │  ┌───────────────┐                       │
         │  │  Executor     │ ← how to dispatch     │
         │  │  dispatch     │   (task, inline, etc.) │
         │  └───────────────┘                       │
         └─────────────────────────────────────────┘
	Schedulers decide what gets dispatched together. They receive prepared runnables and return dispatch units — either individual runnables or batched Promises.
	Executors decide how each dispatch unit runs. They control the process/task mechanism.

These are orthogonal. You can combine any scheduler with any executor.
Executors
An executor controls the compute mechanism for dispatching work. All executors implement the Runic.Runner.Executor behaviour and must preserve the message contract: send {handle, result} on success and {:DOWN, handle, :process, pid, reason} on crash.
Task Executor (Default)
Wraps Task.Supervisor.async_nolink/2. Each runnable runs in its own monitored Task process — if it crashes, only that task dies.
# This is the default — no configuration needed
Runic.Runner.start_workflow(runner, :my_workflow, workflow)

# Explicitly:
Runic.Runner.start_workflow(runner, :my_workflow, workflow,
  executor: Runic.Runner.Executor.Task
)
Use when: Most workflows. Good crash isolation, reasonable overhead for steps that take more than ~1ms.
Trade-off: Each dispatch spawns a new process. For sub-millisecond computations, spawn overhead can dominate.
Inline Executor
Executes runnables synchronously in the Worker process. No task spawned, no process overhead.
Runic.Runner.start_workflow(runner, :my_workflow, workflow,
  executor: :inline
)
Use when: All steps are fast (sub-millisecond), deterministic, and you want to minimize latency. Also useful for testing — synchronous execution makes assertions simpler.
Trade-off: Blocks the Worker GenServer. A slow or crashing step blocks all other dispatches and can bring down the Worker. No crash isolation. Timeout enforcement is skipped (set to :infinity).
GenStage Executor
Demand-driven dispatch using a GenStage Producer + Consumer pool. Consumers pull work items on demand, providing natural back-pressure.
# Requires {:gen_stage, "~> 1.2"} in your deps
Runic.Runner.start_workflow(runner, :my_workflow, workflow,
  executor: Runic.Runner.Executor.GenStage,
  executor_opts: [
    max_demand: 8,     # concurrent consumers (default: System.schedulers_online())
    buffer_size: 1000  # producer buffer size (default: :infinity)
  ]
)
Use when: Sustained high-throughput workloads where you need to prevent the system from being overwhelmed. The Producer buffers work when all consumers are busy — dispatches don't pile up unbounded.
Trade-off: More infrastructure than Task executor. Work items execute inside long-lived consumer processes rather than ephemeral tasks. Individual work item failures are caught via try/catch inside the consumer (the consumer doesn't crash), so failure behavior is slightly different from Task's crash-based isolation.
Requires: {:gen_stage, "~> 1.2"} as a dependency.
Per-Component Executor Overrides
Different steps in the same workflow can use different executors via SchedulerPolicy:
alias Runic.Workflow.SchedulerPolicy

workflow =
  Runic.workflow(name: :mixed, steps: [fast_step, slow_step, critical_step])
  |> Workflow.set_scheduler_policies([
    # Fast lookups run inline — no process spawn overhead
    SchedulerPolicy.new(:fast_lookup, executor: :inline),

    # Critical external calls get their own isolated executor
    SchedulerPolicy.new(:external_api, executor: Runic.Runner.Executor.Task)
  ])
Override executors are lazily initialized on first use and maintained in the Worker state. The default executor handles any runnables without a policy override.
Schedulers
A scheduler controls how prepared runnables are grouped and ordered for dispatch. All schedulers implement the Runic.Runner.Scheduler behaviour.
Default Scheduler
Wraps each runnable as an individual {:runnable, r} dispatch unit. Zero overhead — identical to pre-scheduler Worker behavior.
# This is the default — no configuration needed
Runic.Runner.start_workflow(runner, :my_workflow, workflow)
Use when: Workflows are simple, don't have long chains, and don't have high fan-out. Most workflows.
ChainBatching Scheduler
Detects linear chains in the workflow graph and batches them into sequential Promises. A chain like a → b → c becomes a single dispatch that executes all three steps sequentially within one task.
Runic.Runner.start_workflow(runner, :my_workflow, workflow,
  scheduler: Runic.Runner.Scheduler.ChainBatching,
  scheduler_opts: [min_chain_length: 2]  # default: 2
)

# Shorthand via promise_opts (equivalent to above):
Runic.Runner.start_workflow(runner, :my_workflow, workflow,
  promise_opts: [min_chain_length: 2]
)
How it works: The PromiseBuilder walks :flow edges forward from each runnable. A chain continues as long as each node has exactly one successor and that successor has exactly one predecessor. The chain is dispatched as a single task that executes steps sequentially, applying each result to a local workflow copy before running the next.
Chain exclusions: Join/FanIn nodes (they synchronize external inputs) and nodes with :meta_ref edges (they read mutable workflow state) are never included in chains.
Use when: Workflows have long linear pipelines (ETL transforms, LLM chains, data processing). Reduces N task spawns to 1 for an N-step chain.
Trade-off: Chain steps lose individual crash isolation — if step 3 of a 5-step chain fails, step 1 and 2 results are committed (partial commit), but step 4 and 5 never run. The workflow resumes from the failed step on the next dispatch cycle, which matches individual dispatch semantics.
FlowBatch Scheduler
Extends ChainBatching to also detect parallel batch opportunities. After extracting sequential chains, groups independent runnables into a single :parallel Promise executed concurrently via Flow (or Task.async_stream as fallback).
# Requires {:flow, "~> 1.2"} in your deps for Flow execution
# Falls back to Task.async_stream if Flow is not available
Runic.Runner.start_workflow(runner, :my_workflow, workflow,
  scheduler: Runic.Runner.Scheduler.FlowBatch,
  scheduler_opts: [
    min_chain_length: 2,                    # sequential chain threshold (default: 2)
    min_batch_size: 4,                      # parallel batch threshold (default: 4)
    flow_stages: System.schedulers_online(), # max Flow stages (default: schedulers_online)
    flow_max_demand: 1                       # Flow max_demand per stage (default: 1)
  ]
)
How it works:
	Extract sequential chains via PromiseBuilder (same as ChainBatching)
	From remaining standalone runnables, identify eligible candidates (exclude Join/FanIn, :meta_ref)
	Build a dependency graph of eligible runnables using :flow edges
	Group into connected components via union-find
	Singleton components (runnables with no :flow edges to other eligibles) are independent
	If the independent count ≥ min_batch_size, merge them into one :parallel Promise

Killer use case: large fan-outs. When a Map component fans out over 10,000 items, all 10,000 child runnables are independent (same parent, no edges between siblings). FlowBatch detects this and creates a single parallel Promise. Instead of 10,000 individual task dispatches bounded by max_concurrency, one task runs Flow internally with optimal concurrent execution.
# A Map component that processes items in parallel
mapper = Runic.map(fn item -> expensive_transform(item) end, name: :process_items)

workflow =
  Runic.workflow(name: :batch_pipeline, steps: [
    {validate_step, [mapper]}
  ])

# FlowBatch automatically groups the fan-out into a parallel Promise
Runic.Runner.start_workflow(runner, :batch, workflow,
  scheduler: Runic.Runner.Scheduler.FlowBatch,
  scheduler_opts: [min_batch_size: 4]
)
Use when: Workflows produce large numbers of independent runnables — Map/FanOut patterns, broad fan-outs after a rule, or any topology where many steps become runnable simultaneously with no dependencies between them.
Trade-off: The min_batch_size threshold (default: 4) prevents Flow overhead from hurting small batches. Below the threshold, runnables dispatch individually. Parallel promises have no intermediate state sharing — all runnables must be truly independent, which FlowBatch verifies structurally.
How Promises Work
Promises are the internal mechanism that makes ChainBatching and FlowBatch possible. Users don't create Promises directly — they're constructed by schedulers and managed by the Worker.
A Promise groups runnables into a single dispatch unit:
	Sequential promises (:sequential strategy): Execute runnables one after another within a single task. Each step sees the updated workflow state from the previous step. Created by ChainBatching for linear chains.

	Parallel promises (:parallel strategy): Execute all runnables concurrently via Flow.from_enumerable |> Flow.map (or Task.async_stream if Flow is unavailable). Runnables are independent by construction — no intermediate state sharing. Created by FlowBatch for independent batches.


Both types count as 1 dispatch slot in the Worker's concurrency tracking, regardless of how many runnables they contain internally. A parallel Promise with 10,000 runnables occupies 1 slot. This is intentional — it replaces what would have been many individual dispatches.
Failure Semantics
	Sequential: Partial commit. If runnable N fails, runnables 1..N-1 are committed, the failed runnable is returned for error handling, and runnables N+1..end are skipped. The workflow resumes from the failed step on the next dispatch cycle.

	Parallel: All runnables execute independently. Individual failures are caught via try/rescue/catch inside the Flow stage (or async stream). The result list contains a mix of completed and failed runnables. All succeeded runnables are committed; failed ones go through the normal error path.


Telemetry
Promise lifecycle events are emitted in addition to per-runnable events:
	[:runic, :runner, :promise, :start] — promise dispatched, metadata includes promise_id, runnable_count, node_hashes
	[:runic, :runner, :promise, :stop] — promise completed, includes duration measurement

Worker Hooks
Hooks provide observability and light customization without replacing the Worker:
Runic.Runner.start_workflow(runner, :my_workflow, workflow,
  hooks: [
    on_dispatch: fn runnable, _worker_state ->
      Logger.info("Dispatching: #{runnable.node.name}")
    end,

    on_complete: fn runnable, duration_ms, _worker_state ->
      Logger.info("Completed: #{runnable.node.name} in #{duration_ms}ms")
    end,

    on_failed: fn runnable, reason, _worker_state ->
      Logger.error("Failed: #{runnable.node.name}: #{inspect(reason)}")
    end,

    on_idle: fn _worker_state ->
      Logger.info("Workflow idle — no more runnables")
    end,

    transform_runnables: fn runnables, _workflow ->
      # Reorder, filter, or annotate runnables before dispatch
      Enum.sort_by(runnables, & &1.node.name)
    end
  ]
)
Hook exceptions are logged but never crash the Worker. transform_runnables receives the full runnable list before the scheduler sees it.
Execution Dependencies
Runic depends on both gen_stage and flow for its execution strategies:
# mix.exs
defp deps do
  [
    {:runic, "~> 0.1"},
    {:flow, "~> 1.2"},
    {:gen_stage, "~> 1.2"}
  ]
end
Choosing the Right Configuration
Decision Flow
	Are your workflows simple with no performance concerns?
→ Use defaults. Stop here.

	Do you have long linear chains (5+ steps) with fast individual steps?
→ Use ChainBatching scheduler to reduce dispatch overhead.

	Do you have large fan-outs (Map over 100+ items)?
→ Use FlowBatch scheduler. Add {:flow, "~> 1.2"} for best performance.

	Do you have sub-millisecond steps where task overhead dominates?
→ Use :inline executor (globally or per-component via policy).

	Do you need back-pressure under sustained load?
→ Use GenStage executor. Add {:gen_stage, "~> 1.2"}.

	Do you have a mixed workload (some fast, some slow, some risky)?
→ Use per-component executor overrides via SchedulerPolicy.


Common Configurations
# Default — works for most workflows
Runic.Runner.start_workflow(runner, :id, workflow)

# Pipeline optimization — batch linear chains
Runic.Runner.start_workflow(runner, :id, workflow,
  promise_opts: [min_chain_length: 3]
)

# High fan-out optimization — parallel batch + Flow
Runic.Runner.start_workflow(runner, :id, workflow,
  scheduler: Runic.Runner.Scheduler.FlowBatch,
  scheduler_opts: [min_batch_size: 8, flow_stages: 16]
)

# Maximum throughput with back-pressure
Runic.Runner.start_workflow(runner, :id, workflow,
  executor: Runic.Runner.Executor.GenStage,
  executor_opts: [max_demand: 16],
  scheduler: Runic.Runner.Scheduler.FlowBatch
)

# Testing — synchronous, deterministic execution
Runic.Runner.start_workflow(runner, :id, workflow,
  executor: :inline
)
Building Custom Schedulers
Implement the Runic.Runner.Scheduler behaviour:
defmodule MyApp.PriorityScheduler do
  @behaviour Runic.Runner.Scheduler

  @impl true
  def init(opts) do
    {:ok, %{priority_fn: Keyword.get(opts, :priority_fn, fn _ -> 0 end)}}
  end

  @impl true
  def plan_dispatch(_workflow, runnables, state) do
    units =
      runnables
      |> Enum.sort_by(state.priority_fn)
      |> Enum.map(&{:runnable, &1})

    {units, state}
  end
end
Use the conformance test suite to verify your implementation:
defmodule MyApp.PrioritySchedulerTest do
  use Runic.Runner.Scheduler.ContractTest,
    scheduler: MyApp.PriorityScheduler,
    opts: []
end
The contract test verifies: all input runnables are accounted for, no duplicates, no overlapping node_hashes, valid dispatch unit types, proper state threading, and correct handling of empty input.
Building Custom Executors
Implement the Runic.Runner.Executor behaviour:
defmodule MyApp.PoolExecutor do
  @behaviour Runic.Runner.Executor

  @impl true
  def init(opts) do
    pool = Keyword.fetch!(opts, :pool)
    {:ok, %{pool: pool}}
  end

  @impl true
  def dispatch(work_fn, _opts, %{pool: pool} = state) do
    caller = self()
    handle = make_ref()

    # Your dispatch mechanism must send these messages to the caller:
    #   {handle, result}                           — on success
    #   {:DOWN, handle, :process, pid, reason}     — on crash
    spawn(fn ->
      try do
        result = work_fn.()
        send(caller, {handle, result})
      catch
        kind, reason ->
          send(caller, {:DOWN, handle, :process, self(), {kind, reason}})
      end
    end)

    {handle, state}
  end

  @impl true  # optional callback
  def cleanup(state) do
    # Clean up resources when Worker stops
    :ok
  end
end
The critical contract: the executor must arrange for the calling process to receive {handle, result} on success and {:DOWN, handle, :process, pid, reason} on failure. This matches Task.Supervisor.async_nolink semantics.
Runtime Context in Runners
When using the Runic.Runner, you can provide runtime context values via the :run_context option in Runner.run/4:
Runic.Runner.run(runner, :my_workflow, input,
  run_context: %{
    call_llm: %{api_key: "sk-..."},
    _global: %{workspace_id: "ws1"}
  }
)
The Worker applies run_context before plan_eagerly, making context values available to all components during the prepare → execute cycle.
For workflows using react_until_satisfied/3 directly (without Runner), pass :run_context in the options:
Workflow.react_until_satisfied(workflow, input,
  run_context: %{call_llm: %{api_key: "sk-..."}}
)
Context values are resolved during the prepare phase and merged into the CausalContext, so they are available in both serial and parallel execution modes, including when using custom schedulers and executors.
Supported Component Types
context/1 is supported in all workflow component types:
	Steps — Runic.step(fn x -> x + context(:offset) end)
	Conditions — Runic.condition(fn x -> x > context(:threshold) end)
	Rules — context/1 in where and then clauses
	Accumulators — Runic.accumulator(0, fn x, s -> s + x * context(:factor) end)
	Map pipelines — Runic.map(fn x -> x * context(:multiplier) end)
	Reduce — Runic.reduce(0, fn x, acc -> acc + x * context(:weight) end)
	State Machines — internal state conditions and reactions support context/1

Default Values
Use context/2 to provide defaults when run_context doesn't supply a key:
# Literal default
step = Runic.step(fn _x -> context(:model, default: "gpt-4") end, name: :call_llm)

# Function default — called lazily when key is missing
step = Runic.step(fn _x -> context(:api_key, default: fn -> System.get_env("KEY") end) end, name: :call_llm)
Keys with defaults are not reported as missing by Workflow.validate_run_context/2. Use Workflow.required_context_keys/1 to see which keys are :required vs {:optional, default}.


  

    State-Based Components

Runic provides five state-based components that compile down to existing primitives. They are compositional sugar — not new runtime concepts. Every state-based component produces a combination of Accumulators, Rules, Conditions, and Steps that execute through the same Invokable protocol as any other workflow node.

Architecture
All state-based components follow the same structural pattern:
	A struct in lib/workflow/<component>.ex — data only, no behavior
	A macro in the Runic module — construction and compile-time validation
	Runic.Component protocol — connect/3 and hash/1 for workflow integration
	Runic.Transmutable protocol — to_workflow/1 to expand into a workflow of primitives
	No Invokable implementation — they compile to existing Invokable nodes

The building blocks are:
	Accumulator: holds state, folds incoming values via a reducer function
	Rule (Condition + Step): guards that gate reactions, using state_of() meta_refs to observe accumulator state
	:component_of edges: track sub-component ownership in the workflow graph
	:meta_ref edges: resolve state_of() and context() references during the prepare phase


When to Use Each Component
	Component	Use When	Key Pattern
	StateMachine	Unbounded state with a reducer + reactive conditions	Event sourcing-lite, counters, accumulators with reactions
	FSM	Discrete, enumerable states with named transitions	Protocol states, UI wizards, traffic lights
	Aggregate	CQRS/ES: commands → events → state	Domain aggregates, order lifecycle
	Saga	Sequential steps with compensating rollbacks	Multi-service transactions, booking flows
	ProcessManager	Event-driven coordination across aggregates	Order fulfillment, multi-step business processes


StateMachine
The StateMachine is the most general state-based component. It wraps an Accumulator with optional reactor Rules that fire when the accumulated state matches their guard conditions.
Construction
Runic.state_machine/1 takes a keyword list:
require Runic
alias Runic.Workflow

counter = Runic.state_machine(
  name: :counter,
  init: 0,
  reducer: fn x, acc -> acc + x end,
  reactors: [
    over_limit: fn state when state > 100 -> :over_limit end
  ]
)

workflow = Workflow.new() |> Workflow.add(counter)
result = workflow |> Workflow.react_until_satisfied(50) |> Workflow.raw_productions()
Key Details
	init accepts literal values or 0-arity functions. Literals are automatically wrapped in a thunk.
	reducer is a 2-arity function (input, state) -> new_state. Multi-clause pattern matching is supported.
	Reactors can be named (keyword list) or unnamed (plain list, auto-named as :<name>_reactor_0, :<name>_reactor_1, etc.).
	Compiles to an Accumulator plus reactor Rules with state_of() meta_refs that observe the accumulator's current value.

Multi-Clause Reducer Example
lock = Runic.state_machine(
  name: :lock,
  init: %{code: "secret", state: :locked},
  reducer: fn
    :lock, state -> %{state | state: :locked}
    {:unlock, code}, %{code: code, state: :locked} = state -> %{state | state: :unlocked}
    _, state -> state
  end,
  reactors: [
    fn %{state: :unlocked} -> :access_granted end,
    fn %{state: :locked} -> :access_denied end
  ]
)

FSM (Finite State Machine)
The FSM models discrete, enumerable states with named transitions. It uses a block DSL with compile-time validation.
Construction
require Runic

fsm = Runic.fsm name: :traffic_light do
  initial_state :red

  state :red do
    on :timer, to: :green
    on :emergency, to: :red
    on_entry fn -> {:notify, :traffic_stopped} end
  end

  state :green do
    on :timer, to: :yellow
    on :emergency, to: :red
  end

  state :yellow do
    on :timer, to: :red
    on :emergency, to: :red
  end
end
Key Details
	Compile-time validation: initial_state must exist in declared states, all transition targets must reference declared states, and duplicate {state, event} pairs raise an ArgumentError.
	Each transition compiles to a named Rule: :"#{fsm_name}_#{from}_on_#{event}". These are individually addressable via Workflow.get_component/2.
	Entry actions (on_entry) fire when the FSM transitions into that state. They compile to additional Rules that detect state changes.
	The underlying Accumulator holds the current state as an atom.

Execution
alias Runic.Workflow

wrk =
  Workflow.new()
  |> Workflow.add(fsm)
  |> Workflow.react_until_satisfied(:timer)

prods = Workflow.raw_productions(wrk)
# => [:green, ...] — transitioned from :red to :green
Events that don't match any transition for the current state are silently ignored — the FSM stays in its current state.

Aggregate
The Aggregate implements a CQRS/Event Sourcing pattern: commands validate against current state, produce domain events, and events fold into state via the accumulator.
Note: This is a domain-level abstraction. Runic's internal event sourcing (workflow events, replay) operates at a different layer — the aggregate's "events" are domain facts flowing through the workflow graph.

Construction
require Runic

agg = Runic.aggregate name: :counter do
  state 0

  command :increment do
    emit fn _state -> {:incremented, 1} end
  end

  command :decrement do
    where fn state -> state > 0 end
    emit fn _state -> {:decremented, 1} end
  end

  event {:incremented, n}, state do
    state + n
  end

  event {:decremented, n}, state do
    state - n
  end
end
Key Details
	Commands validate against current state via where guards. If the guard returns falsy, the command is rejected (no event produced).
	emit produces domain events — the output of a command handler.
	event handlers fold events into state via the accumulator. Command handler output feeds back to the accumulator.
	Each command handler compiles to a named Rule: :"<agg_name>_<command_name>".

Execution
wrk =
  Workflow.new()
  |> Workflow.add(agg)
  |> Workflow.react_until_satisfied(:increment)

prods = Workflow.raw_productions(wrk)
# => [{:incremented, 1}, 1, ...] — event produced, state folded to 1
When a command's where guard fails, no event is emitted and the state remains unchanged:
# With state 0, :decrement's guard `state > 0` fails
wrk = Workflow.new() |> Workflow.add(agg) |> Workflow.react_until_satisfied(:decrement)
prods = Workflow.raw_productions(wrk)
# No {:decremented, _} in productions

Saga
The Saga models a sequence of transaction steps with compensating rollback actions. Think of it as a more powerful with statement where each step has a paired undo.
Construction
require Runic

saga = Runic.saga name: :fulfillment do
  transaction :reserve_inventory do
    fn input -> {:ok, :reserved} end
  end
  compensate :reserve_inventory do
    fn %{reserve_inventory: reservation} -> :released end
  end

  transaction :charge_payment do
    fn %{reserve_inventory: _} -> {:ok, :charged} end
  end
  compensate :charge_payment do
    fn %{charge_payment: charge} -> :refunded end
  end

  on_complete fn results -> {:saga_completed, results} end
  on_abort fn reason, compensated -> {:saga_aborted, reason, compensated} end
end
Key Details
	Transactions execute in declaration order. Each returns {:ok, result} for success or {:error, reason} for failure.
	On failure, all previously completed steps are compensated in reverse order.
	Every transaction must have a corresponding compensate block — this is validated at compile time.
	on_complete and on_abort are optional terminal handlers that fire when the saga finishes.
	Each transaction compiles to a named Rule: :"<saga_name>_<step_name>".

Saga State
The accumulator tracks a structured state map:
%{
  status: :pending | :running | :completed | :compensating | :aborted,
  current_step: atom() | nil,
  results: %{step_name => result},
  failure_reason: nil | {step_name, reason},
  compensated: [step_name],
  step_order: [step_name]
}
Execution
# Happy path
wrk =
  Workflow.new()
  |> Workflow.add(saga)
  |> Workflow.react_until_satisfied(:start)

prods = Workflow.raw_productions(wrk)
# => [%{status: :completed, results: %{reserve_inventory: :reserved, charge_payment: :charged}, ...}, ...]

# Failure path — second step fails, first step compensated
saga = Runic.saga name: :failing do
  transaction :first do
    fn _input -> {:ok, :first_done} end
  end
  compensate :first do
    fn _ -> :first_compensated end
  end

  transaction :second do
    fn _results -> {:error, :boom} end
  end
  compensate :second do
    fn _ -> :second_compensated end
  end
end

wrk = Workflow.new() |> Workflow.add(saga) |> Workflow.react_until_satisfied(:start)
# => status: :aborted, failure_reason: {:second, :boom}, compensated: [:first]

ProcessManager
The ProcessManager is an event-driven coordination component. Unlike Sagas (which are sequential), ProcessManagers react to events from multiple sources and decide what commands to issue based on accumulated state.
Construction
require Runic

pm = Runic.process_manager name: :fulfillment do
  state %{order_id: nil, paid: false, shipped: false}

  on {:order_submitted, order_id} do
    update %{order_id: order_id}
    emit {:charge_payment, order_id}
  end

  on {:payment_received, _} do
    update %{paid: true}
    emit {:ship_order, state.order_id}
  end

  on {:shipment_created, _} do
    update %{shipped: true}
  end

  complete? fn state -> state.shipped end
end
Key Details
	Event-driven and reactive: each on block matches an event pattern, applies a state update (merge), and optionally emits commands.
	update merges the given map into the current state.
	emit produces a command fact that flows downstream. Handlers without emit produce no event rules.
	complete? fires a {:process_completed, name} fact when the predicate is satisfied. It compiles to a Rule that checks state via state_of().
	Each event handler compiles to a named Rule: :"<pm_name>_on_<idx>".
	Timeouts are declared but scheduled externally by the Runner. Timeout blocks compile to rules that match {:timeout, :name} events with state_of() guards.

Execution
alias Runic.Workflow

pm = Runic.process_manager name: :simple do
  state %{done: false}

  on :finish do
    update %{done: true}
  end

  complete? fn state -> state.done end
end

wrk =
  Workflow.new()
  |> Workflow.add(pm)
  |> Workflow.react_until_satisfied(:finish)

prods = Workflow.raw_productions(wrk)
# => [%{done: true}, {:process_completed, :simple}, ...]
Unmatched events leave the state unchanged — only handlers whose event pattern matches will fire.

Composition Patterns
All state-based components are first-class workflow citizens. They compose with each other and with plain Steps, Rules, and other components.
Adding to a Workflow
alias Runic.Workflow

wrk = Workflow.new() |> Workflow.add(fsm)
Connecting Downstream Steps
logger_step = Runic.step(fn x -> {:logged, x} end, name: :logger)

wrk =
  Workflow.new()
  |> Workflow.add(fsm)
  |> Workflow.add(logger_step, to: :traffic_light)
Connecting a Component After a Step
step = Runic.step(fn x -> {:processed, x} end, name: :processor)

wrk =
  Workflow.new()
  |> Workflow.add(step)
  |> Workflow.add(fsm, to: :processor)
Sub-Component Access
Each component registers its sub-components with :component_of edges. Access them via Workflow.get_component/2 with a {component_name, kind} tuple:
# Accumulator (available on all state-based components)
Workflow.get_component(wrk, {:traffic_light, :accumulator})

# FSM transition rules
Workflow.get_component(wrk, {:traffic_light, :transition})

# Aggregate command handler rules
Workflow.get_component(wrk, {:counter, :command_handler})

# Saga transaction rules
Workflow.get_component(wrk, {:fulfillment, :transaction})

# ProcessManager event handler rules
Workflow.get_component(wrk, {:fulfillment, :event_handler})

# ProcessManager completion rule
Workflow.get_component(wrk, {:fulfillment, :completion})

# StateMachine reactor rules
Workflow.get_component(wrk, {:counter, :reactor})
Transmutable: Standalone Workflow Conversion
Any component can be converted to a standalone workflow via Runic.Transmutable.to_workflow/1:
wrk = Runic.Transmutable.to_workflow(fsm)
# => %Workflow{} with the FSM's sub-components wired up

Interaction with Runner
All state-based components work with the Runner for durable execution, checkpointing, and crash recovery. Because they compile to standard Accumulator + Rule primitives, the Runner treats them identically to any other workflow node — no special-casing required.
For details on durable execution patterns, see Durable Execution.
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Self-tuning scheduler that adjusts dispatch strategy based on runtime profiling.
Tracks per-node execution statistics via on_complete/3 callbacks and classifies
nodes into capabilities for optimal dispatch grouping. During a warmup period
(insufficient samples), falls back to structural analysis only — equivalent to
ChainBatching / FlowBatch behavior.
Capabilities
The scheduler maintains a registry of known dispatch capabilities, evaluated
in priority order (lowest priority number first):
	:fast — average duration below fast_threshold_ms. Dispatched individually
to avoid batching overhead. Nodes classified as fast are ideal candidates for
:inline executor via SchedulerPolicy.
	:unreliable — error rate above error_rate_threshold. Dispatched individually
to contain failure blast radius and prevent chain contamination.
	:batchable — default classification. Eligible for chain batching (sequential
Promises) and parallel batching (parallel Promises via Flow).

Nodes with insufficient samples (below warmup_samples) are classified as
:batchable and participate in structural chain/parallel detection without
profiling-based overrides.
Profiling
Duration tracking uses an exponential moving average (EMA) to weight recent
observations more heavily than historical ones. The ema_alpha parameter
controls the smoothing factor — higher values make the average more responsive
to recent changes.
Error rates are computed as error_count / sample_count — a simple running ratio.
For Promise dispatch units, the total duration is distributed equally across
all node hashes in the promise. This is a rough estimate that converges as
nodes are also observed via individual dispatch.
Options
	:fast_threshold_ms — duration threshold for :fast classification (default: 1.0)
	:error_rate_threshold — error rate threshold for :unreliable (default: 0.1)
	:warmup_samples — minimum samples before profiling influences decisions (default: 3)
	:ema_alpha — EMA smoothing factor, 0..1; higher = more reactive (default: 0.3)
	:min_chain_length — minimum chain length for sequential Promises (default: 2)
	:min_batch_size — minimum batch size for parallel Promises (default: 4)
	:flow_stages — max Flow stages for parallel Promises (default: System.schedulers_online())
	:flow_max_demand — Flow max_demand per stage (default: 1)
	:capabilities — list of %Capability{} structs to override default classifications
	:classifier — custom (NodeProfile.t(), Runnable.t() -> atom()) function that
bypasses capability matching entirely

Example
# Adaptive scheduler with aggressive inline threshold
Runic.Runner.start_workflow(runner, :my_workflow, workflow,
  scheduler: Runic.Runner.Scheduler.Adaptive,
  scheduler_opts: [
    fast_threshold_ms: 5.0,
    warmup_samples: 5,
    min_chain_length: 3
  ]
)

      


      
        Summary


  
    Functions
  


    
      
        classify_node(runnable, state)

      


        Returns the classification for a runnable given the current scheduler state.



    


    
      
        get_profile(state, node_hash)

      


        Returns the current node profile for a given node hash, or nil if untracked.



    


    
      
        profile_summary(state)

      


        Returns a summary of current profiling state for observability.



    





      


      
        Functions


        


  
    
      
    
    
      classify_node(runnable, state)



        
          
        

    

  


  

      

          @spec classify_node(Runic.Workflow.Runnable.t(), map()) :: atom()


      


Returns the classification for a runnable given the current scheduler state.
During warmup (insufficient samples), returns :batchable.
After warmup, evaluates registered capabilities in priority order.

  



  
    
      
    
    
      get_profile(state, node_hash)



        
          
        

    

  


  

      

          @spec get_profile(map(), term()) ::
  Runic.Runner.Scheduler.Adaptive.NodeProfile.t() | nil


      


Returns the current node profile for a given node hash, or nil if untracked.

  



  
    
      
    
    
      profile_summary(state)



        
          
        

    

  


  

      

          @spec profile_summary(map()) :: %{
  total_tracked: non_neg_integer(),
  classifications: %{required(atom()) => non_neg_integer()}
}


      


Returns a summary of current profiling state for observability.
Useful for debugging and monitoring adaptive scheduler behavior.

  


        

      


  

    
Runic.Runner.Scheduler.Adaptive.Capability 
    



      
A registered dispatch capability that the Adaptive scheduler can assign to nodes.
Each capability has a name, description, priority (lower = evaluated first),
and a classifier function that receives a %NodeProfile{} and returns
true if the node matches.
Example
%Capability{
  name: :cpu_bound,
  description: "CPU-intensive nodes that benefit from dedicated processes",
  priority: 5,
  classifier: fn profile -> profile.avg_duration_ms > 100.0 end
}

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Runic.Runner.Scheduler.Adaptive.Capability{
  classifier: (Runic.Runner.Scheduler.Adaptive.NodeProfile.t() -> boolean()),
  description: String.t(),
  name: atom(),
  priority: non_neg_integer()
}


      



  


        

      


  

    
Runic.Runner.Scheduler.Adaptive.NodeProfile 
    



      
Per-node execution statistics tracked by the Adaptive scheduler.
Uses exponential moving average (EMA) for duration tracking and
a running count for error rate calculation.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Runic.Runner.Scheduler.Adaptive.NodeProfile{
  avg_duration_ms: float(),
  error_count: non_neg_integer(),
  last_seen: integer(),
  sample_count: non_neg_integer()
}


      



  


        

      


  

    
Runic.Workflow.Activator protocol
    



      
Optional protocol for nodes with custom downstream activation patterns.
After coordination finalization (if any), apply_runnable/2 needs to
activate downstream nodes. Most node types use the default pattern:
find :flow successors and draw activation edges from the result fact.
Some node types have non-standard activation patterns:
	FanOut emits multiple facts, each activating all downstream nodes
	Condition/Conjunction activate via
prepare_next_runnables after a satisfied match

Nodes that implement this protocol override the default activation logic.
Nodes that do not implement it get the standard single-fact activation.
Return Value
Implementations must return {workflow, activation_events} where
activation_events is a list of RunnableActivated events that were
folded into the workflow. This allows apply_runnable/2 to capture
activation edges in the event stream for replay correctness.
Example
defimpl Runic.Workflow.Activator, for: MyApp.CustomBroadcastNode do
  def activate_downstream(node, workflow, runnable) do
    # Custom multi-target activation logic
    Runic.Workflow.Private.activate_downstream_with_events(workflow, node, fact)
  end
end

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        activate_downstream(node, workflow, runnable)

      


        Activates downstream nodes after a runnable completes.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions


        


  
    
      
    
    
      activate_downstream(node, workflow, runnable)



        
          
        

    

  


  

      

          @spec activate_downstream(
  node :: struct(),
  workflow :: Runic.Workflow.t(),
  runnable :: Runic.Workflow.Runnable.t()
) :: {Runic.Workflow.t(), [Runic.Workflow.Events.RunnableActivated.t()]}


      


Activates downstream nodes after a runnable completes.
Receives the node, the current workflow, and the completed runnable.
Returns {workflow, activation_events} — the updated workflow with
activation edges drawn and the list of RunnableActivated events produced.

  


        

      


  

    
Runic.Workflow.CausalContext 
    



      
Minimal immutable context for executing a runnable without the full workflow.
Built during the prepare phase and consumed during execute phase.
Contains only what's needed for the specific node type being invoked.
Design Goals
	Minimal footprint - Only include data needed for execution
	Immutable - Safe to pass across process boundaries
	Self-contained - No workflow reference, all needed state captured
	Content-addressed - Uses causal ancestry rather than generation counters

Node-Specific Context Fields
Different node types populate different context fields:
	Step: fan_out_context for mapped pipeline tracking
	Condition/Conjunction: satisfied_conditions for gate logic
	Accumulator: last_known_state for stateful operations
	Join: join_context with satisfaction tracking
	FanOut: fan_out_context with reduce tracking
	FanIn: fan_in_context with readiness and sister values
	All nodes: meta_context for graph-resolved meta expression values, run_context for external runtime values from context/1 expressions


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        after_hooks(causal_context)

      


        Returns the after hooks from the context.



    


    
      
        basic(node_hash, input_fact, ancestry_depth)

      


        Builds a basic context with node hash, input fact, and ancestry depth.



    


    
      
        before_hooks(causal_context)

      


        Returns the before hooks from the context.



    


    
      
        has_meta_context?(causal_context)

      


        Returns whether this context has any meta context populated.



    


    
      
        has_run_context?(causal_context)

      


        Returns whether this context has any run context populated.



    


    
      
        mergeable?(causal_context)

      


        Returns whether this context's node is mergeable (parallel-safe).



    


    
      
        meta_context(causal_context)

      


        Returns the meta context map from the context.



    


    
      
        new(attrs \\ [])

      


        Creates a new CausalContext with the given attributes.



    


    
      
        run_context(causal_context)

      


        Returns the run context map from the context.



    


    
      
        with_fan_in_context(ctx, fan_in_context)

      


        Adds fan_in context for reduction coordination.



    


    
      
        with_fan_out_context(ctx, fan_out_context)

      


        Adds fan_out context for mapped pipeline tracking.



    


    
      
        with_hooks(ctx, arg)

      


        Adds hooks to the context.



    


    
      
        with_join_context(ctx, join_context)

      


        Adds join context for join coordination.



    


    
      
        with_mergeable(ctx, mergeable)

      


        Sets the mergeable flag on the context.



    


    
      
        with_meta_context(ctx, meta_context)

      


        Adds meta context for nodes with meta expression dependencies.



    


    
      
        with_run_context(ctx, run_context)

      


        Adds run context for external runtime value injection.



    


    
      
        with_satisfied_conditions(ctx, satisfied_conditions)

      


        Adds satisfied conditions for conjunction gates.



    


    
      
        with_state(ctx, last_known_state, is_initialized \\ true)

      


        Adds state context for stateful nodes.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Runic.Workflow.CausalContext{
  ancestry_depth: non_neg_integer(),
  fan_in_context: map() | nil,
  fan_out_context: map() | nil,
  hooks: {list(), list()},
  input_fact: Runic.Workflow.Fact.t() | nil,
  is_state_initialized: boolean(),
  join_context: map() | nil,
  last_known_state: term() | nil,
  mergeable: boolean(),
  meta_context: map(),
  node_hash: integer() | nil,
  run_context: map(),
  satisfied_conditions: MapSet.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      after_hooks(causal_context)



        
          
        

    

  


  

      

          @spec after_hooks(t()) :: list()


      


Returns the after hooks from the context.

  



  
    
      
    
    
      basic(node_hash, input_fact, ancestry_depth)



        
          
        

    

  


  

      

          @spec basic(integer(), Runic.Workflow.Fact.t(), non_neg_integer()) :: t()


      


Builds a basic context with node hash, input fact, and ancestry depth.

  



  
    
      
    
    
      before_hooks(causal_context)



        
          
        

    

  


  

      

          @spec before_hooks(t()) :: list()


      


Returns the before hooks from the context.

  



  
    
      
    
    
      has_meta_context?(causal_context)



        
          
        

    

  


  

      

          @spec has_meta_context?(t()) :: boolean()


      


Returns whether this context has any meta context populated.

  



  
    
      
    
    
      has_run_context?(causal_context)



        
          
        

    

  


  

      

          @spec has_run_context?(t()) :: boolean()


      


Returns whether this context has any run context populated.

  



  
    
      
    
    
      mergeable?(causal_context)



        
          
        

    

  


  

      

          @spec mergeable?(t()) :: boolean()


      


Returns whether this context's node is mergeable (parallel-safe).

  



  
    
      
    
    
      meta_context(causal_context)



        
          
        

    

  


  

      

          @spec meta_context(t()) :: map()


      


Returns the meta context map from the context.

  



    

  
    
      
    
    
      new(attrs \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Creates a new CausalContext with the given attributes.

  



  
    
      
    
    
      run_context(causal_context)



        
          
        

    

  


  

      

          @spec run_context(t()) :: map()


      


Returns the run context map from the context.

  



  
    
      
    
    
      with_fan_in_context(ctx, fan_in_context)



        
          
        

    

  


  

      

          @spec with_fan_in_context(t(), map()) :: t()


      


Adds fan_in context for reduction coordination.

  



  
    
      
    
    
      with_fan_out_context(ctx, fan_out_context)



        
          
        

    

  


  

      

          @spec with_fan_out_context(t(), map()) :: t()


      


Adds fan_out context for mapped pipeline tracking.

  



  
    
      
    
    
      with_hooks(ctx, arg)



        
          
        

    

  


  

      

          @spec with_hooks(
  t(),
  {list(), list()}
) :: t()


      


Adds hooks to the context.

  



  
    
      
    
    
      with_join_context(ctx, join_context)



        
          
        

    

  


  

      

          @spec with_join_context(t(), map()) :: t()


      


Adds join context for join coordination.

  



  
    
      
    
    
      with_mergeable(ctx, mergeable)



        
          
        

    

  


  

      

          @spec with_mergeable(t(), boolean()) :: t()


      


Sets the mergeable flag on the context.
Components with mergeable: true have CRDT-like properties
(commutative, idempotent, associative) and are safe for parallel
merge without ordering guarantees.

  



  
    
      
    
    
      with_meta_context(ctx, meta_context)



        
          
        

    

  


  

      

          @spec with_meta_context(t(), map()) :: t()


      


Adds meta context for nodes with meta expression dependencies.
Meta context contains values prepared from :meta_ref edges during the
prepare phase. These values are then available during execution without
requiring workflow access.
Example
context = CausalContext.new(...)
|> CausalContext.with_meta_context(%{cart_state: %{total: 150, items: []}})

  



  
    
      
    
    
      with_run_context(ctx, run_context)



        
          
        

    

  


  

      

          @spec with_run_context(t(), map()) :: t()


      


Adds run context for external runtime value injection.
Run context contains runtime-scoped values (secrets, tenant IDs, database
connections) resolved for a specific component during the prepare phase.
Available during execution without requiring workflow access.
Example
context = CausalContext.new()
|> CausalContext.with_run_context(%{api_key: "sk-...", model: "gpt-4"})

  



  
    
      
    
    
      with_satisfied_conditions(ctx, satisfied_conditions)



        
          
        

    

  


  

      

          @spec with_satisfied_conditions(t(), MapSet.t()) :: t()


      


Adds satisfied conditions for conjunction gates.

  



    

  
    
      
    
    
      with_state(ctx, last_known_state, is_initialized \\ true)



        
          
        

    

  


  

      

          @spec with_state(t(), term(), boolean()) :: t()


      


Adds state context for stateful nodes.

  


        

      


  

    
Runic.Workflow.CompilationUtils 
    



      
Macro utilities for compiling expressions into workflow graphs or components.

      


      
        Summary


  
    Functions
  


    
      
        pipeline_step(expression)

      


    


    
      
        workflow_graph_of_pipeline_tree_expression(expression, name \\ nil)

      


        Accepts a tree of lists and two item tuples representing a pipeline expression
and builds a workflow graph DAG from the expression - expanding components which may
have further nested pipelines and registering any components as necessary.



    


    
      
        workflow_graph_of_pipeline_tree_expression(wrk_acc, expression, name)

      


    


    
      
        workflow_of_pipeline(expression, name \\ nil)

      


        Used for testing and debugging purposes, this macro will compile a workflow graph
from a pipeline expression and return the graph as a quoted expression.



    





      


      
        Functions


        


  
    
      
    
    
      pipeline_step(expression)



        
          
        

    

  


  


  



    

  
    
      
    
    
      workflow_graph_of_pipeline_tree_expression(expression, name \\ nil)



        
          
        

    

  


  

Accepts a tree of lists and two item tuples representing a pipeline expression
and builds a workflow graph DAG from the expression - expanding components which may
have further nested pipelines and registering any components as necessary.

  



  
    
      
    
    
      workflow_graph_of_pipeline_tree_expression(wrk_acc, expression, name)



        
          
        

    

  


  


  



    

  
    
      
    
    
      workflow_of_pipeline(expression, name \\ nil)


        (macro)


        
          
        

    

  


  

Used for testing and debugging purposes, this macro will compile a workflow graph
from a pipeline expression and return the graph as a quoted expression.
Expects a tree of lists which may contain a component or a tuple {component, list(components | tuples)}.
Examples
  workflow_of_pipeline([
{Runic.step(fn _ -> 1..4 end),
  [
    Runic.map([
      Runic.step(fn num -> num * 2 end),
      Runic.step(fn num -> num + 1 end),
      Runic.step(fn num -> num + 4 end)
    ])
  ]}
  ])

  


        

      


  

    
Runic.Workflow.ComponentAdded 
    




      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Runic.Workflow.ComponentAdded{
  bindings: map(),
  closure: Runic.Closure.t() | nil,
  hash: term(),
  name: String.t() | atom(),
  source: term() | nil,
  to: term()
}


      



  


        

      


  

    
Runic.Workflow.ConditionRef 
    



      
A lightweight compile-time placeholder for referencing named conditions in rule where clauses.
ConditionRef is not a graph vertex — it exists only during macro expansion to represent
condition(:name) inside a where clause before the condition is resolved at connect-time.
At connect-time (when a rule with condition refs is added to a workflow via Component.connect/3),
each ref is resolved to an existing named condition component in the workflow.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Runic.Workflow.ConditionRef{name: atom()}


      



  


        

      


  

    
Runic.Workflow.Conjunction 
    



      
Logical AND gate that requires all referenced conditions to be satisfied.
A Conjunction holds condition_hashes (a MapSet of resolved condition hashes)
and optionally condition_refs (a list of named condition references that are
resolved at connect-time when the rule is added to a workflow).

      


      
        Summary


  
    Functions
  


    
      
        new(conditions)

      


        Creates a conjunction from a list of condition structs.



    


    
      
        new(inline_hashes, condition_refs)

      


        Creates a conjunction from inline condition hashes and named condition refs.



    





      


      
        Functions


        


  
    
      
    
    
      new(conditions)



        
          
        

    

  


  

Creates a conjunction from a list of condition structs.
This is the original constructor used by existing rule compilation.

  



  
    
      
    
    
      new(inline_hashes, condition_refs)



        
          
        

    

  


  

Creates a conjunction from inline condition hashes and named condition refs.
The hash is computed from a sorted list of {:hash, int} | {:ref, atom} tuples,
making it stable at compile-time even when refs are not yet resolved.
At connect-time, condition_hashes is populated with resolved hashes.

  


        

      


  

    
Runic.Workflow.Coordinator protocol
    



      
Optional protocol for nodes that need post-fold coordination.
After apply_event/2 has folded a runnable's events into the workflow,
some node types need to inspect the updated graph to determine if a
coordination step is complete (e.g. all Join branches satisfied, all
FanIn items collected).
Nodes that implement this protocol will have finalize/3 called during
apply_runnable/2. The callback receives the node, the current workflow
(with events already folded), and the original runnable. It returns
{workflow, derived_events} where derived_events have been folded
into the returned workflow.
Nodes that do not implement this protocol are assumed to need no
coordination — apply_runnable/2 skips the coordination step for them.
Built-in Implementations
	Runic.Workflow.Join — rechecks branch satisfaction after folding
JoinFactReceived events, emits JoinCompleted + JoinEdgeRelabeled
events when all branches are satisfied.

	Runic.Workflow.FanIn — rechecks whether all fan-out items have been
processed, emits FanInCompleted + sister ActivationConsumed events
when ready.


Example
defimpl Runic.Workflow.Coordinator, for: MyApp.CustomCoordinationNode do
  def finalize(node, workflow, runnable) do
    # Check coordination condition, emit derived events if complete
    {workflow, []}
  end
end

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        finalize(node, workflow, runnable)

      


        Post-fold coordination finalization.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions


        


  
    
      
    
    
      finalize(node, workflow, runnable)



        
          
        

    

  


  

      

          @spec finalize(
  node :: struct(),
  workflow :: Runic.Workflow.t(),
  runnable :: Runic.Workflow.Runnable.t()
) :: {Runic.Workflow.t(), [struct()]}


      


Post-fold coordination finalization.
Called after all events from execute/2 have been folded into the workflow.
Returns {workflow, derived_events} where derived_events have already
been folded into the returned workflow.

  


        

      


  

    
Runic.Workflow.EventApplicator protocol
    



      
Protocol for applying custom events to a workflow.
Built-in events (e.g. FactProduced, ActivationConsumed, JoinCompleted) are
handled by pattern-matched clauses in Workflow.apply_event/2 and do not need
to implement this protocol — they are dispatched before the protocol fallback.
External libraries that define custom Invokable node types can introduce their
own event structs and implement EventApplicator so that apply_event/2 knows
how to fold them into the workflow.
Example
defmodule MyApp.Events.CustomStepCompleted do
  defstruct [:node_hash, :result_value]
end

defimpl Runic.Workflow.EventApplicator, for: MyApp.Events.CustomStepCompleted do
  def apply(event, workflow) do
    # Use Workflow public API to fold the event into the workflow
    fact = Runic.Workflow.Fact.new(value: event.result_value, ancestry: {event.node_hash, nil})
    Runic.Workflow.log_fact(workflow, fact)
  end
end
Serialization
Custom events serialize naturally via ETF (:erlang.term_to_binary/1). For
cross-language interop, implement serialization at the Store adapter level
using the event struct fields directly.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        apply(event, workflow)

      


        Applies this event to the workflow, returning the updated workflow.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions


        


  
    
      
    
    
      apply(event, workflow)



        
          
        

    

  


  

      

          @spec apply(event :: struct(), workflow :: Runic.Workflow.t()) :: Runic.Workflow.t()


      


Applies this event to the workflow, returning the updated workflow.

  


        

      


  

    
Runic.Workflow.Events 
    



      
Barrel module for all workflow event types.
Events are the primary mutation interface in the event-sourced workflow model.
Invokable.execute/2 produces events, and Workflow.apply_event/2 folds them
into the workflow graph as a pure function.

      


      
        Summary


  
    Types
  


    
      
        event()

      


    





  
    Functions
  


    
      
        activation_consumed()

      


        See Runic.Workflow.Events.ActivationConsumed.__struct__/0.



    


    
      
        condition_satisfied()

      


        See Runic.Workflow.Events.ConditionSatisfied.__struct__/0.



    


    
      
        fact_produced()

      


        See Runic.Workflow.Events.FactProduced.__struct__/0.



    


    
      
        fan_in_completed()

      


        See Runic.Workflow.Events.FanInCompleted.__struct__/0.



    


    
      
        fan_out_fact_emitted()

      


        See Runic.Workflow.Events.FanOutFactEmitted.__struct__/0.



    


    
      
        join_completed()

      


        See Runic.Workflow.Events.JoinCompleted.__struct__/0.



    


    
      
        join_edge_relabeled()

      


        See Runic.Workflow.Events.JoinEdgeRelabeled.__struct__/0.



    


    
      
        join_fact_received()

      


        See Runic.Workflow.Events.JoinFactReceived.__struct__/0.



    


    
      
        map_reduce_tracked()

      


        See Runic.Workflow.Events.MapReduceTracked.__struct__/0.



    


    
      
        runnable_activated()

      


        See Runic.Workflow.Events.RunnableActivated.__struct__/0.



    


    
      
        state_initiated()

      


        See Runic.Workflow.Events.StateInitiated.__struct__/0.



    





      


      
        Types


        


  
    
      
    
    
      event()



        
          
        

    

  


  

      

          @type event() ::
  Runic.Workflow.Events.FactProduced.t()
  | Runic.Workflow.Events.ActivationConsumed.t()
  | Runic.Workflow.Events.RunnableActivated.t()
  | Runic.Workflow.Events.ConditionSatisfied.t()
  | Runic.Workflow.Events.MapReduceTracked.t()
  | Runic.Workflow.Events.StateInitiated.t()
  | Runic.Workflow.Events.JoinFactReceived.t()
  | Runic.Workflow.Events.JoinCompleted.t()
  | Runic.Workflow.Events.JoinEdgeRelabeled.t()
  | Runic.Workflow.Events.FanOutFactEmitted.t()
  | Runic.Workflow.Events.FanInCompleted.t()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      activation_consumed()



        
          
        

    

  


  

See Runic.Workflow.Events.ActivationConsumed.__struct__/0.

  



  
    
      
    
    
      condition_satisfied()



        
          
        

    

  


  

See Runic.Workflow.Events.ConditionSatisfied.__struct__/0.

  



  
    
      
    
    
      fact_produced()



        
          
        

    

  


  

See Runic.Workflow.Events.FactProduced.__struct__/0.

  



  
    
      
    
    
      fan_in_completed()



        
          
        

    

  


  

See Runic.Workflow.Events.FanInCompleted.__struct__/0.

  



  
    
      
    
    
      fan_out_fact_emitted()



        
          
        

    

  


  

See Runic.Workflow.Events.FanOutFactEmitted.__struct__/0.

  



  
    
      
    
    
      join_completed()



        
          
        

    

  


  

See Runic.Workflow.Events.JoinCompleted.__struct__/0.

  



  
    
      
    
    
      join_edge_relabeled()



        
          
        

    

  


  

See Runic.Workflow.Events.JoinEdgeRelabeled.__struct__/0.

  



  
    
      
    
    
      join_fact_received()



        
          
        

    

  


  

See Runic.Workflow.Events.JoinFactReceived.__struct__/0.

  



  
    
      
    
    
      map_reduce_tracked()



        
          
        

    

  


  

See Runic.Workflow.Events.MapReduceTracked.__struct__/0.

  



  
    
      
    
    
      runnable_activated()



        
          
        

    

  


  

See Runic.Workflow.Events.RunnableActivated.__struct__/0.

  



  
    
      
    
    
      state_initiated()



        
          
        

    

  


  

See Runic.Workflow.Events.StateInitiated.__struct__/0.

  


        

      


  

    
Runic.Workflow.Events.ActivationConsumed 
    



      
Event emitted when a node consumes its activation edge (marks it as :ran).
from_label is the edge label being consumed: :runnable or :matchable.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Runic.Workflow.Events.ActivationConsumed{
  fact_hash: term(),
  from_label: :runnable | :matchable,
  node_hash: term()
}


      



  


        

      


  

    
Runic.Workflow.Events.ConditionSatisfied 
    



      
Event emitted when a condition (or conjunction) is satisfied by a fact.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Runic.Workflow.Events.ConditionSatisfied{
  condition_hash: term(),
  fact_hash: term(),
  weight: non_neg_integer()
}


      



  


        

      


  

    
Runic.Workflow.Events.FactProduced 
    



      
Event emitted when a fact is produced during workflow execution.
The producer_label indicates what kind of production edge should be drawn:
:produced, :state_produced, :state_initiated, :reduced, :fan_out, :joined, or :input.
At runtime, value is always present. For journal persistence, the Store adapter
may extract values to a content-addressed fact store keyed by hash.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Runic.Workflow.Events.FactProduced{
  ancestry: {term(), term()} | nil,
  hash: term(),
  meta: map(),
  producer_label: atom(),
  value: term(),
  weight: non_neg_integer()
}


      



  


        

      


  

    
Runic.Workflow.Events.FanInCompleted 
    



      
Event derived during maybe_finalize_coordination/2 when a FanIn node
determines that all expected fan-out items have been processed.
This event is produced during the apply phase (not execute), similar to
JoinCompleted. It logs the reduced result fact, draws the :reduced
edge, marks completion in mapped state, and cleans up tracking keys.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Runic.Workflow.Events.FanInCompleted{
  expected_key: {term(), term()},
  fan_in_hash: term(),
  result_ancestry: {term(), term()} | nil,
  result_fact_hash: term(),
  result_value: term(),
  seen_key: {term(), term()},
  source_fact_hash: term(),
  weight: non_neg_integer()
}


      



  


        

      


  

    
Runic.Workflow.Events.FanOutFactEmitted 
    



      
Event emitted when a FanOut node splits an enumerable input into individual facts.
One event is produced per item in the enumerable. During apply_event/2, the emitted
fact is logged, a :fan_out edge is drawn, and the mapped tracking state is updated
for downstream FanIn coordination.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Runic.Workflow.Events.FanOutFactEmitted{
  emitted_ancestry: {term(), term()} | nil,
  emitted_fact_hash: term(),
  emitted_value: term(),
  fan_out_hash: term(),
  source_fact_hash: term(),
  weight: non_neg_integer()
}


      



  


        

      


  

    
Runic.Workflow.Events.JoinCompleted 
    



      
Derived event emitted when a Join node has all required branches satisfied.
Produced during apply_runnable/2's coordination finalization step,
NOT during execute/2. Contains the result fact (collected join values)
which gets logged into the graph and connected with a :produced edge.
During replay via apply_event/2, this event is folded directly without
re-deriving — the completion check only runs during live execution.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Runic.Workflow.Events.JoinCompleted{
  join_hash: term(),
  result_ancestry: {term(), term()} | nil,
  result_fact_hash: term(),
  result_value: term(),
  weight: non_neg_integer()
}


      



  


        

      


  

    
Runic.Workflow.Events.JoinEdgeRelabeled 
    



      
Derived event emitted when a join edge is relabeled upon join completion.
Captures the relabeling of :joined → :join_satisfied edges that occurs
when a Join node completes. Produced during apply_runnable/2's
coordination finalization, alongside JoinCompleted.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Runic.Workflow.Events.JoinEdgeRelabeled{
  fact_hash: term(),
  from_label: atom(),
  join_hash: term(),
  to_label: atom()
}


      



  


        

      


  

    
Runic.Workflow.Events.JoinFactReceived 
    



      
Event emitted when a fact arrives at a Join node from a parent branch.
Drawing a :joined edge from the fact to the join node.
The join may or may not complete after this event — completion is
checked separately in apply_runnable/2 via maybe_finalize_coordination/2.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Runic.Workflow.Events.JoinFactReceived{
  fact_hash: term(),
  join_hash: term(),
  parent_hash: term(),
  weight: non_neg_integer()
}


      



  


        

      


  

    
Runic.Workflow.Events.MapReduceTracked 
    



      
Event emitted when a step in a fan-out pipeline tracks its result
for downstream fan-in coordination.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Runic.Workflow.Events.MapReduceTracked{
  fan_out_fact_hash: term(),
  fan_out_hash: term(),
  result_fact_hash: term(),
  source_fact_hash: term(),
  step_hash: term()
}


      



  


        

      


  

    
Runic.Workflow.Events.RunnableActivated 
    



      
Event emitted when a downstream node is activated by a produced fact.
activation_kind is :runnable for execute-type nodes or :matchable for match-type nodes.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Runic.Workflow.Events.RunnableActivated{
  activation_kind: :runnable | :matchable,
  fact_hash: term(),
  node_hash: term()
}


      



  


        

      


  

    
Runic.Workflow.Events.Serializer 
    



      
Serialization utilities for workflow events.
Provides binary (ETF) serialization for event persistence and transport.
Events are plain structs and serialize naturally via Erlang's external term format.
Binary Serialization (ETF)
The primary serialization format uses :erlang.term_to_binary/1 which handles
all Elixir/Erlang terms natively. This is the recommended format for same-system
persistence (ETS, Mnesia, file-based stores).
events = workflow.uncommitted_events
binary = Serializer.to_binary(events)
{:ok, ^events} = Serializer.from_binary(binary)
Custom Events
Custom event structs from external Invokable implementations serialize and
deserialize automatically via ETF — no registration or adapter is needed.
The only requirement is that the struct's module atom exists in the VM at
deserialization time (which is guaranteed when using :safe mode and the
application code is loaded).
Custom events should implement the Runic.Workflow.EventApplicator protocol
so that Workflow.apply_event/2 knows how to fold them into the workflow
during replay via Workflow.from_events/1.
Considerations
	Binary format is tied to the Erlang VM and struct module names.
Schema migrations require versioned deserialization.
	For cross-language interop, implement a JSON adapter at the Store level
using the event struct fields directly (all fields are JSON-safe primitives
except value in FactProduced, which is arbitrary user data).
	For event schema versioning, add a version field to custom event structs
and handle upcasting during deserialization at the Store adapter level.


      


      
        Summary


  
    Functions
  


    
      
        event_from_binary(binary)

      


        Deserializes a single event from binary.



    


    
      
        event_to_binary(event)

      


        Serializes a single event to binary.



    


    
      
        from_binary(binary)

      


        Deserializes events from binary.



    


    
      
        to_binary(events)

      


        Serializes a list of events to binary (Erlang External Term Format).



    





      


      
        Functions


        


  
    
      
    
    
      event_from_binary(binary)



        
          
        

    

  


  

      

          @spec event_from_binary(binary()) :: {:ok, struct()} | {:error, term()}


      


Deserializes a single event from binary.

  



  
    
      
    
    
      event_to_binary(event)



        
          
        

    

  


  

      

          @spec event_to_binary(struct()) :: binary()


      


Serializes a single event to binary.

  



  
    
      
    
    
      from_binary(binary)



        
          
        

    

  


  

      

          @spec from_binary(binary()) :: {:ok, [struct()]} | {:error, term()}


      


Deserializes events from binary.
Uses :safe mode to prevent atom table exhaustion from untrusted input.
All event struct atoms must already exist in the VM.
Returns {:ok, events} or {:error, reason}.

  



  
    
      
    
    
      to_binary(events)



        
          
        

    

  


  

      

          @spec to_binary([struct()]) :: binary()


      


Serializes a list of events to binary (Erlang External Term Format).

  


        

      


  

    
Runic.Workflow.Events.StateInitiated 
    



      
Event emitted when an accumulator initializes its state for the first time.
Contains the initial fact's hash, value, and ancestry so that
apply_event/2 can log the init fact and draw a :state_initiated edge.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Runic.Workflow.Events.StateInitiated{
  accumulator_hash: term(),
  init_ancestry: {term(), term()} | nil,
  init_fact_hash: term(),
  init_value: term(),
  weight: non_neg_integer()
}


      



  


        

      


  

    
Runic.Workflow.FactRef 
    



      
A lightweight reference to a Fact without its value.
Used during lean replay / hybrid rehydration to reconstruct graph
topology without loading all fact values into memory.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Runic.Workflow.FactRef{
  ancestry: {Runic.Workflow.Fact.hash(), Runic.Workflow.Fact.hash()} | nil,
  hash: Runic.Workflow.Fact.hash()
}


      



  


        

      


  

    
Runic.Workflow.FactResolver 
    



      
Runtime resolver that hydrates FactRef structs via a Store adapter.
Maintains a process-local cache to avoid repeated store round-trips.
The cache lives in the Worker process memory and is cleared on Worker stop.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(store)

      


        Creates a new FactResolver backed by the given store tuple.



    


    
      
        preload(resolver, fact_hashes)

      


        Batch-loads a list of fact hashes into the resolver's cache.



    


    
      
        resolve(fact, resolver)

      


        Resolves a Fact or FactRef to a full Fact with its value.



    


    
      
        resolve!(fact_or_ref, resolver)

      


        Like resolve/2 but raises on error.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Runic.Workflow.FactResolver{
  cache: %{optional(term()) => term()},
  store: {module(), term()}
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(store)



        
          
        

    

  


  

      

          @spec new({module(), term()}) :: t()


      


Creates a new FactResolver backed by the given store tuple.

  



  
    
      
    
    
      preload(resolver, fact_hashes)



        
          
        

    

  


  

      

          @spec preload(t(), [term()]) :: t()


      


Batch-loads a list of fact hashes into the resolver's cache.
Hashes already present in the cache are skipped. Returns an updated
resolver with the newly loaded values in its cache.

  



  
    
      
    
    
      resolve(fact, resolver)



        
          
        

    

  


  

      

          @spec resolve(Runic.Workflow.Fact.t() | Runic.Workflow.FactRef.t(), t()) ::
  {:ok, Runic.Workflow.Fact.t()} | {:error, term()}


      


Resolves a Fact or FactRef to a full Fact with its value.
	Full Fact structs with a value are returned as-is (passthrough).
	FactRef structs are resolved by checking the cache first, then
falling back to the store's load_fact/2.

Returns {:ok, %Fact{}} or {:error, reason}.

  



  
    
      
    
    
      resolve!(fact_or_ref, resolver)



        
          
        

    

  


  

      

          @spec resolve!(Runic.Workflow.Fact.t() | Runic.Workflow.FactRef.t(), t()) ::
  Runic.Workflow.Fact.t()


      


Like resolve/2 but raises on error.

  


        

      


  

    
Runic.Workflow.Facts 
    



      
Unified accessors for Fact and FactRef structs.
Avoids pattern-matching on struct types throughout the codebase when
only the hash, ancestry, or "has a value?" predicate is needed.

      


      
        Summary


  
    Functions
  


    
      
        ancestry(arg1)

      


        Returns the ancestry of a Fact or FactRef.



    


    
      
        hash(arg1)

      


        Returns the hash of a Fact or FactRef.



    


    
      
        to_ref(fact)

      


        Converts a Fact to a FactRef, discarding the value.



    


    
      
        value?(arg1)

      


        Returns true if the struct carries a concrete value (only true for Facts with non-nil values).



    





      


      
        Functions


        


  
    
      
    
    
      ancestry(arg1)



        
          
        

    

  


  

      

          @spec ancestry(Runic.Workflow.Fact.t() | Runic.Workflow.FactRef.t()) ::
  {Runic.Workflow.Fact.hash(), Runic.Workflow.Fact.hash()} | nil


      


Returns the ancestry of a Fact or FactRef.

  



  
    
      
    
    
      hash(arg1)



        
          
        

    

  


  

      

          @spec hash(Runic.Workflow.Fact.t() | Runic.Workflow.FactRef.t()) ::
  Runic.Workflow.Fact.hash()


      


Returns the hash of a Fact or FactRef.

  



  
    
      
    
    
      to_ref(fact)



        
          
        

    

  


  

      

          @spec to_ref(Runic.Workflow.Fact.t()) :: Runic.Workflow.FactRef.t()


      


Converts a Fact to a FactRef, discarding the value.

  



  
    
      
    
    
      value?(arg1)



        
          
        

    

  


  

      

          @spec value?(Runic.Workflow.Fact.t() | Runic.Workflow.FactRef.t()) :: boolean()


      


Returns true if the struct carries a concrete value (only true for Facts with non-nil values).

  


        

      


  

    
Runic.Workflow.HookEvent 
    



      
Event struct passed to hooks during execution.
This provides a uniform interface for hooks across all node types,
eliminating the need for workflow access during the execute phase.
Fields
	:timing - :before or :after indicating when the hook is running
	:node - The node struct being executed (Step, Condition, etc.)
	:node_hash - Hash of the node for quick identification
	:input_fact - The input fact triggering this execution
	:result - For after hooks: the result of execution (Fact, boolean, etc.)

Example
# New-style hook (arity-2, workflow-free)
fn %HookEvent{timing: :before, node: step}, ctx ->
  Logger.info("Executing step #{step.name}")
  :ok
end

# Hook returning an apply_fn for workflow modifications
fn %HookEvent{timing: :after, result: fact}, _ctx ->
  {:apply, fn workflow ->
    Workflow.add(workflow, some_step, to: fact)
  end}
end

      


      
        Summary


  
    Types
  


    
      
        t()

      


    


    
      
        timing()

      


    





  
    Functions
  


    
      
        after_exec(node, input_fact, result)

      


        Creates an after-hook event with the execution result.



    


    
      
        before(node, input_fact)

      


        Creates a before-hook event.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Runic.Workflow.HookEvent{
  input_fact: Runic.Workflow.Fact.t(),
  node: struct(),
  node_hash: integer(),
  result: term() | nil,
  timing: timing()
}


      



  



  
    
      
    
    
      timing()



        
          
        

    

  


  

      

          @type timing() :: :before | :after


      



  


        

      

      
        Functions


        


  
    
      
    
    
      after_exec(node, input_fact, result)



        
          
        

    

  


  

      

          @spec after_exec(struct(), Runic.Workflow.Fact.t(), term()) :: t()


      


Creates an after-hook event with the execution result.

  



  
    
      
    
    
      before(node, input_fact)



        
          
        

    

  


  

      

          @spec before(
  struct(),
  Runic.Workflow.Fact.t()
) :: t()


      


Creates a before-hook event.

  


        

      


  

    
Runic.Workflow.HookRunner 
    



      
Runs hooks during the execute phase without requiring workflow access.
This module provides a safe, parallel-friendly way to execute hooks.
Hooks can be either:
	New-style (arity-2): fn event, context -> :ok | {:apply, fn} | {:error, term} end
	Executed during the execute phase
	Can return :ok or an apply_fn for deferred workflow modifications


	Legacy (arity-3): fn step, workflow, fact -> workflow end
	Converted to apply_fn for backward compatibility
	NOT executed during execute phase (requires workflow)



Return Types
Hooks can return:
	:ok - Hook completed successfully, no workflow modifications
	{:apply, apply_fn} - Hook completed, apply_fn will be called during apply phase
	{:apply, [apply_fn]} - Multiple apply functions
	{:error, reason} - Hook failed, will cause runnable to fail


      


      
        Summary


  
    Types
  


    
      
        apply_fn()

      


    


    
      
        hook()

      


    


    
      
        hook_return()

      


    


    
      
        legacy_hook()

      


    


    
      
        new_hook()

      


    





  
    Functions
  


    
      
        run_after(ctx, node, input_fact, result)

      


        Runs after hooks with the execution result and collects any apply_fns.



    


    
      
        run_before(ctx, node, input_fact)

      


        Runs before hooks and collects any apply_fns.



    





      


      
        Types


        


  
    
      
    
    
      apply_fn()



        
          
        

    

  


  

      

          @type apply_fn() :: (Runic.Workflow.t() -> Runic.Workflow.t())


      



  



  
    
      
    
    
      hook()



        
          
        

    

  


  

      

          @type hook() :: new_hook() | legacy_hook()


      



  



  
    
      
    
    
      hook_return()



        
          
        

    

  


  

      

          @type hook_return() ::
  :ok | {:apply, apply_fn()} | {:apply, [apply_fn()]} | {:error, term()}


      



  



  
    
      
    
    
      legacy_hook()



        
          
        

    

  


  

      

          @type legacy_hook() :: (struct(), Runic.Workflow.t(), Runic.Workflow.Fact.t() ->
                    Runic.Workflow.t())


      



  



  
    
      
    
    
      new_hook()



        
          
        

    

  


  

      

          @type new_hook() :: (Runic.Workflow.HookEvent.t(), Runic.Workflow.CausalContext.t() ->
                 hook_return())


      



  


        

      

      
        Functions


        


  
    
      
    
    
      run_after(ctx, node, input_fact, result)



        
          
        

    

  


  

      

          @spec run_after(
  Runic.Workflow.CausalContext.t(),
  struct(),
  Runic.Workflow.Fact.t(),
  term()
) ::
  {:ok, [apply_fn()]} | {:error, term()}


      


Runs after hooks with the execution result and collects any apply_fns.
Returns {:ok, apply_fns} or {:error, reason}.

  



  
    
      
    
    
      run_before(ctx, node, input_fact)



        
          
        

    

  


  

      

          @spec run_before(Runic.Workflow.CausalContext.t(), struct(), Runic.Workflow.Fact.t()) ::
  {:ok, [apply_fn()]} | {:error, term()}


      


Runs before hooks and collects any apply_fns.
Returns {:ok, apply_fns} or {:error, reason}.

  


        

      


  

    
Runic.Workflow.ReactionOccurred 
    






  

    
Runic.Workflow.Rehydration 
    



      
Lineage classification and hybrid rehydration for checkpointed workflows.
Classifies facts into hot (needed for forward execution) and cold (historical)
sets, enabling memory-efficient recovery by keeping only hot fact values in
memory while replacing cold facts with lightweight FactRef structs.
Hot Fact Categories
	Pending runnable inputs — Facts on :runnable or :matchable edges,
waiting to be consumed by downstream nodes.

	Active frontier — Latest-generation facts in each causal lineage
(facts that are not parents of any other fact in the graph).

	Meta-ref targets — Facts produced by nodes referenced via :meta_ref
edges, needed for runtime meta-context resolution. Classification is
kind-aware: no values needed for :fact_count / :step_ran? kinds.

	Pending join inputs — Facts on :joined edges waiting for join
completion.


Usage
alias Runic.Workflow.Rehydration

# Classify facts in a rebuilt workflow
%{hot: hot, cold: cold} = Rehydration.classify(workflow)

# Dehydrate cold facts to FactRefs (frees memory)
workflow = Rehydration.dehydrate(workflow, cold)

# Or use the combined rehydrate/3 for the full flow
{workflow, resolver} = Rehydration.rehydrate(workflow, {StoreMod, store_state})

      


      
        Summary


  
    Types
  


    
      
        classification()

      


    





  
    Functions
  


    
      
        classify(workflow, opts \\ [])

      


        Classifies all fact vertices in the workflow into hot and cold sets.



    


    
      
        dehydrate(workflow, cold_hashes)

      


        Replaces cold Fact vertices with lightweight FactRef structs in the graph.



    


    
      
        rehydrate(workflow, store, opts \\ [])

      


        Classifies, dehydrates, and prepares a resolver for a rebuilt workflow.



    


    
      
        rehydrate_fused(workflow, store, opts \\ [])

      


        Single-pass classify+dehydrate. Avoids intermediate hot/cold MapSet allocations.



    


    
      
        resolve_hot(workflow, hot_hashes, resolver)

      


        Resolves hot FactRef vertices back to full Fact structs.



    


    
      
        should_rehydrate?(workflow, opts \\ [])

      


        Heuristic check: returns true if hybrid rehydration is likely to produce
meaningful memory savings for this workflow.



    





      


      
        Types


        


  
    
      
    
    
      classification()



        
          
        

    

  


  

      

          @type classification() :: %{hot: MapSet.t(), cold: MapSet.t()}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      classify(workflow, opts \\ [])



        
          
        

    

  


  

      

          @spec classify(
  Runic.Workflow.t(),
  keyword()
) :: classification()


      


Classifies all fact vertices in the workflow into hot and cold sets.
Hot facts are needed for forward execution. Cold facts are historical
and can be safely replaced with FactRef structs.
Returns %{hot: MapSet.t(hash), cold: MapSet.t(hash)}.

  



  
    
      
    
    
      dehydrate(workflow, cold_hashes)



        
          
        

    

  


  

      

          @spec dehydrate(Runic.Workflow.t(), MapSet.t()) :: Runic.Workflow.t()


      


Replaces cold Fact vertices with lightweight FactRef structs in the graph.
Preserves graph topology — edges reference vertex ids (hashes), which are
identical between a Fact and its corresponding FactRef. Only the vertex
value in the vertices map is swapped; no edges are modified.

  



    

  
    
      
    
    
      rehydrate(workflow, store, opts \\ [])



        
          
        

    

  


  

      

          @spec rehydrate(Runic.Workflow.t(), {module(), term()}, keyword()) ::
  {Runic.Workflow.t(), Runic.Workflow.FactResolver.t()}


      


Classifies, dehydrates, and prepares a resolver for a rebuilt workflow.
Combines classify/2 and dehydrate/2 into a single call, returning
the dehydrated workflow paired with a FactResolver that can resolve
any FactRef on demand from the backing store.
Example
workflow = Workflow.from_events(events)
{workflow, resolver} = Rehydration.rehydrate(workflow, {ETS, store_state})

  



    

  
    
      
    
    
      rehydrate_fused(workflow, store, opts \\ [])



        
          
        

    

  


  

      

          @spec rehydrate_fused(Runic.Workflow.t(), {module(), term()}, keyword()) ::
  {Runic.Workflow.t(), Runic.Workflow.FactResolver.t()}


      


Single-pass classify+dehydrate. Avoids intermediate hot/cold MapSet allocations.
Pre-computes edge-based hot criteria, then performs two mini-passes over vertices:
	Collect parent hashes (needed for frontier detection)
	Dehydrate cold facts inline based on hot criteria

Returns the dehydrated workflow paired with a FactResolver.

  



  
    
      
    
    
      resolve_hot(workflow, hot_hashes, resolver)



        
          
        

    

  


  

      

          @spec resolve_hot(Runic.Workflow.t(), MapSet.t(), Runic.Workflow.FactResolver.t()) ::
  {Runic.Workflow.t(), Runic.Workflow.FactResolver.t()}


      


Resolves hot FactRef vertices back to full Fact structs.
Used after lean replay to load only the values needed for forward execution.
Cold FactRefs remain as lightweight references.

  



    

  
    
      
    
    
      should_rehydrate?(workflow, opts \\ [])



        
          
        

    

  


  

      

          @spec should_rehydrate?(
  Runic.Workflow.t(),
  keyword()
) :: boolean()


      


Heuristic check: returns true if hybrid rehydration is likely to produce
meaningful memory savings for this workflow.
Samples fact values and checks total fact count against thresholds
derived from benchmark data.

  


        

      


  

    
Runic.Workflow.Root 
    






  

    
Runic.Workflow.Serializer behaviour
    



      
Behaviour for workflow serialization to various graph formats.
Implements serializers for:
	Mermaid (flowcharts and sequence diagrams)
	DOT (Graphviz)
	Cytoscape.js (JSON elements)
	Edgelist (simple edge pairs)

Usage
# Serialize workflow structure (excludes memory/runtime state)
Runic.Workflow.Serializer.Mermaid.serialize(workflow)

# Serialize causal reactions (for sequence diagrams)
Runic.Workflow.Serializer.Mermaid.serialize_causal(workflow)
Edge Labels
The workflow graph uses a multigraph with labeled edges:
	:flow - Static dataflow connections between steps
	:component_of - Component hierarchy (with :kind in properties)
	:produced / :state_produced / :reduced - Causal memory edges
	:matchable / :runnable / :ran / :satisfied - Runtime state edges


      


      
        Summary


  
    Types
  


    
      
        serialization_opts()

      


    





  
    Callbacks
  


    
      
        serialize(t, serialization_opts)

      


    





  
    Functions
  


    
      
        causal_edges(workflow)

      


        Returns causal memory edges for sequence diagram generation.



    


    
      
        escape_label(label)

      


        Escapes special characters for Mermaid labels.



    


    
      
        flow_edges(workflow)

      


        Returns flow edges only (static dataflow, no memory).



    


    
      
        group_by_component(workflow)

      


        Groups vertices by their parent component using :component_of edges.
Returns a map of %{component => [child_vertices]}.



    


    
      
        invokable_vertices(workflow)

      


        Returns all vertices that are invokable nodes (not facts or memory).



    


    
      
        node_class(arg1)

      


        Returns Mermaid CSS class based on node type.



    


    
      
        node_id(hash)

      


        Returns a unique, Mermaid-safe node ID for a vertex.



    


    
      
        node_label(other)

      


        Returns a display label for a vertex node.



    


    
      
        node_shape(arg1)

      


        Returns the node shape for Mermaid based on node type.



    





      


      
        Types


        


  
    
      
    
    
      serialization_opts()



        
          
        

    

  


  

      

          @type serialization_opts() :: [
  include_memory: boolean(),
  include_facts: boolean(),
  direction: :TB | :LR | :BT | :RL,
  title: String.t() | nil
]


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      serialize(t, serialization_opts)



        
          
        

    

  


  

      

          @callback serialize(Runic.Workflow.t(), serialization_opts()) ::
  String.t() | map() | list()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      causal_edges(workflow)



        
          
        

    

  


  

Returns causal memory edges for sequence diagram generation.

  



  
    
      
    
    
      escape_label(label)



        
          
        

    

  


  

Escapes special characters for Mermaid labels.

  



  
    
      
    
    
      flow_edges(workflow)



        
          
        

    

  


  

Returns flow edges only (static dataflow, no memory).

  



  
    
      
    
    
      group_by_component(workflow)



        
          
        

    

  


  

Groups vertices by their parent component using :component_of edges.
Returns a map of %{component => [child_vertices]}.

  



  
    
      
    
    
      invokable_vertices(workflow)



        
          
        

    

  


  

Returns all vertices that are invokable nodes (not facts or memory).

  



  
    
      
    
    
      node_class(arg1)



        
          
        

    

  


  

Returns Mermaid CSS class based on node type.

  



  
    
      
    
    
      node_id(hash)



        
          
        

    

  


  

Returns a unique, Mermaid-safe node ID for a vertex.

  



  
    
      
    
    
      node_label(other)



        
          
        

    

  


  

Returns a display label for a vertex node.

  



  
    
      
    
    
      node_shape(arg1)



        
          
        

    

  


  

Returns the node shape for Mermaid based on node type.

  


        

      


  

    
Runic.Workflow.Serializers.Cytoscape 
    



      
Serializes Runic Workflows to Cytoscape.js JSON element format.
Output is a list of node and edge elements compatible with Cytoscape.js.
Examples
# Get Cytoscape elements
elements = Runic.Workflow.Serializers.Cytoscape.serialize(workflow)

# Use with Kino.Cytoscape in LiveBook
Kino.Cytoscape.new(elements)
Element Format
Each element follows Cytoscape.js notation:
%{
  data: %{
    id: "n123",
    name: "step_name",
    kind: "step",
    parent: "nParentHash",  # for compound nodes
    background_color: "#2d3748",
    shape: "rectangle"
  }
}
See: https://js.cytoscape.org/#notation/elements-json

      




  

    
Runic.Workflow.Serializers.DOT 
    



      
Serializes Runic Workflows to DOT (Graphviz) format.
Examples
# Generate DOT graph
dot = Runic.Workflow.Serializers.DOT.serialize(workflow)

# Write to file and render
File.write!("workflow.dot", dot)
System.cmd("dot", ["-Tpng", "workflow.dot", "-o", "workflow.png"])

      




  

    
Runic.Workflow.Serializers.Edgelist 
    



      
Serializes Runic Workflows to simple edgelist format.
Produces a list of tuples {from, to, label} or a string with one edge per line.
Examples
# Get list of edge tuples
edges = Runic.Workflow.Serializers.Edgelist.serialize(workflow)
# => [{:root, :tokenize, :flow}, {:tokenize, :count_words, :flow}, ...]

# Get string format
str = Runic.Workflow.Serializers.Edgelist.to_string(workflow)
# => "root -> tokenize [flow]\ntokenize -> count_words [flow]\n..."

      


      
        Summary


  
    Functions
  


    
      
        to_string(workflow, opts \\ [])

      


        Returns a string representation of the edgelist.



    





      


      
        Functions


        


    

  
    
      
    
    
      to_string(workflow, opts \\ [])



        
          
        

    

  


  

Returns a string representation of the edgelist.

  


        

      


  

    
Runic.Workflow.Serializers.Mermaid 
    



      
Serializes Runic Workflows to Mermaid diagram format.
Supports two diagram types:
	Flowchart: Shows static workflow structure with components as subgraphs
	Sequence: Shows causal reactions between facts and steps

Examples
# Generate flowchart of workflow structure
mermaid = Runic.Workflow.Serializers.Mermaid.serialize(workflow)

# Generate sequence diagram of causal reactions
mermaid = Runic.Workflow.Serializers.Mermaid.serialize_causal(workflow)

# With options
mermaid = Runic.Workflow.Serializers.Mermaid.serialize(workflow,
  direction: :LR,
  include_memory: false,
  title: "My Workflow"
)

      


      
        Summary


  
    Functions
  


    
      
        serialize_causal(workflow, opts \\ [])

      


        Generates a sequence diagram showing causal reactions.



    





      


      
        Functions


        


    

  
    
      
    
    
      serialize_causal(workflow, opts \\ [])



        
          
        

    

  


  

Generates a sequence diagram showing causal reactions.
Shows how facts flow through top-level components (or standalone nodes).
Each column represents a top-level component with sub-component details.
Edges show facts traveling across nodes with cycle information.
Originating input facts (no ancestry) are displayed with their raw values.

  


        

      


  

    
Runic 
    



      
Runic
Runic is a tool for modeling programs as data driven workflows that can be composed together at runtime.
Runic components connect together in a Runic.Workflow supporting lazily evaluated concurrent execution.
Runic Workflows are modeled as a decorated dataflow graph (a DAG - "directed acyclic graph") compiled from components such as steps, rules, pipelines, and state machines and more allowing coordinated interaction of disparate parts.
Installation
If available in Hex, the package can be installed
by adding runic to your list of dependencies in mix.exs:
def deps do
  [
    {:runic, "~> 0.1.0-alpha"}
  ]
end
Documentation can be generated with ExDoc
and published on HexDocs. Once published, the docs can
be found at https://hexdocs.pm/runic.
Concepts
Data flow dependencies between Lambda expressions, common in ETL pipelines, can be built with %Step{} components.
A Lambda Steps is a simple input -> output function.
require Runic

step = Runic.step(fn x -> x + 1 end)
Steps are composable in a workflow:
workflow = Runic.workflow(
  name: "example pipeline workflow",
  steps: [
    Runic.step(fn x -> x + 1 end), #A
    Runic.step(fn x -> x * 2 end), #B
    Runic.step(fn x -> x - 1 end) #C
  ]
)
This produces a workflow graph where R is the entrypoint or "root" of the tree:
graph TD;
    R-->A;
    R-->B;
    R-->C;
In Runic, inputs flow through a workflow as a %Fact{}. During workflow evaluation various steps are traversed to and invoked producing more Facts.
alias Runic.Workflow

workflow
|> Workflow.react_until_satisfied(2)
|> Workflow.raw_productions()

[3, 4, 1]
A core benefit Runic workflows are modeling pipelines that aren't just linear. For example:
defmodule TextProcessing do
  def tokenize(text) do
    text
    |> String.downcase()
    |> String.split(~R/[^[:alnum:]\-]/u, trim: true)
  end

  def count_words(list_of_words) do
    list_of_words
    |> Enum.reduce(Map.new(), fn word, map ->
      Map.update(map, word, 1, &(&1 + 1))
    end)
  end

  def count_uniques(word_count) do
    Enum.count(word_count)
  end

  def first_word(list_of_words) do
    List.first(list_of_words)
  end

  def last_word(list_of_words) do
    List.last(list_of_words)
  end
end
Notice we have 3 functions that expect a list_of_words. In Elixir if we wanted to evaluate each output we can pipe them together the pipeline |> operator...
import TextProcessing

word_count = 
  "anybody want a peanut?"
  |> tokenize()
  |> count_words()

first_word = 
  "anybody want a peanut?"
  |> tokenize()
  |> first_word()

last_word = 
  "anybody want a peanut?"
  |> tokenize()
  |> last_word()
However we're now evaluating linearly: using the common tokenize/1 function 3 times for the same input text.
This could be problematic if tokenize/1 is expensive - we'd prefer to run tokenize/1 just once and then fed into the rest of our pipeline.
With Runic we can compose all of these steps into one workflow and evaluate them together.
text_processing_workflow = 
  Runic.workflow(
    name: "basic text processing example",
    steps: [
      {Runic.step(&tokenize/1),
        [
          {Runic.step(&count_words/1),
          [
            Runic.step(&count_uniques/1)
          ]},
          Runic.step(&first_word/1),
          Runic.step(&last_word/1)
        ]}
    ]
  )
Our text processing workflow graph now looks something like this:
graph TD;
    R-->tokenize;
    tokenize-->first_word;
    tokenize-->last_word;
    tokenize-->count_words;
    count_words-->count_uniques;
Now Runic can traverse over the graph of dataflow connections only evaluating tokenize/1 once for all three dependent steps.
alias Runic.Workflow

text_processing_workflow 
|> Workflow.react_until_satisfied("anybody want a peanut?") 
|> Workflow.raw_productions()

[
  ["anybody", "want", "a", "peanut"], 
  "anybody", 
  "peanut", 
  4,
  %{"a" => 1, "anybody" => 1, "peanut" => 1, "want" => 1}
]
Beyond steps, Runic has support for Rules, Joins, State Machines, FSMs, Aggregates, Sagas, and ProcessManagers for more complex control flow and stateful evaluation.
The Runic.Workflow.Invokable protocol is what allows for extension of Runic's runtime supporting nodes with different execution properties and evaluation. 
The Runic.Component protocol supports extension of modeling new components that can be added and connected with other components in Runic workflows.
Runtime Workflow Composition
Workflows can be composed dynamically at runtime:
require Runic
alias Runic.Workflow

# Using Workflow.add/3 for dynamic composition
workflow = Runic.workflow()
  |> Workflow.add(Runic.step(fn x -> x + 1 end, name: :add))
  |> Workflow.add(Runic.step(fn x -> x * 2 end, name: :double), to: :add)

# Merge two workflows together
workflow1 = Runic.workflow(steps: [Runic.step(fn x -> x + 1 end)])
workflow2 = Runic.workflow(steps: [Runic.step(fn x -> x * 2 end)])
combined = Workflow.merge(workflow1, workflow2)

# Join multiple parent nodes
workflow = workflow
  |> Workflow.add(Runic.step(fn a, b -> a + b end, name: :join), to: [:branch_a, :branch_b])
See Runic.Workflow module documentation for adding components to workflows and running them.
Three-Phase Execution Model
Runic's Invokable protocol enforces a three-phase execution model designed for parallel execution and external scheduling:
	Prepare - Extract minimal context from the workflow into %Runnable{} structs
	Execute - Run runnables containing work functions and their inputs in isolation (can be parallelized)
	Apply - Reduce results back into the workflow so next steps can be determined

Parallel Execution
For workflows where nodes can execute concurrently:
alias Runic.Workflow

# Execute runnables in parallel with configurable concurrency
workflow
|> Workflow.react_until_satisfied(input, async: true, max_concurrency: 8) # Task.async_stream options
|> Workflow.raw_productions()
External Scheduler Integration
For custom schedulers, worker pools, or distributed execution:
defmodule MyApp.WorkflowScheduler do
  use GenServer
  alias Runic.Workflow
  alias Runic.Workflow.Invokable

# Phase 1: Prepare runnables for dispatch
  def handle_cast({:run, input}, %{workflow: workflow} = state) do
    workflow = 
      workflow
      |> Workflow.plan_eagerly(input)
      |> dispatch_tasks()

    {:noreply, %{state | workflow: workflow}}
  end

  # Phase 2: Execute (dispatch to async worker pool, queue, external service, etc.)
  defp dispatch_tasks(workflow) do
    {workflow, runnables} = Workflow.prepare_for_dispatch(workflow)

    Enum.map(runnables, fn runnable -> 
      Task.async(fn ->
        # consider logging, error handling, retries here
        Invokable.execute(runnable.node, runnable)
      end)
    end)

    workflow
  end

  # Phase 3: Apply results back to workflow by handling async task callbacks with excecuted runnable
  def handle_info({ref, executed_runnable}, %{workflow: workflow} = state) do
    new_workflow =
      Enum.reduce(executed, workflow, fn {:ok, runnable}, wrk ->
        Workflow.apply_runnable(wrk, runnable)
      end)

    workflow = 
      if Workflow.is_runnable?(new_workflow) do
        dispatch_tasks(workflow)
      end

    {:noreply, %{state | workflow: workflow}}
  end
end
Key APIs for external scheduling:
	Workflow.prepare_for_dispatch/1 - Returns {workflow, [%Runnable{}]} for dispatch
	Workflow.apply_runnable/2 - Applies a completed runnable back to the workflow
	Invokable.execute/2 - Executes a runnable in isolation (no workflow access)

In summary, the Runic module provides high level functions and macros for building Runic Components
  such as Steps, Rules, Workflows, and Accumulators.
The Runic.Workflow module is for connecting components together and running them with inputs.
Runic was designed to be used with custom process topologies and libraries such as GenStage, Broadway, and Flow without coupling you to one runtime model or a limited set of adapters.
Runic has first class support for dynamic runtime composition of workflows.
Runic is useful in problems where a developer cannot know upfront the logic or data flow in compiled code  such as expert systems, user DSLs like Excel spreadsheets, low/no-code tools, or dynamic data pipelines.
If the runtime modification of a workflow or complex parallel dataflow evaluation isn't something your use case requires you might not need Runic.
Runic Workflows are essentially a dataflow based virtual machine running within Elixir and will not be faster than compiled Elixir code. If you know the flow of the program upfront during development you might not need Runic.
Runtime Context
Components can declare dependencies on external runtime values using context/1:
# Steps can reference external values
step = Runic.step(fn _x -> context(:api_key) end, name: :call_llm)

# Rules can use context in conditions
rule = Runic.rule name: :gated do
  given(val: v)
  where(v > context(:threshold))
  then(fn %{val: v} -> {:ok, v} end)
end

# Accumulators, map, and reduce also support context/1
acc = Runic.accumulator(0, fn x, s -> s + x * context(:factor) end, name: :scaled)
map = Runic.map(fn x -> x * context(:multiplier) end, name: :mult_map)

# Provide defaults for optional context keys
step = Runic.step(fn _x -> context(:model, default: "gpt-4") end, name: :call_llm)

# Provide values at runtime
workflow
|> Workflow.put_run_context(%{
  call_llm: %{api_key: "sk-..."},
  _global: %{workspace_id: "ws1"}
})
|> Workflow.react_until_satisfied(input)
Context values are scoped by component name, not part of the workflow hash, and not serialized — making them safe for secrets and connection handles. Keys with defaults are satisfied without explicit run_context entries. See Workflow.required_context_keys/1 and Workflow.validate_run_context/2 for introspection.
Scheduler Policies
Runic workflows support declarative per-node scheduling policies for retries, timeouts, backoff, fallbacks, and failure handling — without modifying the Invokable protocol or existing component structs.
Policies are stored on the workflow as a list of {matcher, policy_map} rules resolved at execution time. The first matching rule wins:
alias Runic.Workflow
alias Runic.Workflow.SchedulerPolicy

workflow =
  workflow
  |> Workflow.add_scheduler_policy(:call_llm, %{
    max_retries: 3,
    backoff: :exponential,
    timeout_ms: 30_000
  })
  |> Workflow.append_scheduler_policy(:default, %{timeout_ms: 10_000})

# Policies are applied automatically during react/react_until_satisfied
workflow |> Workflow.react_until_satisfied(input)

# Runtime overrides can be passed as options (prepended with higher priority)
workflow |> Workflow.react_until_satisfied(input,
  scheduler_policies: [{:flaky_step, %{max_retries: 5}}]
)
Policy matchers support exact name atoms, regex ({:name, ~r/^llm_/}), type matching ({:type, Step}), custom predicates (fn node -> ... end), and :default catch-alls. Backoff strategies include :none, :linear, :exponential, and :jitter.
See Runic.Workflow.SchedulerPolicy for the full policy struct and matcher documentation, and Runic.Workflow.PolicyDriver for execution driver details.
Built-in Runner
Runic.Runner provides batteries-included workflow execution infrastructure: a supervision tree with a DynamicSupervisor for workers, Task.Supervisor for fault-isolated dispatch, Registry for lookup, and pluggable persistence via Runic.Runner.Store.
# Start a runner in your supervision tree
{:ok, _} = Runic.Runner.start_link(name: MyApp.Runner)

# Start and run a workflow
{:ok, _pid} = Runic.Runner.start_workflow(MyApp.Runner, :order_123, workflow)
:ok = Runic.Runner.run(MyApp.Runner, :order_123, input)

# Query results
{:ok, results} = Runic.Runner.get_results(MyApp.Runner, :order_123)

# Resume from persisted state after a crash
{:ok, _pid} = Runic.Runner.resume(MyApp.Runner, :order_123)
Workers automatically integrate with scheduler policies, dispatch runnables to supervised tasks with configurable max_concurrency, and support checkpointing strategies (:every_cycle, :on_complete, {:every_n, n}, :manual).
Built-in store adapters: Runic.Runner.Store.ETS (default, in-memory) and Runic.Runner.Store.Mnesia (disk-persistent, distributed). Custom adapters implement the Runic.Runner.Store behaviour.
When no :store is configured, the Runner starts its built-in ETS store automatically. When :store is configured explicitly, the Runner assumes that store is already supervised elsewhere, including the built-in ETS and Mnesia adapters.
Telemetry events are emitted under [:runic, :runner, ...] for workflow lifecycle, runnable dispatch/completion, and store operations. See Runic.Runner.Telemetry for the full event catalog.
Guides
For quick reference and best practices:
	Cheatsheet - Quick reference for all core APIs
	Usage Rules - Core concepts, do's/don'ts, and patterns
	Protocols - Extending Runic with custom components and execution behavior
	Building a Workflow Scheduler - From simple spawned processes to production GenServer schedulers
	Durable Execution - Persistence, crash recovery, and checkpointing with the Runner
	State-Based Components - FSMs, Aggregates, Sagas, ProcessManagers and when to use each


      


      
        Summary


  
    Functions
  


    
      
        accumulator(init, reducer_fun, opts \\ [])

      


        Creates an %Accumulator{}: maintains cumulative state across individual inputs.



    


    
      
        aggregate(opts, list)

      


        Creates an %Aggregate{}: a CQRS/ES aggregate that validates commands against
current state, produces domain events, and folds events into state.



    


    
      
        all_facts_of(component_name_or_hash)

      


        Returns a list of all %Fact{} structs produced by a component across all invocations.



    


    
      
        all_values_of(component_name_or_hash)

      


        Returns a list of all raw values produced by a component across all invocations.



    


    
      
        condition(work)

      


        Creates a %Condition{}: a standalone conditional expression.



    


    
      
        condition(work, opts)

      


    


    
      
        context(key)

      


        References an external runtime value by key inside Runic macros.



    


    
      
        context(key, opts)

      


        References an external runtime value by key with a default fallback.



    


    
      
        fact_count(component_name_or_hash)

      


        Returns the number of facts produced by a given component in the workflow.



    


    
      
        fsm(opts \\ [], list)

      


        Creates a %FSM{}: a finite state machine with discrete states and guarded transitions.



    


    
      
        latest_fact_of(component_name_or_hash)

      


        Returns the most recent %Fact{} struct produced by a component.



    


    
      
        latest_value_of(component_name_or_hash)

      


        Returns the most recent raw value produced by a component.



    


    
      
        map(expression, opts \\ [])

      


        Creates a %Map{}: applies a transformation to each element of an enumerable.



    


    
      
        process_manager(opts, list)

      


        Creates a %ProcessManager{}: a CQRS-oriented process manager that reacts to
domain events, maintains coordination state, and emits commands.



    


    
      
        reduce(acc, reducer_fun, opts \\ [])

      


        Creates a %Reduce{}: aggregates multiple facts into a single accumulated result.



    


    
      
        rule(opts_or_block)

      


        Creates a %Rule{}: a conditional reaction for pattern-matched execution.



    


    
      
        rule(opts, opts)

      


    


    
      
        saga(opts \\ [], list)

      


        Creates a %Saga{}: a sequence of transaction steps with compensating actions.



    


    
      
        state_machine(opts)

      


        Creates a %StateMachine{}: stateful workflows with reducers and conditional reactors.



    


    
      
        state_of(component_name_or_hash)

      


        Used inside Runic macros such as rules to reference the state of another component such as an accumulator
or reduce.



    


    
      
        step(work)

      


        Creates a %Step{}: a basic lambda expression that can be added to a workflow.



    


    
      
        step(work, opts)

      


    


    
      
        step_ran?(component_name_or_hash)

      


        Evaluates to true in a condition if the specified step has ever been ran.



    


    
      
        step_ran?(component_name_or_hash, fact_or_hash)

      


        Evaluates to true if the specified step has been executed for the given input fact.



    


    
      
        transmute(component)

      


        Converts a Runic component into a %Workflow{} via the Transmutable protocol.



    


    
      
        workflow(opts \\ [])

      


        Creates a %Workflow{} from component options.



    





      


      
        Functions


        


    

  
    
      
    
    
      accumulator(init, reducer_fun, opts \\ [])


        (macro)


        
          
        

    

  


  

Creates an %Accumulator{}: maintains cumulative state across individual inputs.
Unlike reduce/3 which aggregates over collections, accumulators process
single values and maintain running state across multiple workflow invocations.
This makes them ideal for running totals, counters, and stateful computations.
Basic Usage
iex> require Runic
iex> alias Runic.Workflow
iex> acc = Runic.accumulator(0, fn x, state -> state + x end, name: :running_sum)
iex> workflow = Workflow.new() |> Workflow.add(acc)
iex> results = workflow |> Workflow.plan_eagerly(5) |> Workflow.react_until_satisfied() |> Workflow.raw_productions()
iex> 5 in results
true
Options
	:name - Identifier for the accumulator (useful for referencing in rules)
	:inputs / :outputs - Reserved for future schema-based type compatibility

Difference from Reduce
	Accumulator	Reduce
	Single value per invocation	Aggregates over enumerables
	State persists across invocations	One-shot aggregation
	For running totals/counters	For map-reduce patterns

Building State Machines
Connect rules to accumulators to create state-machine-like behavior:
require Runic
alias Runic.Workflow

counter = Runic.accumulator(0, fn x, acc -> acc + x end, name: :counter)
threshold_rule = Runic.rule(
  condition: fn {state, _input} -> state > 100 end,
  reaction: fn _ -> :threshold_exceeded end
)
Captured Variables
iex> require Runic
iex> alias Runic.Workflow
iex> multiplier = 2
iex> acc = Runic.accumulator(0, fn x, state -> state + x * ^multiplier end, name: :scaled_sum)
iex> acc.closure.bindings[:multiplier]
2

  



  
    
      
    
    
      aggregate(opts, list)


        (macro)


        
          
        

    

  


  

Creates an %Aggregate{}: a CQRS/ES aggregate that validates commands against
current state, produces domain events, and folds events into state.
Compiles to an Accumulator (event fold) plus Rules (command handlers).
Usage
require Runic

agg = Runic.aggregate name: :counter do
  state 0

  command :increment do
    emit fn _state -> {:incremented, 1} end
  end

  command :decrement do
    where fn state -> state > 0 end
    emit fn _state -> {:decremented, 1} end
  end

  event {:incremented, n}, state do
    state + n
  end

  event {:decremented, n}, state do
    state - n
  end
end
Options
	:name - Identifier for the aggregate (required)

DSL
	state initial_value - Sets the initial aggregate state
	command :name do ... end - Defines a command handler	where fn state -> bool end - Optional guard on current state
	emit fn state -> event end - Produces domain events


	event pattern, state_var do body end - Defines an event handler (reducer clause)
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Returns a list of all %Fact{} structs produced by a component across all invocations.
Unlike all_values_of/1, this returns full %Fact{} structs with metadata.
Examples
require Runic

Runic.rule name: :multi_fact_check do
  given(x: x)
  where(length(all_facts_of(:events)) > 0)
  then(fn %{x: x} -> {:has_events, x} end)
end
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Returns a list of all raw values produced by a component across all invocations.
Useful for aggregation in where or then clauses, e.g. summing all scores.
Examples
In a where clause:
require Runic

Runic.rule name: :sum_check do
  given(x: x)
  where(Enum.sum(all_values_of(:scores)) > 100)
  then(fn %{x: x} -> {:high_score, x} end)
end
In a then clause:
require Runic

Runic.rule name: :sum_all_scores do
  given(x: _x)
  then(fn _bindings -> Enum.sum(all_values_of(:scores)) end)
end
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Creates a %Condition{}: a standalone conditional expression.
Conditions represent the left-hand side (predicate) of a rule. They can be
reused across multiple rules when the same condition is expensive or shared.
Basic Usage
iex> require Runic
iex> cond = Runic.condition(fn x -> x > 10 end)
iex> cond.work.(15)
true
iex> cond.work.(5)
false
With Module Function Capture
iex> require Runic
iex> cond = Runic.condition({Kernel, :is_integer, 1})
iex> cond.work.(42)
true
With Name Option
iex> require Runic
iex> cond = Runic.condition(fn x -> x > 10 end, name: :big_number)
iex> cond.name
:big_number
Captured Variables with ^
Use the pin operator ^ to capture outer scope variables:
iex> require Runic
iex> threshold = 10
iex> cond = Runic.condition(fn x -> x > ^threshold end)
iex> cond.closure.bindings[:threshold]
10
iex> cond.work.(15)
true
Use Cases
	Expensive checks: When a condition involves costly operations (e.g., API calls,
database queries), define it once and reference it in multiple rules
	Stateful conditions: Use state_of/1 to create conditions that depend on
accumulator or state machine state
	Reusability: Share predicates across rules for consistency

Note: Conditions should be pure and deterministic - they should not execute side effects.
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References an external runtime value by key inside Runic macros.
Used inside step, condition, rule, accumulator, map, and reduce
macros to declare a dependency on a value provided via Workflow.put_run_context/2
or the :run_context option on react_until_satisfied/3.
Values are scoped by component name and resolved during the prepare phase.
The _global key in run_context is merged into every component's context.
Resolves to nil when the key is not present in run_context.
Use context/2 to provide a default instead.
Examples
require Runic
alias Runic.Workflow

step = Runic.step(fn _x -> context(:api_key) end, name: :call_llm)

rule =
  Runic.rule name: :gated do
    given(val: v)
    where(v > context(:threshold))
    then(fn %{val: v} -> {:ok, v} end)
  end

acc = Runic.accumulator(0, fn x, s -> s + x * context(:factor) end, name: :scaled)

workflow =
  Workflow.new()
  |> Workflow.add(step)
  |> Workflow.put_run_context(%{call_llm: %{api_key: "sk-..."}})
Dot access is supported for map-valued context keys:
Runic.step(fn x -> x + context(:config).pool_size end, name: :pooled)
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References an external runtime value by key with a default fallback.
Behaves like context/1 but uses the provided default when the key is not
present in run_context. The default can be a literal value or a zero-arity
function that is called lazily when needed.
Keys with defaults are not reported as missing by Workflow.validate_run_context/2
and appear as {:optional, default} in Workflow.required_context_keys/1.
Defaults are embedded in the compiled closure and participate in content
hashing — two components with different defaults produce different hashes.
Examples
require Runic

# Literal default
step = Runic.step(fn _x -> context(:model, default: "gpt-4") end, name: :call_llm)

# Function default — called lazily when key is missing
step = Runic.step(
  fn _x -> context(:api_key, default: fn -> System.get_env("API_KEY") end) end,
  name: :call_llm
)

# In rule where clauses
rule =
  Runic.rule name: :default_rule do
    given(val: v)
    where(v > context(:threshold, default: 100))
    then(fn %{val: v} -> {:over, v} end)
  end

# In accumulator reducers
acc = Runic.accumulator(0, fn x, s -> s + x * context(:factor, default: 1) end,
  name: :scaled
)
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Returns the number of facts produced by a given component in the workflow.
Used inside where clauses of rules to gate on how many facts a component has produced.
Examples
require Runic

Runic.rule name: :batch_ready do
  given(x: x)
  where(fact_count(:items) >= 3)
  then(fn %{x: x} -> {:process_batch, x} end)
end
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Creates a %FSM{}: a finite state machine with discrete states and guarded transitions.
FSMs compile to an Accumulator (holding the current state atom) plus Rules
(one per transition, using state_of() to gate on current state). Entry actions
are additional rules that fire on state changes.
Example
require Runic

fsm = Runic.fsm name: :traffic_light do
  initial_state :red

  state :red do
    on :timer, to: :green
    on :emergency, to: :red
    on_entry fn -> {:notify, :traffic_stopped} end
  end

  state :green do
    on :timer, to: :yellow
    on :emergency, to: :red
  end

  state :yellow do
    on :timer, to: :red
    on :emergency, to: :red
  end
end
Each transition compiles to a named Rule: :"fsm_name_from_state_on_event".
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Returns the most recent %Fact{} struct produced by a component.
Unlike latest_value_of/1, this returns the full %Fact{} struct including
metadata such as hash and ancestry, not just the raw value.
Examples
require Runic

Runic.rule name: :check_latest_fact do
  given(x: x)
  where(latest_fact_of(:processor) != nil)
  then(fn %{x: x} -> {:ok, x} end)
end
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Returns the most recent raw value produced by a component.
Useful in where clauses to compare against the latest output, or in then
clauses to incorporate another component's latest result.
Examples
In a where clause:
require Runic

Runic.rule name: :high_temp_alert do
  given(x: x)
  where(latest_value_of(:sensor) > 100)
  then(fn %{x: x} -> {:alert, x} end)
end
In a then clause:
require Runic

Runic.rule name: :echo_latest do
  given(x: x)
  then(fn %{x: x} -> {:latest, x, latest_value_of(:sensor)} end)
end
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Creates a %Map{}: applies a transformation to each element of an enumerable.
Map operations fan-out an enumerable input into individual elements, apply
the transformation to each, and can be followed by a reduce to fan-in results.
Basic Usage
iex> require Runic
iex> alias Runic.Workflow
iex> map_op = Runic.map(fn x -> x * 2 end, name: :double)
iex> workflow = Workflow.new() |> Workflow.add(map_op)
iex> results = workflow |> Workflow.plan_eagerly([1, 2, 3]) |> Workflow.react_until_satisfied() |> Workflow.raw_productions()
iex> Enum.sort(results)
[2, 4, 6]
Options
	:name - Identifier for referencing in reduce/3 via :map option
	:inputs / :outputs - Reserved for future schema-based type compatibility

With Pipeline
Map can contain nested pipelines:
require Runic

Runic.map(
  {Runic.step(fn x -> x * 2 end, name: :double),
   [Runic.step(fn x -> x + 1 end, name: :add_one)]}
)
Map-Reduce Pattern
Connect a reduce to collect mapped results. The reduce's :map option links
it to the upstream map:
iex> require Runic
iex> alias Runic.Workflow
iex> map_op = Runic.map(fn x -> x * 2 end, name: :double)
iex> reduce_op = Runic.reduce(0, fn x, acc -> x + acc end, name: :sum, map: :double)
iex> workflow = Workflow.new()
...>   |> Workflow.add(map_op)
...>   |> Workflow.add(reduce_op, to: :double)
iex> results = workflow
...>   |> Workflow.plan_eagerly([1, 2, 3])
...>   |> Workflow.react_until_satisfied()
...>   |> Workflow.raw_productions(:sum)
iex> 12 in results
true
How It Works
Internally, map uses a FanOut component that splits the enumerable into
individual facts. Each element is processed independently, enabling
parallel execution with the :async option on react/2.
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Creates a %ProcessManager{}: a CQRS-oriented process manager that reacts to
domain events, maintains coordination state, and emits commands.
Unlike Saga, ProcessManagers are event-driven and reactive rather than
sequential. They subscribe to event patterns from multiple sources and
decide what commands to issue based on accumulated state.
Compiles to an Accumulator (coordination state) plus Rules (event handlers).
Example
require Runic

pm = Runic.process_manager name: :fulfillment do
  state %{order_id: nil, paid: false, shipped: false}

  on {:order_submitted, order_id} do
    update %{order_id: order_id}
    emit {:charge_payment, order_id}
  end

  on {:payment_received, _} do
    update %{paid: true}
  end

  on {:shipment_created, _} do
    update %{shipped: true}
  end

  complete? fn state -> state.shipped end
end
DSL
	state initial_value - Sets the initial process manager state
	on event_pattern do ... end - Defines an event handler	update map - Merges updates into the process state
	emit value - Produces a command fact as output


	complete? fn state -> bool end - Completion check (fires when state satisfies predicate)
	timeout :name, duration do ... end - Declares a timeout (scheduling is the Runner's responsibility)

Options
	:name - Identifier for the process manager (required)
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Creates a %Reduce{}: aggregates multiple facts into a single accumulated result.
Reduce operations fan-in results from a map operation or process an enumerable
from a parent step. Unlike accumulator/3 which processes single values
cumulatively, reduce/3 aggregates over collections.
Basic Usage
Like Enum.reduce/3, process an enumerable from a parent step:
require Runic
alias Runic.Workflow

workflow = Runic.workflow(
  name: :sum_range,
  steps: [
    {Runic.step(fn -> [1, 2, 3, 4, 5] end, name: :generate),
     [Runic.reduce(0, fn x, acc -> x + acc end, name: :sum)]}
  ]
)
Options
	:name - Identifier for the reduce component
	:map - Name of an upstream map component for fan-in (lazy evaluation)
	:inputs / :outputs - Reserved for future schema-based type compatibility

Map-Reduce Pattern (Lazy Evaluation)
When :map is specified, reduce waits for all mapped elements before aggregating.
This enables lazy/parallel execution of the map phase:
iex> require Runic
iex> alias Runic.Workflow
iex> map_op = Runic.map(fn x -> x * 2 end, name: :double)
iex> reduce_op = Runic.reduce(0, fn x, acc -> x + acc end, name: :sum, map: :double)
iex> workflow = Workflow.new()
...>   |> Workflow.add(map_op)
...>   |> Workflow.add(reduce_op, to: :double)
iex> results = workflow
...>   |> Workflow.plan_eagerly([1, 2, 3])
...>   |> Workflow.react_until_satisfied()
...>   |> Workflow.raw_productions(:sum)
iex> 12 in results
true
Nested Pipeline with Reduce
Reduce can follow a pipeline after the map:
require Runic

Runic.workflow(
  steps: [
    {Runic.map(fn x -> x * 2 end, name: :double),
     [{Runic.step(fn x -> x + 1 end, name: :add_one),
       [Runic.reduce(0, fn x, acc -> x + acc end, name: :sum, map: :double)]}]}
  ]
)
Important Notes
	Reduce operations are inherently sequential and cannot be parallelized
unless your reducer has CRDT (commutative) properties
	Without :map, reduce processes the enumerable eagerly in one invocation
	With :map, reduce waits for all fan-out elements before reducing
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Creates a %Rule{}: a conditional reaction for pattern-matched execution.
Rules have two phases: a condition (left-hand side) that must match,
and a reaction (right-hand side) that executes when matched. This
separation enables efficient evaluation of many rules together.
Basic Usage
iex> require Runic
iex> alias Runic.Workflow.Rule
iex> rule = Runic.rule(fn x when is_integer(x) and x > 0 -> :positive end)
iex> Rule.check(rule, 5)
true
iex> Rule.check(rule, -1)
false
iex> Rule.run(rule, 5)
:positive
Guard Clauses
Rules support full Elixir guard expressions:
iex> require Runic
iex> alias Runic.Workflow.Rule
iex> rule = Runic.rule(fn x when is_binary(x) and byte_size(x) > 5 -> :long_string end)
iex> Rule.check(rule, "hello!")
true
iex> Rule.check(rule, "hi")
false
Pattern Matching
iex> require Runic
iex> alias Runic.Workflow.Rule
iex> rule = Runic.rule(fn %{status: :pending} -> :process end)
iex> Rule.check(rule, %{status: :pending, id: 1})
true
iex> Rule.check(rule, %{status: :done})
false
Separated Condition and Reaction
For expensive conditions shared by multiple rules, or clearer organization:
iex> require Runic
iex> alias Runic.Workflow.Rule
iex> rule = Runic.rule(
...>   name: :expensive_check,
...>   condition: fn x -> rem(x, 2) == 0 end,
...>   reaction: fn x -> x * 2 end
...> )
iex> Rule.check(rule, 4)
true
iex> Rule.run(rule, 4)
8
Also supports :if / :do aliases:
Runic.rule(
  name: :my_rule,
  if: fn x -> x > 10 end,
  do: fn x -> :large end
)
Multi-Arity Rules
Rules can require multiple inputs (provided as a list):
iex> require Runic
iex> alias Runic.Workflow.Rule
iex> rule = Runic.rule(fn a, b when is_integer(a) and is_integer(b) -> a + b end)
iex> Rule.check(rule, [3, 4])
true
iex> Rule.run(rule, [3, 4])
7
In Workflows
Rules are evaluated in the planning/match phase before execution:
iex> require Runic
iex> alias Runic.Workflow
iex> workflow = Runic.workflow(
...>   name: :classifier,
...>   rules: [
...>     Runic.rule(fn x when x > 100 -> :xlarge end, name: :xlarge),
...>     Runic.rule(fn x when x > 10 and x <= 100 -> :large end, name: :large),
...>     Runic.rule(fn x when x > 0 and x <= 10 -> :small end, name: :small)
...>   ]
...> )
iex> workflow |> Workflow.plan_eagerly(50) |> Workflow.react_until_satisfied() |> Workflow.raw_productions()
[:large]
Given/Where/Then DSL
For complex rules with pattern destructuring, use the explicit DSL with
three clauses:
	given — a pattern-matching clause that destructures the input and binds
variables. The binding name becomes the key in the bindings map passed to then.
	where — a boolean expression evaluated at runtime. Unlike when guards,
where supports any Elixir expression including function calls like
String.starts_with?/2, Enum.member?/2, etc.
	then — a function that receives the bindings map and produces a result.
The bindings from given are available as keys.

Note: Use where instead of when because when is a reserved Elixir keyword.
Do/End Block Form
require Runic

Runic.rule do
  given(order: %{status: status, total: total})
  where(status == :pending and total > 100)
  then(fn %{order: order, total: total} -> {:apply_discount, order, total * 0.9} end)
end
Named Do/End Block Form
Pass options before the do block to name the rule:
require Runic

Runic.rule name: :premium_discount do
  given(order: %{customer: %{tier: tier}, total: total})
  where(tier == :premium and total > 50)
  then(fn %{order: order} -> {:apply_discount, order} end)
end
Keyword Form
The same rule can be written as a keyword list:
require Runic

Runic.rule(
  name: :threshold_check,
  given: [value: v],
  where: v > 100,
  then: fn %{value: v} -> {:over_threshold, v} end
)
Direct map patterns are also supported in the keyword form:
Runic.rule(
  name: :map_pattern,
  given: %{x: x, y: y},
  where: x + y > 10,
  then: fn %{x: x, y: y} -> {:sum, x + y} end
)
Non-Guard Expressions in where
Unlike when guards, where supports any boolean expression:
require Runic

Runic.rule do
  given(name: name)
  where(String.starts_with?(name, "prefix_"))
  then(fn %{name: n} -> {:matched, n} end)
end
Capturing External Variables with ^
Use the pin operator ^ to capture variables from the surrounding scope.
This is essential when dynamically constructing rules in loops or functions:
require Runic
alias Runic.Workflow

threshold = 100

rule =
  Runic.rule do
    given(value: v)
    where(v > ^threshold)
    then(fn %{value: v} -> {:over_threshold, v} end)
  end

Workflow.new()
|> Workflow.add(rule)
|> Workflow.react_until_satisfied(150)
|> Workflow.raw_productions()
# => [{:over_threshold, 150}]
The ^ pin also works in the keyword form and in condition/reaction style:
some_values = [:potato, :ham, :tomato]

Runic.rule(
  name: "escaped rule",
  condition: fn val when is_atom(val) -> true end,
  reaction: fn val ->
    Enum.map(^some_values, fn x -> {val, x} end)
  end
)
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Creates a %Saga{}: a sequence of transaction steps with compensating actions.
Sagas are explicit forward-then-compensate pipelines. Each transaction step
must have a corresponding compensate block. On failure, completed steps are
compensated in reverse order.
Compiles to an Accumulator (tracking saga state), forward Rules (one per
transaction step), and compensation Rules (one per compensate block).
Usage
require Runic

saga = Runic.saga name: :fulfillment do
  transaction :reserve_inventory do
    fn _input -> {:ok, :reserved} end
  end
  compensate :reserve_inventory do
    fn %{reserve_inventory: _} -> :released end
  end

  transaction :charge_payment do
    fn %{reserve_inventory: _} -> {:ok, :charged} end
  end
  compensate :charge_payment do
    fn %{charge_payment: _} -> :refunded end
  end

  on_complete fn results -> {:saga_completed, results} end
  on_abort fn reason, compensated -> {:saga_aborted, reason, compensated} end
end
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Creates a %StateMachine{}: stateful workflows with reducers and conditional reactors.
State machines combine an accumulator with rules that react to state changes.
The reducer processes inputs in context of accumulated state, and reactors
conditionally execute based on the new state.
Basic Usage
iex> require Runic
iex> alias Runic.Workflow
iex> counter = Runic.state_machine(
...>   name: :counter,
...>   init: 0,
...>   reducer: fn x, acc -> acc + x end
...> )
iex> workflow = Workflow.new() |> Workflow.add(counter)
iex> results = workflow |> Workflow.plan_eagerly(5) |> Workflow.react_until_satisfied() |> Workflow.raw_productions()
iex> Enum.sort(results)
[0, 5]
Options
	:name - Identifier for the state machine (required for referencing)
	:init - Initial state (literal value, function, or {M, F, A} tuple)
	:reducer - Function (input, state) -> new_state for state transitions
	:reactors - List of rules that react to state changes
	:inputs / :outputs - Reserved for future schema-based type compatibility

With Reactors
Reactors are rules that fire when the accumulated state matches their conditions:
require Runic
alias Runic.Workflow

threshold_sm = Runic.state_machine(
  name: :threshold_monitor,
  init: 0,
  reducer: fn x, acc -> acc + x end,
  reactors: [
    fn state when state > 100 -> :threshold_exceeded end,
    fn state when state > 50 -> :warning end
  ]
)
Lock/Unlock Example
require Runic

lock = Runic.state_machine(
  name: :lock,
  init: %{code: "secret", state: :locked},
  reducer: fn
    :lock, state ->
      %{state | state: :locked}
    {:unlock, code}, %{code: code, state: :locked} = state ->
      %{state | state: :unlocked}
    _, state ->
      state
  end,
  reactors: [
    fn %{state: :unlocked} -> :access_granted end,
    fn %{state: :locked} -> :access_denied end
  ]
)
Block DSL with handle/react (Form 2)
For state machines with complex state and event-driven transitions, the
block DSL provides a more expressive form. Each handle clause bundles
an event match, input pattern, state binding, and state transformation
into a named, addressable sub-component. react clauses observe state
without modifying it.
Runic.state_machine name: :cart, init: %{items: [], total: 0} do
  handle :add_item, %{item: item}, state do
    %{state | items: [item | state.items], total: state.total + item.price}
  end

  handle :checkout, _, state when state.items != [] do
    %{state | status: :checked_out}
  end

  react :high_value do
    fn %{total: t} when t > 1000 -> {:vip_alert, t} end
  end
end
handle clause semantics
handle event_pattern, input_match, state_var [when state_guard] do
  body  # must return next state
end
	event_pattern — atom or pattern matched against the incoming fact's
event type discriminator.
	input_match — pattern match on the event payload / fact value.
	state_var — binds the current state via state_of(:sm_name) meta_ref.
	when state_guard — optional guard on current state.
	body — returns the next state value, fed to the accumulator.

Each handle compiles to a named Rule:
:"<sm_name>_<event_pattern>" (e.g., :cart_add_item).
react clause semantics
react name do
  fn state_pattern -> output end
end
	Name is explicitly required (the atom after react).
	Compiles to a Rule with a state_of() condition and a step that
produces an output fact.
	Does not modify state — observation only.

Both forms produce identical %StateMachine{} structs. The handle
block is sugar for splitting a multi-clause reducer into individually
named rules.
Captured Variables
Use ^ for runtime values in reducers and reactors:
multiplier = 2
Runic.state_machine(
  name: :scaled_sum,
  init: 0,
  reducer: fn x, acc -> acc + x * ^multiplier end
)
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Used inside Runic macros such as rules to reference the state of another component such as an accumulator
or reduce.
Expands in conjunction with the rest of the expression of the rule's expression to evaluate against the last known state of the component.
Examples
require Runic
alias Runic.Workflow

counter = Runic.accumulator(0, fn x, acc -> acc + x end, name: :counter)

threshold_rule =
  Runic.rule name: :threshold_check do
    given(x: x)
    where(state_of(:counter) > 5)
    then(fn %{x: x} -> {:above_threshold, x} end)
  end

workflow =
  Workflow.new()
  |> Workflow.add(counter)
  |> Workflow.add(threshold_rule, to: :counter)
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Creates a %Step{}: a basic lambda expression that can be added to a workflow.
Steps are the fundamental building blocks of Runic workflows, representing
input → output transformations. Each step wraps a function and can be composed
with other steps to form data processing pipelines.
Basic Usage
iex> require Runic
iex> step = Runic.step(fn x -> x * 2 end)
iex> step.work.(5)
10
Arities
Steps support 0, 1, or 2-arity functions:
iex> require Runic
iex> zero_arity = Runic.step(fn -> 42 end)
iex> zero_arity.work.()
42

iex> require Runic
iex> one_arity = Runic.step(fn x -> x + 1 end)
iex> one_arity.work.(10)
11

iex> require Runic
iex> two_arity = Runic.step(fn a, b -> a + b end)
iex> two_arity.work.(3, 4)
7
Note: 2-arity steps only execute when the workflow receives a 2-element list as input.
Captured Variables with ^
Use the pin operator ^ to capture outer scope variables. This is essential for:
	Content-addressable hashing (each bound value produces unique hashes)

	Serialization with build_log/1 and recovery with from_log/1

	Dynamic workflow construction at runtime
  iex> require Runic
  iex> multiplier = 3
  iex> step = Runic.step(fn x -> x * ^multiplier end)
  iex> step.closure.bindings[:multiplier]
  3
  iex> step.work.(10)
  30


Without ^, Elixir's normal closure mechanism captures the variable, but Runic
cannot track, hash, or serialize it - the workflow will fail after persistence.
Captured Functions
Steps can wrap module functions using capture syntax:
iex> require Runic
iex> step = Runic.step(&String.upcase/1)
iex> step.work.("hello")
"HELLO"
Options
	:name - An atom or string identifier for referencing this step in workflows

	:work - The function to execute (alternative to passing as first argument)

	:inputs - Reserved for future schema-based type compatibility

	:outputs - Reserved for future schema-based type compatibility
  iex> require Runic
  iex> step = Runic.step(fn x -> x * 2 end, name: :doubler)
  iex> step.name
  :doubler
  iex> require Runic
  iex> step = Runic.step(name: :tripler, work: fn x -> x * 3 end)
  iex> step.name
  :tripler


In Workflows
Steps can be connected in pipelines using the workflow DSL:
iex> require Runic
iex> alias Runic.Workflow
iex> workflow = Runic.workflow(
...>   name: "pipeline",
...>   steps: [
...>     {Runic.step(fn x -> x + 1 end, name: :add_one),
...>      [Runic.step(fn x -> x * 2 end, name: :double)]}
...>   ]
...> )
iex> results = workflow |> Workflow.react_until_satisfied(5) |> Workflow.raw_productions()
iex> Enum.sort(results)
[6, 12]
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      step_ran?(component_name_or_hash)



        
          
        

    

  


  

Evaluates to true in a condition if the specified step has ever been ran.
Note that this evaluates to true globally for any prior execution of the workflow, not just within the current invocation.
Examples
require Runic
alias Runic.Workflow

rule =
  Runic.rule name: :after_validation do
    given(x: x)
    where(step_ran?(:validator))
    then(fn %{x: x} -> {:validated, x} end)
  end

  



  
    
      
    
    
      step_ran?(component_name_or_hash, fact_or_hash)



        
          
        

    

  


  

Evaluates to true if the specified step has been executed for the given input fact.
Considers only input facts for a generation of invokations fed into the root of the workflow.
Examples
require Runic
alias Runic.Workflow

rule =
  Runic.rule name: :scoped_check do
    given(x: x)
    where(step_ran?(:validator, x))
    then(fn %{x: x} -> {:validated, x} end)
  end

  



  
    
      
    
    
      transmute(component)



        
          
        

    

  


  

Converts a Runic component into a %Workflow{} via the Transmutable protocol.
Components like steps, rules, state machines, etc. can be transmuted into
standalone workflows for evaluation or composition.
Examples
iex> require Runic
iex> step = Runic.step(fn x -> x * 2 end)
iex> workflow = Runic.transmute(step)
iex> workflow.__struct__
Runic.Workflow

iex> require Runic
iex> rule = Runic.rule(fn x when x > 0 -> :positive end)
iex> workflow = Runic.transmute(rule)
iex> workflow.__struct__
Runic.Workflow
Use Cases
	Preparing components for standalone evaluation
	Converting natural representations (e.g., a single rule) into evaluable workflows
	Composing heterogeneous components by first converting to workflows, then merging


  



    

  
    
      
    
    
      workflow(opts \\ [])



        
          
        

    

  


  

Creates a %Workflow{} from component options.
Workflows are directed acyclic graphs (DAGs) of steps, rules, and other components
connected through dataflow semantics. They enable lazy or eager evaluation and can
be composed, persisted, and distributed.
Basic Usage
iex> require Runic
iex> alias Runic.Workflow
iex> workflow = Runic.workflow(
...>   name: :simple,
...>   steps: [Runic.step(fn x -> x * 2 end)]
...> )
iex> workflow |> Workflow.react_until_satisfied(5) |> Workflow.raw_productions()
[10]
Options
	:name - Identifier for the workflow (atom or string)
	:steps - List of steps, with optional pipeline syntax for parent-child relationships
	:rules - List of conditional rules to add
	:before_hooks - Debug hooks called before step execution
	:after_hooks - Debug hooks called after step execution
	:input_ports - Port contract for workflow boundary inputs (keyword list of port schemas)
	:output_ports - Port contract for workflow boundary outputs (keyword list of port schemas)

Pipeline Syntax
Use tuples {parent, [children]} to define step dependencies:
iex> require Runic
iex> alias Runic.Workflow
iex> pipeline = Runic.workflow(
...>   name: :pipeline,
...>   steps: [
...>     {Runic.step(fn x -> x + 1 end, name: :add_one),
...>      [Runic.step(fn x -> x * 2 end, name: :double),
...>       Runic.step(fn x -> x * 3 end, name: :triple)]}
...>   ]
...> )
iex> results = pipeline |> Workflow.react_until_satisfied(5) |> Workflow.raw_productions()
iex> Enum.sort(results)
[6, 12, 18]
With Rules
iex> require Runic
iex> alias Runic.Workflow
iex> workflow = Runic.workflow(
...>   name: :rule_example,
...>   rules: [
...>     Runic.rule(fn x when is_integer(x) and x > 10 -> :large end),
...>     Runic.rule(fn x when is_integer(x) and x <= 10 -> :small end)
...>   ]
...> )
iex> workflow |> Workflow.plan_eagerly(15) |> Workflow.react_until_satisfied() |> Workflow.raw_productions()
[:large]
Hooks
Hooks receive (step, workflow, fact) and must return the workflow.
Use them for debugging, logging, or dynamic workflow modification:
require Runic
alias Runic.Workflow

Runic.workflow(
  name: :with_hooks,
  steps: [Runic.step(fn x -> x * 2 end, name: :double)],
  after_hooks: [
    double: [
      fn _step, workflow, fact ->
        IO.puts("Produced: #{inspect(fact.value)}")
        workflow
      end
    ]
  ]
)
Boundary Ports
Declare input and output ports to make a workflow composable as a typed component.
Workflows without ports return empty contracts and are connectable to anything.
require Runic
alias Runic.Workflow

workflow = Runic.workflow(
  name: :price_calculator,
  steps: [
    {Runic.step(fn order -> order.items end, name: :parse_order),
     [Runic.step(fn items -> Enum.sum(Enum.map(items, & &1.price)) end, name: :calculate_total)]}
  ],
  input_ports: [
    order: [type: :map, doc: "Order to price", to: :parse_order]
  ],
  output_ports: [
    total: [type: :float, doc: "Calculated total", from: :calculate_total]
  ]
)

# Ports are surfaced via the Component protocol
Runic.Component.inputs(workflow)
# => [order: [type: :map, doc: "Order to price", to: :parse_order]]
Port options: :type, :doc, :cardinality, :required, :to (input binding), :from (output binding).
The :to and :from options reference internal component names and are validated at build time.
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Runtime evaluation engine for Runic workflows.
Runic Workflows are used to compose many branching steps, rules and accumulations/reductions
at runtime for lazy or eager evaluation. You can think of Runic Workflows as a recipe of rules
that when fed a stream of facts may react.
Quick Start
require Runic
alias Runic.Workflow

workflow = Runic.workflow(
  steps: [
    {Runic.step(fn x -> x + 1 end, name: :add),
     [Runic.step(fn x -> x * 2 end, name: :double)]}
  ]
)

workflow
|> Workflow.react_until_satisfied(5)
|> Workflow.raw_productions()
# => [12]
Three-Phase Execution Model
All workflow evaluation uses a three-phase execution model that enables parallel execution
and external scheduler integration:
	Prepare - Extract minimal context from the workflow into %Runnable{} structs
	Execute - Run node work functions in isolation (can be parallelized)
	Apply - Reduce results back into the workflow

Basic Execution
For simple use cases, use react/2 for a single cycle or react_until_satisfied/3
to run to completion:
# Single cycle
workflow = Workflow.react(workflow, input)

# Run to completion (recommended for simple use)
workflow = Workflow.react_until_satisfied(workflow, input)
Parallel Execution
Enable parallel execution for I/O-bound or CPU-intensive workflows:
workflow = Workflow.react_until_satisfied(workflow, input,
  async: true,
  max_concurrency: 8,
  timeout: :infinity
)
External Scheduler Integration
For custom schedulers, worker pools, or distributed execution, use the low-level
three-phase APIs directly:
# Phase 1: Prepare runnables for dispatch
workflow = Workflow.plan_eagerly(workflow, input)
{workflow, runnables} = Workflow.prepare_for_dispatch(workflow)

# Phase 2: Execute (dispatch to worker pool, external service, etc.)
executed = Task.async_stream(runnables, fn runnable ->
  Runic.Workflow.Invokable.execute(runnable.node, runnable)
end, timeout: :infinity)

# Phase 3: Apply results back to workflow
workflow = Enum.reduce(executed, workflow, fn {:ok, runnable}, wrk ->
  Workflow.apply_runnable(wrk, runnable)
end)

# Continue if more work is available
if Workflow.is_runnable?(workflow), do: # repeat...
Key APIs for external scheduling:
	prepare_for_dispatch/1 - Returns {workflow, [%Runnable{}]} for dispatch
	apply_runnable/2 - Applies a completed runnable back to the workflow
	Invokable.execute/2 - Executes a runnable in isolation (no workflow access)

Runtime Context
Runtime context provides a way to inject external, runtime-scoped values (API keys,
database connections, tenant IDs, feature flags) into workflow components without
baking them into closures or the workflow graph.
Components declare their context dependencies using context/1 expressions in the
Runic DSL:
step = Runic.step(fn _x -> context(:api_key) end, name: :call_llm)

rule = Runic.rule name: :gated do
  given(val: v)
  where(v > context(:threshold))
  then(fn %{val: v} -> {:ok, v} end)
end
Context is provided at runtime via put_run_context/2 or the :run_context option:
# Set context directly
workflow = Workflow.put_run_context(workflow, %{
  call_llm: %{api_key: "sk-..."},
  _global: %{workspace_id: "ws1"}
})

# Or pass via options
Workflow.react_until_satisfied(workflow, input,
  run_context: %{call_llm: %{api_key: "sk-..."}}
)
Context values are:
	Scoped by component name with an optional _global key for shared values
	Not part of the workflow hash — two workflows with different contexts are structurally identical
	Not serialized in the event log or fact graph
	Resolved during the prepare phase of the three-phase execution model

Use required_context_keys/1 and validate_run_context/2 to introspect and validate
context requirements before execution.
Workflow Composition
Workflows can be composed together using merge/2 or by adding components with add/3:
# Merge two workflows
combined = Workflow.merge(workflow1, workflow2)

# Add components dynamically
workflow = Workflow.new()
  |> Workflow.add(step1)
  |> Workflow.add(step2, to: :step1)
  |> Workflow.add(join_step, to: [:branch_a, :branch_b])
Any component implementing the Runic.Transmutable protocol can be merged into a workflow.
Introspection APIs
Query workflow structure and state:
# List all components by type
Workflow.steps(workflow)       # All Step structs
Workflow.conditions(workflow)  # All Condition structs

# Get components by name
Workflow.get_component(workflow, :my_step)

# Query execution state
Workflow.is_runnable?(workflow)     # Any work pending?
Workflow.next_runnables(workflow)   # List of {node, fact} pairs

# Traverse workflow structure
Workflow.next_steps(workflow, parent_step)  # Children of a step
Result Extraction
Extract results after workflow execution:
# Structured results using output port contract (recommended)
Workflow.results(workflow)                       # => %{total: 42.50}

# Explicit component selection
Workflow.results(workflow, [:add, :mult])         # => %{add: 6, mult: 10}

# With options
Workflow.results(workflow, [:price], facts: true) # => %{price: %Fact{}}
Workflow.results(workflow, nil, all: true)         # => %{total: [v1, v2]}

# Raw values (low-level)
Workflow.raw_productions(workflow)           # All leaf outputs
Workflow.raw_productions(workflow, :step_name)  # From specific component

# Full Fact structs with ancestry
Workflow.productions(workflow)

# All facts including inputs
Workflow.facts(workflow)
Serialization
Serialize workflows for persistence and visualization:
# Build log for persistence
log = Workflow.build_log(workflow)
serialized = :erlang.term_to_binary(log)

# Rebuild from log
workflow = Workflow.from_log(:erlang.binary_to_term(serialized))

# Visualization formats
Workflow.to_mermaid(workflow)      # Mermaid flowchart
Workflow.to_dot(workflow)          # Graphviz DOT format
Workflow.to_cytoscape(workflow)    # Cytoscape.js JSON
Workflow.to_edgelist(workflow)     # Edge list tuples
When to Use Runic Workflows
Runic Workflows are intended for use cases where your program is built or modified at runtime.
They are useful for:
	Complex data-dependent pipelines
	Expert systems and rule engines
	User-defined logical systems (low-code tools, DSLs)
	Dynamic workflow composition at runtime

If your model can be expressed in advance with compiled code using the usual control flow
and concurrency tools available in Elixir/Erlang, Runic Workflows may not be necessary.
There are performance trade-offs of doing more compilation and evaluation at runtime.
See the Cheatsheet and Usage Rules guides for more.
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        runnable()
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    Functions
  


    
      
        add(workflow, component, opts \\ [])

      


        Adds a component to the workflow, connecting it to the parent step or root if no parent is specified.



    


    
      
        add_rules(workflow, rules)

      


        Adds a list of rules to the workflow root.



    


    
      
        add_scheduler_policy(workflow, matcher, policy)

      


        Prepends a {matcher, policy} rule to the workflow's scheduler policies (higher priority).



    


    
      
        add_step(workflow, child_step)

      


        Adds a step to the root of the workflow that is always evaluated with a new fact.



    


    
      
        add_step(workflow, parent_step, child_step)

      


        Adds a dependent step to some other step in a workflow by name.



    


    
      
        add_steps(workflow, steps)

      


        Adds a batch of steps to the workflow, supporting pipelines and joins.



    


    
      
        add_with_events(workflow, component, opts \\ [])

      


        Adds a component to the workflow and returns the updated workflow along with
the %ComponentAdded{} events produced.



    


    
      
        ancestry_depth(workflow, arg2)

      


        Computes the causal depth of a fact by walking its ancestry chain.



    


    
      
        append_runnable_events(workflow, events)

      


        Appends runnable lifecycle events to the workflow's event accumulator.



    


    
      
        append_scheduler_policy(workflow, matcher, policy)

      


        Appends a {matcher, policy} rule to the workflow's scheduler policies (lower priority).



    


    
      
        apply_event(wrk, event)

      


        Applies a single %ComponentAdded{} event to the workflow, adding the
component described by the event.



    


    
      
        apply_events(wrk, events)

      


        Applies a list of %ComponentAdded{} events to the workflow.



    


    
      
        apply_hook_fns(workflow, apply_fns)

      


        Applies a list of hook apply functions to the workflow.



    


    
      
        apply_runnable(workflow, runnable)

      


        Applies a completed runnable back to the workflow.



    


    
      
        attach_after_hook(workflow, component_name, hook)

      


        Attaches a hook function to be run after a given component step.



    


    
      
        attach_before_hook(workflow, component_name, hook)

      


        Attaches a hook function to be run before a given component step.



    


    
      
        build_getter_fn(meta_ref)

      


        Builds a getter function for a meta reference based on its kind.



    


    
      
        build_log(wrk)

      


        Returns a list of %ComponentAdded{} events for serialization and recovery.



    


    
      
        causal_depth(workflow, fact)

      


        Returns the causal depth of a fact by walking its ancestry chain.



    


    
      
        components(workflow)

      


        Returns a map of all registered components in the workflow by the registered component name.



    


    
      
        conditions(workflow)

      


        Lists all %Condition{} structs in the workflow.



    


    
      
        connectable?(wrk, component)

      


    


    
      
        connectable?(wrk, component, list)

      


        Checks whether a component can be connected at a given point in the workflow.



    


    
      
        connectables(wrk, name)

      


        Returns a list of components in the workflow graph that are compatible for
connection with the given component.



    


    
      
        connected_components(workflow)

      


        Returns a graph containing only the registered components as vertices
and :connects_to edges showing how components are connected to each other.



    


    
      
        disable_event_emission(wf)

      


        Disables event emission on the workflow.



    


    
      
        draw_meta_ref_edge(workflow, from, to, meta_ref)

      


        Creates a :meta_ref edge from a node to its meta expression target.



    


    
      
        enable_event_emission(wf)

      


        Enables event emission on the workflow.



    


    
      
        event_log(wrk)

      


        Returns a complete event snapshot for the workflow.



    


    
      
        events_produced_since(wrk, fact)

      


        Returns all %ReactionOccurred{} events caused since the given fact.



    


    
      
        execute_runnable(runnable)

      


        Executes the Invokable protocol for runnable.



    


    
      
        execute_with_policies(runnables, policies)

      


        Executes a list of runnables with the given scheduler policies.



    


    
      
        facts(workflow)

      


        Returns all facts in the workflow, including inputs and productions.



    


    
      
        fetch_component(wrk, name)

      


        Retrieves a component from the workflow by name, returning an ok/error tuple.



    


    
      
        from_events(events, base_workflow \\ nil)

      


        Rebuilds a workflow from a mixed stream of build and runtime events.



    


    
      
        from_events(events, base_workflow, opts)

      


        Like from_events/2 but accepts options for replay control.



    


    
      
        from_log(events)

      


        Rebuilds a workflow from a list of %ComponentAdded{} and/or %ReactionOccurred{} events.



    


    
      
        get_component(wrk, names)

      


        Retrieves a component from the workflow by name.



    


    
      
        get_component!(wrk, name)

      


        Retrieves a component from the workflow by name, raising if not found.



    


    
      
        get_hooks(workflow, node_hash)

      


        Gets the hooks for a given node hash.



    


    
      
        get_named_vertex(workflow, name)

      


    


    
      
        get_run_context(workflow)

      


        Returns the full run context map.



    


    
      
        get_run_context(workflow, component_name)

      


        Returns the resolved run context for a specific component.



    


    
      
        invoke(wrk, step, fact)

      


        Executes the Invokable protocol for a runnable step and fact using the three-phase model.



    


    
      
        invoke_with_events(wrk, step, fact)

      


        Executes the Invokable protocol for a runnable step and fact and returns all newly caused events produced by the invokation.



    


    
      
        is_runnable?(workflow)

      


        Returns true if the workflow has pending work (runnable or matchable nodes).



    


    
      
        log(wrk)

          deprecated

      


        Returns the complete event log combining build_log/1 and reaction events.



    


    
      
        maybe_put_component(workflow, step)

      


    


    
      
        merge(workflow, workflow2)

      


        Merges the second workflow into the first, maintaining the name of the first.



    


    
      
        meta_dependencies(workflow, node)

      


        Returns the list of components that a node depends on via :meta_ref edges.



    


    
      
        meta_dependents(workflow, node)

      


        Returns the list of nodes that depend on a component via :meta_ref edges.



    


    
      
        new()

      


        Creates an empty workflow with no components.



    


    
      
        new(name)

      


        Constructs a new Runic Workflow with the given name or parameters.



    


    
      
        next_runnables(workflow)

      


        Returns a list of {node, fact} pairs ready for activation in the next cycle.



    


    
      
        next_runnables(workflow, fact_or_raw)

      


    


    
      
        next_steps(g, parent_step)

      


        Returns the child steps connected via dataflow edges from a parent step.



    


    
      
        pending_runnables(workflow)

      


        Identifies dispatched-but-not-completed runnables from the workflow's runnable events.



    


    
      
        plan(wrk)

      


        plan/1 will, for all next left hand side / match phase runnables activate and prepare next match runnables.



    


    
      
        plan(wrk, fact)

      


        For a new set of inputs, plan/2 prepares the workflow agenda for the next set of reactions by
matching through left-hand-side conditions in the workflow network.



    


    
      
        plan_eagerly(workflow)

      


        Eagerly plans through all produced facts in the workflow that haven't yet activated
subsequent runnables.



    


    
      
        plan_eagerly(workflow, input_fact)

      


        Invokes all left hand side / match-phase runnables in the workflow for a given input fact until all are satisfied.



    


    
      
        prepare_for_dispatch(workflow)

      


        Prepares all available runnables for external dispatch.



    


    
      
        prepare_meta_context(workflow, node)

      


        Prepares meta context for a node by traversing its :meta_ref edges.



    


    
      
        prepared_runnables(workflow)

      


        Returns a list of prepared %Runnable{} structs ready for execution.



    


    
      
        productions(workflow)

      


        Returns all %Fact{} structs produced by the workflow.



    


    
      
        productions(wrk, component_name)

      


        Returns all productions of a component or sub component by name.



    


    
      
        productions_by_component(wrk)

      


        Returns all facts produced in the workflow so far by component name and sub component.



    


    
      
        purge_memory(wrk)

      


        Removes all %Fact{} vertices and generation integers from the workflow graph.



    


    
      
        put_run_context(workflow, context)

      


        Merges the given context map into the workflow's run context.



    


    
      
        raw_productions(workflow)

      


        Returns the raw values from all produced facts.



    


    
      
        raw_productions(wrk, component_name)

      


    


    
      
        raw_productions_by_component(wrk)

      


        Returns a map of component name to raw production values for all components.



    


    
      
        raw_reactions(wrk)

      


        Returns raw (output value) side effects of the workflow - i.e. facts resulting from the execution of a Runic.Step



    


    
      
        react(workflow, opts \\ [])

      


        Executes a single reaction cycle using the three-phase model.



    


    
      
        react(wrk, fact, opts)

      


        Executes a single reaction cycle with the given input value.



    


    
      
        react_until_satisfied(workflow, fact_or_value \\ nil, opts \\ [])

      


        Executes the workflow until no more runnables remain.



    


    
      
        reactions(workflow)

      


        Returns raw (output value) side effects of the workflow - i.e. facts resulting from the execution of a Runic.Step



    


    
      
        remove_component(workflow, component_name)

      


        Removes a component and its owned invokable nodes from the workflow.



    


    
      
        required_context_keys(workflow)

      


        Returns a map of component names to their context key requirements.



    


    
      
        results(workflow, component_names \\ nil, opts \\ [])

      


        Extracts structured results from a workflow.



    


    
      
        root_ancestor_hash(workflow, fact)

      


        Finds the root ancestor fact hash for a given fact.



    


    
      
        set_scheduler_policies(workflow, policies)

      


        Replaces the workflow's scheduler policies list entirely.



    


    
      
        skip_downstream_subgraph(workflow, failed_node)

      


        Marks all nodes transitively downstream of failed_node as unreachable.



    


    
      
        steps(workflow)

      


        Lists all %Step{} structs in the workflow.



    


    
      
        sub_components(workflow, component_name)

      


        Returns a keyword list of sub-components of the given component by kind.



    


    
      
        to_cytoscape(workflow, opts \\ [])

      


        Serializes the workflow to Cytoscape.js element JSON format.



    


    
      
        to_dot(workflow, opts \\ [])

      


        Serializes the workflow to DOT (Graphviz) format.



    


    
      
        to_edgelist(workflow, opts \\ [])

      


        Serializes the workflow to an edgelist format.



    


    
      
        to_mermaid(workflow, opts \\ [])

      


        Serializes the workflow to Mermaid flowchart format.



    


    
      
        to_mermaid_sequence(workflow, opts \\ [])

      


        Serializes causal reactions as a Mermaid sequence diagram.



    


    
      
        validate_run_context(workflow, context)

      


        Validates that the given run_context satisfies all context/1 references
in the workflow.
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          @type runnable() :: {fun(), term()}
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          @type t() :: %Runic.Workflow{
  after_hooks: map(),
  before_hooks: map(),
  build_log: term(),
  components: map(),
  emit_events: boolean(),
  graph: Multigraph.t(),
  hash: binary(),
  input_ports: keyword() | nil,
  inputs: map(),
  mapped: map(),
  name: String.t(),
  output_ports: keyword() | nil,
  run_context: map(),
  runnable_events: list(),
  scheduler_policies: list(),
  uncommitted_events: term()
}
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Adds a component to the workflow, connecting it to the parent step or root if no parent is specified.
Examples
iex> require Runic
iex> alias Runic.Workflow
iex> step = Runic.step(fn x -> x + 1 end, name: :add_one)
iex> workflow = Workflow.new() |> Workflow.add(step)
iex> Workflow.get_component(workflow, :add_one) |> Map.get(:name)
:add_one

iex> require Runic
iex> alias Runic.Workflow
iex> s1 = Runic.step(fn x -> x + 1 end, name: :first)
iex> s2 = Runic.step(fn x -> x * 2 end, name: :second)
iex> workflow = Workflow.new() |> Workflow.add(s1) |> Workflow.add(s2, to: :first)
iex> workflow |> Workflow.react_until_satisfied(5) |> Workflow.raw_productions() |> Enum.sort()
[6, 12]
When :to is a list of parent names, a Join is created so the dependent step
waits for all parents to produce facts before running:
require Runic
alias Runic.Workflow

a_step = Runic.step(fn x -> x + 1 end, name: :a)
b_step = Runic.step(fn x -> x * 2 end, name: :b)
sum_step = Runic.step(fn a, b -> a + b end, name: :sum)

workflow =
  Workflow.new()
  |> Workflow.add(a_step)
  |> Workflow.add(b_step)
  |> Workflow.add(sum_step, to: [:a, :b])

result =
  workflow
  |> Workflow.react_until_satisfied(5)
  |> Workflow.raw_reactions()

6 in result  # :a produced 5 + 1
10 in result # :b produced 5 * 2
16 in result # :sum produced 6 + 10
Port Validation
By default, add/3 validates that the producer's output ports are type-compatible
with the consumer's input ports. Control this with the :validate option:
	:error (default) — raises Runic.IncompatiblePortError on type mismatch

	:warn — logs a warning but allows the connection

	:off — skips validation entirely (useful for prototyping)
  # Bypass validation during prototyping
  Workflow.add(workflow, step, to: :parent, validate: :off)


Untyped components (all ports default to type: :any) always pass validation,
preserving Runic's gradual typing philosophy.

  



  
    
      
    
    
      add_rules(workflow, rules)



        
          
        

    

  


  

Adds a list of rules to the workflow root.
Each rule is added via add/2. Passing nil is a no-op.
Example
require Runic
alias Runic.Workflow

rules = [
  Runic.rule(fn x when x > 0 -> :positive end, name: :pos),
  Runic.rule(fn x when x < 0 -> :negative end, name: :neg)
]

workflow = Workflow.new() |> Workflow.add_rules(rules)

  



  
    
      
    
    
      add_scheduler_policy(workflow, matcher, policy)



        
          
        

    

  


  

      

          @spec add_scheduler_policy(t(), term(), map()) :: t()


      


Prepends a {matcher, policy} rule to the workflow's scheduler policies (higher priority).

  



  
    
      
    
    
      add_step(workflow, child_step)



        
          
        

    

  


  

Adds a step to the root of the workflow that is always evaluated with a new fact.

  



  
    
      
    
    
      add_step(workflow, parent_step, child_step)



        
          
        

    

  


  

Adds a dependent step to some other step in a workflow by name.
The dependent step is fed signed facts produced by the parent step during a reaction.
Adding dependent steps is the most low-level way of building a dataflow execution graph as it assumes no conditional, branching logic.
If you're just building a pipeline, dependent steps can be sufficient, however you might want Rules for conditional branching logic.

  



  
    
      
    
    
      add_steps(workflow, steps)



        
          
        

    

  


  

Adds a batch of steps to the workflow, supporting pipelines and joins.
Accepts a list where each element is one of:
	%Step{} — added directly to the workflow root
	{%Step{}, dependent_steps} — a pipeline: the parent step is added to root,
then dependent steps are connected downstream
	{[%Step{}, ...], dependent_steps} — multiple parent steps joined: all parents
are added to root, a Join node is created, and dependents follow the join

Passing nil is a no-op.
Example
require Runic
alias Runic.Workflow

workflow = Workflow.new() |> Workflow.add_steps([
  {Runic.step(fn x -> x + 1 end, name: :add),
   [Runic.step(fn x -> x * 2 end, name: :double)]}
])

  



    

  
    
      
    
    
      add_with_events(workflow, component, opts \\ [])



        
          
        

    

  


  

Adds a component to the workflow and returns the updated workflow along with
the %ComponentAdded{} events produced.
This is useful for event-sourced workflow construction where you need to
capture the events for later replay via apply_events/2.
Example
require Runic
alias Runic.Workflow

step = Runic.step(fn x -> x + 1 end, name: :add_one)
{workflow, events} = Workflow.add_with_events(Workflow.new(), step)

# Events can rebuild the same workflow
rebuilt = Workflow.apply_events(Workflow.new(), events)

  



  
    
      
    
    
      ancestry_depth(workflow, arg2)



        
          
        

    

  


  

      

          @spec ancestry_depth(t(), Runic.Workflow.Fact.t() | Runic.Workflow.FactRef.t()) ::
  non_neg_integer()


      


Computes the causal depth of a fact by walking its ancestry chain.
Replaces generation counter for causal ordering. A fact with no ancestry
(root input) has depth 0. Each causal step adds 1 to the depth.
Examples
iex> ancestry_depth(workflow, root_fact)
0

iex> ancestry_depth(workflow, fact_after_two_steps)
2

  



  
    
      
    
    
      append_runnable_events(workflow, events)



        
          
        

    

  


  

      

          @spec append_runnable_events(t(), list()) :: t()


      


Appends runnable lifecycle events to the workflow's event accumulator.
Used by schedulers to record %RunnableDispatched{}, %RunnableCompleted{},
and %RunnableFailed{} events produced by PolicyDriver.execute/3 with
emit_events: true.

  



  
    
      
    
    
      append_scheduler_policy(workflow, matcher, policy)



        
          
        

    

  


  

      

          @spec append_scheduler_policy(t(), term(), map()) :: t()


      


Appends a {matcher, policy} rule to the workflow's scheduler policies (lower priority).

  



  
    
      
    
    
      apply_event(wrk, event)



        
          
        

    

  


  

Applies a single %ComponentAdded{} event to the workflow, adding the
component described by the event.
Part of the event sourcing system — use with events captured from
add_with_events/2 or build_log/1 to reconstruct a workflow incrementally.

  



  
    
      
    
    
      apply_events(wrk, events)



        
          
        

    

  


  

Applies a list of %ComponentAdded{} events to the workflow.
Batch version of apply_event/2. Events are applied in order via Enum.reduce/3.
Example
require Runic
alias Runic.Workflow

step1 = Runic.step(fn x -> x + 1 end, name: :add_one)
step2 = Runic.step(fn x -> x * 2 end, name: :double)

{workflow, events1} = Workflow.add_with_events(Workflow.new(), step1)
{_workflow, events2} = Workflow.add_with_events(workflow, step2, to: :add_one)

rebuilt = Workflow.apply_events(Workflow.new(), events1 ++ events2)

  



  
    
      
    
    
      apply_hook_fns(workflow, apply_fns)



        
          
        

    

  


  

      

          @spec apply_hook_fns(t(), [function()]) :: t()


      


Applies a list of hook apply functions to the workflow.
This is used during the apply phase to execute deferred workflow
modifications returned by hooks during the execute phase.
Example
workflow
|> Workflow.apply_hook_fns(before_apply_fns)
|> do_main_apply_logic()
|> Workflow.apply_hook_fns(after_apply_fns)

  



  
    
      
    
    
      apply_runnable(workflow, runnable)



        
          
        

    

  


  

      

          @spec apply_runnable(t(), Runic.Workflow.Runnable.t()) :: t()


      


Applies a completed runnable back to the workflow.
Called by schedulers after receiving execution results.
Events from the runnable are folded via apply_event/2, hook apply_fns
are run, and downstream nodes are activated.
Parameters
	workflow - The current workflow state
	runnable - A runnable with status :completed, :failed, :skipped, or :pending

Returns
Updated workflow with the runnable's effects applied.
Example
executed = Invokable.execute(runnable.node, runnable)
workflow = Workflow.apply_runnable(workflow, executed)

  



  
    
      
    
    
      attach_after_hook(workflow, component_name, hook)



        
          
        

    

  


  

Attaches a hook function to be run after a given component step.
Examples
workflow
|> Workflow.attach_after_hook("my_component", fn step, workflow, output_fact ->
  IO.inspect(output_fact, label: "Output fact")
  IO.inspect(step, label: "Step")
  workflow
end)

  



  
    
      
    
    
      attach_before_hook(workflow, component_name, hook)



        
          
        

    

  


  

Attaches a hook function to be run before a given component step.
The hook is a 3-arity function receiving (step, workflow, input_fact) and
must return the (possibly modified) workflow.
Example
workflow
|> Workflow.attach_before_hook(:my_step, fn step, workflow, input_fact ->
  IO.inspect(input_fact, label: "Input fact")
  workflow
end)

  



  
    
      
    
    
      build_getter_fn(meta_ref)



        
          
        

    

  


  

      

          @spec build_getter_fn(map()) :: (t(), term() -> term())


      


Builds a getter function for a meta reference based on its kind.
The getter function has signature (workflow, target) -> value and is
stored in the :meta_ref edge properties for use during the prepare phase.
Supported Kinds
	:state_of - Returns the last known state of an Accumulator/StateMachine
	:step_ran? - Returns boolean indicating if step has run
	:fact_count - Returns count of facts produced by a component
	:latest_value - Returns the most recent value produced
	:latest_fact - Returns the most recent fact produced
	:all_values - Returns all values produced as a list
	:all_facts - Returns all facts produced as a list


  



  
    
      
    
    
      build_log(wrk)



        
          
        

    

  


  

Returns a list of %ComponentAdded{} events for serialization and recovery.
Use with from_log/1 to persist and rebuild workflows.
Example
require Runic
alias Runic.Workflow

step = Runic.step(fn x -> x * 2 end, name: :double)
workflow = Workflow.new() |> Workflow.add(step)

# Get the build log for serialization
log = Workflow.build_log(workflow)
serialized = :erlang.term_to_binary(log)

# Later, rebuild from log
restored_log = :erlang.binary_to_term(serialized)
restored = Workflow.from_log(restored_log)
Returns
A list of %ComponentAdded{} events in order of addition, each containing
the closure needed to rebuild the component.

  



  
    
      
    
    
      causal_depth(workflow, fact)



        
          
        

    

  


  

      

          @spec causal_depth(t(), Runic.Workflow.Fact.t() | Runic.Workflow.FactRef.t()) ::
  non_neg_integer()


      


Returns the causal depth of a fact by walking its ancestry chain.
Alias for ancestry_depth/2. For facts without ancestry (root inputs), returns 0.
Examples
iex> causal_depth(workflow, root_fact)
0

iex> causal_depth(workflow, produced_fact)
3  # produced after 3 causal steps

  



  
    
      
    
    
      components(workflow)



        
          
        

    

  


  

Returns a map of all registered components in the workflow by the registered component name.
Examples
iex> require Runic
iex> alias Runic.Workflow
iex> workflow = Runic.workflow(steps: [
...>   Runic.step(fn x -> x + 1 end, name: :add),
...>   Runic.step(fn x -> x * 2 end, name: :mult)
...> ])
iex> components = Workflow.components(workflow)
iex> is_map(components)
true
iex> Map.keys(components) |> Enum.sort()
[:add, :mult]

  



  
    
      
    
    
      conditions(workflow)



        
          
        

    

  


  

Lists all %Condition{} structs in the workflow.
Conditions are the "left-hand side" predicates of rules.
Example
require Runic
alias Runic.Workflow

workflow = Runic.workflow(rules: [
  Runic.rule(fn x when x > 0 -> :positive end)
])

[condition] = Workflow.conditions(workflow)

  



  
    
      
    
    
      connectable?(wrk, component)



        
          
        

    

  


  


  



  
    
      
    
    
      connectable?(wrk, component, list)



        
          
        

    

  


  

Checks whether a component can be connected at a given point in the workflow.
When called with to: component_name, validates that the target component
exists, arities match, and the components are connectable per the Component
protocol. Returns :ok on success or {:error, reason} on failure.
The 2-arity version (no :to option) always returns :ok, since any
component can be added to the workflow root.

  



  
    
      
    
    
      connectables(wrk, name)



        
          
        

    

  


  

Returns a list of components in the workflow graph that are compatible for
connection with the given component.
Compatibility is determined by matching arity and requiring the vertex to
implement the Component protocol. Accepts a component name or struct.

  



  
    
      
    
    
      connected_components(workflow)



        
          
        

    

  


  

Returns a graph containing only the registered components as vertices
and :connects_to edges showing how components are connected to each other.
This provides a high-level projected view of the workflow suitable for
visualization in no-code builders or canvas UIs, without exposing the
internal invokable nodes (Steps, Conditions, Joins, etc.).
Example
require Runic
alias Runic.Workflow

step1 = Runic.step(fn x -> x + 1 end, name: :add)
step2 = Runic.step(fn x -> x * 2 end, name: :double)

workflow = Workflow.new()
  |> Workflow.add(step1)
  |> Workflow.add(step2, to: :add)

component_graph = Workflow.connected_components(workflow)
# => Multigraph with :add and :double vertices, edge :add -> :double

  



  
    
      
    
    
      disable_event_emission(wf)



        
          
        

    

  


  

      

          @spec disable_event_emission(t()) :: t()


      


Disables event emission on the workflow.
When emit_events is false (the default), apply_runnable/2 skips
the uncommitted_events buffer entirely, avoiding allocation overhead
for in-memory scripting use cases.

  



  
    
      
    
    
      draw_meta_ref_edge(workflow, from, to, meta_ref)



        
          
        

    

  


  

      

          @spec draw_meta_ref_edge(t(), term(), term(), map()) :: t()


      


Creates a :meta_ref edge from a node to its meta expression target.
This is called during Component.connect/3 when a node has meta references.
The edge stores the getter function and context key for use during prepare.
Example
workflow = draw_meta_ref_edge(
  workflow,
  condition.hash,
  accumulator.hash,
  %{kind: :state_of, field_path: [:total], context_key: :cart_total}
)

  



  
    
      
    
    
      enable_event_emission(wf)



        
          
        

    

  


  

      

          @spec enable_event_emission(t()) :: t()


      


Enables event emission on the workflow.
When emit_events is true, apply_runnable/2 buffers events into
uncommitted_events for consumption by durable execution stores.

  



  
    
      
    
    
      event_log(wrk)



        
          
        

    

  


  

      

          @spec event_log(t()) :: list()


      


Returns a complete event snapshot for the workflow.
The returned list contains %ComponentAdded{} events followed by
%ReactionOccurred{} events, providing a full serializable snapshot of
the workflow structure and execution state. Use with from_events/2 to
persist and restore both the workflow definition and its runtime state.
Example
require Runic
alias Runic.Workflow

workflow = Runic.workflow(steps: [Runic.step(fn x -> x + 1 end, name: :add)])
ran = Workflow.react_until_satisfied(workflow, 5)

events = Workflow.event_log(ran)
restored = Workflow.from_events(events)

  



  
    
      
    
    
      events_produced_since(wrk, fact)



        
          
        

    

  


  

Returns all %ReactionOccurred{} events caused since the given fact.
Uses ancestry-based causal ordering. Returns events with depth greater than
the reference fact's depth, scoped to the same causal root.
Examples
require Runic
alias Runic.Workflow
alias Runic.Workflow.Fact

step = Runic.step(fn x -> x * 2 end, name: :double)
workflow = Workflow.new() |> Workflow.add(step)
fact = Fact.new(value: 5)
workflow = Workflow.react(workflow, fact)
events = Workflow.events_produced_since(workflow, fact)
length(events) > 0
# => true

  



  
    
      
    
    
      execute_runnable(runnable)



        
          
        

    

  


  

Executes the Invokable protocol for runnable.
Examples
require Runic
alias Runic.Workflow
alias Runic.Workflow.Invokable

step = Runic.step(fn x -> x * 2 end, name: :double)
workflow = Workflow.new() |> Workflow.add(step)
workflow = Workflow.plan_eagerly(workflow, 5)

[runnable | _] = Workflow.prepared_runnables(workflow)
executed = Workflow.execute_runnable(runnable)
executed.status
# => :completed

  



  
    
      
    
    
      execute_with_policies(runnables, policies)



        
          
        

    

  


  

      

          @spec execute_with_policies([Runic.Workflow.Runnable.t()], list()) :: [
  Runic.Workflow.Runnable.t()
]


      


Executes a list of runnables with the given scheduler policies.
Resolves each runnable's policy and executes through the PolicyDriver.
For use by external schedulers calling prepare_for_dispatch/1 directly.

  



  
    
      
    
    
      facts(workflow)



        
          
        

    

  


  

      

          @spec facts(t()) :: [Runic.Workflow.Fact.t()]


      


Returns all facts in the workflow, including inputs and productions.
Unlike productions/1, this includes input facts which have ancestry: nil.
Useful for tracing the full causal chain of workflow execution.
Example
iex> require Runic
iex> alias Runic.Workflow
iex> workflow = Runic.workflow(steps: [Runic.step(fn x -> x * 2 end)])
iex> facts = workflow |> Workflow.react(5) |> Workflow.facts()
iex> length(facts)
2
iex> Enum.map(facts, & &1.value) |> Enum.sort()
[5, 10]
Ancestry
	Input facts have ancestry: nil
	Produced facts have ancestry: {producer_hash, parent_fact_hash}


  



  
    
      
    
    
      fetch_component(wrk, name)



        
          
        

    

  


  

Retrieves a component from the workflow by name, returning an ok/error tuple.
Returns {:ok, component} if found, or {:error, :no_component_by_name} if
no component is registered with the given name.
Example
iex> require Runic
iex> alias Runic.Workflow
iex> workflow = Workflow.new() |> Workflow.add(Runic.step(fn x -> x end, name: :identity))
iex> {:ok, step} = Workflow.fetch_component(workflow, :identity)
iex> step.name
:identity
iex> Workflow.fetch_component(workflow, :nonexistent)
{:error, :no_component_by_name}

  



    

  
    
      
    
    
      from_events(events, base_workflow \\ nil)



        
          
        

    

  


  

      

          @spec from_events(Enumerable.t(), t() | nil) :: t()


      


Rebuilds a workflow from a mixed stream of build and runtime events.
Separates %ComponentAdded{} events (workflow structure) from runtime events
(e.g. %FactProduced{}, %ActivationConsumed{}), rebuilds the workflow
structure via from_log/1, then replays runtime events via apply_event/2.
When a base_workflow is provided, skips structure reconstruction and
replays only runtime events on top of the base.
This is the primary recovery path for event-sourced stores using
append/3 and stream/2.
Examples
# Full rebuild from event stream
{:ok, event_stream} = store.stream(workflow_id, store_state)
workflow = Workflow.from_events(Enum.to_list(event_stream))

# Replay on an existing workflow structure
workflow = Workflow.from_events(runtime_events, base_workflow)

  



  
    
      
    
    
      from_events(events, base_workflow, opts)



        
          
        

    

  


  

      

          @spec from_events(Enumerable.t(), t() | nil, keyword()) :: t()


      


Like from_events/2 but accepts options for replay control.
Options
	:fact_mode — :full (default) creates Fact vertices from FactProduced
events. :ref creates lightweight FactRef vertices instead, enabling
lean replay that avoids loading cold fact values into memory.

Example
# Lean replay: creates FactRef vertices, resolve hot ones later
workflow = Workflow.from_events(events, nil, fact_mode: :ref)

  



  
    
      
    
    
      from_log(events)



        
          
        

    

  


  

Rebuilds a workflow from a list of %ComponentAdded{} and/or %ReactionOccurred{} events.
Examples
require Runic
alias Runic.Workflow

step = Runic.step(fn x -> x * 2 end, name: :double)
workflow = Workflow.new() |> Workflow.add(step)
log = Workflow.build_log(workflow)

restored = Workflow.from_log(log)
restored |> Workflow.react_until_satisfied(5) |> Workflow.raw_productions()
# => [10]

  



  
    
      
    
    
      get_component(wrk, names)



        
          
        

    

  


  

Retrieves a component from the workflow by name.
Returns the component struct or nil if not found.
Examples
iex> require Runic
iex> alias Runic.Workflow
iex> workflow = Runic.workflow(steps: [Runic.step(fn x -> x * 2 end, name: :double)])
iex> step = Workflow.get_component(workflow, :double)
iex> step.name
:double
Subcomponent Access
For composite components like rules, access subcomponents with a tuple:
# Get the condition of a rule
Workflow.get_component(workflow, {:my_rule, :condition})

# Get the reaction of a rule
Workflow.get_component(workflow, {:my_rule, :reaction})

  



  
    
      
    
    
      get_component!(wrk, name)



        
          
        

    

  


  

Retrieves a component from the workflow by name, raising if not found.
Same as get_component/2 but raises KeyError if no component matches.
Example
step = Workflow.get_component!(workflow, :my_step)

  



  
    
      
    
    
      get_hooks(workflow, node_hash)



        
          
        

    

  


  

      

          @spec get_hooks(t(), integer()) :: {list(), list()}


      


Gets the hooks for a given node hash.
Returns a tuple of {before_hooks, after_hooks} for use in CausalContext.

  



  
    
      
    
    
      get_named_vertex(workflow, name)



        
          
        

    

  


  


  



  
    
      
    
    
      get_run_context(workflow)



        
          
        

    

  


  

      

          @spec get_run_context(t()) :: map()


      


Returns the full run context map.
Example
Workflow.get_run_context(workflow)
# => %{call_llm: %{api_key: "sk-..."}, _global: %{workspace_id: "ws1"}}

  



  
    
      
    
    
      get_run_context(workflow, component_name)



        
          
        

    

  


  

      

          @spec get_run_context(t(), atom() | String.t()) :: map()


      


Returns the resolved run context for a specific component.
Merges _global context (if any) with the component-specific context.
Component-specific keys take precedence over global keys.
Example
Workflow.get_run_context(workflow, :call_llm)
# => %{workspace_id: "ws1", api_key: "sk-..."}

  



  
    
      
    
    
      invoke(wrk, step, fact)



        
          
        

    

  


  

Executes the Invokable protocol for a runnable step and fact using the three-phase model.
This is a lower level API than as with the react or plan functions intended for process based
scheduling and execution of workflows.
The three-phase execution model:
	Prepare - Extract minimal context from workflow, build a %Runnable{}
	Execute - Run the node's work function in isolation
	Apply - Reduce results back into the workflow

See invoke_with_events/2 for a version that returns events produced by the invokation that can be
persisted incrementally as the workflow is executed for durable execution of long running workflows.
Examples
require Runic
alias Runic.Workflow
alias Runic.Workflow.Fact

step = Runic.step(fn x -> x * 2 end, name: :double)
workflow = Workflow.new() |> Workflow.add(step)
fact = Fact.new(value: 5)

workflow = Workflow.invoke(workflow, Workflow.root(), fact)
Workflow.is_runnable?(workflow)
# => true

  



  
    
      
    
    
      invoke_with_events(wrk, step, fact)



        
          
        

    

  


  

Executes the Invokable protocol for a runnable step and fact and returns all newly caused events produced by the invokation.
This API is intended to enable durable execution of long running workflows by returning events that can be persisted elsewhere
so the workflow state can be rebuilt with from_log/1.
Examples
require Runic
alias Runic.Workflow
alias Runic.Workflow.Fact

step = Runic.step(fn x -> x * 2 end, name: :double)
workflow = Workflow.new() |> Workflow.add(step)
fact = Fact.new(value: 5)

{workflow, events} = Workflow.invoke_with_events(workflow, Workflow.root(), fact)
is_list(events)
# => true

  



  
    
      
    
    
      is_runnable?(workflow)



        
          
        

    

  


  

      

          @spec is_runnable?(t()) :: boolean()


      


Returns true if the workflow has pending work (runnable or matchable nodes).
Use this in scheduler loops to determine when to stop processing.
Example
iex> require Runic
iex> alias Runic.Workflow
iex> workflow = Runic.workflow(steps: [Runic.step(fn x -> x * 2 end)])
iex> Workflow.is_runnable?(workflow)
false
iex> workflow = Workflow.plan_eagerly(workflow, 5)
iex> Workflow.is_runnable?(workflow)
true
iex> workflow = Workflow.react(workflow)
iex> Workflow.is_runnable?(workflow)
false

  



  
    
      
    
    
      log(wrk)



        
          
        

    

  


    
      This function is deprecated. Use build_log/1 + workflow.uncommitted_events with from_events/2 instead.
    


  

Returns the complete event log combining build_log/1 and reaction events.
Deprecated in favor of event_log/1 for full snapshots, or
build_log/1 + workflow.uncommitted_events for incremental event-sourced
persistence.

  



  
    
      
    
    
      maybe_put_component(workflow, step)



        
          
        

    

  


  


  



  
    
      
    
    
      merge(workflow, workflow2)



        
          
        

    

  


  

Merges the second workflow into the first, maintaining the name of the first.
All root-level components from workflow2 are connected to the root of workflow,
making them siblings to the existing root components.
Examples
iex> require Runic
iex> alias Runic.Workflow
iex> w1 = Runic.workflow(steps: [Runic.step(fn x -> x + 1 end, name: :add)])
iex> w2 = Runic.workflow(steps: [Runic.step(fn x -> x * 2 end, name: :mult)])
iex> merged = Workflow.merge(w1, w2)
iex> merged |> Workflow.react_until_satisfied(5) |> Workflow.raw_productions() |> Enum.sort()
[6, 10]
Merging Other Types
Any value implementing the Runic.Transmutable protocol can be merged:
workflow = Workflow.merge(workflow, rule)
workflow = Workflow.merge(workflow, step)
Use Cases
	Combining modular workflow fragments at runtime
	Building workflows dynamically from configuration
	Composing reusable workflow templates
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          @spec meta_dependencies(
  t(),
  struct()
) :: [struct()]


      


Returns the list of components that a node depends on via :meta_ref edges.
This is useful for understanding what state a rule or step will read during
execution, and for validation/visualization.
Example
deps = meta_dependencies(workflow, my_rule_condition)
# => [%Accumulator{name: :cart_state, ...}]

  



  
    
      
    
    
      meta_dependents(workflow, node)



        
          
        

    

  


  

      

          @spec meta_dependents(
  t(),
  struct()
) :: [struct()]


      


Returns the list of nodes that depend on a component via :meta_ref edges.
This is the inverse of meta_dependencies/2 - it shows what nodes will
read this component's state.
Example
dependents = meta_dependents(workflow, cart_accumulator)
# => [%Condition{...}, %Step{...}]

  



  
    
      
    
    
      new()



        
          
        

    

  


  

Creates an empty workflow with no components.
Example
iex> alias Runic.Workflow
iex> workflow = Workflow.new()
iex> workflow.__struct__
Runic.Workflow

  



  
    
      
    
    
      new(name)



        
          
        

    

  


  

Constructs a new Runic Workflow with the given name or parameters.
Examples
iex> alias Runic.Workflow
iex> workflow = Workflow.new(:my_workflow)
iex> workflow.name
:my_workflow
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Returns a list of {node, fact} pairs ready for activation in the next cycle.
All runnables returned are independent and can be executed in parallel.
This is a low-level API for custom schedulers. For most use cases, prefer
prepare_for_dispatch/1 which returns fully prepared %Runnable{} structs.
Example
runnables = Workflow.next_runnables(workflow)
# => [{%Step{name: :add}, %Fact{value: 5}}, ...]

  



  
    
      
    
    
      next_runnables(workflow, fact_or_raw)



        
          
        

    

  


  


  



  
    
      
    
    
      next_steps(g, parent_step)



        
          
        

    

  


  

Returns the child steps connected via dataflow edges from a parent step.
Useful for traversing the workflow graph structure.
Example
require Runic
alias Runic.Workflow

workflow = Runic.workflow(steps: [
  {Runic.step(fn x -> x + 1 end, name: :add),
   [Runic.step(fn x -> x * 2 end, name: :double)]}
])

add_step = Workflow.get_component(workflow, :add)
[double_step] = Workflow.next_steps(workflow, add_step)
double_step.name  # => :double

  



  
    
      
    
    
      pending_runnables(workflow)



        
          
        

    

  


  

      

          @spec pending_runnables(t()) :: [Runic.Workflow.RunnableDispatched.t()]


      


Identifies dispatched-but-not-completed runnables from the workflow's runnable events.
Returns a list of %RunnableDispatched{} events that have no corresponding
%RunnableCompleted{} or %RunnableFailed{} event. Useful for crash recovery
to find in-flight work that needs to be re-dispatched.
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plan/1 will, for all next left hand side / match phase runnables activate and prepare next match runnables.
Examples
iex> require Runic
iex> alias Runic.Workflow
iex> rule = Runic.rule(fn x when x > 0 -> :positive end, name: :pos)
iex> workflow = Runic.workflow(rules: [rule])
iex> workflow = Workflow.plan(workflow, 5)
iex> workflow = Workflow.plan(workflow)
iex> Workflow.is_runnable?(workflow)
true

  



  
    
      
    
    
      plan(wrk, fact)



        
          
        

    

  


  

For a new set of inputs, plan/2 prepares the workflow agenda for the next set of reactions by
matching through left-hand-side conditions in the workflow network.
For an inference engine's match -> select -> execute phase, this is the match phase.
Runic Workflow evaluation is forward chaining meaning from the root of the graph it starts
  by evaluating the direct children of the root node. If the workflow has any sort of
  conditions (from rules, etc) these conditions are prioritized in the agenda for the next cycle.
Plan will always match through a single level of nodes and identify the next runnable activations
available.
Examples
iex> require Runic
iex> alias Runic.Workflow
iex> workflow = Runic.workflow(steps: [Runic.step(fn x -> x * 2 end, name: :double)])
iex> workflow = Workflow.plan(workflow, 5)
iex> Workflow.is_runnable?(workflow)
true
iex> workflow |> Workflow.react() |> Workflow.raw_productions()
[10]

  



  
    
      
    
    
      plan_eagerly(workflow)



        
          
        

    

  


  

Eagerly plans through all produced facts in the workflow that haven't yet activated
subsequent runnables.
This is useful for after a workflow has already been ran and satisfied without runnables
and you want to continue preparing reactions in the workflow from output facts.
Finds facts via :produced edges that don't have pending :runnable or :matchable edges.
Examples
iex> require Runic
iex> alias Runic.Workflow
iex> workflow = Runic.workflow(steps: [
...>   {Runic.step(fn x -> x + 1 end, name: :add),
...>    [Runic.step(fn x -> x * 2 end, name: :double)]}
...> ])
iex> workflow = Workflow.react_until_satisfied(workflow, 5)
iex> Workflow.is_runnable?(workflow)
false
iex> workflow = Workflow.plan_eagerly(workflow)
iex> Workflow.is_runnable?(workflow)
true

  



  
    
      
    
    
      plan_eagerly(workflow, input_fact)



        
          
        

    

  


  

Invokes all left hand side / match-phase runnables in the workflow for a given input fact until all are satisfied.
Upon calling plan_eagerly/2, the workflow will only have right hand side runnables left to execute that react or react_until_satisfied can execute.
Examples
iex> require Runic
iex> alias Runic.Workflow
iex> rule = Runic.rule(fn x when x > 0 -> :positive end, name: :pos)
iex> workflow = Runic.workflow(rules: [rule])
iex> workflow = Workflow.plan_eagerly(workflow, 5)
iex> Workflow.is_runnable?(workflow)
true
iex> workflow |> Workflow.react() |> Workflow.raw_productions()
[:positive]

  



  
    
      
    
    
      prepare_for_dispatch(workflow)



        
          
        

    

  


  

      

          @spec prepare_for_dispatch(t()) :: {t(), [Runic.Workflow.Runnable.t()]}


      


Prepares all available runnables for external dispatch.
Returns {workflow, [%Runnable{}]} where the workflow may have been updated
by skip/defer reducers, and the runnables list contains nodes ready for execution.
This is designed for external schedulers that want to dispatch execution
to worker pools or distributed systems.
Example
{workflow, runnables} = Workflow.prepare_for_dispatch(workflow)

# Dispatch to worker pool (can be parallel)
executed = Task.async_stream(runnables, fn r ->
  Invokable.execute(r.node, r)
end, timeout: :infinity)

# Apply results back
workflow = Enum.reduce(executed, workflow, fn {:ok, r}, w ->
  Workflow.apply_runnable(w, r)
end)

  



  
    
      
    
    
      prepare_meta_context(workflow, node)



        
          
        

    

  


  

      

          @spec prepare_meta_context(
  t(),
  struct()
) :: map()


      


Prepares meta context for a node by traversing its :meta_ref edges.
Each :meta_ref edge has a getter_fn in its properties that extracts
the needed value from the workflow. This function executes all getter functions
and builds a map of context_key => value pairs.
Example
# For a Condition with state_of(:cart_accumulator) in its where clause
meta_context = prepare_meta_context(workflow, condition)
# => %{cart_accumulator_state: %{total: 150, items: [...]}}

  



  
    
      
    
    
      prepared_runnables(workflow)



        
          
        

    

  


  

      

          @spec prepared_runnables(t()) :: [Runic.Workflow.Runnable.t()]


      


Returns a list of prepared %Runnable{} structs ready for execution.
This is the three-phase version of next_runnables/1. Each runnable contains
everything needed to execute independently of the workflow.
Three-Phase Execution Model
	Prepare - This function calls Invokable.prepare/3 for each pending node
	Execute - Call Invokable.execute/2 on each runnable (can be parallelized)
	Apply - Call Workflow.apply_runnable(workflow, runnable) to fold events back

Returns
A list of %Runnable{} structs with status :pending, ready for execute/2.
Nodes that return {:skip, _} or {:defer, _} from prepare are handled immediately
and not included in the returned list.
Example
runnables = Workflow.prepared_runnables(workflow)
executed = Enum.map(runnables, &Invokable.execute(&1.node, &1))
workflow = Enum.reduce(executed, workflow, &Workflow.apply_runnable(&2, &1))

  



  
    
      
    
    
      productions(workflow)



        
          
        

    

  


  

Returns all %Fact{} structs produced by the workflow.
Unlike raw_productions/1, this returns the full Fact structs including
ancestry information for causal tracing. Does not include input facts.
Example
iex> require Runic
iex> alias Runic.Workflow
iex> workflow = Runic.workflow(steps: [Runic.step(fn x -> x * 2 end)])
iex> [fact] = workflow |> Workflow.react(5) |> Workflow.productions()
iex> fact.value
10

  



  
    
      
    
    
      productions(wrk, component_name)



        
          
        

    

  


  

Returns all productions of a component or sub component by name.
Many components are made up of sub components so this may return multiple facts for each part.
Examples
iex> require Runic
iex> alias Runic.Workflow
iex> workflow = Runic.workflow(steps: [Runic.step(fn x -> x * 2 end, name: :double)])
iex> [fact] = workflow |> Workflow.react(5) |> Workflow.productions(:double)
iex> fact.value
10

  



  
    
      
    
    
      productions_by_component(wrk)



        
          
        

    

  


  

Returns all facts produced in the workflow so far by component name and sub component.
Returns a map where each key is the name of the component and the value is a list of facts produced by that component.
Examples
iex> require Runic
iex> alias Runic.Workflow
iex> workflow = Runic.workflow(steps: [
...>   Runic.step(fn x -> x + 1 end, name: :add),
...>   Runic.step(fn x -> x * 2 end, name: :mult)
...> ])
iex> pbc = workflow |> Workflow.react(5) |> Workflow.productions_by_component()
iex> is_map(pbc)
true
iex> Map.keys(pbc) |> Enum.sort()
[:add, :mult]

  



  
    
      
    
    
      purge_memory(wrk)



        
          
        

    

  


  

Removes all %Fact{} vertices and generation integers from the workflow graph.
This clears the workflow's accumulated memory while preserving its structure
(steps, rules, conditions, and flow edges). Useful for long-running workflows
to free memory between processing batches.
Example
require Runic
alias Runic.Workflow

workflow = Runic.workflow(steps: [Runic.step(fn x -> x + 1 end)])
workflow = Workflow.react(workflow, 5)

# Facts exist after reaction
refute Enum.empty?(Workflow.facts(workflow))

# Purge clears them
workflow = Workflow.purge_memory(workflow)
assert Enum.empty?(Workflow.facts(workflow))
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          @spec put_run_context(t(), map()) :: t()


      


Merges the given context map into the workflow's run context.
Run context provides external, runtime-scoped values (secrets, tenant IDs,
database connections) to components during execution. Values are keyed by
component name for scoped access, with an optional :_global key for
values available to all components.
Run context is NOT part of the workflow's content hash, NOT serialized
in the event log, and NOT visible in the fact graph.
Example
workflow = Workflow.put_run_context(workflow, %{
  call_llm: %{api_key: "sk-..."},
  _global: %{workspace_id: "ws1"}
})

  



  
    
      
    
    
      raw_productions(workflow)



        
          
        

    

  


  

Returns the raw values from all produced facts.
This is the most common way to extract results from a workflow.
Returns unwrapped values without the %Fact{} struct metadata.
Example
iex> require Runic
iex> alias Runic.Workflow
iex> workflow = Runic.workflow(steps: [Runic.step(fn x -> x * 2 end)])
iex> workflow |> Workflow.react(5) |> Workflow.raw_productions()
[10]
By Component Name
iex> require Runic
iex> alias Runic.Workflow
iex> workflow = Runic.workflow(
...>   steps: [Runic.step(fn x -> x * 2 end, name: :double)]
...> )
iex> workflow |> Workflow.react(5) |> Workflow.raw_productions(:double)
[10]
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      raw_productions_by_component(wrk)



        
          
        

    

  


  

Returns a map of component name to raw production values for all components.
Like raw_productions/1 but grouped by component name.
Example
require Runic
alias Runic.Workflow

workflow = Runic.workflow(
  steps: [
    {Runic.step(fn x -> x + 1 end, name: "step 1"),
     [Runic.step(fn x -> x + 2 end, name: "step 2")]}
  ]
)

%{"step 1" => [2], "step 2" => [4]} =
  workflow
  |> Workflow.react_until_satisfied(1)
  |> Workflow.raw_productions_by_component()
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          @spec raw_reactions(t()) :: [any()]


      


Returns raw (output value) side effects of the workflow - i.e. facts resulting from the execution of a Runic.Step
Examples
iex> require Runic
iex> alias Runic.Workflow
iex> workflow = Runic.workflow(steps: [Runic.step(fn x -> x * 2 end)])
iex> workflow |> Workflow.react(5) |> Workflow.raw_reactions() |> Enum.sort()
[5, 10]
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          @spec react(
  t(),
  keyword()
) :: t()


      


Executes a single reaction cycle using the three-phase model.
This function advances the workflow by one "generation" - executing all currently
runnable steps/rules. Use react_until_satisfied/3 to run to completion.
Basic Usage
iex> require Runic
iex> alias Runic.Workflow
iex> workflow = Runic.workflow(steps: [Runic.step(fn x -> x * 2 end)])
iex> workflow = Workflow.react(workflow, 5)
iex> Workflow.raw_productions(workflow)
[10]
Options
	:async - When true, executes runnables in parallel using Task.async_stream.
Useful for I/O-bound workflows. Default: false (serial execution)
	:max_concurrency - Maximum parallel tasks when async: true. Default: System.schedulers_online()
	:timeout - Timeout for each task when async: true. Default: :infinity

Parallel Execution
workflow = Workflow.react(workflow, 5, async: true, max_concurrency: 4)

  



  
    
      
    
    
      react(wrk, fact, opts)



        
          
        

    

  


  

      

          @spec react(t(), Runic.Workflow.Fact.t() | term(), keyword()) :: t()


      


Executes a single reaction cycle with the given input value.
Plans through the match phase and executes one cycle of runnables.
Commonly used with a raw value to start workflow processing.
Options
	:async - When true, executes runnables in parallel. Default: false
	:max_concurrency - Maximum parallel tasks when async: true
	:timeout - Timeout for each task when async: true
	:run_context - A map of external values for context/1 expressions.
See put_run_context/2 and react_until_satisfied/3.


  



    

    

  
    
      
    
    
      react_until_satisfied(workflow, fact_or_value \\ nil, opts \\ [])



        
          
        

    

  


  

      

          @spec react_until_satisfied(t(), Runic.Workflow.Fact.t() | term(), keyword()) :: t()


      


Executes the workflow until no more runnables remain.
Iteratively calls react/2 until all reachable nodes have been executed.
This is the recommended way to fully evaluate a workflow pipeline.
Basic Usage
iex> require Runic
iex> alias Runic.Workflow
iex> workflow = Runic.workflow(
...>   steps: [
...>     {Runic.step(fn x -> x + 1 end, name: :add_one),
...>      [Runic.step(fn x -> x * 2 end, name: :double)]}
...>   ]
...> )
iex> results = workflow |> Workflow.react_until_satisfied(5) |> Workflow.raw_productions()
iex> Enum.sort(results)
[6, 12]
Options
	:async - When true, executes runnables in parallel. Default: false
	:max_concurrency - Maximum parallel tasks when async: true
	:timeout - Timeout for each task when async: true
	:deadline_ms - Wall-clock deadline for the entire workflow execution in milliseconds.
The policy driver will fail runnables with {:deadline_exceeded, remaining_ms} if the
deadline is reached. Converted to an absolute deadline_at monotonic time internally.
	:checkpoint - A 1-arity function called after each react cycle with the updated workflow.
Useful for persisting intermediate state in long-running durable workflows.
	:run_context - A map of external values keyed by component name, made available
to components that use context/1 expressions. Supports a :_global key for
values available to all components. See put_run_context/2.

Warning
Workflows that don't terminate (e.g., hooks that continuously add steps) will
cause infinite loops. For non-terminating workflows, use react/2 in a
controlled loop with exit conditions.
Best For
	IEx/REPL experimentation
	Scripts and notebooks
	Testing workflows
	Simple batch processing

For production use with complex scheduling needs, consider prepare_for_dispatch/1
with a custom scheduler process.
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          @spec reactions(t()) :: [Runic.Workflow.Fact.t()]


      


Returns raw (output value) side effects of the workflow - i.e. facts resulting from the execution of a Runic.Step
Examples
iex> require Runic
iex> alias Runic.Workflow
iex> workflow = Runic.workflow(steps: [Runic.step(fn x -> x * 2 end)])
iex> facts = workflow |> Workflow.react(5) |> Workflow.reactions()
iex> Enum.map(facts, & &1.value) |> Enum.sort()
[5, 10]
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Removes a component and its owned invokable nodes from the workflow.
Invokable nodes that are shared with other components (due to content-addressable
hashing) are preserved. Downstream nodes of the removed component are rewired
to the removed component's upstream parents so the rest of the workflow stays
connected.
Also removes any :connects_to edges involving the component and appends
a %ComponentRemoved{} event to the build log.
Example
require Runic
alias Runic.Workflow

step1 = Runic.step(fn x -> x + 1 end, name: :add)
step2 = Runic.step(fn x -> x * 2 end, name: :double)
step3 = Runic.step(fn x -> x - 1 end, name: :subtract)

workflow = Workflow.new()
  |> Workflow.add(step1)
  |> Workflow.add(step2, to: :add)
  |> Workflow.add(step3, to: :double)

workflow = Workflow.remove_component(workflow, :double)
# :add now flows directly to :subtract
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          @spec required_context_keys(t()) :: %{required(atom()) => keyword()}


      


Returns a map of component names to their context key requirements.
Only includes components that use context/1 or context/2 meta expressions.
Components without context requirements are omitted.
Keys are annotated with whether they have defaults:
Example
Workflow.required_context_keys(workflow)
# => %{call_llm: [api_key: :required, model: {:optional, "gpt-4"}]}
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          @spec results(t(), [atom() | binary()] | nil, keyword()) :: map()


      


Extracts structured results from a workflow.
When component_names is a list, extracts the last produced value for each
named component, independent of output port declarations.
When component_names is nil (default) and the workflow declares
output_ports, returns a map keyed by port name with values extracted
according to each port's :from binding and :cardinality.
When component_names is nil and no output_ports are declared, falls
back to raw_productions_by_component/1.
Options
	:facts — when true, returns %Fact{} structs instead of raw values.
Default false.
	:all — when true, returns all produced values as a list instead of
just the last one, regardless of port cardinality. Default false.

Examples
# With output ports
workflow = Runic.workflow(
  name: :pipeline,
  steps: [{Runic.step(&parse/1, name: :parse),
           [Runic.step(&price/1, name: :price)]}],
  output_ports: [total: [type: :float, from: :price]]
)

%{total: 42.50} =
  workflow
  |> Workflow.react_until_satisfied(order)
  |> Workflow.results()

# Explicit component selection
%{add: 6, mult: 10} =
  workflow
  |> Workflow.react_until_satisfied(5)
  |> Workflow.results([:add, :mult])

# With options
%{price: [%Fact{}, %Fact{}]} =
  Workflow.results(workflow, [:price], facts: true, all: true)

# Use output ports with options
%{total: [42.50, 43.00]} =
  Workflow.results(workflow, nil, all: true)
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          @spec root_ancestor_hash(t(), Runic.Workflow.Fact.t()) :: integer() | nil


      


Finds the root ancestor fact hash for a given fact.
Walks the ancestry chain until it finds a fact with ancestry: nil (root input).
Returns the hash of that root fact, or the fact's own hash if it is a root.
Examples
iex> root_ancestor_hash(workflow, root_fact)
123456  # root_fact.hash

iex> root_ancestor_hash(workflow, deeply_nested_fact)
123456  # hash of the original root input

  



  
    
      
    
    
      set_scheduler_policies(workflow, policies)



        
          
        

    

  


  

      

          @spec set_scheduler_policies(t(), list()) :: t()


      


Replaces the workflow's scheduler policies list entirely.
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          @spec skip_downstream_subgraph(
  t(),
  struct()
) :: t()


      


Marks all nodes transitively downstream of failed_node as unreachable.
Walks the structural :flow edges from failed_node to find all transitive
dependents, then relabels any pending :runnable or :joined edges pointing
to those nodes as :upstream_failed. This prevents the workflow from getting
stuck waiting for work that can never complete due to a missing upstream fact.
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Lists all %Step{} structs in the workflow.
Useful for introspecting workflow structure.
Example
iex> require Runic
iex> alias Runic.Workflow
iex> workflow = Runic.workflow(steps: [
...>   Runic.step(fn x -> x + 1 end, name: :add),
...>   Runic.step(fn x -> x * 2 end, name: :mult)
...> ])
iex> steps = Workflow.steps(workflow)
iex> length(steps)
2
iex> Enum.map(steps, & &1.name) |> Enum.sort()
[:add, :mult]
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Returns a keyword list of sub-components of the given component by kind.
Examples
iex> require Runic
iex> alias Runic.Workflow
iex> rule = Runic.rule(fn x when x > 0 -> :positive end, name: :pos_check)
iex> workflow = Workflow.new() |> Workflow.add(rule)
iex> subs = Workflow.sub_components(workflow, :pos_check)
iex> Keyword.keys(subs) |> Enum.sort()
[:condition, :reaction]
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          @spec to_cytoscape(t(), Keyword.t()) :: [map()]


      


Serializes the workflow to Cytoscape.js element JSON format.
Returns a list of node and edge elements compatible with Cytoscape.js
and Kino.Cytoscape in Livebook.
Example
iex> elements = Workflow.to_cytoscape(workflow)
iex> Kino.Cytoscape.new(elements)
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          @spec to_dot(t(), Keyword.t()) :: String.t()


      


Serializes the workflow to DOT (Graphviz) format.
Returns a string that can be rendered with Graphviz tools.
Example
iex> dot = Workflow.to_dot(workflow)
iex> File.write!("workflow.dot", dot)
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          @spec to_edgelist(t(), Keyword.t()) :: [tuple()] | String.t()


      


Serializes the workflow to an edgelist format.
Returns a list of {from, to, label} tuples by default.
Options
	:format - :tuples (default) or :string
	:include_memory - Include causal edges (default: false)

Examples
iex> Workflow.to_edgelist(workflow)
[{:root, :step1, :flow}, {:step1, :step2, :flow}]

iex> Workflow.to_edgelist(workflow, format: :string)
"root -> step1 [flow]\nstep1 -> step2 [flow]"

  



    

  
    
      
    
    
      to_mermaid(workflow, opts \\ [])



        
          
        

    

  


  

      

          @spec to_mermaid(t(), Keyword.t()) :: String.t()


      


Serializes the workflow to Mermaid flowchart format.
Returns a string that can be rendered by Mermaid.js.
Options
	:direction - Flow direction: :TB (default), :LR, :BT, :RL
	:include_memory - Include causal reaction edges (default: false)
	:title - Optional title comment

Examples
iex> workflow |> Workflow.to_mermaid()
"flowchart TB\n    ..."

iex> workflow |> Workflow.to_mermaid(direction: :LR, include_memory: true)
"flowchart LR\n    ..."

  



    

  
    
      
    
    
      to_mermaid_sequence(workflow, opts \\ [])



        
          
        

    

  


  

      

          @spec to_mermaid_sequence(t(), Keyword.t()) :: String.t()


      


Serializes causal reactions as a Mermaid sequence diagram.
Shows how facts flow through steps and produce new facts over time.
Best used after workflow execution to visualize the causal chain.
Example
iex> workflow |> Workflow.plan_eagerly(input) |> Workflow.react() |> Workflow.to_mermaid_sequence()
"sequenceDiagram\n    ..."
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          @spec validate_run_context(t(), map()) ::
  :ok | {:error, %{required(atom()) => [atom()]}}


      


Validates that the given run_context satisfies all context/1 references
in the workflow.
Returns :ok if all required keys are present, or {:error, missing} with
a map of component names to their missing context keys. Keys with defaults
(from context/2) are not reported as missing.
Example
Workflow.validate_run_context(workflow, %{call_llm: %{api_key: "sk-..."}})
# => :ok

Workflow.validate_run_context(workflow, %{})
# => {:error, %{call_llm: [:api_key], db_query: [:repo, :tenant_id]}}

  


        

      


  

    
Runic.Workflow.Accumulator 
    



      
Accumulator components aggregate values over time using a reducer function.
Options
	:mergeable - When true, indicates this accumulator's reducer has CRDT-like
properties (commutative, idempotent, associative) and is safe for parallel merge
without ordering guarantees. Defaults to false.

Example
# A counter is mergeable (addition is commutative and associative)
accumulator(
  init: fn -> 0 end,
  reducer: fn value, acc -> acc + value end,
  mergeable: true
)

# A list accumulator is NOT mergeable (order matters)
accumulator(
  init: fn -> [] end,
  reducer: fn value, acc -> [value | acc] end,
  mergeable: false
)
Runtime Context
Accumulators can reference external runtime values via context/1 in their
reducer function. When detected, the reducer is rewritten to arity-3
(value, acc, meta_ctx) and values are resolved from the workflow's run_context.
Runic.accumulator(0, fn x, state -> state + x * context(:factor) end,
  name: :scaled
)
Use context/2 to provide defaults:
Runic.accumulator(0, fn x, state -> state + x * context(:factor, default: 1) end,
  name: :scaled
)
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        has_meta_refs?(accumulator)

      


        Returns whether this accumulator has meta references (e.g., context/1)
that need to be resolved during the prepare phase.
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          @type t() :: %Runic.Workflow.Accumulator{
  closure: term(),
  hash: term(),
  init: term(),
  inputs: term(),
  mergeable: term(),
  meta_refs: term(),
  name: term(),
  outputs: term(),
  reduce_hash: term(),
  reducer: term()
}
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      has_meta_refs?(accumulator)



        
          
        

    

  


  

      

          @spec has_meta_refs?(t()) :: boolean()


      


Returns whether this accumulator has meta references (e.g., context/1)
that need to be resolved during the prepare phase.

  


        

      


  

    
Runic.Workflow.Aggregate 
    



      
A CQRS/Event Sourcing aggregate component that validates commands, emits domain events, and folds events into state.
An Aggregate separates write operations (commands) from state projection
(event handlers). Commands are validated against the current state via
optional guards, produce domain events on success, and those events are
folded back into the aggregate's state by event handlers. This mirrors
the Aggregate pattern from Domain-Driven Design.
Note that the "events" here are domain-level facts flowing through the
workflow graph — they are distinct from Runic's internal workflow events
used for replay and event sourcing at the engine layer.
How It Works
At compile time an Aggregate is lowered into standard Runic primitives:
	An Accumulator that holds the aggregate's state. Its reducer is built
from the declared event handlers — each event pattern is matched and
folded into the current state.
	One Rule per command handler. Each rule uses state_of() meta-references
to access the current state, applies the optional where guard as a
condition, and produces a domain event via the emit function as its
reaction. The emitted event then feeds back into the accumulator's reducer.

Each command rule is named :"<aggregate_name>_<command_name>".
DSL Syntax
Aggregates are created with the Runic.aggregate/2 macro using a block DSL:
Runic.aggregate name: :name do
  state initial_value

  command :command_name do
    where fn state -> boolean end    # optional guard
    emit fn state -> event_value end # event producer
  end

  event pattern, state do
    new_state_expression
  end
end
Directives
	state value — declares the initial aggregate state (required).
	command :name do ... end — declares a command handler with:	where fn state -> bool end — optional guard that must return true
for the command to execute. Receives the current state.
	emit fn state -> event end — produces a domain event from the
current state (required).


	event pattern, state do ... end — declares an event handler that
pattern-matches on the event value and folds it into the current state.

Examples
require Runic

# Counter aggregate with guarded decrement
agg = Runic.aggregate name: :counter do
  state 0

  command :increment do
    emit fn _state -> {:incremented, 1} end
  end

  command :decrement do
    where fn state -> state > 0 end
    emit fn _state -> {:decremented, 1} end
  end

  event {:incremented, n}, state do
    state + n
  end

  event {:decremented, n}, state do
    state - n
  end
end

# Add to workflow and process commands
alias Runic.Workflow

wrk = Workflow.new() |> Workflow.add(agg)
wrk = Workflow.react(wrk, :increment)
# State is now 1, event {:incremented, 1} was produced
Sub-Component Access
After adding an Aggregate to a workflow, its internal primitives can be
retrieved via Workflow.get_component/2 using a {name, kind} tuple:
alias Runic.Workflow

wrk = Workflow.new() |> Workflow.add(agg)

# Get the underlying accumulator (holds aggregate state)
[accumulator] = Workflow.get_component(wrk, {:counter, :accumulator})

# Get all command handler rules
handlers = Workflow.get_component(wrk, {:counter, :command_handler})

      




  

    
Runic.Workflow.Condition 
    



      
Condition nodes are predicate checks that gate flow in a workflow.
A Condition receives a fact and evaluates to true/false. If true, downstream
nodes become runnable; if false, the fact is consumed without propagation.
Meta Expression Support
Conditions can reference workflow state through meta expressions like state_of(:component).
When a Condition has meta references, the :meta_refs field is populated during
macro compilation, and :meta_ref edges are drawn during Component.connect/3.
During the prepare phase, these edges are traversed to populate meta_context in
the CausalContext, making the referenced state available during execution.
Runtime Context
Conditions can also reference external runtime values via context/1 expressions,
commonly used in rule where clauses:
Runic.rule name: :gated do
  given(val: v)
  where(v > context(:threshold))
  then(fn %{val: v} -> {:ok, v} end)
end
The condition's work function is rewritten to arity-2 when context/1 is detected,
and values are resolved from the workflow's run_context during the prepare phase.
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        check_with_meta_context(condition, fact, meta_context)

      


        Checks a condition with meta context available.



    


    
      
        has_meta_refs?(condition)

      


        Returns whether this condition has meta references that need to be resolved
during the prepare phase.
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          @type meta_ref() :: %{
  kind: atom(),
  target: atom() | integer() | {atom(), atom()},
  field_path: [atom()],
  context_key: atom()
}
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          @type t() :: %Runic.Workflow.Condition{
  arity: non_neg_integer(),
  closure: Runic.Closure.t() | nil,
  hash: integer() | nil,
  meta_refs: [meta_ref()],
  name: String.t() | atom() | nil,
  work: function(),
  work_hash: integer() | nil
}
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      check_with_meta_context(condition, fact, meta_context)



        
          
        

    

  


  

      

          @spec check_with_meta_context(t(), term(), map()) :: boolean()


      


Checks a condition with meta context available.
When a condition has meta references, its work function is arity 2,
receiving (input, meta_context).

  



  
    
      
    
    
      has_meta_refs?(condition)



        
          
        

    

  


  

      

          @spec has_meta_refs?(t()) :: boolean()


      


Returns whether this condition has meta references that need to be resolved
during the prepare phase.
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Runic.Workflow.FSM 
    



      
A finite state machine component with discrete named states and event-driven transitions.
An FSM models a system that is always in exactly one of a finite set of states.
Transitions between states are triggered by named events and may have entry
actions that fire when a state is entered.
How It Works
At compile time an FSM is lowered into standard Runic primitives:
	An Accumulator that holds the current state as an atom value, initialized
to the declared initial_state.
	One Rule per transition. Each rule uses state_of() meta-references to
gate on the current state and matches against the incoming event. The rule's
reaction produces the target state atom which feeds back into the accumulator.
	One Rule per on_entry action. Entry rules fire when the accumulator
transitions into the associated state.

Each transition rule is named :"<fsm_name>_<from_state>_on_<event>", making
individual transitions addressable by name.
Compile-time validation ensures:
	The initial_state refers to a declared state
	All transition :to targets refer to declared states
	No duplicate {state, event} transition pairs exist

The content hash is deterministic — identical FSM definitions produce the
same hash regardless of compilation order.
DSL Syntax
FSMs are created with the Runic.fsm/2 macro using a block DSL:
Runic.fsm name: :name do
  initial_state :state_name

  state :state_name do
    on :event_name, to: :target_state
    on_entry fn -> side_effect_value end
  end
end
Directives
	initial_state :atom — declares the starting state (required, must match
a declared state).
	state :name do ... end — declares a state with its transitions and
optional entry action.
	on :event, to: :target — declares a transition from the enclosing state
to :target when :event is received.
	on_entry fn -> value end — declares a side-effect function that fires
when this state is entered.

Examples
require Runic

# Traffic light FSM
fsm = Runic.fsm name: :traffic_light do
  initial_state :red

  state :red do
    on :timer, to: :green
    on :emergency, to: :red
    on_entry fn -> {:notify, :traffic_stopped} end
  end

  state :green do
    on :timer, to: :yellow
    on :emergency, to: :red
  end

  state :yellow do
    on :timer, to: :red
    on :emergency, to: :red
  end
end

# Add to workflow and run
alias Runic.Workflow

wrk = Workflow.new() |> Workflow.add(fsm)
wrk = Workflow.react(wrk, :timer)
# Current state transitions from :red -> :green
Sub-Component Access
After adding an FSM to a workflow, its internal primitives can be retrieved
via Workflow.get_component/2 using a {name, kind} tuple:
alias Runic.Workflow

wrk = Workflow.new() |> Workflow.add(fsm)

# Get the underlying accumulator (holds current state atom)
[accumulator] = Workflow.get_component(wrk, {:traffic_light, :accumulator})

# Get all transition rules
transitions = Workflow.get_component(wrk, {:traffic_light, :transition})
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Runic.Workflow.Map 
    



      
Map operations contain a FanOut operator and LambdaStep operations to produce facts split from the input and process each.
Runtime Context
Steps within a map pipeline support context/1 expressions. Context values
are resolved from the workflow's run_context using _global scope or
the individual step's name.
Runic.map(fn x -> x * context(:multiplier) end, name: :mult_map)

      




  

    
Runic.Workflow.ProcessManager 
    



      
An event-driven process orchestrator that coordinates across multiple aggregates.
A ProcessManager reacts to events from various sources, maintains its own
coordination state, and issues commands to drive a business process forward.
Unlike the Saga component (sequential forward-then-compensate pipeline),
a ProcessManager is reactive and event-driven — it subscribes to event
patterns and decides what to do based on its accumulated state.
How It Works
At compile time a ProcessManager is lowered into standard Runic primitives:
	An Accumulator that holds the coordination state (typically a map).
The reducer merges state updates from event handlers into the current state.
	One Rule per on event handler. Each rule pattern-matches on incoming
events and produces both a state update (fed back into the accumulator) and
an optional command emission. Handlers without emit produce no output
event rules — they only update state.
	An optional Rule for the complete? check. This rule observes the
accumulator's state via state_of() and fires when the completion predicate
returns true.

Each event handler rule is named :"<pm_name>_on_<idx>" based on declaration
order.
Timeouts are declared but scheduled externally by the Runner. Timeout blocks
compile to rules that match {:timeout, :name} events with state_of() guards.
DSL Syntax
ProcessManagers are created with the Runic.process_manager/2 macro using a
block DSL:
Runic.process_manager name: :name do
  state %{initial: :state}

  on pattern do
    update %{field: value}
    emit command_value       # optional
  end

  complete? fn state -> boolean end   # optional
end
Directives
	state value — declares the initial coordination state, typically a map
(required).
	on pattern do ... end — declares an event handler that pattern-matches
on incoming events. The body may contain:	update %{key: value} — a map that is merged into the current state.
	emit value — an optional command to emit as an output fact.


	complete? fn state -> bool end — optional completion predicate. When it
returns true, the process manager signals that the business process is
finished.

Examples
require Runic

# Order fulfillment process manager
pm = Runic.process_manager name: :fulfillment do
  state %{order_id: nil, paid: false, shipped: false}

  on {:order_submitted, order_id} do
    update %{order_id: order_id}
    emit {:charge_payment, order_id}
  end

  on {:payment_received, _} do
    update %{paid: true}
    emit {:ship_order, state.order_id}
  end

  on {:shipment_created, _} do
    update %{shipped: true}
  end

  complete? fn state -> state.shipped end
end

# Add to workflow and react to events
alias Runic.Workflow

wrk = Workflow.new() |> Workflow.add(pm)
wrk = Workflow.react(wrk, {:order_submitted, "order-123"})
# State updated, {:charge_payment, "order-123"} command emitted
Sub-Component Access
After adding a ProcessManager to a workflow, its internal primitives can be
retrieved via Workflow.get_component/2 using a {name, kind} tuple:
alias Runic.Workflow

wrk = Workflow.new() |> Workflow.add(pm)

# Get the underlying accumulator (holds coordination state)
[accumulator] = Workflow.get_component(wrk, {:fulfillment, :accumulator})

# Get all event handler rules
handlers = Workflow.get_component(wrk, {:fulfillment, :event_handler})

# Get the completion rule (if declared)
[completion] = Workflow.get_component(wrk, {:fulfillment, :completion})

      




  

    
Runic.Workflow.Reduce 
    



      
Component represention of a reduce operation to implement the component protocol
for connecting a reduce to other components in a workflow.
Runtime Context
Reduce components support context/1 in their reducer function. Context is
resolved via the reduce component's name in the workflow's run_context.
Runic.reduce(0, fn x, acc -> acc + x * context(:weight) end, name: :weighted_sum)
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        Checks a rule's left hand side.
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        Evaluates a rule, checking its left hand side, then evaluating the right.
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          @type t() :: %Runic.Workflow.Rule{
  arity: arity(),
  closure: Runic.Closure.t() | nil,
  condition_hash: integer(),
  condition_refs: [{atom(), integer()}],
  hash: integer(),
  inputs: term(),
  name: String.t(),
  outputs: term(),
  reaction_hash: integer(),
  workflow: Runic.Workflow.t()
}


      


A rule.
The condition_refs field carries compile-time condition reference markers
that need to be resolved at connect-time. Each entry is a {ref_name, target_hash}
tuple where target_hash is the hash of the node (Conjunction or reaction Step)
that the resolved condition should wire to.

  


        

      

      
        Functions


        


  
    
      
    
    
      check(rule, input)



        
          
        

    

  


  

      

          @spec check(t(), any()) :: boolean()


      


Checks a rule's left hand side.
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          @spec run(t(), any()) :: any()


      


Evaluates a rule, checking its left hand side, then evaluating the right.

  


        

      


  

    
Runic.Workflow.Saga 
    



      
A sequential transaction pipeline with compensating actions for failure recovery.
A Saga orchestrates a series of steps that must all succeed or be rolled back.
Each transaction step has a paired compensation that undoes its effect. If any
step fails, previously completed steps are compensated in reverse order. Think
of it as a more powerful with statement where each clause has a paired undo.
Unlike the Aggregate component (CQRS/ES semantics) or ProcessManager
(event-driven orchestration), a Saga is an explicit forward-then-compensate
pipeline with sequential execution semantics.
How It Works
At compile time a Saga is lowered into standard Runic primitives:
	An Accumulator that tracks the saga's execution state as a map with keys:	:status — one of :running, :completed, or :aborted
	:current_step — the name of the step currently being executed
	:results — map of step name to result for completed steps
	:failure_reason — the error reason if a step failed
	:compensated — map of compensation results
	:step_order — list of step names in declaration order


	One Rule per transaction step (forward execution). Each rule gates on
the accumulator's state via state_of() meta-references and executes when
it is the current step's turn.
	Rules for compensation triggers and compensation steps that fire when
a failure is detected, executing compensations in reverse declaration order.
	Optional rules for on_complete and on_abort terminal handlers.

Compile-time validation ensures every transaction has a corresponding
compensate with the same name.
Each transaction rule is named :"<saga_name>_<step_name>".
DSL Syntax
Sagas are created with the Runic.saga/2 macro using a block DSL:
Runic.saga name: :name do
  transaction :step_name do
    fn input -> {:ok, result} | {:error, reason} end
  end
  compensate :step_name do
    fn results_map -> compensation_result end
  end

  on_complete fn results -> value end       # optional
  on_abort fn reason, compensated -> value end  # optional
end
Directives
	transaction :name do fn -> ... end end — declares a forward step.
The function receives the accumulated results map and must return
{:ok, result} on success or {:error, reason} on failure.
	compensate :name do fn -> ... end end — declares the compensation for
a transaction. Receives the results map and returns a compensation result.
Every transaction must have a matching compensate (validated at compile time).
	on_complete fn results -> value end — optional handler called when all
steps complete successfully. Receives the final results map.
	on_abort fn reason, compensated -> value end — optional handler called
when the saga is aborted after compensations. Receives the failure reason
and a map of compensation results.

Steps execute in declaration order. On failure, compensations run in reverse
declaration order for all previously completed steps.
Examples
require Runic

# Order fulfillment saga
saga = Runic.saga name: :fulfillment do
  transaction :reserve_inventory do
    fn input -> {:ok, :reserved} end
  end
  compensate :reserve_inventory do
    fn %{reserve_inventory: _reservation} -> :released end
  end

  transaction :charge_payment do
    fn %{reserve_inventory: _} -> {:ok, :charged} end
  end
  compensate :charge_payment do
    fn %{charge_payment: _charge} -> :refunded end
  end

  on_complete fn results -> {:saga_completed, results} end
  on_abort fn reason, compensated -> {:saga_aborted, reason, compensated} end
end

# Add to workflow and execute
alias Runic.Workflow

wrk = Workflow.new() |> Workflow.add(saga)
wrk = Workflow.react(wrk, :start)
Sub-Component Access
After adding a Saga to a workflow, its internal primitives can be retrieved
via Workflow.get_component/2 using a {name, kind} tuple:
alias Runic.Workflow

wrk = Workflow.new() |> Workflow.add(saga)

# Get the underlying accumulator (tracks saga execution state)
[accumulator] = Workflow.get_component(wrk, {:fulfillment, :accumulator})

# Get all transaction (forward) rules
transactions = Workflow.get_component(wrk, {:fulfillment, :transaction})

      




  

    
Runic.Workflow.StateMachine 
    



      
A stateful workflow component that combines an accumulator with reactive rules.
A StateMachine maintains a piece of state via a reducer function and triggers
side-effects (reactors) whenever that state changes. Unlike the FSM component
which models discrete named states and transitions, StateMachine manages
arbitrary state values (counters, maps, lists, etc.) and reacts to them with
user-defined logic.
How It Works
At compile time a StateMachine is lowered into standard Runic primitives:
	An Accumulator that holds the current state value and applies the
:reducer function to each incoming fact to produce a new state.
	One Rule per reactor. Each reactor observes the accumulator's current
value via state_of() meta-references and fires whenever new state is
produced.

This means a StateMachine participates in the workflow graph like any other
set of Runic nodes — it is not a special runtime concept.
DSL Syntax
StateMachines are created with the Runic.state_machine/1 macro, passing a
keyword list of options:
Runic.state_machine(
  name: :my_machine,
  init: initial_value,
  reducer: fn input, acc -> new_acc end,
  reactors: [...]
)
Options
	:name — atom name for the state machine (required).
	:init — initial state value. Accepts a literal (auto-wrapped into a
zero-arity function) or an explicit fn -> value end thunk.
	:reducer — a 2-arity function fn input, accumulator -> new_accumulator end.
Supports context/1 expressions for accessing runtime context values.
	:reactors — a list of reactor functions or a keyword list of named
reactors. Unnamed reactors are auto-named :"<sm_name>_reactor_<idx>".
Each reactor receives the current state and may return a derived fact.
Reactors also support context/1 expressions.

Examples
require Runic

# Basic counter with a named reactor
sm = Runic.state_machine(
  name: :counter,
  init: 0,
  reducer: fn x, acc -> acc + x end,
  reactors: [
    alert: fn count -> if count > 10, do: {:alert, count} end
  ]
)

# Literal init value (auto-wrapped to thunk)
sm = Runic.state_machine(
  name: :collector,
  init: [],
  reducer: fn item, items -> [item | items] end,
  reactors: [fn items -> length(items) end]
)

# Using runtime context in reducer and reactors
sm = Runic.state_machine(
  name: :scaled,
  init: 0,
  reducer: fn x, acc -> acc + x * context(:multiplier) end,
  reactors: [
    log: fn state -> {context(:logger), state} end
  ]
)
Block DSL with handle/react (Form 2)
For state machines with complex state and event-driven transitions, the
block DSL provides a more expressive form. Each handle clause bundles
an event match, input pattern, state binding, and state transformation
into a named, addressable sub-component. react clauses observe state
without modifying it.
Runic.state_machine name: :cart, init: %{items: [], total: 0} do
  handle :add_item, %{item: item}, state do
    %{state | items: [item | state.items], total: state.total + item.price}
  end

  handle :checkout, _, state when state.items != [] do
    %{state | status: :checked_out}
  end

  react :high_value do
    fn %{total: t} when t > 1000 -> {:vip_alert, t} end
  end
end
handle clause semantics
handle event_pattern, input_match, state_var [when state_guard] do
  body  # must return next state
end
	event_pattern — atom or pattern matched against the incoming fact's
event type discriminator.
	input_match — pattern match on the event payload / fact value.
	state_var — binds the current state via state_of(:sm_name) meta_ref.
	when state_guard — optional guard on current state.
	body — returns the next state value, fed to the accumulator.

Each handle compiles to a named Rule:
:"<sm_name>_<event_pattern>" (e.g., :cart_add_item).
react clause semantics
react name do
  fn state_pattern -> output end
end
	Name is explicitly required (the atom after react).
	Compiles to a Rule with a state_of() condition and a step that
produces an output fact.
	Does not modify state — observation only.

Compilation equivalence
Both the keyword form (Form 1) and the block DSL (Form 2) produce
identical %StateMachine{} structs. The handle block is sugar for
splitting a multi-clause reducer into individually named rules.
Sub-Component Access
After adding a StateMachine to a workflow, its internal primitives can be
retrieved via Workflow.get_component/2 using a {name, kind} tuple:
alias Runic.Workflow

wrk = Workflow.new() |> Workflow.add(sm)

# Get the underlying accumulator
[accumulator] = Workflow.get_component(wrk, {:counter, :accumulator})

# Get all reactor rules
reactor_rules = Workflow.get_component(wrk, {:counter, :reactor})

      




  

    
Runic.Workflow.Step 
    



      
Step nodes transform input facts into output facts.
A Step receives a fact, applies its work function, and produces a new fact
with the result. Steps are the primary computation nodes in a workflow.
Meta Expression Support
Steps can reference workflow state through meta expressions like state_of(:component).
When a Step has meta references, the :meta_refs field is populated during
macro compilation, and :meta_ref edges are drawn during Component.connect/3.
During the prepare phase, these edges are traversed to populate meta_context in
the CausalContext, making the referenced state available during execution.
Runtime Context
Steps can also reference external runtime values via context/1 expressions:
step = Runic.step(fn _x -> context(:api_key) end, name: :call_llm)
step = Runic.step(fn x -> x + context(:offset) end, name: :compute)
When context/1 is detected, the step's work function is rewritten to arity-2
(input, meta_ctx) and meta_refs are populated with kind: :context entries.
Values are resolved from the workflow's run_context during the prepare phase.
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        t()

      


    





  
    Functions
  


    
      
        has_meta_refs?(step)

      


        Returns whether this step has meta references that need to be resolved
during the prepare phase.



    


    
      
        new(params)

      


    


    
      
        run(step, input)

      


        Executes the work function of the Lambda step returning the raw unwrapped value.



    


    
      
        run_with_meta_context(step, input, meta_context)

      


        Runs the step work function with meta context available.



    





      


      
        Types


        


  
    
      
    
    
      meta_ref()



        
          
        

    

  


  

      

          @type meta_ref() :: %{
  kind: atom(),
  target: atom() | integer() | {atom(), atom()},
  field_path: [atom()],
  context_key: atom()
}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Runic.Workflow.Step{
  closure: Runic.Closure.t() | nil,
  hash: String.t() | nil,
  inputs: term(),
  meta_refs: [meta_ref()],
  name: String.t() | atom(),
  outputs: term(),
  work: function(),
  work_hash: String.t() | nil
}
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      has_meta_refs?(step)



        
          
        

    

  


  

      

          @spec has_meta_refs?(t()) :: boolean()


      


Returns whether this step has meta references that need to be resolved
during the prepare phase.
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      run(step, input)



        
          
        

    

  


  

Executes the work function of the Lambda step returning the raw unwrapped value.

  



  
    
      
    
    
      run_with_meta_context(step, input, meta_context)



        
          
        

    

  


  

      

          @spec run_with_meta_context(t(), term(), map()) :: term()


      


Runs the step work function with meta context available.
When a step has meta references, its work function is arity 2,
receiving (input, meta_context).

  


        

      


  

    
Runic.Workflow.PolicyDriver 
    



      
Executes a %Runnable{} according to a %SchedulerPolicy{}, handling retries,
timeouts, backoff, fallbacks, and failure modes.
The PolicyDriver is the bridge between the scheduler's declared execution policy
and the actual invocation of a runnable's work function. It wraps Invokable.execute/2
with policy-driven retry loops, timeout enforcement, and fallback resolution.
Event Emission
When emit_events: true is passed in options, execute/3 returns
{%Runnable{}, [event]} instead of just %Runnable{}. Events are:
	%RunnableDispatched{} — emitted at each execution attempt
	%RunnableCompleted{} — emitted on successful completion
	%RunnableFailed{} — emitted on permanent failure (retries exhausted)
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        execute(runnable, policy)

      


        Execute a runnable according to the given scheduler policy.



    


    
      
        execute(runnable, policy, opts)

      


        Execute a runnable according to the given scheduler policy with options.
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          @spec execute(Runic.Workflow.Runnable.t(), Runic.Workflow.SchedulerPolicy.t()) ::
  Runic.Workflow.Runnable.t()


      


Execute a runnable according to the given scheduler policy.

  



  
    
      
    
    
      execute(runnable, policy, opts)



        
          
        

    

  


  

      

          @spec execute(
  Runic.Workflow.Runnable.t(),
  Runic.Workflow.SchedulerPolicy.t(),
  keyword()
) ::
  Runic.Workflow.Runnable.t() | {Runic.Workflow.Runnable.t(), list()}


      


Execute a runnable according to the given scheduler policy with options.
Options
	:deadline_at - monotonic time deadline (used by Phase 3, plumbed now)
	:emit_events - when true, returns {%Runnable{}, [event]} instead of %Runnable{}


  


        

      


  

    
Runic.Workflow.RunnableCompleted 
    



      
Event recording that a runnable completed execution successfully.
Fields:
	duration_ms — wall-clock execution time in milliseconds (monotonic)
	attempt — zero-based attempt index (0 = first try, 1 = first retry, etc.)
	result_fact — the %Fact{} produced by the step
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          @type t() :: %Runic.Workflow.RunnableCompleted{
  attempt: non_neg_integer(),
  completed_at: integer(),
  duration_ms: non_neg_integer(),
  node_hash: non_neg_integer(),
  result_fact: Runic.Workflow.Fact.t(),
  runnable_id: term()
}


      



  


        

      


  

    
Runic.Workflow.RunnableDispatched 
    



      
Event recording that a runnable was dispatched for execution.
Captures the dispatch moment including the resolved policy (with non-serializable
fields like fallback stripped) and the attempt number.
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          @type t() :: %Runic.Workflow.RunnableDispatched{
  attempt: non_neg_integer(),
  dispatched_at: integer(),
  input_fact: Runic.Workflow.Fact.t(),
  node_hash: non_neg_integer(),
  node_name: atom() | binary() | nil,
  policy: Runic.Workflow.SchedulerPolicy.t(),
  runnable_id: term()
}


      



  


        

      


  

    
Runic.Workflow.RunnableFailed 
    



      
Event recording that a runnable failed permanently (retries exhausted).
Fields:
	attempts — total number of execution attempts (initial + retries)
	failure_action — the on_failure action taken: :halt or :skip
	error — the error term from the last failed attempt
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          @type t() :: %Runic.Workflow.RunnableFailed{
  attempts: non_neg_integer(),
  error: term(),
  failed_at: integer(),
  failure_action: :halt | :skip,
  node_hash: non_neg_integer(),
  runnable_id: term()
}


      



  


        

      


  

    
Runic.Workflow.SchedulerPolicy 
    



      
Defines per-node scheduling policies for workflow execution.
A SchedulerPolicy controls retry behavior, timeouts, failure handling,
execution mode, and other scheduling concerns for individual workflow nodes.
Policies are resolved at runtime by matching against runnable nodes using
a list of {matcher, policy_map} tuples. The first matching rule wins,
and its policy map is merged over the default policy.
Matcher Types
	atom() — exact match on the node's name
	:default — catch-all, always matches
	{:name, %Regex{}} — regex match on the node's name
	{:type, module} — match on the node's struct module
	{:type, [modules]} — match on any of the listed struct modules
	fn/1 — custom predicate function receiving the node

Backoff Strategies
	:none — no delay between retries
	:linear — min(base_delay_ms * (attempt + 1), max_delay_ms)
	:exponential — min(base_delay_ms * 2^attempt, max_delay_ms)
	:jitter — randomized exponential: min(rand(base_delay_ms * 2^attempt), max_delay_ms)

Execution Modes
	:sync — standard synchronous execution (default)
	:async — asynchronous execution within the workflow's react cycle
	:durable — enables event emission (%RunnableDispatched{}, %RunnableCompleted{},
%RunnableFailed{}) for crash recovery and audit trails. Used by Runic.Runner.Worker
to persist runnable lifecycle events in the workflow log.

Fallback Functions
When all retries are exhausted and a fallback function is set, it receives
(runnable, error) and must return one of:
	%Runnable{} — a modified runnable to execute once (no further retries)
	{:retry_with, %{key: value}} — overrides merged into meta_context, then executed once
	{:value, term} — a synthetic value used as the step's output

Any other return value causes the runnable to fail with {:invalid_fallback_return, value}.
Example
alias Runic.Workflow.SchedulerPolicy

policies = [
  {:call_llm, %{max_retries: 3, backoff: :exponential, timeout_ms: 30_000}},
  {{:type, Runic.Workflow.Step}, %{max_retries: 1, backoff: :linear}},
  {:default, %{timeout_ms: 10_000}}
]

policy = SchedulerPolicy.resolve(runnable, policies)
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        fallback_return()
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    Functions
  


    
      
        default_policy()

      


        Returns the default policy struct.



    


    
      
        fast_fail()

      


        Policy preset for fast-fail scenarios: no retries, 5s timeout, halt on failure.



    


    
      
        io_policy(opts \\ [])

      


        Policy preset for I/O-bound operations (HTTP, database, file system).



    


    
      
        llm_policy(opts \\ [])

      


        Policy preset for LLM / external AI model calls.



    


    
      
        merge(base, overrides)

      


        Merges two policy maps, with overrides taking precedence over base.



    


    
      
        merge_policies(runtime_overrides, workflow_base)

      


        Merges runtime override policies with workflow base policies.



    


    
      
        merge_policies(overrides, workflow_base, arg3)

      


    


    
      
        new(opts)

      


        Creates a new SchedulerPolicy from a map or keyword list.



    


    
      
        resolve(runnable, policies)

      


        Resolves a SchedulerPolicy for a given runnable by walking a list of
{matcher, policy_map} tuples top-to-bottom. First match wins.
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          @type fallback_fn() ::
  (Runic.Workflow.Runnable.t(), term() -> fallback_return()) | nil


      



  



  
    
      
    
    
      fallback_return()



        
          
        

    

  


  

      

          @type fallback_return() ::
  Runic.Workflow.Runnable.t() | {:retry_with, map()} | {:value, term()}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Runic.Workflow.SchedulerPolicy{
  backoff: :none | :linear | :exponential | :jitter,
  base_delay_ms: non_neg_integer(),
  circuit_breaker: map() | nil,
  deadline_ms: non_neg_integer() | nil,
  execution_mode: :sync | :async | :durable,
  executor: module() | :inline | nil,
  executor_opts: keyword(),
  fallback: fallback_fn(),
  idempotency_key: term() | nil,
  max_delay_ms: non_neg_integer(),
  max_retries: non_neg_integer(),
  on_failure: :halt | :skip,
  priority: :low | :normal | :high | :critical,
  timeout_ms: non_neg_integer() | :infinity
}
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      default_policy()



        
          
        

    

  


  

      

          @spec default_policy() :: t()


      


Returns the default policy struct.

  



  
    
      
    
    
      fast_fail()



        
          
        

    

  


  

      

          @spec fast_fail() :: t()


      


Policy preset for fast-fail scenarios: no retries, 5s timeout, halt on failure.

  



    

  
    
      
    
    
      io_policy(opts \\ [])



        
          
        

    

  


  

      

          @spec io_policy(keyword()) :: t()


      


Policy preset for I/O-bound operations (HTTP, database, file system).
Defaults: 2 retries, linear backoff (500ms base), 10s timeout, skip on failure.
Override any default via opts.

  



    

  
    
      
    
    
      llm_policy(opts \\ [])



        
          
        

    

  


  

      

          @spec llm_policy(keyword()) :: t()


      


Policy preset for LLM / external AI model calls.
Defaults: 3 retries, exponential backoff (1s base, 30s max), 30s timeout, halt on failure.
Override any default via opts.
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          @spec merge(map(), map()) :: map()


      


Merges two policy maps, with overrides taking precedence over base.

  



  
    
      
    
    
      merge_policies(runtime_overrides, workflow_base)



        
          
        

    

  


  

      

          @spec merge_policies(list() | nil, list()) :: list()


      


Merges runtime override policies with workflow base policies.
In :merge mode (default), runtime overrides are prepended to the workflow base.
In :replace mode, only the runtime overrides are returned.
When runtime_overrides is nil or [], returns workflow_base unchanged.

  



  
    
      
    
    
      merge_policies(overrides, workflow_base, arg3)



        
          
        

    

  


  

      

          @spec merge_policies(list() | nil, list(), :merge | :replace) :: list()


      



  



  
    
      
    
    
      new(opts)



        
          
        

    

  


  

      

          @spec new(map() | keyword()) :: t()


      


Creates a new SchedulerPolicy from a map or keyword list.
Raises ArgumentError if any unknown keys are provided.

  



  
    
      
    
    
      resolve(runnable, policies)



        
          
        

    

  


  

      

          @spec resolve(Runic.Workflow.Runnable.t(), list() | nil) :: t()


      


Resolves a SchedulerPolicy for a given runnable by walking a list of
{matcher, policy_map} tuples top-to-bottom. First match wins.
The matched policy map is merged over the default policy. If no match is
found or policies is nil or [], returns the default policy.
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Built-in workflow execution infrastructure.
Provides supervision, persistence, registry, and lifecycle management
for running workflows as managed processes.
Starting a Runner
{:ok, _pid} = Runic.Runner.start_link(name: MyApp.Runner)
Store Ownership
If no :store is configured, the Runner starts its built-in ETS store as
part of the supervision tree. This preserves the zero-configuration,
in-memory execution path.
If :store is configured explicitly, the Runner assumes that store's
supervision and lifecycle are managed elsewhere. This applies to custom
adapters and to built-in stores when you want to own their startup in your
application's supervision tree.
For adapters backed by an externally supervised dependency such as an Ecto
repo:
{:ok, _pid} =
  Runic.Runner.start_link(
    name: MyApp.Runner,
    store: MyApp.SQLiteStore,
    store_opts: [repo: MyApp.Repo]
  )
To use the built-in ETS store explicitly, start it before the Runner:
children = [
  {Runic.Runner.Store.ETS, runner_name: MyApp.Runner},
  {Runic.Runner, name: MyApp.Runner, store: Runic.Runner.Store.ETS}
]
Running Workflows
{:ok, pid} = Runic.Runner.start_workflow(MyApp.Runner, :my_workflow, workflow)
:ok = Runic.Runner.run(MyApp.Runner, :my_workflow, input)
{:ok, results} = Runic.Runner.get_results(MyApp.Runner, :my_workflow)

# Structured results using output port contracts
{:ok, %{total: value}} = Runic.Runner.get_results(MyApp.Runner, :my_workflow, [])

# Select specific components
{:ok, %{price: p}} = Runic.Runner.get_results(MyApp.Runner, :id, components: [:price])
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        checkpoint(runner, workflow_id)

      


        Triggers an explicit checkpoint for a running workflow.



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        get_results(runner, workflow_id)

      


        Returns the raw productions from a running workflow.



    


    
      
        get_results(runner, workflow_id, opts)

      


        Returns structured results from a running workflow.



    


    
      
        get_store(runner)

      


        Returns the {store_module, store_state} tuple for this runner.



    


    
      
        get_workflow(runner, workflow_id)

      


        Returns the full workflow struct from a running workflow.



    


    
      
        list_workflows(runner)

      


        Lists all active workflow IDs managed by this runner.



    


    
      
        lookup(runner, workflow_id)

      


        Looks up the PID of a running workflow by ID.



    


    
      
        resume(runner, workflow_id, opts \\ [])

      


        Resumes a workflow from persisted state.



    


    
      
        run(runner, workflow_id, input, opts \\ [])

      


        Feeds input to a running workflow.



    


    
      
        start_link(opts)

      


    


    
      
        start_workflow(runner, workflow_id, workflow, opts \\ [])

      


        Starts a new workflow under this runner.



    


    
      
        stop(runner, workflow_id, opts \\ [])

      


        Stops a running workflow.



    


    
      
        via(runner, workflow_id)

      


        Returns the via tuple for addressing a worker through the registry.
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Triggers an explicit checkpoint for a running workflow.
Persists the current workflow state to the store regardless of
the configured checkpoint strategy. Useful with checkpoint_strategy: :manual.

  



  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      get_results(runner, workflow_id)



        
          
        

    

  


  

Returns the raw productions from a running workflow.
For structured results using port contracts, use get_results/3.

  



  
    
      
    
    
      get_results(runner, workflow_id, opts)



        
          
        

    

  


  

Returns structured results from a running workflow.
Options
	:components — list of component names to extract. When nil (default),
uses the workflow's output port contract.
	:facts — when true, returns %Fact{} structs. Default false.
	:all — when true, returns all produced values as lists. Default false.

Examples
# Use output port contract
{:ok, %{total: 42.50}} = Runner.get_results(runner, :order_pipeline, [])

# Explicit component selection
{:ok, %{price: 42.50}} = Runner.get_results(runner, :order_pipeline, components: [:price])

# All values as facts
{:ok, %{total: [%Fact{}, ...]}} = Runner.get_results(runner, :id, facts: true, all: true)
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Returns the {store_module, store_state} tuple for this runner.
The store state is initialized lazily on first access and cached in persistent_term.

  



  
    
      
    
    
      get_workflow(runner, workflow_id)



        
          
        

    

  


  

Returns the full workflow struct from a running workflow.

  



  
    
      
    
    
      list_workflows(runner)



        
          
        

    

  


  

Lists all active workflow IDs managed by this runner.

  



  
    
      
    
    
      lookup(runner, workflow_id)



        
          
        

    

  


  

Looks up the PID of a running workflow by ID.
Returns pid or nil.

  



    

  
    
      
    
    
      resume(runner, workflow_id, opts \\ [])



        
          
        

    

  


  

Resumes a workflow from persisted state.
Loads the workflow log from the store, rebuilds the workflow via
Workflow.from_log/1, and starts a new Worker.
Options
	:rehydration — Controls how fact values are loaded during recovery.	:full (default) — All fact values are loaded into memory.
	:hybrid — Uses lean replay to create FactRef vertices, classifies
hot/cold facts, then resolves only hot values from the fact store.
Requires a store that implements save_fact/3 and load_fact/2.
	:lazy — All facts stay as FactRef structs, resolved on demand
during dispatch. Maximum memory savings, but requires resolution
before any fact value can be used.




  



    

  
    
      
    
    
      run(runner, workflow_id, input, opts \\ [])



        
          
        

    

  


  

Feeds input to a running workflow.
Options
	:run_context - A map of external values keyed by component name, made available
to components that use context/1 expressions. Supports a :_global key for
values available to all components.
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      start_workflow(runner, workflow_id, workflow, opts \\ [])



        
          
        

    

  


  

Starts a new workflow under this runner.
Returns {:ok, pid} or {:error, {:already_started, pid}}.

  



    

  
    
      
    
    
      stop(runner, workflow_id, opts \\ [])



        
          
        

    

  


  

Stops a running workflow.
Options:
	persist: true (default) — saves final state to the store before stopping
	persist: false — stops without saving
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Returns the via tuple for addressing a worker through the registry.

  


        

      


  

    
Runic.Runner.Executor behaviour
    



      
Behaviour for controlling how runnables are dispatched to compute.
Executors abstract the process/task/worker mechanism used to execute
runnables. The Runner's Worker calls dispatch/3 for each runnable
(or Promise) and receives a handle for tracking completion.
Completion is signaled asynchronously to the calling process via
standard Erlang messages: {ref, result} and {:DOWN, ref, ...}.
Message Contract
The executor MUST arrange for the calling process to receive:
	{handle, result} on successful completion
	{:DOWN, handle, :process, pid, reason} on crash

This contract matches Task.Supervisor.async_nolink semantics,
making the default Runic.Runner.Executor.Task a zero-cost abstraction.
Built-in Executors
	Runic.Runner.Executor.Task — default, uses Task.Supervisor.async_nolink
	:inline — special value indicating synchronous execution in the Worker process
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        dispatch_opts()
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    Callbacks
  


    
      
        cleanup(executor_state)

      


        Clean up executor resources.



    


    
      
        dispatch(work_fn, dispatch_opts, executor_state)

      


        Dispatch a unit of work for execution.



    


    
      
        init(opts)

      


        Initialize the executor with configuration.
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          @type dispatch_opts() :: keyword()
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          @type executor_state() :: term()


      



  



  
    
      
    
    
      handle()



        
          
        

    

  


  

      

          @type handle() :: reference()
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      cleanup(executor_state)


        (optional)


        
          
        

    

  


  

      

          @callback cleanup(executor_state()) :: :ok


      


Clean up executor resources.
Called when the Worker is stopping. Optional.

  



  
    
      
    
    
      dispatch(work_fn, dispatch_opts, executor_state)



        
          
        

    

  


  

      

          @callback dispatch(work_fn :: (-> term()), dispatch_opts(), executor_state()) ::
  {handle(), executor_state()}


      


Dispatch a unit of work for execution.
The work_fn is a zero-arity function that, when called, executes
the runnable through the PolicyDriver and returns the result.
Returns {handle, new_state} where handle is a reference the
Worker uses to correlate completion messages.
The executor MUST arrange for the calling process to receive:
	{handle, result} on successful completion
	{:DOWN, handle, :process, pid, reason} on crash


  



  
    
      
    
    
      init(opts)



        
          
        

    

  


  

      

          @callback init(opts :: keyword()) :: {:ok, executor_state()} | {:error, term()}


      


Initialize the executor with configuration.
Called once when the Worker starts. Returns opaque state passed
to subsequent dispatch/3 and cleanup/1 calls.
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GenStage-based executor providing demand-driven dispatch with back-pressure.
Uses a GenStage Producer + Consumer pool architecture. The Producer buffers
work items and Consumers pull them on demand, providing natural back-pressure
that prevents the Worker from overwhelming available compute.
Each consumer processes one work item at a time (max_demand: 1). The number
of consumers controls the concurrency level. Work items that arrive when all
consumers are busy are buffered in the Producer until demand is available.
Options
	:max_demand — number of concurrent consumers (default: System.schedulers_online())
	:buffer_size — producer event buffer size (default: :infinity)

Architecture
Worker (caller)
    │ dispatch/3 → cast to Producer
    ▼
GenStage.Producer (buffers {handle, work_fn, caller} events)
    │
    ├──────────────────┤
    ▼                  ▼
Consumer 1         Consumer N
(execute work_fn)  (execute work_fn)
    │                  │
    └──── send {handle, result} / {:DOWN, handle, ...} to caller ────┘
Message Contract
Preserves the standard Executor message contract:
	{handle, result} — sent to caller on successful completion
	{:DOWN, handle, :process, pid, reason} — sent to caller on failure

Failures are caught inside the consumer via try/catch, so individual work
item failures do not crash the consumer process.

      




  

    
Runic.Runner.Executor.Task 
    



      
Default executor using Task.Supervisor.async_nolink.
This is the zero-overhead default. The Worker's dispatch loop
delegates to this executor when no custom executor is configured.

      




  

    
Runic.Runner.Promise 
    



      
A batched execution unit that groups runnables for optimized dispatch.
Promises enable the scheduler to dispatch multiple runnables as a single
task, reducing process spawn overhead.
Strategies
	:sequential — runnables execute one after another within a single Task.
Each step sees the updated workflow state from the previous step. Used for
linear chains (e.g., a → b → c).

	:parallel — runnables execute concurrently via Flow (or Task.async_stream
as fallback). All runnables are independent — no intermediate state sharing.
Used for fan-out batches of independent runnables.


Failure Semantics
Sequential: partial commit — if runnable N fails, runnables 1..N-1
are committed, the failed runnable is returned for error handling, and
runnables N+1..end are skipped.
Parallel: all runnables execute independently. Individual failures are
caught and returned as failed runnables in the result list. Succeeded
runnables are committed normally.
Observability
Promise telemetry events are emitted in addition to per-runnable events:
	[:runic, :runner, :promise, :start] — promise dispatched
	[:runic, :runner, :promise, :stop] — promise completed or partially failed


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(runnables, opts \\ [])

      


        Creates a new Promise from a list of runnables.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Runic.Runner.Promise{
  checkpoint_boundary: boolean(),
  flow_opts: keyword(),
  id: reference(),
  node_hashes: MapSet.t(),
  results: [Runic.Workflow.Runnable.t()],
  runnables: [Runic.Workflow.Runnable.t()],
  status: :pending | :resolving | :resolved | :failed,
  strategy: :sequential | :parallel
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      new(runnables, opts \\ [])



        
          
        

    

  


  

      

          @spec new(
  [Runic.Workflow.Runnable.t()],
  keyword()
) :: t()


      


Creates a new Promise from a list of runnables.
The node_hashes set is used by the scheduler to skip dispatch
for runnables whose nodes are already covered by an in-flight Promise.
Options
	:node_hashes — pre-computed MapSet of node hashes (default: derived from runnables)
	:strategy — :sequential or :parallel (default: :sequential)
	:checkpoint_boundary — whether this promise is a checkpoint boundary (default: false)
	:flow_opts — options for parallel resolution via Flow (default: []):	:stages — number of Flow stages (default: min(count, schedulers_online))
	:max_demand — Flow max_demand per stage (default: 1)




  


        

      


  

    
Runic.Runner.PromiseBuilder 
    



      
Analyzes workflow graphs to construct Promises from linear chain patterns.
Given a set of prepared runnables, identifies structural chains by following
:flow edges forward from each runnable. A chain is a sequence of nodes where
each has exactly one successor and each successor has exactly one predecessor
via :flow edges.
The Promise captures the full chain's node hashes but only contains the
currently-prepared head runnable. The resolve loop inside the Worker executes
each step, applies it to a local workflow copy, prepares the next runnable
in the chain, and continues.
Chain Exclusions
The following nodes are excluded from chains:
	Join/FanIn nodes — they synchronize external inputs
	Nodes with :meta_ref edges — they read mutable workflow state

Usage
{promises, standalone} = PromiseBuilder.build_promises(workflow, runnables)

      


      
        Summary


  
    Functions
  


    
      
        build_promises(workflow, runnables, opts \\ [])

      


        Given a set of prepared runnables, identifies structural linear chains
that can be batched into Promises.



    





      


      
        Functions


        


    

  
    
      
    
    
      build_promises(workflow, runnables, opts \\ [])



        
          
        

    

  


  

      

          @spec build_promises(Runic.Workflow.t(), [Runic.Workflow.Runnable.t()], keyword()) ::
  {[Runic.Runner.Promise.t()], [Runic.Workflow.Runnable.t()]}


      


Given a set of prepared runnables, identifies structural linear chains
that can be batched into Promises.
Returns {[Promise.t()], [Runnable.t()]} — promises + standalone runnables
that could not be chained.
Options
	:min_chain_length — minimum chain length to form a Promise (default: 2)


  


        

      


  

    
Runic.Runner.Scheduler behaviour
    



      
Behaviour for controlling what gets dispatched together and when.
Schedulers sit between the Worker's prepare phase and the actual dispatch,
deciding how runnables are grouped and ordered for execution. The Worker
calls plan_dispatch/3 with the current workflow and prepared runnables,
and the scheduler returns a list of dispatch units — either individual
runnables or batched Promises.
Built-in Schedulers
	Runic.Runner.Scheduler.Default — wraps each runnable individually (zero overhead)
	Runic.Runner.Scheduler.ChainBatching — detects linear chains and batches them into Promises

Dispatch Units
A dispatch unit is one of:
	{:runnable, %Runnable{}} — dispatch as an individual task
	{:promise, %Promise{}} — dispatch as a batched chain

Contract
Scheduler implementations must satisfy:
	Every input runnable appears in exactly one dispatch unit
	No runnable appears in more than one dispatch unit
	Promise node_hashes do not overlap between dispatch units
	plan_dispatch/3 handles empty runnable lists gracefully

Use Runic.Runner.Scheduler.ContractTest to verify implementations.

      


      
        Summary


  
    Types
  


    
      
        dispatch_unit()

      


    


    
      
        scheduler_state()

      


    





  
    Callbacks
  


    
      
        init(opts)

      


        Initialize the scheduler with configuration.



    


    
      
        on_complete(dispatch_unit, duration_ms, scheduler_state)

      


        Called when a dispatch unit completes.



    


    
      
        plan_dispatch(workflow, runnables, scheduler_state)

      


        Plan how to dispatch a set of prepared runnables.
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      dispatch_unit()



        
          
        

    

  


  

      

          @type dispatch_unit() ::
  {:runnable, Runic.Workflow.Runnable.t()}
  | {:promise, Runic.Runner.Promise.t()}


      



  



  
    
      
    
    
      scheduler_state()



        
          
        

    

  


  

      

          @type scheduler_state() :: term()


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      init(opts)



        
          
        

    

  


  

      

          @callback init(opts :: keyword()) :: {:ok, scheduler_state()} | {:error, term()}


      


Initialize the scheduler with configuration.
Called once when the Worker starts. Returns opaque state passed
to subsequent plan_dispatch/3 and on_complete/3 calls.

  



  
    
      
    
    
      on_complete(dispatch_unit, duration_ms, scheduler_state)


        (optional)


        
          
        

    

  


  

      

          @callback on_complete(
  dispatch_unit(),
  duration_ms :: non_neg_integer(),
  scheduler_state()
) ::
  scheduler_state()


      


Called when a dispatch unit completes.
Receives the completed dispatch unit, execution duration in milliseconds,
and the current scheduler state. Returns updated scheduler state.
Optional — used by adaptive schedulers for profiling.

  



  
    
      
    
    
      plan_dispatch(workflow, runnables, scheduler_state)



        
          
        

    

  


  

      

          @callback plan_dispatch(
  workflow :: Runic.Workflow.t(),
  runnables :: [Runic.Workflow.Runnable.t()],
  scheduler_state()
) :: {[dispatch_unit()], scheduler_state()}


      


Plan how to dispatch a set of prepared runnables.
Receives the current workflow and a list of runnables ready for dispatch
(already filtered for active tasks and concurrency limits). Returns a
list of dispatch units and updated scheduler state.
The Worker iterates over the returned units, routing {:runnable, r}
to individual dispatch and {:promise, p} to batched dispatch.

  


        

      


  

    
Runic.Runner.Scheduler.ChainBatching 
    



      
Scheduler strategy that batches linear chains into Promises.
Delegates to Runic.Runner.PromiseBuilder for chain detection. Linear
chains of runnables are grouped into Promise dispatch units; runnables
that don't form chains are dispatched individually.
Options
	:min_chain_length — minimum chain length to form a Promise (default: 2)


      




  

    
Runic.Runner.Scheduler.ContractTest 
    



      
Conformance test suite for Runic.Runner.Scheduler behaviour implementations.
Verifies that a scheduler correctly implements the dispatch contract:
	init/1 returns {:ok, state}
	plan_dispatch/3 returns well-formed dispatch units
	All input runnables are accounted for (no dropped runnables)
	No duplicate runnables across dispatch units
	No overlapping node_hashes between dispatch units
	Promise node_hashes are supersets of their runnable hashes
	Empty input produces empty output
	State is properly threaded across calls

Usage
defmodule MySchedulerTest do
  use Runic.Runner.Scheduler.ContractTest,
    scheduler: MyApp.CustomScheduler,
    opts: [my_option: true]
end

      




  

    
Runic.Runner.Scheduler.Default 
    



      
Default scheduler strategy that dispatches each runnable individually.
This is the zero-overhead default. Each prepared runnable becomes a
{:runnable, r} dispatch unit — identical to the pre-scheduler Worker
behavior.

      




  

    
Runic.Runner.Scheduler.FlowBatch 
    



      
Scheduler strategy that detects both sequential chains and parallel batch
opportunities.
Extends the chain-detection logic from Runic.Runner.PromiseBuilder with
independent-runnable grouping: after sequential chains are extracted, any
remaining standalone runnables that share no graph edges are grouped into a
single :parallel Promise for concurrent execution via Flow (or
Task.async_stream as fallback).
Options
	:min_chain_length — minimum chain length to form a sequential Promise (default: 2)
	:min_batch_size — minimum group size to form a parallel Promise (default: 4)
	:flow_stages — max Flow stages for parallel Promises (default: System.schedulers_online())
	:flow_max_demand — Flow max_demand per stage (default: 1)


      




  

    
Runic.Runner.Store behaviour
    



      
Behaviour for workflow persistence adapters.
Adapters handle saving and loading workflow event logs for
durability across process restarts.
Stream Semantics (Event-Sourced)
The preferred interface uses append/3 and stream/2 for incremental
event persistence. Events are appended after each execution cycle and
streamed on recovery to rebuild workflow state via Workflow.from_events/1.
Stores that implement append/3 and stream/2 get automatic
event-sourced checkpointing and recovery from the Worker.
Legacy Semantics (Snapshot)
The save/3 and load/2 callbacks persist the full workflow log as a
snapshot. These remain the required baseline interface for backward
compatibility. Stores that only implement save/load continue to work
unchanged.
Optional Capabilities
	Snapshots (save_snapshot/4, load_snapshot/3): Point-in-time
workflow snapshots for faster recovery (replay from snapshot + events
after cursor instead of full replay).
	Fact storage (save_fact/3, load_fact/2): Content-addressed fact
value storage for hybrid rehydration without loading all values into memory.
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        list(state)

      


    


    
      
        load(workflow_id, state)

      


    


    
      
        load_fact(fact_hash, state)

      


    


    
      
        load_snapshot(workflow_id, state)

      


    


    
      
        save(workflow_id, log, state)

      


    


    
      
        save_fact(fact_hash, value, state)

      


    


    
      
        save_snapshot(workflow_id, cursor, snapshot, state)

      


    


    
      
        stream(workflow_id, state)

      


    





  
    Functions
  


    
      
        supports_stream?(store_mod)

      


        Returns true if the store module supports event-sourced stream semantics.
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          @type cursor() :: non_neg_integer()


      



  



  
    
      
    
    
      event()



        
          
        

    

  


  

      

          @type event() :: struct()


      



  



  
    
      
    
    
      log()



        
          
        

    

  


  

      

          @type log() :: [struct()]


      



  



  
    
      
    
    
      state()



        
          
        

    

  


  

      

          @type state() :: term()


      



  



  
    
      
    
    
      workflow_id()



        
          
        

    

  


  

      

          @type workflow_id() :: term()


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      append(workflow_id, events, state)


        (optional)


        
          
        

    

  


  

      

          @callback append(workflow_id(), events :: [event()], state()) ::
  {:ok, cursor()} | {:error, term()}


      



  



  
    
      
    
    
      checkpoint(workflow_id, log, state)


        (optional)


        
          
        

    

  


  

      

          @callback checkpoint(workflow_id(), log(), state()) :: :ok | {:error, term()}


      



  



  
    
      
    
    
      delete(workflow_id, state)


        (optional)


        
          
        

    

  


  

      

          @callback delete(workflow_id(), state()) :: :ok | {:error, term()}


      



  



  
    
      
    
    
      exists?(workflow_id, state)


        (optional)


        
          
        

    

  


  

      

          @callback exists?(workflow_id(), state()) :: boolean()


      



  



  
    
      
    
    
      init_store(opts)



        
          
        

    

  


  

      

          @callback init_store(opts :: keyword()) :: {:ok, state()} | {:error, term()}


      



  



  
    
      
    
    
      list(state)


        (optional)


        
          
        

    

  


  

      

          @callback list(state()) :: {:ok, [workflow_id()]} | {:error, term()}


      



  



  
    
      
    
    
      load(workflow_id, state)



        
          
        

    

  


  

      

          @callback load(workflow_id(), state()) :: {:ok, log()} | {:error, :not_found | term()}


      



  



  
    
      
    
    
      load_fact(fact_hash, state)


        (optional)


        
          
        

    

  


  

      

          @callback load_fact(fact_hash :: term(), state()) ::
  {:ok, term()} | {:error, :not_found | term()}


      



  



  
    
      
    
    
      load_snapshot(workflow_id, state)


        (optional)


        
          
        

    

  


  

      

          @callback load_snapshot(workflow_id(), state()) ::
  {:ok, {cursor(), binary()}} | {:error, :not_found | term()}


      



  



  
    
      
    
    
      save(workflow_id, log, state)



        
          
        

    

  


  

      

          @callback save(workflow_id(), log(), state()) :: :ok | {:error, term()}


      



  



  
    
      
    
    
      save_fact(fact_hash, value, state)


        (optional)


        
          
        

    

  


  

      

          @callback save_fact(fact_hash :: term(), value :: term(), state()) ::
  :ok | {:error, term()}


      



  



  
    
      
    
    
      save_snapshot(workflow_id, cursor, snapshot, state)


        (optional)


        
          
        

    

  


  

      

          @callback save_snapshot(workflow_id(), cursor(), snapshot :: binary(), state()) ::
  :ok | {:error, term()}


      



  



  
    
      
    
    
      stream(workflow_id, state)


        (optional)


        
          
        

    

  


  

      

          @callback stream(workflow_id(), state()) ::
  {:ok, Enumerable.t()} | {:error, :not_found | term()}
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      supports_stream?(store_mod)



        
          
        

    

  


  

      

          @spec supports_stream?(module()) :: boolean()


      


Returns true if the store module supports event-sourced stream semantics.

  


        

      


  

    
Runic.Runner.Store.ETS 
    



      
Default in-memory persistence adapter using ETS.
Survives worker restarts within the same VM but not VM restarts.
The GenServer owns the ETS tables, while Store callbacks operate
on the :public tables directly for zero-overhead reads and writes.
When the Runner is started without an explicit :store, it will start this
ETS store automatically. If you configure store: Runic.Runner.Store.ETS
explicitly, start this module in your supervision tree before the Runner.
Stream Semantics
Supports event-sourced append/3 and stream/2 via a second
:ordered_set ETS table keyed by {workflow_id, sequence}.
A counter table tracks the next sequence number per workflow.

      


      
        Summary
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        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        start_link(opts)
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      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.
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Runic.Runner.Store.Mnesia 
    



      
Mnesia-backed persistence adapter for the Runner.
Uses Erlang/OTP's built-in Mnesia database for workflow log storage.
Provides persistence across VM restarts (via disc_copies) and
distributed storage across Erlang clusters.
Usage
children = [
  {Runic.Runner.Store.Mnesia, runner_name: MyApp.Runner, disc_copies: true},
  {Runic.Runner,
   name: MyApp.Runner,
   store: Runic.Runner.Store.Mnesia,
   store_opts: [disc_copies: true]}
]
Options
	:runner_name — (required) the Runner name, used to derive the Mnesia table name
	:disc_copies — when true (default), persists to disk on this node.
Set to false for RAM-only tables (faster, lost on VM restart).
	:nodes — list of nodes for distributed tables.
Defaults to [node()].

Mnesia Schema
If Mnesia has not been initialized with a schema directory on this node,
one will be created automatically. For production use, configure the
Mnesia directory via the :mnesia application env:
config :mnesia, dir: ~c"/var/data/mnesia/#{node()}"
Distributed Operation
For multi-node Mnesia clusters, ensure :mnesia.change_config(:extra_db_nodes, nodes)
is called before starting the Runner, or pass :nodes in store opts.
Stream Semantics
Supports event-sourced append/3 and stream/2 via a second Mnesia table
(*EventStream) with {workflow_id, sequence} compound keys for ordered
event retrieval.
Design Notes
	Write operations use :mnesia.transaction/1 for ACID guarantees.
	Read operations use :mnesia.dirty_read/2 — no transaction overhead,
eventually consistent during concurrent writes (sufficient for workflow
log reads, which are dominated by the owning Worker process).
	checkpoint/3 delegates to save/3 — Mnesia's transaction log already
provides write-ahead durability.
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        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        start_link(opts)
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      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.
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Runic.Runner.Telemetry 
    



      
Telemetry event definitions for Runic.Runner.
All events are emitted under the [:runic, :runner, ...] prefix.
Event Groups
Workflow Events
	[:runic, :runner, :workflow, :start] — workflow started
	[:runic, :runner, :workflow, :stop] — workflow completed
	[:runic, :runner, :workflow, :exception] — workflow exception

Runnable Events
	[:runic, :runner, :runnable, :start] — runnable dispatched
	[:runic, :runner, :runnable, :stop] — runnable completed
	[:runic, :runner, :runnable, :exception] — runnable failed

Store Events
	[:runic, :runner, :store, :start] — store operation started
	[:runic, :runner, :store, :stop] — store operation completed
	[:runic, :runner, :store, :exception] — store operation failed

Promise Events
	[:runic, :runner, :promise, :start] — promise dispatched
	[:runic, :runner, :promise, :stop] — promise completed


      


      
        Summary


  
    Functions
  


    
      
        event_names()

      


        Returns all telemetry event names emitted by the Runner.



    


    
      
        promise_event(atom, metadata)

      


        Emits a promise lifecycle event.



    


    
      
        promise_event(atom, measurements, metadata)

      


    


    
      
        rehydration_event(atom, measurements, metadata)

      


        Emits a rehydration completion event with memory measurements.



    


    
      
        runnable_event(atom, metadata)

      


        Emits a runnable lifecycle event.



    


    
      
        runnable_event(atom, measurements, metadata)

      


        Emits a runnable completion event with measurements.



    


    
      
        store_span(operation, metadata, fun)

      


        Wraps a store operation in a telemetry span.



    


    
      
        workflow_event(atom, metadata)

      


        Emits a workflow lifecycle event.



    


    
      
        workflow_event(atom, measurements, metadata)

      


    


    
      
        workflow_span(metadata, fun)

      


        Wraps a workflow lifecycle operation in a telemetry span.



    





      


      
        Functions


        


  
    
      
    
    
      event_names()



        
          
        

    

  


  

Returns all telemetry event names emitted by the Runner.
Useful for :telemetry.list_handlers/1 and handler setup.

  



  
    
      
    
    
      promise_event(atom, metadata)



        
          
        

    

  


  

Emits a promise lifecycle event.
Event Types
	:start — promise dispatched for execution
	:stop — promise completed (includes duration measurement)


  



  
    
      
    
    
      promise_event(atom, measurements, metadata)



        
          
        

    

  


  


  



  
    
      
    
    
      rehydration_event(atom, measurements, metadata)



        
          
        

    

  


  

Emits a rehydration completion event with memory measurements.

  



  
    
      
    
    
      runnable_event(atom, metadata)



        
          
        

    

  


  

Emits a runnable lifecycle event.
Event Types
	:dispatch — runnable dispatched for execution
	:complete — runnable completed successfully
	:exception — runnable failed


  



  
    
      
    
    
      runnable_event(atom, measurements, metadata)



        
          
        

    

  


  

Emits a runnable completion event with measurements.

  



  
    
      
    
    
      store_span(operation, metadata, fun)



        
          
        

    

  


  

Wraps a store operation in a telemetry span.
Emits [:runic, :runner, :store, :start] and
[:runic, :runner, :store, :stop] (or :exception).

  



  
    
      
    
    
      workflow_event(atom, metadata)



        
          
        

    

  


  

Emits a workflow lifecycle event.
Event Types
	:start — workflow started
	:stop — workflow completed (includes duration measurement)


  



  
    
      
    
    
      workflow_event(atom, measurements, metadata)



        
          
        

    

  


  


  



  
    
      
    
    
      workflow_span(metadata, fun)



        
          
        

    

  


  

Wraps a workflow lifecycle operation in a telemetry span.
Emits [:runic, :runner, :workflow, :start] and
[:runic, :runner, :workflow, :stop] (or :exception).

  


        

      


  

    
Runic.Runner.Worker 
    



      
GenServer managing a single workflow's execution lifecycle.
The Worker implements the dispatch loop: plan → prepare → dispatch → apply,
using an Executor behaviour for fault-isolated task execution and
PolicyDriver for policy-aware invocation.
Workers are started under the Runner's DynamicSupervisor and registered
in the Runner's Registry for lookup by workflow ID.
Executor
The executor controls how runnables are dispatched to compute. By default,
Runic.Runner.Executor.Task is used (wrapping Task.Supervisor.async_nolink).
Pass executor: MyExecutor and executor_opts: [...] to use a custom executor.
The special value executor: :inline executes runnables synchronously in the
Worker process — useful for sub-millisecond computations where task spawn
overhead dominates.
Per-Component Executor Overrides
When a SchedulerPolicy for a runnable includes an :executor field, the
Worker dispatches that runnable through the override executor instead of the
default. This allows mixing execution strategies within a single workflow.
Scheduler
The scheduler controls what gets dispatched together and when.
Pass scheduler: MyScheduler and scheduler_opts: [...] to use a
custom strategy. Built-in schedulers:
	Runic.Runner.Scheduler.Default — dispatches each runnable individually (default)
	Runic.Runner.Scheduler.ChainBatching — batches linear chains into Promises

The promise_opts: [min_chain_length: N] shorthand is equivalent to
scheduler: Runic.Runner.Scheduler.ChainBatching, scheduler_opts: [min_chain_length: N].
An explicit :scheduler takes precedence over :promise_opts.
Hooks
Lifecycle hooks allow observability and light customization without replacing
the Worker. Pass hooks: [...] in Worker opts:
	on_dispatch: fn runnable, worker_state -> :ok end
	on_complete: fn runnable, duration_ms, worker_state -> :ok end
	on_failed: fn runnable, reason, worker_state -> :ok end
	on_idle: fn worker_state -> :ok end
	transform_runnables: fn runnables, workflow -> runnables end

Hook exceptions are logged but do not crash the Worker.
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        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        start_link(opts)
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      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.
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Runic.Component protocol
    



      
Protocol defining how Runic components compose together and connect within workflows.
The Component protocol supports extension of modeling new component types that can be
added and connected with other components in Runic workflows. It provides introspection
capabilities for components (sub-components, inputs, outputs) and connection semantics
for workflow composition.
Protocol Functions
	Function	Purpose
	connectable?/2	Check if a component can be connected to another
	connect/3	Connect this component to a parent in a workflow
	source/1	Returns the source AST for building/serializing the component
	hash/1	Returns the content-addressable hash of the component
	inputs/1	Returns the nimble_options schema for component inputs
	outputs/1	Returns the nimble_options schema for component outputs

Built-in Implementations
	Component Type	Description
	Runic.Workflow.Step	Single transformation function
	Runic.Workflow.Rule	Conditional logic with condition and reaction
	Runic.Workflow.Map	Fan-out transformation over enumerables
	Runic.Workflow.Reduce	Fan-in aggregation
	Runic.Workflow.Accumulator	Stateful reducer across invocations
	Runic.Workflow.StateMachine	Stateful reducer with reactive conditions
	Runic.Workflow	Workflows themselves are components
	Tuple	Pipeline syntax {parent, [children]}

Type Compatibility
The Component protocol includes type compatibility checking via an internal
TypeCompatibility helper module. This enables schema-based
validation when connecting components:
# Type compatibility checks
TypeCompatibility.types_compatible?(:any, :integer)  # => true
TypeCompatibility.types_compatible?(:string, :integer)  # => false

# Port compatibility for connecting components
producer_outputs = [out: [type: {:list, :integer}]]
consumer_inputs = [in: [type: {:list, :any}]]
TypeCompatibility.ports_compatible?(producer_outputs, consumer_inputs)  # => {:ok, :inferred}
Usage
require Runic

step = Runic.step(fn x -> x * 2 end, name: :double)
rule = Runic.rule(fn x when x > 10 -> :large end, name: :classify)

# Introspection
Runic.Component.hash(step)  # => content-addressable hash
Runic.Component.source(step)  # => AST representation

# Compatibility checking
Runic.Component.connectable?(step, rule)  # => true

# Connection (typically done via Workflow.add/3)
workflow = Runic.Workflow.new()
  |> Runic.Workflow.add(step)
  |> Runic.Workflow.add(rule, to: :double)
Implementing Custom Component
defmodule MyApp.CustomComponent do
  defstruct [:hash, :name, :config]
end

defimpl Runic.Component, for: MyApp.CustomComponent do
  alias Runic.Workflow

  def connectable?(_component, _other), do: true

  def connect(component, to, workflow) do
    workflow
    |> Workflow.add_step(to, some_internal_step(component))
    |> Workflow.register_component(component)
  end

  def source(component) do
    quote do
      MyApp.CustomComponent.new(name: unquote(component.name))
    end
  end

  def hash(component), do: component.hash

  def inputs(_component), do: [in: [type: :any, doc: "Input value"]]

  def outputs(_component), do: [out: [type: :any, doc: "Output value"]]
end
See the Protocols Guide for more details and examples.
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Returns port contract for component inputs.
Each entry is a named port with options like :type, :doc, :cardinality, :required.
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Returns the source AST for building a component.

  


        

      


  

    
Runic.Transmutable protocol
    



      
Protocol for converting data structures into Runic workflows or components.
The Transmutable protocol enables natural integration of domain-specific data structures
into Runic workflows. Any data type that implements this protocol can be converted to a
%Runic.Workflow{} or a Runic component (Step, Rule, etc.).
Protocol Functions
	Function	Purpose
	transmute/1	Deprecated - use to_workflow/1 instead
	to_workflow/1	Converts data to a %Runic.Workflow{}
	to_component/1	Converts data to a Runic component (Step, Rule, etc.)

Built-in Implementations
	Type	to_workflow/1 Behavior	to_component/1 Behavior
	Runic.Workflow	Returns itself	Extracts first component or raises
	Runic.Workflow.Rule	Wraps rule in workflow	Returns the rule
	Runic.Workflow.Step	Wraps step in workflow	Returns the step
	Runic.Workflow.StateMachine	Wraps FSM in workflow	Returns the FSM
	Function	Creates workflow with function as step	Creates Step wrapping the function
	List	Merges transmuted elements	Recursively converts elements
	Tuple (AST)	Creates Rule from quoted function	Creates Rule from AST
	Any	Creates workflow with constant step	Creates Step returning the value

Usage
require Runic
alias Runic.Transmutable

# Convert a function to workflow
fn_workflow = Transmutable.to_workflow(fn x -> x * 2 end)

# Convert a rule to workflow
rule = Runic.rule(fn x when x > 0 -> :positive end)
rule_workflow = Transmutable.to_workflow(rule)

# Convert a list of components to merged workflow
components = [
  Runic.step(fn x -> x + 1 end),
  Runic.step(fn x -> x * 2 end)
]
merged_workflow = Transmutable.to_workflow(components)

# Use the Runic.transmute/1 macro for convenient conversion
workflow = Runic.transmute(fn x -> x * 2 end)
Integration with Workflow.merge/2
The Transmutable protocol integrates with Workflow.merge/2:
workflow = Runic.Workflow.new()

# Merge a rule (transmuted to workflow first)
rule = Runic.rule(fn x when x > 0 -> :positive end)
workflow = Workflow.merge(workflow, rule)

# Merge a function directly
workflow = Workflow.merge(workflow, fn x -> x * 2 end)
Implementing Custom Transmutable
defmodule MyApp.DataProcessor do
  defstruct [:name, :transform_fn]
end

defimpl Runic.Transmutable, for: MyApp.DataProcessor do
  alias Runic.Workflow

  def transmute(processor), do: to_workflow(processor)

  def to_workflow(%MyApp.DataProcessor{} = processor) do
    step = Runic.Workflow.Step.new(
      work: processor.transform_fn,
      name: processor.name
    )

    Workflow.new(name: processor.name)
    |> Workflow.add_step(step)
    |> Map.put(:components, %{processor.name => processor})
  end

  def to_component(%MyApp.DataProcessor{} = processor) do
    Runic.Workflow.Step.new(
      work: processor.transform_fn,
      name: processor.name
    )
  end
end
See the Protocols Guide for more details and examples.
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Runic.Workflow.Invokable protocol
    



      
Protocol defining how workflow nodes execute within a workflow context.
The Invokable protocol is the runtime heart of Runic. It defines how each node type
(Step, Condition, Rule, Accumulator, etc.) executes within the context of a workflow,
enabling extension of Runic's runtime with nodes that have different execution properties
and evaluation semantics.
Three-Phase Execution Model
All workflow execution uses a three-phase model that enables parallel execution
and external scheduler integration:
┌─────────────┐      ┌─────────────┐      ┌─────────────┐
│   PREPARE   │ ───► │   EXECUTE   │ ───► │    APPLY    │
│  (Phase 1)  │      │  (Phase 2)  │      │  (Phase 3)  │
└─────────────┘      └─────────────┘      └─────────────┘
      │                    │                    │
      ▼                    ▼                    ▼
 Extract context      Run work fn         Reduce results
 from workflow        in isolation         into workflow
 → %Runnable{}        (parallelizable)     (sequential)
	Prepare (prepare/3) - Extract minimal context from workflow into a %Runnable{} struct
	Execute (execute/2) - Run the node's work function in isolation (can be parallelized)
	Apply - Events on the Runnable are folded back into the workflow via apply_event/2

This separation enables:
	Parallel execution of independent nodes (Phase 2 has no workflow access)
	External scheduler integration via prepare_for_dispatch/1 and apply_runnable/2
	Distributed execution by dispatching Runnables to remote workers (events are serializable)
	Separation of concerns between pure computation and stateful workflow updates

Protocol Functions
	Function	Purpose
	match_or_execute/1	Declares whether node is a :match (predicate) or :execute (produces facts)
	invoke/3	High-level API that runs all three phases internally
	prepare/3	Phase 1: Extract context from workflow, build a %Runnable{}
	execute/2	Phase 2: Run the work function using only Runnable context

Return Types
	prepare/3 returns:
	{:ok, %Runnable{}} - Ready for execution
	{:skip, (Workflow.t() -> Workflow.t())} - Skip with reducer function
	{:defer, (Workflow.t() -> Workflow.t())} - Defer with reducer function


	execute/2 returns a %Runnable{} with:
	status: :completed - With result and events populated
	status: :failed - With error populated
	status: :skipped - With events for skip handling



Built-in Implementations
Runic provides Invokable implementations for all core node types:
	Node Type	Match/Execute	Description
	Runic.Workflow.Root	:match	Entry point for facts into the workflow
	Runic.Workflow.Condition	:match	Boolean predicate check
	Runic.Workflow.Step	:execute	Transform input fact to output fact
	Runic.Workflow.Conjunction	:match	Logical AND of multiple conditions
	Runic.Workflow.Accumulator	:execute	Stateful reducer across invocations
	Runic.Workflow.Join	:execute	Wait for multiple parent facts before firing
	Runic.Workflow.FanOut	:execute	Spread enumerable into parallel branches
	Runic.Workflow.FanIn	:execute	Collect parallel results back together

External Scheduler Integration
The three-phase model enables integration with custom schedulers:
# Phase 1: Prepare runnables for dispatch
workflow = Workflow.plan_eagerly(workflow, input)
{workflow, runnables} = Workflow.prepare_for_dispatch(workflow)

# Phase 2: Execute (dispatch to worker pool, external service, etc.)
executed = Task.async_stream(runnables, fn runnable ->
  Runic.Workflow.Invokable.execute(runnable.node, runnable)
end, timeout: :infinity)

# Phase 3: Apply results back to workflow
workflow = Enum.reduce(executed, workflow, fn {:ok, runnable}, wrk ->
  Workflow.apply_runnable(wrk, runnable)
end)
Implementing Custom Invokable
To create a custom node type, implement the protocol:
defmodule MyApp.CustomNode do
  defstruct [:hash, :name, :work]
end

defimpl Runic.Workflow.Invokable, for: MyApp.CustomNode do
  alias Runic.Workflow
  alias Runic.Workflow.{Fact, Runnable, CausalContext}
  alias Runic.Workflow.Events.{FactProduced, ActivationConsumed}

  def match_or_execute(_node), do: :execute

  def invoke(%MyApp.CustomNode{} = node, workflow, fact) do
    result = node.work.(fact.value)
    result_fact = Fact.new(value: result, ancestry: {node.hash, fact.hash})

    workflow
    |> Workflow.log_fact(result_fact)
    |> Workflow.draw_connection(node, result_fact, :produced)
    |> Workflow.mark_runnable_as_ran(node, fact)
    |> Workflow.prepare_next_runnables(node, result_fact)
  end

  def prepare(%MyApp.CustomNode{} = node, workflow, fact) do
    context = CausalContext.new(
      node_hash: node.hash,
      input_fact: fact,
      ancestry_depth: Workflow.ancestry_depth(workflow, fact)
    )

    {:ok, Runnable.new(node, fact, context)}
  end

  def execute(%MyApp.CustomNode{} = node, %Runnable{input_fact: fact, context: ctx} = runnable) do
    result = node.work.(fact.value)
    result_fact = Fact.new(value: result, ancestry: {node.hash, fact.hash})

    events = [
      %FactProduced{
        hash: result_fact.hash,
        value: result_fact.value,
        ancestry: result_fact.ancestry,
        producer_label: :produced,
        weight: ctx.ancestry_depth + 1
      },
      %ActivationConsumed{
        fact_hash: fact.hash,
        node_hash: node.hash,
        from_label: :runnable
      }
    ]

    Runnable.complete(runnable, result_fact, events)
  end
end
See the Protocols Guide for more details and examples.
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        Legacy invoke function - activates a node in context of a workflow and input fact.
Returns a new workflow with the node's effects applied.
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          @spec execute(node :: struct(), runnable :: Runic.Workflow.Runnable.t()) ::
  Runic.Workflow.Runnable.t()


      


Phase 2: Execute a prepared runnable.
Runs the node's work function using only the context captured in the Runnable.
No workflow access is allowed during this phase (enables parallelization).
Returns the Runnable with:
	status updated to :completed, :failed, or :skipped
	result populated with the execution result
	events populated with event structs to fold into the workflow
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          @spec invoke(
  node :: struct(),
  workflow :: Runic.Workflow.t(),
  fact :: Runic.Workflow.Fact.t()
) ::
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Legacy invoke function - activates a node in context of a workflow and input fact.
Returns a new workflow with the node's effects applied.
During migration, this may delegate to the three-phase prepare/execute/apply cycle.
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Returns whether this node is a match (predicate/gate) or execute (produces facts) node.
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          @spec prepare(
  node :: struct(),
  workflow :: Runic.Workflow.t(),
  fact :: Runic.Workflow.Fact.t()
) ::
  {:ok, Runic.Workflow.Runnable.t()}
  | {:skip, (Runic.Workflow.t() -> Runic.Workflow.t())}
  | {:defer, (Runic.Workflow.t() -> Runic.Workflow.t())}


      


Phase 1: Prepare a runnable for execution.
Extracts minimal context from the workflow needed to execute this node.
Returns a %Runnable{} struct that can be executed independently of the workflow.
Returns
	{:ok, %Runnable{}} - Node is ready for execution
	{:skip, reducer_fn} - Node should be skipped, apply reducer to workflow
	{:defer, reducer_fn} - Node should be deferred, apply reducer to workflow


  


        

      


  

    
Runic.Closure 
    



      
Serializable closure representation for Runic components.
A Closure combines the source AST, runtime bindings, and compile-time
metadata into a single serializable structure. This allows components
to be reconstructed from logs using term_to_binary/1 and binary_to_term/1.
Fields
	:source - The original quoted AST for the closure
	:bindings - Map of variable names to their captured values
	:metadata - %Runic.ClosureMetadata{} for environment reconstruction
	:hash - Content-addressable hash of the closure

Examples
outer_var = 42

closure = Runic.Closure.new(
  quote(do: fn x -> x + outer_var end),
  %{outer_var: 42},
  __ENV__
)

# Closures are serializable
binary = :erlang.term_to_binary(closure)
roundtrip = :erlang.binary_to_term(binary)

# Can be evaluated in a different context
{fun, _} = Runic.Closure.eval(closure)
fun.(10) # => 52
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        Evaluates a closure, returning the result and updated bindings.
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        Validates that all bindings in a map are serializable.
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          @type t() :: %Runic.Closure{
  bindings: map(),
  hash: integer() | nil,
  metadata: Runic.ClosureMetadata.t() | nil,
  source: Macro.t()
}
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Evaluates a closure, returning the result and updated bindings.
This reconstructs the evaluation environment from the closure's metadata
and evaluates the source AST with the stored bindings.
Options
	:base_env - Override the base environment for evaluation
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Creates a new Closure from source AST, bindings, and caller environment.
Validates that all bindings are serializable before creating the closure.
Raises ArgumentError if any binding contains non-serializable values.
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Validates that all bindings in a map are serializable.
Raises ArgumentError if any binding is not serializable.
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Validates that a value can be serialized with term_to_binary/1.
Returns :ok if serializable, {:error, reason} otherwise.
Note: PIDs, references, and ports can technically be serialized but they
are not valid across sessions/nodes, so we reject them.

  


        

      


  

    
Runic.ClosureMetadata 
    



      
Serializable metadata for reconstructing closures from logs.
This struct captures the minimal compile-time environment information needed
to reconstruct a closure in a different runtime context. Unlike %Macro.Env{},
this struct only contains serializable data (atoms, lists, module names).
Fields
	:imports - List of module names that were imported in the calling context
	:aliases - List of {short_alias, full_module} tuples
	:requires - List of module names that were required

Examples
iex> metadata = Runic.ClosureMetadata.from_caller(__ENV__)
%Runic.ClosureMetadata{
  imports: [Enum, String],
  aliases: [{MyAlias, My.Full.Module}],
  requires: [Logger]
}

iex> env = Runic.ClosureMetadata.to_eval_env(metadata)
# Returns a %Macro.Env{} suitable for Code.eval_quoted/3
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        Extracts serializable metadata from a %Macro.Env{} struct.
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        Reconstructs a %Macro.Env{} suitable for evaluating quoted code.
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Extracts serializable metadata from a %Macro.Env{} struct.
Only captures module names and alias information - no functions,
no compile-time state, no context that cannot be serialized.
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Reconstructs a %Macro.Env{} suitable for evaluating quoted code.
This creates a minimal evaluation environment with the captured
imports, aliases, and requires restored. Uses best-effort approach
for imports - if a module isn't loaded, it's skipped.
Options
	:base_env - Base environment to start from (defaults to current ENV)
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Runic.Workflow.FanIn 
    



      
FanIn steps are part of a reduce operator that combines multiple facts into a single fact
by applying the reducer function to return the accumulator with the parent.
Options
	:mergeable - When true, indicates this fan-in's reducer has CRDT-like
properties (commutative, idempotent, associative) and is safe for parallel merge
without ordering guarantees. Defaults to false.

Runtime Context
FanIn supports meta_refs for context/1 when used as part of a reduce
operation. The has_meta_refs?/1 function indicates whether context
references are present.
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        Returns whether this FanIn has meta references (e.g., context/1)
that need to be resolved during the prepare phase.



    





      


      
        Functions


        


  
    
      
    
    
      has_meta_refs?(fan_in)



        
          
        

    

  


  

Returns whether this FanIn has meta references (e.g., context/1)
that need to be resolved during the prepare phase.
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FanOut steps are part of a map operator that expands enumerable facts into separate facts.
FanOut just splits input facts - separate steps as defined in the map expression will do the processing.

      




  

    
Runic.Workflow.Runnable 
    



      
A prepared unit of work ready for execution.
Contains everything needed to execute independently of the source workflow.
After execute/2, contains result and events for reducing back into workflow.
Three-Phase Execution Model
	Prepare - Extract minimal context from workflow, build a Runnable
	Execute - Run the node's work function in isolation (potentially parallel)
	Apply - Fold events back into the workflow via apply_event/2

The Runnable struct is the carrier between these phases, holding:
	The node to invoke
	The input fact triggering invocation
	Minimal causal context (no full workflow reference)
	After execution: result, status, and events for reducing into workflow


      


      
        Summary


  
    Types
  


    
      
        status()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        complete(runnable, result, events)

      


        Marks a runnable as completed with result and events.



    


    
      
        complete(runnable, result, events, hook_apply_fns)

      


        Marks a runnable as completed with events and hook apply_fns.



    


    
      
        fail(runnable, error)

      


        Marks a runnable as failed with an error.



    


    
      
        new(node, fact, context)

      


        Creates a new Runnable in pending state.



    


    
      
        new(id, node, fact, context)

      


        Creates a new Runnable with explicit id.



    


    
      
        runnable_id(node, fact)

      


        Generates a stable runnable id from node and fact hashes.



    


    
      
        skip(runnable, events)

      


        Marks a runnable as skipped with events.



    





      


      
        Types


        


  
    
      
    
    
      status()



        
          
        

    

  


  

      

          @type status() :: :pending | :completed | :failed | :skipped


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Runic.Workflow.Runnable{
  context: Runic.Workflow.CausalContext.t() | nil,
  error: term() | nil,
  events: [struct()] | nil,
  hook_apply_fns: [function()] | nil,
  id: integer() | nil,
  input_fact: Runic.Workflow.Fact.t(),
  node: struct(),
  result: term() | nil,
  status: status()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      complete(runnable, result, events)



        
          
        

    

  


  

      

          @spec complete(t(), term(), [struct()]) :: t()


      


Marks a runnable as completed with result and events.
Events are the list of event structs produced by Invokable.execute/2.
They will be folded into the workflow via apply_event/2 during the apply phase.

  



  
    
      
    
    
      complete(runnable, result, events, hook_apply_fns)



        
          
        

    

  


  

      

          @spec complete(t(), term(), [struct()], [function()]) :: t()


      


Marks a runnable as completed with events and hook apply_fns.

  



  
    
      
    
    
      fail(runnable, error)



        
          
        

    

  


  

      

          @spec fail(t(), term()) :: t()


      


Marks a runnable as failed with an error.

  



  
    
      
    
    
      new(node, fact, context)



        
          
        

    

  


  

      

          @spec new(struct(), Runic.Workflow.Fact.t(), Runic.Workflow.CausalContext.t()) :: t()


      


Creates a new Runnable in pending state.
The id is a hash of {node.hash, fact.hash} for idempotency tracking.

  



  
    
      
    
    
      new(id, node, fact, context)



        
          
        

    

  


  

      

          @spec new(
  integer(),
  struct(),
  Runic.Workflow.Fact.t(),
  Runic.Workflow.CausalContext.t()
) :: t()


      


Creates a new Runnable with explicit id.

  



  
    
      
    
    
      runnable_id(node, fact)



        
          
        

    

  


  

      

          @spec runnable_id(
  struct(),
  Runic.Workflow.Fact.t()
) :: integer()


      


Generates a stable runnable id from node and fact hashes.

  



  
    
      
    
    
      skip(runnable, events)



        
          
        

    

  


  

      

          @spec skip(t(), [struct()]) :: t()


      


Marks a runnable as skipped with events.
The events (typically just ActivationConsumed) are folded during apply,
and downstream nodes are marked as :upstream_failed.

  


        

      


  

    
Runic.IncompatiblePortError exception
    



      
Raised when connecting two components with incompatible port contracts.
This occurs when Workflow.add/3 detects that a producer's output ports
are not type-compatible with a consumer's input ports.
Example
require Runic
alias Runic.Workflow

int_step = Runic.step(fn x -> x + 1 end,
  name: :int_producer,
  outputs: [out: [type: :integer]]
)

string_consumer = Runic.step(fn x -> String.upcase(x) end,
  name: :string_consumer,
  inputs: [in: [type: :string]]
)

# This raises IncompatiblePortError
Workflow.new()
|> Workflow.add(int_step)
|> Workflow.add(string_consumer, to: :int_producer)
Solutions
	Ensure output types match expected input types
	Use type: :any for flexible ports
	Pass validate: :off to bypass validation during prototyping


      




  

    
Runic.UnresolvedReferenceError exception
    



      
Raised when a component references another component that does not exist in the workflow.
This typically occurs when adding a rule with meta expressions like state_of(:counter)
before the :counter component has been added to the workflow.
Example
workflow = Workflow.new()

# This will raise because :counter doesn't exist yet
|> Workflow.add(rule_using_state_of_counter)

# The accumulator should be added first
|> Workflow.add(counter_accumulator)
Solutions
	Add target components before adding rules that reference them
	Ensure component names match exactly (atoms are case-sensitive)
	For subcomponent references like {:parent, :child}, ensure both parent and child exist
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