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RustyCSV is an ultra-fast CSV parsing and dumping library powered by purpose-built Rust NIFs.
It provides a drop-in replacement for NimbleCSV with the same API, while offering
multiple parsing strategies optimized for different use cases.
Quick Start
Use the pre-defined RustyCSV.RFC4180 parser:
alias RustyCSV.RFC4180, as: CSV

CSV.parse_string("name,age\njohn,27\n")
#=> [["john", "27"]]

CSV.parse_string("name,age\njohn,27\n", skip_headers: false)
#=> [["name", "age"], ["john", "27"]]
Defining Custom Parsers
You can define custom CSV parsers with define/2:
RustyCSV.define(MyParser,
  separator: ",",
  escape: "\"",
  line_separator: "\n"
)

MyParser.parse_string("a,b\n1,2\n")
#=> [["1", "2"]]
Parsing Strategies
RustyCSV supports the :strategy option for backward compatibility, but
:simd, :basic, :indexed, and :zero_copy are all equivalent — they
use the same SIMD structural boundary scanner and hybrid sub-binary term
builder. The only meaningfully distinct strategies are:
	:simd (default) — SIMD structural boundary scan, single-threaded
	:parallel — same SIMD scan, multi-threaded field extraction via rayon
(best for very large files 500 MB+)

The streaming parser (used automatically with parse_stream/2) is a
separate stateful approach for bounded-memory processing.
Example:
CSV.parse_string(large_csv, strategy: :parallel)
Scheduling
All parsing NIFs run on BEAM dirty CPU schedulers, so they never block
normal schedulers. Parallel parsing (:parallel strategy) additionally
runs on a dedicated rustycsv-* rayon thread pool to avoid contention
with other Rayon users in the same VM.
Streaming
For large files, use parse_stream/2 which uses a bounded-memory streaming parser:
"huge.csv"
|> File.stream!()
|> CSV.parse_stream()
|> Stream.each(&process_row/1)
|> Stream.run()
Streaming parsers are safe to share across processes — the underlying
Rust resource is protected by a mutex. However, concurrent access is
serialized, so for maximum throughput use one parser per process.
Encoding (Dumping)
Convert rows back to CSV format:
CSV.dump_to_iodata([["name", "age"], ["john", "27"]])
#=> "name,age\njohn,27\n"
Encoding uses a SIMD-accelerated Rust NIF that writes all CSV bytes into
a single flat binary. The NIF handles four modes: plain UTF-8, UTF-8 with
formula escaping, non-UTF-8 encoding, and both combined.
Difference from NimbleCSV: NimbleCSV's dump_to_iodata/1 returns an
iodata list (a nested list of small binaries) that callers typically flatten
back into a single binary via IO.iodata_to_binary/1 before writing to a
file, sending as a download, or passing to an API. RustyCSV skips that
roundtrip — it returns the final binary directly, ready for use with
IO.binwrite/2, Conn.send_resp/3, :gen_tcp.send/2, File.write/2,
etc. The output bytes are identical; there is nothing to traverse or flatten.
Code that pattern-matches on the return value expecting a list will need
adjustment. This is a deliberate trade-off: building an iodata list across
the NIF boundary requires allocating one Erlang term per field, separator,
and newline, which is 18–63% slower and uses 3–6x more NIF memory than
returning the bytes directly.

Encoding Strategies
dump_to_iodata/2 accepts a :strategy option:
	default (no option) — Single-threaded SIMD-accelerated encoder.
Writes all CSV bytes into a single flat binary. Best for most workloads.

	:parallel — Multi-threaded encoding via rayon. Copies all field data
into Rust-owned memory, splits rows into chunks, and encodes each chunk
on a separate thread. Returns a short list of large binaries. Best for
quoting-heavy data (user-generated content with embedded commas/quotes/newlines).


Example:
# Default (recommended for most cases)
CSV.dump_to_iodata(rows)

# Parallel (opt in for quoting-heavy data)
CSV.dump_to_iodata(rows, strategy: :parallel)
High-Throughput Concurrent Exports
The encoding NIF runs on dirty CPU schedulers with per-thread mimalloc
arenas, making it suitable for concurrent export workloads — e.g.,
thousands of users downloading CSV reports simultaneously:
# Phoenix controller — each request encodes independently
rows = MyApp.Reports.fetch_rows(user_id)
csv = MyCSV.dump_to_iodata(rows)
send_download(conn, {:binary, csv}, filename: "report.csv")
For very large exports, use chunked NIF encoding for bounded memory:
MyApp.Reports.stream_rows(user_id)
|> Stream.chunk_every(5_000)
|> Stream.map(&MyCSV.dump_to_iodata/1)
|> Enum.each(&Conn.chunk(conn, &1))
NimbleCSV Compatibility
RustyCSV is designed as a drop-in replacement for NimbleCSV. The API is identical:
	parse_string/2 - Parse CSV string to list of rows
	parse_stream/2 - Lazily parse a stream
	parse_enumerable/2 - Parse any enumerable
	dump_to_iodata/2 - Convert rows to iodata (returns a flat binary, not an iodata list — see "Encoding" section)
	dump_to_stream/1 - Lazily convert rows to iodata stream
	to_line_stream/1 - Convert arbitrary chunks to lines
	options/0 - Return module configuration

RustyCSV extends NimbleCSV with additional options:
	:strategy on parse_string/2 - Select the parsing approach (:simd,
:basic, :indexed, :parallel, :zero_copy)
	:strategy on dump_to_iodata/2 - Select the encoding approach
(default or :parallel)
	:headers - Return rows as maps instead of lists

Headers-to-Maps
Use the :headers option to get maps instead of lists:
CSV.parse_string("name,age\njohn,27\n", headers: true)
#=> [%{"name" => "john", "age" => "27"}]

CSV.parse_string("name,age\njohn,27\n", headers: [:name, :age])
#=> [%{name: "john", age: "27"}]

CSV.parse_string("name,age\njohn,27\n", headers: ["n", "a"])
#=> [%{"n" => "john", "a" => "27"}]
Streaming also supports headers:
"huge.csv"
|> File.stream!()
|> CSV.parse_stream(headers: true)
|> Stream.each(&process_map/1)
|> Stream.run()
How :headers interacts with :skip_headers
With headers: true, the first row is always consumed as keys — :skip_headers
has no effect.
With headers: [keys], the :skip_headers option controls whether the first
row is skipped (default: true). Most CSV files have a header row, so skipping
it avoids mapping the header row itself into a map. If your file has no header
row, pass skip_headers: false:
# File with header row (typical) — first row skipped by default
CSV.parse_string("name,age\njohn,27\n", headers: [:n, :a])
#=> [%{n: "john", a: "27"}]

# File without header row — include all rows
CSV.parse_string("john,27\njane,30\n", headers: [:n, :a], skip_headers: false)
#=> [%{n: "john", a: "27"}, %{n: "jane", a: "30"}]
Edge cases
	Fewer columns than keys — missing values are nil
	More columns than keys — extra columns are ignored
	Duplicate headers — last column wins
	Empty header field — key is ""

Multi-Separator Support
Like NimbleCSV, RustyCSV supports multiple separator characters. Separators
can be single-byte or multi-byte:
RustyCSV.define(MyParser,
  separator: [",", ";"],
  escape: "\""
)

# Any separator in the list is recognized when parsing
MyParser.parse_string("a,b;c\\n1;2,3\\n", skip_headers: false)
#=> [["a", "b", "c"], ["1", "2", "3"]]

# Only the FIRST separator is used when dumping
MyParser.dump_to_iodata([["a", "b", "c"]]) |> IO.iodata_to_binary()
#=> "a,b,c\\n"
Multi-byte separators are supported:
RustyCSV.define(MyParser,
  separator: "::",
  escape: "\""
)

MyParser.parse_string("a::b::c\\n", skip_headers: false)
#=> [["a", "b", "c"]]
You can also mix single-byte and multi-byte separators:
RustyCSV.define(MyParser,
  separator: [",", "::"],
  escape: "\""
)
Multi-Byte Escape Support
Escape sequences can also be multi-byte:
RustyCSV.define(MyParser,
  separator: ",",
  escape: "$$"
)

MyParser.parse_string("$$hello$$,world\\n", skip_headers: false)
#=> [["hello", "world"]]
Encoding Support
RustyCSV supports character encoding conversion via the :encoding option.
This is useful when exporting CSVs with non-ASCII characters (accents, CJK,
emoji) that need to open correctly in spreadsheet applications:
alias RustyCSV.Spreadsheet

# Export data with international characters for Excel/Google Sheets/Numbers
rows = [["名前", "年齢"], ["田中", "27"], ["Müller", "35"]]
csv = Spreadsheet.dump_to_iodata(rows) |> IO.iodata_to_binary()
File.write!("export.csv", csv)
The pre-defined RustyCSV.Spreadsheet module outputs UTF-16 LE with BOM,
which spreadsheet applications auto-detect correctly. You can also define
custom encodings:
RustyCSV.define(MySpreadsheet,
  separator: "\t",
  encoding: {:utf16, :little},
  trim_bom: true,
  dump_bom: true
)
Supported encodings:
	:utf8 - UTF-8 (default, no conversion overhead)
	:latin1 - ISO-8859-1 / Latin-1
	{:utf16, :little} - UTF-16 Little Endian
	{:utf16, :big} - UTF-16 Big Endian
	{:utf32, :little} - UTF-32 Little Endian
	{:utf32, :big} - UTF-32 Big Endian
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          @type define_options() :: [
  separator: String.t() | [String.t()],
  escape: String.t(),
  newlines: [String.t()],
  line_separator: String.t(),
  trim_bom: boolean(),
  dump_bom: boolean(),
  reserved: [String.t()],
  escape_formula: map() | nil,
  encoding: encoding(),
  strategy: strategy(),
  moduledoc: String.t() | false | nil
]


      


Options for define/2.
Parsing Options
	:separator - Field separator character(s). Can be a single string (e.g., ",")
or a list of strings for multi-separator support (e.g., [",", ";"]).
When parsing, any separator in the list is recognized as a field delimiter.
When dumping, only the first separator is used for output.
Defaults to ",".
	:escape - Escape/quote character. Defaults to """.
	:newlines - List of recognized line endings. Defaults to [" ", " "].
	:trim_bom - Remove BOM when parsing strings. Defaults to false.
	:encoding - Character encoding. Defaults to :utf8. See encoding/0.

Dumping Options
	:line_separator - Line separator for output. Defaults to " ".
	:dump_bom - Include BOM in output. Defaults to false.
	:reserved - Additional characters requiring escaping.
	:escape_formula - Map for formula injection prevention. Defaults to nil.
When set, fields starting with trigger characters are prefixed with a
replacement string inside quotes. Handled natively in the Rust NIF.

Other Options
	:strategy - Default parsing strategy. Defaults to :simd.
	:moduledoc - Documentation for the generated module.
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Options for dump_to_iodata/2.
Options
	:strategy - Encoding strategy to use. Defaults to the single-threaded
SIMD-accelerated encoder (no option needed). Pass :parallel for
multi-threaded encoding via rayon, which is faster for quoting-heavy data.
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          @type encoding() ::
  :utf8 | :latin1 | {:utf16, :little | :big} | {:utf32, :little | :big}


      


Encoding for CSV data.
Supported encodings:
	:utf8 - UTF-8 (default, no conversion)
	:latin1 - ISO-8859-1 / Latin-1
	{:utf16, :little} - UTF-16 Little Endian
	{:utf16, :big} - UTF-16 Big Endian
	{:utf32, :little} - UTF-32 Little Endian
	{:utf32, :big} - UTF-32 Big Endian
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          @type parse_options() :: [
  skip_headers: boolean(),
  strategy: strategy(),
  headers: boolean() | [atom() | String.t()],
  chunk_size: pos_integer(),
  batch_size: pos_integer(),
  max_buffer_size: pos_integer()
]


      


Options for parsing functions.
Common Options
	:skip_headers - When true, skips the first row. Defaults to true.
	:strategy - The parsing strategy to use. One of:	:simd - SIMD structural boundary scan (default)
	:basic - Alias for :simd
	:indexed - Alias for :simd
	:parallel - Multi-threaded via rayon
	:zero_copy - Alias for :simd


	:headers - Controls header handling. Defaults to false.	false - Return rows as lists (default behavior)
	true - Use first row as string keys, return list of maps.
:skip_headers is ignored (first row is always consumed as keys).
	list of atoms or strings - Use as explicit keys, return list of maps.
The first row is skipped by default (:skip_headers applies). Pass
skip_headers: false if the file has no header row.



Limits
	Input size - Batch parsing (all strategies except streaming) is limited
to inputs of at most 4 GiB (u32::MAX bytes) because the SIMD structural
scanner uses 32-bit positions. Passing a larger binary returns
{:error, :input_too_large}. Use the streaming parser for files exceeding
this limit.

Streaming Options
	:chunk_size - Bytes per IO read for streaming. Defaults to 65536.
	:batch_size - Rows per batch for streaming. Defaults to 1000.
	:max_buffer_size - Maximum streaming buffer size in bytes. Defaults to
268_435_456 (256 MB). If the internal buffer exceeds this limit during
streaming_feed/2, a :buffer_overflow exception is raised. Increase
this if your data contains rows longer than 256 MB. Decrease it to fail
faster on malformed input that lacks newlines.
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          @type strategy() :: :simd | :basic | :indexed | :parallel | :zero_copy


      


Parsing strategy to use.
These strategies apply to parse_string/2 and other parsing functions.
For encoding strategies, see dump_options/0.
Available Strategies
	:simd (default) — SIMD structural boundary scan, single-threaded.
	:basic — alias for :simd (retained for backward compatibility).
	:indexed — alias for :simd (retained for backward compatibility).
	:parallel — same SIMD scan, multi-threaded field extraction via rayon.
Best for very large files (500 MB+).
	:zero_copy — alias for :simd (retained for backward compatibility).

Strategy equivalence
:simd, :basic, :indexed, and :zero_copy all execute the same
code path: a portable-SIMD structural scanner followed by a hybrid
sub-binary term builder. They produce identical results with identical
performance. The names are kept for API stability.
Memory Model
All batch strategies use boundary-based parsing: the NIF scans the input
to find field boundaries, then returns sub-binary references for clean
fields (zero-copy) and only allocates new binaries for fields that
require unescaping. The input binary is kept alive while any sub-binary
references it.
	Strategy	Best When
	:simd	Default, fastest for most files
	:parallel	Large files 500 MB+, complex quoting

Examples
# Default strategy
CSV.parse_string(data)

# Parallel for large files
CSV.parse_string(large_data, strategy: :parallel)
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          @callback dump_to_iodata(Enumerable.t()) :: iodata()


      


Converts rows to iodata in CSV format.
Returns a single flat binary (not an iodata list). A binary is valid
iodata/0, so it works with IO.binwrite/2, IO.iodata_to_binary/1,
etc. See "Encoding (Dumping)" in the module doc for details on how this
differs from NimbleCSV.
Options
	:strategy - Encoding strategy. Defaults to the single-threaded
SIMD-accelerated encoder. Pass :parallel for multi-threaded encoding
via rayon, which is faster for quoting-heavy data.
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Converts a stream of arbitrary binary chunks into a line-oriented stream.
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Defines a new CSV parser/dumper module.
Options
Parsing Options
	:separator - The field separator(s). Can be a single string
(e.g., ",", "::") or a list of strings for multi-separator support
(e.g., [",", ";"], [",", "::"]). Separators can be multi-byte.
Defaults to ",".
When multiple separators are specified:
	Parsing: Any separator in the list is recognized as a field delimiter
	Dumping: Only the first separator is used for output

This is useful for parsing files with inconsistent delimiters or mixed
comma/semicolon separators (common in European locales).

	:escape - The escape/quote sequence. Can be multi-byte (e.g., "$$").
Defaults to "\"".

	:newlines - List of recognized line endings for parsing.
Defaults to ["\r\n", "\n"]. Both CRLF and LF are always recognized.

	:trim_bom - When true, removes the BOM (byte order marker)
from the beginning of strings before parsing. Defaults to false.

	:encoding - Character encoding for input/output. Defaults to :utf8.
Supported encodings:
	:utf8 - UTF-8 (default, no conversion overhead)
	:latin1 - ISO-8859-1 / Latin-1
	{:utf16, :little} - UTF-16 Little Endian
	{:utf16, :big} - UTF-16 Big Endian
	{:utf32, :little} - UTF-32 Little Endian
	{:utf32, :big} - UTF-32 Big Endian

When encoding is not :utf8, input data is converted to UTF-8 for
parsing, and output is converted back to the target encoding.


Dumping Options
	:line_separator - The line separator for dumped output.
Defaults to "\n".

	:dump_bom - When true, includes the appropriate BOM at the start of
dumped output. Defaults to false.

	:reserved - Additional characters that should trigger field escaping
when dumping. By default, fields containing the separator, escape
character, or newlines are escaped.

	:escape_formula - A map of characters to their escaped versions
for preventing CSV formula injection. When set, fields starting with
these characters will be prefixed with a tab. Defaults to nil.
Example: %{"=" => true, "+" => true, "-" => true, "@" => true}


Strategy Options
	:strategy - The default parsing strategy. One of:	:simd - SIMD structural boundary scan (default)
	:basic - Alias for :simd
	:indexed - Alias for :simd
	:parallel - Multi-threaded via rayon
	:zero_copy - Alias for :simd



Documentation
	:moduledoc - The @moduledoc for the generated module.
Set to false to disable documentation.

Examples
# Define a standard CSV parser
RustyCSV.define(MyApp.CSV,
  separator: ",",
  escape: "\"",
  line_separator: "\n"
)

# Use it
MyApp.CSV.parse_string("a,b\n1,2\n")
#=> [["1", "2"]]

# Define a UTF-16 spreadsheet parser
RustyCSV.define(MyApp.Spreadsheet,
  separator: "\t",
  encoding: {:utf16, :little},
  trim_bom: true,
  dump_bom: true
)

# Define a multi-separator parser (comma or semicolon)
RustyCSV.define(MyApp.FlexibleCSV,
  separator: [",", ";"],
  escape: "\""
)

# Parse files with mixed delimiters
MyApp.FlexibleCSV.parse_string("a,b;c\n1;2,3\n", skip_headers: false)
#=> [["a", "b", "c"], ["1", "2", "3"]]

# Dumping uses the first separator (comma)
MyApp.FlexibleCSV.dump_to_iodata([["x", "y"]]) |> IO.iodata_to_binary()
#=> "x,y\n"

# Get the configuration
MyApp.CSV.options()
#=> [separator: ",", escape: "\"", ...]
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A CSV parser/dumper following RFC 4180 conventions.
This module uses comma (,) as the field separator and double-quote (")
as the escape character. It recognizes both CRLF and LF line endings.
This is a drop-in replacement for NimbleCSV.RFC4180.
Quick Start
alias RustyCSV.RFC4180, as: CSV

# Parse CSV (skips headers by default)
CSV.parse_string("name,age\njohn,27\n")
#=> [["john", "27"]]

# Include headers
CSV.parse_string("name,age\njohn,27\n", skip_headers: false)
#=> [["name", "age"], ["john", "27"]]

# Use parallel parsing for large files
CSV.parse_string(large_csv, strategy: :parallel)

# Stream large files with bounded memory
"huge.csv"
|> File.stream!()
|> CSV.parse_stream()
|> Enum.each(&process/1)
Dumping
CSV.dump_to_iodata([["name", "age"], ["john", "27"]])
|> IO.iodata_to_binary()
#=> "name,age\njohn,27\n"
Configuration
This module was defined with:
RustyCSV.define(RustyCSV.RFC4180,
  separator: ",",
  escape: "\"",
  line_separator: "\n",
  newlines: ["\r\n", "\n"],
  strategy: :simd
)
To customize these options, define your own parser with RustyCSV.define/2.
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        Converts a stream of arbitrary binary chunks into a line-oriented stream.



    





      


      
        Functions


        


    

  
    
      
    
    
      dump_to_iodata(enumerable, opts \\ [])



        
          
        

    

  


  

      

          @spec dump_to_iodata(Enumerable.t(), RustyCSV.dump_options()) :: iodata()


      


Converts an enumerable of rows to iodata in CSV format.
Returns a single flat binary (valid iodata/0). Unlike NimbleCSV,
which returns an iodata list, RustyCSV writes all CSV bytes into one
contiguous binary in the NIF for better performance and lower memory use.
Options
	:strategy - Encoding strategy. By default, uses a single-threaded
SIMD-accelerated encoder. Pass strategy: :parallel for multi-threaded
encoding via rayon, which is faster for quoting-heavy data.

Examples
# Default encoder (best for most data)
RustyCSV.RFC4180.dump_to_iodata(rows)

# Parallel encoder (best for quoting-heavy data)
RustyCSV.RFC4180.dump_to_iodata(rows, strategy: :parallel)

  



  
    
      
    
    
      dump_to_stream(enumerable)



        
          
        

    

  


  

      

          @spec dump_to_stream(Enumerable.t()) :: Enumerable.t()


      


Lazily converts an enumerable of rows to a stream of iodata.

  



  
    
      
    
    
      options()



        
          
        

    

  


  

      

          @spec options() :: keyword()


      


Returns the options used to define this CSV module.

  



    

  
    
      
    
    
      parse_enumerable(enumerable, opts \\ [])



        
          
        

    

  


  

      

          @spec parse_enumerable(Enumerable.t(), RustyCSV.parse_options()) :: RustyCSV.rows()


      


Eagerly parses an enumerable of CSV data into a list of rows.

  



    

  
    
      
    
    
      parse_stream(stream, opts \\ [])



        
          
        

    

  


  

      

          @spec parse_stream(Enumerable.t(), RustyCSV.parse_options()) :: Enumerable.t()


      


Lazily parses a stream of CSV data into a stream of rows.
Options
	:skip_headers - When true, skips the first row. Defaults to true.
	:headers - Controls header handling. Defaults to false.	false - Return rows as lists (default behavior)
	true - Use first row as string keys, return maps.
:skip_headers is ignored.
	[atom | string, ...] - Use explicit keys, return maps.
First row skipped by default; pass skip_headers: false if no header row.



	:chunk_size - Bytes per IO read. Defaults to 65536.
	:batch_size - Rows per batch. Defaults to 1000.
	:max_buffer_size - Maximum streaming buffer size in bytes.
Defaults to 268_435_456 (256 MB). Raises if exceeded during parsing.


  



    

  
    
      
    
    
      parse_string(string, opts \\ [])



        
          
        

    

  


  

      

          @spec parse_string(binary(), RustyCSV.parse_options()) :: RustyCSV.rows() | [map()]


      


Parses a CSV string into a list of rows.
Options
	:skip_headers - When true, skips the first row. Defaults to true.
	:strategy - The parsing strategy. Defaults to :simd.
	:headers - Controls header handling. Defaults to false.	false - Return rows as lists (default behavior)
	true - Use first row as string keys, return maps.
:skip_headers is ignored.
	[atom | string, ...] - Use explicit keys, return maps.
First row skipped by default; pass skip_headers: false if no header row.





  



  
    
      
    
    
      to_line_stream(stream)



        
          
        

    

  


  

      

          @spec to_line_stream(Enumerable.t()) :: Enumerable.t()


      


Converts a stream of arbitrary binary chunks into a line-oriented stream.

  


        

      


  

    
RustyCSV.Spreadsheet 
    



      
A spreadsheet-compatible parser using UTF-16 Little Endian encoding.
This module uses tab (\t) as the field separator and double-quote (")
as the escape character. It handles UTF-16 LE encoding with BOM, which is
the format commonly used by spreadsheet applications like Microsoft Excel.
This is a drop-in replacement for NimbleCSV.Spreadsheet.
Quick Start
alias RustyCSV.Spreadsheet

# Parse UTF-16 LE data (with BOM)
Spreadsheet.parse_string(utf16_data, skip_headers: false)
#=> [["name", "age"], ["john", "27"]]

# Dump to UTF-16 LE format (includes BOM)
Spreadsheet.dump_to_iodata([["name", "age"], ["john", "27"]])
|> IO.iodata_to_binary()
Configuration
This module was defined with:
RustyCSV.define(RustyCSV.Spreadsheet,
  separator: "\t",
  escape: "\"",
  encoding: {:utf16, :little},
  trim_bom: true,
  dump_bom: true
)

      


      
        Summary


  
    Functions
  


    
      
        dump_to_iodata(enumerable, opts \\ [])

      


        Converts an enumerable of rows to iodata in CSV format.



    


    
      
        dump_to_stream(enumerable)

      


        Lazily converts an enumerable of rows to a stream of iodata.



    


    
      
        options()

      


        Returns the options used to define this CSV module.



    


    
      
        parse_enumerable(enumerable, opts \\ [])

      


        Eagerly parses an enumerable of CSV data into a list of rows.



    


    
      
        parse_stream(stream, opts \\ [])

      


        Lazily parses a stream of CSV data into a stream of rows.



    


    
      
        parse_string(string, opts \\ [])

      


        Parses a CSV string into a list of rows.



    


    
      
        to_line_stream(stream)

      


        Converts a stream of arbitrary binary chunks into a line-oriented stream.



    





      


      
        Functions


        


    

  
    
      
    
    
      dump_to_iodata(enumerable, opts \\ [])



        
          
        

    

  


  

      

          @spec dump_to_iodata(Enumerable.t(), RustyCSV.dump_options()) :: iodata()


      


Converts an enumerable of rows to iodata in CSV format.
Returns a single flat binary (valid iodata/0). Unlike NimbleCSV,
which returns an iodata list, RustyCSV writes all CSV bytes into one
contiguous binary in the NIF for better performance and lower memory use.
Options
	:strategy - Encoding strategy. By default, uses a single-threaded
SIMD-accelerated encoder. Pass strategy: :parallel for multi-threaded
encoding via rayon, which is faster for quoting-heavy data.

Examples
# Default encoder (best for most data)
RustyCSV.Spreadsheet.dump_to_iodata(rows)

# Parallel encoder (best for quoting-heavy data)
RustyCSV.Spreadsheet.dump_to_iodata(rows, strategy: :parallel)

  



  
    
      
    
    
      dump_to_stream(enumerable)



        
          
        

    

  


  

      

          @spec dump_to_stream(Enumerable.t()) :: Enumerable.t()


      


Lazily converts an enumerable of rows to a stream of iodata.

  



  
    
      
    
    
      options()



        
          
        

    

  


  

      

          @spec options() :: keyword()


      


Returns the options used to define this CSV module.

  



    

  
    
      
    
    
      parse_enumerable(enumerable, opts \\ [])



        
          
        

    

  


  

      

          @spec parse_enumerable(Enumerable.t(), RustyCSV.parse_options()) :: RustyCSV.rows()


      


Eagerly parses an enumerable of CSV data into a list of rows.

  



    

  
    
      
    
    
      parse_stream(stream, opts \\ [])



        
          
        

    

  


  

      

          @spec parse_stream(Enumerable.t(), RustyCSV.parse_options()) :: Enumerable.t()


      


Lazily parses a stream of CSV data into a stream of rows.
Options
	:skip_headers - When true, skips the first row. Defaults to true.
	:headers - Controls header handling. Defaults to false.	false - Return rows as lists (default behavior)
	true - Use first row as string keys, return maps.
:skip_headers is ignored.
	[atom | string, ...] - Use explicit keys, return maps.
First row skipped by default; pass skip_headers: false if no header row.



	:chunk_size - Bytes per IO read. Defaults to 65536.
	:batch_size - Rows per batch. Defaults to 1000.
	:max_buffer_size - Maximum streaming buffer size in bytes.
Defaults to 268_435_456 (256 MB). Raises if exceeded during parsing.


  



    

  
    
      
    
    
      parse_string(string, opts \\ [])



        
          
        

    

  


  

      

          @spec parse_string(binary(), RustyCSV.parse_options()) :: RustyCSV.rows() | [map()]


      


Parses a CSV string into a list of rows.
Options
	:skip_headers - When true, skips the first row. Defaults to true.
	:strategy - The parsing strategy. Defaults to :simd.
	:headers - Controls header handling. Defaults to false.	false - Return rows as lists (default behavior)
	true - Use first row as string keys, return maps.
:skip_headers is ignored.
	[atom | string, ...] - Use explicit keys, return maps.
First row skipped by default; pass skip_headers: false if no header row.




  Input is expected in {:utf16, :little} encoding and will be converted to UTF-8 for parsing.

  



  
    
      
    
    
      to_line_stream(stream)



        
          
        

    

  


  

      

          @spec to_line_stream(Enumerable.t()) :: Enumerable.t()


      


Converts a stream of arbitrary binary chunks into a line-oriented stream.

  


        

      


  

    
RustyCSV.Streaming 
    



      
Streaming CSV parser for processing large files with bounded memory.
This module provides a streaming interface to the Rust-based streaming
parser (Strategy D). It reads data in chunks and yields complete rows
as they become available.
Memory Behavior
The streaming parser maintains a small buffer for partial rows. Memory
usage is bounded by:
	chunk_size - bytes per IO read operation
	batch_size - rows held before yielding
	Maximum single row size in your data

Usage
For most use cases, use the high-level parse_stream/2 function from
your CSV module:
alias RustyCSV.RFC4180, as: CSV

"data.csv"
|> File.stream!()
|> CSV.parse_stream()
|> Enum.each(&process_row/1)
Direct Usage
For more control, you can use this module directly:
# Stream a file row by row
RustyCSV.Streaming.stream_file("data.csv")
|> Enum.each(&process_row/1)

# Stream with custom chunk size
RustyCSV.Streaming.stream_file("data.csv", chunk_size: 1024 * 1024)
|> Enum.to_list()

# Stream from an already-open device
File.open!("data.csv", [:read, :binary], fn device ->
  RustyCSV.Streaming.stream_device(device)
  |> Enum.each(&IO.inspect/1)
end)
Encoding Support
The streaming functions support character encoding conversion via the
:encoding option. When a non-UTF8 encoding is specified, the stream
is automatically converted to UTF-8 before parsing, with proper handling
of multi-byte character boundaries across chunks.
Buffer Limit
The streaming parser enforces a maximum buffer size (default 256 MB) to
prevent unbounded memory growth when parsing data without newlines or with
very long rows. If a streaming_feed/2 call would push the buffer past
this limit, it raises a :buffer_overflow exception.
To adjust the limit, pass the :max_buffer_size option (in bytes) to any
streaming function:
RustyCSV.Streaming.stream_file("huge.csv", max_buffer_size: 512 * 1024 * 1024)
Or from a defined parser:
CSV.parse_stream(stream, max_buffer_size: 512 * 1024 * 1024)
Concurrency
Streaming parser references are safe to share across BEAM processes — the
underlying Rust state is protected by a mutex. Concurrent access is serialized,
so for maximum throughput use one parser per process.
If a NIF panics while holding the mutex, the lock is poisoned and subsequent
calls raise :mutex_poisoned. The parser should be discarded in this case.
Scheduling
streaming_feed/2, streaming_next_rows/2, and streaming_finalize/1 run
on dirty CPU schedulers to avoid blocking normal BEAM schedulers.
Implementation Notes
The streaming parser:
	Handles quoted fields that span multiple chunks correctly
	Preserves quote state across chunk boundaries
	Handles multi-byte character boundaries for non-UTF8 encodings
	Compacts internal buffer to prevent unbounded growth
	Enforces a configurable maximum buffer size (default 256 MB)
	Returns owned data (copies bytes) since input chunks are temporary


      


      
        Summary


  
    Types
  


    
      
        row()

      


        A parsed row (list of field binaries)



    


    
      
        stream_options()

      


        Options for streaming functions.



    





  
    Functions
  


    
      
        parse_chunks(chunks, opts \\ [])

      


        Parse binary chunks and return all rows.



    


    
      
        stream_device(device, opts \\ [])

      


        Stream from an already-open IO device.



    


    
      
        stream_enumerable(enumerable, opts \\ [])

      


        Create a stream from an enumerable (like File.stream!/1).



    


    
      
        stream_file(path, opts \\ [])

      


        Create a stream that reads a CSV file in chunks.



    





      


      
        Types


        


  
    
      
    
    
      row()



        
          
        

    

  


  

      

          @type row() :: [binary()]


      


A parsed row (list of field binaries)

  



  
    
      
    
    
      stream_options()



        
          
        

    

  


  

      

          @type stream_options() :: [
  chunk_size: pos_integer(),
  batch_size: pos_integer(),
  separator: binary() | non_neg_integer() | [binary()],
  escape: binary() | non_neg_integer(),
  newlines: :default | [binary()],
  encoding: RustyCSV.encoding(),
  bom: binary(),
  trim_bom: boolean(),
  max_buffer_size: pos_integer()
]


      


Options for streaming functions.
The :separator option accepts a binary (e.g., <<?,>> or ",") or an
integer byte (e.g., ?, or 9). When called from a module defined via
RustyCSV.define/2, the separator is already normalized to a binary.
The :max_buffer_size option sets the maximum internal buffer size in bytes.
Defaults to 268_435_456 (256 MB). If a streaming_feed/2 call would push
the buffer past this limit, a :buffer_overflow exception is raised. Increase
this if your data contains rows longer than 256 MB, or decrease it to fail
faster on malformed input.

  


        

      

      
        Functions


        


    

  
    
      
    
    
      parse_chunks(chunks, opts \\ [])



        
          
        

    

  


  

      

          @spec parse_chunks(
  [binary()],
  keyword()
) :: [row()]


      


Parse binary chunks and return all rows.
This is mainly useful for testing the streaming parser with in-memory data.
For actual streaming use cases, use stream_file/2 or stream_enumerable/2.
Options
	:separator - Field separator. Accepts an integer byte (e.g., 9 for tab),
a binary (e.g., "\t", "::"), or a list of binaries (e.g., [",", ";"]).
Defaults to ",".
	:escape - Escape/quote sequence. Accepts an integer byte (e.g., 34) or
a binary (e.g., """, "$$"). Defaults to " (34).
	:max_buffer_size - Maximum internal buffer in bytes. Defaults to
268_435_456 (256 MB). Raises :buffer_overflow if exceeded.

Examples
RustyCSV.Streaming.parse_chunks(["a,b\n1,", "2\n3,4\n"])
#=> [["a", "b"], ["1", "2"], ["3", "4"]]

# TSV parsing (integer or binary separator)
RustyCSV.Streaming.parse_chunks(["a\tb\n1\t2\n"], separator: 9)
RustyCSV.Streaming.parse_chunks(["a\tb\n1\t2\n"], separator: "\t")
#=> [["a", "b"], ["1", "2"]]

  



    

  
    
      
    
    
      stream_device(device, opts \\ [])



        
          
        

    

  


  

      

          @spec stream_device(IO.device(), stream_options()) :: Enumerable.t()


      


Stream from an already-open IO device.
Useful when you want more control over file opening/closing, or when
reading from a socket or other IO device.
Note: This function does NOT close the device when done. The caller
is responsible for closing it.
Options
	:chunk_size - Bytes to read per IO operation. Defaults to 65536.

	:batch_size - Maximum rows to yield per iteration. Defaults to 1000.

	:max_buffer_size - Maximum internal buffer in bytes. Defaults to
268_435_456 (256 MB). Raises :buffer_overflow if exceeded.


Examples
File.open!("data.csv", [:read, :binary], fn device ->
  RustyCSV.Streaming.stream_device(device)
  |> Enum.each(&IO.inspect/1)
end)

  



    

  
    
      
    
    
      stream_enumerable(enumerable, opts \\ [])



        
          
        

    

  


  

      

          @spec stream_enumerable(Enumerable.t(), stream_options()) :: Enumerable.t()


      


Create a stream from an enumerable (like File.stream!/1).
This is used internally by parse_stream/2 to handle line-oriented or
chunk-oriented input from any enumerable source.
Options
	:chunk_size - Not used for enumerables (chunks come from source).

	:batch_size - Maximum rows to yield per iteration. Defaults to 1000.

	:encoding - Character encoding of input. Defaults to :utf8.

	:bom - BOM to strip if :trim_bom is true. Defaults to "".

	:trim_bom - Whether to strip BOM from start. Defaults to false.

	:max_buffer_size - Maximum internal buffer in bytes. Defaults to
268_435_456 (256 MB). Raises :buffer_overflow if exceeded.


Examples
# Parse from a list of chunks
["name,age\n", "john,27\n", "jane,30\n"]
|> RustyCSV.Streaming.stream_enumerable()
|> Enum.to_list()
#=> [["name", "age"], ["john", "27"], ["jane", "30"]]

# Parse from File.stream!
File.stream!("data.csv")
|> RustyCSV.Streaming.stream_enumerable()
|> Enum.each(&process/1)

  



    

  
    
      
    
    
      stream_file(path, opts \\ [])



        
          
        

    

  


  

      

          @spec stream_file(Path.t(), stream_options()) :: Enumerable.t()


      


Create a stream that reads a CSV file in chunks.
Opens the file, creates a streaming parser, and returns a Stream that
yields rows as they are parsed. The file is automatically closed when
the stream is consumed or halted.
Options
	:chunk_size - Bytes to read per IO operation. Defaults to 65536 (64 KB).
Larger chunks mean fewer IO operations but more memory per read.

	:batch_size - Maximum rows to yield per stream iteration. Defaults to 1000.
Larger batches are more efficient but delay processing of early rows.

	:max_buffer_size - Maximum internal buffer in bytes. Defaults to
268_435_456 (256 MB). Raises :buffer_overflow if exceeded.


Returns
A Stream that yields rows. Each row is a list of field binaries.
Examples
# Process a file row by row
RustyCSV.Streaming.stream_file("data.csv")
|> Enum.each(fn row ->
  IO.inspect(row)
end)

# Take first 5 rows
RustyCSV.Streaming.stream_file("data.csv")
|> Enum.take(5)

# With custom options
RustyCSV.Streaming.stream_file("huge.csv",
  chunk_size: 1024 * 1024,  # 1 MB chunks
  batch_size: 5000
)
|> Stream.map(&process_row/1)
|> Stream.run()

  


        

      


  

    
RustyCSV.Native 
    



      
Low-level NIF bindings for CSV parsing and encoding.
This module provides direct access to the Rust NIF functions. For normal use,
prefer the higher-level RustyCSV.RFC4180 or custom parsers defined with
RustyCSV.define/2.
Separator Format
The _with_config functions accept the separator in three forms:
	Integer — a single-byte separator: 44 (comma), 9 (tab)
	Binary — a single separator, possibly multi-byte: <<44>> (comma), "::" (double colon)
	List of binaries — multiple separators: [<<44>>, <<59>>] (comma or semicolon),
[",", "::"] (comma or double colon)

Escape Format
The escape (quote character) accepts:
	Integer — a single-byte escape: 34 (double quote)
	Binary — possibly multi-byte: <<34>> (double quote), "$$" (dollar-dollar)

Strategies
The module exposes three distinct parsing strategies:
	Batch — parse_string/1, parse_string_fast/1, parse_string_indexed/1,
and parse_string_zero_copy/1 are all equivalent. They use the same SIMD
structural boundary scan and hybrid sub-binary term builder. Multiple names
are retained for backward compatibility.
	Parallel — parse_string_parallel/1 uses the same SIMD scan but extracts
fields in parallel via a rayon thread pool. Best for very large files (500 MB+).
	Streaming — streaming_* functions process data in bounded-memory chunks.
Use for files that exceed available memory or 4 GiB.

Strategy Selection
	Strategy	Use Case	Memory Model
	parse_string/1 et al.	Default, most files	Sub-binary (hybrid)
	parse_string_parallel/1	Large files 500MB+	Owned copy
	streaming_*	Unbounded files, >4 GiB	Owned copy (per chunk)

Scheduling
All parsing NIFs run on BEAM dirty CPU schedulers to avoid blocking
normal schedulers. This includes all parse_string* functions,
streaming_feed/2, streaming_next_rows/2, and streaming_finalize/1.
Parallel parsing runs on a dedicated named rustycsv-* rayon thread pool
(capped at 8 threads) rather than the global rayon pool.
Concurrency
Streaming parser references (parser_ref/0) are safe to share across
BEAM processes — the underlying Rust state is protected by a mutex. If a
NIF panics while holding the lock, subsequent calls return :mutex_poisoned
instead of crashing the VM.
Memory Tracking (Optional)
Memory tracking functions are available but require the memory_tracking
Cargo feature to be enabled. Without the feature, they return 0 with
no runtime overhead.
See get_rust_memory/0, get_rust_memory_peak/0, reset_rust_memory_stats/0.
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        escape()

      


        Quote/escape sequence. Accepts



    


    
      
        parser_ref()

      


        Opaque reference to a streaming parser



    


    
      
        row()

      


        A parsed row (list of field binaries)



    


    
      
        rows()

      


        Multiple parsed rows



    


    
      
        separator()

      


        Field separator(s). Accepts



    





  
    Functions
  


    
      
        encode_string(rows, separator, escape, line_separator, formula, encoding, reserved)

      


        Encode rows to CSV using SIMD-accelerated scanning.



    


    
      
        encode_string_parallel(rows, separator, escape, line_separator, formula, encoding, reserved)

      


        Encode rows to CSV in parallel using rayon, returning iodata (list of binaries).



    


    
      
        get_rust_memory()

      


        Get current Rust heap allocation in bytes.



    


    
      
        get_rust_memory_peak()

      


        Get peak Rust heap allocation since last reset, in bytes.



    


    
      
        parse_string(csv)

      


        Parse CSV using the SIMD structural boundary scanner. Runs on a dirty CPU scheduler.



    


    
      
        parse_string_fast(csv)

      


        Parse CSV using the SIMD structural boundary scanner. Runs on a dirty CPU scheduler.



    


    
      
        parse_string_fast_with_config(csv, separator, escape, newlines)

      


        Parse CSV with configurable separator(s) and escape. Equivalent to
parse_string_with_config/4.



    


    
      
        parse_string_indexed(csv)

      


        Parse CSV using the SIMD structural boundary scanner. Runs on a dirty CPU scheduler.



    


    
      
        parse_string_indexed_with_config(csv, separator, escape, newlines)

      


        Parse CSV with configurable separator(s) and escape. Equivalent to
parse_string_with_config/4.



    


    
      
        parse_string_parallel(csv)

      


        Parse CSV in parallel using multiple threads.



    


    
      
        parse_string_parallel_with_config(csv, separator, escape, newlines)

      


        Parse CSV in parallel with configurable separator(s) and escape.



    


    
      
        parse_string_with_config(csv, separator, escape, newlines)

      


        Parse CSV with configurable separator(s) and escape characters.



    


    
      
        parse_string_zero_copy(csv)

      


        Parse CSV using the SIMD structural boundary scanner. Runs on a dirty CPU scheduler.



    


    
      
        parse_string_zero_copy_with_config(csv, separator, escape, newlines)

      


        Parse CSV with configurable separator(s) and escape. Equivalent to
parse_string_with_config/4.



    


    
      
        parse_to_maps(input, separator, escape, newlines, strategy, header_mode, skip_first)

      


        Parse CSV and return list of maps, dispatching to the specified strategy.



    


    
      
        parse_to_maps_parallel(input, separator, escape, newlines, header_mode, skip_first)

      


        Parse CSV in parallel and return list of maps.



    


    
      
        reset_rust_memory_stats()

      


        Reset memory tracking statistics.



    


    
      
        streaming_feed(parser, chunk)

      


        Feed a chunk of CSV data to the streaming parser. Runs on a dirty CPU scheduler.



    


    
      
        streaming_finalize(parser)

      


        Finalize the streaming parser and get any remaining rows. Runs on a dirty CPU scheduler.



    


    
      
        streaming_new()

      


        Create a new streaming parser instance.



    


    
      
        streaming_new_with_config(separator, escape, newlines)

      


        Create a new streaming parser with configurable separator(s) and escape.



    


    
      
        streaming_next_rows(parser, max)

      


        Take up to max complete rows from the streaming parser. Runs on a dirty CPU scheduler.



    


    
      
        streaming_set_max_buffer(parser, max)

      


        Set the maximum buffer size (in bytes) for the streaming parser.
Default is 256 MB. Raises on overflow during streaming_feed/2.



    


    
      
        streaming_status(parser)

      


        Get the current status of the streaming parser.
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      escape()



        
          
        

    

  


  

      

          @type escape() :: binary() | non_neg_integer()


      


Quote/escape sequence. Accepts:
	Integer byte (e.g., 34 for double-quote)
	Binary (e.g., <<34>> or <<36, 36>> for $$)


  



  
    
      
    
    
      parser_ref()



        
          
        

    

  


  

      

          @opaque parser_ref()


      


Opaque reference to a streaming parser

  



  
    
      
    
    
      row()



        
          
        

    

  


  

      

          @type row() :: [binary()]


      


A parsed row (list of field binaries)

  



  
    
      
    
    
      rows()



        
          
        

    

  


  

      

          @type rows() :: [row()]


      


Multiple parsed rows

  



  
    
      
    
    
      separator()



        
          
        

    

  


  

      

          @type separator() :: binary() | non_neg_integer() | [binary()]


      


Field separator(s). Accepts:
	Integer byte (e.g., 44 for comma) — single separator
	Binary (e.g., <<44>> or <<58, 58>>) — single separator (possibly multi-byte)
	List of binaries (e.g., [<<44>>, <<59>>]) — multiple separators


  


        

      

      
        Functions


        


  
    
      
    
    
      encode_string(rows, separator, escape, line_separator, formula, encoding, reserved)



        
          
        

    

  


  

      

          @spec encode_string(
  [[binary()]],
  separator(),
  escape(),
  binary() | atom(),
  term(),
  term(),
  [binary()]
) ::
  iodata()


      


Encode rows to CSV using SIMD-accelerated scanning.
Uses portable SIMD to scan 16-32 bytes at a time for characters that need
escaping. On platforms without SIMD hardware, portable_simd automatically
degrades to scalar operations. Falls back to a general encoder for
multi-byte separator/escape sequences.
Accepts a list of rows, where each row is a list of binary fields.
Returns iodata (nested lists) — clean fields are passed through as
zero-copy references, only dirty fields requiring quoting are allocated.
Parameters
	rows - List of rows (list of lists of binaries)
	separator - Field separator (see "Separator Format" above)
	escape - Escape character (see "Escape Format" above)
	line_separator - Line separator binary or :default for "\n"

Examples
iex> RustyCSV.Native.encode_string([["a", "b"], ["1", "2"]], 44, 34, :default)
"a,b\n1,2\n"

  



  
    
      
    
    
      encode_string_parallel(rows, separator, escape, line_separator, formula, encoding, reserved)



        
          
        

    

  


  

      

          @spec encode_string_parallel(
  [[binary()]],
  separator(),
  escape(),
  binary() | atom(),
  term(),
  term(),
  [
    binary()
  ]
) :: iodata()


      


Encode rows to CSV in parallel using rayon, returning iodata (list of binaries).
Uses multiple threads to encode chunks of rows simultaneously. Copies all
field data into Rust-owned memory before dispatching to worker threads.
Best for quoting-heavy data — fields that frequently contain commas,
quotes, or newlines (e.g., user-generated content, free-text descriptions).
The per-field quoting work parallelizes well and outweighs the copy overhead.
For typical/clean data where most fields pass through unquoted, prefer
encode_string/4 which avoids the copy via zero-copy term references.
Only supports single-byte separator/escape. Raises ArgumentError for
multi-byte configurations — use encode_string/4 instead.
Parameters
	rows - List of rows (list of lists of binaries)
	separator - Field separator (see "Separator Format" above)
	escape - Escape character (see "Escape Format" above)
	line_separator - Line separator binary or :default for "\n"

Examples
iex> RustyCSV.Native.encode_string_parallel([["a", "b"], ["1", "2"]], [","], "\"", "\r\n")
...> |> IO.iodata_to_binary()
"a,b\r\n1,2\r\n"

  



  
    
      
    
    
      get_rust_memory()



        
          
        

    

  


  

      

          @spec get_rust_memory() :: non_neg_integer()


      


Get current Rust heap allocation in bytes.
Note: Requires the memory_tracking Cargo feature to be enabled.
Without the feature, this returns 0 with no overhead.
To enable memory tracking, set the feature in native/rustycsv/Cargo.toml:
[features]
default = ["mimalloc", "memory_tracking"]
Examples
bytes = RustyCSV.Native.get_rust_memory()

  



  
    
      
    
    
      get_rust_memory_peak()



        
          
        

    

  


  

      

          @spec get_rust_memory_peak() :: non_neg_integer()


      


Get peak Rust heap allocation since last reset, in bytes.
Note: Requires the memory_tracking Cargo feature. Returns 0 otherwise.
Examples
peak_bytes = RustyCSV.Native.get_rust_memory_peak()

  



  
    
      
    
    
      parse_string(csv)



        
          
        

    

  


  

      

          @spec parse_string(binary()) :: rows()


      


Parse CSV using the SIMD structural boundary scanner. Runs on a dirty CPU scheduler.
Uses a portable-SIMD scanner to find all field and row boundaries in a
single pass, then builds Elixir terms using sub-binary references where
possible (hybrid Cow approach — zero-copy for clean fields, copy only
when unescaping is needed).
Functionally equivalent to parse_string_fast/1, parse_string_indexed/1,
and parse_string_zero_copy/1 — all use the same code path. Multiple
function names are retained for backward API compatibility.
Returns {:error, :input_too_large} if the input exceeds 4 GiB.
Examples
iex> RustyCSV.Native.parse_string("a,b\n1,2\n")
[["a", "b"], ["1", "2"]]

  



  
    
      
    
    
      parse_string_fast(csv)



        
          
        

    

  


  

      

          @spec parse_string_fast(binary()) :: rows()


      


Parse CSV using the SIMD structural boundary scanner. Runs on a dirty CPU scheduler.
Equivalent to parse_string/1 — same code path, retained for backward
API compatibility.
Returns {:error, :input_too_large} if the input exceeds 4 GiB.
Examples
iex> RustyCSV.Native.parse_string_fast("a,b\n1,2\n")
[["a", "b"], ["1", "2"]]

  



  
    
      
    
    
      parse_string_fast_with_config(csv, separator, escape, newlines)



        
          
        

    

  


  

      

          @spec parse_string_fast_with_config(binary(), separator(), escape(), term()) :: rows()


      


Parse CSV with configurable separator(s) and escape. Equivalent to
parse_string_with_config/4.
Examples
# TSV parsing with integer separator
iex> RustyCSV.Native.parse_string_fast_with_config("a\tb\n1\t2\n", 9, 34)
[["a", "b"], ["1", "2"]]

# TSV parsing with binary separator
iex> RustyCSV.Native.parse_string_fast_with_config("a\tb\n1\t2\n", <<9>>, 34)
[["a", "b"], ["1", "2"]]

  



  
    
      
    
    
      parse_string_indexed(csv)



        
          
        

    

  


  

      

          @spec parse_string_indexed(binary()) :: rows()


      


Parse CSV using the SIMD structural boundary scanner. Runs on a dirty CPU scheduler.
Equivalent to parse_string/1 — same code path, retained for backward
API compatibility.
Returns {:error, :input_too_large} if the input exceeds 4 GiB.
Examples
iex> RustyCSV.Native.parse_string_indexed("a,b\n1,2\n")
[["a", "b"], ["1", "2"]]

  



  
    
      
    
    
      parse_string_indexed_with_config(csv, separator, escape, newlines)



        
          
        

    

  


  

      

          @spec parse_string_indexed_with_config(binary(), separator(), escape(), term()) ::
  rows()


      


Parse CSV with configurable separator(s) and escape. Equivalent to
parse_string_with_config/4.
Examples
# TSV parsing with integer separator
iex> RustyCSV.Native.parse_string_indexed_with_config("a\tb\n1\t2\n", 9, 34)
[["a", "b"], ["1", "2"]]

# TSV parsing with binary separator
iex> RustyCSV.Native.parse_string_indexed_with_config("a\tb\n1\t2\n", <<9>>, 34)
[["a", "b"], ["1", "2"]]

  



  
    
      
    
    
      parse_string_parallel(csv)



        
          
        

    

  


  

      

          @spec parse_string_parallel(binary()) :: rows()


      


Parse CSV in parallel using multiple threads.
Uses the rayon thread pool to parse rows in parallel. This is most
beneficial for very large files (100MB+) where the parallelization
overhead is outweighed by the parsing speedup.
This function runs on a dirty CPU scheduler to avoid blocking the
normal BEAM schedulers.
Examples
iex> RustyCSV.Native.parse_string_parallel("a,b\n1,2\n")
[["a", "b"], ["1", "2"]]

  



  
    
      
    
    
      parse_string_parallel_with_config(csv, separator, escape, newlines)



        
          
        

    

  


  

      

          @spec parse_string_parallel_with_config(binary(), separator(), escape(), term()) ::
  rows()


      


Parse CSV in parallel with configurable separator(s) and escape.
Examples
# TSV parallel parsing with integer separator
iex> RustyCSV.Native.parse_string_parallel_with_config("a\tb\n1\t2\n", 9, 34)
[["a", "b"], ["1", "2"]]

# TSV parallel parsing with binary separator
iex> RustyCSV.Native.parse_string_parallel_with_config("a\tb\n1\t2\n", <<9>>, 34)
[["a", "b"], ["1", "2"]]

  



  
    
      
    
    
      parse_string_with_config(csv, separator, escape, newlines)



        
          
        

    

  


  

      

          @spec parse_string_with_config(binary(), separator(), escape(), term()) :: rows()


      


Parse CSV with configurable separator(s) and escape characters.
Parameters
	csv - The CSV binary to parse
	separator - Integer byte, binary, or list of binaries (see "Separator Format" above)
	escape - Integer byte or binary (see "Escape Format" above)

Examples
# TSV parsing with integer separator
iex> RustyCSV.Native.parse_string_with_config("a\tb\n1\t2\n", 9, 34)
[["a", "b"], ["1", "2"]]

# TSV parsing with binary separator
iex> RustyCSV.Native.parse_string_with_config("a\tb\n1\t2\n", <<9>>, 34)
[["a", "b"], ["1", "2"]]

# Multi-separator parsing (comma or semicolon)
iex> RustyCSV.Native.parse_string_with_config("a,b;c\n1;2,3\n", [<<44>>, <<59>>], 34)
[["a", "b", "c"], ["1", "2", "3"]]

# Multi-byte separator
iex> RustyCSV.Native.parse_string_with_config("a::b::c\n", "::", 34)
[["a", "b", "c"]]

# Multi-byte escape
iex> RustyCSV.Native.parse_string_with_config("$$hello$$,world\n", 44, "$$")
[["hello", "world"]]

  



  
    
      
    
    
      parse_string_zero_copy(csv)



        
          
        

    

  


  

      

          @spec parse_string_zero_copy(binary()) :: rows()


      


Parse CSV using the SIMD structural boundary scanner. Runs on a dirty CPU scheduler.
Equivalent to parse_string/1 — same code path, retained for backward
API compatibility.
Returns {:error, :input_too_large} if the input exceeds 4 GiB.
Examples
iex> RustyCSV.Native.parse_string_zero_copy("a,b\n1,2\n")
[["a", "b"], ["1", "2"]]

  



  
    
      
    
    
      parse_string_zero_copy_with_config(csv, separator, escape, newlines)



        
          
        

    

  


  

      

          @spec parse_string_zero_copy_with_config(binary(), separator(), escape(), term()) ::
  rows()


      


Parse CSV with configurable separator(s) and escape. Equivalent to
parse_string_with_config/4.
Examples
# TSV parsing with integer separator
iex> RustyCSV.Native.parse_string_zero_copy_with_config("a\tb\n1\t2\n", 9, 34)
[["a", "b"], ["1", "2"]]

# TSV parsing with binary separator
iex> RustyCSV.Native.parse_string_zero_copy_with_config("a\tb\n1\t2\n", <<9>>, 34)
[["a", "b"], ["1", "2"]]

  



  
    
      
    
    
      parse_to_maps(input, separator, escape, newlines, strategy, header_mode, skip_first)



        
          
        

    

  


  

      

          @spec parse_to_maps(
  binary(),
  separator(),
  escape(),
  term(),
  atom(),
  atom() | list(),
  boolean()
) :: [
  map()
]


      


Parse CSV and return list of maps, dispatching to the specified strategy.
Parameters
	input - The CSV binary to parse
	separator - Separator(s) (see "Separator Format" above)
	escape - Escape sequence (see "Escape Format" above)
	strategy - Atom: :basic, :simd, :indexed, or :zero_copy
	header_mode - Atom :true (first row = keys) or list of key terms
	skip_first - Whether to skip the first row when using explicit keys


  



  
    
      
    
    
      parse_to_maps_parallel(input, separator, escape, newlines, header_mode, skip_first)



        
          
        

    

  


  

      

          @spec parse_to_maps_parallel(
  binary(),
  separator(),
  escape(),
  term(),
  atom() | list(),
  boolean()
) :: [map()]


      


Parse CSV in parallel and return list of maps.
Uses the rayon thread pool on a dirty CPU scheduler.
Parameters
	input - The CSV binary to parse
	separator - Separator(s) (see "Separator Format" above)
	escape - Escape sequence (see "Escape Format" above)
	header_mode - Atom :true (first row = keys) or list of key terms
	skip_first - Whether to skip the first row when using explicit keys


  



  
    
      
    
    
      reset_rust_memory_stats()



        
          
        

    

  


  

      

          @spec reset_rust_memory_stats() :: {non_neg_integer(), non_neg_integer()}


      


Reset memory tracking statistics.
Note: Requires the memory_tracking Cargo feature. Returns {0, 0} otherwise.
Returns {current_bytes, previous_peak_bytes}.
Examples
{current, peak} = RustyCSV.Native.reset_rust_memory_stats()

  



  
    
      
    
    
      streaming_feed(parser, chunk)



        
          
        

    

  


  

      

          @spec streaming_feed(parser_ref(), binary()) :: {non_neg_integer(), non_neg_integer()}


      


Feed a chunk of CSV data to the streaming parser. Runs on a dirty CPU scheduler.
Returns {available_rows, buffer_size} indicating the number of complete
rows ready to be taken and the current buffer size.
Raises
	:buffer_overflow — the chunk would push the internal buffer past
the maximum size (default 256 MB). Use streaming_set_max_buffer/2
to adjust the limit.
	:mutex_poisoned — a previous NIF call panicked while holding the
parser lock. The parser should be discarded.

Examples
{available, buffer_size} = RustyCSV.Native.streaming_feed(parser, chunk)

  



  
    
      
    
    
      streaming_finalize(parser)



        
          
        

    

  


  

      

          @spec streaming_finalize(parser_ref()) :: rows()


      


Finalize the streaming parser and get any remaining rows. Runs on a dirty CPU scheduler.
This should be called after all data has been fed to get any partial
row that was waiting for a terminating newline.
Examples
final_rows = RustyCSV.Native.streaming_finalize(parser)

  



  
    
      
    
    
      streaming_new()



        
          
        

    

  


  

      

          @spec streaming_new() :: parser_ref()


      


Create a new streaming parser instance.
The streaming parser maintains internal state and can process CSV data
in chunks, making it suitable for large files with bounded memory usage.
The returned reference is safe to share across BEAM processes — the
underlying Rust state is protected by a mutex.
Examples
parser = RustyCSV.Native.streaming_new()
RustyCSV.Native.streaming_feed(parser, "a,b\n")
RustyCSV.Native.streaming_feed(parser, "1,2\n")
rows = RustyCSV.Native.streaming_next_rows(parser, 100)

  



  
    
      
    
    
      streaming_new_with_config(separator, escape, newlines)



        
          
        

    

  


  

      

          @spec streaming_new_with_config(separator(), escape(), term()) :: parser_ref()


      


Create a new streaming parser with configurable separator(s) and escape.
Parameters
	separator - Integer byte, binary, or list of binaries (see "Separator Format" above)
	escape - Integer byte or binary (see "Escape Format" above)

Examples
# TSV streaming parser with integer separator
parser = RustyCSV.Native.streaming_new_with_config(9, 34)

# TSV streaming parser with binary separator
parser = RustyCSV.Native.streaming_new_with_config(<<9>>, 34)

# Multi-separator streaming parser
parser = RustyCSV.Native.streaming_new_with_config([<<44>>, <<59>>], 34)

# Multi-byte separator streaming parser
parser = RustyCSV.Native.streaming_new_with_config("::", 34)

  



  
    
      
    
    
      streaming_next_rows(parser, max)



        
          
        

    

  


  

      

          @spec streaming_next_rows(parser_ref(), non_neg_integer()) :: rows()


      


Take up to max complete rows from the streaming parser. Runs on a dirty CPU scheduler.
Returns the rows as a list of lists of binaries.
Examples
rows = RustyCSV.Native.streaming_next_rows(parser, 100)

  



  
    
      
    
    
      streaming_set_max_buffer(parser, max)



        
          
        

    

  


  

      

          @spec streaming_set_max_buffer(parser_ref(), non_neg_integer()) :: :ok


      


Set the maximum buffer size (in bytes) for the streaming parser.
Default is 256 MB. Raises on overflow during streaming_feed/2.

  



  
    
      
    
    
      streaming_status(parser)



        
          
        

    

  


  

      

          @spec streaming_status(parser_ref()) ::
  {non_neg_integer(), non_neg_integer(), boolean()}


      


Get the current status of the streaming parser.
Returns {available_rows, buffer_size, has_partial}:
	available_rows - Number of complete rows ready to be taken
	buffer_size - Current size of the internal buffer in bytes
	has_partial - Whether there's an incomplete row in the buffer

Examples
{available, buffer, has_partial} = RustyCSV.Native.streaming_status(parser)

  


        

      


  

    
RustyCSV.ParseError exception
    



      
Exception raised when CSV parsing fails.
Fields
	:message - Human-readable error description
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