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RustyXML.SweetXpath 
    



      
Struct representing an XPath expression with modifiers.
This struct is compatible with SweetXml's %SweetXpath{} struct and is
created by the ~x sigil.
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          @type t() :: %RustyXML.SweetXpath{
  cast_to: nil | :string | :integer | :float,
  is_keyword: boolean(),
  is_list: boolean(),
  is_optional: boolean(),
  is_value: boolean(),
  namespaces: [{binary(), binary()}],
  path: binary(),
  soft_cast: boolean(),
  transform: (term() -> term()) | nil
}


      



  


        

      


  

    
RustyXML 
    



      
Ultra-fast XML parsing for Elixir with full XPath 1.0 support.
RustyXML is a high-performance XML parser built from scratch as a Rust NIF
with SIMD acceleration. It achieves 100% W3C/OASIS XML Conformance
(1089/1089 test cases) and provides a drop-in replacement for SweetXml with
the familiar ~x sigil syntax.
Quick Start
import RustyXML

xml = "<root><item id="1">Hello</item><item id="2">World</item></root>"

# Get a list of items
xpath(xml, ~x"//item"l)
#=> [{:element, "item", ...}, {:element, "item", ...}]

# Get text content as string
xpath(xml, ~x"//item/text()"s)
#=> "Hello"

# Map multiple values
xmap(xml, items: ~x"//item"l, count: ~x"count(//item)"i)
#=> %{items: [...], count: 2}
Sigil Modifiers
The ~x sigil supports modifiers for result transformation:
	e - Return entity (element) for chaining, not text value
	s - Return as string (binary)
	S - Soft string (empty string on error)
	l - Return as list
	o - Optional (return nil instead of raising on missing)
	i - Cast to integer
	I - Soft integer (0 on error)
	f - Cast to float
	F - Soft float (0.0 on error)
	k - Return as keyword list

XPath 1.0 Functions
RustyXML supports all 27+ XPath 1.0 functions including:
	Node: position(), last(), count(), local-name(), namespace-uri(), name()
	String: string(), concat(), starts-with(), contains(), substring(), etc.
	Boolean: boolean(), not(), true(), false(), lang()
	Number: number(), sum(), floor(), ceiling(), round()

Streaming
For large files, use the streaming API:
"large.xml"
|> RustyXML.stream_tags(:item)
|> Stream.each(&process_item/1)
|> Stream.run()
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        Add a namespace binding to an XPath expression.



    


    
      
        encode!(content, opts \\ [])

      


        Encode an XML element tree to a string.
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        Encode an XML element tree to iodata.



    


    
      
        parse(xml, opts \\ [])

      


        Parse an XML document.



    


    
      
        parse_document(xml)

      


        Parse an XML document, returning {:ok, doc} or {:error, reason}.



    


    
      
        parse_stream(stream, handler, initial_state, opts \\ [])

      


        Parse an XML stream with a SAX event handler.



    


    
      
        parse_string(xml, handler, initial_state, opts \\ [])

      


        Parse an XML string with a SAX event handler.
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        Get the root element of a parsed document.
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        The ~x sigil for XPath expressions.
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        Stream XML events from a file.
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        Stream XML events from a file. Raises on error.
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        Add a transformation function to an XPath expression.
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        Execute multiple XPath queries and return as a map.
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        Execute an XPath query on XML.
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        Execute an XPath query with a mapping spec for nested extraction.
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          @type document() :: RustyXML.Native.document_ref()
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          @type handler() :: module()
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          @type parse_option() ::
  {:cdata_as_characters, boolean()}
  | {:expand_entity, :keep | :skip | (String.t() -> String.t())}
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          @type parse_options() :: [parse_option()]
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          @type xml_node() ::
  {:element, binary(), [{binary(), binary()}], [xml_node() | binary()]}
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          @spec add_namespace(RustyXML.SweetXpath.t(), binary(), binary()) ::
  RustyXML.SweetXpath.t()


      


Add a namespace binding to an XPath expression.
Returns a new %SweetXpath{} with the namespace added.
Examples
xpath_with_ns = add_namespace(~x"//ns:item"l, "ns", "http://example.com/ns")
RustyXML.xpath(xml, xpath_with_ns)
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          @spec encode!(
  term(),
  keyword()
) :: String.t()


      


Encode an XML element tree to a string.
Drop-in replacement for Saxy.encode!/2.
Examples
import RustyXML.XML

element("root", [], ["text"]) |> RustyXML.encode!()
#=> "<root>text</root>"
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          @spec encode_to_iodata!(
  term(),
  keyword()
) :: iodata()


      


Encode an XML element tree to iodata.
Drop-in replacement for Saxy.encode_to_iodata!/2.
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          @spec parse(
  binary() | charlist(),
  keyword()
) :: document()


      


Parse an XML document.
By default, RustyXML uses strict mode to match SweetXml/xmerl behavior.
Malformed XML raises RustyXML.ParseError.
Returns an opaque document reference that can be used with xpath/2,3
for multiple queries on the same document.
Options
	:lenient - If true, accept malformed XML without raising.
Useful for processing third-party or legacy XML. Default: false.

Examples
# Strict mode (default) - matches SweetXml behavior
doc = RustyXML.parse("<root><item/></root>")
RustyXML.xpath(doc, ~x"//item"l)

# Raises on malformed XML (like SweetXml)
RustyXML.parse("<1invalid/>")
#=> ** (RustyXML.ParseError) Invalid element name...

# Lenient mode - accepts malformed XML
doc = RustyXML.parse("<1invalid/>", lenient: true)
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          @spec parse_document(binary() | charlist()) :: {:ok, document()} | {:error, binary()}


      


Parse an XML document, returning {:ok, doc} or {:error, reason}.
Unlike parse/2, this function returns a tuple instead of raising,
allowing pattern matching on parse results.
Examples
{:ok, doc} = RustyXML.parse_document("<root/>")
{:error, reason} = RustyXML.parse_document("<1invalid/>")
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          @spec parse_stream(Enumerable.t(), handler(), any(), parse_options()) ::
  {:ok, any()} | {:halt, any()} | {:error, any()}


      


Parse an XML stream with a SAX event handler.
Drop-in replacement for Saxy.parse_stream/4.
Accepts any Enumerable that yields binary chunks (e.g. File.stream!/3).
Uses bounded memory via zero-copy tokenization and direct BEAM binary
encoding: when the internal buffer is empty (common case), the NIF tokenizes
the BEAM binary in-place without copying. Events are written directly into an
OwnedBinary on the BEAM heap — no intermediate Rust Vec allocation. Elixir
then decodes one event at a time via binary pattern matching, so only one
event tuple is ever live on the heap. Combined NIF + BEAM peak is ~128 KB
for a 2.93 MB document, comparable to Saxy while running ~1.8x faster.
Examples
File.stream!("large.xml", [], 64 * 1024)
|> RustyXML.parse_stream(MyHandler, initial_state)
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          @spec parse_string(binary(), handler(), any(), parse_options()) ::
  {:ok, any()} | {:halt, any()} | {:error, any()}


      


Parse an XML string with a SAX event handler.
Drop-in replacement for Saxy.parse_string/4.
The handler module must implement RustyXML.Handler (same callback as
Saxy.Handler). Events are dispatched in document order.
Options
	:cdata_as_characters - Emit CDATA as :characters events (default: false)
	:expand_entity - Accepted for Saxy API compatibility (default: :keep)

Examples
defmodule MyHandler do
  @behaviour RustyXML.Handler

  def handle_event(:start_element, {name, _attrs}, acc), do: {:ok, [name | acc]}
  def handle_event(_, _, acc), do: {:ok, acc}
end

{:ok, names} = RustyXML.parse_string("<root><a/><b/></root>", MyHandler, [])
#=> {:ok, ["b", "a", "root"]}
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          @spec root(document()) :: xml_node() | nil


      


Get the root element of a parsed document.
Examples
doc = RustyXML.parse("<root><child/></root>")
RustyXML.root(doc)
#=> {:element, "root", [], [...]}
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The ~x sigil for XPath expressions.
Creates a %SweetXpath{} struct with the specified path and modifiers.
Modifiers
	e - Return entity (element) for chaining
	s - Return as string
	S - Soft string (empty on error)
	l - Return as list
	o - Optional (nil on missing)
	i - Cast to integer
	I - Soft integer (0 on error)
	f - Cast to float
	F - Soft float (0.0 on error)
	k - Return as keyword list

Examples
import RustyXML

~x"//item"l          # List of items
~x"//name/text()"s   # String value
~x"count(//item)"i   # Integer count
~x"//optional"so     # Optional string
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          @spec stream_tags(binary() | Enumerable.t(), atom() | binary(), keyword()) ::
  Enumerable.t()


      


Stream XML events from a file.
Returns a Stream that yields events as the file is read.
Uses bounded memory regardless of file size.
Options
	:chunk_size - Bytes to read per IO operation (default: 64KB)
	:batch_size - Accepted for SweetXml API compatibility but has no effect.
RustyXML's streaming parser yields complete elements directly from Rust
as they are parsed — there is no event batching step to tune.
	:discard - Accepted for SweetXml API compatibility but has no effect.
RustyXML's streaming parser already operates in bounded memory (~128 KB
combined NIF + BEAM peak for a 2.93 MB document) by only materializing
one element at a time, so tag discarding for memory reduction is unnecessary.

Examples
"large.xml"
|> RustyXML.stream_tags(:item)
|> Stream.each(&process/1)
|> Stream.run()

  



    

  
    
      
    
    
      stream_tags!(source, tag, opts \\ [])



        
          
        

    

  


  

      

          @spec stream_tags!(binary() | Enumerable.t(), atom() | binary(), keyword()) ::
  Enumerable.t()


      


Stream XML events from a file. Raises on error.
Provided for SweetXml API compatibility. Behaves identically to
stream_tags/3, which already raises on read errors.
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          @spec transform_by(RustyXML.SweetXpath.t(), (term() -> term())) ::
  RustyXML.SweetXpath.t()


      


Add a transformation function to an XPath expression.
The function will be applied to the result after all other modifiers.
Examples
spec = transform_by(~x"//price/text()"s, &String.to_float/1)
RustyXML.xpath(xml, spec)
#=> 45.99
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          @spec xmap(binary() | document(), keyword(), boolean() | map()) :: map() | keyword()


      


Execute multiple XPath queries and return as a map.
Options
The third argument is accepted for SweetXml API compatibility but
is not required. Use the k sigil modifier instead for keyword output.
Examples
xml = "<root><a>1</a><b>2</b></root>"

RustyXML.xmap(xml, [
  a: ~x"//a/text()"s,
  b: ~x"//b/text()"s
])
#=> %{a: "1", b: "2"}
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          @spec xpath(binary() | document(), RustyXML.SweetXpath.t() | binary()) :: term()


      


Execute an XPath query on XML.
The first argument can be either:
	A raw XML binary
	A parsed document reference from parse/1

The second argument can be:
	A %SweetXpath{} struct (from ~x sigil)
	A plain XPath string (binary)

Examples
# On raw XML
RustyXML.xpath("<root>text</root>", ~x"//root/text()"s)
#=> "text"

# On parsed document
doc = RustyXML.parse("<root><a/><b/></root>")
RustyXML.xpath(doc, ~x"//a"l)

  



  
    
      
    
    
      xpath(xml_or_doc, spec, subspecs)



        
          
        

    

  


  

      

          @spec xpath(binary() | document(), RustyXML.SweetXpath.t() | binary(), keyword()) ::
  term()


      


Execute an XPath query with a mapping spec for nested extraction.
The third argument is a keyword list of {name, xpath_spec} pairs
that will be evaluated for each node in the parent result.
Examples
xml = "<items><item id="1"><name>A</name></item><item id="2"><name>B</name></item></items>"

RustyXML.xpath(xml, ~x"//item"l, [
  id: ~x"./@id"s,
  name: ~x"./name/text()"s
])
#=> [%{id: "1", name: "A"}, %{id: "2", name: "B"}]

  


        

      


  

    
RustyXML.Builder protocol
    



      
Protocol for converting Elixir data structures to XML.
Drop-in replacement for Saxy.Builder.
Manual Implementation
defimpl RustyXML.Builder, for: MyStruct do
  import RustyXML.XML

  def build(%MyStruct{name: name, id: id}) do
    element("person", [{"id", to_string(id)}], [
      element("name", [], [name])
    ])
  end
end
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        Convert a term to an XML element structure suitable for RustyXML.encode!/1.
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          @type t() :: term()


      


All the types that implement this protocol.
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          @spec build(term()) ::
  RustyXML.XML.element() | String.t() | [RustyXML.XML.element() | String.t()]


      


Convert a term to an XML element structure suitable for RustyXML.encode!/1.
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Encodes XML element trees to strings or iodata.
This is the Saxy-compatible encoding module used by RustyXML.encode!/2
and encode_to_iodata/2.
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        Encode an XML element tree to a string. Raises on errors.



    


    
      
        encode_to_iodata(content, opts \\ [])

      


        Encode an XML element tree to iodata.
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          @spec encode!(
  term(),
  keyword()
) :: String.t()


      


Encode an XML element tree to a string. Raises on errors.
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          @spec encode_to_iodata(
  term(),
  keyword()
) :: iodata()


      


Encode an XML element tree to iodata.

  


        

      


  

    
RustyXML.Handler behaviour
    



      
Behaviour for SAX event handlers.
Drop-in replacement for Saxy.Handler. Implement handle_event/3 to process
XML parsing events.
Event Types
	:start_document — emitted once at the beginning. Data is a keyword list
with optional :version, :encoding, and :standalone keys.
	:start_element — emitted for each opening tag. Data is {name, attributes}
where attributes is a list of {name, value} string tuples.
	:characters — emitted for text content. Data is a binary string.
	:cdata — emitted for CDATA sections. Data is a binary string.
	:end_element — emitted for each closing tag. Data is the element name (binary).
	:end_document — emitted once at the end. Data is {}.

Return Values
	{:ok, new_state} — continue parsing with updated state
	{:stop, value} — stop parsing early, return {:ok, value}
	{:halt, value} — halt parsing, return {:halt, value, rest}

Example
defmodule CountingHandler do
  @behaviour RustyXML.Handler

  @impl true
  def handle_event(:start_element, _data, count), do: {:ok, count + 1}
  def handle_event(_event, _data, count), do: {:ok, count}
end

RustyXML.parse_string("<root><a/><b/></root>", CountingHandler, 0)
#=> {:ok, 3}

      


      
        Summary


  
    Types
  


    
      
        event_data()

      


    


    
      
        event_type()

      


    





  
    Callbacks
  


    
      
        handle_event(event_type, event_data, state)

      


    





      


      
        Types


        


  
    
      
    
    
      event_data()



        
          
        

    

  


  

      

          @type event_data() ::
  keyword() | {String.t(), [{String.t(), String.t()}]} | String.t() | {}
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          @type event_type() ::
  :start_document
  | :start_element
  | :characters
  | :cdata
  | :end_element
  | :end_document
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          @callback handle_event(event_type(), event_data(), state) ::
  {:ok, state} | {:stop, any()} | {:halt, any()}
when state: any()


      



  


        

      


  

    
RustyXML.Partial 
    



      
Incremental XML parsing for scenarios where the complete document
is not available upfront (e.g., socket streams, chunked HTTP).
Drop-in replacement for Saxy.Partial.
Example
{:ok, partial} = RustyXML.Partial.new(MyHandler, initial_state)

{:cont, partial} = RustyXML.Partial.parse(partial, "<root>")
{:cont, partial} = RustyXML.Partial.parse(partial, "<item/>")
{:cont, partial} = RustyXML.Partial.parse(partial, "</root>")

{:ok, final_state} = RustyXML.Partial.terminate(partial)
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        Get the current handler state without terminating.
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        Create a new partial parser.
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        Feed a chunk of XML data to the parser.



    


    
      
        terminate(partial)

      


        Terminate parsing and get the final state.
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          @type t() :: %RustyXML.Partial{
  handler: module(),
  opts: keyword(),
  parser: RustyXML.Native.parser_ref(),
  started: boolean(),
  state: any()
}
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          @spec get_state(t()) :: any()


      


Get the current handler state without terminating.
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          @spec new(module(), any(), keyword()) :: {:ok, t()}


      


Create a new partial parser.
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          @spec parse(t(), binary()) :: {:cont, t()} | {:halt, any()} | {:error, any()}


      


Feed a chunk of XML data to the parser.
Returns:
	{:cont, partial} — more data expected
	{:halt, state} — handler returned {:stop, state}
	{:error, reason} — parse error
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          @spec terminate(t()) :: {:ok, any()} | {:error, any()}


      


Terminate parsing and get the final state.
Sends :end_document to the handler.

  


        

      


  

    
RustyXML.SimpleForm 
    



      
Parse XML into a simple tree of nested tuples.
Drop-in replacement for Saxy.SimpleForm.
The simple form represents XML as:
{tag_name, attributes, children}
Where:
	tag_name is a string
	attributes is a list of {name, value} tuples
	children is a list of child elements or text strings

Examples
RustyXML.SimpleForm.parse_string("<root><item id=\"1\">text</item></root>")
#=> {:ok, {"root", [], [{"item", [{"id", "1"}], ["text"]}]}}

      


      
        Summary


  
    Types
  


    
      
        element()

      


    





  
    Functions
  


    
      
        parse_stream(stream, opts \\ [])

      


        Parse a stream of XML chunks into simple form.



    


    
      
        parse_string(xml, opts \\ [])

      


        Parse an XML string into simple form.
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          @type element() :: {String.t(), [{String.t(), String.t()}], [element() | String.t()]}
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          @spec parse_stream(
  Enumerable.t(),
  keyword()
) :: {:ok, element()} | {:error, any()}


      


Parse a stream of XML chunks into simple form.
Accumulates all chunks in Rust, then validates, indexes, and builds
the SimpleForm tree in one pass. Minimal BEAM memory during accumulation.
Examples
File.stream!("large.xml", [], 64 * 1024)
|> RustyXML.SimpleForm.parse_stream()
#=> {:ok, {"root", [], [...]}}
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          @spec parse_string(
  String.t(),
  keyword()
) :: {:ok, element()} | {:error, any()}


      


Parse an XML string into simple form.
Returns {:ok, root_element} on success, {:error, exception} on failure.
Options
	:cdata_as_characters - Merge CDATA into text content (default: true)
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XML building DSL for constructing XML documents programmatically.
Drop-in replacement for Saxy.XML.
Example
import RustyXML.XML

doc = element("person", [{"id", "1"}], [
  element("name", [], ["John Doe"]),
  element("email", [], ["john@example.com"])
])

RustyXML.encode!(doc)
#=> "<person id=\"1\"><name>John Doe</name><email>john@example.com</email></person>"
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        Create a CDATA section.
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        Create a text content node.
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        Create an XML element with children.
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        Create an empty (self-closing) XML element.
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          @type element() :: {:element, String.t(), [{String.t(), String.t()}], [content()]}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      cdata(content)



        
          
        

    

  


  

      

          @spec cdata(String.t()) :: {:cdata, String.t()}


      


Create a CDATA section.

  



  
    
      
    
    
      characters(text)



        
          
        

    

  


  

      

          @spec characters(String.t()) :: String.t()


      


Create a text content node.

  



  
    
      
    
    
      element(name, attributes, children)



        
          
        

    

  


  

      

          @spec element(String.t(), [{String.t(), String.t()}], [content()]) :: element()


      


Create an XML element with children.

  



    

  
    
      
    
    
      empty_element(name, attributes \\ [])



        
          
        

    

  


  

      

          @spec empty_element(String.t(), [{String.t(), String.t()}]) :: element()


      


Create an empty (self-closing) XML element.

  



  
    
      
    
    
      processing_instruction(target, data)



        
          
        

    

  


  

      

          @spec processing_instruction(String.t(), String.t()) ::
  {:processing_instruction, String.t(), String.t()}


      


Create a processing instruction.

  


        

      


  

    
RustyXML.Streaming 
    



      
Streaming XML parser for processing large files with bounded memory.
This module provides a streaming interface to the Rust-based streaming
parser (Strategy D). It reads data in chunks and yields complete XML elements
as they become available.
Memory Behavior
The streaming parser maintains a small tail buffer (typically ~100 bytes)
for bytes that straddle chunk boundaries. On the common-case path the NIF
tokenizes the BEAM binary in-place (zero copy). Memory usage is bounded by:
	chunk_size - bytes per IO read operation
	Maximum single element size in your data
	NIF + BEAM combined peak is ~128 KB for a 2.93 MB document

Usage
For most use cases, use the high-level stream_tags/3 function from
the main RustyXML module:
"large.xml"
|> RustyXML.stream_tags(:item)
|> Stream.each(fn {:item, element} ->
  name = RustyXML.xpath(element, ~x"./name/text()"s)
  IO.puts("Processing: #{name}")
end)
|> Stream.run()
SweetXml Compatibility
The stream returns {tag_atom, element} tuples compatible with SweetXml:
# Works the same as SweetXml
"data.xml"
|> RustyXML.stream_tags(:item)
|> Stream.map(fn {:item, item} ->
  %{
    id: RustyXML.xpath(item, ~x"./@id"s),
    name: RustyXML.xpath(item, ~x"./name/text()"s)
  }
end)
|> Enum.to_list()
Implementation Notes
The streaming parser:
	Handles elements that span multiple chunks correctly
	Preserves element state across chunk boundaries
	Compacts internal buffer to prevent unbounded growth
	Returns complete elements (not raw events)
	Does NOT hang with Stream.take (unlike SweetXml issue #97)


      


      
        Summary


  
    Types
  


    
      
        stream_options()

      


        Options for streaming functions.



    


    
      
        streamed_element()

      


        Streamed element tuple - {tag_atom, xml_string}



    





  
    Functions
  


    
      
        stream_string(xml_string, tag, opts \\ [])

      


        Stream from an XML string.



    


    
      
        stream_tags(source, tag, opts \\ [])

      


        Stream XML tags from a source.



    





      


      
        Types


        


  
    
      
    
    
      stream_options()



        
          
        

    

  


  

      

          @type stream_options() :: [chunk_size: pos_integer(), discard: [atom() | binary()]]


      


Options for streaming functions.
The :discard option is accepted for SweetXml API compatibility but has no
effect. RustyXML's streaming parser already operates in bounded memory
(~128 KB combined NIF + BEAM peak for a 2.93 MB document) by only
materializing one element at a time, so tag discarding for memory reduction
is unnecessary.

  



  
    
      
    
    
      streamed_element()



        
          
        

    

  


  

      

          @type streamed_element() :: {atom(), binary()}


      


Streamed element tuple - {tag_atom, xml_string}

  


        

      

      
        Functions


        


    

  
    
      
    
    
      stream_string(xml_string, tag, opts \\ [])



        
          
        

    

  


  

Stream from an XML string.

  



    

  
    
      
    
    
      stream_tags(source, tag, opts \\ [])



        
          
        

    

  


  

      

          @spec stream_tags(binary() | Enumerable.t(), binary() | atom(), stream_options()) ::
  Enumerable.t()


      


Stream XML tags from a source.
Returns a stream of {tag_atom, element} tuples where element is an
XML string that can be queried with RustyXML.xpath/2.
The source can be either:
	A file path (binary)
	An enumerable (like File.stream!/1)

Options
	:chunk_size - Bytes to read per IO operation. Defaults to 65536 (64 KB).
Larger chunks mean fewer IO operations but more memory per read.

	:discard - List of tag names whose content should be discarded.
Useful for skipping large unwanted sections.


Examples
# Stream from a file path
RustyXML.Streaming.stream_tags("data.xml", "item")
|> Enum.each(fn {:item, item} ->
  IO.inspect(RustyXML.xpath(item, ~x"./name/text()"s))
end)

# Stream with take (works correctly, unlike SweetXml)
RustyXML.Streaming.stream_tags("data.xml", "item")
|> Stream.take(5)
|> Enum.to_list()

# Stream from an enumerable
File.stream!("data.xml", [], 64 * 1024)
|> RustyXML.Streaming.stream_tags("item")
|> Enum.to_list()

  


        

      


  

    
RustyXML.Native 
    



      
Low-level NIF bindings for XML parsing.
This module provides direct access to the Rust NIF functions. For normal use,
prefer the higher-level RustyXML module with its ~x sigil support.
Strategies
The module exposes parsing strategies:
	parse/1 + xpath_query/2 - Structural index with XPath (main path)
	streaming_* - Stateful streaming parser for large files
	sax_parse/1 - SAX event parser

Memory Efficiency
The structural index (parse/1) uses ~4x input size vs SweetXml's ~600x.
Strings are stored as byte offsets into the original input, not copies.
Scheduler Behaviour
NIFs that parse raw XML input run on the dirty CPU scheduler to avoid
blocking BEAM schedulers. Query NIFs on pre-parsed documents run on
normal schedulers for sub-millisecond lookups.

      


      
        Summary


  
    Types
  


    
      
        document_ref()

      


        Opaque reference to a parsed XML document (structural index)



    


    
      
        parser_ref()

      


        Opaque reference to a streaming parser



    


    
      
        xml_event()

      


        XML event from parser



    





  
    Functions
  


    
      
        accumulator_feed(acc, chunk)

      


        Feed a chunk of data to the document accumulator.



    


    
      
        accumulator_new()

      


        Create a new document accumulator for streaming SimpleForm parsing.



    


    
      
        accumulator_to_simple_form(acc)

      


        Validate, index, and convert accumulated data to SimpleForm.



    


    
      
        get_root(doc)

      


        Get the root element of a parsed document.



    


    
      
        get_rust_memory()

      


        Get current Rust heap allocation in bytes.



    


    
      
        get_rust_memory_peak()

      


        Get peak Rust heap allocation since last reset.



    


    
      
        parse(xml)

      


        Parse XML into a structural index document.



    


    
      
        parse_and_xpath(xml, xpath)

      


        Parse XML and execute an XPath query in one call.



    


    
      
        parse_and_xpath_text(xml, xpath)

      


        Parse and immediately query, returning text values for node sets.



    


    
      
        parse_strict(xml)

      


        Parse XML in strict mode (returns {:ok, doc} or {:error, reason}).



    


    
      
        parse_to_simple_form(xml)

      


        Parse XML directly into SimpleForm {name, attrs, children} tree.



    


    
      
        reset_rust_memory_stats()

      


        Reset memory tracking statistics.



    


    
      
        sax_parse(xml)

      


        Parse XML and return SAX events.



    


    
      
        sax_parse_saxy(xml, cdata_as_chars)

      


        Parse XML and return SAX events in Saxy-compatible format.



    


    
      
        streaming_available_elements(parser)

      


        Get number of available complete elements.



    


    
      
        streaming_feed(parser, chunk)

      


        Feed a chunk of XML data to the streaming parser.



    


    
      
        streaming_feed_sax(parser, chunk, cdata_as_chars)

      


        Feed a chunk and return SAX events as a compact binary.



    


    
      
        streaming_finalize(parser)

      


        Finalize the streaming parser and get remaining events.



    


    
      
        streaming_finalize_sax(parser, cdata_as_chars)

      


        Finalize the streaming SAX parser, processing any remaining bytes.



    


    
      
        streaming_new()

      


        Create a new streaming XML parser.



    


    
      
        streaming_new_with_filter(tag)

      


        Create a streaming parser with a tag filter.



    


    
      
        streaming_sax_new()

      


        Create a new streaming SAX parser.



    


    
      
        streaming_status(parser)

      


        Get streaming parser status.



    


    
      
        streaming_take_elements(parser, max)

      


        Take up to max complete elements from the streaming parser.



    


    
      
        streaming_take_events(parser, max)

      


        Take up to max events from the streaming parser.



    


    
      
        streaming_take_saxy_events(parser, max, cdata_as_chars)

      


        Take events from streaming parser in Saxy-compatible format.



    


    
      
        xpath_query(doc, xpath)

      


        Execute an XPath query on a parsed document.



    


    
      
        xpath_query_raw(doc, xpath)

      


        Execute an XPath query returning XML strings for node sets (fast path).



    


    
      
        xpath_string_value(xml, xpath)

      


        Execute XPath and return string value of result.



    


    
      
        xpath_string_value_doc(doc, xpath)

      


        Execute XPath on document reference and return string value.



    


    
      
        xpath_text_list(doc, xpath)

      


        Execute XPath query returning text values for node sets (optimized fast path).



    


    
      
        xpath_with_subspecs(xml, parent_xpath, subspecs)

      


        Execute parent XPath and evaluate subspecs for each result node.



    





      


      
        Types


        


  
    
      
    
    
      document_ref()



        
          
        

    

  


  

      

          @opaque document_ref()


      


Opaque reference to a parsed XML document (structural index)

  



  
    
      
    
    
      parser_ref()



        
          
        

    

  


  

      

          @opaque parser_ref()


      


Opaque reference to a streaming parser

  



  
    
      
    
    
      xml_event()



        
          
        

    

  


  

      

          @type xml_event() ::
  {:start_element, binary(), [{binary(), binary()}]}
  | {:end_element, binary()}
  | {:empty_element, binary(), [{binary(), binary()}]}
  | {:text, binary()}
  | {:cdata, binary()}
  | {:comment, binary()}


      


XML event from parser

  


        

      

      
        Functions


        


  
    
      
    
    
      accumulator_feed(acc, chunk)



        
          
        

    

  


  

      

          @spec accumulator_feed(reference(), binary()) :: :ok


      


Feed a chunk of data to the document accumulator.

  



  
    
      
    
    
      accumulator_new()



        
          
        

    

  


  

      

          @spec accumulator_new() :: reference()


      


Create a new document accumulator for streaming SimpleForm parsing.
Returns an opaque accumulator reference.

  



  
    
      
    
    
      accumulator_to_simple_form(acc)



        
          
        

    

  


  

      

          @spec accumulator_to_simple_form(reference()) :: {:ok, tuple()} | {:error, binary()}


      


Validate, index, and convert accumulated data to SimpleForm.
Returns {:ok, tree} or {:error, reason}.

  



  
    
      
    
    
      get_root(doc)



        
          
        

    

  


  

      

          @spec get_root(document_ref()) :: term() | nil


      


Get the root element of a parsed document.
Returns the root element as a tuple:
{:element, name, attributes, children}
Examples
doc = RustyXML.Native.parse("<root attr="value"><child/></root>")
RustyXML.Native.get_root(doc)
#=> {:element, "root", [{"attr", "value"}], [...]}

  



  
    
      
    
    
      get_rust_memory()



        
          
        

    

  


  

      

          @spec get_rust_memory() :: non_neg_integer()


      


Get current Rust heap allocation in bytes.
Requires memory_tracking Cargo feature. Returns 0 otherwise.

  



  
    
      
    
    
      get_rust_memory_peak()



        
          
        

    

  


  

      

          @spec get_rust_memory_peak() :: non_neg_integer()


      


Get peak Rust heap allocation since last reset.

  



  
    
      
    
    
      parse(xml)



        
          
        

    

  


  

      

          @spec parse(binary()) :: document_ref()


      


Parse XML into a structural index document.
Runs on the dirty CPU scheduler since parse time scales with input size.
Returns an opaque document reference that can be used with xpath_query/2
and get_root/1. The document is cached and can be queried multiple times.
This is the primary parse function - uses ~4x input size memory.
Examples
doc = RustyXML.Native.parse("<root><item id="1"/></root>")
RustyXML.Native.xpath_query(doc, "//item")

  



  
    
      
    
    
      parse_and_xpath(xml, xpath)



        
          
        

    

  


  

      

          @spec parse_and_xpath(binary(), binary()) :: term()


      


Parse XML and execute an XPath query in one call.
Runs on the dirty CPU scheduler since it parses raw XML input.
More efficient than parse/1 + xpath_query/2 for single queries
since it doesn't create a persistent document reference.
Examples
RustyXML.Native.parse_and_xpath("<root><item/></root>", "//item")

  



  
    
      
    
    
      parse_and_xpath_text(xml, xpath)



        
          
        

    

  


  

      

          @spec parse_and_xpath_text(binary(), binary()) :: [binary()] | term()


      


Parse and immediately query, returning text values for node sets.
Optimized path for is_value: true — avoids building element tuples.

  



  
    
      
    
    
      parse_strict(xml)



        
          
        

    

  


  

      

          @spec parse_strict(binary()) :: {:ok, document_ref()} | {:error, binary()}


      


Parse XML in strict mode (returns {:ok, doc} or {:error, reason}).
Runs on the dirty CPU scheduler since parse time scales with input size.
Returns {:ok, document_ref} on success, or {:error, reason} if the
document is not well-formed per XML 1.0 specification.
Examples
{:ok, doc} = RustyXML.Native.parse_strict("<root>valid</root>")

{:error, reason} = RustyXML.Native.parse_strict("<1invalid/>")

  



  
    
      
    
    
      parse_to_simple_form(xml)



        
          
        

    

  


  

      

          @spec parse_to_simple_form(binary()) :: {:ok, tuple()} | {:error, binary()}


      


Parse XML directly into SimpleForm {name, attrs, children} tree.
Bypasses the SAX event pipeline — builds the tree in Rust from the
structural index, decoding entities as needed.
Returns {:ok, tree} or {:error, reason}.

  



  
    
      
    
    
      reset_rust_memory_stats()



        
          
        

    

  


  

      

          @spec reset_rust_memory_stats() :: {non_neg_integer(), non_neg_integer()}


      


Reset memory tracking statistics.
Returns {current_bytes, previous_peak_bytes}.

  



  
    
      
    
    
      sax_parse(xml)



        
          
        

    

  


  

      

          @spec sax_parse(binary()) :: [tuple()]


      


Parse XML and return SAX events.
Events are returned as tuples similar to Saxy's format.

  



  
    
      
    
    
      sax_parse_saxy(xml, cdata_as_chars)



        
          
        

    

  


  

      

          @spec sax_parse_saxy(binary(), boolean()) :: [tuple()]


      


Parse XML and return SAX events in Saxy-compatible format.
Events are emitted directly in Saxy format:
	{:start_element, {name, attrs}}
	{:end_element, name}
	{:characters, content}
	{:cdata, content}

Comments and PIs are skipped. Empty elements emit start+end.

  



  
    
      
    
    
      streaming_available_elements(parser)



        
          
        

    

  


  

      

          @spec streaming_available_elements(parser_ref()) ::
  non_neg_integer() | {:error, :mutex_poisoned}


      


Get number of available complete elements.

  



  
    
      
    
    
      streaming_feed(parser, chunk)



        
          
        

    

  


  

      

          @spec streaming_feed(parser_ref(), binary()) ::
  {non_neg_integer(), non_neg_integer()} | {:error, :mutex_poisoned}


      


Feed a chunk of XML data to the streaming parser.
Returns {available_events, buffer_size} on success, or
{:error, :mutex_poisoned} if the parser mutex is poisoned.

  



  
    
      
    
    
      streaming_feed_sax(parser, chunk, cdata_as_chars)



        
          
        

    

  


  

      

          @spec streaming_feed_sax(reference(), binary(), boolean()) :: binary()


      


Feed a chunk and return SAX events as a compact binary.
When the tail buffer is empty (common case), the NIF tokenizes the BEAM
binary in-place (zero copy) and writes events directly into an OwnedBinary
on the BEAM heap — no intermediate Rust Vec allocation. Only the
unprocessed tail (~100 bytes) is saved between calls.
Format: sequence of <<type::8, ...>> where type 1=start, 2=end, 3=chars, 4=cdata.

  



  
    
      
    
    
      streaming_finalize(parser)



        
          
        

    

  


  

      

          @spec streaming_finalize(parser_ref()) :: [xml_event()] | {:error, :mutex_poisoned}


      


Finalize the streaming parser and get remaining events.
Returns {:error, :mutex_poisoned} if the parser mutex is poisoned.

  



  
    
      
    
    
      streaming_finalize_sax(parser, cdata_as_chars)



        
          
        

    

  


  

      

          @spec streaming_finalize_sax(reference(), boolean()) :: binary()


      


Finalize the streaming SAX parser, processing any remaining bytes.
Returns final events as a compact binary (same format as streaming_feed_sax/3).

  



  
    
      
    
    
      streaming_new()



        
          
        

    

  


  

      

          @spec streaming_new() :: parser_ref()


      


Create a new streaming XML parser.
The streaming parser processes XML in chunks with bounded memory usage.
Examples
parser = RustyXML.Native.streaming_new()
RustyXML.Native.streaming_feed(parser, "<root>")
RustyXML.Native.streaming_feed(parser, "<item/></root>")
events = RustyXML.Native.streaming_take_events(parser, 100)

  



  
    
      
    
    
      streaming_new_with_filter(tag)



        
          
        

    

  


  

      

          @spec streaming_new_with_filter(binary()) :: parser_ref()


      


Create a streaming parser with a tag filter.
Only events for the specified tag name will be emitted.
Useful for extracting specific elements from large documents.
Examples
parser = RustyXML.Native.streaming_new_with_filter("item")
RustyXML.Native.streaming_feed(parser, "<root><item/><other/></root>")
# Only item events will be returned

  



  
    
      
    
    
      streaming_sax_new()



        
          
        

    

  


  

      

          @spec streaming_sax_new() :: reference()


      


Create a new streaming SAX parser.
Returns an opaque parser reference for use with streaming_feed_sax/3.

  



  
    
      
    
    
      streaming_status(parser)



        
          
        

    

  


  

      

          @spec streaming_status(parser_ref()) ::
  {non_neg_integer(), non_neg_integer(), boolean()} | {:error, :mutex_poisoned}


      


Get streaming parser status.
Returns {available_events, buffer_size, has_pending} on success, or
{:error, :mutex_poisoned} if the parser mutex is poisoned.

  



  
    
      
    
    
      streaming_take_elements(parser, max)



        
          
        

    

  


  

      

          @spec streaming_take_elements(parser_ref(), non_neg_integer()) ::
  [binary()] | {:error, :mutex_poisoned}


      


Take up to max complete elements from the streaming parser.
Returns a list of XML binaries for complete elements. This is faster than
using events because the element strings are built in Rust without needing
reconstruction in Elixir.

  



  
    
      
    
    
      streaming_take_events(parser, max)



        
          
        

    

  


  

      

          @spec streaming_take_events(parser_ref(), non_neg_integer()) ::
  [xml_event()] | {:error, :mutex_poisoned}


      


Take up to max events from the streaming parser.
Returns {:error, :mutex_poisoned} if the parser mutex is poisoned.

  



  
    
      
    
    
      streaming_take_saxy_events(parser, max, cdata_as_chars)



        
          
        

    

  


  

      

          @spec streaming_take_saxy_events(reference(), non_neg_integer(), boolean()) ::
  [tuple()] | {:error, :mutex_poisoned}


      


Take events from streaming parser in Saxy-compatible format.

  



  
    
      
    
    
      xpath_query(doc, xpath)



        
          
        

    

  


  

      

          @spec xpath_query(document_ref(), binary()) :: term()


      


Execute an XPath query on a parsed document.
Returns the result based on the XPath expression:
	Node-set queries return a list of element tuples
	String queries return a string
	Number queries return a float
	Boolean queries return true/false

Examples
doc = RustyXML.Native.parse("<root><item>text</item></root>")
RustyXML.Native.xpath_query(doc, "//item")
#=> [{:element, "item", [], ["text"]}]

  



  
    
      
    
    
      xpath_query_raw(doc, xpath)



        
          
        

    

  


  

      

          @spec xpath_query_raw(document_ref(), binary()) :: [binary()] | term()


      


Execute an XPath query returning XML strings for node sets (fast path).
Instead of building nested Elixir tuples for each element, this returns
the serialized XML string for each node. Much faster for queries returning
many elements.
Examples
doc = RustyXML.Native.parse("<root><item>text</item></root>")
RustyXML.Native.xpath_query_raw(doc, "//item")
#=> ["<item>text</item>"]

  



  
    
      
    
    
      xpath_string_value(xml, xpath)



        
          
        

    

  


  

      

          @spec xpath_string_value(binary(), binary()) :: binary()


      


Execute XPath and return string value of result.
Runs on the dirty CPU scheduler since it parses raw XML input.
For node-sets, returns text content of first node.
Examples
RustyXML.Native.xpath_string_value("<root>hello</root>", "//root/text()")
#=> "hello"

  



  
    
      
    
    
      xpath_string_value_doc(doc, xpath)



        
          
        

    

  


  

      

          @spec xpath_string_value_doc(document_ref(), binary()) :: binary()


      


Execute XPath on document reference and return string value.

  



  
    
      
    
    
      xpath_text_list(doc, xpath)



        
          
        

    

  


  

      

          @spec xpath_text_list(document_ref(), binary()) :: [binary()] | term()


      


Execute XPath query returning text values for node sets (optimized fast path).
Instead of building nested Elixir tuples for each element, returns the
concatenated text content of each node as a string. Much faster for the
common case where is_value: true (no e modifier).
For non-NodeSet results (numbers, strings, booleans), returns as-is.

  



  
    
      
    
    
      xpath_with_subspecs(xml, parent_xpath, subspecs)



        
          
        

    

  


  

      

          @spec xpath_with_subspecs(binary(), binary(), [{binary(), binary()}]) :: [map()]


      


Execute parent XPath and evaluate subspecs for each result node.
Runs on the dirty CPU scheduler since it parses raw XML input.
Returns a list of maps with each subspec evaluated relative to the parent nodes.
Examples
xml = "<items><item><id>1</id><name>A</name></item></items>"
RustyXML.Native.xpath_with_subspecs(xml, "//item", [{"id", "./id/text()"}, {"name", "./name/text()"}])
#=> [%{id: "1", name: "A"}]

  


        

      


  

    
RustyXML.ParseError exception
    



      
Exception raised when XML parsing fails.

      




  

    
RustyXML.XPathError exception
    



      
Exception raised when XPath evaluation fails.
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