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Sagents 
    



      
Sagents provides hierarchical agent capabilities with composable middleware.
Sagents extends LangChain with powerful features:
	Middleware System: Composable components for agent capabilities
	TODO Management: Task planning and progress tracking
	Virtual Filesystem: File operations for agent workflows
	Task Delegation: Hierarchical sub-agents for complex tasks
	Context Management: Automatic summarization and optimization
	Observability: Custom telemetry and tracing via middleware callbacks (see Observability Guide)

Quick Start
alias Sagents
alias LangChain.ChatModels.ChatAnthropic

# Create an agent
{:ok, agent} = Sagents.new(
  model: ChatAnthropic.new!(%{model: "claude-sonnet-4-6"}),
  system_prompt: "You are a helpful assistant."
)

# Execute with messages
{:ok, result} = Sagents.execute(agent, [
  %{role: "user", content: "Hello!"}
])
Middleware Composition
Sagents uses a middleware pattern for extensibility:
# Use default middleware (TODO, Filesystem, SubAgent, etc.)
{:ok, agent} = Sagents.new(
  model: model,
  middleware: [MyCustomMiddleware]
)

# Customize default middleware
{:ok, agent} = Sagents.new(
  model: model,
  filesystem_opts: [long_term_memory: true]
)

# Provide complete middleware stack
{:ok, agent} = Sagents.new(
  model: model,
  replace_default_middleware: true,
  middleware: [MyMiddleware1, MyMiddleware2]
)
Creating Custom Middleware
defmodule MyMiddleware do
  @behaviour Sagents.Middleware

  @impl true
  def init(opts) do
    {:ok, %{enabled: Keyword.get(opts, :enabled, true)}}
  end

  @impl true
  def system_prompt(_config) do
    "Custom instructions for the agent."
  end

  @impl true
  def tools(_config) do
    [my_custom_tool()]
  end

  @impl true
  def before_model(state, _config) do
    # Preprocess state before LLM
    {:ok, state}
  end

  @impl true
  def after_model(state, _config) do
    # Postprocess after LLM response
    {:ok, state}
  end
end
State Management
Agent state flows through middleware and execution:
state = State.new!(%{
  messages: [%{role: "user", content: "Hello"}],
  files: %{"/notes.txt" => "content"},
  metadata: %{session_id: "123"}
})

{:ok, result_state} = Sagents.execute(agent, state)
See Sagents.State for state management functions.

      


      
        Summary


  
    Functions
  


    
      
        execute(agent, state)

      


        Execute an agent with the given state.



    


    
      
        execute_async(agent, state_or_messages)

      


        Execute an agent asynchronously.



    


    
      
        new(opts \\ [])

      


        Create a new Agent with default middleware stack.



    


    
      
        new!(opts \\ [])

      


        Create a new Agent, raising on error.



    





      


      
        Functions


        


  
    
      
    
    
      execute(agent, state)



    

  


  

Execute an agent with the given state.
Examples
# Execute with State struct
state = State.new!(%{messages: [%{role: "user", content: "Hello"}]})
{:ok, result_state} = Sagents.execute(agent, state)

# Execute with message list (convenience)
{:ok, result_state} = Sagents.execute(agent, [
  %{role: "user", content: "Hello"}
])

  



  
    
      
    
    
      execute_async(agent, state_or_messages)



    

  


  

Execute an agent asynchronously.
Returns a Task that can be awaited.
Examples
task = Sagents.execute_async(agent, messages)
{:ok, result_state} = Task.await(task)

  



    

  
    
      
    
    
      new(opts \\ [])



    

  


  

Create a new Agent with default middleware stack.
This is a convenience function that delegates to Sagents.Agent.new/1 with
sensible defaults for common use cases.
Options
All options from Sagents.Agent.new/1 are supported. Common options:
	:model - LangChain ChatModel struct (required)
	:system_prompt - Base system instructions
	:tools - Additional tools beyond middleware
	:middleware - Extra middleware (appended to defaults)
	:replace_default_middleware - Use only provided middleware (default: false)
	:name - Agent name for identification

Examples
# Basic agent
{:ok, agent} = Sagents.new(
  model: ChatAnthropic.new!(%{model: "claude-sonnet-4-6"}),
  system_prompt: "You are helpful."
)

# With custom tools
{:ok, agent} = Sagents.new(
  model: model,
  tools: [calculator_tool, search_tool]
)

# With custom middleware
{:ok, agent} = Sagents.new(
  model: model,
  middleware: [LoggingMiddleware, MetricsMiddleware]
)

  



    

  
    
      
    
    
      new!(opts \\ [])



    

  


  

Create a new Agent, raising on error.
See new/1 for options.

  


        

      


  

    
Sagents.AgentPersistence behaviour
    



      
Behaviour for persisting agent state snapshots.
Implement this behaviour in your application to enable automatic
state persistence at key lifecycle points. If no persistence module
is configured, AgentServer operates entirely in-memory.
Lifecycle Contexts
The context parameter indicates why persistence was triggered:
	Context	When	Notes
	:on_completion	Agent execution completes successfully (status → :idle)	Most common persistence point
	:on_error	Agent execution fails (status → :error)	Preserves state up to the error
	:on_interrupt	Execution paused for HITL approval (status → :interrupted)	Preserves interrupt context
	:on_title_generated	Conversation title auto-generated	State includes updated metadata
	:on_shutdown	Agent process terminating (inactivity timeout, node shutdown)	Best-effort — DB may also be shutting down

Configuration
Per-agent via AgentServer start options (passed through AgentSupervisor):
supervisor_config = [
  agent_id: agent_id,
  agent_persistence: MyApp.AgentPersistence,
  # ... other config
]
No configuration = no persistence. AgentServer works fine without it.

      


      
        Summary


  
    Types
  


    
      
        context()

      


    





  
    Callbacks
  


    
      
        load_state(agent_id)

      


        Called to load a previously persisted state when starting an agent.



    


    
      
        persist_state(agent_id, state_data, context)

      


        Called when the agent should persist its current state.



    





      


      
        Types


        


  
    
      
    
    
      context()



    

  


  

      

          @type context() ::
  :on_completion
  | :on_error
  | :on_interrupt
  | :on_title_generated
  | :on_shutdown


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      load_state(agent_id)



    

  


  

      

          @callback load_state(agent_id :: String.t()) ::
  {:ok, map()} | {:error, :not_found | term()}


      


Called to load a previously persisted state when starting an agent.
Returns the serialized state map, or {:error, :not_found} if no
saved state exists (normal for first-time agents).

  



  
    
      
    
    
      persist_state(agent_id, state_data, context)



    

  


  

      

          @callback persist_state(agent_id :: String.t(), state_data :: map(), context :: context()) ::
  :ok | {:error, term()}


      


Called when the agent should persist its current state.
agent_id is the agent's identifier.
state_data is the serialized state map (string keys, JSON-compatible)
  as returned by StateSerializer.serialize_server_state/2.
context indicates why persistence was triggered.
Return :ok on success. Errors are logged but do not affect agent operation.

  


        

      


  

    
Sagents.DisplayMessagePersistence behaviour
    



      
Behaviour for persisting display messages (user-facing message representations).
Display messages are the UI-friendly representations of conversation turns:
text messages, tool call cards, thinking blocks, error notifications, etc.
They are separate from the agent's internal state and optimized for rendering.
When callbacks are invoked
All callbacks are invoked from within the AgentServer process, ensuring
exactly-once semantics regardless of how many LiveViews are connected.
Message saving
save_message/2 is called when a new LangChain Message is processed.
A single Message can produce multiple display messages (e.g., text + tool_calls).
The implementation should return the saved records so AgentServer can
broadcast {:display_message_saved, msg} events to connected LiveViews.
Tool execution lifecycle
Tool execution status updates reflect the lifecycle of tool calls:
	Tool call identified → message saved with status "pending" (via save_message/2)
	Tool execution starts → update_tool_status/2 with status :executing
	Tool execution ends → update_tool_status/2 with status :completed or :failed

Configuration
Per-agent via AgentServer start options:
supervisor_config = [
  agent_id: agent_id,
  conversation_id: conversation_id,
  display_message_persistence: MyApp.DisplayMessagePersistence,
  # ... other config
]
If not configured, no display messages are persisted. The agent still
broadcasts PubSub events for real-time streaming — LiveViews can render
messages from events alone without persistence.

      


      
        Summary


  
    Types
  


    
      
        tool_status()

      


    





  
    Callbacks
  


    
      
        resolve_tool_result(tool_call_id, result_content)

      


        Resolve an interrupted tool result display message with actual result content.



    


    
      
        save_message(conversation_id, message)

      


        Save a LangChain Message as one or more display messages.



    


    
      
        update_tool_status(status, tool_info)

      


        Update the status of a persisted tool call display message.



    





      


      
        Types


        


  
    
      
    
    
      tool_status()



    

  


  

      

          @type tool_status() :: :executing | :completed | :failed | :interrupted


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      resolve_tool_result(tool_call_id, result_content)


        (optional)


    

  


  

      

          @callback resolve_tool_result(tool_call_id :: String.t(), result_content :: String.t()) ::
  {:ok, term()} | {:error, :not_found | term()}


      


Resolve an interrupted tool result display message with actual result content.
Called after a sub-agent resumes and completes. Updates the persisted tool result
display message to clear the interrupt flag and replace placeholder content with
the actual result.
Optional callback — implementations that don't need this can skip it.
Parameters
	tool_call_id — The tool call ID matching the interrupted tool result
	result_content — The actual result content string

Returns
	{:ok, updated_message} — Updated record, broadcast to LiveViews
	{:error, :not_found} — No matching interrupted tool result exists


  



  
    
      
    
    
      save_message(conversation_id, message)



    

  


  

      

          @callback save_message(conversation_id :: String.t(), message :: LangChain.Message.t()) ::
  {:ok, list()} | {:error, term()}


      


Save a LangChain Message as one or more display messages.
A single LangChain.Message may produce multiple display messages
(e.g., an assistant message with text content + tool calls produces
a text display message and one or more tool_call display messages).
The implementation should:
	Convert the Message into display message records
	Persist them to the database
	Return the list of saved records

AgentServer broadcasts {:display_message_saved, msg} for each
returned record, so connected LiveViews can update their UI.
Parameters
	conversation_id — Identifier for the conversation
	message — The LangChain.Message struct to persist

Returns
	{:ok, [saved_messages]} — List of persisted display message records
	{:error, reason} — Persistence failed (logged, does not affect agent)


  



  
    
      
    
    
      update_tool_status(status, tool_info)



    

  


  

      

          @callback update_tool_status(status :: tool_status(), tool_info :: map()) ::
  {:ok, term()} | {:error, :not_found | term()}


      


Update the status of a persisted tool call display message.
Called at each stage of the tool execution lifecycle. The tool_info
map contains the tool call identifier and any status-specific metadata.
Parameters
	status — The new status: :executing, :completed, :failed, or :interrupted

	tool_info — Map with at minimum :call_id, plus status-specific fields:
	Status	Fields
	:executing	%{call_id: "...", name: "...", display_text: "..."}
	:completed	%{call_id: "...", name: "...", result: "..."}
	:failed	%{call_id: "...", name: "...", error: "..."}
	:interrupted	%{call_id: "...", display_text: "..."}



Returns
	{:ok, updated_message} — Updated record, broadcast to LiveViews as {:display_message_updated, msg}
	{:error, :not_found} — No matching tool call exists (normal if persistence wasn't configured when call was saved)


  


        

      


  

    
Sagents.Horde.AgentsSupervisorImpl 
    



      
Module-based Horde.DynamicSupervisor for agent processes.
This enables dynamic configuration of Horde cluster membership
and distribution strategy via application config.

      


      
        Summary


  
    Functions
  


    
      
        child_spec(arg)

      


        Returns a specification to start this module under a supervisor.
See Supervisor.



    


    
      
        start_link(init_arg)

      


    





      


      
        Functions


        


  
    
      
    
    
      child_spec(arg)



    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      start_link(init_arg)



    

  


  


  


        

      


  

    
Sagents.Horde.ClusterConfig 
    



      
Configuration helpers for Horde clustering.
Configuration Examples
Auto-discovery (all nodes in cluster)
config :sagents, :horde,
  members: :auto
Static member list
config :sagents, :horde,
  members: [
    {Sagents.Horde.AgentsSupervisorImpl, :node1@host},
    {Sagents.Horde.AgentsSupervisorImpl, :node2@host}
  ]
Dynamic via MFA tuple
config :sagents, :horde,
  members: {MyApp.HordeConfig, :get_members, []}
Regional clustering (Fly.io example)
# In config/runtime.exs
region = System.get_env("FLY_REGION") || "default"

config :sagents, :horde,
  members: {Sagents.Horde.ClusterConfig, :regional_members, [region]}

      


      
        Summary


  
    Functions
  


    
      
        auto_members(module_name)

      


        Returns members for auto-discovery mode.



    


    
      
        regional_members(module_name, region)

      


        Returns members for regional clustering.



    


    
      
        resolve_members(module_name)

      


        Resolve cluster members for a given module name.



    


    
      
        validate!()

      


        Validates Horde configuration at startup.



    





      


      
        Functions


        


  
    
      
    
    
      auto_members(module_name)



    

  


  

Returns members for auto-discovery mode.
Includes all connected nodes plus the current node.

  



  
    
      
    
    
      regional_members(module_name, region)



    

  


  

Returns members for regional clustering.
Only includes nodes with matching region metadata.
Useful for Fly.io deployments where you want agents to stay
within a geographic region.
Examples
# In config/runtime.exs
region = System.get_env("FLY_REGION") || "default"

config :sagents, :horde,
  members: {Sagents.Horde.ClusterConfig, :regional_members, [region]}

  



  
    
      
    
    
      resolve_members(module_name)



    

  


  

Resolve cluster members for a given module name.
Reads the :members config from :sagents, :horde and resolves it
to a list of {module, node} tuples suitable for Horde.

  



  
    
      
    
    
      validate!()



    

  


  

Validates Horde configuration at startup.
Raises if configuration is invalid.

  


        

      


  

    
Sagents.Horde.FileSystemSupervisorImpl 
    



      
Module-based Horde.DynamicSupervisor for filesystem processes.
This enables dynamic configuration of Horde cluster membership
and distribution strategy via application config.

      


      
        Summary


  
    Functions
  


    
      
        child_spec(arg)

      


        Returns a specification to start this module under a supervisor.
See Supervisor.



    


    
      
        start_link(init_arg)

      


    





      


      
        Functions


        


  
    
      
    
    
      child_spec(arg)



    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      start_link(init_arg)



    

  


  


  


        

      


  

    
Sagents.Horde.RegistryImpl 
    



      
Module-based Horde.Registry for dynamic configuration.
Enables runtime configuration of cluster membership and other
Horde.Registry options via application config.

      


      
        Summary


  
    Functions
  


    
      
        child_spec(arg)

      


        Returns a specification to start this module under a supervisor.
See Supervisor.



    


    
      
        start_link(init_arg)

      


    





      


      
        Functions


        


  
    
      
    
    
      child_spec(arg)



    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      start_link(init_arg)



    

  


  


  


        

      


  

    
Sagents.MessagePreprocessor behaviour
    



      
Behaviour for transforming user-submitted messages into separate display and LLM representations.
When a user sends a message, the system may need to produce two different versions:
	Display message — The user-facing representation persisted for UI rendering.
For example, @ProjectBrief might render as a styled link/chip.

	LLM message — The message added to the model's conversation history.
For example, @ProjectBrief might be expanded to include the full document content
so the model can reason over it.


When this runs
Called inside AgentServer.handle_call({:add_message, ...}) before the message
is added to state or persisted as a display message. Only called for messages submitted
via AgentServer.add_message/2 — NOT for messages generated during LLM execution
(assistant responses, tool results).
Content representation
Both the display message and the LLM message are regular LangChain.Message structs.
The behaviour only constrains the return shape — not what's inside the messages.
Implementations are free to use whatever content representation makes sense:
	Plain text with HTML snippets for display rendering
	XML-tagged metadata for structured LLM context
	Structured content maps for richer UI rendering

Configuration
Per-agent via AgentServer/AgentSupervisor start options:
AgentSupervisor.start_link(
  agent: agent,
  conversation_id: conversation_id,
  message_preprocessor: MyApp.MentionPreprocessor,
  # ...
)
If not configured, messages flow through unchanged to both paths.

      


      
        Summary


  
    Callbacks
  


    
      
        preprocess(message, context)

      


        Transform a user-submitted message into separate display and LLM representations.



    





      


      
        Callbacks


        


  
    
      
    
    
      preprocess(message, context)



    

  


  

      

          @callback preprocess(message :: LangChain.Message.t(), context :: map()) ::
  {:ok, display_message :: LangChain.Message.t(),
   llm_message :: LangChain.Message.t()}
  | {:error, term()}


      


Transform a user-submitted message into separate display and LLM representations.
Context
The context map provides:
	:agent_id — The agent identifier string
	:conversation_id — The conversation identifier (may be nil)
	:tool_context — The caller-supplied context map from the Agent struct.
Contains :current_scope (the Phoenix Scope with the current user),
injected by the Coordinator at session start. Use this to scope document
lookups, permission checks, etc.
	:state — The current Sagents.State (messages, metadata). Useful for
context-aware preprocessing (e.g., referencing prior messages).

Returns
	{:ok, display_message, llm_message} — Use different messages for each path.
For passthrough, return the same message for both.
	{:error, reason} — Reject the message. AgentServer replies with {:error, reason}.


  


        

      


  

    
Sagents.Mode.Steps 
    



      
Sagents-specific pipeline steps for custom execution modes.
These steps handle concerns that belong at the agent layer, not the
LLMChain layer: HITL interrupts and state propagation from tool results.

      


      
        Summary


  
    Functions
  


    
      
        check_pre_tool_hitl(terminal, opts)

      


        Check if the LLM response contains tool calls that need human approval.



    


    
      
        continue_or_done_safe(terminal, run_fn, opts)

      


        Decide whether to loop or return, with until_tool contract enforcement.



    


    
      
        propagate_state(terminal, opts)

      


        Propagate state updates from tool results into the chain's custom_context.



    





      


      
        Functions


        


  
    
      
    
    
      check_pre_tool_hitl(terminal, opts)



    

  


  

Check if the LLM response contains tool calls that need human approval.
Reads middleware list from opts :middleware. Inspects chain.exchanged_messages
for tool calls that match the HITL policy.
Returns {:interrupt, chain, interrupt_data} if approval is needed.

  



  
    
      
    
    
      continue_or_done_safe(terminal, run_fn, opts)



    

  


  

Decide whether to loop or return, with until_tool contract enforcement.
This is a safer variant of LangChain's continue_or_done/3 that adds
enforcement of the "until_tool" contract: if the LLM stops (needs_response
becomes false) without ever calling the target tool, it returns an error
instead of {:ok, chain}.
If the target tool WAS called, check_until_tool/2 would have already
converted the pipeline to {:ok, chain, tool_result}, which passes
through here as a terminal.
When until_tool_active is false or absent in opts
	{:continue, chain} with needs_response: true -> calls run_fn.(chain, opts) (loop)
	{:continue, chain} with needs_response: false -> {:ok, chain} (normal completion)
	Any terminal tuple -> pass through unchanged

When until_tool_active is true in opts
	{:continue, chain} with needs_response: true -> calls run_fn.(chain, opts) (loop)
	{:continue, chain} with needs_response: false -> {:error, chain, %LangChainError{...}}
	Any terminal tuple -> pass through unchanged


  



  
    
      
    
    
      propagate_state(terminal, opts)



    

  


  

Propagate state updates from tool results into the chain's custom_context.
After tool execution, tools may have returned State structs as
processed_content. This step extracts those deltas and merges them
into custom_context.state.

  


        

      


  

    
Sagents.Modes.AgentExecution 
    



      
Standard sagents execution mode.
Replaces the separate execute_chain_with_state_updates and
execute_chain_with_hitl loops with a single composable pipeline.
Pipeline
	Call the LLM
	Check for HITL interrupts (if HumanInTheLoop middleware present)
	Execute tools
	Propagate state updates from tool results
	Check if target tool was called (if until_tool is set)
	Loop if needs_response is true, or error if until_tool contract violated

Options
	:middleware — Agent's middleware list (for HITL checking)
	:should_pause? — Zero-arity function for infrastructure pause
	:max_runs — Maximum LLM calls (default: 50)
	:until_tool — Tool name (string) or list of tool names. When set, the
mode will return {:ok, chain, tool_result} when the target tool is called,
or {:error, chain, %LangChainError{}} if the LLM stops without calling it.


      




  

    
Sagents.ProcessRegistry 
    



      
Abstraction over process registry implementations.
Supports two backends:
	:local — Elixir's built-in Registry (single-node, zero extra deps)
	:horde — Horde.Registry (distributed, requires the :horde dependency)

Configuration
# config/config.exs (or runtime.exs)

# Single-node (default — no config needed)
config :sagents, :distribution, :local

# Distributed cluster
config :sagents, :distribution, :horde
When :horde is selected, Horde.Registry is started with members: :auto
so it automatically discovers other nodes in the Erlang cluster.

      


      
        Summary


  
    Functions
  


    
      
        child_spec(opts)

      


        Returns the child spec for the configured registry backend.



    


    
      
        count()

      


        Returns the count of all registered entries.



    


    
      
        keys(pid)

      


        Returns the keys for the given process pid.



    


    
      
        lookup(key)

      


        Look up a process by key.



    


    
      
        registry_module()

      


        Returns the registry module (Registry or Horde.Registry).



    


    
      
        registry_name()

      


        Returns the registry name atom (Sagents.Registry).



    


    
      
        select(match_spec)

      


        Select processes matching a match specification.



    


    
      
        via_tuple(key)

      


        Returns a :via tuple for registering or looking up a process by key.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(opts)



    

  


  

Returns the child spec for the configured registry backend.
Used in Sagents.Application supervision tree.

  



  
    
      
    
    
      count()



    

  


  

Returns the count of all registered entries.

  



  
    
      
    
    
      keys(pid)



    

  


  

Returns the keys for the given process pid.
Examples
Sagents.ProcessRegistry.keys(pid)
# => [{:agent_supervisor, "agent-123"}]

  



  
    
      
    
    
      lookup(key)



    

  


  

Look up a process by key.
Returns [{pid, value}] if found, [] otherwise.
Examples
[{pid, _}] = Sagents.ProcessRegistry.lookup({:agent_server, "agent-123"})

  



  
    
      
    
    
      registry_module()



    

  


  

Returns the registry module (Registry or Horde.Registry).

  



  
    
      
    
    
      registry_name()



    

  


  

Returns the registry name atom (Sagents.Registry).

  



  
    
      
    
    
      select(match_spec)



    

  


  

Select processes matching a match specification.
The match spec format is the same as Registry.select/2.
Examples
Sagents.ProcessRegistry.select([
  {{{:agent_server, :"$1"}, :_, :_}, [], [:"$1"]}
])

  



  
    
      
    
    
      via_tuple(key)



    

  


  

Returns a :via tuple for registering or looking up a process by key.
Examples
Sagents.ProcessRegistry.via_tuple({:agent_server, "agent-123"})
# => {:via, Registry, {Sagents.Registry, {:agent_server, "agent-123"}}}
#    or
# => {:via, Horde.Registry, {Sagents.Registry, {:agent_server, "agent-123"}}}

  


        

      


  

    
Sagents.ProcessSupervisor 
    



      
Abstraction over dynamic supervisor implementations.
Supports two backends:
	:local — Elixir's DynamicSupervisor (single-node)
	:horde — Horde.DynamicSupervisor (distributed cluster)

Configuration
# Single-node (default — no config needed)
config :sagents, :distribution, :local

# Distributed cluster
config :sagents, :distribution, :horde

# Horde options (optional)
config :sagents, :horde,
  members: :auto,
  distribution_strategy: Horde.UniformDistribution

      


      
        Summary


  
    Functions
  


    
      
        agents_supervisor_child_spec(opts \\ [])

      


        Returns the child spec for the agents dynamic supervisor.



    


    
      
        count_children(supervisor_name)

      


        Count children of the specified supervisor.



    


    
      
        distribution_type()

      


        Returns the configured distribution type (:local or :horde).



    


    
      
        filesystem_supervisor_child_spec(opts \\ [])

      


        Returns the child spec for the filesystem dynamic supervisor.



    


    
      
        start_child(supervisor_name, child_spec)

      


        Start a child process under the specified supervisor.



    


    
      
        supervisor_module()

      


        Returns the supervisor module (DynamicSupervisor or Horde.DynamicSupervisor).



    


    
      
        terminate_child(supervisor_name, pid)

      


        Terminate a child process.



    


    
      
        which_children(supervisor_name)

      


        List all children of the specified supervisor.



    





      


      
        Functions


        


    

  
    
      
    
    
      agents_supervisor_child_spec(opts \\ [])



    

  


  

Returns the child spec for the agents dynamic supervisor.
Used in Sagents.Application supervision tree.

  



  
    
      
    
    
      count_children(supervisor_name)



    

  


  

Count children of the specified supervisor.

  



  
    
      
    
    
      distribution_type()



    

  


  

Returns the configured distribution type (:local or :horde).

  



    

  
    
      
    
    
      filesystem_supervisor_child_spec(opts \\ [])



    

  


  

Returns the child spec for the filesystem dynamic supervisor.
Used in Sagents.Application supervision tree.

  



  
    
      
    
    
      start_child(supervisor_name, child_spec)



    

  


  

Start a child process under the specified supervisor.

  



  
    
      
    
    
      supervisor_module()



    

  


  

Returns the supervisor module (DynamicSupervisor or Horde.DynamicSupervisor).

  



  
    
      
    
    
      terminate_child(supervisor_name, pid)



    

  


  

Terminate a child process.

  



  
    
      
    
    
      which_children(supervisor_name)



    

  


  

List all children of the specified supervisor.

  


        

      


  

    
Sagents.SubAgent.Compiled 
    



      
Pre-compiled SubAgent with an existing Agent instance.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(attrs)

      


    


    
      
        new!(attrs)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



    

  


  

      

          @type t() :: %Sagents.SubAgent.Compiled{
  agent: Sagents.Agent.t(),
  description: String.t(),
  extract_result: (Sagents.State.t() -> any()) | nil,
  initial_messages: [LangChain.Message.t()],
  name: String.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(attrs)



    

  


  


  



  
    
      
    
    
      new!(attrs)



    

  


  


  


        

      


  

    
Sagents.SubAgent.Config 
    



      
Configuration for dynamically-created SubAgents.
Defines all parameters needed to instantiate a SubAgent at runtime.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(attrs)

      


    


    
      
        new!(attrs)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



    

  


  

      

          @type t() :: %Sagents.SubAgent.Config{
  description: String.t(),
  interrupt_on: map() | nil,
  middleware: list(),
  model: term() | nil,
  name: String.t(),
  system_prompt: String.t(),
  tools: [LangChain.Function.t()],
  until_tool: String.t() | [String.t()] | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(attrs)



    

  


  


  



  
    
      
    
    
      new!(attrs)



    

  


  


  


        

      


  

    
Sagents.Supervisor 
    



      
Top-level supervisor for Sagents infrastructure.
Starts the process registry, agent dynamic supervisor, and filesystem dynamic
supervisor as children under a single supervisor.
Why use this in your application?
OTP shuts down supervision tree children in reverse start order. By adding
Sagents.Supervisor to your application's supervision tree after your
Repo and PubSub, you ensure that agent processes terminate before Repo and
PubSub shut down. This allows agents to persist state and broadcast shutdown
events during terminate/2.
Usage
Add Sagents.Supervisor to your application's supervision tree after your
Repo, PubSub, and Presence:
# lib/my_app/application.ex
def start(_type, _args) do
  children = [
    MyApp.Repo,
    {Phoenix.PubSub, name: MyApp.PubSub},
    MyAppWeb.Presence,
    Sagents.Supervisor,
    MyAppWeb.Endpoint
  ]

  opts = [strategy: :one_for_one, name: MyApp.Supervisor]
  Supervisor.start_link(children, opts)
end
What it starts
	Sagents.ProcessRegistry — Process registry (local Registry or
Horde.Registry)
	Agents dynamic supervisor — For managing AgentSupervisor instances
	Filesystem dynamic supervisor — For managing FileSystemServer instances

The backend (local vs Horde) is determined by application config:
# Single-node (default — no config needed)
config :sagents, :distribution, :local

# Distributed cluster
config :sagents, :distribution, :horde

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        start_link(opts \\ [])

      


    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



    

  
    
      
    
    
      start_link(opts \\ [])



    

  


  


  


        

      


  

    
Sagents.Agent 
    



      
Main entry point for creating Agents.
A Agent is an AI agent with composable middleware that provides
capabilities like TODO management, filesystem operations, and task delegation.
Basic Usage
# Create agent with default middleware
{:ok, agent} = Agent.new(%{
  agent_id: "my-agent-1",
  model: ChatAnthropic.new!(%{model: "claude-sonnet-4-6"}),
  base_system_prompt: "You are a helpful assistant."
})

# Execute with messages
state = State.new!(%{messages: [%{role: "user", content: "Hello!"}]})
{:ok, result_state} = Agent.execute(agent, state)
Middleware Composition
# Append custom middleware to defaults
{:ok, agent} = Agent.new(%{
  middleware: [MyCustomMiddleware]
})

# Customize default middleware
{:ok, agent} = Agent.new(%{
  filesystem_opts: [long_term_memory: true]
})

# Provide complete middleware stack
{:ok, agent} = Agent.new(%{
  replace_default_middleware: true,
  middleware: [{MyMiddleware, []}]
})

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        build_default_middleware(model, agent_id, opts \\ [])

      


        Build the default middleware stack.



    


    
      
        execute(agent, state, opts \\ [])

      


        Execute the agent with the given state.



    


    
      
        new(attrs \\ %{}, opts \\ [])

      


        Create a new Agent.



    


    
      
        new!(attrs \\ %{}, opts \\ [])

      


        Create a new Agent, raising on error.



    


    
      
        resume(agent, state, decisions, opts \\ [])

      


        Resume agent execution after a human-in-the-loop interrupt.



    





      


      
        Types


        


  
    
      
    
    
      t()



    

  


  

      

          @type t() :: %Sagents.Agent{
  agent_id: term(),
  assembled_system_prompt: term(),
  async_tool_timeout: term(),
  base_system_prompt: term(),
  before_fallback: term(),
  fallback_models: term(),
  filesystem_scope: term(),
  middleware: term(),
  mode: term(),
  model: term(),
  name: term(),
  tool_context: term(),
  tools: term()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      build_default_middleware(model, agent_id, opts \\ [])



    

  


  

Build the default middleware stack.
This is a utility function that can be used to build the default middleware
stack with custom options. Useful when you want to customize middleware
configuration or when building subagents.
Parameters
	model - The LangChain ChatModel struct
	agent_id - The agent's unique identifier
	opts - Keyword list of middleware options

Options
	:todo_opts - Options for TodoList middleware
	:filesystem_opts - Options for Filesystem middleware
	:summarization_opts - Options for Summarization middleware
	:subagent_opts - Options for SubAgent middleware
	:interrupt_on - Map of tool names to interrupt configuration

Examples
middleware = Agent.build_default_middleware(
  model,
  "agent-123",
  filesystem_opts: [long_term_memory: true],
  interrupt_on: %{"write_file" => true}
)

  



    

  
    
      
    
    
      execute(agent, state, opts \\ [])



    

  


  

Execute the agent with the given state.
Applies middleware hooks in order:
	before_model hooks (in order)
	LLM execution
	after_model hooks (in reverse order)

Options
	:callbacks - A list of callback handler maps. Each map may contain
LangChain callback keys (see LangChain.Chains.ChainCallbacks) and/or
the Sagents-specific :on_after_middleware key. All maps are added to
the LLMChain, and matching handlers fire in fan-out (all maps checked).
LangChain callback keys (e.g., :on_llm_token_usage, :on_message_processed)
are fired by LLMChain.run/2 during execution. The :on_after_middleware
key is fired by the agent directly after before_model hooks complete,
before the LLM call — it receives the prepared state as its single argument.
When running via AgentServer, callbacks are built automatically:
PubSub callbacks (for broadcasting events) are combined with middleware
callbacks (from Middleware.collect_callbacks/1) into this list.


Returns
	{:ok, state} - Normal completion
	{:interrupt, state, interrupt_data} - Execution paused for human approval
	{:error, reason} - Execution failed

Examples
state = State.new!(%{messages: [%{role: "user", content: "Hello"}]})

case Agent.execute(agent, state) do
  {:ok, final_state} ->
    # Normal completion
    handle_response(final_state)

  {:interrupt, interrupted_state, interrupt_data} ->
    # Human approval needed
    decisions = get_human_decisions(interrupt_data)
    {:ok, final_state} = Agent.resume(agent, interrupted_state, decisions)
    handle_response(final_state)

  {:error, err} ->
    # Handle error
    Logger.error("Agent execution failed: #{inspect(err)}")
end

# With custom callbacks
callbacks = [
  %{
    on_llm_token_usage: fn _chain, usage ->
      IO.inspect(usage, label: "tokens")
    end
  }
]

Agent.execute(agent, state, callbacks: callbacks)

  



    

    

  
    
      
    
    
      new(attrs \\ %{}, opts \\ [])



    

  


  

Create a new Agent.
Attributes
	:agent_id - Unique identifier for the agent (optional, auto-generated if not provided)
	:model - LangChain ChatModel struct (required)
	:base_system_prompt - Base system instructions
	:tools - Additional tools beyond middleware (default: [])
	:middleware - List of middleware modules/configs (default: [])
	:name - Agent name for identification (default: nil)
	:filesystem_scope - Optional scope key for referencing an independently-running filesystem (e.g., {:user, 123}, {:project, 456})
	:tool_context - Map of caller-supplied data merged into LLMChain.custom_context
so every tool function receives it as part of its second argument. Internal keys
(:state, :parent_middleware, :parent_tools) always take precedence on collision.
(default: %{})
	:async_tool_timeout - Timeout for parallel tool execution. Integer (milliseconds) or
:infinity. Overrides application-level config. See LLMChain module docs for details.
(default: uses application config or :infinity)
	:fallback_models - List of ChatModel structs to try if primary model fails (default: [])
	:before_fallback - Optional function to modify chain before each attempt (default: nil).
Signature: fn chain -> modified_chain end.
Useful for provider-specific system prompts or modifications

Options
	:replace_default_middleware - If true, use only provided middleware (default: false)
	:todo_opts - Options for TodoList middleware
	:filesystem_opts - Options for Filesystem middleware
	:summarization_opts - Options for Summarization middleware (e.g., [max_tokens_before_summary: 150_000, messages_to_keep: 8])
	:subagent_opts - Options for SubAgent middleware
	:interrupt_on - Map of tool names to interrupt configuration (default: nil)

Human-in-the-loop configuration
The :interrupt_on option enables human oversight for specific tools:
# Simple boolean configuration
interrupt_on: %{
  "write_file" => true,    # Require approval
  "delete_file" => true,
  "read_file" => false     # No approval needed
}

# Advanced configuration
interrupt_on: %{
  "write_file" => %{
    allowed_decisions: [:approve, :edit, :reject]
  }
}
Examples
# Basic agent
{:ok, agent} = Agent.new(%{
  agent_id: "basic-agent",
  model: ChatAnthropic.new!(%{model: "claude-sonnet-4-6"}),
  base_system_prompt: "You are helpful."
})

# With custom tools
{:ok, agent} = Agent.new(%{
  agent_id: "tool-agent",
  model: model,
  tools: [write_file_tool, search_tool]
})

# With human-in-the-loop for file operations
{:ok, agent} = Agent.new(
  %{
    agent_id: "hitl-agent",
    model: model,
    tools: [write_file_tool, delete_file_tool]
  },
  interrupt_on: %{
    "write_file" => true,  # Require approval for writes
    "delete_file" => %{allowed_decisions: [:approve, :reject]}  # No edit for deletes
  }
)

# Execute and handle interrupts
case Agent.execute(agent, state) do
  {:ok, final_state} ->
    IO.puts("Agent completed successfully")

  {:interrupt, interrupted_state, interrupt_data} ->
    # Present interrupt_data.action_requests to user
    # Get their decisions
    decisions = UI.get_decisions(interrupt_data)
    {:ok, final_state} = Agent.resume(agent, interrupted_state, decisions)

  {:error, reason} ->
    Logger.error("Agent failed: #{inspect(reason)}")
end

# With custom middleware configuration
{:ok, agent} = Agent.new(
  %{
    agent_id: "custom-middleware-agent",
    model: model
  },
  filesystem_opts: [long_term_memory: true]
)

# With caller-supplied context for tool functions
{:ok, agent} = Agent.new(%{
  agent_id: "context-agent",
  model: model,
  tool_context: %{user_id: 42, tenant: "acme"}
})

# Tool functions receive the context as their second argument:
# fn args, context ->
#   context.user_id  #=> 42
#   context.tenant   #=> "acme"
#   context.state    #=> %State{} (always present)
# end

  



    

    

  
    
      
    
    
      new!(attrs \\ %{}, opts \\ [])



    

  


  

Create a new Agent, raising on error.

  



    

  
    
      
    
    
      resume(agent, state, decisions, opts \\ [])



    

  


  

Resume agent execution after a human-in-the-loop interrupt.
Takes decisions from the human reviewer and continues agent execution.
Parameters
	agent - The agent instance
	state - The state at the point of interruption
	decisions - List of decision maps from human reviewer
	opts - Options (same as execute/3, including :callbacks)

Decision Format
decisions = [
  %{type: :approve},                                    # Approve with original arguments
  %{type: :edit, arguments: %{"path" => "other.txt"}}, # Edit arguments
  %{type: :reject}                                      # Reject execution
]
Examples
# Get interrupt from execution
{:interrupt, state, interrupt_data} = Agent.execute(agent, initial_state)

# Examine the interrupt data
# interrupt_data.action_requests - List of tools needing approval
# interrupt_data.review_configs - Map of tool_name => %{allowed_decisions: [...]}

# Example: Display to user and get decisions
decisions =
  Enum.map(interrupt_data.action_requests, fn request ->
    # Show request.tool_name, request.arguments to user
    case get_user_choice(request) do
      :approve -> %{type: :approve}
      :reject -> %{type: :reject}
      {:edit, new_args} -> %{type: :edit, arguments: new_args}
    end
  end)

# Resume execution with decisions
{:ok, final_state} = Agent.resume(agent, state, decisions)

# Or handle edit decision example
decisions = [
  %{type: :approve},  # Approve first tool
  %{type: :edit, arguments: %{"path" => "/tmp/safe.txt"}},  # Edit second tool's path
  %{type: :reject}  # Reject third tool
]

{:ok, final_state} = Agent.resume(agent, state, decisions)

  


        

      


  

    
Sagents.AgentServer 
    



      
GenServer that wraps a DeepAgent and its State, managing execution lifecycle
and broadcasting events via PubSub.
The AgentServer provides:
	Asynchronous agent execution
	State management and tracking
	Event broadcasting for UI updates
	Human-in-the-loop interrupt handling

Understanding agent_id
The agent_id is a runtime identifier used for process management and
inter-process communication. It serves several critical purposes:
Process Registration
The agent_id is used to construct a Registry key via get_name(agent_id),
which returns a :via tuple for GenServer registration:
	Format: {:via, Registry, {Sagents.Registry, {:agent_server, agent_id}}}
	Ensures only one AgentServer process exists per agent_id
	Enables process lookup without maintaining PIDs

PubSub Topics
The agent_id forms the basis for PubSub topic construction:
	Topic format: "agent_server:#{agent_id}"
	External clients subscribe using: AgentServer.subscribe(agent_id)
	Events broadcast include: status changes, LLM deltas, todos updates

Middleware Context
The agent_id is passed to middleware during initialization, enabling:
	Coordination with agent-specific services (FileSystemServer,
SubAgentsDynamicSupervisor)
	Parent-child relationship establishment in SubAgent hierarchies
	Per-agent resource isolation (virtual filesystems, etc.)

Supervision Tree Coordination
The agent_id flows through the entire supervision tree via AgentSupervisor,
ensuring all child processes (FileSystemServer, AgentServer,
SubAgentsDynamicSupervisor) are coordinated under the same agent context.
What agent_id IS NOT
Not Part of Conversation State: The agent_id is NOT included in
serialized state (via export_state/1). It's a runtime identifier, not
conversation data. This separation provides important benefits:
	Flexibility: Restore the same conversation state under a different
agent_id
	State Cloning: Clone conversations for testing or forking scenarios
	Clean Architecture: Clear separation between runtime identity and data

When restoring state via start_link_from_state/2, you must provide the
agent_id as a parameter. This enables use cases like:
# Restore with same agent_id
AgentServer.start_link_from_state(saved_state, agent_id: "conversation-123")

# Clone conversation with different agent_id
AgentServer.start_link_from_state(saved_state, agent_id: "conversation-123-fork")
The agent_id can be any value that makes sense for your application:
	Database conversation IDs: "conv_a1b2c3d4"
	User-scoped identifiers: "user-#{user_id}-session-#{session_id}"
	Randomly generated GUIDs: UUID.uuid4()
	Application-defined values: "demo-agent-001"

Events
The server broadcasts events on the topic "agent_server:#{agent_id}".
All events are wrapped in an {:agent, event} tuple to help consumers
identify and route events from AgentServer. This is similar to how
FileSystemServer wraps its events in {:file_system, event}.
Event Format
Events are received in the format {:agent, event} where event is one of:
Todo Events
	{:agent, {:todos_updated, todos}} - Complete snapshot of current TODO list

Status Events
	{:agent, {:status_changed, :idle, nil}} - Server ready for work (also broadcast after successful execution completion)
	{:agent, {:status_changed, :running, nil}} - Agent executing
	{:agent, {:status_changed, :interrupted, interrupt_data}} - Awaiting human decision
	{:agent, {:status_changed, :cancelled, nil}} - Execution was cancelled by user
	{:agent, {:status_changed, :error, reason}} - Execution failed

Node Transfer Events
	{:agent, {:node_transferring, data}} - Agent is about to leave this node (broadcast during terminate/2)	data.from_node - The node the agent is leaving


	{:agent, {:node_transferred, data}} - Agent has been restored on a new node (broadcast on startup after restore)	data.to_node - The node the agent has been restored to



Shutdown Events
	{:agent, {:agent_shutdown, shutdown_data}} - Agent is shutting down	shutdown_data.agent_id - The agent identifier
	shutdown_data.reason - Shutdown reason (:inactivity | :no_viewers)

	shutdown_data.last_activity_at - DateTime of last activity
	shutdown_data.shutdown_at - DateTime when shutdown was initiated



Tool Execution Events (consolidated)
	{:agent, {:tool_execution_update, status, tool_info}} - Tool execution lifecycle update
	status is one of: :executing, :completed, :failed
	:executing → tool_info contains :call_id, :name, :display_text, :arguments
	:completed → tool_info contains :call_id, :name, :result
	:failed → tool_info contains :call_id, :name, :error


	{:agent, {:display_message_updated, display_msg}} - Tool status updated in DB
(only when display_message_persistence is configured)


LLM Streaming Events
	{:agent, {:llm_deltas, [%MessageDelta{}]}} - Streaming tokens/deltas received (list
of deltas)
	{:agent, {:llm_message, %Message{}}} - Complete message received and processed
	{:agent, {:llm_token_usage, %TokenUsage{}}} - Token usage information

Message Persistence Events
	{:agent, {:display_message_saved, display_message}} - Broadcast after message is
persisted via display_message_persistence behaviour.
The {:llm_message, ...} event is also broadcast alongside this event

Note: File events are NOT broadcast by AgentServer. Files are managed by
FileSystemServer which provides its own event handling mechanism.
Debug Events
When debug PubSub is configured, additional debug events are broadcast on the
topic "agent_server:debug:#{agent_id}". These events provide deeper insight
into agent execution for debugging and monitoring purposes.
Debug events are also wrapped in {:agent, {:debug, event}} for consistent
routing with regular events.
Middleware Debug Events
	{:agent, {:debug, {:agent_state_update, state}}} - Middleware state update with
full state snapshot

Usage
# Start a server
{:ok, agent} = Agent.new(
  agent_id: "my-agent-1",
  model: model,
  base_system_prompt: "You are a helpful assistant."
)

initial_state = State.new!(%{
  messages: [Message.new_user!("Write a hello world program")]
})

{:ok, _pid} = AgentServer.start_link(
  agent: agent,
  initial_state: initial_state,
  name: AgentServer.get_name("my-agent-1")
)

# Subscribe to events
AgentServer.subscribe("my-agent-1")

# Execute the agent
:ok = AgentServer.execute("my-agent-1")

# Cancel execution if needed
:ok = AgentServer.cancel("my-agent-1")

# Listen for events
receive do
  {:todos_updated, todos} -> IO.inspect(todos, label: "Current TODOs")
  {:status_changed, :idle, nil} -> IO.puts("Done!")
end
Human-in-the-Loop Example
# Configure agent with interrupts
{:ok, agent} = Agent.new(
  agent_id: "my-agent-1",
  model: model,
  interrupt_on: %{"write_file" => true}
)

{:ok, _pid} = AgentServer.start_link(
  agent: agent,
  initial_state: state,
  name: AgentServer.get_name("my-agent-1")
)

AgentServer.subscribe("my-agent-1")

# Execute
AgentServer.execute("my-agent-1")

# Wait for interrupt
receive do
  {:status_changed, :interrupted, interrupt_data} ->
    # Display interrupt_data.action_requests to user
    decisions = get_user_decisions(interrupt_data)
    AgentServer.resume("my-agent-1", decisions)
end

# Wait for completion
receive do
  {:status_changed, :idle, nil} -> :ok
end
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        status()

      


        Status of the agent server



    





  
    Functions
  


    
      
        add_message(agent_id, message)

      


        Add a message to the agent's state and transition to idle if completed.



    


    
      
        agent_count()

      


        Gets count of currently running agents.



    


    
      
        agent_info(agent_id)

      


        Gets detailed information about a running agent.



    


    
      
        cancel(agent_id)

      


        Cancel a running LLM task.



    


    
      
        execute(agent_id)

      


        Execute the agent.



    


    
      
        export_state(agent_id)

      


        Export the current conversation state to a serializable format.



    


    
      
        get_agent(agent_id)

      


        Gets the agent configuration for the given agent.



    


    
      
        get_inactivity_status(agent_id)

      


        Get the current inactivity status of an agent.



    


    
      
        get_info(agent_id)

      


        Get server info including status, state, and any error or interrupt data.



    


    
      
        get_metadata(agent_id)

      


        Gets metadata about the agent server including status and last activity.



    


    
      
        get_name(agent_id)

      


        Get the name of the AgentServer process for a specific agent.



    


    
      
        get_pid(agent_id)

      


        Get the pid of the AgentServer process for a specific agent.



    


    
      
        get_status(agent_id)

      


        Get the current status of the server.



    


    
      
        list_agents_matching(pattern)

      


        Gets all running agents matching a glob pattern.



    


    
      
        list_running_agents()

      


        Lists all currently running agent processes.



    


    
      
        notify_middleware(agent_id, middleware_id, message)

      


        Send a targeted message to a specific middleware in a running AgentServer.



    


    
      
        publish_debug_event_from(agent_id, event)

      


        Request the AgentServer to publish a specific debug PubSub message or event.



    


    
      
        publish_event_from(agent_id, event)

      


        Request the AgentServer to publish an specific PubSub message or event.



    


    
      
        reset(agent_id)

      


        Reset the agent's state and filesystem to start fresh.



    


    
      
        restore_state(agent_id, persisted_state)

      


        Restore agent state from a previously exported state.



    


    
      
        resume(agent_id, decisions)

      


        Resume agent execution after a human-in-the-loop interrupt.



    


    
      
        running?(agent_id)

      


        Check if an agent is running.



    


    
      
        send_middleware_message(agent_id, middleware_id, message)

          deprecated

      


        Deprecated: Use notify_middleware/3 instead.



    


    
      
        start_link(opts)

      


        Start an AgentServer.



    


    
      
        start_link_from_state(persisted_state, opts \\ [])

      


        Start a new AgentServer with restored state.



    


    
      
        stop(agent_id)

      


        Stop the AgentServer.



    


    
      
        subscribe(agent_id)

      


        Subscribe to events from this AgentServer.



    


    
      
        subscribe_debug(agent_id)

      


        Subscribe to debug events from this AgentServer.



    


    
      
        touch(agent_id)

      


        Touch the agent to indicate activity and reset the inactivity timer.



    


    
      
        unsubscribe(agent_id)

      


        Unsubscribe from events from this AgentServer.



    


    
      
        unsubscribe_debug(agent_id)

      


        Unsubscribe from debug events from this AgentServer.



    


    
      
        update_agent_and_state(agent_id, agent, state)

      


        Updates both the agent configuration and state.



    





      


      
        Types


        


  
    
      
    
    
      status()



    

  


  

      

          @type status() :: :idle | :running | :interrupted | :cancelled | :error


      


Status of the agent server

  


        

      

      
        Functions


        


  
    
      
    
    
      add_message(agent_id, message)



    

  


  

      

          @spec add_message(String.t(), LangChain.Message.t()) :: :ok


      


Add a message to the agent's state and transition to idle if completed.
This is useful for conversational interfaces where you want to add a new user
message after the agent has completed a previous execution.
Returns :ok on success.
Examples
# After agent completes
:ok = AgentServer.add_message("my-agent-1", Message.new_user!("What's next?"))
:ok = AgentServer.execute("my-agent-1")

  



  
    
      
    
    
      agent_count()



    

  


  

      

          @spec agent_count() :: non_neg_integer()


      


Gets count of currently running agents.
Returns the total number of AgentServer processes registered in the
Sagents.Registry.
Examples
AgentServer.agent_count()
# => 5

  



  
    
      
    
    
      agent_info(agent_id)



    

  


  

      

          @spec agent_info(String.t()) :: map() | nil


      


Gets detailed information about a running agent.
Returns a map with agent status and state information, or nil if the agent
is not running.
Return Value
If the agent is running, returns a map containing:
	:agent_id - The agent identifier
	:pid - The process ID
	:status - Current execution status (:idle, :running, :interrupted, etc.)
	:state - Exported state snapshot
	:message_count - Number of messages in the state
	:has_interrupt - Boolean indicating if there's pending interrupt data

Examples
AgentServer.agent_info("conversation-1")
# => %{
#   agent_id: "conversation-1",
#   pid: #PID<0.1234.0>,
#   status: :idle,
#   state: %State{...},
#   message_count: 5,
#   has_interrupt: false
# }

AgentServer.agent_info("nonexistent")
# => nil

  



  
    
      
    
    
      cancel(agent_id)



    

  


  

      

          @spec cancel(String.t()) :: :ok | {:error, term()}


      


Cancel a running LLM task.
Stops the currently executing agent task and transitions the server to completed status.
Returns {:error, reason} if the server is not running (no task to cancel).
Examples
:ok = AgentServer.cancel("my-agent-1")

  



  
    
      
    
    
      execute(agent_id)



    

  


  

      

          @spec execute(String.t()) :: :ok | {:error, term()}


      


Execute the agent.
Starts agent execution asynchronously. The server will broadcast events as the
agent runs. Returns :ok immediately.
Returns {:error, reason} if the server is not idle (already running, interrupted, etc.).
Examples
:ok = AgentServer.execute("my-agent-1")

  



  
    
      
    
    
      export_state(agent_id)



    

  


  

      

          @spec export_state(String.t()) :: map()


      


Export the current conversation state to a serializable format.
This can be persisted to a database and later used to restore the conversation
state. The exported state uses string keys (not atoms) for compatibility
with JSON/JSONB storage.
Returns a map with string keys containing:
	"version" - Serialization format version
	"state" - The conversation state (messages, todos, metadata)
	"serialized_at" - ISO8601 timestamp

What is NOT included:
	Agent configuration (middleware, tools, model) - must come from application code
	agent_id - runtime identifier provided when restoring

This design allows you to restore the same conversation state under a different
agent_id, enabling use cases like state cloning and conversation forking.
Examples
state = AgentServer.export_state("my-agent-1")
# Save to database
MyApp.Conversations.save_agent_state(conversation_id, state)

  



  
    
      
    
    
      get_agent(agent_id)



    

  


  

      

          @spec get_agent(String.t()) :: {:ok, Sagents.Agent.t()} | {:error, :not_found}


      


Gets the agent configuration for the given agent.
Returns
	{:ok, Agent.t()} - The agent struct
	{:error, :not_found} - Agent not found

Examples
{:ok, agent} = AgentServer.get_agent("my-agent-1")
# => {:ok, %Agent{agent_id: "my-agent-1", model: %ChatModel{...}, ...}}

  



  
    
      
    
    
      get_inactivity_status(agent_id)



    

  


  

      

          @spec get_inactivity_status(String.t()) :: map()


      


Get the current inactivity status of an agent.
Returns a map with:
	:inactivity_timeout - Configured timeout in milliseconds (or nil/:infinity)
	:last_activity_at - DateTime of last activity
	:timer_active - Boolean indicating if timer is currently running
	:time_since_activity - Milliseconds since last activity (or nil if no activity yet)

Examples
status = AgentServer.get_inactivity_status("my-agent-1")
# => %{
#   inactivity_timeout: 300_000,
#   last_activity_at: ~U[2025-11-06 10:15:30.123Z],
#   timer_active: true,
#   time_since_activity: 45_000
# }

  



  
    
      
    
    
      get_info(agent_id)



    

  


  

      

          @spec get_info(String.t()) :: map()


      


Get server info including status, state, and any error or interrupt data.
Returns a map with:
	:status - Current status
	:state - Current State
	:interrupt_data - Interrupt data if status is :interrupted
	:error - Error reason if status is :error

Examples
info = AgentServer.get_info("my-agent-1")

  



  
    
      
    
    
      get_metadata(agent_id)



    

  


  

      

          @spec get_metadata(String.t()) :: {:ok, map()} | {:error, :not_found}


      


Gets metadata about the agent server including status and last activity.
Returns
	{:ok, metadata} - Map with agent metadata
	{:error, :not_found} - Agent not found

Metadata Fields
	:status - Current status atom (:idle, :running, :interrupted, :error, :cancelled)
	:last_activity_at - DateTime of last activity (may be nil)
	:conversation_id - Conversation ID (may be nil)
	:node - The Erlang node where this agent is running

Examples
{:ok, metadata} = AgentServer.get_metadata("my-agent-1")
# => {:ok, %{status: :idle, last_activity_at: ~U[2024-01-01 12:00:00Z], conversation_id: "conv-123"}}

  



  
    
      
    
    
      get_name(agent_id)



    

  


  

      

          @spec get_name(String.t()) :: GenServer.name()


      


Get the name of the AgentServer process for a specific agent.
Examples
name = AgentServer.get_name("my-agent-1")
GenServer.call(name, :get_status)

  



  
    
      
    
    
      get_pid(agent_id)



    

  


  

      

          @spec get_pid(String.t()) :: pid() | {atom(), node()} | nil


      


Get the pid of the AgentServer process for a specific agent.
Examples
pid = AgentServer.get_pit("my-agent-1")
send(pid, message)

  



  
    
      
    
    
      get_status(agent_id)



    

  


  

      

          @spec get_status(String.t()) :: status() | :not_running


      


Get the current status of the server.
Returns one of:
	:idle - Server ready for work
	:running - Agent executing
	:interrupted - Awaiting human decision
	:cancelled - Execution was cancelled
	:error - Execution failed
	:not_running - Agent process does not exist

Examples
:idle = AgentServer.get_status("my-agent-1")
:not_running = AgentServer.get_status("non-existent-agent")

  



  
    
      
    
    
      list_agents_matching(pattern)



    

  


  

      

          @spec list_agents_matching(String.t()) :: [String.t()]


      


Gets all running agents matching a glob pattern.
Supports wildcard patterns using * which matches any sequence of characters.
Examples
# Get all conversation agents
AgentServer.list_agents_matching("conversation-*")
# => ["conversation-1", "conversation-2", "conversation-123"]

# Get all user agents
AgentServer.list_agents_matching("user-*")
# => ["user-42", "user-99"]

# Get specific prefix
AgentServer.list_agents_matching("demo-*")
# => ["demo-agent-001"]

  



  
    
      
    
    
      list_running_agents()



    

  


  

      

          @spec list_running_agents() :: [String.t()]


      


Lists all currently running agent processes.
Returns a list of agent_ids for all running AgentServer processes registered
in the Sagents.Registry.
Examples
AgentServer.list_running_agents()
# => ["conversation-1", "conversation-2", "user-123"]

  



  
    
      
    
    
      notify_middleware(agent_id, middleware_id, message)



    

  


  

      

          @spec notify_middleware(String.t(), term(), term()) :: :ok


      


Send a targeted message to a specific middleware in a running AgentServer.
The message is routed through the middleware registry and delivered to the
middleware's handle_message/3 callback. The middleware is identified by its
ID (module name by default, or a custom string if configured via :id option).
This is a fire-and-forget operation — the caller does not wait for a response.
If the AgentServer is not running, the message is silently dropped.
Use Cases
There are two primary use cases for this function:
1. External notifications (LiveViews, controllers, other processes)
Send context updates or configuration changes to a middleware from outside the
agent system. The middleware decides how to handle the message — typically by
updating state metadata that before_model/2 reads on the next LLM call.
# LiveView: user switched to editing a different blog post
AgentServer.notify_middleware(agent_id, MyApp.UserContext, {:post_changed, %{
  slug: "/blog/getting-started-with-elixir",
  title: "Getting Started with Elixir"
}})

# Controller: user changed a preference
AgentServer.notify_middleware(agent_id, MyApp.Preferences, {:preference_changed, :verbose, true})
2. Async task results (middleware sending messages to itself)
Middleware that spawns background tasks (e.g., title generation, embedding
computation) uses this to send results back to the AgentServer for state updates.
# Inside an async task spawned by the middleware
AgentServer.notify_middleware(agent_id, middleware_id, {:title_generated, title})
Parameters
	agent_id - The agent identifier (used to locate the AgentServer process)
	middleware_id - The middleware ID to route the message to (module name or custom string)
	message - Any term to be delivered to the middleware's handle_message/3 callback

Returns
	:ok — always returns :ok, even if the AgentServer is not running

Examples
# Notify by module name (default middleware ID)
AgentServer.notify_middleware("conv-123", MyApp.Middleware.UserContext, {:post_changed, post})

# Notify by custom ID (when middleware was configured with `id: "english_title"`)
AgentServer.notify_middleware("conv-123", "english_title", {:regenerate, %{}})

  



  
    
      
    
    
      publish_debug_event_from(agent_id, event)



    

  


  

      

          @spec publish_debug_event_from(String.t(), term()) :: :ok


      


Request the AgentServer to publish a specific debug PubSub message or event.
Designed to make it easier for middleware to publish debug messages to the
Agent's debug PubSub. Debug events are useful for development and debugging
but separate from user-facing events.
A debug PubSub message is only broadcast if the AgentServer is configured
with debug_pubsub.
Standardized Middleware Action Pattern
Middleware should use the :middleware_action tuple pattern to avoid event
proliferation:
{:middleware_action, middleware_module, action_data}
Where:
	middleware_module - The middleware module (atom) that generated the event
	action_data - Middleware-specific action tuple or data

This pattern allows the debug UI to handle all middleware events generically
without needing to know about every possible middleware-specific event type.
Examples
# From ConversationTitle middleware
AgentServer.publish_debug_event_from(
  agent_id,
  {:middleware_action, Sagents.Middleware.ConversationTitle, {:title_generation_started, user_text}}
)

AgentServer.publish_debug_event_from(
  agent_id,
  {:middleware_action, Sagents.Middleware.ConversationTitle, {:title_generation_completed, title}}
)

# From custom middleware
AgentServer.publish_debug_event_from(
  agent_id,
  {:middleware_action, MyApp.CustomMiddleware, {:validation_started, params}}
)

  



  
    
      
    
    
      publish_event_from(agent_id, event)



    

  


  

      

          @spec publish_event_from(String.t(), term()) :: :ok


      


Request the AgentServer to publish an specific PubSub message or event.
Designed to make it easier for a middleware desiring to publish messages to
the Agent's PubSub.
A PubSub message is only broadcast if the AgentServer is configured with
PubSub.

  



  
    
      
    
    
      reset(agent_id)



    

  


  

      

          @spec reset(String.t()) :: :ok


      


Reset the agent's state and filesystem to start fresh.
This clears:
	All messages
	All TODOs
	Middleware state
	Memory-only files (completely removed)
	In-memory modifications to persisted files (discarded)

This preserves:
	Metadata (configuration)
	Persisted files (reverted to pristine state from storage)

Status transitions:
	:completed, :error, or :cancelled → :idle (ready for new execution)
	Other statuses remain unchanged

Returns :ok on success.
Examples
# After agent completes or encounters error
:ok = AgentServer.reset("my-agent-1")
# Now you can execute again with clean state
:ok = AgentServer.execute("my-agent-1")

  



  
    
      
    
    
      restore_state(agent_id, persisted_state)



    

  


  

      

          @spec restore_state(String.t(), map()) :: :ok | {:error, term()}


      


Restore agent state from a previously exported state.
This updates an already-running agent to restore its state from a
previously serialized format. The state should be a map with string
keys (as returned by export_state/1).
Returns :ok on success or {:error, reason} on failure.
Examples
# Load from database
{:ok, persisted_state} = MyApp.Conversations.load_agent_state(conversation_id)

# Restore into existing agent
:ok = AgentServer.restore_state("my-agent-1", persisted_state)

  



  
    
      
    
    
      resume(agent_id, decisions)



    

  


  

      

          @spec resume(String.t(), [map()]) :: :ok | {:error, term()}


      


Resume agent execution after a human-in-the-loop interrupt.
Parameters
	agent_id - The agent identifier
	decisions - List of decision maps from human reviewer (see Sagents.Agent.resume/3)

Examples
decisions = [
  %{type: :approve},
  %{type: :edit, arguments: %{"path" => "safe.txt"}},
  %{type: :reject}
]

:ok = AgentServer.resume("my-agent-1", decisions)

  



  
    
      
    
    
      running?(agent_id)



    

  


  

Check if an agent is running.

  



  
    
      
    
    
      send_middleware_message(agent_id, middleware_id, message)



    

  


    
      This function is deprecated. Use `Sagents.AgentServer.notify_middleware/3` instead..
    


  

      

          @spec send_middleware_message(String.t(), term(), term()) :: :ok


      


Deprecated: Use notify_middleware/3 instead.
This is an alias for notify_middleware/3 retained for backwards compatibility.

  



  
    
      
    
    
      start_link(opts)



    

  


  

Start an AgentServer.
Options
	:agent - The Agent struct (required)
	:initial_state - Initial State (default: empty state)
	:pubsub - PubSub configuration as {module(), atom()} tuple or nil to disable (default: nil)
Example: {Phoenix.PubSub, :my_app_pubsub}
	:debug_pubsub - Optional separate PubSub for debug events as {module(), atom()} or nil (default: nil)
Example: {Phoenix.PubSub, :my_debug_pubsub}
	:name - Server name registration (optional, defaults to get_name(agent.agent_id))
	:inactivity_timeout - Timeout in milliseconds for automatic shutdown due to inactivity (default: 300_000 - 5 minutes)
Set to nil or :infinity to disable automatic shutdown
	:shutdown_delay - Delay in milliseconds to allow the supervisor to gracefully stop all children (default: 5000)
	:conversation_id - Optional conversation identifier for message persistence (default: nil)
	:agent_persistence - Module implementing Sagents.AgentPersistence for state snapshots (default: nil)
	:display_message_persistence - Module implementing Sagents.DisplayMessagePersistence for display messages (default: nil)

Examples
# Start with automatic name (recommended)
{:ok, pid} = AgentServer.start_link(
  agent: agent,
  initial_state: state
)

# With PubSub enabled
{:ok, pid} = AgentServer.start_link(
  agent: agent,
  initial_state: state,
  pubsub: {Phoenix.PubSub, :my_app_pubsub}
)

# Start with explicit name (advanced use cases)
{:ok, pid} = AgentServer.start_link(
  agent: agent,
  initial_state: state,
  name: :my_custom_name
)

# With custom inactivity timeout
{:ok, pid} = AgentServer.start_link(
  agent: agent,
  inactivity_timeout: 600_000  # 10 minutes
)

# Disable automatic shutdown
{:ok, pid} = AgentServer.start_link(
  agent: agent,
  inactivity_timeout: nil
)

# Enable debug pubsub
{:ok, pid} = AgentServer.start_link(
  agent: agent,
  pubsub: {Phoenix.PubSub, :my_app_pubsub},
  debug_pubsub: {Phoenix.PubSub, :my_debug_pubsub}
)

  



    

  
    
      
    
    
      start_link_from_state(persisted_state, opts \\ [])



    

  


  

      

          @spec start_link_from_state(
  map(),
  keyword()
) :: GenServer.on_start()


      


Start a new AgentServer with restored state.
This is the preferred way to resume a conversation from persisted state.
The persisted_state should be a map with string keys (as returned by
export_state/1).
The agent_id will be used as the runtime identifier for this agent,
enabling process registration and PubSub topic setup. You can restore
the same conversation state under a different agent_id, which is useful
for state cloning or conversation forking.
Agent Configuration from Code
REQUIRED: You MUST provide the agent from your application code using the
:agent option. The persisted state contains ONLY conversation state (messages,
todos, metadata). Agent configuration (middleware, tools, model) comes from your
application code.
This design ensures:
	Library upgrades automatically benefit all conversations
	Code changes automatically apply to all conversations
	Per-user capabilities can be controlled via application logic

Options
	:agent_id - The runtime identifier for this agent (required)
	:agent - Agent struct from code (REQUIRED)
	:pubsub - PubSub configuration as {module(), atom()} tuple or nil (default: nil)
	:debug_pubsub - Optional separate PubSub for debug events as {module(), atom()} or nil (default: nil)
	:name - Server name registration (optional, defaults to get_name(agent_id))
	:inactivity_timeout - Timeout in milliseconds (default: 300_000)
	:shutdown_delay - Delay in milliseconds (default: 5000)

Examples
# Standard restoration pattern
{:ok, persisted_state} = MyApp.Conversations.load_agent_state(conversation_id)

# Agent from code (ALWAYS required)
{:ok, agent} = MyApp.Agents.create_agent(
  agent_id: "my-agent-1",
  model: model,
  middleware: [TodoList, FileSystem, SubAgent]
)

# Start with restored state
{:ok, pid} = AgentServer.start_link_from_state(
  persisted_state,
  agent: agent,
  agent_id: "my-agent-1",
  pubsub: {Phoenix.PubSub, :my_app_pubsub}
)

# Clone conversation with a different agent_id
{:ok, pid} = AgentServer.start_link_from_state(
  persisted_state,
  agent: agent,
  agent_id: "my-agent-clone",
  pubsub: {Phoenix.PubSub, :my_app_pubsub}
)

  



  
    
      
    
    
      stop(agent_id)



    

  


  

      

          @spec stop(String.t()) :: :ok


      


Stop the AgentServer.
Examples
:ok = AgentServer.stop("my-agent-1")

  



  
    
      
    
    
      subscribe(agent_id)



    

  


  

      

          @spec subscribe(String.t()) :: :ok | {:error, term()}


      


Subscribe to events from this AgentServer.
The calling process will receive messages for all events broadcast by this server.
Returns :ok on success or {:error, reason} if PubSub is not configured.
Examples
AgentServer.subscribe("my-agent-1")

  



  
    
      
    
    
      subscribe_debug(agent_id)



    

  


  

      

          @spec subscribe_debug(String.t()) :: :ok | {:error, term()}


      


Subscribe to debug events from this AgentServer.
The calling process will receive messages for all debug events broadcast by this server.
Debug events provide additional debugging insight into what the agent is doing, such as
middleware state updates.
Returns :ok on success or {:error, reason} if debug PubSub is not configured.
Examples
AgentServer.subscribe_debug("my-agent-1")

  



  
    
      
    
    
      touch(agent_id)



    

  


  

      

          @spec touch(String.t()) :: :ok


      


Touch the agent to indicate activity and reset the inactivity timer.
This is useful when external events indicate activity (e.g., user viewing
the agent in the UI, clicking tabs, etc.) to keep the agent alive and
prevent automatic shutdown due to inactivity.
Returns :ok immediately (non-blocking).
Examples
:ok = AgentServer.touch("my-agent-1")

  



  
    
      
    
    
      unsubscribe(agent_id)



    

  


  

      

          @spec unsubscribe(String.t()) :: :ok | {:error, term()}


      


Unsubscribe from events from this AgentServer.
The calling process will stop receiving messages broadcast by this server.
Returns :ok on success or {:error, reason} if PubSub is not configured.
Examples
AgentServer.unsubscribe("my-agent-1")

  



  
    
      
    
    
      unsubscribe_debug(agent_id)



    

  


  

      

          @spec unsubscribe_debug(String.t()) :: :ok | {:error, term()}


      


Unsubscribe from debug events from this AgentServer.
The calling process will stop receiving debug messages broadcast by this server.
Returns :ok on success or {:error, reason} if debug PubSub is not configured.
Examples
AgentServer.unsubscribe_debug("my-agent-1")

  



  
    
      
    
    
      update_agent_and_state(agent_id, agent, state)



    

  


  

Updates both the agent configuration and state.
This is the recommended way to restore a conversation:
	Create agent from current code using your agent factory
	Load state from database
	Call this function to update the running AgentServer

Parameters
	agent_id - The agent server's identifier
	agent - The new agent configuration (from current code)
	state - The restored state (from database)

Examples
# Restore conversation
{:ok, agent} = MyApp.Agents.create_demo_agent(agent_id: "demo-123")
{:ok, state_data} = MyApp.Conversations.load_state(conversation_id)
{:ok, state} = Sagents.State.from_serialized(state_data["state"])

:ok = AgentServer.update_agent_and_state("demo-123", agent, state)
Returns
	:ok - Agent and state updated successfully
	{:error, reason} - If agent server is not running or update fails


  


        

      


  

    
Sagents.AgentSupervisor 
    



      
Custom supervisor for managing an Agent and its supporting infrastructure.
AgentSupervisor coordinates the lifecycle of:
	AgentServer - Agent execution and state management
	SubAgentsDynamicSupervisor - Dynamic supervisor for spawning sub-agents

Supervision Strategy
Uses :rest_for_one strategy to ensure crash resilience:
	If AgentServer crashes, SubAgentsDynamicSupervisor restarts
	SubAgentsDynamicSupervisor crashes only affect itself

Filesystem Integration
Filesystems are now managed independently via FileSystemSupervisor.
Agents reference filesystems through the filesystem_scope field in the Agent struct.
See Sagents.FileSystem for filesystem lifecycle management.
Configuration
Accepts a keyword list with:
	:agent - The Agent struct (required)
	:initial_state - Initial State for AgentServer (optional)
	:pubsub - PubSub configuration as {module(), atom()} tuple or nil (optional, default: nil)
	:shutdown_delay - Delay in milliseconds to allow the supervisor to gracefully stop all children (optional, default: 5000)
	:conversation_id - Optional conversation identifier for message persistence (optional, default: nil)
	:agent_persistence - Module implementing Sagents.AgentPersistence (optional, default: nil)
	:display_message_persistence - Module implementing Sagents.DisplayMessagePersistence (optional, default: nil)

Examples
# Minimal configuration
{:ok, agent} = Agent.new(
  agent_id: "my-agent",
  model: model,
  base_system_prompt: "You are a helpful assistant."
)

{:ok, sup_pid} = AgentSupervisor.start_link(agent: agent)

# With initial state and PubSub
initial_state = State.new!(%{
  messages: [Message.new_user!("Hello!")]
})

{:ok, sup_pid} = AgentSupervisor.start_link(
  agent: agent,
  initial_state: initial_state,
  pubsub: {Phoenix.PubSub, :my_app_pubsub}
)

# With external filesystem
# Start filesystem separately
{:ok, config} = FileSystemConfig.new(%{
  scope_key: {:user, 123},
  base_directory: "Memories",
  persistence_module: Sagents.FileSystem.Persistence.Disk,
  storage_opts: [path: "/data/users/123"]
})
{:ok, _fs_pid} = FileSystem.ensure_filesystem({:user, 123}, [config])

# Create agent with filesystem reference
{:ok, agent} = Agent.new(%{
  agent_id: "my-agent",
  model: model,
  filesystem_scope: {:user, 123}
})

{:ok, sup_pid} = AgentSupervisor.start_link(agent: agent)

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        get_name(agent_id)

      


        Get the name of the AgentSupervisor process for a specific agent.



    


    
      
        get_pid(agent_id)

      


        Get the PID of an AgentSupervisor by agent_id.



    


    
      
        start_link(config)

      


        Start the AgentSupervisor.



    


    
      
        start_link_sync(config)

      


        Start the AgentSupervisor and wait for the AgentServer to be ready.



    


    
      
        stop(agent_id, timeout \\ 5000)

      


        Stop the AgentSupervisor.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      get_name(agent_id)



    

  


  

      

          @spec get_name(String.t()) :: GenServer.name()


      


Get the name of the AgentSupervisor process for a specific agent.
Examples
name = AgentSupervisor.get_name("my-agent-1")
AgentSupervisor.stop(name)

  



  
    
      
    
    
      get_pid(agent_id)



    

  


  

      

          @spec get_pid(String.t()) :: {:ok, pid()} | {:error, :not_found}


      


Get the PID of an AgentSupervisor by agent_id.
Examples
{:ok, pid} = AgentSupervisor.get_pid("my-agent-1")
{:error, :not_found} = AgentSupervisor.get_pid("non-existent")

  



  
    
      
    
    
      start_link(config)



    

  


  

      

          @spec start_link(keyword()) :: Supervisor.on_start()


      


Start the AgentSupervisor.
Options
	:agent - The Agent struct (required)
	:initial_state - Initial State for AgentServer (optional)
	:pubsub - PubSub configuration as {module(), atom()} tuple or nil (optional, default: nil)
	:debug_pubsub - Optional debug PubSub configuration as {module(), atom()} or nil (optional, default: nil)
	:inactivity_timeout - Timeout in milliseconds for automatic shutdown (optional, default: 300_000 - 5 minutes)
Set to nil or :infinity to disable automatic shutdown
	:name - Supervisor name registration (optional)
	:shutdown_delay - Delay in milliseconds to allow the supervisor to gracefully stop all children (optional, default: 5000)
	:conversation_id - Optional conversation identifier for message persistence (optional, default: nil)
	:agent_persistence - Module implementing Sagents.AgentPersistence (optional, default: nil)
	:display_message_persistence - Module implementing Sagents.DisplayMessagePersistence (optional, default: nil)

Examples
{:ok, sup_pid} = AgentSupervisor.start_link(
  agent: agent,
  pubsub: {Phoenix.PubSub, :my_app_pubsub}
)

{:ok, sup_pid} = AgentSupervisor.start_link(
  agent: agent,
  name: AgentSupervisor.get_name("agent-123")
)

# With custom inactivity timeout
{:ok, sup_pid} = AgentSupervisor.start_link(
  agent: agent,
  inactivity_timeout: 600_000  # 10 minutes
)

# Disable automatic shutdown
{:ok, sup_pid} = AgentSupervisor.start_link(
  agent: agent,
  inactivity_timeout: nil
)

# With debug pubsub
{:ok, sup_pid} = AgentSupervisor.start_link(
  agent: agent,
  pubsub: {Phoenix.PubSub, :my_app_pubsub},
  debug_pubsub: {Phoenix.PubSub, :my_debug_pubsub}
)

  



  
    
      
    
    
      start_link_sync(config)



    

  


  

      

          @spec start_link_sync(keyword()) :: {:ok, pid()} | {:error, term()}


      


Start the AgentSupervisor and wait for the AgentServer to be ready.
This is a synchronous version of start_link/1 that waits for the AgentServer
child process to be fully registered before returning. This prevents race
conditions where callers try to interact with the AgentServer (e.g., subscribe,
add_message) before it's ready.
Why This Is Needed
When start_link/1 returns successfully, the supervisor is running but its
children are still completing their initialization asynchronously. If you
immediately try to call AgentServer.get_pid/1 or AgentServer.subscribe/1,
the AgentServer might not be registered yet, causing failures.
This function solves that by:
	Starting the supervisor normally
	Polling for the AgentServer to be registered with exponential backoff
	Returning only when the AgentServer is confirmed ready

Use Cases
Use this function when you need immediate access to the AgentServer:
	Web request handlers that need to subscribe or send messages right away
	CLI tools that need synchronous agent startup
	Test setups that require the agent to be fully ready

Use regular start_link/1 when:
	Startup timing isn't critical
	You can handle eventual consistency
	You're starting many agents in parallel

Options
Same as start_link/1, plus:
	:startup_timeout - Maximum time to wait for AgentServer readiness (default: 5000ms)

Examples
# Start and wait for agent to be ready
{:ok, sup_pid} = AgentSupervisor.start_link_sync(
  agent: agent,
  pubsub: {Phoenix.PubSub, :my_app_pubsub}
)

# Agent is guaranteed to be ready - safe to use immediately
:ok = AgentServer.subscribe(agent.agent_id)

# Custom startup timeout
{:ok, sup_pid} = AgentSupervisor.start_link_sync(
  agent: agent,
  startup_timeout: 10_000
)
Returns
	{:ok, supervisor_pid} - Supervisor started and AgentServer is ready
	{:error, {:agent_startup_timeout, agent_id}} - AgentServer failed to become ready
	{:error, reason} - Supervisor failed to start


  



    

  
    
      
    
    
      stop(agent_id, timeout \\ 5000)



    

  


  

      

          @spec stop(String.t(), timeout()) :: :ok | {:error, :not_found}


      


Stop the AgentSupervisor.
Examples
AgentSupervisor.stop("my-agent-1")
AgentSupervisor.stop("my-agent-1", 10_000) # 10 second timeout

  


        

      


  

    
Sagents.AgentUtils 
    



      
Shared utilities for Agent and SubAgent HITL (Human-in-the-Loop) support.
Provides common functions for:
	Checking for HITL interrupts
	Building full decisions lists
	Extracting tool calls from chains

These utilities provide consistent HITL behavior across Agent and SubAgent
implementations.

      


      
        Summary


  
    Functions
  


    
      
        build_full_decisions(all_tool_calls, hitl_tool_call_ids, human_decisions, action_requests)

      


        Build a full decisions list for ALL tool calls in a message.



    


    
      
        check_for_hitl_interrupt(chain, interrupt_on)

      


        Check if a chain has pending tool calls that require human approval.



    


    
      
        get_tool_calls_from_last_message(chain)

      


        Extract tool calls from the last assistant message in a chain.



    





      


      
        Functions


        


  
    
      
    
    
      build_full_decisions(all_tool_calls, hitl_tool_call_ids, human_decisions, action_requests)



    

  


  

Build a full decisions list for ALL tool calls in a message.
Mixes human decisions (for HITL tools) with auto-approvals (for non-HITL tools).
This is needed because LLMChain.execute_tool_calls_with_decisions expects a decision
for EVERY tool call, not just the ones that needed approval.
Parameters
	all_tool_calls: All tool calls from assistant message (HITL + non-HITL)
	hitl_tool_call_ids: List of tool_call_ids that needed human approval
	human_decisions: List of decisions from human (same order as action_requests)
	action_requests: List of action_requests (to map decisions to tool_call_ids)

Returns
	List of decisions matching all_tool_calls order

Example
all_tool_calls = [tc1, tc2, tc3]  # 3 total tool calls
hitl_tool_call_ids = [tc1.call_id]  # Only tc1 needed approval
action_requests = [%{tool_call_id: tc1.call_id, ...}]
human_decisions = [%{type: :approve}]  # Human approved tc1

full_decisions = build_full_decisions(all_tool_calls, hitl_tool_call_ids, human_decisions, action_requests)
# => [%{type: :approve}, %{type: :approve}, %{type: :approve}]
# First is human decision, others are auto-approved

  



  
    
      
    
    
      check_for_hitl_interrupt(chain, interrupt_on)



    

  


  

Check if a chain has pending tool calls that require human approval.
Parameters
	chain: LLMChain with potentially pending tool calls
	interrupt_on: Map of tool_name => true/false/config

Returns
	{:interrupt, interrupt_data} - Some tools need approval
	:continue - No tools need approval or no tool calls present

Example
case AgentUtils.check_for_hitl_interrupt(chain, %{"write_file" => true}) do
  {:interrupt, interrupt_data} ->
    # Pause and request human decisions
    {:interrupt, state, interrupt_data}

  :continue ->
    # Execute tools automatically
    execute_tools(chain)
end

  



  
    
      
    
    
      get_tool_calls_from_last_message(chain)



    

  


  

Extract tool calls from the last assistant message in a chain.
Parameters
	chain: LLMChain

Returns
	List of tool calls or empty list

Example
tool_calls = AgentUtils.get_tool_calls_from_last_message(chain)
# => [%ToolCall{call_id: "1", name: "write_file", ...}, ...]

  


        

      


  

    
Sagents.State 
    



      
Agent state structure for managing agent execution context.
The state holds the complete context for an agent execution including:
	Message history (list of LangChain.Message structs)
	TODO list
	Metadata

Note: Files are managed separately by FileSystemServer and are not part of
the agent's internal state. The FileSystemServer provides persistent storage with
ETS and optional backend persistence (disk, database, S3, etc.).
agent_id Management (Automatic)
The agent_id field is a runtime identifier used for process registration and
coordination. You don't need to set it when creating states—the library
automatically injects it when you call Sagents.Agent.execute/2, Sagents.Agent.resume/3, or
start an AgentServer.
Why it's automatic
The agent_id flows from the Agent struct (which is configuration) to the State
(which is data). Making you synchronize them manually could be error-prone.
For middleware developers
When middleware receives state in hooks (before_model, after_model), the
agent_id will already be set. If you create new state structs in middleware,
copy the agent_id from the incoming state:
def after_model(state, config) do
  updated_state = State.new!(%{
    agent_id: state.agent_id,  # Copy from incoming state
    messages: new_messages
  })
  {:ok, updated_state}
end
State Merging
State merging follows specific rules:
	messages: Appends new messages to existing list
	todos: Replaces with new todos (merge handled by TodoList middleware)
	metadata: Deep merges metadata maps
	agent_id: Uses right if present, otherwise left (runtime identifier, not data)


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        add_message(state, message)

      


        Add a message to the state.



    


    
      
        add_messages(state, messages)

      


        Add multiple messages to the state.



    


    
      
        clean_stale_interrupts(state)

      


        Replace any stale interrupt placeholder tool results with error messages.



    


    
      
        delete_todo(state, todo_id)

      


        Remove a TODO by ID.



    


    
      
        from_serialized(agent_id, data)

      


        Deserializes state data from export_state/1.



    


    
      
        get_metadata(state, key, default \\ nil)

      


        Get metadata value.



    


    
      
        get_todo(state, todo_id)

      


        Get a TODO by ID.



    


    
      
        get_todos_by_status(state, status)

      


        Get all TODOs with a specific status.



    


    
      
        merge_states(left, right)

      


        Merge two states together.



    


    
      
        new(attrs \\ %{})

      


        Create a new agent state.



    


    
      
        new!(attrs \\ %{})

      


        Create a new agent state, raising on error.



    


    
      
        put_metadata(state, key, value)

      


        Set metadata value.



    


    
      
        put_todo(state, todo)

      


        Add or update a TODO item.



    


    
      
        replace_tool_result(state, tool_call_id, new_result)

      


        Replace a tool result in the state's messages by tool_call_id.



    


    
      
        reset(state)

      


        Reset the state to a clean slate.



    


    
      
        set_messages(state, messages)

      


        Replace all messages.



    


    
      
        set_todos(state, todos)

      


        Replace all TODOs.



    





      


      
        Types


        


  
    
      
    
    
      t()



    

  


  

      

          @type t() :: %Sagents.State{
  agent_id: term(),
  interrupt_data: term(),
  messages: term(),
  metadata: term(),
  todos: term()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add_message(state, message)



    

  


  

Add a message to the state.
Message must be a LangChain.Message struct.

  



  
    
      
    
    
      add_messages(state, messages)



    

  


  

Add multiple messages to the state.
Messages must be LangChain.Message structs.

  



  
    
      
    
    
      clean_stale_interrupts(state)



    

  


  

      

          @spec clean_stale_interrupts(t()) :: t()


      


Replace any stale interrupt placeholder tool results with error messages.
Called after loading state from the database. Interrupted tool results
reference sub-agent processes that no longer exist, so they must be
converted to error results before the LLM sees them.
This is idempotent — if there are no stale interrupts, it's a no-op.

  



  
    
      
    
    
      delete_todo(state, todo_id)



    

  


  

Remove a TODO by ID.

  



  
    
      
    
    
      from_serialized(agent_id, data)



    

  


  

Deserializes state data from export_state/1.
This is a convenience wrapper around StateSerializer.deserialize_state/2.
Important: The agent_id is NOT serialized (it's a runtime identifier),
so you MUST provide it when deserializing. This ensures the state can properly
interact with AgentServer and middleware that rely on the agent_id.
Examples
# Load from database
{:ok, state_data} = load_from_db(conversation_id)

# Deserialize with agent_id
{:ok, state} = State.from_serialized("my-agent-123", state_data["state"])
Parameters
	agent_id - The agent_id to use for this state (required)
	data - The serialized state map (the "state" field from export_state)

Returns
	{:ok, state} - Successfully deserialized with agent_id set
	{:error, reason} - Deserialization failed


  



    

  
    
      
    
    
      get_metadata(state, key, default \\ nil)



    

  


  

Get metadata value.

  



  
    
      
    
    
      get_todo(state, todo_id)



    

  


  

Get a TODO by ID.

  



  
    
      
    
    
      get_todos_by_status(state, status)



    

  


  

Get all TODOs with a specific status.

  



  
    
      
    
    
      merge_states(left, right)



    

  


  

Merge two states together.
This is used when combining state updates from tools, middleware, or subagents.
Merge Rules
	messages: Concatenates lists (left + right)
	todos: Uses right if present, otherwise left
	metadata: Deep merges maps

Examples
left = State.new!(%{messages: [%{role: "user", content: "hi"}]})
right = State.new!(%{messages: [%{role: "assistant", content: "hello"}]})
merged = State.merge_states(left, right)
# merged now has both messages

  



    

  
    
      
    
    
      new(attrs \\ %{})



    

  


  

Create a new agent state.
Note: The agent_id field is optional when creating a state. The library
automatically injects it when the state is passed to Agent.execute or
AgentServer. This eliminates the need for manual agent_id synchronization.
Examples
# Create state without agent_id (recommended)
state = State.new!(%{messages: [message]})

# Library injects agent_id automatically
{:ok, result_state} = Agent.execute(agent, state)

  



    

  
    
      
    
    
      new!(attrs \\ %{})



    

  


  

Create a new agent state, raising on error.

  



  
    
      
    
    
      put_metadata(state, key, value)



    

  


  

Set metadata value.

  



  
    
      
    
    
      put_todo(state, todo)



    

  


  

Add or update a TODO item.
If a TODO with the same ID exists, it will be replaced at its current position.
If the TODO ID doesn't exist, it will be appended to the end of the list.

  



  
    
      
    
    
      replace_tool_result(state, tool_call_id, new_result)



    

  


  

Replace a tool result in the state's messages by tool_call_id.
Delegates to LangChain.Message.replace_tool_result/3.

  



  
    
      
    
    
      reset(state)



    

  


  

      

          @spec reset(t()) :: t()


      


Reset the state to a clean slate.
Clears:
	All messages
	All TODOs
	All metadata

Note: This function only resets the Agent's state structure. File state is managed
separately by FileSystemServer and must be reset through AgentServer.reset/1 which
coordinates the full reset process.
Examples
state = State.new!(%{
  messages: [msg1, msg2],
  todos: [todo1],
  metadata: %{config: "value"}
})

reset_state = State.reset(state)
# reset_state has:
# - messages: []
# - todos: []
# - metadata: %{} (cleared)

  



  
    
      
    
    
      set_messages(state, messages)



    

  


  

Replace all messages.
Useful for:
	Thread restoration (restoring persisted messages)
	Testing scenarios (setting sample messages)
	Bulk message updates

Parameters
	state - The current State struct
	messages - List of Message structs

Examples
messages = [
  Message.new_user!("Hello")
]
state = State.set_messages(state, messages)

  



  
    
      
    
    
      set_todos(state, todos)



    

  


  

Replace all TODOs.

  


        

      


  

    
Sagents.Middleware behaviour
    



      
Behavior for DeepAgent middleware components.
Middleware provides a composable pattern for adding capabilities to agents. Each
middleware component can contribute:
	System prompt additions
	Tools (Functions)
	State schema modifications
	Pre/post processing hooks
	LLM callback handlers (token usage, tool execution, message processing)

Middleware Lifecycle
	Initialization - init/1 is called when middleware is configured
	Tool Collection - tools/1 provides tools to add to the agent
	Prompt Assembly - system_prompt/1 contributes to the system prompt
	Callback Collection - callbacks/1 provides LLM event handlers
	Before Model - before_model/2 preprocesses state before LLM call
	After Model - after_model/2 postprocesses state after LLM response

Example
defmodule MyMiddleware do
  @behaviour Sagents.Middleware

  @impl true
  def init(opts) do
    config = %{enabled: Keyword.get(opts, :enabled, true)}
    {:ok, config}
  end

  @impl true
  def system_prompt(_config) do
    "You have access to custom capabilities."
  end

  @impl true
  def tools(_config) do
    [my_custom_tool()]
  end

  @impl true
  def callbacks(_config) do
    %{
      on_llm_token_usage: fn _chain, usage ->
        Logger.info("Token usage: #{inspect(usage)}")
      end
    }
  end

  @impl true
  def before_model(state, _config) do
    # Preprocess state
    {:ok, state}
  end
end
Middleware Configuration
Middleware can be specified as:
	Module name: MyMiddleware
	Tuple with options: {MyMiddleware, [enabled: true]}


      


      
        Summary


  
    Types
  


    
      
        config()

      


    


    
      
        middleware_config()

      


    


    
      
        middleware_result()

      


    





  
    Callbacks
  


    
      
        after_model(t, middleware_config)

      


        Process state after receiving LLM response.



    


    
      
        before_model(t, middleware_config)

      


        Process state before it's sent to the LLM.



    


    
      
        callbacks(middleware_config)

      


        Provide LangChain callback handlers for this middleware.



    


    
      
        handle_message(message, t, middleware_config)

      


        Handle messages sent to this middleware.



    


    
      
        init(config)

      


        Initialize middleware with configuration options.



    


    
      
        on_server_start(t, middleware_config)

      


        Called when the AgentServer starts or restarts.



    


    
      
        state_schema()

      


        Provide the state schema module for this middleware.



    


    
      
        system_prompt(middleware_config)

      


        Provide system prompt text for this middleware.



    


    
      
        tools(middleware_config)

      


        Provide tools (Functions) that this middleware adds to the agent.



    





  
    Functions
  


    
      
        apply_after_model(state, middleware_entry)

      


        Apply after_model hook from middleware.



    


    
      
        apply_before_model(state, middleware_entry)

      


        Apply before_model hook from middleware.



    


    
      
        apply_handle_message(message, state, middleware_entry)

      


        Apply handle_message callback from middleware.



    


    
      
        apply_on_server_start(state, middleware_entry)

      


        Apply on_server_start callback from middleware.



    


    
      
        collect_callbacks(middleware)

      


        Collect callback handler maps from all middleware.



    


    
      
        get_callbacks(middleware_entry)

      


        Get LLM callback handlers from middleware.



    


    
      
        get_system_prompt(middleware_entry)

      


        Get system prompt from middleware.



    


    
      
        get_tools(middleware_entry)

      


        Get tools from middleware.



    


    
      
        init_middleware(middleware)

      


        Initialize a middleware module with its configuration.
Returns a MiddlewareEntry struct.



    


    
      
        normalize(middleware)

      


        Normalize middleware specification to {module, config} tuple.



    





      


      
        Types


        


  
    
      
    
    
      config()



    

  


  

      

          @type config() :: keyword()


      



  



  
    
      
    
    
      middleware_config()



    

  


  

      

          @type middleware_config() :: any()


      



  



  
    
      
    
    
      middleware_result()



    

  


  

      

          @type middleware_result() ::
  {:ok, Sagents.State.t()}
  | {:interrupt, Sagents.State.t(), any()}
  | {:error, term()}


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      after_model(t, middleware_config)


        (optional)


    

  


  

      

          @callback after_model(Sagents.State.t(), middleware_config()) :: middleware_result()


      


Process state after receiving LLM response.
Receives the state after the LLM has responded and can modify the response,
extract information, or update state.
Defaults to {:ok, state} if not implemented.
Parameters
	state - The current Sagents.State struct (with LLM response)
	config - The middleware configuration from init/1

Returns
	{:ok, updated_state} - Success with potentially modified state
	{:interrupt, state, interrupt_data} - Pause execution for human intervention
	{:error, reason} - Failure, halts execution


  



  
    
      
    
    
      before_model(t, middleware_config)


        (optional)


    

  


  

      

          @callback before_model(Sagents.State.t(), middleware_config()) :: middleware_result()


      


Process state before it's sent to the LLM.
Receives the current agent state and can modify messages, add context, or
perform validation before the LLM is invoked.
Defaults to {:ok, state} if not implemented.
Parameters
	state - The current Sagents.State struct
	config - The middleware configuration from init/1

Returns
	{:ok, updated_state} - Success with potentially modified state
	{:error, reason} - Failure, halts execution


  



  
    
      
    
    
      callbacks(middleware_config)


        (optional)


    

  


  

      

          @callback callbacks(middleware_config()) :: map()


      


Provide LangChain callback handlers for this middleware.
Receives the middleware configuration from init/1 and returns a callback
handler map compatible with LangChain.Chains.LLMChain.add_callback/2.
This allows middleware to observe LLM events such as token usage, tool
execution, and message processing.
When multiple middleware declare callbacks, all handlers are collected and
fire in fan-out fashion (every matching handler from every middleware fires).
Defaults to empty map (%{}) if not implemented. Return %{} for no callbacks.
Parameters
	config - The middleware configuration from init/1

Returns
	A map of callback keys to handler functions

Available Callback Keys
These are the LangChain-native keys supported by LLMChain. Use only these
keys in your callback map (see LangChain.Chains.ChainCallbacks for full
type signatures):
Model-level callbacks:
	:on_llm_new_delta - Streaming token/delta received
	:on_llm_new_message - Complete message from LLM
	:on_llm_ratelimit_info - Rate limit headers from provider
	:on_llm_token_usage - Token usage information
	:on_llm_response_headers - Raw response headers

Chain-level callbacks:
	:on_message_processed - Message fully processed by chain
	:on_message_processing_error - Error processing a message
	:on_error_message_created - Error message created
	:on_tool_call_identified - Tool call detected during streaming
	:on_tool_execution_started - Tool begins executing
	:on_tool_execution_completed - Tool finished successfully
	:on_tool_execution_failed - Tool execution errored
	:on_tool_response_created - Tool response message created
	:on_retries_exceeded - Max retries exhausted

Example
def callbacks(_config) do
  %{
    on_llm_token_usage: fn _chain, usage ->
      Logger.info("Token usage: #{inspect(usage)}")
    end,
    on_message_processed: fn _chain, message ->
      Logger.info("Message: #{inspect(message)}")
    end
  }
end

  



  
    
      
    
    
      handle_message(message, t, middleware_config)


        (optional)


    

  


  

      

          @callback handle_message(message :: term(), Sagents.State.t(), middleware_config()) ::
  {:ok, Sagents.State.t()} | {:error, term()}


      


Handle messages sent to this middleware.
Messages are routed to a specific middleware by ID through the AgentServer's
middleware registry. Any process can send a targeted message to a middleware
using AgentServer.notify_middleware/3.
This enables two primary patterns:
1. External notifications
LiveViews, controllers, or other processes can send context updates to a
running middleware. The middleware updates state metadata, which before_model/2
reads on the next LLM call.
# In a LiveView — user switched to editing a different blog post
AgentServer.notify_middleware(agent_id, MyApp.UserContext, {:post_changed, %{
  slug: "/blog/getting-started-with-elixir",
  title: "Getting Started with Elixir"
}})

# In the middleware
def handle_message({:post_changed, post_info}, state, _config) do
  {:ok, State.put_metadata(state, "current_post", post_info)}
end
2. Async task results
Middleware that spawns background tasks sends results back to itself for
state updates.
def handle_message({:title_generated, title}, state, _config) do
  {:ok, State.put_metadata(state, "conversation_title", title)}
end
Defaults to {:ok, state} if not implemented.
Parameters
	message - The message payload (any term — typically a tagged tuple)
	state - The current Sagents.State struct
	config - The middleware configuration from init/1

Returns
	{:ok, updated_state} - Success with potentially modified state
	{:error, reason} - Failure (logged but does not halt agent execution)


  



  
    
      
    
    
      init(config)


        (optional)


    

  


  

      

          @callback init(config()) :: {:ok, middleware_config()} | {:error, term()}


      


Initialize middleware with configuration options.
Called once when the middleware is added to an agent. Returns configuration
that will be passed to other callbacks.
Convention
	Input: opts as keyword list
	Output: config as map for efficient runtime access

Defaults to converting opts to a map if not implemented.
Example
def init(opts) do
  config = %{
    enabled: Keyword.get(opts, :enabled, true),
    max_retries: Keyword.get(opts, :max_retries, 3)
  }
  {:ok, config}
end

  



  
    
      
    
    
      on_server_start(t, middleware_config)


        (optional)


    

  


  

      

          @callback on_server_start(Sagents.State.t(), middleware_config()) ::
  {:ok, Sagents.State.t()} | {:error, term()}


      


Called when the AgentServer starts or restarts.
This allows middleware to perform initialization actions that require
the AgentServer to be running, such as broadcasting initial state to
subscribers (e.g., TODOs for UI display).
Receives the current state and middleware config.
Returns {:ok, state} (state is not typically modified here but could be).
Defaults to {:ok, state} if not implemented.
Parameters
	state - The current Sagents.State struct
	config - The middleware configuration from init/1

Returns
	{:ok, state} - Success (state typically unchanged)
	{:error, reason} - Failure (logged but does not halt agent)

Example
def on_server_start(state, _config) do
  # Broadcast initial todos when AgentServer starts
  broadcast_todos(state.agent_id, state.todos)
  {:ok, state}
end

  



  
    
      
    
    
      state_schema()


        (optional)


    

  


  

      

          @callback state_schema() :: module() | nil


      


Provide the state schema module for this middleware.
If the middleware needs to add fields to the agent state, it should
return a module that defines those fields.
Defaults to nil if not implemented.

  



  
    
      
    
    
      system_prompt(middleware_config)


        (optional)


    

  


  

      

          @callback system_prompt(middleware_config()) :: String.t() | [String.t()]


      


Provide system prompt text for this middleware.
Can return a single string or list of strings that will be joined.
Defaults to empty string if not implemented.

  



  
    
      
    
    
      tools(middleware_config)


        (optional)


    

  


  

      

          @callback tools(middleware_config()) :: [LangChain.Function.t()]


      


Provide tools (Functions) that this middleware adds to the agent.
Defaults to empty list if not implemented.

  


        

      

      
        Functions


        


  
    
      
    
    
      apply_after_model(state, middleware_entry)



    

  


  

      

          @spec apply_after_model(Sagents.State.t(), Sagents.MiddlewareEntry.t()) ::
  middleware_result()


      


Apply after_model hook from middleware.
Parameters
	state - The current agent state (with LLM response)
	entry - MiddlewareEntry struct with module and config

Returns
	{:ok, updated_state} - Success with potentially modified state
	{:error, reason} - Error from middleware


  



  
    
      
    
    
      apply_before_model(state, middleware_entry)



    

  


  

      

          @spec apply_before_model(Sagents.State.t(), Sagents.MiddlewareEntry.t()) ::
  middleware_result()


      


Apply before_model hook from middleware.
Parameters
	state - The current agent state
	entry - MiddlewareEntry struct with module and config

Returns
	{:ok, updated_state} - Success with potentially modified state
	{:error, reason} - Error from middleware


  



  
    
      
    
    
      apply_handle_message(message, state, middleware_entry)



    

  


  

      

          @spec apply_handle_message(term(), Sagents.State.t(), Sagents.MiddlewareEntry.t()) ::
  {:ok, Sagents.State.t()} | {:error, term()}


      


Apply handle_message callback from middleware.
Parameters
	message - The message payload to handle
	state - The current agent state
	entry - MiddlewareEntry struct with module and config

Returns
	{:ok, updated_state} - Success with potentially modified state
	{:error, reason} - Error from middleware


  



  
    
      
    
    
      apply_on_server_start(state, middleware_entry)



    

  


  

      

          @spec apply_on_server_start(Sagents.State.t(), Sagents.MiddlewareEntry.t()) ::
  {:ok, Sagents.State.t()} | {:error, term()}


      


Apply on_server_start callback from middleware.
Called when the AgentServer starts to allow middleware to perform
initialization actions like broadcasting initial state.
Parameters
	state - The current agent state
	entry - MiddlewareEntry struct with module and config

Returns
	{:ok, state} - Success (state typically unchanged)
	{:error, reason} - Error from middleware


  



  
    
      
    
    
      collect_callbacks(middleware)



    

  


  

      

          @spec collect_callbacks([Sagents.MiddlewareEntry.t()]) :: [map()]


      


Collect callback handler maps from all middleware.
Calls get_callbacks/1 on each middleware entry and filters out nils.
Returns a list of callback handler maps suitable for passing
to LLMChain.add_callback/2.

  



  
    
      
    
    
      get_callbacks(middleware_entry)



    

  


  

Get LLM callback handlers from middleware.
Returns the callback handler map from the middleware's callbacks/1 callback,
or nil if the callback is not implemented.

  



  
    
      
    
    
      get_system_prompt(middleware_entry)



    

  


  

Get system prompt from middleware.

  



  
    
      
    
    
      get_tools(middleware_entry)



    

  


  

Get tools from middleware.

  



  
    
      
    
    
      init_middleware(middleware)



    

  


  

Initialize a middleware module with its configuration.
Returns a MiddlewareEntry struct.
Configuration Convention
	Input opts should be a keyword list
	Returned config should be a map for efficient runtime access


  



  
    
      
    
    
      normalize(middleware)



    

  


  

Normalize middleware specification to {module, config} tuple.
Accepts:
	Module atom: MyMiddleware -> {MyMiddleware, []}
	Tuple with keyword list: {MyMiddleware, [key: value]} -> {MyMiddleware, [key: value]}


  


        

      


  

    
Sagents.Middleware.ConversationTitle 
    



      
Middleware that automatically generates conversation titles based on the initial user message.
Spawns an async task before the first LLM call to generate a concise title
using an LLM. By running in before_model, title generation happens in parallel
with the main execution, so titles appear quickly even when long-running tools
are involved. The title is stored in state metadata and broadcast to subscribers.
Usage
{:ok, agent} = Agent.new(
  llm: main_model,
  middleware: [
    {ConversationTitle, [
      chat_model: ChatAnthropic.new!(%{model: "claude-3-5-haiku-latest"}),
      fallbacks: [backup_model]
    ]}
  ]
)
Configuration Options
	:chat_model (required) - The LLM model to use for title generation
	:fallbacks - List of fallback models if primary fails (default: [])
	:prompt_template - Custom prompt template (default: uses TextToTitleChain defaults)
	:examples - List of example titles to guide LLM (default: provided examples)
	:id - Custom middleware ID for multiple instances (default: module name)

Events
Broadcasts the following events to PubSub:
	{:conversation_title_generated, title, agent_id} - For backward compatibility with LiveView
	{:agent_state_update, %{conversation_title: title}} - Generic agent state update notification

Metadata
Stores the generated title in state metadata:
	"conversation_title" - The generated title string (presence indicates title has been generated)


      


      
        Summary


  
    Functions
  


    
      
        before_model(state, config)

      


        Called before the LLM model call.



    


    
      
        handle_message(arg, state, config)

      


        Handle messages from async title generation tasks.



    


    
      
        init(opts)

      


        Initialize the ConversationTitle middleware with configuration options.



    





      


      
        Functions


        


  
    
      
    
    
      before_model(state, config)



    

  


  

Called before the LLM model call.
Checks if a conversation title has already been generated. If not, spawns
an async task to generate one based on the user's message content. Running
in before_model allows title generation to happen in parallel with the
main LLM call and any subsequent tool execution.
The async task will send a message back to the AgentServer when complete,
which will be handled by handle_message/3.
Parameters
	state - The current agent state before model call
	config - The middleware configuration from init/1

Returns
	{:ok, state} - Always returns the unchanged state (title generation happens asynchronously)


  



  
    
      
    
    
      handle_message(arg, state, config)



    

  


  

Handle messages from async title generation tasks.
This callback receives messages sent by the async task spawned in after_model/2.
It handles both success and failure cases.
Success Message: {:title_generated, title}
When a title is successfully generated:
	Stores the title in state metadata under the key "conversation_title"
	Requests a broadcast to notify subscribers (LiveViews, external clients)

Failure Message: {:title_generation_failed, reason}
When title generation fails:
	Logs a warning with the failure reason
	Does not update state or broadcast

Parameters
	message - The message tuple from the async task
	state - The current agent state
	config - The middleware configuration

Returns
	{:ok, updated_state} - For successful title generation
	{:ok, state} - For failures (no state changes)


  



  
    
      
    
    
      init(opts)



    

  


  

Initialize the ConversationTitle middleware with configuration options.
Required Options
	:chat_model - The ChatModel to use for title generation

Optional Options
	:fallbacks - List of fallback ChatModels if primary fails (default: [])
	:prompt_template - Custom prompt template for title generation (default: uses TextToTitleChain defaults)
	:examples - List of example titles to guide the LLM (default: provided examples)
	:id - Custom middleware ID for multiple instances (default: module name)

Returns
	{:ok, config} - Configuration map to be passed to other callbacks
	{:error, reason} - Initialization failed

Example
{:ok, config} = ConversationTitle.init([
  chat_model: ChatAnthropic.new!(%{model: "claude-3-5-haiku-latest"}),
  fallbacks: [backup_model],
  examples: ["Debug API error", "Plan sprint goals"]
])

  


        

      


  

    
Sagents.Middleware.FileSystem 
    



      
Middleware that adds mock filesystem capabilities to agents.
Provides tools for file operations in an isolated, in-memory filesystem:
	ls: List all files (with optional pattern filtering)
	read_file: Read file contents with line numbers and pagination
	write_file: Create or overwrite files
	edit_file: Make targeted edits with string replacement
	search_text: Search for text patterns within files or across all files
	edit_lines: Replace a range of lines by line number
	delete_file: Delete files from the filesystem

Usage
{:ok, agent} = Agent.new(
  model: model,
  middleware: [Filesystem]
)

# Agent can now use filesystem tools
Configuration
Basic Configuration
	:long_term_memory - Enable persistence (default: false)
	:memories_prefix - Path prefix for long-term persisted files (default: "memories")
	:enabled_tools - List of tool names to enable (default: all tools)
	:custom_tool_descriptions - Map of custom descriptions per tool
	:entry_to_map - Function that converts a FileEntry to a JSON-friendly map for LLM
tool results (default: &Sagents.Middleware.FileSystem.default_entry_to_map/1)

Selective Tool Enabling
Enable only specific tools (e.g., read-only access):
{:ok, agent} = Agent.new(
  model: model,
  filesystem_opts: [
    enabled_tools: ["ls", "read_file"]  # Read-only, no write/edit
  ]
)
Available tools: "ls", "read_file", "write_file", "edit_file", "search_text", "edit_lines", "delete_file"
Custom Tool Descriptions
Override default tool descriptions:
{:ok, agent} = Agent.new(
  model: model,
  filesystem_opts: [
    custom_tool_descriptions: %{
      "read_file" => "Custom description for reading files...",
      "write_file" => "Custom description for writing files..."
    }
  ]
)
Custom Entry-to-Map Function
The entry_to_map option controls how FileEntry structs are serialized to
JSON maps in LLM tool results (used by ls, write_file, etc.). The default
implementation returns path, title, entry_type, file_type, persistence, size,
and id (when present). Override it to include application-specific fields:
{Sagents.Middleware.FileSystem, [
  filesystem_scope: {:project, project_id},
  entry_to_map: fn %FileEntry{} = entry ->
    Sagents.Middleware.FileSystem.default_entry_to_map(entry)
    |> Map.put(:genre, entry.metadata && entry.metadata.custom["genre"])
    |> Sagents.Middleware.FileSystem.maybe_add_field(:tags, entry.metadata && entry.metadata.custom["tags"])
  end
]}
Persistence Configuration
Provide persistence callbacks to save/load files from external storage:
# Module-based (implement Sagents.FilesystemCallbacks)
{:ok, agent} = Agent.new(
  model: model,
  filesystem_opts: [
    persistence: MyApp.FilesystemPersistence,
    context: %{user_id: user_id}
  ]
)

# Function-based (inline callbacks)
{:ok, agent} = Agent.new(
  model: model,
  filesystem_opts: [
    on_write: fn file_path, content, ctx ->
      MyApp.Files.save(ctx.user_id, file_path, content)
    end,
    on_read: fn file_path, ctx ->
      MyApp.Files.get(ctx.user_id, file_path)
    end,
    context: %{user_id: user_id}
  ]
)
Persistence Options
	:persistence - Module implementing FilesystemCallbacks behavior
	:on_write - Function for write operations fn(path, content, ctx) -> result
	:on_read - Function for read operations fn(path, ctx) -> {:ok, content} | {:error, reason}

	:on_delete - Function for delete operations fn(path, ctx) -> result
	:on_list - Function for list operations fn(ctx) -> {:ok, [paths]} | {:error, reason}

	:context - Map passed to all callbacks (user_id, session_id, etc.)
	:cache_reads - Cache reads in memory (default: true)
	:fail_on_persistence_error - Fail operations if persistence fails (default: false)

File Organization
Use hierarchical paths to organize files:
write_file(file_path: "Chapter 1/summary.md", content: "...")
write_file(file_path: "images/diagram.png", content: "...")
ls(pattern: "Chapter 1/*")
Pattern Filtering
The ls tool supports wildcard patterns:
	* matches any characters
	Examples: *summary*, *.md, Chapter 1/*

Path Security
Paths are validated to prevent security issues:
	Paths starting with "/" are rejected (system path protection)
	Path traversal attempts ("..") are rejected
	Home directory shortcuts ("~") are rejected


      


      
        Summary


  
    Functions
  


    
      
        default_entry_to_map(entry)

      


        Converts a FileEntry to a JSON-friendly map for LLM tool results.



    


    
      
        maybe_add_field(map, key, value)

      


        Conditionally adds a key-value pair to a map. If the value is nil, the map
is returned unchanged. Useful as a helper when building custom entry_to_map
functions.



    





      


      
        Functions


        


  
    
      
    
    
      default_entry_to_map(entry)



    

  


  

      

          @spec default_entry_to_map(Sagents.FileSystem.FileEntry.t()) :: map()


      


Converts a FileEntry to a JSON-friendly map for LLM tool results.
Does not include content (which could be very large). Includes size
from metadata when available. Only includes id if it has a value.
This is the default implementation used by the entry_to_map config
option. Override it by providing a custom function in middleware config:
{Sagents.Middleware.FileSystem, [
  filesystem_scope: {:project, project_id},
  entry_to_map: &MyApp.custom_entry_to_map/1
]}

  



  
    
      
    
    
      maybe_add_field(map, key, value)



    

  


  

      

          @spec maybe_add_field(map(), atom(), any()) :: map()


      


Conditionally adds a key-value pair to a map. If the value is nil, the map
is returned unchanged. Useful as a helper when building custom entry_to_map
functions.
Example
Sagents.Middleware.FileSystem.default_entry_to_map(entry)
|> Sagents.Middleware.FileSystem.maybe_add_field(:tags, custom["tags"])

  


        

      


  

    
Sagents.Middleware.HumanInTheLoop 
    



      
Middleware that enables human oversight and intervention in agent workflows.
HumanInTheLoop (HITL) allows pausing agent execution before executing sensitive
or critical tool operations, providing humans with the ability to approve, edit,
or reject tool calls.
Configuration
The middleware is configured with an interrupt_on map that specifies which tools
should trigger human approval:
# Simple boolean configuration
interrupt_on = %{
  "write_file" => true,           # Enable with default decisions
  "delete_file" => true,
  "read_file" => false            # No interruption
}

# Advanced configuration with custom decisions
interrupt_on = %{
  "write_file" => %{
    allowed_decisions: [:approve, :edit, :reject]
  },
  "delete_file" => %{
    allowed_decisions: [:approve, :reject]  # No edit option
  }
}
Decision Types
	:approve - Execute the tool with original arguments
	:edit - Execute the tool with modified arguments
	:reject - Skip tool execution entirely

Usage
# Create agent with HITL middleware
{:ok, agent} = Agent.new(
  model: model,
  interrupt_on: %{
    "write_file" => true,
    "delete_file" => true
  }
)

# Execute - will return interrupt if tool needs approval
state = State.new!(%{messages: [...]})
result = Agent.execute(agent, state)

case result do
  {:ok, state} ->
    # Normal completion
    handle_response(state)

  {:interrupt, state, interrupt_data} ->
    # Human approval needed
    decisions = get_human_decisions(interrupt_data)
    {:ok, final_state} = Agent.resume(agent, state, decisions)
end
Interrupt Structure
When a tool requires approval, execution returns an interrupt tuple with detailed
information about the tools requiring approval.
Structure
{:interrupt, state, %{
  action_requests: [action_request, ...],
  review_configs: %{tool_name => config, ...}
}}
Action Requests
Each action request contains complete information about the tool call:
%{
  tool_call_id: "call_123",      # Unique identifier for this tool call
  tool_name: "write_file",       # Name of the tool being called
  arguments: %{...}              # Arguments that would be passed to the tool
}
Review Configs
A map of tool names to their approval configuration. More efficient than the
Python library's array-based approach, providing O(1) lookup:
%{
  "write_file" => %{
    allowed_decisions: [:approve, :edit, :reject]
  },
  "delete_file" => %{
    allowed_decisions: [:approve, :reject]  # Edit not allowed
  }
}
Complete Example
{:interrupt, state, %{
  action_requests: [
    %{
      tool_call_id: "call_123",
      tool_name: "write_file",
      arguments: %{"path" => "file.txt", "content" => "data"}
    },
    %{
      tool_call_id: "call_456",
      tool_name: "delete_file",
      arguments: %{"path" => "old.txt"}
    }
  ],
  review_configs: %{
    "write_file" => %{allowed_decisions: [:approve, :edit, :reject]},
    "delete_file" => %{allowed_decisions: [:approve, :reject]}
  }
}}
Resume Structure
Resume execution by providing decisions that correspond to each action request in order.
Decision Types
	:approve - Execute the tool with its original arguments
	:edit - Execute the tool with modified arguments (requires :arguments field)
	:reject - Skip tool execution, provide rejection message to agent

Decision Format
Each decision is a map with a required :type field:
# Approve decision
%{type: :approve}

# Edit decision (must include :arguments with the modified parameters)
%{type: :edit, arguments: %{"path" => "modified.txt", "content" => "new data"}}

# Reject decision
%{type: :reject}
Complete Resume Example
The decisions list must match the order and count of action_requests:
# Given interrupt with 3 action requests
{:interrupt, state, %{action_requests: [req1, req2, req3], ...}}

# Provide corresponding decisions
decisions = [
  %{type: :approve},                                    # Approve req1
  %{type: :edit, arguments: %{"path" => "other.txt"}}, # Edit req2's arguments
  %{type: :reject}                                      # Reject req3
]

# Resume execution
{:ok, final_state} = Agent.resume(agent, state, decisions)
Position in Middleware Stack
HITL middleware should run late in the after_model phase, after PatchToolCalls
but before any execution middleware. This ensures tool calls are complete and
valid before requesting human approval.
Default stack position:
	TodoListMiddleware
	FilesystemMiddleware
	PatchToolCallsMiddleware
	HumanInTheLoopMiddleware ← Position in stack
	Custom user middleware
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    Types
  


    
      
        action_request()

      


    


    
      
        decision()

      


    


    
      
        interrupt_config()

      


    


    
      
        interrupt_data()

      


    


    
      
        interrupt_on_config()

      


    





  
    Functions
  


    
      
        check_for_interrupt(state, config)

      


        Check if the current state requires an interrupt for human approval.



    


    
      
        maybe_append(middleware, interrupt_on)

      


        Conditionally append HumanInTheLoop middleware to a middleware list.



    


    
      
        process_decisions(state, decisions, config)

      


        Validate human decisions against tool calls.



    





      


      
        Types


        


  
    
      
    
    
      action_request()



    

  


  

      

          @type action_request() :: %{
  tool_call_id: String.t(),
  tool_name: String.t(),
  arguments: map()
}


      



  



  
    
      
    
    
      decision()



    

  


  

      

          @type decision() :: %{
  :type => :approve | :edit | :reject,
  optional(:arguments) => map()
}


      



  



  
    
      
    
    
      interrupt_config()



    

  


  

      

          @type interrupt_config() :: %{allowed_decisions: [atom()]}


      



  



  
    
      
    
    
      interrupt_data()



    

  


  

      

          @type interrupt_data() :: %{
  action_requests: [action_request()],
  review_configs: %{required(String.t()) => interrupt_config()},
  hitl_tool_call_ids: [String.t()]
}


      



  



  
    
      
    
    
      interrupt_on_config()



    

  


  

      

          @type interrupt_on_config() :: %{
  optional(String.t()) => boolean() | interrupt_config()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      check_for_interrupt(state, config)



    

  


  

Check if the current state requires an interrupt for human approval.
This can be called before tool execution to determine if we need to pause
and wait for human decisions.
Parameters
	state - The current agent state
	config - Middleware configuration with interrupt_on map

Returns
	{:interrupt, interrupt_data} - If tools need approval
	:continue - If no approval needed


  



  
    
      
    
    
      maybe_append(middleware, interrupt_on)



    

  


  

      

          @spec maybe_append(list(), interrupt_on_config() | nil) :: list()


      


Conditionally append HumanInTheLoop middleware to a middleware list.
This is a convenience function for building middleware stacks. It only adds
the HumanInTheLoop middleware if the interrupt_on configuration is provided
and contains at least one tool configuration.
Parameters
	middleware - The existing middleware list
	interrupt_on - Map of tool names to interrupt configuration, or nil

Returns
The middleware list, either unchanged or with HumanInTheLoop appended.
Examples
# With interrupt configuration - adds HumanInTheLoop
middleware = [TodoList, FileSystem]
|> HumanInTheLoop.maybe_append(%{"write_file" => true})
# => [TodoList, FileSystem, {HumanInTheLoop, [interrupt_on: %{...}]}]

# Without configuration - returns unchanged
middleware = [TodoList, FileSystem]
|> HumanInTheLoop.maybe_append(nil)
# => [TodoList, FileSystem]

# Empty map - returns unchanged
middleware = [TodoList, FileSystem]
|> HumanInTheLoop.maybe_append(%{})
# => [TodoList, FileSystem]
Usage in Factory
defp build_middleware(interrupt_on) do
  [
    Sagents.Middleware.TodoList,
    Sagents.Middleware.FileSystem,
    Sagents.Middleware.SubAgent,
    Sagents.Middleware.Summarization,
    Sagents.Middleware.PatchToolCalls
  ]
  |> Sagents.Middleware.HumanInTheLoop.maybe_append(interrupt_on)
end

  



  
    
      
    
    
      process_decisions(state, decisions, config)



    

  


  

Validate human decisions against tool calls.
This is called by Agent.resume/3 to validate decisions before executing tools.
The actual tool execution happens in LLMChain.execute_tool_calls_with_decisions/3.
Parameters
	state - The state at the point of interruption
	decisions - List of decision maps
	config - Middleware configuration

Returns
	{:ok, state} - Decisions are valid (state unchanged)
	{:error, reason} - Invalid decisions


  


        

      


  

    
Sagents.Middleware.PatchToolCalls 
    



      
Middleware that identifies and resolves "dangling tool calls" in the message history.
A "dangling tool call" occurs when an AI message contains tool calls that lack
corresponding tool result messages in the conversation history. This creates an
incomplete request-response cycle that can confuse the agent and cause LLM API
errors.
Problem Scenarios
Dangling tool calls commonly occur due to:
	User Interruption: User sends a new message before tool execution completes
	Agent Resets: Agent state is restored with incomplete tool calls
	Error Handling: Tool execution fails without generating a tool result
	State Corruption: Incomplete state updates or message history corruption

Solution
This middleware runs in the before_model phase and:
	Scans message history for assistant messages with tool calls
	For each tool call, searches forward for a corresponding tool result message
	Creates synthetic tool result messages for any dangling tool calls
	Returns updated state with patched message history

Position in Middleware Stack
This middleware should run relatively late in the before_model phase, after
middleware that might generate or modify messages but before any middleware
that expects complete tool call sequences (like HumanInTheLoop).
Usage
# Add to agent with default middleware
{:ok, agent} = Agent.new(
  model: model,
  middleware: [PatchToolCalls]
)

# Or with custom middleware stack
{:ok, agent} = Agent.new(
  model: model,
  replace_default_middleware: true,
  middleware: [
    TodoList,
    Filesystem,
    PatchToolCalls,  # Position before HITL
    HumanInTheLoop,
    MyMiddleware
  ]
)
Example
# Before patching:
messages = [
  %Message{role: :system, content: "You are helpful"},
  %Message{role: :assistant, tool_calls: [
    %ToolCall{call_id: "123", name: "search", arguments: %{q: "test"}}
  ]},
  %Message{role: :user, content: "Never mind"}  # User interrupted!
]

# After patching:
messages = [
  %Message{role: :system, content: "You are helpful"},
  %Message{role: :assistant, tool_calls: [
    %ToolCall{call_id: "123", name: "search", arguments: %{q: "test"}}
  ]},
  %Message{role: :tool, tool_results: [
    %ToolResult{
      tool_call_id: "123",
      name: "search",
      content: "Tool call search with id 123 was cancelled - another message came in before it could be completed."
    }
  ]},
  %Message{role: :user, content: "Never mind"}
]

      


      
        Summary


  
    Functions
  


    
      
        patch_dangling_tool_calls(messages)

      


        Scan messages for dangling tool calls and create synthetic tool results.
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      patch_dangling_tool_calls(messages)



    

  


  

Scan messages for dangling tool calls and create synthetic tool results.
A tool call is "dangling" if there is no corresponding tool result message
with a matching tool_call_id in any subsequent message.
Returns the patched message list. If no patches are needed, returns the
original list unchanged.

  


        

      


  

    
Sagents.Middleware.SubAgent 
    



      
Middleware for delegating tasks to specialized SubAgents.
Provides a task tool that allows the main agent to delegate complex,
multi-step work to specialized SubAgents. SubAgents run in isolated
contexts with their own conversation history, providing token efficiency
and clean separation of concerns.
Features
	Dynamic SubAgents: Create SubAgents from configuration at runtime
	Pre-compiled SubAgents: Use pre-built Agent instances
	HITL Propagation: SubAgent interrupts automatically propagate to parent
	Token Efficiency: Parent only sees final result, not SubAgent's internal work
	Process Isolation: SubAgents run as supervised processes

Configuration Options
The middleware accepts these options:
	:subagents - List of SubAgent.Config or SubAgent.Compiled configurations
for pre-defined subagents. Defaults to [].

	:model - The chat model for dynamic subagents. Required.

	:middleware - Additional middleware to add to subagents. Defaults to [].

	:block_middleware - List of middleware modules to exclude from general-purpose
subagent inheritance. Defaults to []. See "Middleware Filtering" below.


Configuration Example
middleware = [
  {SubAgent, [
    model: model,
    subagents: [
      SubAgent.Config.new!(%{
        name: "researcher",
        description: "Research topics using internet search",
        system_prompt: "You are an expert researcher...",
        tools: [internet_search_tool]
      }),
      SubAgent.Compiled.new!(%{
        name: "coder",
        description: "Write code for specific tasks",
        agent: pre_built_coder_agent
      })
    ],
    block_middleware: [ConversationTitle, Summarization]
  ]}
]
Middleware Filtering
When a general-purpose subagent is created, it inherits the parent agent's middleware
stack with certain exclusions:
	SubAgent middleware is ALWAYS excluded - This prevents recursive subagent
nesting which could lead to resource exhaustion. You cannot override this.

	Blocked middleware is excluded - Any modules listed in :block_middleware
are filtered out before passing to the subagent.


Example: Blocking Unnecessary Middleware
Some middleware is inappropriate for short-lived subagents:
{SubAgent, [
  model: model,
  subagents: [],

  # These middleware modules won't be inherited by general-purpose subagents
  block_middleware: [
    Sagents.Middleware.ConversationTitle,  # Subagents don't need titles
    Sagents.Middleware.Summarization       # Short tasks don't need summarization
  ]
]}
Pre-configured Subagents
The :block_middleware option only affects general-purpose subagents created
dynamically via the task tool. Pre-configured subagents (defined in :subagents)
use their own explicitly defined middleware and are NOT affected by this option.
{SubAgent, [
  subagents: [
    # This subagent defines its own middleware - block_middleware doesn't apply
    SubAgent.Config.new!(%{
      name: "researcher",
      middleware: [ConversationTitle]  # Explicitly included
    })
  ],
  block_middleware: [ConversationTitle]  # Only affects general-purpose
]}
Usage Example
# Main agent decides to delegate work
"I need to research renewable energy. I'll use the researcher SubAgent."
→ Calls: task("Research renewable energy impacts", "researcher")

# SubAgent executes independently
# If SubAgent hits HITL interrupt (e.g., internet_search needs approval):
#   1. SubAgent pauses
#   2. Interrupt propagates to parent
#   3. User sees: "SubAgent 'researcher' needs approval for 'internet_search'"
#   4. User approves
#   5. Parent resumes, which resumes SubAgent
#   6. SubAgent completes and returns result
Architecture
Main Agent
  │
  ├─ task("research task", "researcher")
  │   │
  │   └─ SubAgent (as SubAgentServer process)
  │       ├─ Fresh conversation
  │       ├─ Specialized tools
  │       ├─ LLM executes
  │       └─ Returns final message only
  │
  └─ Receives result, continues
HITL Interrupt Flow
1. SubAgent hits HITL interrupt
2. SubAgentServer.execute() returns {:interrupt, interrupt_data}
3. Task tool receives interrupt
4. Task tool returns {:interrupt, enhanced_data} to parent
5. Parent agent propagates to AgentServer
6. User approves
7. Parent agent resumes
8. Task tool calls SubAgentServer.resume(decisions)
9. SubAgent continues and completes
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        start_subagent(instructions, subagent_type, args, context, config)

      


        Starts and executes a new SubAgent to delegate work.
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      start_subagent(instructions, subagent_type, args, context, config)



    

  


  

      

          @spec start_subagent(String.t(), String.t(), map(), map(), map()) ::
  {:ok, String.t()}
  | {:ok, String.t(), term()}
  | {:interrupt, map()}
  | {:error, String.t()}


      


Starts and executes a new SubAgent to delegate work.
This function allows custom tools and middleware to spawn SubAgents for
delegating complex, multi-step tasks, similar to how the built-in task tool
works. The SubAgent runs as an isolated, supervised process with its own
conversation context.
Parameters
	instructions - Detailed instructions for what the SubAgent should
accomplish. Be specific about the task, expected output, and any context
needed.

	subagent_type - The name/type of SubAgent to use. Must match a configured
SubAgent name (from middleware init) or "general-purpose" for dynamic
SubAgents.

	args - Full arguments map containing:
	"instructions" (required) - Same as instructions parameter
	"subagent_type" (required) - Same as subagent_type parameter
	"system_prompt" (optional) - Custom system prompt for general-purpose
SubAgents


	context - Tool execution context map containing:
	:agent_id - Parent agent ID
	:state - Parent agent state
	:parent_middleware - Parent middleware list (for general-purpose
SubAgents)
	:resume_info - Resume information if continuing interrupted SubAgent


	config - Middleware configuration map containing:
	:agent_map - Map of subagent_type -> Agent struct
	:descriptions - Map of subagent_type -> description string
	:agent_id - Parent agent ID
	:model - Model configuration



Returns
	{:ok, result} - SubAgent completed successfully, returns final message
content
	{:interrupt, interrupt_data} - SubAgent hit HITL interrupt, needs approval
	{:error, reason} - Failed to start or execute SubAgent

Example
Using from a custom tool function:
def my_research_tool_function(args, context) do
  # Build config from middleware state
  subagent_config = %{
    agent_map: context.subagent_map,
    descriptions: context.subagent_descriptions,
    agent_id: context.agent_id,
    model: context.model
  }

  # Prepare arguments
  task_args = %{
    "instructions" => "Research quantum computing developments",
    "subagent_type" => "researcher"
  }

  # Start SubAgent
  case SubAgent.start_subagent(
    "Research quantum computing developments",
    "researcher",
    task_args,
    context,
    subagent_config
  ) do
    {:ok, result} ->
      {:ok, "Research complete: " <> result}

    {:interrupt, interrupt_data} ->
      # Propagate interrupt to parent
      {:interrupt, interrupt_data}

    {:error, reason} ->
      {:error, "Failed to research: " <> reason}
  end
end
Notes
	SubAgents run in isolated process contexts with their own conversation
history
	Parent only sees final result, not intermediate reasoning (token efficient)
	HITL interrupts from SubAgents automatically propagate to parent
	For "general-purpose" type, tools and middleware are inherited from parent
	SubAgents are supervised and cleaned up automatically


  


        

      


  

    
Sagents.Middleware.Summarization 
    



      
Middleware that automatically manages conversation length through intelligent summarization.
This middleware monitors token usage and automatically summarizes older messages when
a threshold is exceeded, preserving recent messages for context continuity.
Purpose
Long conversations present several problems:
	Increased API costs
	Slower response times
	Risk of exceeding model context limits
	Potential API errors

This middleware solves these problems by:
	Monitoring total token count
	Summarizing older messages when threshold is exceeded
	Preserving recent messages for continuity
	Protecting AI/Tool message pairs from separation

Configuration
# Default configuration
{Summarization, []}

# Custom configuration
{Summarization, [
  model: custom_model,                    # Model for summarization (defaults to agent model)
  max_tokens_before_summary: 170_000,    # Token threshold (default: 170k)
  messages_to_keep: 6,                   # Recent messages to preserve (default: 6)
  summary_prompt: custom_prompt,         # Custom summarization prompt
  token_counter: &custom_counter/1       # Custom token counting function
]}
Configuration Options
	:model - LLM to use for summarization. Defaults to the agent's model.
	:max_tokens_before_summary - Token threshold that triggers summarization. Default: 170,000
	:messages_to_keep - Number of recent messages to preserve intact. Default: 6
	:summary_prompt - Custom prompt for summarization. Uses intelligent default.
	:token_counter - Function to count tokens. Defaults to approximate counting.

Position in Middleware Stack
Should run relatively early in before_model phase, after message generation
but before any processing that expects specific message structures:
	TodoListMiddleware
	FilesystemMiddleware
	SubAgentMiddleware
	SummarizationMiddleware ← Position
	AnthropicPromptCachingMiddleware
	PatchToolCallsMiddleware
	HumanInTheLoopMiddleware

How It Works
1. Token Monitoring
Before each model call, counts total tokens in message history.
2. Threshold Check
If tokens exceed threshold, triggers summarization.
3. Safe Cutoff Detection
Finds safe points to cut the conversation that don't separate:
	Assistant messages with tool_calls from their corresponding tool results
	Related message pairs

4. Message Partitioning
	To summarize: Older messages before cutoff point
	To preserve: Recent messages after cutoff point

5. Summary Generation
Uses LLM to generate concise summary of older messages.
6. State Update
Replaces older messages with summary messages, preserving recent messages.
Example
# Create agent with summarization
{:ok, agent} = Agent.new(
  model: model,
  middleware: [
    {Summarization, [
      max_tokens_before_summary: 150_000,
      messages_to_keep: 8
    ]}
  ]
)

# Summarization happens automatically during execution
{:ok, state} = Agent.execute(agent, state)
Safe Cutoff Algorithm
The middleware protects AI/Tool message pairs from separation:
	Calculate target cutoff: message_count - messages_to_keep
	Search backwards from target to find safe cutoff point
	A point is safe if:	It's not an assistant message with tool_calls
	The next message isn't a tool result for this assistant


	If no safe point found, summarize nothing (keeps all messages)

Error Handling
	Falls back to keeping all messages if summarization fails
	Logs errors but doesn't halt agent execution
	Graceful degradation ensures agent continues working

Performance Considerations
	Token counting is approximate (fast estimation)
	Summarization only runs when threshold exceeded
	Summary generation is async-compatible
	Minimal overhead when under threshold


      




  

    
Sagents.Middleware.TodoList 
    



      
Middleware that adds TODO list management capabilities to agents.
Provides the write_todos tool for creating, updating, and managing TODO items
during complex multi-step tasks.
Usage
{:ok, agent} = Agent.new(
  model: model,
  middleware: [TodoList]
)

# Agent can now use write_todos tool to manage tasks
Configuration
No configuration options currently supported. Future options may include:
	:max_todos - Maximum number of TODOs allowed
	:auto_cleanup - Automatically remove completed TODOs


      




  

    
Sagents.MiddlewareEntry 
    



      
Represents a registered middleware instance with its configuration.
Each middleware entry contains:
	id: Unique identifier (module name by default, or custom string)
	module: The middleware module implementing the Middleware behavior
	config: Configuration map returned from middleware's init/1 callback

ID Determination
The middleware ID is used for message routing and uniquely identifies
each middleware instance:
	Default: Module name (e.g., LangChain.Middleware.TodoList)
	Custom: Specified via :id option for multiple instances of the same middleware

Examples
# Single instance with default ID (module name)
%MiddlewareEntry{
  id: LangChain.Middleware.TodoList,
  module: LangChain.Middleware.TodoList,
  config: %{middleware_id: LangChain.Middleware.TodoList}
}

# Multiple instances with custom IDs
%MiddlewareEntry{
  id: "title_generator_en",
  module: LangChain.Middleware.ConversationTitle,
  config: %{middleware_id: "title_generator_en", language: "en"}
}
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        to_raw_spec(module)

      


        Convert a MiddlewareEntry struct back to raw middleware specification.



    


    
      
        to_raw_specs(entries)

      


        Convert a list of MiddlewareEntry structs to raw middleware specifications.
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          @type t() :: %Sagents.MiddlewareEntry{
  config: map(),
  id: atom() | String.t(),
  module: module()
}
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          @spec to_raw_spec(t() | module() | {module(), keyword()}) ::
  module() | {module(), keyword()}


      


Convert a MiddlewareEntry struct back to raw middleware specification.
This is useful when middleware needs to be re-initialized in a new context,
such as when creating a SubAgent that inherits parent middleware.
Parameters
	entry - A MiddlewareEntry struct or raw middleware spec

Returns
	Module atom if the middleware has no configuration options
	{module, opts} tuple if the middleware has configuration options
	Passes through non-MiddlewareEntry values unchanged

Examples
# Entry with no configuration
entry = %MiddlewareEntry{
  module: MyMiddleware,
  config: %{id: MyMiddleware}
}
to_raw_spec(entry)
# => MyMiddleware

# Entry with configuration
entry = %MiddlewareEntry{
  module: MyMiddleware,
  config: %{id: MyMiddleware, max_items: 100, enabled: true}
}
to_raw_spec(entry)
# => {MyMiddleware, [max_items: 100, enabled: true]}

# Pass through raw specs unchanged
to_raw_spec(MyMiddleware)
# => MyMiddleware

to_raw_spec({MyMiddleware, [opt: "value"]})
# => {MyMiddleware, [opt: "value"]}

  



  
    
      
    
    
      to_raw_specs(entries)



    

  


  

      

          @spec to_raw_specs([t() | module() | {module(), keyword()}]) :: [
  module() | {module(), keyword()}
]


      


Convert a list of MiddlewareEntry structs to raw middleware specifications.
Convenience function for converting entire middleware lists.
Parameters
	entries - List of MiddlewareEntry structs and/or raw middleware specs

Returns
	List of raw middleware specifications (module atoms or {module, opts} tuples)

Examples
entries = [
  %MiddlewareEntry{module: Middleware1, config: %{id: Middleware1}},
  %MiddlewareEntry{module: Middleware2, config: %{id: Middleware2, opt: "value"}},
  Middleware3
]
to_raw_specs(entries)
# => [Middleware1, {Middleware2, [opt: "value"]}, Middleware3]

  


        

      


  

    
Sagents.SubAgent 
    



      
A runnable, pausable, and resumable agent execution context.
Core Philosophy
"The SubAgent struct HOLDS the LLMChain."
This is the key insight that makes pause/resume trivial:
	The chain persists in the SubAgent struct between pause and resume
	The chain remembers all messages, tool calls, and state
	Pause = stop executing, save the SubAgent struct
	Resume = continue the SAME chain with decisions
	No reconstruction needed

The SubAgent Struct
The SubAgent holds:
	The LLMChain - THE KEY FIELD - manages the entire conversation
	Status tracking (idle, running, interrupted, completed, error)
	Interrupt data when paused (which tools need approval)
	Error when failed
	Metadata (id, parent_agent_id, created_at)

How It Works
	Initialization: Create LLMChain with initial messages, tools, and model
	Execution: Run LLMChain in a loop until completion or interrupt
	Conversation: All messages live in the chain - it's all there
	Results: Extract from the final message in the chain

Key Design Principles
	Chain Persistence = Simple Resume
	Chain is already paused at the right spot
	Resume just continues the chain with decisions
	The chain remembers everything


	Direct Chain Management
	SubAgent.execute runs LLMChain.run directly
	No delegation to Agent
	Full control over the execution loop


	HITL = Pause/Resume
	Interrupt → Chain pauses after LLM returns tool calls
	Save interrupt data (which tools, what arguments)
	Resume → Apply decisions, execute tools, continue chain
	Can have multiple pause/resume cycles naturally



SubAgent Execution Flow
Creating a SubAgent
# From configuration
subagent = SubAgent.new_from_config(
  parent_agent_id: "main-agent",
  instructions: "Research renewable energy",
  agent_config: agent_from_registry,
  parent_state: parent_state
)
Executing
case SubAgent.execute(subagent) do
  {:ok, completed_subagent} ->
    # Extract result
    result = SubAgent.extract_result(completed_subagent)

  {:interrupt, interrupted_subagent} ->
    # Needs human approval
    # interrupted_subagent.interrupt_data contains action requests

  {:error, error_subagent} ->
    # Execution failed
    # error_subagent.error contains the error
end
Resuming After Interrupt
case SubAgent.resume(interrupted_subagent, decisions) do
  {:ok, completed_subagent} -> # Completed
  {:interrupt, interrupted_subagent} -> # Another interrupt
  {:error, error_subagent} -> # Failed
end
Multiple Interrupts
The beauty of this design: multiple interrupts just repeat the pause/resume:
# First execution
{:interrupt, subagent1} = SubAgent.execute(subagent0)
# chain paused at: [user, assistant_with_tool_call_1]

# First resume
{:interrupt, subagent2} = SubAgent.resume(subagent1, [decision1])
# chain paused at: [user, assistant_1, tool_result_1, assistant_with_tool_call_2]

# Second resume
{:ok, subagent3} = SubAgent.resume(subagent2, [decision2])
# chain completed
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    Functions
  


    
      
        build_agent_map(configs, default_model, default_middleware \\ [])

      


        Build an agent map of subagents from configurations.



    


    
      
        build_agent_map!(configs, default_model, default_middleware \\ [])

      


        Build a registry of subagents, raising on error.



    


    
      
        build_descriptions(configs)

      


        Build descriptions map for subagents.



    


    
      
        can_execute?(sub_agent)

      


        Check if SubAgent can be executed.



    


    
      
        can_resume?(sub_agent)

      


        Check if SubAgent can be resumed.



    


    
      
        execute(subagent, opts \\ [])

      


        Execute the SubAgent.



    


    
      
        extract_middleware_module(module)

      


        Extract the module from any middleware format.



    


    
      
        extract_result(sub_agent)

      


        Extract result from completed SubAgent.



    


    
      
        is_subagent_middleware?(middleware)

      


        Check if a middleware spec refers to the SubAgent middleware.



    


    
      
        is_terminal?(sub_agent)

      


        Check if SubAgent is in a terminal state.



    


    
      
        new_from_compiled(opts)

      


        Create a SubAgent from compiled agent (pre-built).



    


    
      
        new_from_config(opts)

      


        Create a SubAgent from configuration (dynamic subagent).



    


    
      
        resume(subagent, decisions, opts \\ [])

      


        Resume the SubAgent after HITL interrupt.



    


    
      
        subagent_middleware_stack(default_middleware, additional_middleware \\ [], opts \\ [])

      


        Build a middleware stack for subagents, filtering out blocked middleware.
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          @type t() :: %Sagents.SubAgent{
  chain: LangChain.Chains.LLMChain.t() | nil,
  created_at: DateTime.t() | nil,
  error: term() | nil,
  id: String.t() | nil,
  interrupt_data: map() | nil,
  interrupt_on: map() | nil,
  parent_agent_id: String.t() | nil,
  status: :idle | :running | :interrupted | :completed | :error,
  until_tool: String.t() | [String.t()] | nil
}
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      build_agent_map(configs, default_model, default_middleware \\ [])



    

  


  

Build an agent map of subagents from configurations.

  



    

  
    
      
    
    
      build_agent_map!(configs, default_model, default_middleware \\ [])



    

  


  

Build a registry of subagents, raising on error.

  



  
    
      
    
    
      build_descriptions(configs)



    

  


  

Build descriptions map for subagents.

  



  
    
      
    
    
      can_execute?(sub_agent)



    

  


  

Check if SubAgent can be executed.
Only SubAgents with status :idle can be executed.

  



  
    
      
    
    
      can_resume?(sub_agent)



    

  


  

Check if SubAgent can be resumed.
Only SubAgents with status :interrupted can be resumed.

  



    

  
    
      
    
    
      execute(subagent, opts \\ [])



    

  


  

Execute the SubAgent.
Runs the LLMChain until:
	Natural completion (no more tool calls)
	HITL interrupt (tool needs approval)
	Error

Returns updated SubAgent struct with new status.
Options
	:callbacks - Map of LLMChain callbacks (e.g., %{on_message_processed: fn...})

Examples
case SubAgent.execute(subagent) do
  {:ok, completed_subagent} ->
    result = SubAgent.extract_result(completed_subagent)

  {:interrupt, interrupted_subagent} ->
    # interrupted_subagent.interrupt_data contains action_requests

  {:error, error_subagent} ->
    # error_subagent.error contains the error
end

# With callbacks for real-time message broadcasting
callbacks = %{
  on_message_processed: fn _chain, message ->
    broadcast_message(message)
  end
}
SubAgent.execute(subagent, callbacks: callbacks)
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          @spec extract_middleware_module(any()) :: module() | nil


      


Extract the module from any middleware format.
Returns the middleware module regardless of whether the input is:
	A raw module atom
	A {module, opts} tuple
	A MiddlewareEntry struct

Returns nil for unrecognized formats.

  



  
    
      
    
    
      extract_result(sub_agent)



    

  


  

Extract result from completed SubAgent.
For completed SubAgents, extracts the final message content as a string.
This is the default extraction - middleware or custom logic can provide
different extraction.
Returns {:ok, string} on success or {:error, reason} on failure.
Examples
{:ok, completed_subagent} = SubAgent.execute(subagent)
{:ok, result} = SubAgent.extract_result(completed_subagent)
# => {:ok, "Research complete: Solar energy has shown..."}

  



  
    
      
    
    
      is_subagent_middleware?(middleware)



    

  


  

      

          @spec is_subagent_middleware?(any()) :: boolean()


      


Check if a middleware spec refers to the SubAgent middleware.
Handles all middleware formats: raw modules, tuples, and MiddlewareEntry structs.

  



  
    
      
    
    
      is_terminal?(sub_agent)



    

  


  

Check if SubAgent is in a terminal state.
Terminal states are :completed and :error.

  



  
    
      
    
    
      new_from_compiled(opts)



    

  


  

Create a SubAgent from compiled agent (pre-built).
A compiled subagent is pre-defined by the application with complete control
over configuration.
Options
	:parent_agent_id - Parent's agent ID (required)
	:instructions - Task description (required)
	:compiled_agent - Pre-built Agent struct (required)
	:parent_state - Parent agent's current state (required)
	:initial_messages - Optional initial message sequence (default: [])

Examples
subagent = SubAgent.new_from_compiled(
  parent_agent_id: "main-agent",
  instructions: "Extract structured data",
  compiled_agent: data_extractor_agent,
  parent_state: parent_state,
  initial_messages: [prep_message]
)

  



  
    
      
    
    
      new_from_config(opts)



    

  


  

Create a SubAgent from configuration (dynamic subagent).
The main agent configures a subagent through the task tool by providing:
	Instructions (becomes user message)
	Agent configuration (Agent struct)
	Parent state (for inheritance)

Options
	:parent_agent_id - Parent's agent ID (required)
	:instructions - Task description (required)
	:agent_config - Agent struct with tools, model, middleware (required)
	:parent_state - Parent agent's current state (required)

Examples
subagent = SubAgent.new_from_config(
  parent_agent_id: "main-agent",
  instructions: "Research renewable energy impacts",
  agent_config: agent_struct,
  parent_state: parent_state
)

  



    

  
    
      
    
    
      resume(subagent, decisions, opts \\ [])



    

  


  

Resume the SubAgent after HITL interrupt.
Takes human decisions and continues execution from where it left off.
This is the magic - the agent state is already paused at the right spot.
Parameters
	subagent - SubAgent with status :interrupted
	decisions - List of decision maps from human reviewer
	opts - Optional keyword list with:	:callbacks - Map of LLMChain callbacks (e.g., %{on_message_processed: fn...})



Returns
	{:ok, completed_subagent} - Execution completed
	{:interrupt, interrupted_subagent} - Another interrupt (multiple HITL tools)
	{:error, error_subagent} - Resume failed

Examples
decisions = [
  %{type: :approve},
  %{type: :edit, arguments: %{"path" => "safe.txt"}}
]

case SubAgent.resume(interrupted_subagent, decisions) do
  {:ok, completed_subagent} ->
    result = SubAgent.extract_result(completed_subagent)

  {:interrupt, interrupted_again} ->
    # Another interrupt - repeat the process

  {:error, error_subagent} ->
    # Handle error
end

  



    

    

  
    
      
    
    
      subagent_middleware_stack(default_middleware, additional_middleware \\ [], opts \\ [])



    

  


  

      

          @spec subagent_middleware_stack(list(), list(), keyword()) :: list()


      


Build a middleware stack for subagents, filtering out blocked middleware.
The SubAgent middleware itself is ALWAYS filtered out to prevent recursive
subagent nesting, regardless of whether it appears in the block list.
This function handles middleware in all formats:
	Raw module atoms (e.g., Sagents.Middleware.SubAgent)
	Raw tuples (e.g., {Sagents.Middleware.SubAgent, opts})
	Initialized MiddlewareEntry structs (from agent.middleware)

Options
	:block_middleware - List of middleware modules to exclude from inheritance.
These modules will not be passed to general-purpose subagents. Defaults to [].

Examples
# Default behavior: only SubAgent middleware is filtered
subagent_middleware_stack(parent_middleware)

# Block additional middleware from being inherited
subagent_middleware_stack(parent_middleware, [],
  block_middleware: [ConversationTitle, Summarization]
)

# Add additional middleware while blocking others
subagent_middleware_stack(parent_middleware, [CustomMiddleware],
  block_middleware: [ConversationTitle]
)

  


        

      


  

    
Sagents.SubAgentServer 
    



      
GenServer wrapper for SubAgent providing blocking API.
Simple Design
SubAgentServer is a simple wrapper that:
	Holds a SubAgent struct in its state
	Provides a blocking API for execute/resume
	Uses Registry for named access (via sub-agent ID)
	NO PubSub (simpler than AgentServer)
	NO auto-shutdown - lifecycle managed by parent agent

The GenServer state is SIMPLE - just the SubAgent struct! Everything is
delegated to SubAgent functions.
New Architecture
The SubAgent struct HOLDS the execution state including the LLMChain.
This makes the server's job trivial:
	Store the SubAgent struct
	Delegate execute/resume to SubAgent module
	Return results

Lifecycle
	Spawned - Created by task tool under SubAgentsDynamicSupervisor
	Execute - Tool calls execute/1, blocking until completion or interrupt
	Interrupt (optional) - Returns {:interrupt, interrupt_data} if HITL needed
	Resume (optional) - Tool calls resume/2 with decisions, blocks again
	Complete - Returns {:ok, final_result} when done
	Shutdown - Cleaned up when parent agent terminates

Usage
# Create a SubAgent struct
subagent = SubAgent.new_from_config(
  parent_agent_id: "main-agent",
  instructions: "Research renewable energy",
  agent_config: agent,
  parent_state: parent_state
)

# Start the server
{:ok, _pid} = SubAgentServer.start_link(subagent: subagent)

# Execute synchronously (blocks until completion or interrupt)
case SubAgentServer.execute(subagent.id) do
  {:ok, final_result} ->
    {:ok, final_result}

  {:interrupt, interrupt_data} ->
    # SubAgent needs HITL approval
    # Propagate interrupt to parent
    {:interrupt, %{
      type: :subagent_hitl,
      sub_agent_id: subagent.id,
      interrupt_data: interrupt_data
    }}

  {:error, reason} ->
    {:error, reason}
end

# Resume after user provides decisions
case SubAgentServer.resume(subagent.id, decisions) do
  {:ok, final_result} -> {:ok, final_result}
  {:interrupt, interrupt_data} -> # Another interrupt
  {:error, reason} -> {:error, reason}
end
Supervision
SubAgentServers are supervised by SubAgentsDynamicSupervisor with
:temporary restart strategy. If a SubAgent crashes:
	The supervisor logs the crash
	The blocking call receives an exit signal
	The parent agent can handle the error
	No automatic restart (SubAgents are ephemeral)


      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        execute(sub_agent_id)

      


        Execute the SubAgent synchronously.



    


    
      
        get_name(sub_agent_id)

      


        Get the registry name for a SubAgent.



    


    
      
        get_status(sub_agent_id)

      


        Get the current status of the SubAgent.



    


    
      
        get_subagent(sub_agent_id)

      


        Get the current SubAgent struct.



    


    
      
        resume(sub_agent_id, decisions)

      


        Resume the SubAgent after an HITL interrupt.



    


    
      
        start_link(opts)

      


        Start a SubAgentServer.



    


    
      
        stop(sub_agent_id)

      


        Stop a SubAgentServer process.



    


    
      
        whereis(sub_agent_id)

      


        Find the PID of a SubAgent by ID.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      execute(sub_agent_id)



    

  


  

      

          @spec execute(String.t()) ::
  {:ok, String.t()}
  | {:ok, String.t(), term()}
  | {:interrupt, map()}
  | {:error, term()}


      


Execute the SubAgent synchronously.
This function blocks until the SubAgent either:
	Completes successfully: {:ok, final_result}
	Encounters an HITL interrupt: {:interrupt, interrupt_data}
	Fails with an error: {:error, reason}

Important: This uses :infinity timeout because SubAgents may perform
multiple LLM calls and tool executions. The blocking is intentional - the
caller waits for the SubAgent to finish.
Examples
case SubAgentServer.execute("main-agent-sub-1") do
  {:ok, final_result} -> handle_completion(final_result)
  {:interrupt, interrupt_data} -> propagate_interrupt(interrupt_data)
  {:error, reason} -> handle_error(reason)
end

  



  
    
      
    
    
      get_name(sub_agent_id)



    

  


  

      

          @spec get_name(String.t()) :: GenServer.name()


      


Get the registry name for a SubAgent.
Examples
name = SubAgentServer.get_name("main-agent-sub-1")

  



  
    
      
    
    
      get_status(sub_agent_id)



    

  


  

      

          @spec get_status(String.t()) :: atom()


      


Get the current status of the SubAgent.
Returns one of: :idle, :running, :interrupted, :completed, :error
Examples
status = SubAgentServer.get_status("main-agent-sub-1")

  



  
    
      
    
    
      get_subagent(sub_agent_id)



    

  


  

      

          @spec get_subagent(String.t()) :: Sagents.SubAgent.t()


      


Get the current SubAgent struct.
Note: This is primarily for debugging. In normal operation, the SubAgent
should stay encapsulated in the process.
Examples
subagent = SubAgentServer.get_subagent("main-agent-sub-1")

  



  
    
      
    
    
      resume(sub_agent_id, decisions)



    

  


  

      

          @spec resume(String.t(), [map()]) ::
  {:ok, String.t()}
  | {:ok, String.t(), term()}
  | {:interrupt, map()}
  | {:error, term()}


      


Resume the SubAgent after an HITL interrupt.
This function blocks until the SubAgent either:
	Completes successfully: {:ok, final_result}
	Encounters another HITL interrupt: {:interrupt, interrupt_data}
	Fails with an error: {:error, reason}

Parameters
	sub_agent_id - The SubAgent identifier
	decisions - List of decision maps from human reviewer (see LangChain.Agent.resume/3)

Examples
decisions = [
  %{type: :approve},
  %{type: :edit, arguments: %{"path" => "safe.txt"}}
]

case SubAgentServer.resume("main-agent-sub-1", decisions) do
  {:ok, final_result} -> handle_completion(final_result)
  {:interrupt, interrupt_data} -> propagate_interrupt(interrupt_data)
  {:error, reason} -> handle_error(reason)
end

  



  
    
      
    
    
      start_link(opts)



    

  


  

Start a SubAgentServer.
Options
	:subagent - The SubAgent struct (required)

Examples
subagent = SubAgent.new_from_config(
  parent_agent_id: "main-agent",
  instructions: "Research renewable energy",
  agent_config: agent,
  parent_state: parent_state
)

{:ok, pid} = SubAgentServer.start_link(subagent: subagent)

  



  
    
      
    
    
      stop(sub_agent_id)



    

  


  

      

          @spec stop(String.t()) :: :ok


      


Stop a SubAgentServer process.
Called after the sub-agent has completed or errored to free the process.
This is a synchronous call that waits for the process to terminate.
Returns :ok if stopped successfully, or :ok if the process was already
gone (idempotent).

  



  
    
      
    
    
      whereis(sub_agent_id)



    

  


  

      

          @spec whereis(String.t()) :: pid() | nil


      


Find the PID of a SubAgent by ID.
Returns nil if the SubAgent doesn't exist.
Examples
pid = SubAgentServer.whereis("main-agent-sub-1")

  


        

      


  

    
Sagents.SubAgentsDynamicSupervisor 
    



      
DynamicSupervisor for managing ephemeral sub-agent processes.
SubAgentsDynamicSupervisor provides isolated execution environments for
sub-agents spawned during task delegation. Each sub-agent runs independently
with its own conversation context while sharing the parent's filesystem.
Purpose
	Dynamic spawning: Creates sub-agent processes on-demand
	Isolation: Each sub-agent runs in its own process
	Clean lifecycle: Sub-agents are automatically cleaned up after completion
	Fault tolerance: Sub-agent crashes don't affect parent agent

Usage
This supervisor is automatically started by AgentSupervisor and typically
not used directly. The SubAgent middleware interacts with it to spawn
sub-agent processes.
Examples
# Started automatically by AgentSupervisor
{:ok, sup_pid} = AgentSupervisor.start_link(agent: agent)

# SubAgent middleware will use this supervisor internally
# to spawn ephemeral sub-agent processes

      


      
        Summary


  
    Functions
  


    
      
        child_spec(arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        get_name(agent_id)

      


        Get the name of the SubAgentsDynamicSupervisor process for a specific agent.



    


    
      
        start_link(opts)

      


        Start the SubAgentsDynamicSupervisor.



    


    
      
        whereis(agent_id)

      


        Get the SubAgentsDynamicSupervisor PID for an agent.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(arg)



    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      get_name(agent_id)



    

  


  

Get the name of the SubAgentsDynamicSupervisor process for a specific agent.
Examples
name = SubAgentsDynamicSupervisor.get_name("agent-123")
# => {:via, Registry, {Sagents.Registry, {:sub_agents_supervisor, "agent-123"}}}

  



  
    
      
    
    
      start_link(opts)



    

  


  

      

          @spec start_link(keyword()) :: Supervisor.on_start()


      


Start the SubAgentsDynamicSupervisor.
Options
	:agent_id - The parent agent's ID (required)
	:name - Supervisor name registration (optional)

Examples
{:ok, pid} = SubAgentsDynamicSupervisor.start_link(agent_id: "agent-123")

{:ok, pid} = SubAgentsDynamicSupervisor.start_link(
  agent_id: "agent-123",
  name: SubAgentsDynamicSupervisor.get_name("agent-123")
)

  



  
    
      
    
    
      whereis(agent_id)



    

  


  

      

          @spec whereis(String.t()) :: pid() | nil


      


Get the SubAgentsDynamicSupervisor PID for an agent.
Returns the PID if found, nil otherwise.
Examples
pid = SubAgentsDynamicSupervisor.whereis("agent-123")

  


        

      


  

    
Sagents.FileSystem 
    



      
Public API for filesystem lifecycle management.
Provides convenience functions for starting, stopping, and accessing
filesystem instances independent of agent lifecycles.
Filesystem Scopes
Filesystems are identified by scope keys (tuples) that determine their lifecycle:
	{:user, user_id} - User-scoped filesystem
	{:project, project_id} - Project-scoped filesystem
	{:organization, org_id} - Organization-scoped filesystem
	{:agent, agent_id} - Agent-scoped filesystem (backward compatible)

Usage
# Start a filesystem with a specific directory (idempotent)
{:ok, config} = FileSystemConfig.new(%{
  base_directory: "Documents",
  persistence_module: Disk,
  storage_opts: [path: "/data/users/123"]
})

{:ok, pid} = FileSystem.ensure_filesystem({:user, 123}, [config])

# Or use a default config that catches all paths (no base_directory needed)
{:ok, config} = FileSystemConfig.new(%{
  default: true,
  persistence_module: MyApp.DBPersistence,
  storage_opts: [user_id: 123]
})

{:ok, pid} = FileSystem.ensure_filesystem({:user, 123}, [config])

# Check if running
true = FileSystem.filesystem_running?({:user, 123})

# Get PID
{:ok, pid} = FileSystem.get_filesystem_pid({:user, 123})

# Get scope from PID
{:user, 123} = FileSystem.get_scope(pid)

# Stop filesystem
:ok = FileSystem.stop_filesystem({:user, 123})

      


      
        Summary


  
    Functions
  


    
      
        ensure_filesystem(scope_key, configs, opts \\ [])

      


        Ensure a filesystem is running for the given scope (idempotent).



    


    
      
        filesystem_running?(scope_key)

      


        Check if a filesystem is running for the given scope.



    


    
      
        get_filesystem_pid(scope_key)

      


        Get the PID of a running filesystem by scope key.



    


    
      
        get_scope(pid)

      


        Get the scope key for a filesystem PID.



    


    
      
        list_filesystems()

      


        List all running filesystems.



    


    
      
        start_filesystem(scope_key, configs, opts \\ [])

      


        Start a new filesystem for the given scope.



    


    
      
        stop_filesystem(scope_key, opts \\ [])

      


        Stop a running filesystem.



    





      


      
        Functions


        


    

  
    
      
    
    
      ensure_filesystem(scope_key, configs, opts \\ [])



    

  


  

      

          @spec ensure_filesystem(tuple(), list(), keyword()) :: {:ok, pid()} | {:error, term()}


      


Ensure a filesystem is running for the given scope (idempotent).
If the filesystem is already running, returns the existing PID.
If not running, starts a new filesystem with the given configs.
Parameters
	scope_key - Tuple identifying the filesystem scope (e.g., {:user, 123})
	configs - List of FileSystemConfig structs
	opts - Additional options:	:supervisor - Supervisor reference (PID or registered name). Defaults to FileSystemSupervisor.
	:pubsub - PubSub configuration as {module(), atom()} tuple (optional)



Returns
	{:ok, pid} - Filesystem PID (existing or newly started)
	{:error, reason} - Error starting filesystem

Examples
{:ok, config} = FileSystemConfig.new(%{
  scope_key: {:user, 123},
  base_directory: "Documents",
  persistence_module: Disk,
  storage_opts: [path: "/data/users/123"]
})

# First call starts the filesystem
{:ok, pid} = ensure_filesystem({:user, 123}, [config])

# Subsequent calls return the same PID
{:ok, ^pid} = ensure_filesystem({:user, 123}, [config])

# With PubSub
{:ok, pid} = ensure_filesystem({:user, 123}, [config], pubsub: {Phoenix.PubSub, :my_pubsub})

  



  
    
      
    
    
      filesystem_running?(scope_key)



    

  


  

      

          @spec filesystem_running?(tuple()) :: boolean()


      


Check if a filesystem is running for the given scope.
Parameters
	scope_key - Tuple identifying the filesystem scope

Returns
Boolean indicating whether the filesystem is running.
Examples
true = filesystem_running?({:user, 123})
false = filesystem_running?({:user, 999})

  



  
    
      
    
    
      get_filesystem_pid(scope_key)



    

  


  

      

          @spec get_filesystem_pid(tuple()) :: {:ok, pid()} | {:error, :not_found}


      


Get the PID of a running filesystem by scope key.
Parameters
	scope_key - Tuple identifying the filesystem scope

Returns
	{:ok, pid} - Filesystem found
	{:error, :not_found} - Filesystem not running

Examples
{:ok, pid} = get_filesystem_pid({:user, 123})

  



  
    
      
    
    
      get_scope(pid)



    

  


  

      

          @spec get_scope(pid()) :: {:ok, tuple()} | {:error, term()}


      


Get the scope key for a filesystem PID.
Parameters
	pid - Filesystem process PID

Returns
The scope key tuple, or {:error, reason} if the scope cannot be determined.
Examples
{:ok, {:user, 123}} = get_scope(pid)

  



  
    
      
    
    
      list_filesystems()



    

  


  

      

          @spec list_filesystems() :: [{tuple(), pid()}]


      


List all running filesystems.
Returns
List of {scope_key, pid} tuples.
Examples
filesystems = list_filesystems()
# => [{:user, 123, #PID<0.123.0>}, {:project, 456, #PID<0.124.0>}]

  



    

  
    
      
    
    
      start_filesystem(scope_key, configs, opts \\ [])



    

  


  

      

          @spec start_filesystem(tuple(), list(), keyword()) :: {:ok, pid()} | {:error, term()}


      


Start a new filesystem for the given scope.
Returns an error if a filesystem is already running for this scope.
For idempotent behavior, use ensure_filesystem/3 instead.
Parameters
	scope_key - Tuple identifying the filesystem scope
	configs - List of FileSystemConfig structs
	opts - Additional options:	:supervisor - Supervisor reference (PID or registered name). Defaults to FileSystemSupervisor.
	:pubsub - PubSub configuration as {module(), atom()} tuple (optional)



Returns
	{:ok, pid} - Successfully started filesystem
	{:error, {:already_started, pid}} - Filesystem already running
	{:error, reason} - Other error

Examples
{:ok, pid} = start_filesystem({:user, 123}, [config])

  



    

  
    
      
    
    
      stop_filesystem(scope_key, opts \\ [])



    

  


  

      

          @spec stop_filesystem(
  tuple(),
  keyword()
) :: :ok | {:error, :not_found}


      


Stop a running filesystem.
The filesystem will be gracefully terminated, allowing it to flush any pending writes.
Parameters
	scope_key - Tuple identifying the filesystem scope
	opts - Additional options:	:supervisor - Supervisor reference (PID or registered name). Defaults to FileSystemSupervisor.



Returns
	:ok - Successfully stopped
	{:error, :not_found} - Filesystem not running

Examples
:ok = stop_filesystem({:user, 123})

  


        

      


  

    
Sagents.FileSystem.FileEntry 
    



      
Represents a file or directory in the virtual filesystem.
Field Semantics
	:entry_type - Whether this is a file or directory
	:file - A regular file with content
	:directory - A directory entry (no content, never dirty)


	:title - Human-readable display name (e.g. "Hero Character Sheet")
Promoted to a first-class field so both application code and LLM tools
can reference entries by their user-visible name.

	:persistence - Storage strategy
	:memory - Ephemeral, exists only in ETS (e.g., /scratch files)
	:persisted - Durable, backed by storage (e.g., /Memories files)


	:loaded - Content availability
	true - Content is in ETS, ready to use
	false - Content exists in storage but not loaded (lazy load on read)


	:dirty_content - Content sync status (only meaningful when persistence: :persisted)
	false - In-memory content matches storage
	true - In-memory content differs from storage (needs persist)


	:dirty_non_content - Non-content change tracking
	false - Entry-level fields and metadata match storage
	true - Only non-content fields changed (enables metadata-only persist optimization)



State Examples
Memory file (always loaded, never dirty):
  %FileEntry{entry_type: :file, persistence: :memory, loaded: true, dirty_content: false, content: "data"}
Persisted file, clean, loaded:
  %FileEntry{entry_type: :file, persistence: :persisted, loaded: true, dirty_content: false, content: "data"}
Persisted file, not yet loaded (lazy):
  %FileEntry{entry_type: :file, persistence: :persisted, loaded: false, dirty_content: false, content: nil}
Persisted file, modified since last save:
  %FileEntry{entry_type: :file, persistence: :persisted, loaded: true, dirty_content: true, content: "new data"}
Directory entry:
  %FileEntry{entry_type: :directory, persistence: :persisted, loaded: true, dirty_content: false, content: nil}

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        changeset(entry \\ %FileEntry{}, attrs)

      


        Creates a changeset for a file entry.



    


    
      
        directory?(arg1)

      


        Returns true if the entry is a directory.



    


    
      
        mark_clean(entry)

      


        Marks a persisted file as clean (synced with storage).



    


    
      
        mark_loaded(entry, content)

      


        Marks a file as loaded with the given content.



    


    
      
        new_directory(path, opts \\ [])

      


        Creates a new directory entry.



    


    
      
        new_indexed_file(path, opts \\ [])

      


        Creates a file entry for an indexed persisted file (not yet loaded).



    


    
      
        new_memory_file(path, content, opts \\ [])

      


        Creates a new file entry for memory storage.



    


    
      
        new_persisted_file(path, content, opts \\ [])

      


        Creates a new file entry for persisted storage. Intended for situations when
the LLM instructs a new file to be created that will need to be persisted to
storage.



    


    
      
        update_content(entry, new_content, opts \\ [])

      


        Updates file content and marks as dirty if persisted.



    


    
      
        update_entry_changeset(entry, attrs)

      


        Changeset for updating entry-level fields (not content or internal state).



    


    
      
        valid_name?(name)

      


        Validates that a name (title or path segment) is safe for use in paths.



    





      


      
        Types


        


  
    
      
    
    
      t()



    

  


  

      

          @type t() :: %Sagents.FileSystem.FileEntry{
  content: String.t() | nil,
  dirty_content: boolean(),
  dirty_non_content: boolean(),
  entry_type: :file | :directory,
  file_type: String.t() | nil,
  id: String.t() | nil,
  loaded: boolean(),
  metadata: Sagents.FileSystem.FileMetadata.t() | nil,
  path: String.t(),
  persistence: :memory | :persisted,
  title: String.t() | nil
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      changeset(entry \\ %FileEntry{}, attrs)



    

  


  

Creates a changeset for a file entry.

  



  
    
      
    
    
      directory?(arg1)



    

  


  

      

          @spec directory?(t()) :: boolean()


      


Returns true if the entry is a directory.

  



  
    
      
    
    
      mark_clean(entry)



    

  


  

Marks a persisted file as clean (synced with storage).

  



  
    
      
    
    
      mark_loaded(entry, content)



    

  


  

Marks a file as loaded with the given content.
Preserves existing metadata if present, updating only content-related fields.

  



    

  
    
      
    
    
      new_directory(path, opts \\ [])



    

  


  

Creates a new directory entry.
Directories have no content, are always "loaded", and are never dirty on creation.
Options
	:title - Human-readable name for the directory
	:custom - Custom metadata map
	:persistence - :memory or :persisted (default: :persisted)


  



    

  
    
      
    
    
      new_indexed_file(path, opts \\ [])



    

  


  

Creates a file entry for an indexed persisted file (not yet loaded).
Accepts optional keyword opts to set :title, :entry_type, and :metadata.

  



    

  
    
      
    
    
      new_memory_file(path, content, opts \\ [])



    

  


  

Creates a new file entry for memory storage.

  



    

  
    
      
    
    
      new_persisted_file(path, content, opts \\ [])



    

  


  

Creates a new file entry for persisted storage. Intended for situations when
the LLM instructs a new file to be created that will need to be persisted to
storage.

  



    

  
    
      
    
    
      update_content(entry, new_content, opts \\ [])



    

  


  

Updates file content and marks as dirty if persisted.
Preserves existing metadata (custom, created_at, mime_type, etc.) and only
updates content-related fields (size, modified_at, checksum).
Returns {:error, :directory_has_no_content} if called on a directory entry.

  



  
    
      
    
    
      update_entry_changeset(entry, attrs)



    

  


  

Changeset for updating entry-level fields (not content or internal state).
Only allows :title, :id, and :file_type to be changed.

  



  
    
      
    
    
      valid_name?(name)



    

  


  

      

          @spec valid_name?(String.t()) :: boolean()


      


Validates that a name (title or path segment) is safe for use in paths.
The library enforces minimal restrictions — only characters that would break
path resolution are disallowed:
	/ (path separator)
	null bytes
	leading/trailing whitespace
	empty strings


  


        

      


  

    
Sagents.FileSystem.FileMetadata 
    



      
Metadata for a file entry in the virtual filesystem.
Since all content is text (for LLM work), mime_type typically indicates
the format: text/plain, text/markdown, application/json, etc.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        changeset(metadata \\ %FileMetadata{}, attrs)

      


        Creates a changeset for file metadata.



    


    
      
        new(content, opts \\ [])

      


        Creates new metadata for file content with optional custom attributes.



    


    
      
        update_for_modification(metadata, new_content, opts \\ [])

      


        Updates metadata timestamps and checksum for modified content.



    





      


      
        Types


        


  
    
      
    
    
      t()



    

  


  

      

          @type t() :: %Sagents.FileSystem.FileMetadata{
  checksum: String.t() | nil,
  created_at: DateTime.t() | nil,
  custom: map(),
  encoding: String.t(),
  mime_type: String.t(),
  modified_at: DateTime.t() | nil,
  size: integer() | nil
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      changeset(metadata \\ %FileMetadata{}, attrs)



    

  


  

Creates a changeset for file metadata.

  



    

  
    
      
    
    
      new(content, opts \\ [])



    

  


  

Creates new metadata for file content with optional custom attributes.

  



    

  
    
      
    
    
      update_for_modification(metadata, new_content, opts \\ [])



    

  


  

Updates metadata timestamps and checksum for modified content.
Preserves existing metadata fields (custom, created_at, mime_type, encoding)
and only updates content-related fields. Accepts optional opts to override
specific fields (e.g. :custom, :mime_type).
Returns {:ok, metadata} or {:error, changeset}.

  


        

      


  

    
Sagents.FileSystem.FileSystemConfig 
    



      
Configuration for a filesystem persistence backend.
A FileSystemConfig defines how files in a specific virtual directory are persisted.
Multiple configs can be registered with a FileSystemServer, allowing different
directories to use different persistence backends with different settings.
Fields
	:base_directory - Virtual directory path this config applies to (e.g., "user_memories", "S3")
	:persistence_module - Module implementing the Persistence behaviour
	:debounce_ms - Milliseconds of inactivity before auto-persist (default: 5000)
	:readonly - Whether files in this directory are read-only (default: false)
	:default - When true, this config acts as a fallback for any file that doesn't
match a specific base_directory config (default: false). When default: true,
base_directory is optional — if omitted, the sentinel value "__default__" is
used internally as an identifier.
	:storage_opts - Backend-specific options passed to persistence module

Examples
# Writable user files with disk persistence
{:ok, config} = FileSystemConfig.new(%{
  base_directory: "user_files",
  persistence_module: Sagents.FileSystem.Persistence.Disk,
  debounce_ms: 5000,
  storage_opts: [path: "/data/users"]
})

# Read-only account files from database
{:ok, config} = FileSystemConfig.new(%{
  base_directory: "account_files",
  persistence_module: MyApp.DBPersistence,
  readonly: true,
  storage_opts: [repo: MyApp.Repo, table: "account_files"]
})

# Read-only S3 files
{:ok, config} = FileSystemConfig.new(%{
  base_directory: "S3",
  persistence_module: MyApp.S3Persistence,
  readonly: true,
  debounce_ms: 30000,
  storage_opts: [bucket: "shared-assets", region: "us-east-1"]
})

# Default catch-all config (no base_directory needed)
{:ok, config} = FileSystemConfig.new(%{
  default: true,
  persistence_module: MyApp.DBPersistence,
  storage_opts: [repo: MyApp.Repo]
})

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        build_storage_opts(config, scope_key)

      


        Builds storage options for this config, including scope_key.



    


    
      
        changeset(config \\ %FileSystemConfig{}, attrs)

      


        Creates a changeset for a FileSystemConfig.



    


    
      
        matches_path?(file_system_config, path)

      


        Checks if a given path matches this config's base directory.



    


    
      
        new(attrs)

      


        Creates a new FileSystemConfig.



    


    
      
        new!(attrs)

      


        Creates a new FileSystemConfig, raising on error.



    





      


      
        Types


        


  
    
      
    
    
      t()



    

  


  

      

          @type t() :: %Sagents.FileSystem.FileSystemConfig{
  base_directory: String.t(),
  debounce_ms: non_neg_integer(),
  default: boolean(),
  persistence_module: module(),
  readonly: boolean(),
  storage_opts: keyword()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      build_storage_opts(config, scope_key)



    

  


  

      

          @spec build_storage_opts(t(), tuple()) :: keyword()


      


Builds storage options for this config, including scope_key.
Examples
iex> config = FileSystemConfig.new!(%{
...>   base_directory: "user_files",
...>   persistence_module: SomeMod,
...>   storage_opts: [path: "/data"]
...> })
iex> FileSystemConfig.build_storage_opts(config, {:user, 123})
[path: "/data", scope_key: {:user, 123}, base_directory: "user_files"]

iex> FileSystemConfig.build_storage_opts(config, {:agent, "agent-123"})
[path: "/data", scope_key: {:agent, "agent-123"}, base_directory: "user_files"]

  



    

  
    
      
    
    
      changeset(config \\ %FileSystemConfig{}, attrs)



    

  


  

Creates a changeset for a FileSystemConfig.

  



  
    
      
    
    
      matches_path?(file_system_config, path)



    

  


  

      

          @spec matches_path?(t(), String.t()) :: boolean()


      


Checks if a given path matches this config's base directory.
Examples
iex> config = FileSystemConfig.new!(%{
...>   base_directory: "user_files",
...>   persistence_module: SomeMod
...> })
iex> FileSystemConfig.matches_path?(config, "/user_files/data.txt")
true
iex> FileSystemConfig.matches_path?(config, "/other/file.txt")
false

  



  
    
      
    
    
      new(attrs)



    

  


  

      

          @spec new(map() | keyword()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Creates a new FileSystemConfig.
Parameters
	attrs - Map or keyword list with config fields

Required Fields
	:base_directory - Virtual directory path (without leading/trailing slashes).
Optional when default: true — if omitted, the sentinel "__default__" is used internally.
	:persistence_module - Module implementing Persistence behaviour

Optional Fields
	:debounce_ms - Auto-persist delay in milliseconds (default: 5000)
	:readonly - Read-only flag (default: false)
	:default - When true, acts as a catch-all for unmatched paths (default: false)
	:storage_opts - Backend-specific options (default: [])

Returns
	{:ok, config} on success
	{:error, changeset} on validation failure

Examples
iex> FileSystemConfig.new(%{
...>   base_directory: "user_files",
...>   persistence_module: MyApp.Persistence.Disk,
...>   debounce_ms: 3000,
...>   storage_opts: [path: "/data"]
...> })
{:ok, %FileSystemConfig{}}

iex> FileSystemConfig.new(%{base_directory: ""})
{:error, %Ecto.Changeset{}}

  



  
    
      
    
    
      new!(attrs)



    

  


  

      

          @spec new!(map() | keyword()) :: t()


      


Creates a new FileSystemConfig, raising on error.
Same as new/1 but raises on validation errors.

  


        

      


  

    
Sagents.FileSystem.FileSystemState 
    



      
State management for the FileSystem.
This module handles all state transitions for the virtual filesystem.
File entries are stored in an in-memory map within the GenServer state.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        ancestor_paths(path)

      


        Computes the ancestor directory paths for a given file path.



    


    
      
        create_directory(state, path, opts \\ [])

      


        Creates a directory entry in the filesystem.



    


    
      
        delete_file(state, path)

      


        Deletes a file from the filesystem.



    


    
      
        ensure_ancestor_directories(state, path)

      


        Ensures all ancestor directories exist for a given path.



    


    
      
        file_exists?(state, path)

      


        Check if a file exists in the filesystem.



    


    
      
        flush_all(state)

      


        Flushes all pending debounce timers by persisting files synchronously.



    


    
      
        list_entries(state)

      


        Lists all file entries in the filesystem (without loading content).



    


    
      
        list_files(state)

      


        Lists all file paths in the filesystem.



    


    
      
        load_file(state, path)

      


        Loads a file's content from persistence into ETS.



    


    
      
        move_file(state, path, path)

      


        Moves a file or directory (and its children) from one path to another.



    


    
      
        new(opts)

      


        Creates a new FileSystemState.



    


    
      
        persist_file(state, path)

      


        Persists a file to storage (called when debounce timer fires).



    


    
      
        read_file(state, path)

      


        Reads a file entry from the filesystem state.



    


    
      
        register_files(state, file_entries)

      


        Registers file entries in the filesystem.



    


    
      
        register_persistence(state, config)

      


        Registers a new persistence configuration.



    


    
      
        reset(state)

      


        Reset the filesystem to pristine persisted state.



    


    
      
        stats(state)

      


        Computes filesystem statistics.



    


    
      
        update_custom_metadata(state, path, custom, opts \\ [])

      


        Updates only the metadata.custom map for a file entry.



    


    
      
        update_entry(state, path, attrs, opts \\ [])

      


        Updates entry-level fields on a file entry via changeset.



    


    
      
        write_file(state, path, content, opts \\ [])

      


        Writes a file to the filesystem.



    





      


      
        Types


        


  
    
      
    
    
      t()



    

  


  

      

          @type t() :: %Sagents.FileSystem.FileSystemState{
  debounce_timers: %{required(String.t()) => reference()},
  files: %{required(String.t()) => Sagents.FileSystem.FileEntry.t()},
  persistence_configs: %{
    required(String.t()) => Sagents.FileSystem.FileSystemConfig.t()
  },
  pubsub: {module(), atom()} | nil,
  scope_key: term(),
  topic: String.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      ancestor_paths(path)



    

  


  

      

          @spec ancestor_paths(String.t()) :: [String.t()]


      


Computes the ancestor directory paths for a given file path.
Returns paths from shallowest to deepest, excluding the root /.
Examples
iex> FileSystemState.ancestor_paths("/Characters/Hero/Backstory")
["/Characters", "/Characters/Hero"]

iex> FileSystemState.ancestor_paths("/notes.txt")
[]

  



    

  
    
      
    
    
      create_directory(state, path, opts \\ [])



    

  


  

      

          @spec create_directory(t(), String.t(), keyword()) ::
  {:ok, Sagents.FileSystem.FileEntry.t(), t()} | {:error, term(), t()}


      


Creates a directory entry in the filesystem.
Directories have no content and are always "loaded". They are persisted
immediately (like new files).
Returns {:ok, entry, new_state} or {:error, reason, state}.

  



  
    
      
    
    
      delete_file(state, path)



    

  


  

      

          @spec delete_file(t(), String.t()) :: {:ok, t()} | {:error, term(), t()}


      


Deletes a file from the filesystem.
Returns {:ok, new_state} or {:error, reason, state}.

  



  
    
      
    
    
      ensure_ancestor_directories(state, path)



    

  


  

      

          @spec ensure_ancestor_directories(t(), String.t()) :: t()


      


Ensures all ancestor directories exist for a given path.
Works like mkdir -p: walks the path segments and creates any missing
directory entries. Each auto-created directory gets its title inferred
from the path segment name. Directories that already exist are left
untouched.
Auto-created directories use the same persistence strategy as the file
being written (determined by find_config_for_path), and are persisted
immediately so the persistence callback can return enriched entries
(e.g. with a database-assigned ID).
Returns the updated state.

  



  
    
      
    
    
      file_exists?(state, path)



    

  


  

      

          @spec file_exists?(t(), String.t()) :: boolean()


      


Check if a file exists in the filesystem.
Examples
iex> FileSystemState.file_exists?(state, "/notes.txt")
true

iex> FileSystemState.file_exists?(state, "/nonexistent.txt")
false

  



  
    
      
    
    
      flush_all(state)



    

  


  

      

          @spec flush_all(t()) :: t()


      


Flushes all pending debounce timers by persisting files synchronously.
Returns updated state with cleared timers.

  



  
    
      
    
    
      list_entries(state)



    

  


  

      

          @spec list_entries(t()) :: [Sagents.FileSystem.FileEntry.t()]


      


Lists all file entries in the filesystem (without loading content).
Returns entries with metadata but content NOT loaded — suitable for building
sidebar trees, directory listings, or LLM ls tool responses.
As a safety net, synthesizes directory entries for any parent paths that
don't have explicit entries. This prevents orphaned files from becoming
invisible in tree-based UIs when their parent directory was never created.

  



  
    
      
    
    
      list_files(state)



    

  


  

      

          @spec list_files(t()) :: [String.t()]


      


Lists all file paths in the filesystem.
Returns paths for both memory and persisted files, regardless of load status.
Parameters
	state - Current FileSystemState

Examples
iex> FileSystemState.list_files(state)
["/file1.txt", "/Memories/file2.txt"]

  



  
    
      
    
    
      load_file(state, path)



    

  


  

      

          @spec load_file(t(), String.t()) :: {:ok, t()} | {:error, term(), t()}


      


Loads a file's content from persistence into ETS.
Called by FileSystemServer when a file needs to be lazy-loaded.
If the file is already loaded or is memory-only, returns {:ok, state} without changes.
Returns
	{:ok, state} - File loaded successfully (or already loaded)
	{:error, reason, state} - Failed to load from persistence


  



  
    
      
    
    
      move_file(state, path, path)



    

  


  

      

          @spec move_file(t(), String.t(), String.t()) ::
  {:ok, [Sagents.FileSystem.FileEntry.t()], t()} | {:error, term(), t()}


      


Moves a file or directory (and its children) from one path to another.
This is an atomic re-key operation that does not trigger delete_from_storage
or create new entries. Instead, it:
	Re-keys entries in the files map from old path to new path
	Updates the path field on each entry
	Transfers any pending debounce timers to the new paths
	Calls the optional move_in_storage/3 persistence callback so backends
can update their path references
	If the backend doesn't implement move_in_storage/3, marks entries as
dirty_non_content so the next persist cycle pushes the changes

Returns {:ok, moved_entries, new_state} or {:error, reason, state}.

  



  
    
      
    
    
      new(opts)



    

  


  

      

          @spec new(keyword()) :: {:ok, t()} | {:error, term()}


      


Creates a new FileSystemState.
Options
	:scope_key - Scope identifier (required) - Can be any term that uniquely identifies the scope	Tuple: {:user, 123}, {:agent, uuid}, {:project, id}
	UUID: "550e8400-e29b-41d4-a716-446655440000"
	Database ID: 12345 or "12345"


	:configs - List of FileSystemConfig structs (optional, default: [])
	:pubsub - PubSub configuration as {module(), atom()} tuple or nil (optional, default: nil)
Example: {Phoenix.PubSub, :my_app_pubsub}
When configured, broadcasts {:files_updated, file_list} after write/delete operations.


  



  
    
      
    
    
      persist_file(state, path)



    

  


  

      

          @spec persist_file(t(), String.t()) :: t()


      


Persists a file to storage (called when debounce timer fires).
When only non-content fields changed (dirty_non_content: true) and the
persistence module implements update_metadata_in_storage/2, uses that
optimized callback. Otherwise falls back to write_to_storage.
Returns updated state.

  



  
    
      
    
    
      read_file(state, path)



    

  


  

      

          @spec read_file(t(), String.t()) ::
  {:ok, Sagents.FileSystem.FileEntry.t()} | {:error, :enoent}


      


Reads a file entry from the filesystem state.
Parameters
	state - Current FileSystemState
	path - The file path to read

Returns
	{:ok, entry} - File entry found
	{:error, :enoent} - File not found


  



  
    
      
    
    
      register_files(state, file_entries)



    

  


  

      

          @spec register_files(t(), [Sagents.FileSystem.FileEntry.t()]) :: {:ok, t()}


      


Registers file entries in the filesystem.
This is useful for pre-populating the filesystem with file metadata without
loading content. For example, used by tests or for in-memory only files.
Parameters
	state - Current FileSystemState
	file_entries - List of FileEntry structs to register

Returns
	{:ok, new_state} on success

Examples
iex> {:ok, entry} = FileEntry.new_memory_file("/scratch/temp.txt", "data")
iex> {:ok, new_state} = FileSystemState.register_files(state, [entry])

  



  
    
      
    
    
      register_persistence(state, config)



    

  


  

      

          @spec register_persistence(t(), Sagents.FileSystem.FileSystemConfig.t()) ::
  {:ok, t()} | {:error, term()}


      


Registers a new persistence configuration.
When a persistence config is registered, this function calls the persistence module's
list_persisted_files/2 callback to discover existing files and adds them to the
filesystem with loaded: false (lazy loading).
Parameters
	state - Current FileSystemState
	config - FileSystemConfig to register

Returns
	{:ok, new_state} on success
	{:error, reason} if base_directory already registered

Examples
iex> config = FileSystemConfig.new!(%{
...>   base_directory: "user_files",
...>   persistence_module: MyApp.Persistence.Disk
...> })
iex> {:ok, new_state} = FileSystemState.register_persistence(state, config)

  



  
    
      
    
    
      reset(state)



    

  


  

      

          @spec reset(t()) :: t()


      


Reset the filesystem to pristine persisted state.
This clears:
	All memory-only files (completely removed)
	All in-memory modifications to persisted files (discarded)
	All dirty flags (no persistence of pending changes)
	All debounce timers (pending writes cancelled)

Then re-indexes all persisted files from storage backends, ensuring:
	Fresh metadata from storage (picks up any external changes)
	Files marked as unloaded (will lazy-load on next access)
	Latest list of persisted files (includes files created during execution)

Uses the existing index_persisted_files/1 code path for consistency.
Returns
Updated state with reset filesystem.
Examples
iex> state = FileSystemState.reset(state)

  



  
    
      
    
    
      stats(state)



    

  


  

      

          @spec stats(t()) :: map()


      


Computes filesystem statistics.

  



    

  
    
      
    
    
      update_custom_metadata(state, path, custom, opts \\ [])



    

  


  

      

          @spec update_custom_metadata(t(), String.t(), map(), keyword()) ::
  {:ok, Sagents.FileSystem.FileEntry.t(), t()} | {:error, term(), t()}


      


Updates only the metadata.custom map for a file entry.
Merges the given custom map into the entry's existing metadata.custom.
Does not touch content or entry-level fields (use update_entry/4 for those).
Persists immediately by default. Pass persist: :debounce to opt into
debounced persistence instead.
Options
	:persist - :debounce to schedule a debounced persist instead of
persisting immediately. Default is immediate.

Returns {:ok, entry, new_state} or {:error, reason, state}.

  



    

  
    
      
    
    
      update_entry(state, path, attrs, opts \\ [])



    

  


  

      

          @spec update_entry(t(), String.t(), map(), keyword()) ::
  {:ok, Sagents.FileSystem.FileEntry.t(), t()} | {:error, term(), t()}


      


Updates entry-level fields on a file entry via changeset.
Accepts a map of attrs with keys :title, :id, and/or :file_type.
Uses FileEntry.update_entry_changeset/2 for validation.
Persists immediately by default. Pass persist: :debounce to opt into
debounced persistence instead.
Options
	:persist - :debounce to schedule a debounced persist instead of
persisting immediately. Default is immediate.

Returns {:ok, entry, new_state} or {:error, reason, state}.

  



    

  
    
      
    
    
      write_file(state, path, content, opts \\ [])



    

  


  

      

          @spec write_file(t(), String.t(), String.t(), keyword()) ::
  {:ok, Sagents.FileSystem.FileEntry.t(), t()} | {:error, term(), t()}


      


Writes a file to the filesystem.
For existing files, preserves existing metadata (custom, created_at, mime_type)
and only updates content-related fields. For new files, creates a fresh entry.
Returns {:ok, entry, new_state} or {:error, reason, state}.

  


        

      


  

    
Sagents.FileSystem.FileSystemSupervisor 
    



      
Dynamic supervisor for managing FileSystemServer instances.
Manages filesystem lifecycles independent of agent/conversation lifecycles.
Filesystems are identified by scope keys like {:user, user_id} or {:project, project_id}.
Scope Keys
Scope keys are tuples that identify the context of a filesystem:
	{:user, user_id} - User-scoped filesystem
	{:project, project_id} - Project-scoped filesystem
	{:organization, org_id} - Organization-scoped filesystem
	{:agent, agent_id} - Agent-scoped filesystem (backward compatible)

Usage
# Start the supervisor
{:ok, pid} = FileSystemSupervisor.start_link(name: MyApp.FileSystemSupervisor)

# Start a filesystem for a user
{:ok, fs_pid} = FileSystemSupervisor.start_filesystem(
  {:user, 123},
  [config1, config2]
)

# Get a filesystem PID
{:ok, fs_pid} = FileSystemSupervisor.get_filesystem({:user, 123})

# Stop a filesystem
:ok = FileSystemSupervisor.stop_filesystem({:user, 123})

# List all running filesystems
filesystems = FileSystemSupervisor.list_filesystems()

      


      
        Summary


  
    Functions
  


    
      
        child_spec(arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        get_filesystem(scope_key)

      


        Get the PID of a running filesystem by scope key.



    


    
      
        list_filesystems()

      


        List all running filesystem scopes and their PIDs.



    


    
      
        start_filesystem(scope_key, configs, opts \\ [])

      


        Start a new filesystem for the given scope.



    


    
      
        start_link(opts \\ [])

      


        Start the FileSystemSupervisor.



    


    
      
        stop_filesystem(scope_key, opts \\ [])

      


        Stop an existing filesystem.



    


    
      
        wait_for_supervisor_ready(supervisor \\ __MODULE__, timeout_ms \\ 5000)

      


        Wait for the FileSystemSupervisor to be ready.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(arg)



    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      get_filesystem(scope_key)



    

  


  

      

          @spec get_filesystem(tuple()) :: {:ok, pid()} | {:error, :not_found}


      


Get the PID of a running filesystem by scope key.
Parameters
	scope_key - Tuple identifying the filesystem scope

Returns
	{:ok, pid} - Filesystem found
	{:error, :not_found} - Filesystem not running for this scope

Examples
{:ok, pid} = get_filesystem({:user, 123})

  



  
    
      
    
    
      list_filesystems()



    

  


  

      

          @spec list_filesystems() :: [{tuple(), pid()}]


      


List all running filesystem scopes and their PIDs.
Returns
List of {scope_key, pid} tuples.
Examples
filesystems = list_filesystems()
# => [{:user, 123, #PID<0.123.0>}, {:project, 456, #PID<0.124.0>}]

  



    

  
    
      
    
    
      start_filesystem(scope_key, configs, opts \\ [])



    

  


  

      

          @spec start_filesystem(tuple(), list(), keyword()) :: {:ok, pid()} | {:error, term()}


      


Start a new filesystem for the given scope.
Parameters
	scope_key - Tuple identifying the filesystem scope (e.g., {:user, 123})
	configs - List of FileSystemConfig structs for this filesystem
	opts - Additional options:	:supervisor - Supervisor reference (PID or registered name). Defaults to __MODULE__.
	:pubsub - PubSub configuration as {module(), atom()} tuple (optional)



Returns
	{:ok, pid} - Successfully started filesystem
	{:error, {:already_started, pid}} - Filesystem already running for this scope
	{:error, reason} - Other error

Examples
{:ok, config} = FileSystemConfig.new(%{
  scope_key: {:user, 123},
  base_directory: "Documents",
  persistence_module: Disk,
  storage_opts: [path: "/data/users/123"]
})

{:ok, pid} = start_filesystem({:user, 123}, [config])

# With PubSub
{:ok, pid} = start_filesystem({:user, 123}, [config], pubsub: {Phoenix.PubSub, :my_pubsub})

  



    

  
    
      
    
    
      start_link(opts \\ [])



    

  


  

      

          @spec start_link(keyword()) :: Supervisor.on_start()


      


Start the FileSystemSupervisor.
Options
	:name - Registered name for the supervisor (optional)

Examples
{:ok, pid} = start_link(name: MyApp.FileSystemSupervisor)

  



    

  
    
      
    
    
      stop_filesystem(scope_key, opts \\ [])



    

  


  

      

          @spec stop_filesystem(
  tuple(),
  keyword()
) :: :ok | {:error, :not_found}


      


Stop an existing filesystem.
The filesystem will be gracefully terminated, allowing it to flush any pending writes.
Parameters
	scope_key - Tuple identifying the filesystem scope
	opts - Additional options:	:supervisor - Supervisor reference (PID or registered name). Defaults to __MODULE__.



Returns
	:ok - Successfully stopped
	{:error, :not_found} - Filesystem not running for this scope

Examples
:ok = stop_filesystem({:user, 123})

  



    

    

  
    
      
    
    
      wait_for_supervisor_ready(supervisor \\ __MODULE__, timeout_ms \\ 5000)



    

  


  

      

          @spec wait_for_supervisor_ready(atom() | pid(), non_neg_integer()) ::
  :ok | {:error, :supervisor_not_ready}


      


Wait for the FileSystemSupervisor to be ready.
This function polls for the supervisor to be available, useful in scenarios
where the supervisor might be starting up asynchronously (e.g., in async tests).
Parameters
	supervisor - Supervisor reference (PID or registered name). Defaults to __MODULE__.
	timeout_ms - Maximum time to wait in milliseconds (default: 5000)

Returns
	:ok - Supervisor is ready
	{:error, :supervisor_not_ready} - Timeout waiting for supervisor

Examples
:ok = wait_for_supervisor_ready()
:ok = wait_for_supervisor_ready(__MODULE__, 10_000)

  


        

      


  

    
Sagents.FileSystem.Persistence behaviour
    



      
Behaviour for persisting files to storage.
Custom persistence implementations must implement all required callbacks.
The default implementation writes to the local filesystem.
Usage
Create a FileSystemConfig with your persistence module:
alias Sagents.FileSystem.{FileSystemServer, FileSystemConfig}

{:ok, config} = FileSystemConfig.new(%{
  base_directory: "user_files",
  persistence_module: MyApp.DBPersistence,
  storage_opts: [path: "/data/agents"]
})

FileSystemServer.start_link(
  agent_id: "agent-123",
  persistence_configs: [config]
)
Storage Options
The :storage_opts from your FileSystemConfig are passed to your persistence
module's callbacks via the opts parameter. Use it to configure storage location,
DB connection, credentials, etc.
The FileSystemConfig also automatically adds :agent_id and :base_directory
to the opts for convenience.
Callbacks
All callbacks receive opts as their second parameter, which includes:
	:agent_id - The agent's unique identifier
	:base_directory - The virtual directory (from FileSystemConfig). Note: this key
is not present for default configs (default: true), since the default config
catches all paths and has no meaningful base directory.
	All custom options from FileSystemConfig.storage_opts

write_to_storage/2
Write a file entry to persistent storage. Called after the debounce timer fires.
load_from_storage/2
Load a file's content from persistent storage. Called during lazy loading when a
file is read but content is not yet in memory.
delete_from_storage/2
Delete a file from persistent storage. Called immediately when a persisted file
is deleted (no debounce).
list_persisted_entries/2
List all persisted file entries for an agent. Called during initialization
to index existing files with their metadata (title, type, tags, etc.)
without loading content.

      


      
        Summary


  
    Callbacks
  


    
      
        delete_from_storage(file_entry, opts)

      


        Delete a file from persistent storage.



    


    
      
        list_persisted_entries(agent_id, opts)

      


        List all persisted file entries for an agent.



    


    
      
        load_from_storage(file_entry, opts)

      


        Load a file from persistent storage.



    


    
      
        move_in_storage(file_entry, new_path, opts)

      


        Move a file entry to a new path in persistent storage.



    


    
      
        update_metadata_in_storage(file_entry, opts)

      


        Update only metadata for a persisted file entry (no content write).



    


    
      
        write_to_storage(file_entry, opts)

      


        Write a file entry to persistent storage.



    





      


      
        Callbacks


        


  
    
      
    
    
      delete_from_storage(file_entry, opts)



    

  


  

      

          @callback delete_from_storage(
  file_entry :: Sagents.FileSystem.FileEntry.t(),
  opts :: keyword()
) ::
  :ok | {:error, term()}


      


Delete a file from persistent storage.
Parameters
	file_entry - The FileEntry to delete (uses path field)
	opts - Storage configuration options

Returns
	:ok on success (even if file doesn't exist)
	{:error, reason} on failure


  



  
    
      
    
    
      list_persisted_entries(agent_id, opts)



    

  


  

      

          @callback list_persisted_entries(agent_id :: String.t(), opts :: keyword()) ::
  {:ok, [Sagents.FileSystem.FileEntry.t()]} | {:error, term()}


      


List all persisted file entries for an agent.
Used during initialization to index existing files with their metadata
(title, entry_type, custom metadata, etc.) without loading content.
Returns FileEntry structs with content: nil, loaded: false (for files)
or loaded: true (for directories, which have no content to load).
Parameters
	agent_id - The agent's unique identifier
	opts - Storage configuration options

Returns
	{:ok, entries} where entries is a list of FileEntry structs
	{:error, reason} on failure


  



  
    
      
    
    
      load_from_storage(file_entry, opts)



    

  


  

      

          @callback load_from_storage(
  file_entry :: Sagents.FileSystem.FileEntry.t(),
  opts :: keyword()
) ::
  {:ok, Sagents.FileSystem.FileEntry.t()} | {:error, term()}


      


Load a file from persistent storage.
The persistence backend should return a complete FileEntry with all metadata
populated from the storage system (size, MIME type, timestamps, etc.).
Parameters
	file_entry - The FileEntry with path to load (content may be nil)
	opts - Storage configuration options

Returns
	{:ok, file_entry} where file_entry is a complete FileEntry with content and metadata
	{:error, :enoent} if file doesn't exist
	{:error, reason} on other failures


  



  
    
      
    
    
      move_in_storage(file_entry, new_path, opts)


        (optional)


    

  


  

      

          @callback move_in_storage(
  file_entry :: Sagents.FileSystem.FileEntry.t(),
  new_path :: String.t(),
  opts :: keyword()
) :: {:ok, Sagents.FileSystem.FileEntry.t()} | {:error, term()}


      


Move a file entry to a new path in persistent storage.
This is an optional callback invoked by move_file/3 for each entry being moved.
If not implemented, moved entries are marked dirty and persisted via the normal
write_to_storage/2 or update_metadata_in_storage/2 cycle.
Parameters
	file_entry - The FileEntry at its old path (before the move)
	new_path - The target path
	opts - Storage configuration options

Returns
	{:ok, file_entry} with the entry updated to reflect the new path
	{:error, reason} on failure (entry will be marked dirty as fallback)


  



  
    
      
    
    
      update_metadata_in_storage(file_entry, opts)


        (optional)


    

  


  

      

          @callback update_metadata_in_storage(
  file_entry :: Sagents.FileSystem.FileEntry.t(),
  opts :: keyword()
) ::
  {:ok, Sagents.FileSystem.FileEntry.t()} | {:error, term()}


      


Update only metadata for a persisted file entry (no content write).
This is an optional callback used when only non-content fields change
(dirty_non_content: true) — e.g., custom metadata, title, or file_type
updates. Falls back to write_to_storage/2 if not implemented.
Parameters
	file_entry - The FileEntry with updated metadata
	opts - Storage configuration options

Returns
	{:ok, file_entry} with updated metadata
	{:error, reason} on failure


  



  
    
      
    
    
      write_to_storage(file_entry, opts)



    

  


  

      

          @callback write_to_storage(
  file_entry :: Sagents.FileSystem.FileEntry.t(),
  opts :: keyword()
) ::
  {:ok, Sagents.FileSystem.FileEntry.t()} | {:error, term()}


      


Write a file entry to persistent storage.
The persistence backend should return the FileEntry with updated metadata
after the write completes (actual size on disk, updated timestamps, etc.).
Parameters
	file_entry - The FileEntry to persist (includes path, content, metadata)
	opts - Storage configuration options (e.g., [path: "/data/agents", agent_id: "agent-123"])

Returns
	{:ok, file_entry} where file_entry has updated metadata from the storage system
	{:error, reason} on failure


  


        

      


  

    
Sagents.FileSystem.Persistence.Disk 
    



      
Default disk-based persistence implementation.
Stores files on the local filesystem. The storage location is specified
via the :path option in storage_opts of your FileSystemConfig.
Configuration
alias Sagents.FileSystem.{FileSystemServer, FileSystemConfig}
alias Sagents.FileSystem.Persistence.Disk

{:ok, config} = FileSystemConfig.new(%{
  base_directory: "user_files",
  persistence_module: Disk,
  debounce_ms: 5000,
  storage_opts: [path: "/var/lib/langchain/agents"]
})

FileSystemServer.start_link(
  agent_id: "agent-123",
  persistence_configs: [config]
)
Multiple Directories Example
# Database storage for user files
{:ok, user_config} = FileSystemConfig.new(%{
  base_directory: "user_files",
  persistence_module: Disk,
  storage_opts: [path: "/var/data/users"]
})

# Read-only system files
{:ok, system_config} = FileSystemConfig.new(%{
  base_directory: "system",
  persistence_module: Disk,
  readonly: true,
  storage_opts: [path: "/var/data/system"]
})

FileSystemServer.start_link(
  agent_id: "agent-123",
  persistence_configs: [user_config, system_config]
)
Storage Options
	:path - Base directory for file storage (required)
	:base_directory - Virtual directory name (automatically added by FileSystemConfig).
Not present for default configs (default: true), in which case files are stored
directly under the storage path without any directory prefix stripping.

File Organization
Files are stored by stripping the base_directory from the virtual path and
saving to the storage path:
<storage_path>/<file_path - base_directory>
Example with base_directory "user_files":
Virtual path: "/user_files/notes.txt"
Storage path: "/var/data/agents"
Disk path: "/var/data/agents/notes.txt"
Example with base_directory "system":
Virtual path: "/system/config.json"
Storage path: "/var/data/system"
Disk path: "/var/data/system/config.json"

      




  

    
Sagents.FileSystemCallbacks behaviour
    



      
Behavior for file system persistence callbacks.
Implement this behavior to provide custom persistence for filesystem operations.
All callbacks are optional - implement only what you need.
Example Implementation
defmodule MyApp.FilesystemPersistence do
  @behaviour Sagents.FilesystemCallbacks

  @impl true
  def on_write(file_path, content, context) do
    # Save to database
    case MyApp.Files.create_or_update(context.user_id, file_path, content) do
      {:ok, file} -> {:ok, %{id: file.id}}
      {:error, reason} -> {:error, reason}
    end
  end

  @impl true
  def on_read(file_path, context) do
    case MyApp.Files.get(context.user_id, file_path) do
      nil -> {:error, :not_found}
      file -> {:ok, file.content}
    end
  end

  @impl true
  def on_delete(file_path, context) do
    case MyApp.Files.delete(context.user_id, file_path) do
      {:ok, _} -> {:ok, %{}}
      {:error, reason} -> {:error, reason}
    end
  end

  @impl true
  def on_list(context) do
    files = MyApp.Files.list_for_user(context.user_id)
    {:ok, Enum.map(files, & &1.path)}
  end
end
Configuration
{:ok, agent} = Agents.new(
  model: model,
  filesystem_opts: [
    persistence: MyApp.FilesystemPersistence,
    context: %{user_id: user_id, session_id: session_id}
  ]
)
Alternative: Function-based Callbacks
{:ok, agent} = Agents.new(
  model: model,
  filesystem_opts: [
    on_write: fn file_path, content, context ->
      MyApp.Files.save(context.user_id, file_path, content)
    end,
    on_read: fn file_path, context ->
      case MyApp.Files.get(context.user_id, file_path) do
        nil -> {:error, :not_found}
        file -> {:ok, file.content}
      end
    end,
    context: %{user_id: user_id}
  ]
)
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          @type context() :: map()
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          @type file_path() :: String.t()


      



  



  
    
      
    
    
      result()



    

  


  

      

          @type result() :: {:ok, term()} | {:error, term()}


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      on_delete(file_path, context)


        (optional)


    

  


  

      

          @callback on_delete(file_path(), context()) :: result()


      


Called when a file is deleted.
Parameters
	file_path - Path of the file being deleted
	context - Additional context (user_id, session_id, etc.)

Returns
	{:ok, metadata} - Success
	{:error, reason} - Failure reason


  



  
    
      
    
    
      on_list(context)


        (optional)


    

  


  

      

          @callback on_list(context()) :: {:ok, [file_path()]} | {:error, term()}


      


Called to list all files in persistent storage.
Optional - if not implemented, only in-memory files are listed.
Parameters
	context - Additional context (user_id, session_id, etc.)

Returns
	{:ok, [file_path]} - List of file paths
	{:error, reason} - Failure reason


  



  
    
      
    
    
      on_read(file_path, context)


        (optional)


    

  


  

      

          @callback on_read(file_path(), context()) :: {:ok, content()} | {:error, term()}


      


Called when a file is read.
If this callback is implemented, it will be called BEFORE checking the
in-memory state. This enables lazy-loading from persistent storage.
Parameters
	file_path - Path of the file being read
	context - Additional context (user_id, session_id, etc.)

Returns
	{:ok, content} - File content from storage
	{:error, :not_found} - File doesn't exist in storage
	{:error, reason} - Other error


  



  
    
      
    
    
      on_write(file_path, content, context)


        (optional)


    

  


  

      

          @callback on_write(file_path(), content(), context()) :: result()


      


Called when a file is created or overwritten.
Parameters
	file_path - Path of the file being written
	content - Full content of the file
	context - Additional context (user_id, session_id, etc.)

Returns
	{:ok, metadata} - Success, optionally with metadata
	{:error, reason} - Failure reason


  


        

      


  

    
Sagents.FileSystemServer 
    



      
GenServer managing virtual filesystem with debounce-based auto-persistence.
Manages file storage in GenServer state and handles per-file debounce timers.
This server is designed to outlive AgentServer crashes when supervised with
:rest_for_one strategy, providing crash resilience.
Supervision
FileSystemServer should be the first child in an AgentSupervisor with
:rest_for_one strategy. This ensures that if AgentServer crashes,
FileSystemServer survives and preserves all filesystem state.
Graceful Shutdown
FileSystemServer traps exits to ensure graceful shutdown. When the process
terminates (via supervisor shutdown or any other reason), it automatically
flushes all pending debounced writes to persistence before terminating.
Configuration
	:scope_key - Scope identifier (required) - Can be any unique term	Tuple format: {:user, 123}, {:agent, "uuid"}, {:project, id}
	UUID string: "550e8400-e29b-41d4-a716-446655440000"
	Database ID: "12345"


	:configs - List of FileSystemConfig structs (optional, default: [])
	:pubsub - PubSub configuration as {module(), atom()} tuple or nil (optional, default: nil)
Example: {Phoenix.PubSub, :my_app_pubsub}
When configured, broadcasts {:files_updated, file_list} after write/delete operations.

Examples
# Memory-only filesystem with tuple scope
{:ok, pid} = start_link(scope_key: {:user, 123})

# Memory-only filesystem with UUID
{:ok, pid} = start_link(scope_key: "550e8400-e29b-41d4-a716-446655440000")

# Memory-only filesystem with database ID
{:ok, pid} = start_link(scope_key: 789)

# With disk persistence (tuple scope)
{:ok, config} = FileSystemConfig.new(%{
  base_directory: "Memories",
  persistence_module: Sagents.FileSystem.Persistence.Disk,
  debounce_ms: 5000,
  storage_opts: [path: "/data/users/123"]
})
{:ok, pid} = start_link(
  scope_key: {:user, 123},
  configs: [config]
)
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        child_spec(init_arg)

      


        Child spec for starting under a supervisor.



    


    
      
        create_directory(scope_key, path, opts \\ [])

      


        Create a directory entry in the filesystem.



    


    
      
        delete_file(scope_key, path)

      


        Delete file or directory from filesystem.



    


    
      
        file_exists?(scope_key, path)

      


        Check if a file exists in the filesystem.



    


    
      
        flush_all(scope_key)

      


        Flush all pending debounce timers and persist immediately.



    


    
      
        get_name(scope_key)

      


        Get the via tuple name for a scope key.



    


    
      
        get_persistence_configs(scope_key)

      


        Get all registered persistence configurations.



    


    
      
        get_scope(pid)

      


        Get the scope key for a FileSystemServer PID.



    


    
      
        list_entries(scope_key)

      


        List all file entries in the filesystem (content NOT loaded).



    


    
      
        list_files(scope_key)

      


        List all file paths in the filesystem.



    


    
      
        move_file(scope_key, old_path, new_path)

      


        Moves a file or directory (and its children) from one path to another.



    


    
      
        read_file(scope_key, path)

      


        Read a file entry from filesystem with lazy loading.



    


    
      
        register_files(scope_key, file_entry)

      


        Register file entries in the filesystem.



    


    
      
        register_persistence(scope_key, config)

      


        Register a new persistence configuration.



    


    
      
        reset(scope_key)

      


        Reset the filesystem to pristine persisted state.



    


    
      
        start_link(opts)

      


        Start FileSystemServer for a scope.



    


    
      
        stats(scope_key)

      


        Get filesystem statistics.



    


    
      
        subscribe(scope_key)

      


        Subscribe to file change events for a filesystem scope.



    


    
      
        unsubscribe(scope_key)

      


        Unsubscribe from file change events for a filesystem scope.



    


    
      
        update_custom_metadata(scope_key, path, custom, opts \\ [])

      


        Update only the metadata.custom map for a file entry.



    


    
      
        update_entry(scope_key, path, attrs, opts \\ [])

      


        Update entry-level fields on a file entry.



    


    
      
        whereis(scope_key)

      


        Get the FileSystemServer PID by scope key.



    


    
      
        write_file(scope_key, path, content, opts \\ [])

      


        Write content to a file path.
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Child spec for starting under a supervisor.

  



    

  
    
      
    
    
      create_directory(scope_key, path, opts \\ [])



    

  


  

      

          @spec create_directory(term(), String.t(), keyword()) ::
  {:ok, Sagents.FileSystem.FileEntry.t()} | {:error, term()}


      


Create a directory entry in the filesystem.
Directories have no content and are persisted immediately.
Options
	:title - Human-readable name
	:custom - Custom metadata map

Examples
iex> {:ok, entry} = create_directory({:user, 123}, "/Characters", title: "Characters")
iex> entry.entry_type
:directory

  



  
    
      
    
    
      delete_file(scope_key, path)



    

  


  

      

          @spec delete_file(term(), String.t()) :: :ok | {:error, term()}


      


Delete file or directory from filesystem.
If file was persisted, it's also removed from storage immediately (no debounce).

  



  
    
      
    
    
      file_exists?(scope_key, path)



    

  


  

      

          @spec file_exists?(term(), String.t()) :: boolean()


      


Check if a file exists in the filesystem.
Examples
iex> file_exists?({:user, 123}, "/notes.txt")
true

iex> file_exists?({:user, 123}, "/nonexistent.txt")
false

  



  
    
      
    
    
      flush_all(scope_key)



    

  


  

      

          @spec flush_all(term()) :: :ok


      


Flush all pending debounce timers and persist immediately.
Useful for graceful shutdown or checkpoints.

  



  
    
      
    
    
      get_name(scope_key)



    

  


  

Get the via tuple name for a scope key.
The scope_key can be any term that uniquely identifies the scope.
Common patterns include tuples like {:user, 123} or strings like "agent-abc".

  



  
    
      
    
    
      get_persistence_configs(scope_key)



    

  


  

      

          @spec get_persistence_configs(term()) :: %{
  required(String.t()) => Sagents.FileSystem.FileSystemConfig.t()
}


      


Get all registered persistence configurations.
Returns a map of base_directory => FileSystemConfig.
Examples
iex> FileSystemServer.get_persistence_configs({:user, 123})
%{"user_files" => %FileSystemConfig{}, "S3" => %FileSystemConfig{}}

  



  
    
      
    
    
      get_scope(pid)



    

  


  

      

          @spec get_scope(pid()) :: {:ok, term()} | {:error, term()}


      


Get the scope key for a FileSystemServer PID.
Returns the scope_key that was used to start the server.

  



  
    
      
    
    
      list_entries(scope_key)



    

  


  

      

          @spec list_entries(nil | term()) :: [Sagents.FileSystem.FileEntry.t()]


      


List all file entries in the filesystem (content NOT loaded).
Returns entries with metadata suitable for building sidebar trees,
directory listings, or LLM ls tool responses.
Examples
iex> entries = list_entries({:user, 123})
iex> Enum.map(entries, & &1.path)
["/Characters/Hero", "/Notes/Outline"]

  



  
    
      
    
    
      list_files(scope_key)



    

  


  

      

          @spec list_files(nil | term()) :: [String.t()]


      


List all file paths in the filesystem.
Returns paths for both memory and persisted files, regardless of load status.
Examples
iex> list_files({:user, 123})
["/file1.txt", "/Memories/file2.txt"]

  



  
    
      
    
    
      move_file(scope_key, old_path, new_path)



    

  


  

      

          @spec move_file(term(), String.t(), String.t()) ::
  {:ok, [Sagents.FileSystem.FileEntry.t()]} | {:error, term()}


      


Moves a file or directory (and its children) from one path to another.
This is an atomic re-key operation — it does not trigger delete_from_storage
or create new entries. If the persistence module implements move_in_storage/3,
that callback is invoked for each moved entry. Otherwise, entries are marked dirty
and persisted via the normal cycle.
Returns {:ok, moved_entries} or {:error, reason}.
Examples
iex> :ok = write_file({:user, 1}, "/old-name", "content")
iex> {:ok, _entries} = move_file({:user, 1}, "/old-name", "/new-name")
iex> {:ok, entry} = read_file({:user, 1}, "/new-name")
iex> entry.content
"content"

  



  
    
      
    
    
      read_file(scope_key, path)



    

  


  

      

          @spec read_file(term(), String.t()) ::
  {:ok, Sagents.FileSystem.FileEntry.t()} | {:error, term()}


      


Read a file entry from filesystem with lazy loading.
Returns the full FileEntry struct with content loaded. Application code
can use all fields; the LLM tool layer extracts .content for the model.
Returns
	{:ok, %FileEntry{}} - Full file entry with content loaded
	{:error, :enoent} - File doesn't exist
	{:error, reason} - Other errors (permission, load failure, etc.)

Examples
iex> {:ok, entry} = read_file({:user, 123}, "/Memories/notes.txt")
iex> entry.content
"My notes..."

  



  
    
      
    
    
      register_files(scope_key, file_entry)



    

  


  

      

          @spec register_files(
  term(),
  Sagents.FileSystem.FileEntry.t() | [Sagents.FileSystem.FileEntry.t()]
) ::
  :ok


      


Register file entries in the filesystem.
Useful for pre-populating the filesystem with file metadata.
Accepts either a single FileEntry or a list of FileEntry structs.
Parameters
	scope_key - Scope identifier tuple
	file_entry_or_entries - FileEntry struct or list of FileEntry structs

Returns
	:ok on success

Examples
iex> {:ok, entry} = FileEntry.new_memory_file("/scratch/temp.txt", "data")
iex> FileSystemServer.register_files({:user, 123}, entry)
:ok

iex> {:ok, entry1} = FileEntry.new_memory_file("/scratch/file1.txt", "data1")
iex> {:ok, entry2} = FileEntry.new_memory_file("/scratch/file2.txt", "data2")
iex> FileSystemServer.register_files({:user, 123}, [entry1, entry2])
:ok

  



  
    
      
    
    
      register_persistence(scope_key, config)



    

  


  

      

          @spec register_persistence(term(), Sagents.FileSystem.FileSystemConfig.t()) ::
  :ok | {:error, term()}


      


Register a new persistence configuration.
Allows dynamically adding persistence backends for different base directories.
Parameters
	scope_key - Scope identifier tuple
	config - FileSystemConfig struct

Returns
	:ok on success
	{:error, reason} if base_directory already registered

Examples
iex> config = FileSystemConfig.new!(%{
...>   base_directory: "user_files",
...>   persistence_module: MyApp.Persistence.Disk,
...>   storage_opts: [path: "/data/users"]
...> })
iex> FileSystemServer.register_persistence({:user, 123}, config)
:ok

  



  
    
      
    
    
      reset(scope_key)



    

  


  

      

          @spec reset(term()) :: :ok


      


Reset the filesystem to pristine persisted state.
This operation:
	Removes all memory-only files (not persisted)
	Unloads all persisted files (discards in-memory modifications)
	Cancels all pending debounce timers (discards unsaved changes)

Result: Next read will reload persisted files from storage in their original state.
This is useful when resetting to start fresh without carrying over
transient in-memory file modifications.
Examples
iex> FileSystemServer.reset({:user, 123})
:ok

  



  
    
      
    
    
      start_link(opts)



    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      


Start FileSystemServer for a scope.
Options
	:scope_key - Scope identifier (required) - Can be any term that uniquely identifies the scope	Tuple: {:user, 123}, {:agent, uuid}, {:project, id}
	UUID: "550e8400-e29b-41d4-a716-446655440000"
	Database ID: 12345 or "12345"


	:configs - List of FileSystemConfig structs (optional, default: [])

Examples
# Memory-only filesystem with tuple scope
{:ok, pid} = start_link(scope_key: {:user, 123})

# Memory-only filesystem with UUID
{:ok, pid} = start_link(scope_key: "550e8400-e29b-41d4-a716-446655440000")

# Memory-only filesystem with database ID
{:ok, pid} = start_link(scope_key: 789)

# With disk persistence
{:ok, config} = FileSystemConfig.new(%{
  base_directory: "Memories",
  persistence_module: Sagents.FileSystem.Persistence.Disk,
  debounce_ms: 5000,
  storage_opts: [path: "/data/users/123"]
})
{:ok, pid} = start_link(
  scope_key: {:user, 123},
  configs: [config]
)

  



  
    
      
    
    
      stats(scope_key)



    

  


  

      

          @spec stats(term()) :: {:ok, map()}


      


Get filesystem statistics.
Returns map with various statistics about the filesystem state.

  



  
    
      
    
    
      subscribe(scope_key)



    

  


  

      

          @spec subscribe(term()) :: :ok | {:error, :no_pubsub | :process_not_found}


      


Subscribe to file change events for a filesystem scope.
Events broadcast (wrapped in {:file_system, event} tuple):
	{:file_system, {:file_updated, path}} - File was created or updated at path
	{:file_system, {:file_deleted, path}} - File was deleted at path

Examples
# Subscribe to user's filesystem
:ok = FileSystemServer.subscribe({:user, 123})

# Receive events
receive do
  {:file_system, {:file_updated, path}} -> IO.puts("File updated: #{path}")
  {:file_system, {:file_deleted, path}} -> IO.puts("File deleted: #{path}")
end

  



  
    
      
    
    
      unsubscribe(scope_key)



    

  


  

      

          @spec unsubscribe(term()) :: :ok | {:error, :no_pubsub | :process_not_found}


      


Unsubscribe from file change events for a filesystem scope.

  



    

  
    
      
    
    
      update_custom_metadata(scope_key, path, custom, opts \\ [])



    

  


  

      

          @spec update_custom_metadata(term(), String.t(), map(), keyword()) ::
  {:ok, Sagents.FileSystem.FileEntry.t()} | {:error, term()}


      


Update only the metadata.custom map for a file entry.
Merges the given custom map into the entry's existing metadata.custom.
Does not touch content or entry-level fields.
Persists immediately by default. Pass persist: :debounce to opt into
debounced persistence instead.
Options
	:persist - :debounce to schedule a debounced persist instead of
persisting immediately. Default is immediate.

Examples
iex> {:ok, entry} = update_custom_metadata({:user, 123}, "/doc.md", %{tags: ["draft"]})
iex> entry.metadata.custom
%{tags: ["draft"]}

  



    

  
    
      
    
    
      update_entry(scope_key, path, attrs, opts \\ [])



    

  


  

      

          @spec update_entry(term(), String.t(), map(), keyword()) ::
  {:ok, Sagents.FileSystem.FileEntry.t()} | {:error, term()}


      


Update entry-level fields on a file entry.
Accepts a map of attrs with keys :title, :id, and/or :file_type.
Uses FileEntry.update_entry_changeset/2 for validation.
Persists immediately by default. Pass persist: :debounce to opt into
debounced persistence instead.
Options
	:persist - :debounce to schedule a debounced persist instead of
persisting immediately. Default is immediate.

Examples
iex> {:ok, entry} = update_entry({:user, 123}, "/doc.md", %{title: "My Doc"})
iex> entry.title
"My Doc"

  



  
    
      
    
    
      whereis(scope_key)



    

  


  

      

          @spec whereis(term()) :: pid() | nil


      


Get the FileSystemServer PID by scope key.
The scope_key can be any term that uniquely identifies the filesystem scope.
Common patterns include tuples like {:user, 123}, UUIDs like
"550e8400-e29b-41d4-a716-446655440000", or database IDs like 12345.

  



    

  
    
      
    
    
      write_file(scope_key, path, content, opts \\ [])



    

  


  

      

          @spec write_file(term(), String.t(), String.t(), keyword()) ::
  {:ok, Sagents.FileSystem.FileEntry.t()} | {:error, term()}


      


Write content to a file path.
For existing files, preserves existing metadata (custom, created_at, etc.)
and only updates content-related fields. For new files, creates a fresh entry.
Returns the updated FileEntry on success.
Options
	:custom - Custom metadata map
	:mime_type - MIME type string
	:title - Human-readable title

Examples
iex> {:ok, entry} = write_file({:user, 123}, "/tmp/notes.txt", "Hello")
iex> entry.content
"Hello"

  


        

      


  

    
Sagents.Persistence.Hooks behaviour
    



      
Optional behavior for hooking into agent state persistence events.
Implement this behavior to automatically save state at key points
in the agent lifecycle without explicit calls.
Usage
Define a module implementing this behavior:
defmodule MyApp.Conversations.Hooks do
  @behaviour Sagents.Persistence.Hooks

  @impl true
  def after_message_received(conversation_id, message) do
    MyApp.Conversations.append_display_message(conversation_id, message)
  end

  @impl true
  def after_agent_response(conversation_id, agent_state) do
    MyApp.Conversations.save_agent_state(conversation_id, agent_state)
  end

  @impl true
  def after_status_change(conversation_id, status, data) do
    # Optional: track status changes
    :ok
  end
end
Then configure it in your application:
# config/config.exs
config :sagents, :persistence,
  adapter: MyApp.Conversations,
  hooks: MyApp.Conversations.Hooks,
  auto_save: true
Hook Callbacks
All callbacks are optional. If a callback is not defined, the hook
will be skipped silently.
Error Handling
Hook callbacks should return :ok or {:ok, term()} on success.
Errors will be logged but won't interrupt the agent execution.

      


      
        Summary


  
    Callbacks
  


    
      
        after_agent_response(conversation_id, agent_state)

      


        Called after the agent produces a response.



    


    
      
        after_message_received(conversation_id, message)

      


        Called after a user message is received.



    


    
      
        after_status_change(conversation_id, status, data)

      


        Called when the agent status changes.



    





  
    Functions
  


    
      
        enabled?()

      


        Check if hooks are enabled.



    


    
      
        get_hooks_module()

      


        Get the configured hooks module.



    


    
      
        invoke(callback_name, args)

      


        Invoke a hook callback if hooks are configured.



    





      


      
        Callbacks


        


  
    
      
    
    
      after_agent_response(conversation_id, agent_state)


        (optional)


    

  


  

      

          @callback after_agent_response(conversation_id :: binary(), agent_state :: map()) ::
  :ok | {:ok, term()} | {:error, term()}


      


Called after the agent produces a response.
This is typically used to:
	Save the agent's response message to display messages
	Save the updated agent state

Parameters
	conversation_id - The conversation identifier
	agent_state - The complete agent state (map with string keys from export_state/1)

Returns
:ok or {:ok, term()} on success. Errors are logged but don't interrupt execution.

  



  
    
      
    
    
      after_message_received(conversation_id, message)


        (optional)


    

  


  

      

          @callback after_message_received(conversation_id :: binary(), message :: term()) ::
  :ok | {:ok, term()} | {:error, term()}


      


Called after a user message is received.
This is typically used to save the user's message to the display
messages table.
Parameters
	conversation_id - The conversation identifier
	message - The message struct

Returns
:ok or {:ok, term()} on success. Errors are logged but don't interrupt execution.

  



  
    
      
    
    
      after_status_change(conversation_id, status, data)


        (optional)


    

  


  

      

          @callback after_status_change(
  conversation_id :: binary(),
  status :: atom(),
  data :: term()
) :: :ok | {:ok, term()} | {:error, term()}


      


Called when the agent status changes.
This can be used to track agent lifecycle events like:
	:idle - Ready for work
	:running - Executing
	:interrupted - Awaiting human decision
	:completed - Execution finished
	:error - Execution failed

Parameters
	conversation_id - The conversation identifier
	status - The new status (:idle, :running, :interrupted, :completed, :error)
	data - Additional data (interrupt_data for :interrupted, error for :error, state for :completed)

Returns
:ok or {:ok, term()} on success. Errors are logged but don't interrupt execution.

  


        

      

      
        Functions


        


  
    
      
    
    
      enabled?()



    

  


  

Check if hooks are enabled.
Returns true if a hooks module is configured, false otherwise.

  



  
    
      
    
    
      get_hooks_module()



    

  


  

Get the configured hooks module.
Returns the module or nil if not configured.

  



  
    
      
    
    
      invoke(callback_name, args)



    

  


  

Invoke a hook callback if hooks are configured.
This is a convenience function for the framework to call hooks
without requiring the hooks module to be defined.
Examples
# In AgentServer
Sagents.Persistence.Hooks.invoke(:after_message_received, [conversation_id, message])

  


        

      


  

    
Sagents.Persistence.StateSerializer 
    



      
Handles serialization and deserialization of AgentServer state.
Automatically handles:
	Version migrations
	Non-serializable data (PIDs, refs)
	Consistent use of string keys (for JSONB compatibility)

String Keys
NOTE: This serializer uses string keys throughout to match PostgreSQL JSONB
behavior. When JSONB maps are restored from the database, they will have
string keys, not atoms. For consistency, the serializer exports to string keys
and expects string keys on import.
Agent Configuration vs Conversation State
StateSerializer follows the principle: Code lives in code. Data lives in data.
What is serialized:
	✅ Conversation state: messages, todos, metadata

What is NOT serialized:
	❌ Agent configuration: middleware, tools, model
	❌ Runtime identifiers: agent_id

Agent capabilities (middleware, tools, model) are code-defined by your application.
When restoring a conversation, create the agent from your application code and
restore only the conversation state.
See AgentServer module documentation for complete restoration examples.
Versioning
The serialized state includes a version field that allows for future
migrations of the state format. The current version is 1.

      


      
        Summary


  
    Functions
  


    
      
        current_version()

      


        Get the current serialization format version.



    


    
      
        deserialize_server_state(agent_id, data, opts \\ [])

      


        Deserializes a serialized state map back to a State struct.



    


    
      
        deserialize_state(agent_id, data)

      


        Deserializes a map with string keys into a State struct.



    


    
      
        serialize_server_state(agent, state)

      


        Serializes AgentServer state to a map with string keys.



    


    
      
        serialize_state(state)

      


        Serializes a State struct to a map with string keys.



    





      


      
        Functions


        


  
    
      
    
    
      current_version()



    

  


  

Get the current serialization format version.

  



    

  
    
      
    
    
      deserialize_server_state(agent_id, data, opts \\ [])



    

  


  

Deserializes a serialized state map back to a State struct.
The agent configuration is NOT deserialized - agents must be created
from your application code. This function only restores conversation
state (messages, metadata).
Parameters
	agent_id - The agent_id to use (NOT serialized, provided by you)
	data - The serialized state map (from JSONB or export)
	opts - Options (currently unused, kept for compatibility)

Returns
	{:ok, state} - Successfully deserialized state
	{:error, reason} - Deserialization failed


  



  
    
      
    
    
      deserialize_state(agent_id, data)



    

  


  

Deserializes a map with string keys into a State struct.
The agent_id must be provided as it is not part of the serialized data
(it's a runtime identifier for process registration and PubSub).
Returns {:ok, state} on success or {:error, reason} on failure.

  



  
    
      
    
    
      serialize_server_state(agent, state)



    

  


  

Serializes AgentServer state to a map with string keys.
Returns a map with string keys suitable for storage in JSONB columns.
Note: The agent_id is NOT included in the serialized state. The agent_id
is a runtime identifier used for process registration and PubSub topics, not
part of the conversation state. When restoring state, you must provide the
agent_id to deserialize_server_state/2 or AgentServer.start_link_from_state/2.

  



  
    
      
    
    
      serialize_state(state)



    

  


  

Serializes a State struct to a map with string keys.

  


        

      


  

    
Sagents.AgentsDynamicSupervisor 
    



      
Dynamic supervisor for managing AgentSupervisor instances.
Each AgentSupervisor manages a single agent (conversation) and its supporting infrastructure.
This supervisor allows agents to be started and stopped dynamically as conversations are created
and terminated.
Scope
Unlike FileSystemSupervisor which scopes by user/project, this supervisor manages individual
agent instances identified by agent_id (typically "conversation-{id}").
Usage
# Start the supervisor (typically in your Application)
{:ok, pid} = AgentsDynamicSupervisor.start_link(name: MyApp.AgentsDynamicSupervisor)

# Start an agent supervisor
{:ok, agent_sup_pid} = AgentsDynamicSupervisor.start_agent(
  agent_id: "conversation-123",
  agent: agent,
  initial_state: state,
  pubsub: {Phoenix.PubSub, :my_app_pubsub}
)

# Stop an agent supervisor
:ok = AgentsDynamicSupervisor.stop_agent("conversation-123")

# List all running agents
agent_ids = AgentsDynamicSupervisor.list_agents()

      


      
        Summary


  
    Functions
  


    
      
        child_spec(arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        count_agents(supervisor \\ __MODULE__)

      


        Count running agents.



    


    
      
        list_agents(supervisor \\ __MODULE__)

      


        List all running agent IDs.



    


    
      
        start_agent(opts)

      


        Start a new agent supervisor as a child of this dynamic supervisor.



    


    
      
        start_agent_sync(opts)

      


        Start a new agent supervisor and wait for it to be ready.



    


    
      
        start_link(opts \\ [])

      


        Start the AgentsDynamicSupervisor.



    


    
      
        stop_agent(agent_id, opts \\ [])

      


        Stop an agent supervisor.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(arg)



    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



    

  
    
      
    
    
      count_agents(supervisor \\ __MODULE__)



    

  


  

      

          @spec count_agents(atom() | pid()) :: non_neg_integer()


      


Count running agents.
Parameters
	supervisor - Supervisor reference (optional, defaults to __MODULE__)

Examples
count = AgentsDynamicSupervisor.count_agents()
# => 5

  



    

  
    
      
    
    
      list_agents(supervisor \\ __MODULE__)



    

  


  

      

          @spec list_agents(atom() | pid()) :: [String.t()]


      


List all running agent IDs.
Parameters
	supervisor - Supervisor reference (optional, defaults to __MODULE__)

Returns
List of agent_id strings
Examples
agent_ids = AgentsDynamicSupervisor.list_agents()
# => ["conversation-1", "conversation-2"]

  



  
    
      
    
    
      start_agent(opts)



    

  


  

      

          @spec start_agent(keyword()) :: DynamicSupervisor.on_start_child()


      


Start a new agent supervisor as a child of this dynamic supervisor.
Parameters
	opts - Keyword list of options passed to AgentSupervisor.start_link/1	:agent_id - Agent identifier (required, will be extracted to set supervisor name)
	:agent - The Agent struct (required)
	:initial_state - Initial State for AgentServer (optional)
	:pubsub - PubSub configuration as {module(), atom()} tuple (optional)
	:debug_pubsub - Debug PubSub configuration (optional)
	:inactivity_timeout - Timeout in milliseconds (optional)
	:shutdown_delay - Shutdown delay in milliseconds (optional)
	:presence_tracking - Presence tracking configuration (optional)
	:conversation_id - Conversation identifier (optional)
	:agent_persistence - Module implementing Sagents.AgentPersistence (optional)
	:display_message_persistence - Module implementing Sagents.DisplayMessagePersistence (optional)
	:supervisor - Supervisor reference (optional, defaults to __MODULE__)



Returns
	{:ok, pid} - Agent supervisor started successfully
	{:ok, pid, info} - Agent supervisor already running (idempotent)
	{:error, reason} - Failed to start

Examples
{:ok, agent_sup_pid} = AgentsDynamicSupervisor.start_agent(
  agent_id: "conversation-123",
  agent: agent,
  initial_state: state,
  pubsub: {Phoenix.PubSub, :my_app_pubsub}
)

  



  
    
      
    
    
      start_agent_sync(opts)



    

  


  

      

          @spec start_agent_sync(keyword()) ::
  {:ok, pid()} | {:ok, pid(), :already_started} | {:error, term()}


      


Start a new agent supervisor and wait for it to be ready.
This is a synchronous version that waits for the AgentServer child to be
fully registered before returning. See AgentSupervisor.start_link_sync/1
for details on why this is needed.
Parameters
Same as start_agent/1, plus:
	:startup_timeout - Maximum time to wait for AgentServer to be ready (default: 5000ms)

Examples
{:ok, agent_sup_pid} = AgentsDynamicSupervisor.start_agent_sync(
  agent_id: "conversation-123",
  agent: agent,
  initial_state: state,
  pubsub: {Phoenix.PubSub, :my_app_pubsub},
  startup_timeout: 10_000
)

  



    

  
    
      
    
    
      start_link(opts \\ [])



    

  


  

      

          @spec start_link(keyword()) :: Supervisor.on_start()


      


Start the AgentsDynamicSupervisor.
Options
	:name - Registered name for the supervisor (optional, defaults to __MODULE__)

Examples
{:ok, pid} = start_link(name: MyApp.AgentsDynamicSupervisor)

  



    

  
    
      
    
    
      stop_agent(agent_id, opts \\ [])



    

  


  

      

          @spec stop_agent(
  String.t(),
  keyword()
) :: :ok | {:error, :not_found}


      


Stop an agent supervisor.
Parameters
	agent_id - Agent identifier
	opts - Options (optional)	:supervisor - Supervisor reference (defaults to __MODULE__)
	:reason - Shutdown reason (defaults to :normal)
	:timeout - Shutdown timeout in milliseconds (defaults to :infinity)



Examples
:ok = AgentsDynamicSupervisor.stop_agent("conversation-123")
:ok = AgentsDynamicSupervisor.stop_agent("conversation-123", reason: :shutdown, timeout: 5000)

  


        

      


  

    
Sagents.Presence 
    



      
Convenience wrappers for Phoenix.Presence operations.
This module provides thin wrappers around Phoenix.Presence to make presence tracking
more convenient in agent-based applications. These functions always track the calling
process (self()). Phoenix.Presence automatically cleans up presence entries when
the tracked process terminates, so no manual cleanup is needed.
Examples
# Track presence in a LiveView mount
if connected?(socket) do
  {:ok, ref} = Sagents.Presence.track(
    MyApp.Presence,
    "conversation:123",
    "user-1",
    %{name: "Alice"}
  )
end

# Track presence in multiple topics from the same process
Sagents.Presence.track(MyApp.Presence, "conversation:123", "user-1")
Sagents.Presence.track(MyApp.Presence, "conversation:456", "user-1")

      


      
        Summary


  
    Functions
  


    
      
        list(presence_module, topic)

      


        List all presence entries for a topic.



    


    
      
        track(presence_module, topic, id, metadata \\ %{})

      


        Track presence for the calling process on the given topic and identifier.



    


    
      
        untrack(presence_module, topic, id)

      


        Untrack presence for the calling process on the given topic and identifier.



    


    
      
        update(presence_module, topic, id, new_meta)

      


        Update presence metadata for a tracked entity.



    





      


      
        Functions


        


  
    
      
    
    
      list(presence_module, topic)



    

  


  

List all presence entries for a topic.
This is a convenience wrapper around the presence module's list function.

  



    

  
    
      
    
    
      track(presence_module, topic, id, metadata \\ %{})



    

  


  

Track presence for the calling process on the given topic and identifier.
Tracks self() — must be called from the process you want to track.
Phoenix.Presence automatically removes the entry when the tracked process terminates,
so manual cleanup is typically not needed.
Parameters
	presence_module - The Presence module (e.g., MyApp.Presence)
	topic - The topic string for presence tracking
	id - Unique identifier for this presence entry (e.g., user_id)
	metadata - Optional metadata map (default: empty map)

Returns
	{:ok, ref} - Presence tracked successfully
	{:error, reason} - Failed to track presence

Examples
# In a LiveView after connected
{:ok, ref} = Sagents.Presence.track(
  MyApp.Presence,
  "conversation:123",
  "user-1",
  %{joined_at: System.system_time(:second)}
)

# Track in multiple topics
{:ok, _} = Sagents.Presence.track(MyApp.Presence, "topic:123", "user-1")
{:ok, _} = Sagents.Presence.track(MyApp.Presence, "topic:456", "user-1")

  



  
    
      
    
    
      untrack(presence_module, topic, id)



    

  


  

Untrack presence for the calling process on the given topic and identifier.
Untracks self() — must be called from the same process that originally tracked.
Note: This is rarely needed since Phoenix.Presence automatically cleans up
when the tracked process terminates. Only use this for explicit early cleanup.

  



  
    
      
    
    
      update(presence_module, topic, id, new_meta)



    

  


  

Update presence metadata for a tracked entity.
This atomically updates the metadata for an existing presence entry by merging
in the new values. Must be called from the same process that originally tracked
the presence (typically self()).
Uses Phoenix.Presence's atomic update which sends a single presence_diff with
phx_ref_prev set, allowing consumers to distinguish updates from leave+join.
Parameters
	presence_module - The Presence module (e.g., MyApp.Presence)
	topic - The topic string for presence tracking
	id - Unique identifier for this presence entry
	new_meta - Map of new/updated metadata fields to merge

Returns
	{:ok, ref} - Presence updated successfully
	{:error, reason} - Update failed (e.g., not tracked)

Examples
# Update agent status in presence (from the agent process)
{:ok, _ref} = Sagents.Presence.update(
  MyApp.Presence,
  "agent_server:presence",
  "agent-123",
  %{status: :running}
)

  


        

      


  

    
Sagents.PubSub 
    



      
Helper functions for idempotent PubSub subscriptions.
This module provides utilities for managing PubSub subscriptions with automatic
deduplication using the Process dictionary. Subscriptions are tracked per-process,
supporting multiple subscriptions to different topics from a single process.
Examples
# Subscribe to a topic (idempotent)
Sagents.PubSub.subscribe(Phoenix.PubSub, MyApp.PubSub, "topic:123")
Sagents.PubSub.subscribe(Phoenix.PubSub, MyApp.PubSub, "topic:123")  # No-op

# Subscribe to multiple topics from same process
Sagents.PubSub.subscribe(Phoenix.PubSub, MyApp.PubSub, "topic:123")
Sagents.PubSub.subscribe(Phoenix.PubSub, MyApp.PubSub, "topic:456")

# Unsubscribe
Sagents.PubSub.unsubscribe(Phoenix.PubSub, MyApp.PubSub, "topic:123")

      


      
        Summary


  
    Functions
  


    
      
        raw_subscribe(pubsub_module, pubsub_name, topic)

      


        Subscribe to a PubSub topic without deduplication.



    


    
      
        raw_unsubscribe(pubsub_module, pubsub_name, topic)

      


        Unsubscribe from a PubSub topic without clearing Process dictionary tracking.



    


    
      
        subscribe(pubsub_module, pubsub_name, topic)

      


        Subscribe the current process to a PubSub topic with automatic deduplication.



    


    
      
        subscribed?(topic)

      


        Check if the current process is subscribed to a topic (according to Process dictionary).



    


    
      
        unsubscribe(pubsub_module, pubsub_name, topic)

      


        Unsubscribe the current process from a PubSub topic with proper cleanup.



    





      


      
        Functions


        


  
    
      
    
    
      raw_subscribe(pubsub_module, pubsub_name, topic)



    

  


  

Subscribe to a PubSub topic without deduplication.
This performs a raw subscription without tracking in the Process dictionary.
Most code should use subscribe/3 instead for automatic deduplication.
Only use this function when you explicitly need to bypass deduplication,
such as testing or special cases where multiple subscriptions are acceptable.

  



  
    
      
    
    
      raw_unsubscribe(pubsub_module, pubsub_name, topic)



    

  


  

Unsubscribe from a PubSub topic without clearing Process dictionary tracking.
This performs a raw unsubscription without clearing the tracking state.
Most code should use unsubscribe/3 instead for proper cleanup.
Only use this function when you explicitly need to bypass cleanup,
such as testing or special cases.

  



  
    
      
    
    
      subscribe(pubsub_module, pubsub_name, topic)



    

  


  

Subscribe the current process to a PubSub topic with automatic deduplication.
This function is idempotent - safe to call multiple times with the same topic.
It uses the Process dictionary to track subscriptions and prevent duplicates.
Multiple topics can be subscribed to from the same process - each topic is
tracked independently.
Parameters
	pubsub_module - The PubSub module (e.g., Phoenix.PubSub)
	pubsub_name - The PubSub server name (e.g., MyApp.PubSub)
	topic - The topic string to subscribe to

Returns
	:ok on success (whether newly subscribed or already subscribed)

Examples
# Single subscription
:ok = Sagents.PubSub.subscribe(Phoenix.PubSub, MyApp.PubSub, "agent:123")

# Multiple calls - no duplicate subscription
:ok = Sagents.PubSub.subscribe(Phoenix.PubSub, MyApp.PubSub, "agent:123")

# Multiple topics from same process
:ok = Sagents.PubSub.subscribe(Phoenix.PubSub, MyApp.PubSub, "agent:123")
:ok = Sagents.PubSub.subscribe(Phoenix.PubSub, MyApp.PubSub, "agent:456")

  



  
    
      
    
    
      subscribed?(topic)



    

  


  

Check if the current process is subscribed to a topic (according to Process dictionary).
Note: This only checks the Process dictionary tracking, not the actual PubSub state.

  



  
    
      
    
    
      unsubscribe(pubsub_module, pubsub_name, topic)



    

  


  

Unsubscribe the current process from a PubSub topic with proper cleanup.
This clears the subscription tracking in the Process dictionary and performs
the actual unsubscription. This is the standard way to unsubscribe.
Parameters
	pubsub_module - The PubSub module (e.g., Phoenix.PubSub)
	pubsub_name - The PubSub server name (e.g., MyApp.PubSub)
	topic - The topic string to unsubscribe from

Returns
	:ok on success


  


        

      


  

    
Sagents.Message.DisplayHelpers 
    



      
Utilities for extracting displayable content from LangChain Messages.
These helpers bridge the gap between LangChain Message structs and
application-specific display schemas. They handle the complexity of:
	Extracting text, thinking, tool_calls, and tool_results
	Proper sequencing when a single Message contains multiple display items
	Converting structs to maps with string keys (JSON-compatible)

Usage in Generated Code
Mix task templates should demonstrate this pattern:
# In your LiveView or context module
def persist_message(%Message{} = message, conversation_id) do
  message
  |> DisplayHelpers.extract_display_items()
  |> Enum.with_index()
  |> Enum.map(fn {item, sequence} ->
    attrs = Map.put(item, "sequence", sequence)
    create_display_message(conversation_id, attrs)
  end)
end
This gives users full control over their schema while providing
library utilities that handle the extraction complexity.

      


      
        Summary


  
    Functions
  


    
      
        extract_display_items(message)

      


        Extracts all displayable items from a Message.



    





      


      
        Functions


        


  
    
      
    
    
      extract_display_items(message)



    

  


  

      

          @spec extract_display_items(LangChain.Message.t()) :: [map()]


      


Extracts all displayable items from a Message.
Returns a list of maps, each representing one displayable item.
A single Message can produce multiple items (e.g., text + tool_calls).
Return Format
Each map contains atom keys:
	:type - One of: :text, :thinking, :tool_call, :tool_result
	:message_type - Role-based: :user, :assistant, :tool, :system
	:content - Map with type-specific content (string keys for JSONB storage)

The order of items in the list represents the display order.
The caller should assign sequence numbers (0, 1, 2, ...) when persisting.
Note: No mixed maps - top-level keys are atoms, content payload uses string keys.
Examples
# Assistant message with text and tool calls
message = Message.new_assistant!(%{
  content: [ContentPart.text!("Let me search...")],
  tool_calls: [
    ToolCall.new!(%{call_id: "1", name: "search", arguments: %{q: "elixir"}}),
    ToolCall.new!(%{call_id: "2", name: "weather", arguments: %{city: "NYC"}})
  ]
})

DisplayHelpers.extract_display_items(message)
# => [
#   %{type: :text, message_type: :assistant, content: %{"text" => "Let me search..."}},
#   %{type: :tool_call, message_type: :assistant, content: %{"call_id" => "1", "name" => "search", "arguments" => %{q: "elixir"}}},
#   %{type: :tool_call, message_type: :assistant, content: %{"call_id" => "2", "name" => "weather", "arguments" => %{city: "NYC"}}}
# ]

# Tool result message with multiple results
message = Message.new_tool_result!(%{
  tool_results: [
    ToolResult.new!(%{tool_call_id: "1", name: "search", content: "Found...", is_error: false}),
    ToolResult.new!(%{tool_call_id: "2", name: "weather", content: "Sunny", is_error: false})
  ]
})

DisplayHelpers.extract_display_items(message)
# => [
#   %{type: :tool_result, message_type: :tool, content: %{"tool_call_id" => "1", "name" => "search", "content" => "Found...", "is_error" => false}},
#   %{type: :tool_result, message_type: :tool, content: %{"tool_call_id" => "2", "name" => "weather", "content" => "Sunny", "is_error" => false}}
# ]

  


        

      


  

    
Sagents.Todo 
    



      
TODO item structure for task tracking.
TODOs help agents break down complex tasks into manageable steps and track
progress through multi-step workflows.
Status Values
	:pending - Task not yet started
	:in_progress - Currently being worked on
	:completed - Task finished successfully
	:cancelled - Task no longer needed

Usage
# Create a new TODO
{:ok, todo} = Todo.new(%{
  content: "Implement user authentication",
  status: :pending
})

# Update status
{:ok, updated} = Todo.new(%{
  id: todo.id,
  content: todo.content,
  status: :in_progress
})

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(map)

      


        Create a TODO from a map (for deserialization).



    


    
      
        new(attrs \\ %{})

      


        Create a new TODO item with validation.



    


    
      
        new!(attrs \\ %{})

      


        Create a new TODO item, raising on error.



    


    
      
        to_map(todo)

      


        Convert a TODO struct to a map for serialization.



    





      


      
        Types


        


  
    
      
    
    
      t()



    

  


  

      

          @type t() :: %Sagents.Todo{
  content: String.t(),
  id: String.t(),
  status: :pending | :in_progress | :completed | :cancelled
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(map)



    

  


  

Create a TODO from a map (for deserialization).
Examples
map = %{"id" => "123", "content" => "Task", "status" => "pending"}
{:ok, todo} = Todo.from_map(map)

  



    

  
    
      
    
    
      new(attrs \\ %{})



    

  


  

Create a new TODO item with validation.
Generates a unique ID if not provided.
Examples
{:ok, todo} = Todo.new(%{content: "Write tests"})
{:ok, todo} = Todo.new(%{id: "custom-id", content: "Task", status: :completed})

  



    

  
    
      
    
    
      new!(attrs \\ %{})



    

  


  

Create a new TODO item, raising on error.
Examples
todo = Todo.new!(%{content: "Deploy to production"})

  



  
    
      
    
    
      to_map(todo)



    

  


  

Convert a TODO struct to a map for serialization.
Examples
todo = Todo.new!(%{content: "Task"})
map = Todo.to_map(todo)
# => %{"id" => "...", "content" => "Task", "status" => "pending"}

  


        

      


  

    
mix sagents.gen.live_helpers 
    



      
Generates AgentLiveHelpers module for Phoenix LiveView integration with Sagents.
This module provides reusable patterns for agent event handling, state management,
and UI updates in Phoenix LiveView applications. All functions take a socket and
return an updated socket, following the LiveView pattern.
Examples
mix sagents.gen.live_helpers MyAppWeb.AgentLiveHelpers \
  --context MyApp.Conversations
Generated files
	Helper module: Reusable handlers for agent events (status, messages, tools, lifecycle)
and state management helpers (init, load, reset)

Options
	--context - Your conversations context module (required, e.g., MyApp.Conversations)

Integration
After generation, use the helpers in your LiveView:
# In mount/3
def mount(_params, _session, socket) do
  {:ok, socket |> AgentLiveHelpers.init_agent_state() |> assign(...)}
end

# In handle_params/3
def handle_params(%{"conversation_id" => id}, _uri, socket) do
  case AgentLiveHelpers.load_conversation(socket, id, scope: ...) do
    {:ok, socket} -> {:noreply, socket}
    {:error, socket} -> {:noreply, push_navigate(socket, to: ~p"/chat")}
  end
end

# In handle_info/2
def handle_info({:agent, {:status_changed, :running, nil}}, socket) do
  {:noreply, AgentLiveHelpers.handle_status_running(socket)}
end
See the generated file for complete documentation and usage examples.
Reference Implementation
See agents_demo/test/agents_demo_web/live/agent_live_helpers_test.exs for
a comprehensive test suite that you can adapt for your application.

      




  

    
mix sagents.setup 
    



      
Generates all infrastructure needed for conversation-centric agents.
This single command generates everything you need to get started with Sagents:
database persistence, agent factory, and coordinator for managing agent lifecycles.
Examples
# Basic setup
mix sagents.setup MyApp.Conversations \
  --scope MyApp.Accounts.Scope

# With all options
mix sagents.setup MyApp.Conversations \
  --scope MyApp.Accounts.Scope \
  --owner-type user \
  --owner-field user_id \
  --factory MyApp.Agents.Factory \
  --coordinator MyApp.Agents.Coordinator \
  --pubsub MyApp.PubSub \
  --presence MyAppWeb.Presence
Generated files
	Persistence layer: Context, schemas (Conversation, AgentState, DisplayMessage), migration
	Factory module: Agent creation with model/middleware configuration
	Coordinator module: Session management and agent lifecycle orchestration
	AgentPersistence module: Behaviour implementation for agent state persistence
	DisplayMessagePersistence module: Behaviour implementation for display message persistence

Options
	--scope - Application scope module (required)
	--owner-type - Owner association type (default: user)
	--owner-field - Owner FK field (default: user_id)
	--owner-module - Owner schema module (inferred from type)
	--table-prefix - Table name prefix (default: sagents_)
	--repo - Repo module (inferred from app)
	--web - Web module namespace (inferred from app)
	--factory - Factory module name (default: MyApp.Agents.Factory)
	--coordinator - Coordinator module name (default: MyApp.Agents.Coordinator)
	--pubsub - PubSub module name (default: MyApp.PubSub)
	--presence - Presence module name (default: MyAppWeb.Presence)


      




  OEBPS/dist/epub-7LKEGYS5.js
(() => {
  // js/helpers.js
  var s = document.querySelector.bind(document), o = document.querySelectorAll.bind(document);
  function r(e) {
    document.readyState !== "loading" ? e() : document.addEventListener("DOMContentLoaded", e);
  }

  // js/makeup.js
  var l = "hll";
  window.addEventListener("exdoc:loaded", t);
  function t() {
    o("[data-group-id]").forEach((e) => {
      e.addEventListener("mouseenter", i), e.addEventListener("mouseleave", i);
    });
  }
  function i(e) {
    let n = e.currentTarget, a = e.type === "mouseenter", c = n.getAttribute("data-group-id");
    n.parentElement.querySelectorAll(`[data-group-id="${c}"]`).forEach((u) => {
      u.classList.toggle(l, a);
    });
  }

  // js/entry/epub.js
  r(() => {
    t();
  });
})();




