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Scholar.Cluster.OPTICS 
    



      
OPTICS (Ordering Points To Identify the Clustering Structure) is an algorithm
for finding density-based clusters in spatial data.
It is closely related to DBSCAN, finds core sample of high density and expands
clusters from them.  Unlike DBSCAN, keeps cluster hierarchy for a variable
neighborhood radius.  Clusters are then extracted using a DBSCAN-like
method.
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        fit(x, opts \\ [])

      


        Perform OPTICS clustering for x which is tensor of {n_samples, n_features} shape.
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Perform OPTICS clustering for x which is tensor of {n_samples, n_features} shape.
Options
	:min_samples (pos_integer/0) - The number of samples in a neighborhood for a point to be considered as a core point. The default value is 5.

	:max_eps - The maximum distance between two samples for one to be considered as in the neighborhood of the other.
  Default value of Nx.Constants.infinity() will identify clusters across all scales.

	:eps - The maximum distance between two samples for one to be considered as in the neighborhood of the other.
  By default it assumes the same value as max_eps.

	:algorithm (atom/0) - Algorithm used to compute the k-nearest neighbors. Possible values:
* `:brute` - Brute-force search. See `Scholar.Neighbors.BruteKNN` for more details.

* `:kd_tree` - k-d tree. See `Scholar.Neighbors.KDTree` for more details.

* `:random_projection_forest` - Random projection forest. See `Scholar.Neighbors.RandomProjectionForest` for more details.

* Module implementing `fit(data, opts)` and `predict(model, query)`. predict/2 must return a tuple containing indices
of k-nearest neighbors of query points as well as distances between query points and their k-nearest neighbors.
Also has to take num_neighbors as argument.
The default value is :brute.


Return Values
The function returns a labels tensor of shape {n_samples}.
Cluster labels for each point in the dataset given to fit.
Noisy samples are labeled as -1.
Examples
iex> x = Nx.tensor([[1, 2], [2, 5], [3, 6], [8, 7], [8, 8], [7, 3]])
iex> Scholar.Cluster.OPTICS.fit(x, min_samples: 2).labels
#Nx.Tensor<
  s32[6]
  [-1, -1, -1, -1, -1, -1]
>
iex> Scholar.Cluster.OPTICS.fit(x, eps: 4.5, min_samples: 2).labels
#Nx.Tensor<
  s32[6]
  [0, 0, 0, 1, 1, 1]
>
iex> Scholar.Cluster.OPTICS.fit(x, eps: 2, min_samples: 2).labels
#Nx.Tensor<
  s32[6]
  [-1, 0, 0, 1, 1, -1]
>
iex> Scholar.Cluster.OPTICS.fit(x, eps: 2, min_samples: 2, algorithm: :kd_tree, metric: {:minkowski, 1}).labels
#Nx.Tensor<
  s32[6]
  [-1, 0, 0, 1, 1, -1]
>
iex> Scholar.Cluster.OPTICS.fit(x, eps: 1, min_samples: 2).labels
#Nx.Tensor<
  s32[6]
  [-1, -1, -1, 0, 0, -1]
>
iex> Scholar.Cluster.OPTICS.fit(x, eps: 4.5, min_samples: 3).labels
#Nx.Tensor<
  s32[6]
  [0, 0, 0, 1, 1, -1]
>

  


        

      


  

    
Scholar.Covariance.LedoitWolf 
    



      
Ledoit-Wolf is a particular form of shrinkage covariance estimator,
where the shrinkage coefficient is computed using O. Ledoit and M. Wolf’s formula.
Ledoit and M. Wolf's formula as
described in "A Well-Conditioned Estimator for Large-Dimensional
Covariance Matrices", Ledoit and Wolf, Journal of Multivariate
Analysis, Volume 88, Issue 2, February 2004, pages 365-411.
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    Functions
  


    
      
        fit(x, opts \\ [])

      


        Estimate the shrunk Ledoit-Wolf covariance matrix.
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Estimate the shrunk Ledoit-Wolf covariance matrix.
Options
	:assume_centered? (boolean/0) - If true, data will not be centered before computation.
  Useful when working with data whose mean is almost, but not exactly
  zero.
  If false, data will be centered before computation. The default value is false.

Return Values
  The function returns a struct with the following parameters:
	:covariance - Tensor of shape {num_features, num_features}. Estimated covariance matrix.

	:shrinkage - Coefficient in the convex combination used for the computation of the shrunken estimate. Range is [0, 1].

	:location - Tensor of shape {num_features,}.
Estimated location, i.e. the estimated mean.


Examples
iex> key = Nx.Random.key(0)
iex> {x, _new_key} = Nx.Random.multivariate_normal(key, Nx.tensor([0.0, 0.0]), Nx.tensor([[0.4, 0.2], [0.2, 0.8]]), shape: {50}, type: :f32)
iex> model = Scholar.Covariance.LedoitWolf.fit(x)
iex> model.covariance
#Nx.Tensor<
  f32[2][2]
  [
    [0.3557686507701874, 0.17340737581253052],
    [0.17340737581253052, 1.0300586223602295]
  ]
>
iex> model.shrinkage
#Nx.Tensor<
  f32
  0.15034137666225433
>
iex> model.location
#Nx.Tensor<
  f32[2]
  [0.17184630036354065, 0.3276958167552948]
>

iex> key = Nx.Random.key(0)
iex> {x, _new_key} = Nx.Random.multivariate_normal(key, Nx.tensor([0.0, 0.0, 0.0]), Nx.tensor([[3.0, 2.0, 1.0], [1.0, 2.0, 3.0], [1.3, 1.0, 2.2]]), shape: {10}, type: :f32)
iex> model = Scholar.Covariance.LedoitWolf.fit(x)
iex> model.covariance
#Nx.Tensor<
  f32[3][3]
  [
    [2.5945029258728027, 1.5078359842300415, 1.1623677015304565],
    [1.5078359842300415, 2.106797456741333, 1.1812156438827515],
    [1.1623677015304565, 1.1812156438827515, 1.4606266021728516]
  ]
>
iex> model.shrinkage
#Nx.Tensor<
  f32
  0.1908363401889801
>
iex> model.location
#Nx.Tensor<
  f32[3]
  [1.1228725910186768, 0.5419300198554993, 0.8678852319717407]
>

iex> key = Nx.Random.key(0)
iex> {x, _new_key} = Nx.Random.multivariate_normal(key, Nx.tensor([0.0, 0.0, 0.0]), Nx.tensor([[3.0, 2.0, 1.0], [1.0, 2.0, 3.0], [1.3, 1.0, 2.2]]), shape: {10}, type: :f32)
iex> cov = Scholar.Covariance.LedoitWolf.fit(x, assume_centered?: true)
iex> cov.covariance
#Nx.Tensor<
  f32[3][3]
  [
    [3.8574986457824707, 2.2048025131225586, 2.1504499912261963],
    [2.2048025131225586, 2.4572863578796387, 1.7215262651443481],
    [2.1504499912261963, 1.7215262651443481, 2.154898166656494]
  ]
>

  


        

      


  

    
Scholar.Covariance.ShrunkCovariance 
    



      
Covariance estimator with shrinkage.
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    Functions
  


    
      
        fit(x, opts \\ [])

      


        Fit the shrunk covariance model to x.
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Fit the shrunk covariance model to x.
Options
	:assume_centered? (boolean/0) - If true, data will not be centered before computation.
  Useful when working with data whose mean is almost, but not exactly
  zero.
  If false, data will be centered before computation. The default value is false.

	:shrinkage (float/0) - Coefficient in the convex combination used for the computation
    of the shrunk estimate. Range is [0, 1]. The default value is `0.1`.


Return Values
The function returns a struct with the following parameters:
	:covariance - Tensor of shape {num_features, num_features}. Estimated covariance matrix.
	:location - Tensor of shape {num_features,}.
Estimated location, i.e. the estimated mean.

Examples
iex> key = Nx.Random.key(0)
iex> {x, _new_key} = Nx.Random.multivariate_normal(key, Nx.tensor([0.0, 0.0]), Nx.tensor([[0.8, 0.3], [0.2, 0.4]]), shape: {10}, type: :f32)
iex> model = Scholar.Covariance.ShrunkCovariance.fit(x)
iex> model.covariance
#Nx.Tensor<
  f32[2][2]
  [
    [0.7721845507621765, 0.19141492247581482],
    [0.19141492247581482, 0.33952537178993225]
  ]
>
iex> model.location
#Nx.Tensor<
  f32[2]
  [0.18202415108680725, -0.09216632694005966]
>
iex> key = Nx.Random.key(0)
iex> {x, _new_key} = Nx.Random.multivariate_normal(key, Nx.tensor([0.0, 0.0]), Nx.tensor([[0.8, 0.3], [0.2, 0.4]]), shape: {10}, type: :f32)
iex> model = Scholar.Covariance.ShrunkCovariance.fit(x, shrinkage: 0.4)
iex> model.covariance
#Nx.Tensor<
  f32[2][2]
  [
    [0.7000747323036194, 0.1276099532842636],
    [0.1276099532842636, 0.41163527965545654]
  ]
>
iex> model.location
#Nx.Tensor<
  f32[2]
  [0.18202415108680725, -0.09216632694005966]
>

  


        

      


  

    
Scholar.CrossDecomposition.PLSSVD 
    



      
Partial Least Square SVD.
This transformer simply performs a SVD on the cross-covariance matrix.
It is able to project both the training data x and the targets
y. The training data x is projected on the left singular vectors, while
the targets are projected on the right singular vectors.

      


      
        Summary


  
    Functions
  


    
      
        fit(x, y, opts \\ [])

      


          Fit model to data.
  Takes as arguments: 



    


    
      
        fit_transform(x, y, opts \\ [])

      


        Learn and apply the dimensionality reduction.
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          Apply the dimensionality reduction.
  Takes as arguments: 



    





      


      
        Functions


        


    

  
    
      
    
    
      fit(x, y, opts \\ [])



        
          
        

    

  


  

  Fit model to data.
  Takes as arguments: 
	x - training samples, {num_samples, num_features} shaped tensor

	y - targets, {num_samples, num_targets} shaped y tensor


Options
	:num_components (pos_integer/0) - The number of components to keep. Should be in [1, min(n_samples, n_features, n_targets)]. The default value is 2.

	:scale (boolean/0) - Whether to scale x and y. The default value is true.


Return Values
  The function returns fitted estimator represented by struct with the following parameters:
	:x_mean - tensor of shape {num_features} which represents x tensor mean values calculated along axis 0.

	:y_mean - tensor of shape {num_targets} which represents x tensor mean values calculated along axis 0.

	:x_std - tensor of shape {num_features} which represents x tensor standard deviation values calculated along axis 0.

	:y_std -  tensor of shape {num_targets} which represents y tensor standard deviation values calculated along axis 0.

	:x_weights -  tensor of shape {num_features, num_components} the left singular vectors of the SVD of the cross-covariance matrix.

	:y_weights -  tensor of shape {num_components, num_targets} the transposed right singular vectors of the SVD of the cross-covariance matrix.


Examples
iex> x = Nx.tensor([[0.0, 0.0, 1.0],
...>                [1.0, 0.0, 0.0],
...>                [2.0, 2.0, 2.0],
...>                [2.0, 5.0, 4.0]])
iex> y = Nx.tensor([[0.1, -0.2],
...>                [0.9, 1.1],
...>                [6.2, 5.9],
...>                [11.9, 12.3]])
iex> model = Scholar.CrossDecomposition.PLSSVD.fit(x, y)
iex> model.x_mean
#Nx.Tensor<
  f32[3]
  [1.25, 1.75, 1.75]
>
iex> model.y_std
#Nx.Tensor<
  f32[2]
  [5.467098712921143, 5.661198616027832]
>
iex> model.x_weights
#Nx.Tensor<
  f32[3][2]
  [
    [0.521888256072998, -0.11256571859121323],
    [0.6170258522033691, 0.7342619299888611],
    [0.5889922380447388, -0.6694686412811279]
  ]
>
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Learn and apply the dimensionality reduction.
The arguments are:
	x - training samples, {num_samples, num_features} shaped tensor

	y - targets, {num_samples, num_targets} shaped y tensor


Options
	:num_components (pos_integer/0) - The number of components to keep. Should be in [1, min(n_samples, n_features, n_targets)]. The default value is 2.

	:scale (boolean/0) - Whether to scale x and y. The default value is true.


Return Values
Returns tuple with transformed data {x_transformed, y_transformed} where:
	x_transformed is {num_samples, num_features} shaped tensor.

	y_transformed is {num_samples, num_features} shaped tensor.


Examples
iex> x = Nx.tensor([[0.0, 0.0, 1.0],
...>                [1.0, 0.0, 0.0],
...>                [2.0, 2.0, 2.0],
...>                [2.0, 5.0, 4.0]])
iex> y = Nx.tensor([[0.1, -0.2],
...>                [0.9, 1.1],
...>                [6.2, 5.9],
...>                [11.9, 12.3]])
iex> {x, y} = Scholar.CrossDecomposition.PLSSVD.fit_transform(x, y)
iex> x
#Nx.Tensor<
  f32[4][2]
  [
    [-1.397004246711731, -0.10283949971199036],
    [-1.1967883110046387, 0.17159013450145721],
    [0.5603229403495789, -0.10849219560623169],
    [2.0334696769714355, 0.039741579443216324]
  ]
>
iex> y
#Nx.Tensor<
  f32[4][2]
  [
    [-1.2260178327560425, -0.019306711852550507],
    [-0.9602956175804138, 0.04015407711267471],
    [0.3249155580997467, -0.04311027377843857],
    [1.8613981008529663, 0.022262824699282646]
  ]
>
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  Apply the dimensionality reduction.
  Takes as arguments: 
	fitted estimator struct which is return value of fit/3 function from this module

	x - training samples, {num_samples, num_features} shaped tensor

	y - targets, {num_samples, num_targets} shaped y tensor


Options
	:num_components (pos_integer/0) - The number of components to keep. Should be in [1, min(n_samples, n_features, n_targets)]. The default value is 2.

	:scale (boolean/0) - Whether to scale x and y. The default value is true.


Return Values
  Returns tuple with transformed data {x_transformed, y_transformed} where:
	x_transformed is {num_samples, num_features} shaped tensor.

	y_transformed is {num_samples, num_features} shaped tensor.


Examples
iex> x = Nx.tensor([[0.0, 0.0, 1.0],
...>                [1.0, 0.0, 0.0],
...>                [2.0, 2.0, 2.0],
...>                [2.0, 5.0, 4.0]])
iex> y = Nx.tensor([[0.1, -0.2],
...>                [0.9, 1.1],
...>                [6.2, 5.9],
...>                [11.9, 12.3]])
iex> model = Scholar.CrossDecomposition.PLSSVD.fit(x, y)
iex> {x, y} = Scholar.CrossDecomposition.PLSSVD.transform(model, x, y)
iex> x
#Nx.Tensor<
  f32[4][2]
  [
    [-1.397004246711731, -0.10283949971199036],
    [-1.1967883110046387, 0.17159013450145721],
    [0.5603229403495789, -0.10849219560623169],
    [2.0334696769714355, 0.039741579443216324]
  ]
>
iex> y
#Nx.Tensor<
  f32[4][2]
  [
    [-1.2260178327560425, -0.019306711852550507],
    [-0.9602956175804138, 0.04015407711267471],
    [0.3249155580997467, -0.04311027377843857],
    [1.8613981008529663, 0.022262824699282646]
  ]
>

  


        

      


  

    
Scholar.Decomposition.TruncatedSVD 
    



      
Dimensionality reduction using truncated SVD (aka LSA).
This transformer performs linear dimensionality reduction by means of
truncated singular value decomposition (SVD).
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        fit(x, opts \\ [])

      


        Fit model on training data X.



    


    
      
        fit_transform(x, opts \\ [])

      


        Fit model to X and perform dimensionality reduction on X.
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Fit model on training data X.
Options
	:num_components (pos_integer/0) - Desired dimensionality of output data. The default value is 2.

	:num_iter (pos_integer/0) - Number of iterations for randomized SVD solver. The default value is 5.

	:num_oversamples (pos_integer/0) - Number of oversamples for randomized SVD solver. The default value is 10.

	:key - Key for random tensor generation.
If the key is not provided, it is set to Nx.Random.key(System.system_time()).


Return Values
The function returns a struct with the following parameters:
	:components - tensor of shape {num_components, num_features}
  The right singular vectors of the input data.

	:explained_variance - tensor of shape {num_components}
  The variance of the training samples transformed by a projection to
  each component.

	:explained_variance_ratio - tensor of shape {num_components}
  Percentage of variance explained by each of the selected components.

	:singular_values -  ndarray of shape {num_components}
  The singular values corresponding to each of the selected components.


Examples
iex> key = Nx.Random.key(0)
iex> x = Nx.tensor([[0, 0], [1, 0], [1, 1], [3, 3], [4, 4.5]])
iex> tsvd = Scholar.Decomposition.TruncatedSVD.fit(x, num_components: 2, key: key)
iex> tsvd.components
#Nx.Tensor<
  f32[2][2]
  [
    [0.6871105432510376, 0.7265529036521912],
    [0.7265529036521912, -0.6871105432510376]
  ]
>
iex> tsvd.singular_values
#Nx.Tensor<
  f32[2]
  [7.528080940246582, 0.7601959705352783]
>
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Fit model to X and perform dimensionality reduction on X.
Options
	:num_components (pos_integer/0) - Desired dimensionality of output data. The default value is 2.

	:num_iter (pos_integer/0) - Number of iterations for randomized SVD solver. The default value is 5.

	:num_oversamples (pos_integer/0) - Number of oversamples for randomized SVD solver. The default value is 10.

	:key - Key for random tensor generation.
If the key is not provided, it is set to Nx.Random.key(System.system_time()).


Return Values
  X_new tensor of shape {num_samples, num_components} - reduced version of X. 
Examples
iex> key = Nx.Random.key(0)
iex> x = Nx.tensor([[0, 0], [1, 0], [1, 1], [3, 3], [4, 4.5]])
iex> Scholar.Decomposition.TruncatedSVD.fit_transform(x, num_components: 2, key: key)
#Nx.Tensor<
  f32[5][2]
  [
    [0.0, 0.0],
    [0.6871105432510376, 0.7265529036521912],
    [1.413663387298584, 0.039442360401153564],
    [4.240990161895752, 0.1183270812034607],
    [6.017930030822754, -0.18578583002090454]
  ]
>
iex> key = Nx.Random.key(0)
iex> x = Nx.tensor([[0, 0, 3], [1, 0, 3], [1, 1, 3], [3, 3, 3], [4, 4.5, 3]])
iex> Scholar.Decomposition.TruncatedSVD.fit_transform(x, num_components: 2, key: key)
#Nx.Tensor<
  f32[5][2]
  [
    [1.9478826522827148, 2.260593891143799],
    [2.481153964996338, 1.906071662902832],
    [3.023407220840454, 1.352442979812622],
    [5.174456596374512, -0.46385863423347473],
    [6.521108150482178, -1.6488237380981445]
  ]
>

  



  
    
      
    
    
      randomized_range_finder(a, key, opts)



        
          
        

    

  


  


  


        

      


  

    
Scholar.FeatureExtraction.CountVectorizer 
    



      
A CountVectorizer converts already indexed collection of text documents to a matrix of token counts.

      


      
        Summary


  
    Functions
  


    
      
        fit_transform(tensor, opts \\ [])

      


        Generates a count matrix where each row corresponds to a document in the input corpus,
and each column corresponds to a unique token in the vocabulary of the corpus.



    


    
      
        max_token_id(tensor)

      


        Computes the max_token_id option from given tensor.
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Generates a count matrix where each row corresponds to a document in the input corpus,
and each column corresponds to a unique token in the vocabulary of the corpus.
The input must be a 2D tensor where:
	Each row represents a document.
	Each document has integer values representing tokens.

The same number represents the same token in the vocabulary. Tokens should start from 0
and be consecutive. Negative values are ignored, making them suitable for padding.
Options
	:max_token_id (pos_integer/0) - Required. Maximum token id in the input tensor.

Examples
iex> t = Nx.tensor([[0, 1, 2], [1, 3, 4]])
iex> Scholar.FeatureExtraction.CountVectorizer.fit_transform(t, max_token_id: Scholar.FeatureExtraction.CountVectorizer.max_token_id(t))
Nx.tensor([
    [1, 1, 1, 0, 0],
    [0, 1, 0, 1, 1]
  ])
With padding:
iex> t = Nx.tensor([[0, 1, -1], [1, 3, 4]])
iex> Scholar.FeatureExtraction.CountVectorizer.fit_transform(t, max_token_id: Scholar.FeatureExtraction.CountVectorizer.max_token_id(t))
Nx.tensor([
      [1, 1, 0, 0, 0],
      [0, 1, 0, 1, 1]
  ])

  



  
    
      
    
    
      max_token_id(tensor)



        
          
        

    

  


  

Computes the max_token_id option from given tensor.
This function cannot be called inside defn (and it will raise
if you try to do so).
Examples
iex> t = Nx.tensor([[1, -1, 2], [2, 0, 0], [0, 1, -1]])
iex> Scholar.FeatureExtraction.CountVectorizer.max_token_id(t)
2

  


        

      


  

    
Scholar.Impute.KNNImputter 
    



      
Imputer for completing missing values using k-Nearest Neighbors.
Each sample's missing values are imputed using the mean value from
n_neighbors nearest neighbors found in the training set. Two samples are
close if the features that neither is missing are close.

      


      
        Summary


  
    Functions
  


    
      
        fit(x, opts \\ [])

      


        Imputter for completing missing values using k-Nearest Neighbors.



    


    
      
        transform(knn_imputter, x)

      


        Impute all missing values in x using fitted imputer.



    





      


      
        Functions


        


    

  
    
      
    
    
      fit(x, opts \\ [])



        
          
        

    

  


  

Imputter for completing missing values using k-Nearest Neighbors.
Preconditions:
	 The number of neighbors must be less than the number of valid rows - 1.
	 A valid row is a row with more than 1 non-NaN values. Otherwise it is better to use a simpler imputter.
	 When you set a value different than :nan in missing_values there should be no NaNs in the input tensor

Options
	:missing_values - The placeholder for the missing values. All occurrences of :missing_values will be imputed.
The default value expects there are no NaNs in the input tensor.
The default value is :nan.

	:num_neighbors (pos_integer/0) - The number of nearest neighbors. The default value is 2.


Return Values
  The function returns a struct with the following parameters:
	:missing_values - the same value as in the :missing_values option

	:statistics - The imputation fill value for each feature. Computing statistics can result in values.


Examples
iex> x = Nx.tensor([[40.0, 2.0],[4.0, 5.0],[7.0, :nan],[:nan, 8.0],[11.0, 11.0]])
iex> Scholar.Impute.KNNImputter.fit(x, num_neighbors: 2)
%Scholar.Impute.KNNImputter{
  statistics: Nx.tensor(
    [
            [:nan, :nan],
            [:nan, :nan],
            [:nan, 8.0],
            [7.5, :nan],
            [:nan, :nan]
          ]
  ),
  missing_values: :nan
}

  



  
    
      
    
    
      transform(knn_imputter, x)



        
          
        

    

  


  

Impute all missing values in x using fitted imputer.
Return Values
The function returns input tensor with NaN replaced with values saved in fitted imputer.
Examples
iex> x = Nx.tensor([[40.0, 2.0],[4.0, 5.0],[7.0, :nan],[:nan, 8.0],[11.0, 11.0]])
iex> imputer = Scholar.Impute.KNNImputter.fit(x, num_neighbors: 2)
iex> Scholar.Impute.KNNImputter.transform(imputer, x)
Nx.tensor(
  [
    [40.0, 2.0],
    [4.0, 5.0],
    [7.0, 8.0],
    [7.5, 8.0],
    [11.0, 11.0]
  ]
)

  


        

      


  

    
Scholar.NaiveBayes.Bernoulli 
    



      
Naive Bayes classifier for multivariate Bernoulli models.
Like MultinomialNB, this classifier is suitable for discrete data. The
difference is that while MultinomialNB works with occurrence counts,
BernoulliNB is designed for binary/boolean features.

      


      
        Summary


  
    Functions
  


    
      
        fit(x, y, opts \\ [])

      


        Fits a naive Bayes model. The function assumes that the targets y are integers
between 0 and num_classes - 1 (inclusive). Otherwise, those samples will not
contribute to class_count.



    


    
      
        predict(model, x, classes)

      


        Perform classification on an array of test vectors x using model.
You need to add sorted classes from the training data as the second argument.



    


    
      
        predict_joint_log_probability(model, x)

      


        Return joint log probability estimates for the test vector x using model.



    


    
      
        predict_log_probability(model, x)

      


        Return log-probability estimates for the test vector x using model.



    


    
      
        predict_probability(model, x)

      


        Return probability estimates for the test vector x using model.



    





      


      
        Functions


        


    

  
    
      
    
    
      fit(x, y, opts \\ [])



        
          
        

    

  


  

Fits a naive Bayes model. The function assumes that the targets y are integers
between 0 and num_classes - 1 (inclusive). Otherwise, those samples will not
contribute to class_count.
Options
	:num_classes (pos_integer/0) - Required. Number of different classes used in training.

	:alpha - Additive (Laplace/Lidstone) smoothing parameter
(set alpha to 0.0 and force_alpha to true, for no smoothing). The default value is 1.0.

	:force_alpha (boolean/0) - If false and alpha is less than 1e-10, it will set alpha to
1e-10. If true, alpha will remain unchanged. This may cause
numerical errors if alpha is too close to 0. The default value is true.

	:binarize - Threshold for binarizing (mapping to booleans) of sample features.
If nil, input is presumed to already consist of binary vectors. The default value is 0.0.

	:fit_priors (boolean/0) - Whether to learn class prior probabilities or not.
If false, a uniform prior will be used. The default value is true.

	:class_priors - Prior probabilities of the classes. If specified, the priors are not
adjusted according to the data.

	:sample_weights - List of num_samples elements.
A list of 1.0 values is used if none is given.


Return Values
The function returns a struct with the following parameters:
	:class_count - Number of samples encountered for each class during fitting. This
  value is weighted by the sample weight when provided.

	:class_log_priors - Smoothed empirical log probability for each class.

	:feature_count - Number of samples encountered for each (class, feature)
  during fitting. This value is weighted by the sample weight when
  provided.

	:feature_log_probability - Empirical log probability of features
  given a class, P(x_i|y).


Examples
iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> Scholar.NaiveBayes.Bernoulli.fit(x, y, num_classes: 3, binarize: 1.0)
%Scholar.NaiveBayes.Bernoulli{
      feature_count: Nx.tensor(
        [
          [1.0, 1.0, 1.0],
          [0.0, 0.0, 1.0],
          [2.0, 2.0, 2.0]
        ]
      ),
      class_count: Nx.tensor(
        [1.0, 1.0, 2.0]
      ),
      class_log_priors: Nx.tensor(
        [-1.3862943649291992, -1.3862943649291992, -0.6931471824645996]
      ),
      feature_log_probability: Nx.tensor(
        [
          [-0.40546512603759766, -0.40546512603759766, -0.40546512603759766],
          [-1.0986123085021973, -1.0986123085021973, -0.40546512603759766],
          [-0.28768205642700195, -0.28768205642700195, -0.28768205642700195]
        ]
      )
    }

iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> Scholar.NaiveBayes.Bernoulli.fit(x, y, num_classes: 3, force_alpha: false, alpha: 0.0)
%Scholar.NaiveBayes.Bernoulli{
      feature_count: Nx.tensor(
        [
          [1.0, 1.0, 1.0],
          [0.0, 1.0, 1.0],
          [2.0, 2.0, 2.0]
        ]
      ),
      class_count: Nx.tensor(
        [1.0, 1.0, 2.0]
      ),
      class_log_priors: Nx.tensor(
        [-1.3862943649291992, -1.3862943649291992, -0.6931471824645996]
      ),
      feature_log_probability: Nx.tensor(
        [
          [0.0, 0.0, 0.0],
          [-23.025850296020508, 0.0, 0.0],
          [0.0, 0.0, 0.0]
        ]
      )
    }

  



  
    
      
    
    
      predict(model, x, classes)



        
          
        

    

  


  

Perform classification on an array of test vectors x using model.
You need to add sorted classes from the training data as the second argument.
Examples
iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> model = Scholar.NaiveBayes.Bernoulli.fit(x, y, num_classes: 3)
iex> Scholar.NaiveBayes.Bernoulli.predict(model, Nx.tensor([[6, 2, 4], [8, 5, 9]]), Nx.tensor([0, 1, 2]))
#Nx.Tensor<
  s32[2]
  [2, 2]
>

  



  
    
      
    
    
      predict_joint_log_probability(model, x)



        
          
        

    

  


  

Return joint log probability estimates for the test vector x using model.
Examples
iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> model = Scholar.NaiveBayes.Bernoulli.fit(x, y, num_classes: 3)
iex> Scholar.NaiveBayes.Bernoulli.predict_joint_log_probability(model, Nx.tensor([[6, 2, 4], [8, 5, 9]]))
#Nx.Tensor<
  f32[2][3]
  [
    [3.6356334686279297, -3.988985061645508, 8.331316947937012],
    [10.56710433959961, 0.16989731788635254, 19.317440032958984]
  ]
>

  



  
    
      
    
    
      predict_log_probability(model, x)



        
          
        

    

  


  

Return log-probability estimates for the test vector x using model.
Examples
iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> model = Scholar.NaiveBayes.Bernoulli.fit(x, y, num_classes: 3)
iex> Scholar.NaiveBayes.Bernoulli.predict_log_probability(model, Nx.tensor([[6, 2, 4], [8, 5, 9]]))
#Nx.Tensor<
  f32[2][3]
  [
    [-4.704780578613281, -12.329399108886719, -0.009097099304199219],
    [-8.750494003295898, -19.147701263427734, -1.583099365234375e-4]
  ]
>

  



  
    
      
    
    
      predict_probability(model, x)



        
          
        

    

  


  

Return probability estimates for the test vector x using model.
Examples
iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> model = Scholar.NaiveBayes.Bernoulli.fit(x, y, num_classes: 3)
iex> Scholar.NaiveBayes.Bernoulli.predict_probability(model, Nx.tensor([[6, 2, 4], [8, 5, 9]]))
#Nx.Tensor<
  f32[2][3]
  [
    [0.00905190035700798, 4.4198750401847064e-6, 0.9909441471099854],
    [1.5838305989746004e-4, 4.833469624543341e-9, 0.9998416900634766]
  ]
>

  


        

      


  

    
Scholar.NaiveBayes.Categorical 
    



      
Naive Bayes classifier for categorical features.
The categorical Naive Bayes classifier is suitable for classification with
discrete features that are categorically distributed. The categories of
each feature are drawn from a categorical distribution.

      


      
        Summary


  
    Functions
  


    
      
        fit(x, y, opts \\ [])

      


        Fits a naive Bayes model. The function assumes that the targets y are integers
between 0 and num_classes - 1 (inclusive). Otherwise, those samples will not
contribute to class_count.



    


    
      
        fit_n(x, y, class_priors, sample_weights, alpha, min_categories, opts)

      


    


    
      
        predict(model, x, classes)

      


        Perform classification on an array of test vectors x using model.
You need to add sorted classes from the training data as the second argument.



    


    
      
        predict_joint_log_probability(model, x)

      


        Return joint log probability estimates for the test vector x using model.



    


    
      
        predict_log_probability(model, x)

      


        Return log-probability estimates for the test vector x using model.



    


    
      
        predict_probability(model, x)

      


        Return probability estimates for the test vector x using model.



    





      


      
        Functions


        


    

  
    
      
    
    
      fit(x, y, opts \\ [])



        
          
        

    

  


  

Fits a naive Bayes model. The function assumes that the targets y are integers
between 0 and num_classes - 1 (inclusive). Otherwise, those samples will not
contribute to class_count.
Options
	:num_classes (pos_integer/0) - Required. Number of different classes used in training.

	:alpha - Additive (Laplace/Lidstone) smoothing parameter
(set alpha to 0.0 and force_alpha to true, for no smoothing). The default value is 1.0.

	:force_alpha (boolean/0) - If false and alpha is less than 1e-10, it will set alpha to
1e-10. If true, alpha will remain unchanged. This may cause
numerical errors if alpha is too close to 0. The default value is true.

	:fit_priors (boolean/0) - Whether to learn class prior probabilities or not.
If false, a uniform prior will be used. The default value is true.

	:class_priors - Prior probabilities of the classes. If specified, the priors are not
adjusted according to the data.

	:sample_weights - List of num_samples elements.
A list of 1.0 values is used if none is given.

	:min_categories - List of minimum number of categories per feature.
Determines the number of categories automatically from the training data if none is given.


Return Values
The function returns a struct with the following parameters:
	:class_count - Number of samples encountered for each class during fitting. This
  value is weighted by the sample weight when provided.

	:class_log_priors - Smoothed empirical log probability for each class.

	:feature_count - A (num_features, num_classes, num_categories) tensor tracking the weighted count of each (feature, class, category) combination.
  Calculated by summing the weighted occurrences of feature values for each class-label during fitting.

	:feature_log_probability - Empirical log probability of features
  given a class, P(x_i|y).


Examples
iex> x = Nx.tensor([[1, 2, 2], [1, 2, 1], [2, 2, 0]])
iex> y = Nx.tensor([0, 1, 1])
iex> Scholar.NaiveBayes.Categorical.fit(x, y, num_classes: 2)
%Scholar.NaiveBayes.Categorical{
  feature_count: Nx.tensor(
    [
      [
        [0.0, 1.0, 0.0],
        [0.0, 1.0, 1.0]
      ],
      [
        [0.0, 0.0, 1.0],
        [0.0, 0.0, 2.0]
      ],
      [
        [0.0, 0.0, 1.0],
        [1.0, 1.0, 0.0]
      ]
    ]
  ),
  class_count: Nx.tensor([1.0, 2.0]),
  class_log_priors: Nx.tensor([-1.0986123085021973, -0.40546512603759766]),
  feature_log_probability: Nx.tensor(
    [
      [
        [-1.3862943649291992, -0.6931471824645996, -1.3862943649291992],
        [-1.6094379425048828, -0.9162907600402832, -0.9162907600402832]
      ],
      [
        [-1.3862943649291992, -1.3862943649291992, -0.6931471824645996],
        [-1.6094379425048828, -1.6094379425048828, -0.5108256340026855]
      ],
      [
        [-1.3862943649291992, -1.3862943649291992, -0.6931471824645996],
        [-0.9162907600402832, -0.9162907600402832, -1.6094379425048828]
      ]
    ]
  )
}

iex> x = Nx.tensor([[1, 2, 2], [1, 2, 1], [2, 2, 0]])
iex> y = Nx.tensor([0, 1, 1])
iex> Scholar.NaiveBayes.Categorical.fit(x, y, num_classes: 2, force_alpha: false, alpha: 0.0)
%Scholar.NaiveBayes.Categorical{
  feature_count: Nx.tensor(
    [
      [
        [0.0, 1.0, 0.0],
        [0.0, 1.0, 1.0]
      ],
      [
        [0.0, 0.0, 1.0],
        [0.0, 0.0, 2.0]
      ],
      [
        [0.0, 0.0, 1.0],
        [1.0, 1.0, 0.0]
      ]
    ]
  ),
  class_count: Nx.tensor(
    [1.0, 2.0]
  ),
  class_log_priors: Nx.tensor(
    [-1.0986123085021973, -0.40546512603759766]
  ),
  feature_log_probability: Nx.tensor(
    [
      [
        [-23.025850296020508, 0.0, -23.025850296020508],
        [-23.718997955322266, -0.6931471824645996, -0.6931471824645996]
      ],
      [
        [-23.025850296020508, -23.025850296020508, 0.0],
        [-23.718997955322266, -23.718997955322266, 0.0]
      ],
      [
        [-23.025850296020508, -23.025850296020508, 0.0],
        [-0.6931471824645996, -0.6931471824645996, -23.718997955322266]
      ]
    ]
  )
}

  



  
    
      
    
    
      fit_n(x, y, class_priors, sample_weights, alpha, min_categories, opts)



        
          
        

    

  


  


  



  
    
      
    
    
      predict(model, x, classes)



        
          
        

    

  


  

Perform classification on an array of test vectors x using model.
You need to add sorted classes from the training data as the second argument.
Examples
iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> model = Scholar.NaiveBayes.Categorical.fit(x, y, num_classes: 3)
iex> Scholar.NaiveBayes.Categorical.predict(model, Nx.tensor([[6, 2, 4], [8, 5, 9]]), Nx.tensor([0, 1, 2]))
#Nx.Tensor<
  s32[2]
  [0, 2]
>

  



  
    
      
    
    
      predict_joint_log_probability(model, x)



        
          
        

    

  


  

Return joint log probability estimates for the test vector x using model.
Examples
iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> model = Scholar.NaiveBayes.Categorical.fit(x, y, num_classes: 3)
iex> Scholar.NaiveBayes.Categorical.predict_joint_log_probability(model, Nx.tensor([[6, 2, 4], [8, 5, 9]]))
#Nx.Tensor<
  f32[2][3]
  [
    [-8.140898704528809, -8.83404541015625, -8.382061004638672],
    [-8.83404541015625, -8.83404541015625, -8.382061004638672]
  ]
>

  



  
    
      
    
    
      predict_log_probability(model, x)



        
          
        

    

  


  

Return log-probability estimates for the test vector x using model.
Examples
iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> model = Scholar.NaiveBayes.Categorical.fit(x, y, num_classes: 3)
iex> Scholar.NaiveBayes.Categorical.predict_log_probability(model, Nx.tensor([[6, 2, 4], [8, 5, 9]]))
#Nx.Tensor<
  f32[2][3]
  [
    [-0.8266787528991699, -1.5198254585266113, -1.0678410530090332],
    [-1.272965431213379, -1.272965431213379, -0.8209810256958008]
  ]
>

  



  
    
      
    
    
      predict_probability(model, x)



        
          
        

    

  


  

Return probability estimates for the test vector x using model.
Examples
iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> model = Scholar.NaiveBayes.Categorical.fit(x, y, num_classes: 3)
iex> Scholar.NaiveBayes.Categorical.predict_probability(model, Nx.tensor([[6, 2, 4], [8, 5, 9]]))
#Nx.Tensor<
  f32[2][3]
  [
    [0.43749991059303284, 0.21875005960464478, 0.34374985098838806],
    [0.28000006079673767, 0.28000006079673767, 0.4399997889995575]
  ]
>

  


        

      


  

    
Scholar.Optimize.Brent 
    



      
Brent's method for univariate function minimization.
Brent's method combines the robustness of golden section search with the
speed of parabolic interpolation. It uses parabolic interpolation when
it appears to be converging well, but falls back to golden section search
when the parabola would produce a step outside the bracket or too small
a reduction.
Algorithm
At each iteration, the algorithm considers fitting a parabola through
three points and using its minimum as the next guess. If the parabolic
step is acceptable (within bounds and making sufficient progress), it is
used. Otherwise, a golden section step is taken.
The algorithm tracks six points:
	a, b: Current bracket bounds (minimum is between a and b)
	x: Best point found so far (lowest function value)
	w: Second best point
	v: Previous value of w
	d: Most recent step size
	e: Step size from two iterations ago

Convergence
Brent's method typically achieves superlinear convergence near the minimum
due to parabolic interpolation, while maintaining the guaranteed convergence
of golden section search. It is significantly faster than pure golden section
for smooth functions.
References
	Brent, R. P. (1973). "Algorithms for Minimization without Derivatives"
	Press, W. H., et al. "Numerical Recipes: The Art of Scientific Computing"
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        minimize(a, b, fun, opts \\ [])

      


        Minimizes a scalar function using Brent's method.
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          @type t() :: %Scholar.Optimize.Brent{
  converged: Nx.Tensor.t(),
  fun: Nx.Tensor.t(),
  fun_evals: Nx.Tensor.t(),
  iterations: Nx.Tensor.t(),
  x: Nx.Tensor.t()
}
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      minimize(a, b, fun, opts \\ [])



        
          
        

    

  


  

Minimizes a scalar function using Brent's method.
Brent's method is the recommended algorithm for scalar optimization as it
combines the reliability of golden section search with faster convergence
from parabolic interpolation.
Arguments
	a - Lower bound of the search interval (number or scalar tensor).
	b - Upper bound of the search interval (number or scalar tensor). Must satisfy a < b.
	fun - The objective function to minimize. Must be a defn-compatible function
that takes a scalar tensor and returns a scalar tensor.
	opts - Options (see below).

Options
	:tol - Relative tolerance for convergence. Default is 1.0e-5 which works with f32 precision.
For higher precision, use f64 tensors for bounds and a smaller tolerance. The default value is 1.0e-5.

	:maxiter (pos_integer/0) - Maximum number of iterations. The default value is 500.


Returns
A Scholar.Optimize.Brent struct with the optimization result:
	:x - The optimal point found
	:fun - The function value at the optimal point
	:converged - Whether the optimization converged (1 if true, 0 if false)
	:iterations - Number of iterations performed
	:fun_evals - Number of function evaluations

Examples
iex> fun = fn x -> Nx.pow(Nx.subtract(x, 3), 2) end
iex> result = Scholar.Optimize.Brent.minimize(0.0, 5.0, fun)
iex> Nx.to_number(result.converged)
1
iex> Nx.all_close(result.x, Nx.tensor(3.0), atol: 1.0e-4) |> Nx.to_number()
1
For higher precision, use f64 tensors:
iex> fun = fn x -> Nx.pow(Nx.subtract(x, 3), 2) end
iex> a = Nx.tensor(0.0, type: :f64)
iex> b = Nx.tensor(5.0, type: :f64)
iex> result = Scholar.Optimize.Brent.minimize(a, b, fun, tol: 1.0e-10)
iex> Nx.to_number(result.converged)
1
iex> Nx.all_close(result.x, Nx.tensor(3.0), atol: 1.0e-8) |> Nx.to_number()
1
Comparison with Golden Section
Brent's method typically converges in significantly fewer iterations than
golden section search:
# For a simple parabola (x-3)^2 on [0, 5]:
# Brent: ~5-8 function evaluations
# Golden Section: ~40-45 function evaluations

  


        

      


  

    
Scholar.Optimize.GoldenSection 
    



      
Golden section search for univariate function minimization.
Golden section search is a derivative-free optimization technique for
finding the minimum of a unimodal function within a specified interval.
It works by iteratively narrowing the bracket using the golden ratio
to determine probe points.
Algorithm
The golden ratio $\phi = \frac{\sqrt{5} - 1}{2} \approx 0.618$ is used to
select interior points that maintain optimal bracket reduction per iteration.
At each step, one of the interior points is reused, requiring only one new
function evaluation per iteration.
Convergence
The bracket width decreases by a factor of $\phi \approx 0.618$ per iteration,
giving linear convergence. After $n$ iterations, the bracket width is
approximately $\phi^n$ times the original width.
References
	Press, W. H., et al. "Numerical Recipes: The Art of Scientific Computing"
	Kiefer, J. (1953). "Sequential minimax search for a maximum"
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        minimize(a, b, fun, opts \\ [])

      


        Minimizes a scalar function using golden section search.
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          @type t() :: %Scholar.Optimize.GoldenSection{
  converged: Nx.Tensor.t(),
  fun: Nx.Tensor.t(),
  fun_evals: Nx.Tensor.t(),
  iterations: Nx.Tensor.t(),
  x: Nx.Tensor.t()
}
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Minimizes a scalar function using golden section search.
Arguments
	a - Lower bound of the search interval (number or scalar tensor).
	b - Upper bound of the search interval (number or scalar tensor). Must satisfy a < b.
	fun - The objective function to minimize. Must be a defn-compatible function
that takes a scalar tensor and returns a scalar tensor.
	opts - Options (see below).

Options
	:tol - Absolute tolerance for convergence. Default is 1.0e-5 which works with f32 precision.
For higher precision, use f64 tensors for bounds and a smaller tolerance. The default value is 1.0e-5.

	:maxiter (pos_integer/0) - Maximum number of iterations. The default value is 500.


Returns
A Scholar.Optimize.GoldenSection struct with the optimization result:
	:x - The optimal point found
	:fun - The function value at the optimal point
	:converged - Whether the optimization converged (1 if true, 0 if false)
	:iterations - Number of iterations performed
	:fun_evals - Number of function evaluations

Examples
iex> fun = fn x -> Nx.pow(Nx.subtract(x, 3), 2) end
iex> result = Scholar.Optimize.GoldenSection.minimize(0.0, 5.0, fun)
iex> Nx.to_number(result.converged)
1
iex> Nx.all_close(result.x, Nx.tensor(3.0), atol: 1.0e-3) |> Nx.to_number()
1
For higher precision, use f64 tensors:
iex> fun = fn x -> Nx.pow(Nx.subtract(x, 3), 2) end
iex> a = Nx.tensor(0.0, type: :f64)
iex> b = Nx.tensor(5.0, type: :f64)
iex> result = Scholar.Optimize.GoldenSection.minimize(a, b, fun, tol: 1.0e-10)
iex> Nx.to_number(result.converged)
1
iex> Nx.all_close(result.x, Nx.tensor(3.0), atol: 1.0e-8) |> Nx.to_number()
1

  


        

      


  

    
Scholar.Preprocessing.Binarizer 
    



      
Binarize data according to a threshold.
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    Functions
  


    
      
        fit_transform(tensor, opts \\ [])

      


        Values greater than the threshold map to 1, while values less than
  or equal to the threshold map to 0. With the default threshold of 0,
  only positive values map to 1.
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Values greater than the threshold map to 1, while values less than
  or equal to the threshold map to 0. With the default threshold of 0,
  only positive values map to 1.
Options
	:threshold (float/0) - Feature values below or equal to this are replaced by 0, above it by 1.
  Threshold may not be less than 0 for operations on sparse matrices. The default value is 0.0.

Examples
iex> t = Nx.tensor([[0, 0, 0], [3, 4, 5], [-2, 4, 3]])
iex> Scholar.Preprocessing.Binarizer.fit_transform(t, threshold: 3.0)
#Nx.Tensor<
  u8[3][3]
  [
    [0, 0, 0],
    [0, 1, 1],
    [0, 1, 0]
  ]
>
iex> t = Nx.tensor([[0, 0, 0], [3, 4, 5], [-2, 4, 3]])
iex> Scholar.Preprocessing.Binarizer.fit_transform(t,threshold: 0.4)
#Nx.Tensor<
  u8[3][3]
  [
    [0, 0, 0],
    [1, 1, 1],
    [0, 1, 1]
  ]
>

  


        

      


  

    
Scholar.Preprocessing.RobustScaler 
    



      
Scale features using statistics that are robust to outliers.
This Scaler removes the median and scales the data according to
the quantile range (defaults to IQR: Interquartile Range).
The IQR is the range between the 1st quartile (25th quantile)
and the 3rd quartile (75th quantile).

      


      
        Summary


  
    Functions
  


    
      
        fit(tensor, opts \\ [])

      


        Compute the median and quantiles to be used for scaling.



    


    
      
        fit_transform(tensor, opts \\ [])

      


        Computes the scaling parameters and applies them to transform the tensor.



    


    
      
        transform(arg1, tensor)

      


        Performs centering and scaling of the tensor using a fitted scaler.
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Compute the median and quantiles to be used for scaling.
Options
	:quantile_range - Quantile range as a tuple {q_min, q_max} defining the range of quantiles
to include. Must satisfy 0.0 < q_min < q_max < 100.0. The default value is {25.0, 75.0}.

Return values
Returns a struct with the following parameters:
	:iqr - the calculated interquartile range.

	:medians - the calculated medians of each feature across samples.


Examples
iex> Scholar.Preprocessing.RobustScaler.fit(Nx.tensor([[1, -1, 2], [2, 0, 0], [0, 1, -1]]))
%Scholar.Preprocessing.RobustScaler{
  medians: Nx.tensor([1, 0, 0]),
  iqr: Nx.tensor([1.0, 1.0, 1.5])
}
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Computes the scaling parameters and applies them to transform the tensor.
Examples
iex> t = Nx.tensor([[1, -1, 2], [2, 0, 0], [0, 1, -1]])
iex> Scholar.Preprocessing.RobustScaler.fit_transform(t)
#Nx.Tensor<
  f32[3][3]
  [
    [0.0, -1.0, 1.3333333730697632],
    [1.0, 0.0, 0.0],
    [-1.0, 1.0, -0.6666666865348816]
  ]
>
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Performs centering and scaling of the tensor using a fitted scaler.
Examples
iex> t = Nx.tensor([[1, -1, 2], [2, 0, 0], [0, 1, -1]])
iex> scaler = Scholar.Preprocessing.RobustScaler.fit(t)
%Scholar.Preprocessing.RobustScaler{
  medians: Nx.tensor([1, 0, 0]),
  iqr: Nx.tensor([1.0, 1.0, 1.5])
}
iex> Scholar.Preprocessing.RobustScaler.transform(scaler, t)
#Nx.Tensor<
  f32[3][3]
  [
    [0.0, -1.0, 1.3333333730697632],
    [1.0, 0.0, 0.0],
    [-1.0, 1.0, -0.6666666865348816]
  ]
>

  


        

      


  

    
Scholar.Cluster.AffinityPropagation 
    



      
Model representing affinity propagation clustering. The first dimension
of :cluster_centers is set to the number of samples in the dataset.
The artificial centers are filled with :infinity values. To filter
them out use the prune function.
The algorithm has a time complexity of the order $O(N^2T)$, where $N$ is
the number of samples and $T$ is the number of iterations until convergence.
Further, the memory complexity is of the order $O(N^2)$.

      


      
        Summary


  
    Functions
  


    
      
        fit(data, opts \\ [])

      


        Cluster the dataset using affinity propagation.



    


    
      
        predict(model, x)

      


        Predict the closest cluster each sample in x belongs to.



    


    
      
        prune(model)

      


        Optionally prune clusters, indices, and labels to only valid entries.
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Cluster the dataset using affinity propagation.
Options
	:iterations (pos_integer/0) - Number of iterations of the algorithm. The default value is 300.

	:damping_factor (float/0) - Damping factor in the range [0.5, 1.0) is the extent to which the
current value is maintained relative to incoming values (weighted 1 - damping). The default value is 0.5.

	:preference - How to compute the preferences for each point - points with larger values
of preferences are more likely to be chosen as exemplars. The number of clusters is
influenced by this option.
The preferences is either an atom, each is a Nx reduction function to
apply on the input similarities (such as :reduce_min, :median, :mean,
etc) or a float.
The default value is :reduce_min.

	:key - Determines random number generation for centroid initialization.
If the key is not provided, it is set to Nx.Random.key(System.system_time()).

	:learning_loop_unroll (boolean/0) - If true, the learning loop is unrolled. The default value is false.

	:converge_after (pos_integer/0) - Number of iterations with no change in the number of estimated clusters
that stops the convergence. The default value is 15.


Return Values
The function returns a struct with the following parameters:
	:cluster_centers - Cluster centers from the initial data.

	:cluster_centers_indices - Indices of cluster centers.

	:num_clusters - Number of clusters.


Examples
iex> key = Nx.Random.key(42)
iex> x = Nx.tensor([[12,5,78,2], [9,3,81,-2], [-1,3,6,1], [1,-2,5,2]])
iex> Scholar.Cluster.AffinityPropagation.fit(x, key: key)
%Scholar.Cluster.AffinityPropagation{
  labels: Nx.s32([0, 0, 2, 2]),
  cluster_centers_indices: Nx.s32([0, -1, 2, -1]),
  cluster_centers: Nx.f32(
    [
      [12.0, 5.0, 78.0, 2.0],
      [:infinity, :infinity, :infinity, :infinity],
      [-1.0, 3.0, 6.0, 1.0],
      [:infinity, :infinity, :infinity, :infinity]
    ]
  ),
  num_clusters: Nx.u32(2),
  iterations: Nx.u32(22)
}
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Predict the closest cluster each sample in x belongs to.
Examples
iex> key = Nx.Random.key(42)
iex> x = Nx.tensor([[12,5,78,2], [9,3,81,-2], [-1,3,6,1], [1,-2,5,2]])
iex> model = Scholar.Cluster.AffinityPropagation.fit(x, key: key)
iex> model = Scholar.Cluster.AffinityPropagation.prune(model)
iex> Scholar.Cluster.AffinityPropagation.predict(model, Nx.tensor([[10,3,50,6], [8,3,8,2]]))
#Nx.Tensor<
  s32[2]
  [0, 1]
>
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Optionally prune clusters, indices, and labels to only valid entries.
It returns an updated and pruned model.
Examples
iex> key = Nx.Random.key(42)
iex> x = Nx.tensor([[12,5,78,2], [9,3,81,-2], [-1,3,6,1], [1,-2,5,2]])
iex> model = Scholar.Cluster.AffinityPropagation.fit(x, key: key)
iex> Scholar.Cluster.AffinityPropagation.prune(model)
%Scholar.Cluster.AffinityPropagation{
  labels: Nx.s32([0, 0, 1, 1]),
  cluster_centers_indices: Nx.s32([0, 2]),
  cluster_centers: Nx.tensor(
    [
      [12.0, 5.0, 78.0, 2.0],
      [-1.0, 3.0, 6.0, 1.0]
    ]
  ),
  num_clusters: Nx.u32(2),
  iterations: Nx.u32(22)
}

  


        

      


  

    
Scholar.Cluster.DBSCAN 
    



      
Perform DBSCAN clustering from vector array or distance matrix.
DBSCAN - Density-Based Spatial Clustering of Applications with Noise.
Finds core samples of high density and expands clusters from them.
Good for data which contains clusters of similar density.
The time complexity is $O(N^2)$ for $N$ samples.
The space complexity is $O(N^2)$.

      


      
        Summary


  
    Functions
  


    
      
        fit(x, opts \\ [])

      


        Perform DBSCAN clustering from vector array or distance matrix.
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Perform DBSCAN clustering from vector array or distance matrix.
Options
	:eps - The maximum distance between two samples for them to be considered as in the same neighborhood. The default value is 0.5.

	:min_samples (integer/0) - The number of samples (or total weight) in a neighborhood for a point to be considered as a core point.
This includes the point itself. The default value is 5.

	:metric - The function that measures the pairwise distance between two points. Possible values:
	{:minkowski, p} - Minkowski metric. By changing value of p parameter (a positive number or :infinity)
we can set Manhattan (1), Euclidean (2), Chebyshev (:infinity), or any arbitrary $L_p$ metric.

	:cosine - Cosine metric.

	Anonymous function of arity 2 that takes two rank-2 tensors.


The default value is &Scholar.Metrics.Distance.pairwise_minkowski/2.

	:weights - The weights for each observation in x. If equals to nil,
all observations are assigned equal weight.


Return Values
The function returns a struct with the following parameters:
	:core_sample_indices - Indices of core samples represented as a mask.
The mask is a boolean array of shape {num_samples} where 1 indicates
that the corresponding sample is a core sample and 0 otherwise.

	:labels - Cluster labels for each point in the dataset given to fit().
Noisy samples are given the label -1.


Examples
iex> x = Nx.tensor([[1, 2], [2, 2], [2, 3], [8, 7], [8, 8], [25, 80]])
iex> Scholar.Cluster.DBSCAN.fit(x, eps: 3, min_samples: 2)
%Scholar.Cluster.DBSCAN{
  core_sample_indices: Nx.tensor(
    [1, 1, 1, 1, 1, 0], type: :u8
  ),
  labels: Nx.tensor(
    [0, 0, 0, 1, 1, -1]
  )
}

  


        

      


  

    
Scholar.Cluster.GaussianMixture 
    



      
Gaussian Mixture Model.
Gaussian Mixture Model is a probabilistic model that assumes every data point is generated
by choosing one of several fixed Gaussian distributions and then sampling from it.
Its parameters are estimated using the Expectation-Maximization (EM) algorithm, which is an
iterative algorithm alternating between the two steps: the E-step which computes the
expectation of the Gaussian assignment for each data point x and the M-step which updates the
parameters to maximize the expectations found in E-step. While every iteration of the algorithm
is guaranteed to improve the log-likelihood, the final result depends on the initial values of
the parameters. Thus the procedure consists of repeating the algorithm several times
and taking the best obtained result.
Time complexity is $O(NKD^3)$ for $N$ data points, $K$ Gaussian components and $D$ dimensions
References:
	[1] - Mixtures of Gaussians and the EM algorithm https://cs229.stanford.edu/notes2020spring/cs229-notes7b.pdf
	[2] - Density Estimation with Gaussian Mixture Models https://mml-book.github.io/book/mml-book.pdf Chapter 11


      


      
        Summary


  
    Functions
  


    
      
        fit(x, opts \\ [])

      


        Fits a Gaussian Mixture Model for sample inputs x.



    


    
      
        predict(model, x)

      


        Makes predictions with the given model on inputs x.



    


    
      
        predict_prob(model, x)

      


        Makes predictions with the given model on inputs x.
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Fits a Gaussian Mixture Model for sample inputs x.
Options
	:num_gaussians (pos_integer/0) - Required. The number of Gaussian distributions in the mixture.

	:num_runs (pos_integer/0) - The number of times to initialize parameters and run the entire EM algorithm. The default value is 1.

	:max_iter (pos_integer/0) - The number of EM iterations to perform. The default value is 100.

	:tol - The convergence threshold. The default value is 0.001.

	:covariance_regularization_eps - The non-negative number that is added to each element of the diagonal
of the covariance matrix to ensure it is positive. Usually a small number. The default value is 1.0e-6.

	:key - Used for random number generation in parameter initialization.
If the key is not provided, it is set to Nx.Random.key(System.system_time()).


Return Values
  The function returns a struct with the following parameters:
	:weights - The fractions of data sampled from each Gaussian, respectively.

	:means - Means of the Gaussian components.

	:covariances - Covariance matrices of the Gaussian components.

	:precisions_cholesky - Cholesky decomposition of the precision matrices
(inverses of covariances). This is useful for the model inference.


Examples
iex> key = Nx.Random.key(12)
iex> x = Nx.tensor([[1, 2], [1, 4], [1, 0], [10, 2], [10, 4], [10, 0]])
iex> Scholar.Cluster.GaussianMixture.fit(x, num_gaussians: 2, key: key).means
Nx.tensor(
  [
    [1.0, 2.0],
    [10.0, 2.0]
  ]
)
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Makes predictions with the given model on inputs x.
Return Values
  It returns a tensor with Gaussian assignments for every input point.
Examples
iex> key = Nx.Random.key(12)
iex> x = Nx.tensor([[1, 2], [1, 4], [1, 0], [10, 2], [10, 4], [10, 0]])
iex> model = Scholar.Cluster.GaussianMixture.fit(x, num_gaussians: 2, key: key)
iex> Scholar.Cluster.GaussianMixture.predict(model, Nx.tensor([[8, 1], [2, 3]]))
Nx.tensor(
  [1, 0]
)
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Makes predictions with the given model on inputs x.
Return Values
  It returns a tensor probabilities of Gaussian assignments for every input point.
Examples
iex> key = Nx.Random.key(12)
iex> x = Nx.tensor([[1, 2], [1, 4], [1, 0], [10, 2], [10, 4], [10, 0]])
iex> model = Scholar.Cluster.GaussianMixture.fit(x, num_gaussians: 2, key: key)
iex> Scholar.Cluster.GaussianMixture.predict_prob(model, Nx.tensor([[8, 1], [2, 3]]))
Nx.tensor(
  [
    [0.0, 1.0],
    [1.0, 0.0]
  ]
)

  


        

      


  

    
Scholar.Cluster.Hierarchical 
    



      
Performs hierarchical, agglomerative clustering
on a dataset.
Hierarchical clustering is good for when the number of clusters is not known ahead of time.
It also allows for the creation of a dendrogram plot
(regardless of the dimensionality of the dataset) which can be used to select the number of
clusters in a post-processing step.
Limitations
Due to the requirements of the current implementation, only these options are supported:
	dissimilarity: :euclidean
	linkage: :average | :complete | :single | :weighted


Our current algorithm is $O(\frac{n^2}{p} \cdot \log(n))$ where $n$ is the number of data points
and $p$ is the number of processors.
This is better than the generic algorithm which is $O(n^3)$.
It is also parallel, which means that runtime decreases in direct proportion to the number of
processors.
However, the implementation requires certain theoretical properties of the dissimilarities and
linkages.
As such, we've restricted the options to only those combinations with the correct properties.
In the future, we plan to add additional algorithms which won't have the same restrictions.

      


      
        Summary


  
    Functions
  


    
      
        fit(data, opts \\ [])

      


        Use hierarchical clustering to form the initial model to be clustered with labels_list/2 or
labels_map/2.



    


    
      
        labels_list(model, opts)

      


        Cluster a Scholar.Cluster.Hierarchical struct into a list of cluster labels.



    


    
      
        labels_map(model, opts)

      


        Cluster a Scholar.Cluster.Hierarchical struct into a map of cluster labels to member indices.
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Use hierarchical clustering to form the initial model to be clustered with labels_list/2 or
labels_map/2.
Options
	:dissimilarity - Pairwise dissimilarity function: computes the 'dissimilarity' between each pair of data points.
Dissimilarity is analogous to distance, but without the expectation that the triangle
inequality holds.
Choices:
	:euclidean - L2 norm.

See "Limitations" in the moduledoc for an explanation of the lack of choices.
The default value is :euclidean.

	:linkage - Linkage function: how to compute the intra-clade dissimilarity of two clades if they were
merged.
Choices:
	:average - The unweighted average dissimilarity across all pairs of points.

	:complete - (Historic name) The maximum dissimilarity across all pairs of points.

	:single - (Historic name) The minimum dissimilarity across all pairs of points.

	:ward - (Named for Ward's method)
The minimum increase in sum of squares (MISSQ) of dissimilarities.

	:weighted - The weighted average dissimilarity across all pairs of points.


The default value is :single.


Return values
Returns a Scholar.Cluster.Hierarchical struct with the following fields:
	clades (Nx.Tensor with shape {n - 1, 2}) -
Contains the indices of the pair of clades merged at each step of the agglomerative
clustering process.
Agglomerative clustering starts by considering each datum in data its own singleton group
or "clade".
It then picks two clades to merge into a new clade containing the data from both.
It does this until there is a single clade remaining.
Since each datum starts as its own clade, e.g. data[0] is clade 0, indexing of new clades
starts at n where n is the size of the original data tensor.
If clades[k] == [i, j], then clades i and j were merged to form k + n.

	dissimilarities (Nx.Tensor with shape {n - 1}) -
Contains a metric that measures the intra-clade closeness of each newly formed clade.
Represented by the heights of each clade in a dendrogram plot.
Determined by both the :dissimilarity and :linkage options.

	num_points (pos_integer/0) -
Number of points in the dataset.
Must be $\geq 3$.

	sizes (Nx.Tensor with shape {n - 1}) -
sizes[i] is the size of clade i.
If clade k was created by merging clades i and j, then
sizes[k] == sizes[i] + sizes[j].


Examples
iex> data = Nx.tensor([[2], [7], [9], [0], [3]])
iex> Hierarchical.fit(data)
%Scholar.Cluster.Hierarchical{
  clades: Nx.tensor([[0, 4], [1, 2], [3, 5], [6, 7]]),
  dissimilarities: Nx.tensor([1.0, 2.0, 2.0, 4.0]),
  num_points: 5,
  sizes: Nx.tensor([2, 2, 3, 5])
}

  



  
    
      
    
    
      labels_list(model, opts)



        
          
        

    

  


  

Cluster a Scholar.Cluster.Hierarchical struct into a list of cluster labels.
Options
	:cluster_by (non-empty keyword/0) - Required. How to select which clades from the dendrogram should form the final clusters.
Must provide either a height or a number of clusters.	:height (float/0) - Height of the dendrogram to use as the split point for clusters.

	:num_clusters (pos_integer/0) - Number of clusters to form.




Return values
Returns a list of length n and values 0..(k - 1) where n is the number of data points and
k is the number of clusters formed.
The ith element of the result list is the label of the ith data point's cluster.
Cluster labels are arbitrary, but deterministic.
Examples
iex> data = Nx.tensor([[5], [5], [5], [10], [10]])
iex> model = Hierarchical.fit(data)
iex> Hierarchical.labels_list(model, cluster_by: [num_clusters: 2])
[0, 0, 0, 1, 1]
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Cluster a Scholar.Cluster.Hierarchical struct into a map of cluster labels to member indices.
Options
	:cluster_by (non-empty keyword/0) - Required. How to select which clades from the dendrogram should form the final clusters.
Must provide either a height or a number of clusters.	:height (float/0) - Height of the dendrogram to use as the split point for clusters.

	:num_clusters (pos_integer/0) - Number of clusters to form.




Return values
Returns a map where the keys are integers from 0..(k - 1) where k is the number of clusters.
Each value is a cluster represented by a list of member indices.
E.g. if the result map was %{0 => [0, 1], 1 => [2]}, then elements [0, 1] of the data would
be in cluster 0 and the singleton element [2] would be in cluster 1.
Cluster labels are arbitrary, but deterministic.
Examples
iex> data = Nx.tensor([[5], [5], [5], [10], [10]])
iex> model = Hierarchical.fit(data)
iex> Hierarchical.labels_map(model, cluster_by: [num_clusters: 2])
%{0 => [0, 1, 2], 1 => [3, 4]}

  


        

      


  

    
Scholar.Cluster.KMeans 
    



      
K-Means Algorithm.
K-Means is a simple clustering method that works iteratively [1]. In the first iteration,
centroids are chosen randomly from input data. It turned out that some initializations
are especially effective. In 2007 David Arthur and Sergei Vassilvitskii proposed initialization
called k-means++ which speed up convergence of algorithm drastically [2]. After initialization, from each centroid
find points that are the closest to that centroid. Then, for each centroid replace it with the
center of mass of associated points. These two steps mentioned above are repeated until the solution
converges. Since some initializations are unfortunate and converge to sub-optimal results
we need repeat the whole procedure a few times and take the best result.
Average time complexity is $O(CKNI)$, where $C$ is the number of clusters, $N$ is the number of samples,
$I$ is the number of iterations until convergence, and $K$ is the number of features. Space
complexity is $O(K*(N+C))$.
Reference:
	[1] - K-Means Algorithm
	[2] - K-Means++ Initialization
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    Functions
  


    
      
        fit(x, opts \\ [])

      


        Fits a K-Means model for sample inputs x.



    


    
      
        predict(model, x)

      


        Makes predictions with the given model on inputs x.



    


    
      
        transform(model, x)

      


        Calculates distances between each sample from x and the calculated centroids.



    





      


      
        Functions


        


    

  
    
      
    
    
      fit(x, opts \\ [])



        
          
        

    

  


  

Fits a K-Means model for sample inputs x.
Options
	:num_clusters (pos_integer/0) - Required. The number of clusters to form as well as the number of centroids to generate.

	:max_iterations (pos_integer/0) - Maximum number of iterations of the k-means algorithm for a single run. The default value is 300.

	:num_runs (pos_integer/0) - Number of time the k-means algorithm will be run with different centroid seeds.
The final results will be the best output of num_runs runs in terms of inertia. The default value is 10.

	:tol - Relative tolerance with regards to Frobenius norm of the difference in
the cluster centers of two consecutive iterations to declare convergence. The default value is 0.0001.

	:weights - The weights for each observation in x. If equals to nil,
all observations are assigned equal weight.

	:init - Method for centroid initialization, either of:
	:k_means_plus_plus - selects initial cluster centroids using sampling based
on an empirical probability distribution of the points' contribution to
the overall inertia. This technique speeds up convergence, and is
theoretically proven to be O(log(k))-optimal.

	:random - choose :num_clusters observations (rows) at random from data for
the initial centroids.


The default value is :k_means_plus_plus.

	:key - Determines random number generation for centroid initialization.
If the key is not provided, it is set to Nx.Random.key(System.system_time()).


Return Values
  The function returns a struct with the following parameters:
	:clusters - Coordinates of cluster centers.

	:num_iterations - Number of iterations run.

	:inertia - Sum of squared distances of samples to their closest cluster center.

	:labels - Labels of each point.


Examples
iex> key = Nx.Random.key(42)
iex> x = Nx.tensor([[1, 2], [2, 4], [1, 3], [2, 5]])
iex> Scholar.Cluster.KMeans.fit(x, num_clusters: 2, key: key)
%Scholar.Cluster.KMeans{
  num_iterations: Nx.tensor(
    2
  ),
  clusters: Nx.tensor(
    [
      [1.0, 2.5],
      [2.0, 4.5]
    ]
  ),
  inertia: Nx.tensor(
    1.0
  ),
  labels: Nx.tensor(
    [0, 1, 0, 1]
  )
}

  



  
    
      
    
    
      predict(model, x)



        
          
        

    

  


  

Makes predictions with the given model on inputs x.
Return Values
  It returns a tensor with clusters corresponding to the input.
Examples
iex> key = Nx.Random.key(42)
iex> x = Nx.tensor([[1, 2], [2, 4], [1, 3], [2, 5]])
iex> model = Scholar.Cluster.KMeans.fit(x, num_clusters: 2, key: key)
iex> Scholar.Cluster.KMeans.predict(model, Nx.tensor([[1.9, 4.3], [1.1, 2.0]]))
Nx.tensor(
  [1, 0]
)

  



  
    
      
    
    
      transform(model, x)



        
          
        

    

  


  

Calculates distances between each sample from x and the calculated centroids.
Return Values
  It returns a tensor with corresponding distances.
Examples
iex> key = Nx.Random.key(40)
iex> model =
...>  Scholar.Cluster.KMeans.fit(Nx.tensor([[1, 2], [2, 4], [1, 3], [2, 5]]),
...>    num_clusters: 2,
...>    key: key
...>  )
iex> Scholar.Cluster.KMeans.transform(model, Nx.tensor([[1.0, 2.5]]))
Nx.tensor(
  [
    [2.2360680103302, 0.0]
  ]
)

  


        

      


  

    
Scholar.Decomposition.PCA 
    



      
Principal Component Analysis (PCA).
PCA is a method for reducing the dimensionality of the data by transforming the original features
into a new set of uncorrelated features called principal components, which capture the maximum
variance in the data.
It can be trained on the entirety of the data at once using fit/2 or
incrementally for datasets that are too large to fit in the memory using incremental_fit/2.
The time complexity is $O(NP^2 + P^3)$ where $N$ is the number of samples and $P$ is the number of features.
Space complexity is $O(P * (P+N))$.
References:
	[1] Dimensionality Reduction with Principal Component Analysis. Mathematics for Machine Learning, Chapter 10
	[2] Incremental Learning for Robust Visual Tracking


      


      
        Summary


  
    Functions
  


    
      
        fit(x, opts \\ [])

      


        Fits a PCA for sample inputs x.



    


    
      
        fit_transform(x, opts)

      


        Fit the model with x and apply the dimensionality reduction on x.



    


    
      
        incremental_fit(batches, opts)

      


        Fits a PCA model on a stream of batches.



    


    
      
        partial_fit(model, x)

      


        Updates the parameters of a PCA model on samples x.



    


    
      
        transform(model, x)

      


        For a fitted model performs a decomposition of samples x.



    





      


      
        Functions


        


    

  
    
      
    
    
      fit(x, opts \\ [])



        
          
        

    

  


  

Fits a PCA for sample inputs x.
Options
	:num_components (pos_integer/0) - Required. The number of principal components to keep.

	:whiten? (boolean/0) - When true the result is multiplied by the square root of :num_samples and then
divided by the :singular_values to ensure uncorrelated outputs with unit component-wise variances.
Whitening will remove some information from the transformed signal (the relative variance scales of the components)
but can sometime improve the predictive accuracy of the downstream estimators by making their data respect some hard-wired assumptions.
The default value is false.


Return Values
The function returns a struct with the following parameters:
	:components - Principal axes in feature space, representing the directions of maximum variance in the data.
Equivalently, the right singular vectors of the centered input data, parallel to its eigenvectors.
The components are sorted by decreasing :explained_variance.

	:singular_values - The singular values corresponding to each of the selected components.
The singular values are equal to the 2-norms of the :num_components variables in the lower-dimensional space.

	:num_samples_seen - Number of samples in the training data.

	:mean - Per-feature empirical mean, estimated from the training set.

	:variance - Per-feature empirical variance.

	:explained_variance - The amount of variance explained by each of the selected components.
The variance estimation uses :num_samples - 1 degrees of freedom.
Equal to :num_components largest eigenvalues of the covariance matrix of x.

	:explained_variance_ratio - Percentage of variance explained by each of the selected components.

	:whiten? - Whether to apply whitening.


Examples
iex> x = Scidata.Iris.download() |> elem(0) |> Nx.tensor()
iex> pca = Scholar.Decomposition.PCA.fit(x, num_components: 2)
iex> pca.components
Nx.tensor(
  [
    [0.36182016134262085, -0.08202514797449112, 0.8565111756324768, 0.3588128685951233],
    [0.6585038900375366, 0.7275884747505188, -0.17632202804088593, -0.07679986208677292]
  ]
)
iex> pca.singular_values
Nx.tensor([25.089859008789062, 6.007821559906006])

  



  
    
      
    
    
      fit_transform(x, opts)



        
          
        

    

  


  

Fit the model with x and apply the dimensionality reduction on x.
This function is equivalent to calling fit/2 and then
transform/3, but the result is computed more efficiently.
	:num_components (pos_integer/0) - Required. The number of principal components to keep.

	:whiten? (boolean/0) - When true the result is multiplied by the square root of :num_samples and then
divided by the :singular_values to ensure uncorrelated outputs with unit component-wise variances.
Whitening will remove some information from the transformed signal (the relative variance scales of the components)
but can sometime improve the predictive accuracy of the downstream estimators by making their data respect some hard-wired assumptions.
The default value is false.


Return Values
The function returns a tensor with decomposed data.
Examples
iex> x = Scidata.Iris.download() |> elem(0) |> Enum.take(6) |> Nx.tensor()
iex> Scholar.Decomposition.PCA.fit_transform(x, num_components: 2)
Nx.tensor(
  [
    [0.16441848874092102, 0.028548287227749825],
    [-0.32804328203201294, 0.20709986984729767],
    [-0.3284338414669037, -0.08318747580051422],
    [-0.42237386107444763, -0.0735677033662796],
    [0.17480169236660004, -0.11189625412225723],
    [0.7396301627159119, 0.03300142288208008
    ]
  ]
)

  



  
    
      
    
    
      incremental_fit(batches, opts)



        
          
        

    

  


  

Fits a PCA model on a stream of batches.
Options
	:num_components (pos_integer/0) - Required. The number of principal components to keep.

	:whiten? (boolean/0) - When true the result is multiplied by the square root of :num_samples and then
divided by the :singular_values to ensure uncorrelated outputs with unit component-wise variances.
Whitening will remove some information from the transformed signal (the relative variance scales of the components)
but can sometime improve the predictive accuracy of the downstream estimators by making their data respect some hard-wired assumptions.
The default value is false.


Return values
The function returns a struct with the following parameters:
	:num_components - The number of principal components.

	:components - Principal axes in feature space, representing the directions of maximum variance in the data.
Equivalently, the right singular vectors of the centered input data, parallel to its eigenvectors.
The components are sorted by decreasing :explained_variance.

	:singular_values - The singular values corresponding to each of the selected components.
The singular values are equal to the 2-norms of the :num_components variables in the lower-dimensional space.

	:num_samples_seen - The number of data samples processed.

	:mean - Per-feature empirical mean.

	:variance - Per-feature empirical variance.

	:explained_variance - Variance explained by each of the selected components.

	:explained_variance_ratio - Percentage of variance explained by each of the selected components.

	:whiten? - Whether to apply whitening.


Examples
iex> {x, _} = Scidata.Iris.download()
iex> batches = x |> Nx.tensor() |> Nx.to_batched(10)
iex> pca = Scholar.Decomposition.PCA.incremental_fit(batches, num_components: 2)
iex> pca.components
Nx.tensor(
  [
    [-0.33354005217552185, 0.1048964187502861, -0.8618107080105579, -0.3674643635749817],
    [-0.5862125754356384, -0.7916879057884216, 0.15874788165092468, -0.06621300429105759]
  ]
)
iex> pca.singular_values
Nx.tensor([77.05782028025969, 10.137848854064941])

  



  
    
      
    
    
      partial_fit(model, x)



        
          
        

    

  


  

Updates the parameters of a PCA model on samples x.
Examples
  iex> {x, _} = Scidata.Iris.download()
  iex> {first_batch, second_batch} = x |> Nx.tensor() |> Nx.split(75)
  iex> pca = Scholar.Decomposition.PCA.fit(first_batch, num_components: 2)
  iex> pca = Scholar.Decomposition.PCA.partial_fit(pca, second_batch)
  iex> pca.components
  Nx.tensor(
[
  [-0.3229745328426361, 0.09587063640356064, -0.8628664612770081, -0.37677285075187683],
  [-0.6786625981330872, -0.7167785167694092, 0.14237160980701447, 0.07332050055265427]
]
  )
  iex> pca.singular_values
  Nx.tensor([166.141845703125, 6.078948020935059])

  



  
    
      
    
    
      transform(model, x)



        
          
        

    

  


  

For a fitted model performs a decomposition of samples x.
Return Values
The function returns a tensor with decomposed data.
Examples
iex> x_fit = Scidata.Iris.download() |> elem(0) |> Nx.tensor()
iex> pca = Scholar.Decomposition.PCA.fit(x_fit, num_components: 2)
iex> x_transform = Nx.tensor([[5.2, 2.6, 2.475, 0.7], [6.1, 3.2, 3.95, 1.3], [7.0, 3.8, 5.425, 1.9]])
iex> Scholar.Decomposition.PCA.transform(pca, x_transform)
Nx.tensor(
  [
    [-1.4739344120025635, -0.48932668566703796],
    [0.28113049268722534, 0.2337251454591751],
    [2.0361955165863037, 0.9567767977714539]
  ]
)

  


        

      


  

    
Scholar.Integrate 
    



      
Module for numerical integration.

      


      
        Summary


  
    Functions
  


    
      
        simpson(y, x, opts \\ [])

      


        Integrate y along the given axis using the simpson's rule.
The integration happens in sequence along elements of x.



    


    
      
        simpson_uniform(y, opts \\ [])

      


        Integrate y along the given axis using the composite trapezoidal rule.



    


    
      
        trapezoidal(y, x, opts \\ [])

      


        Integrate y along the given axis using the composite trapezoidal rule.
The integration happens in sequence along elements of x.



    


    
      
        trapezoidal_uniform(y, opts \\ [])

      


        Integrate y along the given axis using the composite trapezoidal rule.



    





      


      
        Functions


        


    

  
    
      
    
    
      simpson(y, x, opts \\ [])



        
          
        

    

  


  

Integrate y along the given axis using the simpson's rule.
The integration happens in sequence along elements of x.
Options
	:axis - Axis along which to integrate. The default value is -1.

	:keep_axis (boolean/0) - If set to true, the axis which is reduced is kept. The default value is false.

	:even - If set to :avg, the average of the first and last interval is used in the integration.
If set to :first, the first interval is used in the integration.
If set to :last, the last interval is used in the integration. The default value is :avg.


Examples
iex> y = Nx.tensor([1, 2, 3])
iex> x = Nx.tensor([4, 5, 6])
iex> Scholar.Integrate.simpson(y, x)
#Nx.Tensor<
  f32
  4.0
>

iex> y = Nx.tensor([[0, 1, 2], [3, 4, 5]])
iex> x = Nx.tensor([[1, 2, 3], [1, 2, 3]])
iex> Scholar.Integrate.simpson(y, x)
#Nx.Tensor<
  f32[2]
  [2.0, 8.0]
>

iex> y = Nx.tensor([[0, 1, 2], [3, 4, 5]])
iex> x = Nx.tensor([[1, 1, 1], [2, 2, 2]])
iex> Scholar.Integrate.simpson(y, x, axis: 0)
#Nx.Tensor<
  f32[3]
  [1.5, 2.5, 3.5]
>

  



    

  
    
      
    
    
      simpson_uniform(y, opts \\ [])



        
          
        

    

  


  

Integrate y along the given axis using the composite trapezoidal rule.
This is a simplified version of trapezoidal/3 that assumes x is
a uniform tensor along axis with step size equal to dx.
Options
	:axis - Axis along which to integrate. The default value is -1.

	:keep_axis (boolean/0) - If set to true, the axis which is reduced is kept. The default value is false.

	:even - If set to :avg, the average of the first and last interval is used in the integration.
If set to :first, the first interval is used in the integration.
If set to :last, the last interval is used in the integration. The default value is :avg.

	:dx - The spacing between samples. The default value is 1.0.


Examples
iex> y = Nx.tensor([1, 2, 3])
iex> Scholar.Integrate.simpson_uniform(y)
#Nx.Tensor<
  f32
  4.0
>

iex> y = Nx.tensor([1, 2, 3])
iex> Scholar.Integrate.simpson_uniform(y, dx: 2)
#Nx.Tensor<
  f32
  8.0
>

iex> y = Nx.tensor([[0, 1, 2], [3, 4, 5]])
iex> Scholar.Integrate.simpson_uniform(y, dx: 2, axis: 0)
#Nx.Tensor<
  f32[3]
  [3.0, 5.0, 7.0]
>

  



    

  
    
      
    
    
      trapezoidal(y, x, opts \\ [])



        
          
        

    

  


  

Integrate y along the given axis using the composite trapezoidal rule.
The integration happens in sequence along elements of x.
Options
	:axis - Axis along which to integrate. The default value is -1.

	:keep_axis (boolean/0) - If set to true, the axis which is reduced is kept. The default value is false.


Examples
iex> y = Nx.tensor([1, 2, 3])
iex> x = Nx.tensor([4, 5, 6])
iex> Scholar.Integrate.trapezoidal(y, x)
#Nx.Tensor<
  f32
  4.0
>

iex> y = Nx.tensor([[0, 1, 2], [3, 4, 5]])
iex> x = Nx.tensor([[1, 2, 3], [1, 2, 3]])
iex> Scholar.Integrate.trapezoidal(y, x)
#Nx.Tensor<
  f32[2]
  [2.0, 8.0]
>

iex> y = Nx.tensor([[0, 1, 2], [3, 4, 5]])
iex> x = Nx.tensor([[1, 1, 1], [2, 2, 2]])
iex> Scholar.Integrate.trapezoidal(y, x, axis: 0)
#Nx.Tensor<
  f32[3]
  [1.5, 2.5, 3.5]
>

  



    

  
    
      
    
    
      trapezoidal_uniform(y, opts \\ [])



        
          
        

    

  


  

Integrate y along the given axis using the composite trapezoidal rule.
This is a simplified version of trapezoidal/3 that assumes x is
a uniform tensor along axis with step size equal to dx.
Options
	:axis - Axis along which to integrate. The default value is -1.

	:keep_axis (boolean/0) - If set to true, the axis which is reduced is kept. The default value is false.

	:dx - The spacing between samples. The default value is 1.0.


Examples
iex> y = Nx.tensor([1, 2, 3])
iex> Scholar.Integrate.trapezoidal_uniform(y)
#Nx.Tensor<
  f32
  4.0
>

iex> y = Nx.tensor([1, 2, 3])
iex> Scholar.Integrate.trapezoidal_uniform(y, dx: 2)
#Nx.Tensor<
  f32
  8.0
>

iex> y = Nx.tensor([[0, 1, 2], [3, 4, 5]])
iex> Scholar.Integrate.trapezoidal_uniform(y, dx: 2, axis: 0)
#Nx.Tensor<
  f32[3]
  [3.0, 5.0, 7.0]
>

  


        

      


  

    
Scholar.Interpolation.BezierSpline 
    



      
Cubic Bezier Spline interpolation.
This kind of interpolation is calculated by fitting a set of
continuous cubic polynomials of which the first and second
derivatives are also continuous (which makes them curves of class $C^2$).
In contrast to the Scholar.Interpolation.CubicSpline algorithm,
the Bezier curves aren't necessarily of class $C^2$, but this interpolation
forces this so it yields a smooth function as the result.
The interpolated curve also has local control,
meaning that a point that would be problematic for other
interpolations, such as the Scholar.Interpolation.CubicSpline
or Scholar.Interpolation.Linear algorithms, will only affect
the segments right next to it, instead of affecting the curve as a whole.
Computing Bezier curve is $O(N^2)$ where $N$ is the number of points.
Reference:
	[1] - Bezier theory
	[2] - Spline equation derivation


      


      
        Summary


  
    Functions
  


    
      
        fit(x, y)

      


        Fits a cubic Bezier spline interpolation of the given (x, y) points.



    


    
      
        predict(model, target_x, opts \\ [])

      


        Returns the value fit by fit/2 corresponding to the target_x input.



    





      


      
        Functions


        


  
    
      
    
    
      fit(x, y)



        
          
        

    

  


  

Fits a cubic Bezier spline interpolation of the given (x, y) points.
Inputs are expected to be rank-1 tensors with the same shape
and at least 4 entries.
Examples
iex> x = Nx.iota({4})
iex> y = Nx.tensor([2.0, 0.0, 1.0, 0.5])
iex> Scholar.Interpolation.BezierSpline.fit(x, y)
%Scholar.Interpolation.BezierSpline{
  coefficients: Nx.tensor(
    [
      [
        [0.0, 2.0],
        [0.3333331048488617, 1.0333333015441895],
        [0.6666665077209473, 0.06666667759418488],
        [1.0, 0.0]
      ],
      [
        [1.0, 0.0],
        [1.3333334922790527, -0.06666667759418488],
        [1.6666665077209473, 0.7666666507720947],
        [2.0, 1.0]
      ],
      [
        [2.0, 1.0],
        [2.3333334922790527, 1.2333333492279053],
        [2.6666667461395264, 0.8666666746139526],
        [3.0, 0.5]
      ]
    ]
  ),
  k: Nx.tensor(
    [
      [0.0, 2.0],
      [1.0, 0.0],
      [2.0, 1.0],
      [3.0, 0.5]
    ]
  )
}

  



    

  
    
      
    
    
      predict(model, target_x, opts \\ [])



        
          
        

    

  


  

Returns the value fit by fit/2 corresponding to the target_x input.
Options
	:max_iter (pos_integer/0) - determines the maximum iterations for converging the t parameter for each spline polynomial The default value is 15.

	:eps (float/0) - determines the tolerance to be used for converging the t parameter for each spline polynomial The default value is 1.0e-6.


Examples
iex> x = Nx.iota({4})
iex> y = Nx.tensor([2.0, 0.0, 1.0, 0.5])
iex> model = Scholar.Interpolation.BezierSpline.fit(x, y)
iex> Scholar.Interpolation.BezierSpline.predict(model, Nx.tensor([3.0, 4.0, 2.0, 7.0]))
Nx.tensor(
  [0.5000335574150085, -4.2724612285383046e-5, 0.9999786615371704, 34.5]
)

  


        

      


  

    
Scholar.Interpolation.CubicSpline 
    



      
Cubic Spline interpolation.
This kind of interpolation is calculated by fitting a set of
continuous cubic polynomials of which the first and second
derivatives are also continuous.
The interpolated curve is smooth and mitigates oscillations that
could appear if a single n-th degree polynomial were to be
fitted over all of the points.
Cubic spline interpolation is $O(N)$ where $N$ is the number of points.
Reference:
	[1] - Cubic Spline Interpolation theory
	[2] - SciPy implementation


      


      
        Summary


  
    Functions
  


    
      
        fit(x, y, opts \\ [])

      


        Fits a cubic spline interpolation of the given (x, y) points



    


    
      
        predict(model, target_x, opts \\ [])

      


        Returns the value fit by fit/2 corresponding to the target_x input
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      fit(x, y, opts \\ [])



        
          
        

    

  


  

Fits a cubic spline interpolation of the given (x, y) points
Inputs are expected to be rank-1 tensors with the same shape
and at least 3 entries.
Options
	:boundary_condition (atom/0) - one of :not_a_knot or :natural The default value is :not_a_knot.

Examples
iex> x = Nx.iota({3})
iex> y = Nx.tensor([2.0, 0.0, 1.0])
iex> Scholar.Interpolation.CubicSpline.fit(x, y)
%Scholar.Interpolation.CubicSpline{
  coefficients: Nx.tensor(
    [
      [0.0, 1.5, -3.5, 2.0],
      [0.0, 1.5, -0.5, 0.0]
    ]
  ),
  x: Nx.tensor(
    [0, 1, 2]
  )
}

  



    

  
    
      
    
    
      predict(model, target_x, opts \\ [])



        
          
        

    

  


  

Returns the value fit by fit/2 corresponding to the target_x input
Options
	:extrapolate (boolean/0) - if false, out-of-bounds x return NaN. The default value is true.

Examples
iex> x = Nx.iota({3})
iex> y = Nx.tensor([2.0, 0.0, 1.0])
iex> model = Scholar.Interpolation.CubicSpline.fit(x, y)
iex> Scholar.Interpolation.CubicSpline.predict(model, Nx.tensor([[1.0, 4.0], [3.0, 7.0]]))
Nx.tensor(
  [
    [0.0, 12.0],
    [5.0, 51.0]
  ]
)

  


        

      


  

    
Scholar.Interpolation.Linear 
    



      
Linear interpolation.
This kind of interpolation is calculated by fitting polynomials
of the first degree between each pair of given points.
This means that for points $(x_0, y_0), (x_1, y_1)$, the
predictive polynomial will be given by:
$$
\begin{cases}
y = ax + b \newline
a = \dfrac{y_1 - y_0}{x_1 - x_0} \newline
b = y_1 - ax_1 = y_0 - ax_0
\end{cases}
$$
Linear interpolation has $O(N)$ time and space complexity where $N$ is the number of points.
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    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        fit(x, y)

      


        Fits a linear interpolation of the given (x, y) points



    


    
      
        predict(model, target_x, opts \\ [])

      


        Returns the value fit by fit/2 corresponding to the target_x input.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Scholar.Interpolation.Linear{coefficients: term(), x: term()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      fit(x, y)



        
          
        

    

  


  

Fits a linear interpolation of the given (x, y) points
Inputs are expected to be rank-1 tensors with the same shape
and at least 2 entries.
Examples
iex> x = Nx.iota({3})
iex> y = Nx.tensor([2.0, 0.0, 1.0])
iex> Scholar.Interpolation.Linear.fit(x, y)
%Scholar.Interpolation.Linear{
  coefficients: Nx.tensor(
    [
      [-2.0, 2.0],
      [1.0, -1.0]
    ]
  ),
  x: Nx.tensor(
    [0, 1, 2]
  )
}

  



    

  
    
      
    
    
      predict(model, target_x, opts \\ [])



        
          
        

    

  


  

Returns the value fit by fit/2 corresponding to the target_x input.
Examples
iex> x = Nx.iota({3})
iex> y = Nx.tensor([2.0, 0.0, 1.0])
iex> model = Scholar.Interpolation.Linear.fit(x, y)
iex> Scholar.Interpolation.Linear.predict(model, Nx.tensor([[1.0, 4.0], [3.0, 7.0]]))
Nx.tensor(
  [
    [0.0, 3.0],
    [2.0, 6.0]
  ]
)

iex> x = Nx.iota({5})
iex> y = Nx.tensor([2.0, 0.0, 1.0, 3.0, 4.0])
iex> model = Scholar.Interpolation.Linear.fit(x, y)
iex> target_x = Nx.tensor([-2, -1, 1.25, 3, 3.25, 5.0])
iex> Scholar.Interpolation.Linear.predict(model, target_x, left: 0.0, right: 10.0)
#Nx.Tensor<
  f32[6]
  [0.0, 0.0, 0.25, 3.0, 3.25, 10.0]
>

  


        

      


  

    
Scholar.Linear.BayesianRidgeRegression 
    



      
Bayesian ridge regression: A fully probabilistic linear model with parameter regularization.
In order to obtain a fully probabilistic linear model,
we declare the precision parameter in the model: $\alpha$,
This parameter describes the dispersion of the data around the mean.
$$
p(y | X, w, \alpha) = \mathcal{N}(y | Xw, \alpha^{-1})
$$
Where:
	$X$ is an input data

	$y$ is an input target

	$w$ is the model weights matrix

	$\alpha$ is the precision parameter of the target and $\alpha^{-1} = \sigma^{2}$, the variance.


In order to obtain a fully probabilistic regularized linear model,
we declare the distribution of the model weights matrix
with it's corresponding precision parameter:
$$
p(w | \lambda) = \mathcal{N}(w, \lambda^{-1})
$$
Where $\lambda$ is the precision parameter of the weights matrix.
Both $\alpha$ and $\lambda$ are choosen to have prior gamma distributions,
controlled through hyperparameters $\alpha_1$, $\alpha_2$, $\lambda_1$, $\lambda_2$.
These parameters are set by default to non-informative
$\alpha_1 = \alpha_2 = \lambda_1 = \lambda_2 = 1^{-6}$.
This model is similar to the classical ridge regression.
Confusingly the classical ridge regression's $\alpha$ parameter is the Bayesian ridge's $\lambda$ parameter.
Other than that, the differences between alorithms are:
	The matrix weight regularization parameter is estimated from data,
	The precision of the target is estimated.

As such, Bayesian ridge is more flexible to the data at hand.
These features come at higher computational cost.
This implementation is ported from Python's scikit-learn.
It uses the algorithm described in (Tipping, 2001)
and regularization parameters are updated as by (MacKay, 1992).
References:
D. J. C. MacKay, Bayesian Interpolation, Computation and Neural Systems,
Vol. 4, No. 3, 1992.
M. E. Tipping, Sparse Bayesian Learning and the Relevance Vector Machine,
Journal of Machine Learning Research, Vol. 1, 2001.
Pedregosa et al., Scikit-learn: Machine Learning in Python,
JMLR 12, pp. 2825-2830, 2011.
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    Functions
  


    
      
        fit(x, y, opts \\ [])

      


        Fits a Bayesian ridge model for sample inputs x and
sample targets y.



    


    
      
        predict(model, x)

      


        Makes predictions with the given model on input x.



    





      


      
        Functions


        


    

  
    
      
    
    
      fit(x, y, opts \\ [])



        
          
        

    

  


  

Fits a Bayesian ridge model for sample inputs x and
sample targets y.
Options
	:iterations (pos_integer/0) - Maximum number of iterations before stopping the fitting algorithm.
The number of iterations may be lower is parameters converge. The default value is 300.

	:sample_weights - The weights for each observation. If not provided,
all observations are assigned equal weight.

	:fit_intercept? (boolean/0) - If set to true, a model will fit the intercept. Otherwise,
the intercept is set to 0.0. The intercept is an independent term
in a linear model. Specifically, it is the expected mean value
of targets for a zero-vector on input. The default value is true.

	:compute_scores? (boolean/0) - If set to true, the log marginal likelihood will be computed
at each iteration of the algorithm. The default value is false.

	:alpha_init - The initial value for alpha. This parameter influences the precision of the noise.
:alpha must be a non-negative float i.e. in [0, inf).
Defaults to 1/Var(y).

	:lambda_init - The initial value for lambda. This parameter influences the precision of the weights.
:lambda must be a non-negative float i.e. in [0, inf).
Defaults to 1. The default value is 1.0.

	:alpha_1 - Hyper-parameter : shape parameter for the Gamma distribution prior
over the alpha parameter. The default value is 1.0e-6.

	:alpha_2 - Hyper-parameter : inverse scale (rate) parameter for the Gamma distribution prior
over the alpha parameter. The default value is 1.0e-6.

	:lambda_1 - Hyper-parameter : shape parameter for the Gamma distribution prior
over the lambda parameter. The default value is 1.0e-6.

	:lambda_2 - Hyper-parameter : inverse scale (rate) parameter for the Gamma distribution prior
over the lambda parameter. The default value is 1.0e-6.

	:eps (float/0) - The convergence tolerance. When Nx.sum(Nx.abs(coef - coef_new)) < :eps, the algorithm is considered to have converged. The default value is 1.0e-8.


Return Values
  The function returns a struct with the following parameters:
	:coefficients - Estimated coefficients for the linear regression problem.

	:intercept - Independent term in the linear model.

	:alpha - Estimated precision of the noise.

	:lambda - Estimated precision of the weights.

	:sigma - Estimated variance covariance matrix of weights with shape (n_features, n_features).

	:iterations - How many times the optimization algorithm was computed.

	:has_converged - Whether the coefficients converged during the optimization algorithm.

	:scores - Value of the log marginal likelihood at each iteration during the optimization.


Examples
iex> x = Nx.tensor([[1], [2], [6], [8], [10]])
iex> y = Nx.tensor([1, 2, 6, 8, 10])
iex> model = Scholar.Linear.BayesianRidgeRegression.fit(x, y)
iex> model.coefficients
#Nx.Tensor<
  f32[1]
  [0.9932512044906616]
>
iex> model.intercept
#Nx.Tensor<
  f32
  0.03644371032714844
>

  



  
    
      
    
    
      predict(model, x)



        
          
        

    

  


  

Makes predictions with the given model on input x.
Output predictions have shape {n_samples} when train target is shaped either {n_samples} or {n_samples, 1}.
Examples
iex> x = Nx.tensor([[1], [2], [6], [8], [10]])
iex> y = Nx.tensor([1, 2, 6, 8, 10])
iex> model = Scholar.Linear.BayesianRidgeRegression.fit(x, y)
iex> Scholar.Linear.BayesianRidgeRegression.predict(model, Nx.tensor([[1], [3], [4]]))
Nx.tensor(
  [1.02969491481781, 3.0161972045898438, 4.009448528289795]  
)  

  


        

      


  

    
Scholar.Linear.IsotonicRegression 
    



      
Isotonic regression is a method of fitting a free-form line to a set of
observations by solving a convex optimization problem. It is a form of
regression analysis that can be used as an alternative to polynomial
regression to fit nonlinear data.
Time complexity of isotonic regression is $O(N^2)$ where $N$ is the
number of points.
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    Functions
  


    
      
        check_preprocess(model)

      


    


    
      
        fit(x, y, opts \\ [])

      


        Fits a isotonic regression model for sample inputs x and
sample targets y.



    


    
      
        predict(model, x)

      


        Makes predictions with the given model on input x and interpolating function.



    


    
      
        preprocess(model, trim_duplicates \\ true)

      


        Preprocesses the model for prediction.
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          @type t() :: %Scholar.Linear.IsotonicRegression{
  cutoff_index: Nx.Tensor.t(),
  increasing: Nx.Tensor.t(),
  preprocess: tuple() | Scholar.Interpolation.Linear.t(),
  x_max: Nx.Tensor.t(),
  x_min: Nx.Tensor.t(),
  x_thresholds: Nx.Tensor.t(),
  y_thresholds: Nx.Tensor.t()
}
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      fit(x, y, opts \\ [])



        
          
        

    

  


  

Fits a isotonic regression model for sample inputs x and
sample targets y.
Options
	:y_min (float/0) - Lower bound on the lowest predicted value. If if not provided, the lower bound
is set to Nx.Constant.neg_infinity().

	:y_max (float/0) - Upper bound on the highest predicted value. If if not provided, the lower bound
is set to Nx.Constant.infinity().

	:increasing - Whether the isotonic regression should be fit with the constraint that the
function is monotonically increasing. If false, the constraint is that
the function is monotonically decreasing. If :auto, the constraint is
determined automatically based on the data. The default value is :auto.

	:out_of_bounds - How to handle out-of-bounds points. If :clip, out-of-bounds points are
mapped to the nearest valid value. If :nan, out-of-bounds points are
replaced with Nx.Constant.nan(). The default value is :nan.

	:sample_weights - The weights for each observation. If not provided,
all observations are assigned equal weight.


Return Values
  The function returns a struct with the following parameters:
	:x_min - Minimum value of input tensor x.

	:x_max - Maximum value of input tensor x.

	:x_thresholds - Thresholds used for predictions.

	:y_thresholds - Predicted values associated with each threshold.

	:increasing - Whether the isotonic regression is increasing.

	:cutoff_index - The index of the last valid threshold. Rest elements are placeholders
for the sake of preserving shape of tensor.

	:preprocess - Interpolation function to be applied on input tensor x. Before preprocess/1
is applied it is set to {}


Examples
iex> x = Nx.tensor([1, 4, 7, 9, 10, 11])
iex> y = Nx.tensor([1, 3, 6, 8, 9, 10])
iex> Scholar.Linear.IsotonicRegression.fit(x, y)
%Scholar.Linear.IsotonicRegression{
  x_min: Nx.tensor(
    1.0
  ),
  x_max: Nx.tensor(
    11.0
  ),
  x_thresholds: Nx.tensor(
    [1.0, 4.0, 7.0, 9.0, 10.0, 11.0]
  ),
  y_thresholds: Nx.tensor(
    [1.0, 3.0, 6.0, 8.0, 9.0, 10.0]
  ),
  increasing: Nx.u8(1),
  cutoff_index: Nx.tensor(
    5
  ),
  preprocess: {}
}

  



  
    
      
    
    
      predict(model, x)



        
          
        

    

  


  

Makes predictions with the given model on input x and interpolating function.
Output predictions have shape {n_samples} when train target is shaped either {n_samples} or {n_samples, 1}.
Otherwise, predictions match train target shape.
Examples
iex> x = Nx.tensor([1, 4, 7, 9, 10, 11])
iex> y = Nx.tensor([1, 3, 6, 8, 9, 10])
iex> model = Scholar.Linear.IsotonicRegression.fit(x, y)
iex> model = Scholar.Linear.IsotonicRegression.preprocess(model)
iex> to_predict = Nx.tensor([1, 2, 3, 4, 5, 6, 7, 8, 9, 10])
iex> Scholar.Linear.IsotonicRegression.predict(model, to_predict)
#Nx.Tensor<
  f32[10]
  [1.0, 1.6666667461395264, 2.3333332538604736, 3.0, 4.0, 5.0, 6.0, 7.0, 8.0, 9.0]
>

  



    

  
    
      
    
    
      preprocess(model, trim_duplicates \\ true)



        
          
        

    

  


  

Preprocesses the model for prediction.
Returns an updated model.
Examples
iex> x = Nx.tensor([1, 4, 7, 9, 10, 11])
iex> y = Nx.tensor([1, 3, 6, 8, 9, 10])
iex> model = Scholar.Linear.IsotonicRegression.fit(x, y)
iex> Scholar.Linear.IsotonicRegression.preprocess(model)
%Scholar.Linear.IsotonicRegression{
  x_min: Nx.tensor(
    1.0
  ),
  x_max: Nx.tensor(
    11.0
  ),
  x_thresholds: Nx.tensor(
    [1.0, 4.0, 7.0, 9.0, 10.0, 11.0]
  ),
  y_thresholds: Nx.tensor(
    [1.0, 3.0, 6.0, 8.0, 9.0, 10.0]
  ),
  increasing: Nx.u8(1),
  cutoff_index: Nx.tensor(
    5
  ),
  preprocess: %Scholar.Interpolation.Linear{
    coefficients: Nx.tensor(
      [
        [0.6666666865348816, 0.3333333134651184],
        [1.0, -1.0],
        [1.0, -1.0],
        [1.0, -1.0],
        [1.0, -1.0]
      ]
    ),
    x: Nx.tensor(
      [1.0, 4.0, 7.0, 9.0, 10.0, 11.0]
    )
  }
}

  


        

      


  

    
Scholar.Linear.LinearRegression 
    



      
Ordinary least squares linear regression.
Time complexity of linear regression is $O((K^2) * (K+N))$ where $N$ is the number of samples
and $K$ is the number of features.

      


      
        Summary


  
    Functions
  


    
      
        fit(x, y, opts \\ [])

      


        Fits a linear regression model for sample inputs x and
sample targets y.



    


    
      
        predict(model, x)

      


        Makes predictions with the given model on input x.
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      fit(x, y, opts \\ [])



        
          
        

    

  


  

Fits a linear regression model for sample inputs x and
sample targets y.
Options
	:sample_weights - The weights for each observation. If not provided,
all observations are assigned equal weight.

	:fit_intercept? (boolean/0) - If set to true, a model will fit the intercept. Otherwise,
the intercept is set to 0.0. The intercept is an independent term
in a linear model. Specifically, it is the expected mean value
of targets for a zero-vector on input. The default value is true.


Return Values
  The function returns a struct with the following parameters:
	:coefficients - Estimated coefficients for the linear regression problem.

	:intercept - Independent term in the linear model.


Examples
iex> x = Nx.tensor([[1.0, 2.0], [3.0, 2.0], [4.0, 7.0]])
iex> y = Nx.tensor([4.0, 3.0, -1.0])
iex> model = Scholar.Linear.LinearRegression.fit(x, y)
iex> model.coefficients
#Nx.Tensor<
  f32[2]
  [-0.49724647402763367, -0.7010394930839539]
>
iex> model.intercept
#Nx.Tensor<
  f32
  5.8964691162109375
>

  



  
    
      
    
    
      predict(model, x)



        
          
        

    

  


  

Makes predictions with the given model on input x.
Output predictions have shape {n_samples} when train target is shaped either {n_samples} or {n_samples, 1}.
Otherwise, predictions match train target shape.  
Examples
iex> x = Nx.tensor([[1.0, 2.0], [3.0, 2.0], [4.0, 7.0]])
iex> y = Nx.tensor([4.0, 3.0, -1.0])
iex> model = Scholar.Linear.LinearRegression.fit(x, y)
iex> Scholar.Linear.LinearRegression.predict(model, Nx.tensor([[2.0, 1.0]]))
Nx.tensor(
  [4.200936794281006]
)

  


        

      


  

    
Scholar.Linear.LogisticRegression 
    



      
Multiclass logistic regression.
Time complexity is $O(N * K * I)$ where $N$ is the number of samples, $K$ is the number of features, and $I$ is the number of iterations.

      


      
        Summary


  
    Functions
  


    
      
        fit(x, y, opts \\ [])

      


        Fits a logistic regression model for sample inputs x and sample
targets y.



    


    
      
        predict(model, x)

      


        Makes predictions with the given model on inputs x.



    


    
      
        predict_probability(model, x)

      


        Calculates probabilities of predictions with the given model on inputs x.
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      fit(x, y, opts \\ [])



        
          
        

    

  


  

Fits a logistic regression model for sample inputs x and sample
targets y.
Options
	:num_classes (pos_integer/0) - Required. Number of output classes.

	:max_iterations (pos_integer/0) - Maximum number of gradient descent iterations to perform. The default value is 1000.

	:alpha - Constant that multiplies the L2 regularization term, controlling regularization strength.
If 0, no regularization is applied. The default value is 1.0.

	:tol - Convergence tolerance. If the infinity norm of the gradient is less than :tol,
the algorithm is considered to have converged. The default value is 0.0001.


Return Values
  The function returns a struct with the following parameters:
	:coefficients - Coefficient of the features in the decision function.

	:bias - Bias added to the decision function.


Examples
iex> x = Nx.tensor([[1.0, 2.0], [3.0, 2.0], [4.0, 7.0]])
iex> y = Nx.tensor([1, 0, 1])
iex> Scholar.Linear.LogisticRegression.fit(x, y, num_classes: 2)
%Scholar.Linear.LogisticRegression{
  coefficients: Nx.tensor(
    [
      [0.0915902629494667, -0.09159023314714432],
      [-0.1507941037416458, 0.1507941335439682]
    ]
  ),
  bias: Nx.tensor([-0.06566660106182098, 0.06566664576530457])
}

  



  
    
      
    
    
      predict(model, x)



        
          
        

    

  


  

Makes predictions with the given model on inputs x.
Output predictions have shape {n_samples} when train target is shaped either {n_samples} or {n_samples, 1}.
Examples
iex> x = Nx.tensor([[1.0, 2.0], [3.0, 2.0], [4.0, 7.0]])
iex> y = Nx.tensor([1, 0, 1])
iex> model = Scholar.Linear.LogisticRegression.fit(x, y, num_classes: 2)
iex> Scholar.Linear.LogisticRegression.predict(model, Nx.tensor([[-3.0, 5.0]]))
Nx.tensor([1])

  



  
    
      
    
    
      predict_probability(model, x)



        
          
        

    

  


  

Calculates probabilities of predictions with the given model on inputs x.
Examples
iex> x = Nx.tensor([[1.0, 2.0], [3.0, 2.0], [4.0, 7.0]])
iex> y = Nx.tensor([1, 0, 1])
iex> model = Scholar.Linear.LogisticRegression.fit(x, y, num_classes: 2)
iex> Scholar.Linear.LogisticRegression.predict_probability(model, Nx.tensor([[-3.0, 5.0]]))
Nx.tensor([[0.10075931251049042, 0.8992406725883484]])

  


        

      


  

    
Scholar.Linear.PolynomialRegression 
    



      
Least squares polynomial regression.
Time complexity of polynomial regression is $O((K^2) * (K+N))$ where $N$ is the number of samples and $K$ is the number of features.

      


      
        Summary


  
    Functions
  


    
      
        fit(x, y, opts \\ [])

      


        Fits a polynomial regression model for sample inputs x and
sample targets y.



    


    
      
        predict(model, x)

      


        Makes predictions with the given model on input x.



    


    
      
        transform(x, opts \\ [])

      


        Computes the feature matrix for polynomial regression.
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      fit(x, y, opts \\ [])



        
          
        

    

  


  

Fits a polynomial regression model for sample inputs x and
sample targets y.
Options
	:sample_weights - The weights for each observation. If not provided,
all observations are assigned equal weight.

	:degree (pos_integer/0) - The degree of the feature matrix to return. Must be an integer equal or greater than 1. 1
returns the input matrix. The default value is 2.

	:fit_intercept? (boolean/0) - If set to true, a model will fit the intercept. Otherwise,
the intercept is set to 0.0. The intercept is an independent term
in a linear model. Specifically, it is the expected mean value
of targets for a zero-vector on input. The default value is true.


Return Values
The function returns a struct with the following parameters:
	:coefficients - Estimated coefficients for the polynomial regression problem.

	:intercept - Independent term in the polynomial model.


Examples
iex> x = Nx.tensor([[1.0, 2.0], [3.0, 2.0], [4.0, 7.0]])
iex> y = Nx.tensor([4.0, 3.0, -1.0])
iex> model = Scholar.Linear.PolynomialRegression.fit(x, y, degree: 1)
iex> model.coefficients
#Nx.Tensor<
  f32[2]
  [-0.49724647402763367, -0.7010394930839539]
>
iex> model.intercept
#Nx.Tensor<
  f32
  5.8964691162109375
>
iex> model.degree
1

iex> x = Nx.tensor([[1.0, 2.0], [3.0, 2.0], [4.0, 7.0]])
iex> y = Nx.tensor([4.0, 3.0, -1.0])
iex> model = Scholar.Linear.PolynomialRegression.fit(x, y, degree: 2)
iex> model.coefficients
#Nx.Tensor<
  f32[5]
  [-0.021396614611148834, -0.004854436963796616, -0.08849868923425674, -0.06221142038702965, -0.04369127005338669]
>
iex> model.intercept
#Nx.Tensor<
  f32
  4.418517112731934
>
iex> model.degree
2
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Makes predictions with the given model on input x.
Output predictions have shape {n_samples} when train target is shaped either {n_samples} or {n_samples, 1}.
Otherwise, predictions match train target shape.
Examples
iex> x = Nx.tensor([[1.0, 2.0], [3.0, 2.0], [4.0, 7.0]])
iex> y = Nx.tensor([4.0, 3.0, -1.0])
iex> model = Scholar.Linear.PolynomialRegression.fit(x, y, degree: 2)
iex> Scholar.Linear.PolynomialRegression.predict(model, Nx.tensor([[2.0, 1.0]]))
#Nx.Tensor<
  f32[1]
  [3.8487606048583984]
>

  



    

  
    
      
    
    
      transform(x, opts \\ [])



        
          
        

    

  


  

Computes the feature matrix for polynomial regression.
	:degree (pos_integer/0) - The degree of the feature matrix to return. Must be an integer equal or greater than 1. 1
returns the input matrix. The default value is 2.

	:fit_intercept? (boolean/0) - If set to true, a model will fit the intercept. Otherwise,
the intercept is set to 0.0. The intercept is an independent term
in a linear model. Specifically, it is the expected mean value
of targets for a zero-vector on input. The default value is true.


Examples
iex> x = Nx.tensor([[2]])
iex> Scholar.Linear.PolynomialRegression.transform(x, degree: 0)
** (NimbleOptions.ValidationError) invalid value for :degree option: expected positive integer, got: 0

iex> x = Nx.tensor([[2]])
iex> Scholar.Linear.PolynomialRegression.transform(x, degree: 5, fit_intercept?: false)
#Nx.Tensor<
  s32[1][5]
  [
    [2, 4, 8, 16, 32]
  ]
>

iex> x = Nx.tensor([[2, 3]])
iex> Scholar.Linear.PolynomialRegression.transform(x)
#Nx.Tensor<
  s32[1][6]
  [
    [1, 2, 3, 4, 6, 9]
  ]
>

iex> x = Nx.iota({3, 2})
iex> Scholar.Linear.PolynomialRegression.transform(x, fit_intercept?: false)
#Nx.Tensor<
  s32[3][5]
  [
    [0, 1, 0, 0, 1],
    [2, 3, 4, 6, 9],
    [4, 5, 16, 20, 25]
  ]
>

  


        

      


  

    
Scholar.Linear.RidgeRegression 
    



      
Linear least squares with $L_2$ regularization.
Minimizes the objective function:
$$
||y - Xw||^2\_2 + \alpha||w||^2\_2
$$
Where:
	$X$ is an input data

	$y$ is an input target

	$w$ is the model weights matrix

	$\alpha$ is the parameter that controls the level of regularization


Time complexity is $O(N^2)$ for :cholesky solver and $O((N^2) * (K + N))$ for :svd solver,
where $N$ is the number of observations and $K$ is the number of features.

      


      
        Summary


  
    Functions
  


    
      
        fit(x, y, opts \\ [])

      


        Fits a Ridge regression model for sample inputs x and
sample targets y.



    


    
      
        predict(model, x)

      


        Makes predictions with the given model on input x.
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      fit(x, y, opts \\ [])



        
          
        

    

  


  

Fits a Ridge regression model for sample inputs x and
sample targets y.
Options
	:sample_weights - The weights for each observation. If not provided,
all observations are assigned equal weight.

	:fit_intercept? (boolean/0) - If set to true, a model will fit the intercept. Otherwise,
the intercept is set to 0.0. The intercept is an independent term
in a linear model. Specifically, it is the expected mean value
of targets for a zero-vector on input. The default value is true.

	:solver - Solver to use in the computational routines:
	:svd - Uses a Singular Value Decomposition of A to compute the Ridge coefficients.
In particular, it is more stable for singular matrices than :cholesky at the cost of being slower.

	:cholesky - Uses the standard Nx.LinAlg.solve function to obtain a closed-form solution.


The default value is :svd.

	:alpha - Constant that multiplies the $L_2$ term, controlling regularization strength.
:alpha must be a non-negative float i.e. in [0, inf).
If :alpha is set to 0.0 the objective is the ordinary least squares regression.
In this case, for numerical reasons, you should use Scholar.Linear.LinearRegression instead.
The default value is 1.0.


Return Values
  The function returns a struct with the following parameters:
	:coefficients - Estimated coefficients for the linear regression problem.

	:intercept - Independent term in the linear model.


Examples
iex> x = Nx.tensor([[1.0, 2.0], [3.0, 2.0], [4.0, 7.0]])
iex> y = Nx.tensor([4.0, 3.0, -1.0])
iex> Scholar.Linear.RidgeRegression.fit(x, y)
%Scholar.Linear.RidgeRegression{
  coefficients: Nx.tensor(
    [-0.4237867593765259, -0.6891377568244934]
  ),
  intercept: Nx.tensor(
    5.6569366455078125
  )
}

  



  
    
      
    
    
      predict(model, x)



        
          
        

    

  


  

Makes predictions with the given model on input x.
Output predictions have shape {n_samples} when train target is shaped either {n_samples} or {n_samples, 1}.
Otherwise, predictions match train target shape.  
Examples
iex> x = Nx.tensor([[1.0, 2.0], [3.0, 2.0], [4.0, 7.0]])
iex> y = Nx.tensor([4.0, 3.0, -1.0])
iex> model = Scholar.Linear.RidgeRegression.fit(x, y)
iex> Scholar.Linear.RidgeRegression.predict(model, Nx.tensor([[2.0, 1.0]]))
Nx.tensor(
  [4.120225429534912]
)

  


        

      


  

    
Scholar.Linear.SVM 
    



      
Support Vector Machine linear classifier.
It uses the One-vs-Rest strategy to handle both binary and multinomial classification.
This implementation uses stochastic gradient descent from default or any other optimizer
available in Polaris. This makes it similar to a sklearn SGDClassifier [1].
On average it is slower than algorithms that use QP and kernel trick (LIBSVM [2]) or
Coordinate Descent Algorithm (LIBLINEAR [3]). It also cannot use different kernels
like in LIBSVM, but you can use any type of optimizer available in Polaris.
Time complexity is $O(N * K * I * C)$ where $N$ is the number of samples, $K$ is the
number of features $I$ is the number of iterations and $C$ is the number of classes.
[1] - https://scikit-learn.org/stable/modules/generated/sklearn.linear_model.SGDClassifier.html
[2] - https://www.csie.ntu.edu.tw/~cjlin/libsvm/
[3] - https://www.csie.ntu.edu.tw/~cjlin/liblinear/

      


      
        Summary


  
    Functions
  


    
      
        fit(x, y, opts \\ [])

      


        Fits an SVM model for sample inputs x and sample
targets y.



    


    
      
        hinge_loss(y_pred, ys, opts \\ [])

      


    


    
      
        loss_function(function)

      


    


    
      
        predict(arg1, x)

      


        Makes predictions with the given model on inputs x.



    





      


      
        Functions


        


    

  
    
      
    
    
      fit(x, y, opts \\ [])



        
          
        

    

  


  

Fits an SVM model for sample inputs x and sample
targets y.
Options
	:num_classes (pos_integer/0) - Required. number of classes contained in the input tensors.

	:iterations (pos_integer/0) - number of iterations of gradient descent performed inside SVM. The default value is 1000.

	:learning_loop_unroll (boolean/0) - If true, the learning loop is unrolled. The default value is false.

	:optimizer - The optimizer name or {init, update} pair of functions (see Polaris.Optimizers for more details). The default value is :sgd.

	:eps (float/0) - The convergence tolerance. If the abs(loss) < size(x) * :eps, the algorithm is considered to have converged. The default value is 1.0e-8.

	:loss_fn - The loss function that is used in the algorithm. Functions should take two arguments: y_predicted and y_true.
If now provided it is set to highe loss without regularization. The default value is nil.


Return Values
  The function returns a struct with the following parameters:
	:coefficients - Coefficient of the features in the decision function.

	:bias - Bias added to the decision function.


Examples
iex> x = Nx.tensor([[1.0, 2.0, 2.1], [3.0, 2.0, 1.4], [4.0, 7.0, 5.3], [3.0, 4.0, 6.3]])
iex> y = Nx.tensor([1, 0, 1, 1])
iex> Scholar.Linear.SVM.fit(x, y, num_classes: 2)
%Scholar.Linear.SVM{
  coefficients: Nx.tensor(
    [
      [1.6899993419647217, 1.4599995613098145, 1.322001338005066],
      [1.4799995422363281, 1.9599990844726562, 2.0080013275146484]
    ]
  ),
  bias: Nx.tensor(
    [0.23000003397464752, 0.4799998104572296]
  )
}

  



    

  
    
      
    
    
      hinge_loss(y_pred, ys, opts \\ [])



        
          
        

    

  


  


  



  
    
      
    
    
      loss_function(function)



        
          
        

    

  


  


  



  
    
      
    
    
      predict(arg1, x)



        
          
        

    

  


  

Makes predictions with the given model on inputs x.
Output predictions have shape {n_samples} when train target is shaped either {n_samples} or {n_samples, 1}.      
Examples
iex> x = Nx.tensor([[1.0, 2.0], [3.0, 2.0], [4.0, 7.0]])
iex> y = Nx.tensor([1, 0, 1])
iex> model = Scholar.Linear.SVM.fit(x, y, num_classes: 2)
iex> Scholar.Linear.SVM.predict(model, Nx.tensor([[-3.0, 5.0]]))
#Nx.Tensor<
  s32[1]
  [1]
>

  


        

      


  

    
Scholar.Manifold.MDS 
    



      
Multidimensional scaling (MDS) seeks a low-dimensional representation of the data
in which the distances respect well the distances in the original high-dimensional space.

      


      
        Summary


  
    Functions
  


    
      
        fit(x)

      


        Fits MDS for sample inputs x. It is simplified version of fit/3 function.



    


    
      
        fit(x, opts)

      


        Fits MDS for sample inputs x. It is simpyfied version of fit/3 function.



    


    
      
        fit(x, init, opts)

      


        Fits MDS for sample inputs x. It is simpyfied version of fit/3 function.



    





      


      
        Functions


        


  
    
      
    
    
      fit(x)



        
          
        

    

  


  

Fits MDS for sample inputs x. It is simplified version of fit/3 function.
Options
	:num_components (pos_integer/0) - Dimension of the embedded space. The default value is 2.

	:metric (boolean/0) - If true, use dissimilarities as metric distances in the embedding space. The default value is true.

	:normalized_stress (boolean/0) - If true, normalize the stress by the sum of squared dissimilarities.
Only valid if metric is false. The default value is false.

	:eps (float/0) - Tolerance for stopping criterion. The default value is 0.001.

	:max_iter (pos_integer/0) - Maximum number of iterations for the optimization. The default value is 300.

	:key - Determines random number generation for centroid initialization.
If the key is not provided, it is set to Nx.Random.key(System.system_time()).

	:n_init (pos_integer/0) - Number of times the embedding will be computed with different centroid seeds.
The final embedding is the embedding with the lowest stress. The default value is 8.


Return Values
Returns struct with embedded data, stress value, and number of iterations for best run.
Examples
iex> x = Nx.iota({4,5})
iex> key = Nx.Random.key(42)
iex> Scholar.Manifold.MDS.fit(x, key: key)
%Scholar.Manifold.MDS{
  embedding: Nx.tensor(
    [
      [13.072145462036133, -10.424199104309082],
      [5.13038969039917, -2.341259479522705],
      [-5.651908874511719, 1.7662434577941895],
      [-12.550626754760742, 10.999215126037598]
    ]
  ),
  stress: Nx.tensor(
    0.36994707584381104
  ),
  n_iter: Nx.tensor(
    20
  )
}

  



  
    
      
    
    
      fit(x, opts)



        
          
        

    

  


  

Fits MDS for sample inputs x. It is simpyfied version of fit/3 function.
Options
	:num_components (pos_integer/0) - Dimension of the embedded space. The default value is 2.

	:metric (boolean/0) - If true, use dissimilarities as metric distances in the embedding space. The default value is true.

	:normalized_stress (boolean/0) - If true, normalize the stress by the sum of squared dissimilarities.
Only valid if metric is false. The default value is false.

	:eps (float/0) - Tolerance for stopping criterion. The default value is 0.001.

	:max_iter (pos_integer/0) - Maximum number of iterations for the optimization. The default value is 300.

	:key - Determines random number generation for centroid initialization.
If the key is not provided, it is set to Nx.Random.key(System.system_time()).

	:n_init (pos_integer/0) - Number of times the embedding will be computed with different centroid seeds.
The final embedding is the embedding with the lowest stress. The default value is 8.


Return Values
Returns struct with embedded data, stress value, and number of iterations for best run.
Examples
iex> x = Nx.iota({4,5})
iex> init = Nx.reverse(Nx.iota({4,2}))
iex> Scholar.Manifold.MDS.fit(x, init)
%Scholar.Manifold.MDS{
  embedding: Nx.tensor(
    [
      [11.858541488647461, 11.858541488647461],
      [3.9528470039367676, 3.9528470039367676],
      [-3.9528470039367676, -3.9528470039367676],
      [-11.858541488647461, -11.858541488647461]
    ]
  ),
  stress: Nx.tensor(
    0.0
  ),
  n_iter: Nx.tensor(
    3
  )
}

  



  
    
      
    
    
      fit(x, init, opts)



        
          
        

    

  


  

Fits MDS for sample inputs x. It is simpyfied version of fit/3 function.
Options
	:num_components (pos_integer/0) - Dimension of the embedded space. The default value is 2.

	:metric (boolean/0) - If true, use dissimilarities as metric distances in the embedding space. The default value is true.

	:normalized_stress (boolean/0) - If true, normalize the stress by the sum of squared dissimilarities.
Only valid if metric is false. The default value is false.

	:eps (float/0) - Tolerance for stopping criterion. The default value is 0.001.

	:max_iter (pos_integer/0) - Maximum number of iterations for the optimization. The default value is 300.

	:key - Determines random number generation for centroid initialization.
If the key is not provided, it is set to Nx.Random.key(System.system_time()).

	:n_init (pos_integer/0) - Number of times the embedding will be computed with different centroid seeds.
The final embedding is the embedding with the lowest stress. The default value is 8.


Return Values
Returns struct with embedded data, stress value, and number of iterations for best run.
Examples
iex> x = Nx.iota({4,5})
iex> key = Nx.Random.key(42)
iex> init = Nx.reverse(Nx.iota({4,3}))
iex> Scholar.Manifold.MDS.fit(x, init, num_components: 3, key: key)
%Scholar.Manifold.MDS{
  embedding: Nx.tensor(
    [
      [9.682458877563477, 9.682458877563477, 9.682458877563477],
      [3.2274858951568604, 3.2274858951568604, 3.2274858951568604],
      [-3.2274863719940186, -3.2274863719940186, -3.2274863719940186],
      [-9.682458877563477, -9.682458877563477, -9.682458877563477]
    ]
  ),
  stress: Nx.tensor(
    9.094947017729282e-12
  ),
  n_iter: Nx.tensor(
    3
  )
}

  


        

      


  

    
Scholar.Manifold.TSNE 
    



      
t-SNE (t-Distributed Stochastic Neighbor Embedding) is a nonlinear dimensionality reduction technique.
This is an exact implementation of t-SNE and therefore it has time complexity is $O(N^2)$ for $N$ samples.
Reference
	Van der Maaten, L., & Hinton, G. (2008). Visualizing data using t-SNE. Journal of machine learning research, 9(11).
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    Functions
  


    
      
        fit(x, opts \\ [])

      


        Fits tSNE for sample inputs x.



    


    
      
        pairwise_dist(x, opts)

      


    





      


      
        Functions


        


    

  
    
      
    
    
      fit(x, opts \\ [])



        
          
        

    

  


  

Fits tSNE for sample inputs x.
Options
	:num_components (pos_integer/0) - Dimension of the embedded space. The default value is 2.

	:perplexity (pos_integer/0) - The perplexity is related to the number of nearest neighbors that is used in other manifold learning algorithms.
Larger datasets usually require a larger perplexity.
Consider selecting a value between 5 and 50. The default value is 30.

	:learning_rate - The learning rate for t-SNE is usually in the range [10.0, 1000.0].
If the learning rate is too high, the data may look like a 'ball' with any point approximately equidistant from its nearest neighbors.
If the learning rate is too low, most points may look compressed in a dense cloud with few outliers.
If the cost function gets stuck in a bad local minimum increasing the learning rate may help. The default value is 500.

	:num_iters (pos_integer/0) - Maximum number of iterations for the optimization. The default value is 500.

	:key - Determines random number generation for centroid initialization.
If the key is not provided, it is set to Nx.Random.key(System.system_time()).

	:init - Initialization of embedding.
Possible options are :random and :pca. The default value is :pca.

	:metric - Metric used to compute the distances. The default value is :squared_euclidean.

	:exaggeration - Controls how tight natural clusters in the original space are in the embedded space and
how much space will be between them. For larger values, the space between natural clusters will be larger in the embedded space. The default value is 10.0.

	:learning_loop_unroll (boolean/0) - If true, the learning loop is unrolled. The default value is false.


Return Values
Returns the embedded data y.
Examples
iex> x = Nx.iota({4, 5})
iex> key = Nx.Random.key(42)
iex> Scholar.Manifold.TSNE.fit(x, num_components: 2, key: key)
#Nx.Tensor<
  f32[4][2]
  [
    [2197.156005859375, 0.0],
    [1055.1444091796875, 0.0],
    [-1055.1444091796875, 0.0],
    [-2197.156005859375, 0.0]
  ]
>

  



  
    
      
    
    
      pairwise_dist(x, opts)



        
          
        

    

  


  


  


        

      


  

    
Scholar.Manifold.Trimap 
    



      
TriMap: Large-scale Dimensionality Reduction Using Triplets.
TriMap is a dimensionality reduction method that uses triplet constraints to form a low-dimensional embedding of a set of points.
The triplet constraints are of the form "point i is closer to point j than point k".
The triplets are sampled from the high-dimensional representation of the points and a weighting scheme is used to reflect the importance of each triplet.
TriMap provides a significantly better global view of the data than the other dimensionality reduction methods such t-SNE, LargeVis.
The global structure includes relative distances of the clusters, multiple scales in the data, and the existence of possible outliers.
We define a global score to quantify the quality of an embedding in reflecting the global structure of the data.
Based on: https://github.com/google-research/google-research/blob/master/trimap/trimap.py
Source: https://arxiv.org/pdf/1910.00204.pdf

      


      
        Summary


  
    Functions
  


    
      
        transform(inputs, opts \\ [])

      


        Embeds the given inputs using the TriMap algorithm.



    


    
      
        trimap_loss(arg1)
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      transform(inputs, opts \\ [])



        
          
        

    

  


  

Embeds the given inputs using the TriMap algorithm.
Options
	:num_components (pos_integer/0) - Dimension of the embedded space. The default value is 2.

	:num_inliers (pos_integer/0) - Number of inliers to sample. The default value is 10.

	:num_outliers (pos_integer/0) - Number of outliers to sample. The default value is 5.

	:num_random (pos_integer/0) - Number of random triplets to sample. The default value is 3.

	:weight_temp (float/0) - Temperature for the tempered log. The default value is 0.5.

	:learning_rate (float/0) - Learning rate. The default value is 0.1.

	:num_iters (pos_integer/0) - Number of iterations. The default value is 400.

	:init_embedding_type - Method to initialize the embedding. 0 for PCA, 1 for random. The default value is 0.

	:key - Random key used in Trimap.
If the key is not provided, it is set to Nx.Random.key(System.system_time()).

	:triplets (term/0) - Triplets to use in the Trimap algorithm.

	:weights (term/0) - Weights to use in the Trimap algorithm.

	:init_embeddings (term/0) - Initial embeddings to use in the Trimap algorithm.

	:metric - Metric used to compute the distances. The default value is :squared_euclidean.

	:knn_algorithm - Algorithm used to compute the nearest neighbors. Possible values:
	:nndescent - Nearest Neighbors Descent. See Scholar.Neighbors.NNDescent for more details.

	:large_vis - LargeVis algorithm. See Scholar.Neighbors.LargeVis for more details.

	:brute - Brute force algorithm. See Scholar.Neighbors.BruteKNN for more details.

	:auto - Automatically selects the algorithm based on the number of points.


The default value is :auto.


Examples
iex> {inputs, key} = Nx.Random.uniform(Nx.Random.key(42), shape: {30, 5})
iex> Scholar.Manifold.Trimap.transform(inputs, num_components: 2, num_inliers: 3, num_outliers: 1, key: key, knn_algorithm: :nndescent)

  



  
    
      
    
    
      trimap_loss(arg1)



        
          
        

    

  


  


  


        

      


  

    
Scholar.NaiveBayes.Complement 
    



      
The Complement Naive Bayes classifier.
It was designed to correct the assumption of Multinomial Naive Bayes
that each class has roughly the same representation. It is particularly
suited for imbalanced data sets.
Time complexity is $O(K * N * C)$ where $N$ is the number of samples and $K$ is the number of features,
and $C$ is the number of classes.
Reference:
	[1] Tackling the Poor Assumptions of Naive Bayes Text Classifiers


      


      
        Summary


  
    Functions
  


    
      
        fit(x, y, opts \\ [])

      


        Fits a complement naive Bayes classifier. The function assumes that the targets y are integers
between 0 and num_classes - 1 (inclusive). Otherwise, those samples will not
contribute to class_count.



    


    
      
        predict(model, x)

      


        Perform classification on an array of test vectors x using model.



    


    
      
        predict_joint_log_probability(model, x)

      


        Return joint log probability estimates for the test vector x using model.



    


    
      
        predict_log_probability(model, x)

      


        Return log-probability estimates for the test vector x using model.



    


    
      
        predict_probability(model, x)

      


        Return probability estimates for the test vector x using model.



    





      


      
        Functions


        


    

  
    
      
    
    
      fit(x, y, opts \\ [])



        
          
        

    

  


  

Fits a complement naive Bayes classifier. The function assumes that the targets y are integers
between 0 and num_classes - 1 (inclusive). Otherwise, those samples will not
contribute to class_count.
Options
	:alpha - Additive (Laplace/Lidstone) smoothing parameter
(set alpha to 0.0 and force_alpha to true, for no smoothing). The default value is 1.0.

	:force_alpha (boolean/0) - If False and alpha is less than 1e-10, it will set alpha to
1e-10. If True, alpha will remain unchanged. This may cause
numerical errors if alpha is too close to 0. The default value is true.

	:fit_priors (boolean/0) - Whether to learn class prior probabilities or not.
If false, a uniform prior will be used. The default value is true.

	:priors - Prior probabilities of the classes. If specified, the priors are not
adjusted according to the data.

	:num_classes (pos_integer/0) - Required. Number of different classes used in training.

	:sample_weights - List of n_samples elements.
A list of 1.0 values is used if none is given.

	:norm (boolean/0) - Whether or not a second normalization of the weights is performed. The default value is false.


Return Values
The function returns a struct with the following parameters:
	:feature_log_probability - Empirical log probability of features
  given a class, P(x_i|y).

	:class_count - Number of samples encountered for each class during fitting. This
  value is weighted by the sample weight when provided.

	:class_log_priors - Smoothed empirical log probability for each class.

	:classes - class labels known to the classifier.

	:feature_count - Number of samples encountered for each (class, feature)
  during fitting. This value is weighted by the sample weight when
  provided.

	:feature_all - Number of samples encountered for each feature during fitting.
  This value is weighted by the sample_weights when provided.


Examples
iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> Scholar.NaiveBayes.Complement.fit(x, y, num_classes: 3)
%Scholar.NaiveBayes.Complement{
  feature_log_probability: Nx.tensor(
    [
      [1.3062516450881958, 1.0986123085021973, 0.9267619848251343],
      [1.2452157735824585, 1.0986123085021973, 0.9707789421081543],
      [1.3499267101287842, 1.0986123085021973, 0.8979415893554688]
    ]
  ),
  class_count: Nx.tensor([1.0, 1.0, 2.0]),
  class_log_priors: Nx.tensor([-1.3862943649291992, -1.3862943649291992, -0.6931471824645996]),
  classes: Nx.tensor([0, 1, 2]),
  feature_count: Nx.tensor(
    [
      [6.0, 7.0, 8.0],
      [0.0, 1.0, 2.0],
      [12.0, 14.0, 16.0]
    ]
  ),
  feature_all: Nx.tensor([18.0, 22.0, 26.0])
}
iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> Scholar.NaiveBayes.Complement.fit(x, y, num_classes: 3, sample_weights: [1, 6, 2, 3])
%Scholar.NaiveBayes.Complement{
  feature_log_probability: Nx.tensor(
    [
      [1.2953225374221802, 1.0986123085021973, 0.9343092441558838],
      [1.2722758054733276, 1.0986123085021973, 0.9506921768188477],
      [1.3062516450881958, 1.0986123085021973, 0.9267619848251343]
    ]
  ),
  class_count: Nx.tensor([2.0, 1.0, 9.0]),
  class_log_priors: Nx.tensor([-1.7917594909667969, -2.4849066734313965, -0.28768205642700195]),
  classes: Nx.tensor([0, 1, 2]),
  feature_count: Nx.tensor(
    [
      [12.0, 14.0, 16.0],
      [0.0, 1.0, 2.0],
      [45.0, 54.0, 63.0]
    ]
  ),
  feature_all: Nx.tensor([57.0, 69.0, 81.0])
}

  



  
    
      
    
    
      predict(model, x)



        
          
        

    

  


  

Perform classification on an array of test vectors x using model.
Examples
iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> model = Scholar.NaiveBayes.Complement.fit(x, y, num_classes: 3)
iex> Scholar.NaiveBayes.Complement.predict(model, Nx.tensor([[6, 2, 4], [8, 5, 9]]))
#Nx.Tensor<
  s32[2]
  [2, 2]
>

  



  
    
      
    
    
      predict_joint_log_probability(model, x)



        
          
        

    

  


  

Return joint log probability estimates for the test vector x using model.
Examples
iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> model = Scholar.NaiveBayes.Complement.fit(x, y, num_classes: 3)
iex> Scholar.NaiveBayes.Complement.predict_joint_log_probability(model, Nx.tensor([[6, 2, 4], [8, 5, 9]]))
#Nx.Tensor<
  f32[2][3]
  [
    [13.741782188415527, 13.551634788513184, 13.888551712036133],
    [24.283931732177734, 24.19179916381836, 24.37394905090332]
  ]
>

  



  
    
      
    
    
      predict_log_probability(model, x)



        
          
        

    

  


  

Return log-probability estimates for the test vector x using model.
Examples
iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> model = Scholar.NaiveBayes.Complement.fit(x, y, num_classes: 3)
iex> Scholar.NaiveBayes.Complement.predict_log_probability(model, Nx.tensor([[6, 2, 4], [8, 5, 9]]))
#Nx.Tensor<
  f32[2][3]
  [
    [-1.0935745239257812, -1.283721923828125, -0.9468050003051758],
    [-1.1006698608398438, -1.1928024291992188, -1.0106525421142578]
  ]
>

  



  
    
      
    
    
      predict_probability(model, x)



        
          
        

    

  


  

Return probability estimates for the test vector x using model.
Examples
iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> model = Scholar.NaiveBayes.Complement.fit(x, y, num_classes: 3)
iex> Scholar.NaiveBayes.Complement.predict_probability(model, Nx.tensor([[6, 2, 4], [8, 5, 9]]))
#Nx.Tensor<
  f32[2][3]
  [
    [0.33501681685447693, 0.2770043909549713, 0.3879786431789398],
    [0.3326481878757477, 0.3033699095249176, 0.3639813959598541]
  ]
>

  


        

      


  

    
Scholar.NaiveBayes.Gaussian 
    



      
Gaussian Naive Bayes algorithm for classification.
The likelihood of the features is assumed to be Gaussian:
$$
P(x\_{i} | y) = \frac{1}{\sqrt{2\pi\sigma\_{y}^{2}}} \exp \left(-\frac{(x\_{i} - \mu\_{y})^2}{2\sigma\_{y}^{2}}\right)
$$
The parameters $\sigma\_{y}$ and $\mu\_{y}$ are estimated using maximum likelihood.
Time complexity is $O(K * N * C)$ where $N$ is the number of samples and $K$ is the number of features,
and $C$ is the number of classes.
Reference:
	[1] - Detailed explanation of algorithm used to update feature means and variance online by Chan, Golub, and LaVeque
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    Functions
  


    
      
        fit(x, y, opts \\ [])

      


        Gaussian Naive Bayes.



    


    
      
        predict(model, x)

      


        Perform classification on an array of test vectors x using model.



    


    
      
        predict_joint_log_probability(model, x)

      


        Return joint log probability estimates for the test vector x using model.



    


    
      
        predict_log_probability(model, x)

      


        Return log-probability estimates for the test vector x using model.



    


    
      
        predict_probability(model, x)

      


        Return probability estimates for the test vector x using model.



    





      


      
        Functions


        


    

  
    
      
    
    
      fit(x, y, opts \\ [])



        
          
        

    

  


  

Gaussian Naive Bayes.
Options
	:var_smoothing (float/0) - Portion of the largest variance of all features that is added to
variances for calculation stability. The default value is 1.0e-9.

	:priors - Prior probabilities of the classes. If specified, the priors are not
adjusted according to the data. We assume that priors are correct and
sum(priors) == 1.

	:sample_weights - List of n_samples elements.
A list of 1.0 values is used if none is given.

	:num_classes (pos_integer/0) - Required. Number of different classes used in training.


Return Values
The function returns a struct with the following parameters:
	:theta - mean of each feature per class.

	:var - Variance of each feature per class.

	:class_count - number of training samples observed in each class.

	:class_priors - probability of each class.

	:classes - class labels known to the classifier.

	:epsilon - absolute additive value to variances.


Examples
iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> Scholar.NaiveBayes.Gaussian.fit(x, y, num_classes: 3)
%Scholar.NaiveBayes.Gaussian{
  theta: Nx.tensor(
    [
      [6.0, 7.0, 8.0],
      [0.0, 1.0, 2.0],
      [6.0, 7.0, 8.0]
    ]
  ),
  var: Nx.tensor(
    [
      [1.1250000042650754e-8, 1.1250000042650754e-8, 1.1250000042650754e-8],
      [1.1250000042650754e-8, 1.1250000042650754e-8, 1.1250000042650754e-8],
      [9.0, 9.0, 9.0]
    ]
  ),
  class_count: Nx.tensor([1.0, 1.0, 2.0]),
  class_priors: Nx.tensor([0.25, 0.25, 0.5]),
  classes: Nx.tensor([0, 1, 2]),
  epsilon: Nx.tensor(1.1250000042650754e-8)
}

iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> Scholar.NaiveBayes.Gaussian.fit(x, y, num_classes: 3, sample_weights: [1, 6, 2, 3])
%Scholar.NaiveBayes.Gaussian{
  theta: Nx.tensor(
    [
      [6.0, 7.0, 8.0],
      [0.0, 1.0, 2.0],
      [5.0, 6.0, 7.0]
    ]
  ),
  var: Nx.tensor(
    [
      [1.1250000042650754e-8, 1.1250000042650754e-8, 1.1250000042650754e-8],
      [1.1250000042650754e-8, 1.1250000042650754e-8, 1.1250000042650754e-8],
      [8.0, 8.0, 8.0]
    ]
    ),
  class_count: Nx.tensor([2.0, 1.0, 9.0]),
  class_priors: Nx.tensor([0.1666666716337204, 0.0833333358168602, 0.75]),
  classes: Nx.tensor([0, 1, 2]),
  epsilon: Nx.tensor(1.1250000042650754e-8)
}

  



  
    
      
    
    
      predict(model, x)



        
          
        

    

  


  

Perform classification on an array of test vectors x using model.
Examples
iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> model = Scholar.NaiveBayes.Gaussian.fit(x, y, num_classes: 3)
iex> Scholar.NaiveBayes.Gaussian.predict(model, Nx.tensor([[6, 2, 4], [8, 5, 9]]))
#Nx.Tensor<
  s32[2]
  [2, 2]
>

  



  
    
      
    
    
      predict_joint_log_probability(model, x)



        
          
        

    

  


  

Return joint log probability estimates for the test vector x using model.
Examples
iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> model = Scholar.NaiveBayes.Gaussian.fit(x, y, num_classes: 3)
iex> Scholar.NaiveBayes.Gaussian.predict_joint_log_probability(model, Nx.tensor([[6, 2, 4], [8, 5, 9]]))
#Nx.Tensor<
  f32[2][3]
  [
    [-1822222336.0, -1822222208.0, -9.023576736450195],
    [-399999968.0, -5733332992.0, -7.245799541473389]
  ]
>

  



  
    
      
    
    
      predict_log_probability(model, x)



        
          
        

    

  


  

Return log-probability estimates for the test vector x using model.
Examples
iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> model = Scholar.NaiveBayes.Gaussian.fit(x, y, num_classes: 3)
iex> Scholar.NaiveBayes.Gaussian.predict_log_probability(model, Nx.tensor([[6, 2, 4], [8, 5, 9]]))
#Nx.Tensor<
  f32[2][3]
  [
    [-1822222336.0, -1822222208.0, 0.0],
    [-399999968.0, -5733332992.0, 0.0]
  ]
>

  



  
    
      
    
    
      predict_probability(model, x)



        
          
        

    

  


  

Return probability estimates for the test vector x using model.
Examples
iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> model = Scholar.NaiveBayes.Gaussian.fit(x, y, num_classes: 3)
iex> Scholar.NaiveBayes.Gaussian.predict_probability(model, Nx.tensor([[6, 2, 4], [8, 5, 9]]))
#Nx.Tensor<
  f32[2][3]
  [
    [0.0, 0.0, 1.0],
    [0.0, 0.0, 1.0]
  ]
>

  


        

      


  

    
Scholar.NaiveBayes.Multinomial 
    



      
Naive Bayes classifier for multinomial models.
The multinomial Naive Bayes classifier is suitable for classification with
discrete features (e.g., word counts for text classification)
Time complexity is $O(K * N * C)$ where $N$ is the number of samples and $K$ is the number of features,
and $C$ is the number of classes.

      


      
        Summary


  
    Functions
  


    
      
        fit(x, y, opts \\ [])

      


        Fits a naive Bayes model. The function assumes that the targets y are integers
between 0 and num_classes - 1 (inclusive). Otherwise, those samples will not
contribute to class_count.



    


    
      
        predict(model, x)

      


        Perform classification on an array of test vectors x using model.



    


    
      
        predict_joint_log_probability(model, x)

      


        Return joint log probability estimates for the test vector x using model.



    


    
      
        predict_log_probability(model, x)

      


        Return log-probability estimates for the test vector x using model.



    


    
      
        predict_probability(model, x)

      


        Return probability estimates for the test vector x using model.



    





      


      
        Functions


        


    

  
    
      
    
    
      fit(x, y, opts \\ [])



        
          
        

    

  


  

Fits a naive Bayes model. The function assumes that the targets y are integers
between 0 and num_classes - 1 (inclusive). Otherwise, those samples will not
contribute to class_count.
Options
	:num_classes (pos_integer/0) - Required. Number of different classes used in training.

	:alpha - Additive (Laplace/Lidstone) smoothing parameter
(set alpha to 0.0 and force_alpha to true, for no smoothing). The default value is 1.0.

	:force_alpha (boolean/0) - If false and alpha is less than 1e-10, it will set alpha to
1e-10. If true, alpha will remain unchanged. This may cause
numerical errors if alpha is too close to 0. The default value is true.

	:fit_priors (boolean/0) - Whether to learn class prior probabilities or not.
If false, a uniform prior will be used. The default value is true.

	:class_priors - Prior probabilities of the classes. If specified, the priors are not
adjusted according to the data.

	:sample_weights - List of num_samples elements.
A list of 1.0 values is used if none is given.


Return Values
The function returns a struct with the following parameters:
	:class_count - Number of samples encountered for each class during fitting. This
  value is weighted by the sample weight when provided.

	:class_log_priors - Smoothed empirical log probability for each class.

	:feature_count - Number of samples encountered for each (class, feature)
  during fitting. This value is weighted by the sample weight when
  provided.

	:feature_log_probability - Empirical log probability of features
  given a class, P(x_i|y).


Examples
iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> Scholar.NaiveBayes.Multinomial.fit(x, y, num_classes: 3)
%Scholar.NaiveBayes.Multinomial{
  feature_count: Nx.tensor(
    [
      [6.0, 7.0, 8.0],
      [0.0, 1.0, 2.0],
      [12.0, 14.0, 16.0]
    ]
  ),
  class_count: Nx.tensor(
    [1.0, 1.0, 2.0]
  ),
  class_log_priors: Nx.tensor(
    [-1.3862943649291992, -1.3862943649291992, -0.6931471824645996]
  ),
  feature_log_probability: Nx.tensor(
    [
      [-1.232143759727478, -1.0986123085021973, -0.9808292388916016],
      [-1.7917594909667969, -1.0986123085021973, -0.6931471824645996],
      [-1.241713285446167, -1.0986123085021973, -0.9734492301940918]
    ]
  )
}

iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> Scholar.NaiveBayes.Multinomial.fit(x, y, num_classes: 3, sample_weights: [1, 6, 2, 3])
%Scholar.NaiveBayes.Multinomial{
  feature_count: Nx.tensor(
    [
      [12.0, 14.0, 16.0],
      [0.0, 1.0, 2.0],
      [45.0, 54.0, 63.0]
    ]
  ),
  class_count: Nx.tensor(
    [2.0, 1.0, 9.0]
  ),
  class_log_priors: Nx.tensor(
    [-1.7917594909667969, -2.4849066734313965, -0.28768205642700195]
  ),
  feature_log_probability: Nx.tensor(
    [
      [-1.241713285446167, -1.0986123085021973, -0.9734492301940918],
      [-1.7917594909667969, -1.0986123085021973, -0.6931471824645996],
      [-1.2773041725158691, -1.0986123085021973, -0.9470624923706055]
    ]
  )
}

  



  
    
      
    
    
      predict(model, x)



        
          
        

    

  


  

Perform classification on an array of test vectors x using model.
Examples
iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> model = Scholar.NaiveBayes.Multinomial.fit(x, y, num_classes: 3)
iex> Scholar.NaiveBayes.Multinomial.predict(model, Nx.tensor([[6, 2, 4], [8, 5, 9]]))
#Nx.Tensor<
  s32[2]
  [2, 2]
>

  



  
    
      
    
    
      predict_joint_log_probability(model, x)



        
          
        

    

  


  

Return joint log probability estimates for the test vector x using model.
Examples
iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> model = Scholar.NaiveBayes.Multinomial.fit(x, y, num_classes: 3)
iex> Scholar.NaiveBayes.Multinomial.predict_joint_log_probability(model, Nx.tensor([[6, 2, 4], [8, 5, 9]]))
#Nx.Tensor<
  f32[2][3]
  [
    [-14.899698257446289, -17.106664657592773, -14.23444938659668],
    [-25.563968658447266, -27.45175552368164, -24.880958557128906]
  ]
>

  



  
    
      
    
    
      predict_log_probability(model, x)



        
          
        

    

  


  

Return log-probability estimates for the test vector x using model.
Examples
iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> model = Scholar.NaiveBayes.Multinomial.fit(x, y, num_classes: 3)
iex> Scholar.NaiveBayes.Multinomial.predict_log_probability(model, Nx.tensor([[6, 2, 4], [8, 5, 9]]))
#Nx.Tensor<
  f32[2][3]
  [
    [-1.1167821884155273, -3.3237485885620117, -0.45153331756591797],
    [-1.141427993774414, -3.029214859008789, -0.4584178924560547]
  ]
>

  



  
    
      
    
    
      predict_probability(model, x)



        
          
        

    

  


  

Return probability estimates for the test vector x using model.
Examples
iex> x = Nx.iota({4, 3})
iex> y = Nx.tensor([1, 2, 0, 2])
iex> model = Scholar.NaiveBayes.Multinomial.fit(x, y, num_classes: 3)
iex> Scholar.NaiveBayes.Multinomial.predict_probability(model, Nx.tensor([[6, 2, 4], [8, 5, 9]]))
#Nx.Tensor<
  f32[2][3]
  [
    [0.32733139395713806, 0.036017563194036484, 0.6366512179374695],
    [0.3193626403808594, 0.048353586345911026, 0.6322832107543945]
  ]
>

  


        

      


  

    
Scholar.Neighbors.BruteKNN 
    



      
Brute-Force k-Nearest Neighbor Search Algorithm.
In order to find the k-nearest neighbors the algorithm calculates
the distance between the query point and each of the data samples.
Therefore, its time complexity is $O(MN)$ for $N$ samples and $M$ query points.
It uses $O(BN)$ memory for batch size $B$.
Larger batch sizes will lead to faster predictions, but will consume more memory.

      


      
        Summary


  
    Functions
  


    
      
        fit(data, opts)

      


        Fits a brute-force k-NN model.



    


    
      
        get_batches(tensor, opts)

      


    


    
      
        predict(model, query)

      


        Computes nearest neighbors of query tensor using brute-force search.
Returns the neighbors indices and distances from query points.



    


    
      
        predict_n(model, query)

      


    





      


      
        Functions


        


  
    
      
    
    
      fit(data, opts)



        
          
        

    

  


  

Fits a brute-force k-NN model.
Options
	:num_neighbors (pos_integer/0) - Required. The number of nearest neighbors.

	:metric - The function that measures the pairwise distance between two points. Possible values:
	{:minkowski, p} - Minkowski metric. By changing value of p parameter (a positive number or :infinity)
we can set Manhattan (1), Euclidean (2), Chebyshev (:infinity), or any arbitrary $L_p$ metric.

	:cosine - Cosine metric.

	:euclidean - Euclidean metric.

	:squared_euclidean - Squared Euclidean metric.

	:manhattan - Manhattan metric.

	Anonymous function of arity 2 that takes two rank-2 tensors.


The default value is &Scholar.Metrics.Distance.pairwise_minkowski/2.

	:batch_size (pos_integer/0) - The number of samples in a batch.


Examples
iex> data = Nx.tensor([[1, 2], [2, 3], [3, 4], [4, 5], [5, 6]])
iex> model = Scholar.Neighbors.BruteKNN.fit(data, num_neighbors: 2)
iex> model.num_neighbors
2
iex> model.data
#Nx.Tensor<
  s32[5][2]
  [
    [1, 2],
    [2, 3],
    [3, 4],
    [4, 5],
    [5, 6]
  ]
>

  



  
    
      
    
    
      get_batches(tensor, opts)



        
          
        

    

  


  


  



  
    
      
    
    
      predict(model, query)



        
          
        

    

  


  

Computes nearest neighbors of query tensor using brute-force search.
Returns the neighbors indices and distances from query points.
Examples
iex> data = Nx.tensor([[1, 2], [2, 3], [3, 4], [4, 5], [5, 6]])
iex> model = Scholar.Neighbors.BruteKNN.fit(data, num_neighbors: 2)
iex> query = Nx.tensor([[1, 3], [4, 2], [3, 6]])
iex> {neighbors, distances} = Scholar.Neighbors.BruteKNN.predict(model, query)
iex> neighbors
#Nx.Tensor<
  u64[3][2]
  [
    [0, 1],
    [1, 2],
    [3, 2]
  ]
>
iex> distances
#Nx.Tensor<
  f32[3][2]
  [
    [1.0, 1.0],
    [2.2360680103302, 2.2360680103302],
    [1.4142135381698608, 2.0]
  ]
>

  



  
    
      
    
    
      predict_n(model, query)



        
          
        

    

  


  


  


        

      


  

    
Scholar.Neighbors.KDTree 
    



      
Implements a k-d tree, a space-partitioning data structure for organizing points
in a k-dimensional space.
It can be used to predict the K-Nearest Neighbors of a given input.
This is implemented as one-dimensional tensor with indices pointed to highest
dimension of the given tensor. Traversal starts by calling root/0 and then
accessing the left_child/1 and right_child/1. The tree is left-balanced.
Each level traverses over the last axis of tensor, the index for a level can be
computed as: rem(level, Nx.axis_size(tensor, -1)).
References
	GPU-friendly, Parallel, and (Almost-)In-Place Construction of Left-Balanced k-d Trees.


      


      
        Summary


  
    Functions
  


    
      
        fit(tensor, opts \\ [])

      


        Builds a KDTree.



    


    
      
        left_child(i)

      


        Returns the index of the left child of i.



    


    
      
        levels(tensor)

      


        Returns the number of resulting levels in a KDTree for tensor.



    


    
      
        parent(i)

      


        Returns the parent of child i.



    


    
      
        predict(tree, data)

      


        Predict the K nearest neighbors of x_predict in KDTree.



    


    
      
        right_child(i)

      


        Returns the index of the right child of i.



    


    
      
        root()

      


        Returns the root index.



    





      


      
        Functions


        


    

  
    
      
    
    
      fit(tensor, opts \\ [])



        
          
        

    

  


  

Builds a KDTree.
Examples
iex> tree = Scholar.Neighbors.KDTree.fit(Nx.iota({5, 2}))
iex> tree.data
Nx.tensor(
  [
    [0, 1],
    [2, 3],
    [4, 5],
    [6, 7],
    [8, 9]
  ]
)
iex> tree.levels
3
iex> tree.indices
Nx.u32([3, 1, 4, 0, 2])

  



  
    
      
    
    
      left_child(i)



        
          
        

    

  


  

Returns the index of the left child of i.
It is your responsibility to guarantee the result
is not greater than the leading axis of the tensor.
Examples
iex> Scholar.Neighbors.KDTree.left_child(0)
1
iex> Scholar.Neighbors.KDTree.left_child(1)
3

iex> Scholar.Neighbors.KDTree.left_child(Nx.u32(3))
#Nx.Tensor<
  u32
  7
>

  



  
    
      
    
    
      levels(tensor)



        
          
        

    

  


  

Returns the number of resulting levels in a KDTree for tensor.
Examples
iex> Scholar.Neighbors.KDTree.levels(Nx.iota({10, 3}))
4

  



  
    
      
    
    
      parent(i)



        
          
        

    

  


  

Returns the parent of child i.
It is your responsibility to guarantee the result is positive.
Examples
iex> Scholar.Neighbors.KDTree.parent(1)
0
iex> Scholar.Neighbors.KDTree.parent(2)
0

iex> Scholar.Neighbors.KDTree.parent(Nx.u32(3))
#Nx.Tensor<
  u32
  1
>

  



  
    
      
    
    
      predict(tree, data)



        
          
        

    

  


  

Predict the K nearest neighbors of x_predict in KDTree.
Examples
iex> x = Nx.iota({10, 2})
iex> x_predict = Nx.tensor([[2, 5], [1, 9], [6, 4]])
iex> kdtree = Scholar.Neighbors.KDTree.fit(x, num_neighbors: 3)
iex> {indices, distances} = Scholar.Neighbors.KDTree.predict(kdtree, x_predict)
iex> indices
#Nx.Tensor<
  s64[3][3]
  [
    [2, 1, 0],
    [2, 3, 1],
    [2, 3, 1]
  ]
>
iex> distances
#Nx.Tensor<
  f32[3][3]
  [
    [2.0, 2.0, 4.4721360206604],
    [5.0, 5.385164737701416, 6.082762718200684],
    [2.2360680103302, 3.0, 4.123105525970459]
  ]
>

iex> x = Nx.iota({10, 2})
iex> x_predict = Nx.tensor([[2, 5], [1, 9], [6, 4]])
iex> kdtree = Scholar.Neighbors.KDTree.fit(x, num_neighbors: 3, metric: {:minkowski, 1})
iex> {indices, distances} = Scholar.Neighbors.KDTree.predict(kdtree, x_predict)
iex> indices
#Nx.Tensor<
  s64[3][3]
  [
    [2, 1, 0],
    [4, 3, 1],
    [2, 3, 1]
  ]
>
iex> distances
#Nx.Tensor<
  f32[3][3]
  [
    [2.0, 2.0, 6.0],
    [7.0, 7.0, 7.0],
    [3.0, 3.0, 5.0]
  ]
>

  



  
    
      
    
    
      right_child(i)



        
          
        

    

  


  

Returns the index of the right child of i.
It is your responsibility to guarantee the result
is not greater than the leading axis of the tensor.
Examples
iex> Scholar.Neighbors.KDTree.right_child(0)
2
iex> Scholar.Neighbors.KDTree.right_child(1)
4

iex> Scholar.Neighbors.KDTree.right_child(Nx.u32(3))
#Nx.Tensor<
  u32
  8
>

  



  
    
      
    
    
      root()



        
          
        

    

  


  

Returns the root index.
Examples
iex> Scholar.Neighbors.KDTree.root()
0

  


        

      


  

    
Scholar.Neighbors.KNNClassifier 
    



      
K-Nearest Neighbors Classifier.
Performs classification by computing the (weighted) majority voting among k-nearest neighbors.

      


      
        Summary


  
    Functions
  


    
      
        fit(x, y, opts)

      


        Fits a k-NN classifier model.



    


    
      
        predict(model, x)

      


        Predicts classes using a k-NN classifier model.



    


    
      
        predict_probability(model, x)

      


        Predicts class probabilities using a k-NN classifier model.



    





      


      
        Functions


        


  
    
      
    
    
      fit(x, y, opts)



        
          
        

    

  


  

Fits a k-NN classifier model.
Options
	:algorithm (atom/0) - Algorithm used to compute the k-nearest neighbors. Possible values:
	:brute - Brute-force search. See Scholar.Neighbors.BruteKNN for more details.

	:kd_tree - k-d tree. See Scholar.Neighbors.KDTree for more details.

	:random_projection_forest - Random projection forest. See Scholar.Neighbors.RandomProjectionForest for more details.

	Module implementing fit(data, opts) and predict(model, query). predict/2 must return a tuple containing indices
of k-nearest neighbors of query points as well as distances between query points and their k-nearest neighbors.


The default value is :brute.

	:num_classes (pos_integer/0) - Required. The number of possible classes.

	:weights - Weight function used in prediction. Possible values:
	:uniform - uniform weights. All points in each neighborhood are weighted equally.

	:distance - weight points by the inverse of their distance. in this case, closer neighbors of
a query point will have a greater influence than neighbors which are further away.


The default value is :uniform.


Algorithm-specific options (e.g. :num_neighbors, :metric) should be provided together with the classifier options.
Examples
iex> x = Nx.tensor([[1, 2], [2, 3], [3, 4], [4, 5], [5, 6]])
iex> y = Nx.tensor([0, 0, 0, 1, 1])
iex> model = Scholar.Neighbors.KNNClassifier.fit(x, y, num_neighbors: 3, num_classes: 2)
iex> model.algorithm
Scholar.Neighbors.BruteKNN.fit(x, num_neighbors: 3)
iex> model.labels
Nx.tensor([0, 0, 0, 1, 1])

iex> x = Nx.tensor([[1, 2], [2, 3], [3, 4], [4, 5], [5, 6]])
iex> y = Nx.tensor([0, 0, 0, 1, 1])
iex> model = Scholar.Neighbors.KNNClassifier.fit(x, y, algorithm: :kd_tree, num_neighbors: 3, metric: {:minkowski, 1}, num_classes: 2)
iex> model.algorithm
Scholar.Neighbors.KDTree.fit(x, num_neighbors: 3, metric: {:minkowski, 1})
iex> model.labels
Nx.tensor([0, 0, 0, 1, 1])

iex> x = Nx.tensor([[1, 2], [2, 3], [3, 4], [4, 5], [5, 6]])
iex> y = Nx.tensor([0, 0, 0, 1, 1])
iex> key = Nx.Random.key(12)
iex> model = Scholar.Neighbors.KNNClassifier.fit(x, y, algorithm: :random_projection_forest, num_neighbors: 2, num_classes: 2, num_trees: 4, key: key)
iex> model.algorithm
Scholar.Neighbors.RandomProjectionForest.fit(x, num_neighbors: 2, num_trees: 4, key: key)
iex> model.labels
Nx.tensor([0, 0, 0, 1, 1])

  



  
    
      
    
    
      predict(model, x)



        
          
        

    

  


  

Predicts classes using a k-NN classifier model.
Examples
iex> x_train = Nx.tensor([[1, 2], [2, 3], [3, 4], [4, 5], [5, 6]])
iex> y_train = Nx.tensor([0, 0, 0, 1, 1])
iex> model = Scholar.Neighbors.KNNClassifier.fit(x_train, y_train, num_neighbors: 3, num_classes: 2)
iex> x = Nx.tensor([[1, 3], [4, 2], [3, 6]])
iex> Scholar.Neighbors.KNNClassifier.predict(model, x)
Nx.tensor([0, 0, 1])

  



  
    
      
    
    
      predict_probability(model, x)



        
          
        

    

  


  

Predicts class probabilities using a k-NN classifier model.
Examples
iex> x_train = Nx.tensor([[1, 2], [2, 3], [3, 4], [4, 5], [5, 6]])
iex> y_train = Nx.tensor([0, 0, 0, 1, 1])
iex> model = Scholar.Neighbors.KNNClassifier.fit(x_train, y_train, num_neighbors: 3, num_classes: 2)
iex> x = Nx.tensor([[1, 3], [4, 2], [3, 6]])
iex> Scholar.Neighbors.KNNClassifier.predict_probability(model, x)
Nx.tensor(
  [
    [1.0, 0.0],
    [1.0, 0.0],
    [0.3333333432674408, 0.6666666865348816]
  ]
)

  


        

      


  

    
Scholar.Neighbors.KNNRegressor 
    



      
K-Nearest Neighbors Regressor.
Performs regression by computing the (weighted) mean of k-nearest neighbor labels.

      


      
        Summary


  
    Functions
  


    
      
        fit(x, y, opts)

      


        Fits a k-NN regressor model.



    


    
      
        predict(model, x)

      


        Predicts labels using a k-NN regressor model.



    





      


      
        Functions


        


  
    
      
    
    
      fit(x, y, opts)



        
          
        

    

  


  

Fits a k-NN regressor model.
Options
	:algorithm (atom/0) - Algorithm used to compute the k-nearest neighbors. Possible values:
	:brute - Brute-force search. See Scholar.Neighbors.BruteKNN for more details.

	:kd_tree - k-d tree. See Scholar.Neighbors.KDTree for more details.

	:random_projection_forest - Random projection forest. See Scholar.Neighbors.RandomProjectionForest for more details.

	Module implementing fit(data, opts) and predict(model, query). predict/2 must return a tuple containing indices
of k-nearest neighbors of query points as well as distances between query points and their k-nearest neighbors.


The default value is :brute.

	:weights - Weight function used in prediction. Possible values:
	:uniform - uniform weights. All points in each neighborhood are weighted equally.

	:distance - weight points by the inverse of their distance. in this case, closer neighbors of
a query point will have a greater influence than neighbors which are further away.


The default value is :uniform.


Algorithm-specific options (e.g. :num_neighbors, :metric) should be provided together with the regressor options.
Examples
iex> x = Nx.tensor([[1, 2], [2, 3], [3, 4], [4, 5], [5, 6]])
iex> y = Nx.tensor([[1], [2], [3], [4], [5]])
iex> model = Scholar.Neighbors.KNNRegressor.fit(x, y, num_neighbors: 3)
iex> model.algorithm
Scholar.Neighbors.BruteKNN.fit(x, num_neighbors: 3)
iex> model.labels
Nx.tensor([[1], [2], [3], [4], [5]])

iex> x = Nx.tensor([[1, 2], [2, 3], [3, 4], [4, 5], [5, 6]])
iex> y = Nx.tensor([[1], [2], [3], [4], [5]])
iex> model = Scholar.Neighbors.KNNRegressor.fit(x, y, algorithm: :kd_tree, num_neighbors: 3, metric: {:minkowski, 1})
iex> model.algorithm
Scholar.Neighbors.KDTree.fit(x, num_neighbors: 3, metric: {:minkowski, 1})
iex> model.labels
Nx.tensor([[1], [2], [3], [4], [5]])

iex> x = Nx.tensor([[1, 2], [2, 3], [3, 4], [4, 5], [5, 6]])
iex> y = Nx.tensor([[1], [2], [3], [4], [5]])
iex> key = Nx.Random.key(12)
iex> model = Scholar.Neighbors.KNNRegressor.fit(x, y, algorithm: :random_projection_forest, num_neighbors: 2, num_trees: 4, key: key)
iex> model.algorithm
Scholar.Neighbors.RandomProjectionForest.fit(x, num_neighbors: 2, num_trees: 4, key: key)
iex> model.labels
Nx.tensor([[1], [2], [3], [4], [5]])

  



  
    
      
    
    
      predict(model, x)



        
          
        

    

  


  

Predicts labels using a k-NN regressor model.
Examples
iex> x_train = Nx.tensor([[1, 2], [2, 3], [3, 4], [4, 5], [5, 6]])
iex> y_train = Nx.tensor([[1], [2], [3], [4], [5]])
iex> model = Scholar.Neighbors.KNNRegressor.fit(x_train, y_train, num_neighbors: 3)
iex> x = Nx.tensor([[1, 3], [4, 2], [3, 6]])
iex> Scholar.Neighbors.KNNRegressor.predict(model, x)
Nx.tensor([[2.0], [2.0], [4.0]])

  


        

      


  

    
Scholar.Neighbors.LargeVis 
    



      
LargeVis algorithm for approximate k-nearest neighbor (k-NN) graph construction.
The algorithms works in the following way. First, the approximate k-NN graph is constructed
using a random projection forest. Then, the graph is refined by looking at the neighbors of
neighbors of every point for a fixed number of iterations. This step is called NN-expansion.
References
	Visualizing Large-scale and High-dimensional Data.


      


      
        Summary


  
    Functions
  


    
      
        expand(graph, tensor, opts)

      


    


    
      
        fit(tensor, opts)

      


        Constructs the approximate k-NN graph with LargeVis.



    





      


      
        Functions


        


  
    
      
    
    
      expand(graph, tensor, opts)



        
          
        

    

  


  


  



  
    
      
    
    
      fit(tensor, opts)



        
          
        

    

  


  

Constructs the approximate k-NN graph with LargeVis.
Returns neighbor indices and distances.
Examples
iex> key = Nx.Random.key(12)
iex> tensor = Nx.iota({5, 2})
iex> {graph, distances} = Scholar.Neighbors.LargeVis.fit(tensor, num_neighbors: 2, metric: :squared_euclidean, min_leaf_size: 2, num_trees: 3, key: key)
iex> graph
#Nx.Tensor<
  u32[5][2]
  [
    [0, 1],
    [1, 0],
    [2, 1],
    [3, 2],
    [4, 3]
  ]
>
iex> distances
#Nx.Tensor<
  f32[5][2]
  [
    [0.0, 8.0],
    [0.0, 8.0],
    [0.0, 8.0],
    [0.0, 8.0],
    [0.0, 8.0]
  ]
>

  


        

      


  

    
Scholar.Neighbors.NNDescent 
    



      
Nearest Neighbors Descent (NND) is an algorithm that calculates Approximated Nearest Neighbors (ANN)
for a given set of points[1].
It is implemented using Random Projection Forest[2].
References
  [1] Efficient K-Nearest Neighbor Graph Construction for Generic Similarity Measures.
  [2] Randomized partition trees for nearest neighbor search

      


      
        Summary


  
    Functions
  


    
      
        fit(tensor, opts \\ [])

      


        Calculates the approximate nearest neighbors for a given set of points. It
returns a struct containing two tensors



    


    
      
        heap_size(arg1)

      


    


    
      
        in1d(tensor1, tensor2)

      


    


    
      
        min_heap_insert(arg1, val, id)

      


    


    
      
        min_heap_pop(arg1)

      


    


    
      
        query(nn, query_data, opts)

      


        Query the training data for the nearest neighbors of the query data.



    


    
      
        query(nn, query_data, search_graph, opts)

      


        Query the training data for the nearest neighbors of the query data.



    


    
      
        query_n(arg1, query_data, train_data, search_graph, forest, rng_key, opts)

      


    





      


      
        Functions


        


    

  
    
      
    
    
      fit(tensor, opts \\ [])



        
          
        

    

  


  

Calculates the approximate nearest neighbors for a given set of points. It
returns a struct containing two tensors:
	nearest_neighbors - the indices of the nearest neighbors
	distances - the distances to the nearest neighbors

Examples
iex> data = Nx.iota({10, 5})
iex> key = Nx.Random.key(12)
iex> Scholar.Neighbors.NNDescent.fit(data, num_neighbors: 3, key: key)

  



  
    
      
    
    
      heap_size(arg1)



        
          
        

    

  


  


  



  
    
      
    
    
      in1d(tensor1, tensor2)



        
          
        

    

  


  


  



  
    
      
    
    
      min_heap_insert(arg1, val, id)



        
          
        

    

  


  


  



  
    
      
    
    
      min_heap_pop(arg1)



        
          
        

    

  


  


  



  
    
      
    
    
      query(nn, query_data, opts)



        
          
        

    

  


  

Query the training data for the nearest neighbors of the query data.
Use this function if you query for the first time on a training data.
It will compute search graph that can be reused in the future queries.
Examples
iex> data = Nx.iota({10, 5})
iex> query_data = Nx.tensor([[1,7,32,6,2], [1,4,5,2,5], [1,3,67,12,4]])
iex> key = Nx.Random.key(12)
iex> nn = Scholar.Neighbors.NNDescent.fit(data, num_neighbors: 3)
iex> Scholar.Neighbors.NNDescent.query(nn, query_data, num_neighbors: 5, key: key)

  



  
    
      
    
    
      query(nn, query_data, search_graph, opts)



        
          
        

    

  


  

Query the training data for the nearest neighbors of the query data.
Use this function if you have already queried training data.
It will compute search graph that can be reused in the future queries.
Examples
iex> data = Nx.iota({10, 5})
iex> query_data = Nx.tensor([[1,7,32,6,2], [1,4,5,2,5], [1,3,67,12,4]])
iex> key = Nx.Random.key(12)
iex> nn = Scholar.Neighbors.NNDescent.fit(data, num_neighbors: 3)
iex> {_indices, _distances, search_graph} = Scholar.Neighbors.NNDescent.query(nn, query_data, num_neighbors: 5, key: key)
iex> query_data2 = Nx.tensor([[2,7,32,6,2], [1,4,6,2,5], [1,3,67,12,3]])
iex> Scholar.Neighbors.NNDescent.query(nn, query_data2, search_graph, num_neighbors: 5, key: key)

  



  
    
      
    
    
      query_n(arg1, query_data, train_data, search_graph, forest, rng_key, opts)



        
          
        

    

  


  


  


        

      


  

    
Scholar.Neighbors.RadiusNNClassifier 
    



      
The Radius Nearest Neighbors.
It implements classification.

      


      
        Summary


  
    Functions
  


    
      
        fit(x, y, opts \\ [])

      


        Fit the Radius nearest neighbors classifier from the training data set.



    


    
      
        predict(model, x)

      


        Makes predictions with the given model on inputs x.



    


    
      
        predict_probability(model, x)

      


        Return probability estimates for the test data x.



    


    
      
        radius_neighbors(arg1, x)

      


        Find the Radius neighbors of a point.



    





      


      
        Functions


        


    

  
    
      
    
    
      fit(x, y, opts \\ [])



        
          
        

    

  


  

Fit the Radius nearest neighbors classifier from the training data set.
For classification, provided labels need to be consecutive non-negative integers. If your labels does
not meet this condition please use Scholar.Preprocessing.ordinal_encode
Options
	:radius - Radius of neighborhood The default value is 1.0.

	:num_classes (pos_integer/0) - Required. Number of classes in provided labels

	:weights - Weight function used in prediction. Possible values:
	:uniform - uniform weights. All points in each neighborhood are weighted equally.

	:distance - weight points by the inverse of their distance. in this case, closer neighbors of
a query point will have a greater influence than neighbors which are further away.


The default value is :uniform.

	:metric - The function that measures the pairwise distance between two points. Possible values:
	{:minkowski, p} - Minkowski metric. By changing the value of p parameter (a positive number or :infinity)
we can set Manhattan (1), Euclidean (2), Chebyshev (:infinity), or any arbitrary $L_p$ metric.

	:cosine - Cosine metric.

	Anonymous function of arity 2 that takes two rank-2 tensors.


The default value is &Scholar.Metrics.Distance.pairwise_minkowski/2.


Return Values
The function returns a struct with the following parameters:
	:data - Training data.

	:labels - Labels of each point.

	:weights - Weight function used in prediction.

	:num_classes - Number of classes in provided labels.

	:metric - The metric function used.

	:radius - Radius of neighborhood.


Examples
iex> x = Nx.tensor([[1, 2], [2, 4], [1, 3], [2, 5]])
iex> y = Nx.tensor([1, 0, 1, 1])
iex> Scholar.Neighbors.RadiusNNClassifier.fit(x, y, num_classes: 2)
%Scholar.Neighbors.RadiusNNClassifier{
  data: Nx.tensor([
    [1, 2],
    [2, 4],
    [1, 3],
    [2, 5]
  ]),
  labels: Nx.tensor([1, 0, 1, 1]),
  weights: :uniform,
  num_classes: 2,
  metric: &Scholar.Metrics.Distance.pairwise_minkowski/2,
  radius: 1.0
}

  



  
    
      
    
    
      predict(model, x)



        
          
        

    

  


  

Makes predictions with the given model on inputs x.
Return Values
It returns a tensor with predicted class labels.
Examples
iex> x = Nx.tensor([[1, 2], [2, 4], [1, 3], [2, 5]])
iex> y = Nx.tensor([1, 0, 1, 1])
iex> model = Scholar.Neighbors.RadiusNNClassifier.fit(x, y, num_classes: 2)
iex> Scholar.Neighbors.RadiusNNClassifier.predict(model, Nx.tensor([[1.9, 4.3], [1.1, 2.0]]))
#Nx.Tensor<
  s32[2]
  [0, 1]
>

  



  
    
      
    
    
      predict_probability(model, x)



        
          
        

    

  


  

Return probability estimates for the test data x.
Return Values
  It returns a typle with tensor with probabilities of classes and mask of outliers.
  They are arranged in lexicographic order.
Examples
iex> x = Nx.tensor([[1, 2], [2, 4], [1, 3], [2, 5]])
iex> y = Nx.tensor([1, 0, 1, 1])
iex> model = Scholar.Neighbors.RadiusNNClassifier.fit(x, y, num_classes: 2)
iex> {probs, mask} = Scholar.Neighbors.RadiusNNClassifier.predict_probability(model, Nx.tensor([[1.9, 4.3], [1.1, 2.0]]))
iex> probs
#Nx.Tensor<
  f32[2][2]
  [
    [0.5, 0.5],
    [0.0, 1.0]
  ]
>
iex> mask
#Nx.Tensor<
  u8[2]
  [0, 0]
>
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Find the Radius neighbors of a point.
Return Values
Returns indices of the selected neighbor points as a mask  (1 if a point is a neighbor, 0 otherwise) and their respective distances.
Examples
iex> x = Nx.tensor([[1, 2], [2, 4], [1, 3], [2, 5]])
iex> y = Nx.tensor([1, 0, 1, 1])
iex> model = Scholar.Neighbors.RadiusNNClassifier.fit(x, y, num_classes: 2)
iex> {distances, mask} = Scholar.Neighbors.RadiusNNClassifier.radius_neighbors(model, Nx.tensor([[1.9, 4.3], [1.1, 2.0]]))
iex> distances
#Nx.Tensor<
  f32[2][4]
  [
    [2.469818353652954, 0.3162313997745514, 1.5811394453048706, 0.7071067690849304],
    [0.10000114142894745, 2.1931710243225098, 1.0049877166748047, 3.132091760635376]
  ]
>
iex> mask
#Nx.Tensor<
  u8[2][4]
  [
    [0, 1, 0, 1],
    [1, 0, 0, 0]
  ]
>

  


        

      


  

    
Scholar.Neighbors.RadiusNNRegressor 
    



      
The Radius Nearest Neighbors.
It implements regression.

      


      
        Summary


  
    Functions
  


    
      
        fit(x, y, opts \\ [])

      


        Fit the Radius nearest neighbors classifier from the training data set.



    


    
      
        predict(model, x)

      


        Makes predictions with the given model on inputs x.



    


    
      
        radius_neighbors(arg1, x)

      


        Find the Radius neighbors of a point.



    





      


      
        Functions


        


    

  
    
      
    
    
      fit(x, y, opts \\ [])



        
          
        

    

  


  

Fit the Radius nearest neighbors classifier from the training data set.
Currently 2D labels are only supported.
Options
	:radius - Radius of neighborhood The default value is 1.0.

	:num_classes (pos_integer/0) - Number of classes in provided labels

	:weights - Weight function used in prediction. Possible values:
	:uniform - uniform weights. All points in each neighborhood are weighted equally.

	:distance - weight points by the inverse of their distance. in this case, closer neighbors of
a query point will have a greater influence than neighbors which are further away.


The default value is :uniform.

	:metric - The function that measures the pairwise distance between two points. Possible values:
	{:minkowski, p} - Minkowski metric. By changing the value of p parameter (a positive number or :infinity)
we can set Manhattan (1), Euclidean (2), Chebyshev (:infinity), or any arbitrary $L_p$ metric.

	:cosine - Cosine metric.

	Anonymous function of arity 2 that takes two rank-2 tensors.


The default value is &Scholar.Metrics.Distance.pairwise_minkowski/2.


Return Values
The function returns a struct with the following parameters:
	:data - Training data.

	:labels - Labels of each point.

	:weights - Weight function used in prediction.

	:num_classes - Number of classes in provided labels.

	:metric - The metric function used.

	:radius - Radius of neighborhood.


Examples
iex> x = Nx.tensor([[1, 2], [2, 4], [1, 3], [2, 5]])
iex> y = Nx.tensor([1, 0, 1, 1])
iex> Scholar.Neighbors.RadiusNNRegressor.fit(x, y, num_classes: 2)
%Scholar.Neighbors.RadiusNNRegressor{
  data: Nx.tensor(
    [
      [1, 2],
      [2, 4],
      [1, 3],
      [2, 5]
    ]
  ),
  labels: Nx.tensor([1, 0, 1, 1]),
  weights: :uniform,
  num_classes: 2,
  metric: &Scholar.Metrics.Distance.pairwise_minkowski/2,
  radius: 1.0
}
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Makes predictions with the given model on inputs x.
Return Values
It returns a tensor with predicted class labels.
Examples
iex> x = Nx.tensor([[1, 2], [2, 4], [1, 3], [2, 5]])
iex> y = Nx.tensor([1, 0, 1, 1])
iex> model = Scholar.Neighbors.RadiusNNRegressor.fit(x, y, num_classes: 2)
iex> Scholar.Neighbors.RadiusNNRegressor.predict(model, Nx.tensor([[1.9, 4.3], [1.1, 2.0]]))
#Nx.Tensor<
  f32[2]
  [0.5, 1.0]
>

  



  
    
      
    
    
      radius_neighbors(arg1, x)



        
          
        

    

  


  

Find the Radius neighbors of a point.
Return Values
Returns indices of the selected neighbor points as a mask  (1 if a point is a neighbor, 0 otherwise) and their respective distances.
Examples
iex> x = Nx.tensor([[1, 2], [2, 4], [1, 3], [2, 5]])
iex> y = Nx.tensor([1, 0, 1, 1])
iex> model = Scholar.Neighbors.RadiusNNRegressor.fit(x, y, num_classes: 2)
iex> {distances, mask} = Scholar.Neighbors.RadiusNNRegressor.radius_neighbors(model, Nx.tensor([[1.9, 4.3], [1.1, 2.0]]))
iex> distances
#Nx.Tensor<
  f32[2][4]
  [
    [2.469818353652954, 0.3162313997745514, 1.5811394453048706, 0.7071067690849304],
    [0.10000114142894745, 2.1931710243225098, 1.0049877166748047, 3.132091760635376]
  ]
>
iex> mask
#Nx.Tensor<
  u8[2][4]
  [
    [0, 1, 0, 1],
    [1, 0, 0, 0]
  ]
>

  


        

      


  

    
Scholar.Neighbors.RandomProjectionForest 
    



      
Random Projection Forest for k-Nearest Neighbor Search.
Each tree in a forest is constructed using a divide and conquer approach.
We start with the entire dataset and at every node we project the data onto a random
hyperplane and split it in the following way: the points with the projection smaller
than or equal to the median are put into the left subtree and the points with projection
greater than the median are put into the right subtree. We then proceed
recursively with the left and right subtree.
In this implementation the trees are complete, i.e. there are 2^l nodes at level l.
The leaves of the trees are arranged as blocks in the field indices. We use the same
hyperplane for all nodes on the same level as in [2].
	[1] - Randomized partition trees for nearest neighbor search
	[2] - Fast Nearest Neighbor Search through Sparse Random Projections and Voting


      


      
        Summary


  
    Functions
  


    
      
        fit(tensor, opts)

      


        Grows a random projection forest.



    


    
      
        fit_n(tensor, key, opts)

      


    


    
      
        predict(forest, query)

      


        Computes approximate nearest neighbors of query tensor using random projection forest.
Returns the neighbor indices and distances from query points.
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Grows a random projection forest.
Options
	:num_neighbors (pos_integer/0) - Required. The number of nearest neighbors.

	:metric - The function that measures the distance between two points. The default value is :euclidean.

	:min_leaf_size (pos_integer/0) - The minumum number of points in the leaf.

	:num_trees (pos_integer/0) - Required. The number of trees in the forest.

	:key - Used for random number generation in hyperplane initialization.
If the key is not provided, it is set to Nx.Random.key(System.system_time()).


Examples
iex> key = Nx.Random.key(12)
iex> tensor = Nx.iota({5, 2})
iex> forest = Scholar.Neighbors.RandomProjectionForest.fit(tensor, num_neighbors: 2, num_trees: 3, key: key)
iex> forest.indices
#Nx.Tensor<
  u32[3][5]
  [
    [0, 1, 2, 3, 4],
    [0, 1, 2, 3, 4],
    [4, 3, 2, 1, 0]
  ]
>

  



  
    
      
    
    
      fit_n(tensor, key, opts)



        
          
        

    

  


  


  



  
    
      
    
    
      predict(forest, query)



        
          
        

    

  


  

Computes approximate nearest neighbors of query tensor using random projection forest.
Returns the neighbor indices and distances from query points.
Examples
iex> key = Nx.Random.key(12)
iex> tensor = Nx.iota({5, 2})
iex> forest = Scholar.Neighbors.RandomProjectionForest.fit(tensor, num_neighbors: 2, metric: :squared_euclidean, num_trees: 3, key: key)
iex> query = Nx.tensor([[3, 4]])
iex> {neighbors, distances} = Scholar.Neighbors.RandomProjectionForest.predict(forest, query)
iex> neighbors
#Nx.Tensor<
  u32[1][2]
  [
    [1, 2]
  ]
>
iex> distances
#Nx.Tensor<
  f32[1][2]
  [
    [2.0, 2.0]
  ]
>

  


        

      


  

    
Scholar.Impute.SimpleImputer 
    



      
Univariate imputer for completing missing values with simple strategies.

      


      
        Summary


  
    Functions
  


    
      
        fit(x, opts \\ [])

      


        Univariate imputer for completing missing values with simple strategies.



    


    
      
        transform(simple_imputer, x)

      


        Impute all missing values in x using fitted imputer.
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      fit(x, opts \\ [])



        
          
        

    

  


  

Univariate imputer for completing missing values with simple strategies.
Options
	:missing_values - The placeholder for the missing values. All occurrences of :missing_values will be imputed.
The default value expects there are no NaNs in the input tensor.
The default value is :nan.

	:strategy - The imputation strategy.
	:mean - replace missing values using the mean along each column.

	:median - replace missing values using the median along each column.

	:mode - replace missing using the most frequent value along each column.
If there is more than one such value, only the smallest is returned.

	:constant - replace missing values with :fill_value.


The default value is :mean.

	:fill_value - When strategy is set to :constant, :fill_value is used to replace all occurrences of :missing_values. The default value is 0.0.


Return Values
  The function returns a struct with the following parameters:
	:missing_values - the same value as in :missing_values

	:statistics - The imputation fill value for each feature. Computing statistics can result in
Nx.Constant.nan/0 values.


Examples
iex> x = Nx.tensor([[1, 2, :nan], [3, 7, :nan], [:nan, 4, 5]])
iex> Scholar.Impute.SimpleImputer.fit(x, strategy: :mean)
%Scholar.Impute.SimpleImputer{
  statistics: Nx.tensor(
    [2.0, 4.333333492279053, 5.0]
  ),
  missing_values: :nan
}

  



  
    
      
    
    
      transform(simple_imputer, x)



        
          
        

    

  


  

Impute all missing values in x using fitted imputer.
Return Values
The function returns input tensor with NaN replaced with values saved in fitted imputer.
Examples
iex> x = Nx.tensor([[1, 2, :nan], [3, 7, :nan], [:nan, 4, 5]])
iex> imputer = Scholar.Impute.SimpleImputer.fit(x, strategy: :mean)
iex> Scholar.Impute.SimpleImputer.transform(imputer, x)
Nx.tensor(
  [
    [1.0, 2.0, 5.0],
    [3.0, 7.0, 5.0],
    [2.0, 4.0, 5.0]
  ]
)

iex> x = Nx.tensor([[1, 2, :nan], [3, 7, :nan], [:nan, 4, 5]])
iex> y = Nx.tensor([[7, :nan, 6], [6, 9, :nan], [8, :nan, 1]])
iex> imputer = Scholar.Impute.SimpleImputer.fit(x, strategy: :median)
iex> Scholar.Impute.SimpleImputer.transform(imputer, y)
Nx.tensor(
  [
    [7.0, 4.0, 6.0],
    [6.0, 9.0, 5.0],
    [8.0, 4.0, 1.0]
  ]
)

  


        

      


  

    
Scholar.Metrics.Classification 
    



      
Classification Metric functions.
Metrics are used to measure the performance and compare
the performance of any kind of classifier in
easy-to-understand terms.
All of the functions in this module are implemented as
numerical functions and can be JIT or AOT compiled with
any supported Nx compiler.

      


      
        Summary


  
    Functions
  


    
      
        accuracy(y_true, y_pred, opts \\ [])

      


        Computes the accuracy of the given predictions
for binary and multi-class classification problems.



    


    
      
        auc(x, y)

      


        Computes area under the curve (AUC) using the trapezoidal rule.



    


    
      
        average_precision_score(y_true, probabilities_predicted, distinct_value_indices, weights \\ 1.0)

      


        Compute average precision (AP) from prediction scores.



    


    
      
        balanced_accuracy_score(y_true, y_pred, opts \\ [])

      


        Computes the balanced accuracy score for multi-class classification



    


    
      
        binary_precision(y_true, y_pred)

      


        Computes the precision of the given predictions with respect to
the given targets for binary classification problems.



    


    
      
        binary_recall(y_true, y_pred)

      


        Computes the recall of the given predictions with respect to
the given targets for binary classification problems.



    


    
      
        binary_sensitivity(y_true, y_pred)

      


        Computes the sensitivity of the given predictions with respect
to the given targets for binary classification problems.



    


    
      
        binary_specificity(y_true, y_pred)

      


        Computes the specificity of the given predictions with respect
to the given targets for binary classification problems.



    


    
      
        brier_score_loss(y_true, y_prob, opts \\ [])

      


        Compute the Brier score loss.



    


    
      
        cohen_kappa_score(y1, y2, opts \\ [])

      


        Compute Cohen's kappa: a statistic that measures inter-annotator agreement.



    


    
      
        confusion_matrix(y_true, y_pred, opts \\ [])

      


        Calculates the confusion matrix given rank-1 tensors which represent
the expected (y_true) and predicted (y_pred) classes.



    


    
      
        det_curve(y_true, y_score, distinct_value_indices, weights \\ 1.0)

      


        Compute error rates for different probability thresholds (DET).



    


    
      
        distinct_value_indices(y_score)

      


        It's a helper function for Scholar.Metrics.Classification.roc_curve and Scholar.Metrics.Classification.roc_auc_score functions.
You should call it and use as follows



    


    
      
        f1_score(y_true, y_pred, opts \\ [])

      


        Calculates F1 score given rank-1 tensors which represent
the expected (y_true) and predicted (y_pred) classes.



    


    
      
        fbeta_score(y_true, y_pred, beta, opts \\ [])

      


        Calculates F-beta score given rank-1 tensors which represent
the expected (y_true) and predicted (y_pred) classes.



    


    
      
        log_loss(y_true, y_prob, opts \\ [])

      


        Computes the log loss, aka logistic loss or cross-entropy loss.



    


    
      
        mcc(y_true, y_pred)

      


        Matthews Correlation Coefficient (MCC) provides a measure of the quality of binary classifications.



    


    
      
        precision(y_true, y_pred, opts \\ [])

      


        Computes the precision of the given predictions with respect to
the given targets for multi-class classification problems.



    


    
      
        precision_recall_curve(y_true, probabilities_predicted, distinct_value_indices, weights \\ 1.0)

      


        Compute precision-recall pairs for different probability thresholds.



    


    
      
        precision_recall_fscore_support(y_true, y_pred, opts)

      


        Calculates precision, recall, F-score and support for each
class. It also supports a beta argument which weights
recall more than precision by it's value.



    


    
      
        recall(y_true, y_pred, opts \\ [])

      


        Computes the recall of the given predictions with respect to
the given targets for multi-class classification problems.



    


    
      
        roc_auc_score(y_true, y_score, distinct_value_indices, weights \\ 1.0)

      


        Compute Area Under the Receiver Operating Characteristic Curve (ROC AUC) from prediction scores.



    


    
      
        roc_curve(y_true, y_score, distinct_value_indices, weights \\ 1.0)

      


        Compute Receiver operating characteristic (ROC).



    


    
      
        sensitivity(y_true, y_pred, opts \\ [])

      


        Computes the sensitivity of the given predictions with respect
to the given targets for multi-class classification problems.



    


    
      
        specificity(y_true, y_pred, opts \\ [])

      


        Computes the specificity of the given predictions with respect
to the given targets for multi-class classification problems.



    


    
      
        top_k_accuracy_score(y_true, y_prob, opts \\ [])

      


        Top-k Accuracy classification score.



    


    
      
        zero_one_loss(y_true, y_pred, opts \\ [])

      


        Zero-one classification loss.



    





      


      
        Functions


        


    

  
    
      
    
    
      accuracy(y_true, y_pred, opts \\ [])



        
          
        

    

  


  

Computes the accuracy of the given predictions
for binary and multi-class classification problems.
Examples
iex> Scholar.Metrics.Classification.accuracy(Nx.tensor([1, 0, 0]), Nx.tensor([1, 0, 1]))
#Nx.Tensor<
  f32
  0.6666666865348816
>

iex> y_true = Nx.tensor([0, 1, 1, 1, 1, 0, 2, 1, 0, 1], type: :u32)
iex> y_pred = Nx.tensor([0, 2, 1, 1, 2, 2, 2, 0, 0, 1], type: :u32)
iex> Scholar.Metrics.Classification.accuracy(y_true, y_pred)
#Nx.Tensor<
  f32
  0.6000000238418579
>

iex> y_true = Nx.tensor([0, 1, 1, 1, 1, 0, 2, 1, 0, 1], type: :u32)
iex> y_pred = Nx.tensor([0, 2, 1, 1, 2, 2, 2, 0, 0, 1], type: :u32)
iex> Scholar.Metrics.Classification.accuracy(y_true, y_pred, normalize: false)
#Nx.Tensor<
  u32
  6
>

  



  
    
      
    
    
      auc(x, y)



        
          
        

    

  


  

Computes area under the curve (AUC) using the trapezoidal rule.
This is a general function, given points on a curve.
Examples
iex> y = Nx.tensor([0, 0, 1, 1])
iex> pred = Nx.tensor([0.1, 0.4, 0.35, 0.8])
iex> distinct_value_indices = Scholar.Metrics.Classification.distinct_value_indices(pred)
iex> {fpr, tpr, _thresholds} = Scholar.Metrics.Classification.roc_curve(y, pred, distinct_value_indices)
iex> Scholar.Metrics.Classification.auc(fpr, tpr)
#Nx.Tensor<
  f32
  0.75
>

  



    

  
    
      
    
    
      average_precision_score(y_true, probabilities_predicted, distinct_value_indices, weights \\ 1.0)



        
          
        

    

  


  

Compute average precision (AP) from prediction scores.
AP summarizes a precision-recall curve as the weighted mean of precisions achieved at
each threshold, with the increase in recall from the previous threshold used as the weight:
$$
AP = sum_n (R_n - R_{n-1}) P_n
$$
where $ P_n $ and $ R_n $ are the precision and recall at the nth threshold.
Examples
iex> y_true = Nx.tensor([0, 0, 1, 1])
iex> scores = Nx.tensor([0.1, 0.4, 0.35, 0.8])
iex> distinct_value_indices = Scholar.Metrics.Classification.distinct_value_indices(scores)
iex> weights = Nx.tensor([1, 1, 2, 2])
iex> ap = Scholar.Metrics.Classification.average_precision_score(y_true, scores, distinct_value_indices, weights)
iex> ap
#Nx.Tensor<
  f32
  0.8999999761581421
>

  



    

  
    
      
    
    
      balanced_accuracy_score(y_true, y_pred, opts \\ [])



        
          
        

    

  


  

Computes the balanced accuracy score for multi-class classification
Options
	:num_classes (pos_integer/0) - Required. Number of classes contained in the input tensors

	:sample_weights - Sample weights of the observations.

	:adjusted (boolean/0) - If true, the balanced accuracy is adjusted for chance
(depends on the number of classes). The default value is false.


Examples
iex> y_true = Nx.tensor([0, 1, 2, 0, 1, 2], type: :u64)
iex> y_pred = Nx.tensor([0, 2, 1, 0, 0, 1], type: :u64)
iex> Scholar.Metrics.Classification.balanced_accuracy_score(y_true, y_pred, num_classes: 3)
#Nx.Tensor<
  f32
  0.3333333432674408
>
iex> y_true = Nx.tensor([0, 1, 2, 0, 1, 2], type: :u64)
iex> y_pred = Nx.tensor([0, 2, 1, 0, 0, 1], type: :u64)
iex> sample_weights = [1, 1, 1, 2, 2, 2]
iex> Scholar.Metrics.Classification.balanced_accuracy_score(y_true, y_pred, num_classes: 3, sample_weights: sample_weights, adjusted: true)
#Nx.Tensor<
  f32
  0.0
>

  



  
    
      
    
    
      binary_precision(y_true, y_pred)



        
          
        

    

  


  

Computes the precision of the given predictions with respect to
the given targets for binary classification problems.
If the sum of true positives and false positives is 0, then the
result is 0 to avoid zero division.
Examples
iex> Scholar.Metrics.Classification.binary_precision(Nx.tensor([0, 1, 1, 1]), Nx.tensor([1, 0, 1, 1]))
#Nx.Tensor<
  f32
  0.6666666865348816
>

  



  
    
      
    
    
      binary_recall(y_true, y_pred)



        
          
        

    

  


  

Computes the recall of the given predictions with respect to
the given targets for binary classification problems.
If the sum of true positives and false negatives is 0, then the
result is 0 to avoid zero division.
Examples
iex> Scholar.Metrics.Classification.binary_recall(Nx.tensor([0, 1, 1, 1]), Nx.tensor([1, 0, 1, 1]))
#Nx.Tensor<
  f32
  0.6666666865348816
>

  



  
    
      
    
    
      binary_sensitivity(y_true, y_pred)



        
          
        

    

  


  

Computes the sensitivity of the given predictions with respect
to the given targets for binary classification problems.
Examples
iex> Scholar.Metrics.Classification.binary_sensitivity(Nx.tensor([0, 1, 1, 1]), Nx.tensor([1, 0, 1, 1]))
#Nx.Tensor<
  f32
  0.6666666865348816
>

  



  
    
      
    
    
      binary_specificity(y_true, y_pred)



        
          
        

    

  


  

Computes the specificity of the given predictions with respect
to the given targets for binary classification problems.
If the sum of true negatives and false positives is 0, then the
result is 0 to avoid zero division.
Examples
iex> Scholar.Metrics.Classification.binary_specificity(Nx.tensor([0, 1, 1, 1]), Nx.tensor([1, 0, 1, 1]))
#Nx.Tensor<
  f32
  0.0
>

  



    

  
    
      
    
    
      brier_score_loss(y_true, y_prob, opts \\ [])



        
          
        

    

  


  

Compute the Brier score loss.
The smaller the Brier score loss, the better, hence the naming with "loss".
The Brier score measures the mean squared difference between the predicted
probability and the actual outcome. The Brier score always
takes on a value between zero and one, since this is the largest
possible difference between a predicted probability (which must be
between zero and one) and the actual outcome (which can take on values
of only 0 and 1). It can be decomposed as the sum of refinement loss and
calibration loss. If predicted probabilities are not in the interval
[0, 1], they will be clipped.
The Brier score is appropriate only for binary outcomes.
Options
	:sample_weights - Sample weights of the observations. The default value is 1.0.

	:pos_label (integer/0) - Label of the positive class. The default value is 1.


Examples
iex> y_true = Nx.tensor([0, 1, 1, 0])
iex> y_prob = Nx.tensor([0.1, 0.9, 0.8, 0.3])
iex> Scholar.Metrics.Classification.brier_score_loss(y_true, y_prob)
#Nx.Tensor<
  f32
  0.03750000149011612
>

  



    

  
    
      
    
    
      cohen_kappa_score(y1, y2, opts \\ [])



        
          
        

    

  


  

Compute Cohen's kappa: a statistic that measures inter-annotator agreement.
Options
	:num_classes (pos_integer/0) - Required. Number of classes contained in the input tensors

	:weights - Weighting to calculate the score.

	:weighting_type - Weighting type to calculate the score.


Examples
iex> y1 = Nx.tensor([0, 1, 1, 0, 1, 2])
iex> y2 = Nx.tensor([0, 2, 1, 0, 0, 1])
iex> Scholar.Metrics.Classification.cohen_kappa_score(y1, y2, num_classes: 3)
#Nx.Tensor<
  f32
  0.21739131212234497
>

iex> y1 = Nx.tensor([0, 1, 1, 0, 1, 2])
iex> y2 = Nx.tensor([0, 2, 1, 0, 0, 1])
iex> Scholar.Metrics.Classification.cohen_kappa_score(y1, y2, num_classes: 3, weighting_type: :linear)
#Nx.Tensor<
  f32
  0.3571428060531616
>

  



    

  
    
      
    
    
      confusion_matrix(y_true, y_pred, opts \\ [])



        
          
        

    

  


  

Calculates the confusion matrix given rank-1 tensors which represent
the expected (y_true) and predicted (y_pred) classes.
Options
	:num_classes (pos_integer/0) - Required. Number of classes contained in the input tensors

Examples
iex> y_true = Nx.tensor([0, 0, 1, 1, 2, 2], type: :u32)
iex> y_pred = Nx.tensor([0, 1, 0, 2, 2, 2], type: :u32)
iex> Scholar.Metrics.Classification.confusion_matrix(y_true, y_pred, num_classes: 3)
#Nx.Tensor<
  u32[3][3]
  [
    [1, 1, 0],
    [1, 0, 1],
    [0, 0, 2]
  ]
>

iex> y_true = Nx.tensor([0, 0, 1, 1, 2, 2], type: :u64)
iex> y_pred = Nx.tensor([0, 1, 0, 2, 2, 2], type: :u64)
iex> sample_weights = [2, 5, 1, 1.5, 2, 8]
iex> Scholar.Metrics.Classification.confusion_matrix(y_true, y_pred, num_classes: 3, sample_weights: sample_weights, normalize: :predicted)
#Nx.Tensor<
  f32[3][3]
  [
    [0.6666666865348816, 1.0, 0.0],
    [0.3333333432674408, 0.0, 0.1304347813129425],
    [0.0, 0.0, 0.8695651888847351]
  ]
>

  



    

  
    
      
    
    
      det_curve(y_true, y_score, distinct_value_indices, weights \\ 1.0)



        
          
        

    

  


  

Compute error rates for different probability thresholds (DET).
Note: This metric is used for evaluation of ranking and error tradeoffs of
a binary classification task.
Examples
iex> y_true = Nx.tensor([0, 0, 1, 1])
iex> y_score = Nx.tensor([0.1, 0.4, 0.35, 0.8])
iex> distinct_value_indices = Scholar.Metrics.Classification.distinct_value_indices(y_score)
iex> {fpr, fnr, thresholds} = Scholar.Metrics.Classification.det_curve(y_true, y_score, distinct_value_indices)
iex> fpr
#Nx.Tensor<
  f32[4]
  [1.0, 0.5, 0.5, 0.0]
>
iex> fnr
#Nx.Tensor<
  f32[4]
  [0.0, 0.0, 0.5, 0.5]
>
iex> thresholds
#Nx.Tensor<
  f32[4]
  [0.10000000149011612, 0.3499999940395355, 0.4000000059604645, 0.800000011920929]
>

iex> y_true = Nx.tensor([0, 0, 1, 1, 1, 1, 0, 0, 1, 1, 0, 1, 1, 0, 1])
iex> y_score = Nx.tensor([0.1, 0.1, 0.2, 0.2, 0.3, 0.3, 0.4, 0.4, 0.5, 0.5, 0.6, 0.7, 0.7, 0.8, 0.9])
iex> distinct_value_indices = Scholar.Metrics.Classification.distinct_value_indices(y_score)
iex> {fpr, fnr, thresholds} = Scholar.Metrics.Classification.det_curve(y_true, y_score, distinct_value_indices)
iex> fpr
#Nx.Tensor<
  f32[9]
  [1.0, 0.6666666865348816, 0.6666666865348816, 0.6666666865348816, 0.3333333432674408, 0.3333333432674408, 0.1666666716337204, 0.1666666716337204, 0.0]
>
iex> fnr
#Nx.Tensor<
  f32[9]
  [0.0, 0.0, 0.2222222238779068, 0.4444444477558136, 0.4444444477558136, 0.6666666865348816, 0.6666666865348816, 0.8888888955116272, 0.8888888955116272]
>
iex> thresholds
#Nx.Tensor<
  f32[9]
  [0.10000000149011612, 0.20000000298023224, 0.30000001192092896, 0.4000000059604645, 0.5, 0.6000000238418579, 0.699999988079071, 0.800000011920929, 0.8999999761581421]
>

  



  
    
      
    
    
      distinct_value_indices(y_score)



        
          
        

    

  


  

It's a helper function for Scholar.Metrics.Classification.roc_curve and Scholar.Metrics.Classification.roc_auc_score functions.
You should call it and use as follows:
distinct_value_indices = Scholar.Metrics.Classification.distinct_value_indices(scores)
{fpr, tpr, thresholds} = Scholar.Metrics.Classification.roc_curve(y_true, scores, distinct_value_indices, weights)

  



    

  
    
      
    
    
      f1_score(y_true, y_pred, opts \\ [])



        
          
        

    

  


  

Calculates F1 score given rank-1 tensors which represent
the expected (y_true) and predicted (y_pred) classes.
If all examples are true negatives, then the result is 0 to
avoid zero division.
Options
	:num_classes (pos_integer/0) - Required. Number of classes contained in the input tensors

	:average - This determines the type of averaging performed on the data.
	:macro - Calculate metrics for each label, and find their unweighted mean.
This does not take label imbalance into account.

	:weighted - Calculate metrics for each label, and find their average weighted by
support (the number of true instances for each label).

	:micro - Calculate metrics globally by counting the total true positives,
false negatives and false positives.

	:none - The F-score values for each class are returned.


The default value is :none.


Examples
iex> y_true = Nx.tensor([0, 1, 1, 1, 1, 0, 2, 1, 0, 1], type: :u32)
iex> y_pred = Nx.tensor([0, 2, 1, 1, 2, 2, 2, 0, 0, 1], type: :u32)
iex> Scholar.Metrics.Classification.f1_score(y_true, y_pred, num_classes: 3)
#Nx.Tensor<
  f32[3]
  [0.6666666865348816, 0.6666666865348816, 0.4000000059604645]
>
iex> Scholar.Metrics.Classification.f1_score(y_true, y_pred, num_classes: 3, average: :macro)
#Nx.Tensor<
  f32
  0.5777778029441833
>
iex> Scholar.Metrics.Classification.f1_score(y_true, y_pred, num_classes: 3, average: :weighted)
#Nx.Tensor<
  f32
  0.6399999856948853
>
iex> Scholar.Metrics.Classification.f1_score(y_true, y_pred, num_classes: 3, average: :micro)
#Nx.Tensor<
  f32
  0.6000000238418579
>
iex> Scholar.Metrics.Classification.f1_score(Nx.tensor([1, 0, 1, 0]), Nx.tensor([0, 1, 0, 1]), num_classes: 2, average: :none)
#Nx.Tensor<
  f32[2]
  [0.0, 0.0]
>

  



    

  
    
      
    
    
      fbeta_score(y_true, y_pred, beta, opts \\ [])



        
          
        

    

  


  

Calculates F-beta score given rank-1 tensors which represent
the expected (y_true) and predicted (y_pred) classes.
If all examples are true negatives, then the result is 0 to
avoid zero division.
$$
F_\beta = (1 + \beta^2) \cdot \frac{\mathrm{precision} \cdot \mathrm{recall}}{(\beta^2 \cdot \mathrm{precision}) + \mathrm{recall}}
$$
Options
	:num_classes (pos_integer/0) - Required. Number of classes contained in the input tensors

	:average - This determines the type of averaging performed on the data.
	:macro - Calculate metrics for each label, and find their unweighted mean.
This does not take label imbalance into account.

	:weighted - Calculate metrics for each label, and find their average weighted by
support (the number of true instances for each label).

	:micro - Calculate metrics globally by counting the total true positives,
false negatives and false positives.

	:none - The F-score values for each class are returned.


The default value is :none.


Examples
iex> y_true = Nx.tensor([0, 1, 1, 1, 1, 0, 2, 1, 0, 1], type: :u32)
iex> y_pred = Nx.tensor([0, 2, 1, 1, 2, 2, 2, 0, 0, 1], type: :u32)
iex> Scholar.Metrics.Classification.fbeta_score(y_true, y_pred, Nx.u32(1), num_classes: 3)
#Nx.Tensor<
  f32[3]
  [0.6666666865348816, 0.6666666865348816, 0.4000000059604645]
>
iex> Scholar.Metrics.Classification.fbeta_score(y_true, y_pred, Nx.u32(2), num_classes: 3)
#Nx.Tensor<
  f32[3]
  [0.6666666865348816, 0.5555555820465088, 0.625]
>
iex> Scholar.Metrics.Classification.fbeta_score(y_true, y_pred, Nx.f32(0.5), num_classes: 3)
#Nx.Tensor<
  f32[3]
  [0.6666666865348816, 0.8333333134651184, 0.29411765933036804]
>
iex> Scholar.Metrics.Classification.fbeta_score(y_true, y_pred, Nx.u32(2), num_classes: 3, average: :macro)
#Nx.Tensor<
  f32
  0.6157407760620117
>
iex> Scholar.Metrics.Classification.fbeta_score(y_true, y_pred, Nx.u32(2), num_classes: 3, average: :weighted)
#Nx.Tensor<
  f32
  0.5958333611488342
>
iex> Scholar.Metrics.Classification.fbeta_score(y_true, y_pred, Nx.f32(0.5), num_classes: 3, average: :micro)
#Nx.Tensor<
  f32
  0.6000000238418579
>
iex> Scholar.Metrics.Classification.fbeta_score(Nx.tensor([1, 0, 1, 0]), Nx.tensor([0, 1, 0, 1]), Nx.tensor(0.5), num_classes: 2, average: :none)
#Nx.Tensor<
  f32[2]
  [0.0, 0.0]
>
iex> Scholar.Metrics.Classification.fbeta_score(Nx.tensor([1, 0, 1, 0]), Nx.tensor([0, 1, 0, 1]), 0.5, num_classes: 2, average: :none)
#Nx.Tensor<
  f32[2]
  [0.0, 0.0]
>

  



    

  
    
      
    
    
      log_loss(y_true, y_prob, opts \\ [])



        
          
        

    

  


  

Computes the log loss, aka logistic loss or cross-entropy loss.
The log-loss is a measure of how well a forecaster performs, with smaller
values being better. For each sample, a forecaster outputs a probability for
each class, from which the log loss is computed by averaging the negative log
of the probability forecasted for the true class over a number of samples.
y_true should be a tensor of shape {num_samples} containing values
between 0 and num_classes - 1 (inclusive).
y_prob should be a tensor of shape {num_samples, num_classes} containing
predicted probability distributions over classes for each sample.
Options
	:num_classes (pos_integer/0) - Required. Number of classes contained in the input tensors

	:normalize (boolean/0) - If true, return the mean loss over the samples.
Otherwise, return the sum of losses over the samples. The default value is true.

	:sample_weights - Sample weights of the observations. The default value is 1.0.


Examples
iex> y_true = Nx.tensor([0, 0, 1, 1])
iex> y_prob = Nx.tensor([[0.9, 0.1], [0.8, 0.2], [0.3, 0.7], [0.01, 0.99]])
iex> Scholar.Metrics.Classification.log_loss(y_true, y_prob, num_classes: 2)
#Nx.Tensor<
  f32
  0.17380733788013458
>
iex> Scholar.Metrics.Classification.log_loss(y_true, y_prob, num_classes: 2, normalize: false)
#Nx.Tensor<
  f32
  0.6952293515205383
>
iex> weights = Nx.tensor([0.7, 2.3, 1.3, 0.34])
iex(361)> Scholar.Metrics.Classification.log_loss(y_true, y_prob, num_classes: 2, sample_weights: weights)
#Nx.Tensor<
  f32
  0.22717177867889404
>

  



  
    
      
    
    
      mcc(y_true, y_pred)



        
          
        

    

  


  

Matthews Correlation Coefficient (MCC) provides a measure of the quality of binary classifications.
It returns a value between -1 and 1 where 1 represents a perfect prediction, 0 represents no better
than random prediction, and -1 indicates total disagreement between prediction and observation.

  



    

  
    
      
    
    
      precision(y_true, y_pred, opts \\ [])



        
          
        

    

  


  

Computes the precision of the given predictions with respect to
the given targets for multi-class classification problems.
If the sum of true positives and false positives is 0, then the
result is 0 to avoid zero division.
Options
	:num_classes (pos_integer/0) - Required. Number of classes contained in the input tensors

Examples
iex> y_true = Nx.tensor([0, 1, 1, 1, 1, 0, 2, 1, 0, 1], type: :u32)
iex> y_pred = Nx.tensor([0, 2, 1, 1, 2, 2, 2, 0, 0, 1], type: :u32)
iex> Scholar.Metrics.Classification.precision(y_true, y_pred, num_classes: 3)
#Nx.Tensor<
  f32[3]
  [0.6666666865348816, 1.0, 0.25]
>

  



    

  
    
      
    
    
      precision_recall_curve(y_true, probabilities_predicted, distinct_value_indices, weights \\ 1.0)



        
          
        

    

  


  

Compute precision-recall pairs for different probability thresholds.
Note: this implementation is restricted to the binary classification task.
Examples
iex> y_true = Nx.tensor([0, 0, 1, 1])
iex> scores = Nx.tensor([0.1, 0.4, 0.35, 0.8])
iex> distinct_value_indices = Scholar.Metrics.Classification.distinct_value_indices(scores)
iex> weights = Nx.tensor([1, 1, 2, 2])
iex> {precision, recall, thresholds} = Scholar.Metrics.Classification.precision_recall_curve(y_true, scores, distinct_value_indices, weights)
iex> precision
#Nx.Tensor<
  f32[5]
  [0.6666666865348816, 0.800000011920929, 0.6666666865348816, 1.0, 1.0]
>
iex> recall
#Nx.Tensor<
  f32[5]
  [1.0, 1.0, 0.5, 0.5, 0.0]
>
iex> thresholds
#Nx.Tensor<
  f32[4]
  [0.10000000149011612, 0.3499999940395355, 0.4000000059604645, 0.800000011920929]
>

  



  
    
      
    
    
      precision_recall_fscore_support(y_true, y_pred, opts)



        
          
        

    

  


  

Calculates precision, recall, F-score and support for each
class. It also supports a beta argument which weights
recall more than precision by it's value.
Options
	:num_classes (pos_integer/0) - Required. Number of classes contained in the input tensors

	:average - This determines the type of averaging performed on the data.
	:macro - Calculate metrics for each label, and find their unweighted mean.
This does not take label imbalance into account.

	:weighted - Calculate metrics for each label, and find their average weighted by
support (the number of true instances for each label).

	:micro - Calculate metrics globally by counting the total true positives,
false negatives and false positives.

	:none - The F-score values for each class are returned.


The default value is :none.

	:beta - Determines the weight of recall in the combined score.
For values of beta > 1 it gives more weight to recall, while beta < 1 favors precision. The default value is 1.


Examples
iex> y_true = Nx.tensor([0, 1, 1, 1, 1, 0, 2, 1, 0, 1], type: :u32)
iex> y_pred = Nx.tensor([0, 2, 1, 1, 2, 2, 2, 0, 0, 1], type: :u32)
iex> Scholar.Metrics.Classification.precision_recall_fscore_support(y_true, y_pred, num_classes: 3)
{Nx.f32([0.6666666865348816, 1.0, 0.25]),
 Nx.f32([0.6666666865348816, 0.5, 1.0]),
 Nx.f32([0.6666666865348816, 0.6666666865348816, 0.4000000059604645]),
 Nx.u32([3, 6, 1])}
iex> Scholar.Metrics.Classification.precision_recall_fscore_support(y_true, y_pred, num_classes: 3, average: :macro)
{Nx.f32([0.6666666865348816, 1.0, 0.25]),
 Nx.f32([0.6666666865348816, 0.5, 1.0]),
 Nx.f32(0.5777778029441833),
 Nx.Constants.nan()}
iex> Scholar.Metrics.Classification.precision_recall_fscore_support(y_true, y_pred, num_classes: 3, average: :weighted)
{Nx.f32([0.6666666865348816, 1.0, 0.25]),
 Nx.f32([0.6666666865348816, 0.5, 1.0]),
 Nx.f32(0.6399999856948853),
 Nx.Constants.nan()}
iex> Scholar.Metrics.Classification.precision_recall_fscore_support(y_true, y_pred, num_classes: 3, average: :micro)
{Nx.f32(0.6000000238418579),
 Nx.f32(0.6000000238418579),
 Nx.f32(0.6000000238418579),
 Nx.Constants.nan()}

iex> y_true = Nx.tensor([1, 0, 1, 0], type: :u32)
iex> y_pred = Nx.tensor([0, 1, 0, 1], type: :u32)
iex> opts = [beta: 2, num_classes: 2, average: :none]
iex> Scholar.Metrics.Classification.precision_recall_fscore_support(y_true, y_pred, opts)
{Nx.f32([0.0, 0.0]),
 Nx.f32([0.0, 0.0]),
 Nx.f32([0.0, 0.0]),
 Nx.u32([2, 2])}

  



    

  
    
      
    
    
      recall(y_true, y_pred, opts \\ [])



        
          
        

    

  


  

Computes the recall of the given predictions with respect to
the given targets for multi-class classification problems.
If the sum of true positives and false negatives is 0, then the
result is 0 to avoid zero division.
Options
	:num_classes (pos_integer/0) - Required. Number of classes contained in the input tensors

Examples
iex> y_true = Nx.tensor([0, 1, 1, 1, 1, 0, 2, 1, 0, 1], type: :u32)
iex> y_pred = Nx.tensor([0, 2, 1, 1, 2, 2, 2, 0, 0, 1], type: :u32)
iex> Scholar.Metrics.Classification.recall(y_true, y_pred, num_classes: 3)
#Nx.Tensor<
  f32[3]
  [0.6666666865348816, 0.5, 1.0]
>

  



    

  
    
      
    
    
      roc_auc_score(y_true, y_score, distinct_value_indices, weights \\ 1.0)



        
          
        

    

  


  

Compute Area Under the Receiver Operating Characteristic Curve (ROC AUC) from prediction scores.
Note: this implementation is restricted to the binary classification task.
Examples
iex> y_true = Nx.tensor([0, 0, 1, 1])
iex> scores = Nx.tensor([0.1, 0.4, 0.35, 0.8])
iex> distinct_value_indices = Scholar.Metrics.Classification.distinct_value_indices(scores)
iex> weights = Nx.tensor([1, 1, 2, 2])
iex> Scholar.Metrics.Classification.roc_auc_score(y_true, scores, distinct_value_indices, weights)
#Nx.Tensor<
  f32
  0.75
>

  



    

  
    
      
    
    
      roc_curve(y_true, y_score, distinct_value_indices, weights \\ 1.0)



        
          
        

    

  


  

Compute Receiver operating characteristic (ROC).
Note: this implementation is restricted to the binary classification task.
Examples
iex> y_true = Nx.tensor([0, 0, 1, 1])
iex> scores = Nx.tensor([0.1, 0.4, 0.35, 0.8])
iex> distinct_value_indices = Scholar.Metrics.Classification.distinct_value_indices(scores)
iex> weights = Nx.tensor([1, 1, 2, 2])
iex> {fpr, tpr, thresholds} = Scholar.Metrics.Classification.roc_curve(y_true, scores, distinct_value_indices, weights)
iex> fpr
#Nx.Tensor<
  f32[5]
  [0.0, 0.0, 0.5, 0.5, 1.0]
>
iex> tpr
#Nx.Tensor<
  f32[5]
  [0.0, 0.5, 0.5, 1.0, 1.0]
>
iex> thresholds
#Nx.Tensor<
  f32[5]
  [1.7999999523162842, 0.800000011920929, 0.4000000059604645, 0.3499999940395355, 0.10000000149011612]
>

  



    

  
    
      
    
    
      sensitivity(y_true, y_pred, opts \\ [])



        
          
        

    

  


  

Computes the sensitivity of the given predictions with respect
to the given targets for multi-class classification problems.
Options
	:num_classes (pos_integer/0) - Required. Number of classes contained in the input tensors

Examples
iex> y_true = Nx.tensor([0, 1, 1, 1, 1, 0, 2, 1, 0, 1], type: :u32)
iex> y_pred = Nx.tensor([0, 2, 1, 1, 2, 2, 2, 0, 0, 1], type: :u32)
iex> Scholar.Metrics.Classification.sensitivity(y_true, y_pred, num_classes: 3)
#Nx.Tensor<
  f32[3]
  [0.6666666865348816, 0.5, 1.0]
>

  



    

  
    
      
    
    
      specificity(y_true, y_pred, opts \\ [])



        
          
        

    

  


  

Computes the specificity of the given predictions with respect
to the given targets for multi-class classification problems.
If the sum of true negatives and false positives is 0, then the
result is 0 to avoid zero division.
Options
	:num_classes (pos_integer/0) - Required. Number of classes contained in the input tensors

Examples
iex> y_true = Nx.tensor([0, 1, 1, 1, 1, 0, 2, 1, 0, 1], type: :u32)
iex> y_pred = Nx.tensor([0, 2, 1, 1, 2, 2, 2, 0, 0, 1], type: :u32)
iex> Scholar.Metrics.Classification.specificity(y_true, y_pred, num_classes: 3)
#Nx.Tensor<
  f32[3]
  [0.8571428656578064, 1.0, 0.6666666865348816]
>

  



    

  
    
      
    
    
      top_k_accuracy_score(y_true, y_prob, opts \\ [])



        
          
        

    

  


  

Top-k Accuracy classification score.
This metric computes the number of times where the correct label is
among the top k labels predicted (ranked by predicted scores).
For binary task assumed that y_score have values from 0 to 1.
Options
	:num_classes (pos_integer/0) - Required. Number of classes contained in the input tensors

	:k (integer/0) - Number of top elements to look at for computing accuracy. The default value is 5.

	:normalize (boolean/0) - If true, return the fraction of correctly classified samples.
Otherwise, return the number of correctly classified samples. The default value is true.


Examples
iex> y_true = Nx.tensor([0, 1, 2, 2, 0])
iex> y_score = Nx.tensor([[0.5, 0.2, 0.1], [0.3, 0.4, 0.5], [0.4, 0.3, 0.2], [0.1, 0.3, 0.6], [0.9, 0.1, 0.0]])
iex> Scholar.Metrics.Classification.top_k_accuracy_score(y_true, y_score, k: 2, num_classes: 3)
#Nx.Tensor<
  f32
  0.800000011920929
>

iex> y_true = Nx.tensor([0, 1, 2, 2, 0])
iex> y_score = Nx.tensor([[0.5, 0.2, 0.1], [0.3, 0.4, 0.5], [0.4, 0.3, 0.2], [0.1, 0.3, 0.6], [0.9, 0.1, 0.0]])
iex> Scholar.Metrics.Classification.top_k_accuracy_score(y_true, y_score, k: 2, num_classes: 3, normalize: false)
#Nx.Tensor<
  u32
  4
>

iex> y_true = Nx.tensor([0, 1, 0, 1, 0])
iex> y_score = Nx.tensor([0.55, 0.3, 0.1, -0.2, 0.99])
iex> Scholar.Metrics.Classification.top_k_accuracy_score(y_true, y_score, k: 1, num_classes: 2)
#Nx.Tensor<
  f32
  0.20000000298023224
>

  



    

  
    
      
    
    
      zero_one_loss(y_true, y_pred, opts \\ [])



        
          
        

    

  


  

Zero-one classification loss.
Options
	:normalize (boolean/0) - If true, return the fraction of incorrectly classified samples.
Otherwise, return the number of incorrectly classified samples. The default value is true.

Examples
iex> y_pred = Nx.tensor([1, 2, 3, 4])
iex> y_true = Nx.tensor([2, 2, 3, 4])
iex> Scholar.Metrics.Classification.zero_one_loss(y_true, y_pred)
#Nx.Tensor<
  f32
  0.25
>

iex> y_pred = Nx.tensor([1, 2, 3, 4])
iex> y_true = Nx.tensor([2, 2, 3, 4])
iex> Scholar.Metrics.Classification.zero_one_loss(y_true, y_pred, normalize: false)
#Nx.Tensor<
  u32
  1
>

  


        

      


  

    
Scholar.Metrics.Clustering 
    



      
Metrics related to clustering algorithms.

      


      
        Summary


  
    Functions
  


    
      
        silhouette_samples(x, labels, opts \\ [])

      


        Compute the Silhouette Coefficient for each sample.



    


    
      
        silhouette_score(x, labels, opts \\ [])

      


        Compute the mean Silhouette Coefficient of all samples.



    





      


      
        Functions


        


    

  
    
      
    
    
      silhouette_samples(x, labels, opts \\ [])



        
          
        

    

  


  

Compute the Silhouette Coefficient for each sample.
The silhouette value is a measure of how similar an object is to its own cluster (cohesion)
compared to other clusters (separation). The silhouette ranges from −1 to +1, where a high
value indicates that the object is well matched to its own cluster and poorly
matched to neighboring clusters. If most objects have a high value, then the
clustering configuration is appropriate. If many points have a low or negative
value, then the clustering configuration may have too many or too few clusters.
Time complexity of silhouette score is $O(N^2)$ where $N$ is the number of samples.
Options
	:num_clusters (pos_integer/0) - Required. Number of clusters in clustering.

Examples
iex> x = Nx.tensor([[0, 0], [1, 0], [1, 1], [3, 3], [4, 4.5]])
iex> labels = Nx.tensor([0, 0, 0, 1, 1])
iex> Scholar.Metrics.Clustering.silhouette_samples(x, labels, num_clusters: 2)
#Nx.Tensor<
  f32[5]
  [0.7647753357887268, 0.7781199216842651, 0.6754303574562073, 0.49344196915626526, 0.6627992987632751]
>

iex> x = Nx.tensor([[0.1, 0], [0, 1], [22, 65], [42, 3], [4.2, 51]])
iex> labels = Nx.tensor([0, 1, 2, 1, 1])
iex> Scholar.Metrics.Clustering.silhouette_samples(x, labels, num_clusters: 3)
#Nx.Tensor<
  f32[5]
  [0.0, -0.9782054424285889, 0.0, -0.18546827137470245, -0.5929659008979797]
>

  



    

  
    
      
    
    
      silhouette_score(x, labels, opts \\ [])



        
          
        

    

  


  

Compute the mean Silhouette Coefficient of all samples.
Options
	:num_clusters (pos_integer/0) - Required. Number of clusters in clustering.

Examples
iex> x = Nx.tensor([[0, 0], [1, 0], [1, 1], [3, 3], [4, 4.5]])
iex> labels = Nx.tensor([0, 0, 0, 1, 1])
iex> Scholar.Metrics.Clustering.silhouette_score(x, labels, num_clusters: 2)
#Nx.Tensor<
  f32
  0.6749133467674255
>

iex> x = Nx.tensor([[0.1, 0], [0, 1], [22, 65], [42, 3], [4.2, 51]])
iex> labels = Nx.tensor([0, 1, 2, 1, 1])
iex> Scholar.Metrics.Clustering.silhouette_score(x, labels, num_clusters: 3)
#Nx.Tensor<
  f32
  -0.35132792592048645
>

  


        

      


  

    
Scholar.Metrics.Distance 
    



      
Distance metrics between multi-dimensional tensors.
They all support distance calculations between any subset of axes.

      


      
        Summary


  
    Functions
  


    
      
        chebyshev(x, y, opts \\ [])

      


        Chebyshev or $L_{\infty}$ distance.



    


    
      
        cosine(x, y, opts \\ [])

      


        Cosine distance.



    


    
      
        euclidean(x, y, opts \\ [])

      


        Standard euclidean distance ($L_{2}$ distance).



    


    
      
        hamming(x, y, opts \\ [])

      


        Hamming distance.



    


    
      
        hamming(x, y, w, opts)

      


        Hamming distance in weighted version.



    


    
      
        manhattan(x, y, opts \\ [])

      


        Manhattan, Taxicab, or $L_{1}$ distance.



    


    
      
        minkowski(x, y, opts \\ [])

      


        Minkowski distance.



    


    
      
        pairwise_cosine(x)

      


        Pairwise cosine distance. It is equivalent to
Scholar.Metrics.Distance.pairwise_euclidean(x, x)



    


    
      
        pairwise_cosine(x, y)

      


        Pairwise cosine distance.



    


    
      
        pairwise_euclidean(x)

      


        Pairwise euclidean distance. It is equivalent to
Scholar.Metrics.Distance.pairwise_euclidean(x, x)



    


    
      
        pairwise_euclidean(x, y)

      


        Pairwise euclidean distance.



    


    
      
        pairwise_minkowski(x, y, opts \\ [])

      


        Computes the pairwise Minkowski distance.



    


    
      
        pairwise_squared_euclidean(x)

      


        Pairwise squared euclidean distance. It is equivalent to
Scholar.Metrics.Distance.pairwise_squared_euclidean(x, x)



    


    
      
        pairwise_squared_euclidean(x, y)

      


        Pairwise squared euclidean distance.



    


    
      
        squared_euclidean(x, y, opts \\ [])

      


        Squared euclidean distance.



    





      


      
        Functions


        


    

  
    
      
    
    
      chebyshev(x, y, opts \\ [])



        
          
        

    

  


  

Chebyshev or $L_{\infty}$ distance.
$$
D(x, y) = \max_i |x_i - y_i|
$$
Options
	:axes - Axes to calculate the distance over. By default the distance
is calculated between the whole tensors.

Examples
iex> x = Nx.tensor([1, 2])
iex> y = Nx.tensor([3, 2])
iex> Scholar.Metrics.Distance.chebyshev(x, y)
#Nx.Tensor<
  f32
  2.0
>

iex> x = Nx.tensor([1, 2])
iex> y = Nx.tensor([1, 2])
iex> Scholar.Metrics.Distance.chebyshev(x, y)
#Nx.Tensor<
  f32
  0.0
>

iex> x = Nx.tensor([1, 2])
iex> y = Nx.tensor([1, 2, 3])
iex> Scholar.Metrics.Distance.chebyshev(x, y)
** (ArgumentError) tensors must be broadcast compatible, got tensors with shapes {2} and {3}

iex> x = Nx.tensor([[1, 2, 5], [3, 4, 3]])
iex> y = Nx.tensor([[8, 3, 1], [2, 5, 2]])
iex> Scholar.Metrics.Distance.chebyshev(x, y, axes: [1])
#Nx.Tensor<
  f32[2]
  [7.0, 1.0]
>

iex> x = Nx.tensor([[6, 2, 9], [2, 5, 3]])
iex> y = Nx.tensor([[8, 3, 1]])
iex> Scholar.Metrics.Distance.chebyshev(x, y)
#Nx.Tensor<
  f32
  8.0
>

  



    

  
    
      
    
    
      cosine(x, y, opts \\ [])



        
          
        

    

  


  

Cosine distance.
$$
D(u, v) = 1 - \frac{u \cdot v}{\|u\|_2 \|v\|_2}
$$
Options
	:axes - Axes to calculate the distance over. By default the distance
is calculated between the whole tensors.

Examples
iex> x = Nx.tensor([1, 2])
iex> y = Nx.tensor([5, 2])
iex> Scholar.Metrics.Distance.cosine(x, y)
#Nx.Tensor<
  f32
  0.25259071588516235
>

iex> x = Nx.tensor([1, 2])
iex> y = Nx.tensor([1, 2, 3])
iex> Scholar.Metrics.Distance.cosine(x, y)
** (ArgumentError) tensors must be broadcast compatible, got tensors with shapes {2} and {3}

iex> x = Nx.tensor([[1, 2, 3], [0, 0, 0], [5, 2, 4]])
iex> y = Nx.tensor([[1, 5, 2], [2, 4, 1], [0, 0, 0]])
iex> Scholar.Metrics.Distance.cosine(x, y, axes: [1])
#Nx.Tensor<
  f32[3]
  [0.1704850196838379, 1.0, 1.0]
>

iex> x = Nx.tensor([[6, 2, 9], [2, 5, 3]])
iex> y = Nx.tensor([[8, 3, 1]])
iex> Scholar.Metrics.Distance.cosine(x, y)
#Nx.Tensor<
  f32
  0.10575336217880249
>

  



    

  
    
      
    
    
      euclidean(x, y, opts \\ [])



        
          
        

    

  


  

Standard euclidean distance ($L_{2}$ distance).
$$
D(x, y) = \sqrt{\sum_i (x_i - y_i)^2}
$$
Options
	:axes - Axes to calculate the distance over. By default the distance
is calculated between the whole tensors.

Examples
iex> x = Nx.tensor([1, 2])
iex> y = Nx.tensor([3, 2])
iex> Scholar.Metrics.Distance.euclidean(x, y)
#Nx.Tensor<
  f32
  2.0
>

iex> x = Nx.tensor([1, 2])
iex> y = Nx.tensor([1, 2])
iex> Scholar.Metrics.Distance.euclidean(x, y)
#Nx.Tensor<
  f32
  0.0
>

iex> x = Nx.tensor([1, 2])
iex> y = Nx.tensor([1, 2, 3])
iex> Scholar.Metrics.Distance.euclidean(x, y)
** (ArgumentError) tensors must be broadcast compatible, got tensors with shapes {2} and {3}

iex> x = Nx.tensor([[1, 2, 5], [3, 4, 3]])
iex> y = Nx.tensor([[8, 3, 1], [2, 5, 2]])
iex> Scholar.Metrics.Distance.euclidean(x, y, axes: [0])
#Nx.Tensor<
  f32[3]
  [7.071067810058594, 1.4142135381698608, 4.123105525970459]
>

iex> x = Nx.tensor([[6, 2, 9], [2, 5, 3]])
iex> y = Nx.tensor([[8, 3, 1]])
iex> Scholar.Metrics.Distance.euclidean(x, y)
#Nx.Tensor<
  f32
  10.630146026611328
>

  



    

  
    
      
    
    
      hamming(x, y, opts \\ [])



        
          
        

    

  


  

Hamming distance.
$$
hamming(x, y) = \frac{\left \lvert x\_{i, j, ...} \neq y\_{i, j, ...}\right \rvert}{\left \lvert x\_{i, j, ...}\right \rvert}
$$
where $i, j, ...$ are the aggregation axes
Options
	:axes - Axes to calculate the distance over. By default the distance
is calculated between the whole tensors.

Examples
iex> x = Nx.tensor([1, 0, 0])
iex> y = Nx.tensor([0, 1, 0])
iex> Scholar.Metrics.Distance.hamming(x, y)
#Nx.Tensor<
  f32
  0.6666666865348816
>

iex> x = Nx.tensor([1, 2])
iex> y = Nx.tensor([1, 2, 3])
iex> Scholar.Metrics.Distance.hamming(x, y)
** (ArgumentError) tensors must be broadcast compatible, got tensors with shapes {2} and {3}

iex> x = Nx.tensor([[1, 2, 3], [0, 0, 0], [5, 2, 4]])
iex> y = Nx.tensor([[1, 5, 2], [2, 4, 1], [0, 0, 0]])
iex> Scholar.Metrics.Distance.hamming(x, y, axes: [1])
#Nx.Tensor<
  f32[3]
  [0.6666666865348816, 1.0, 1.0]
>

iex> x = Nx.tensor([[6, 2, 9], [2, 5, 3]])
iex> y = Nx.tensor([[8, 3, 1]])
iex> Scholar.Metrics.Distance.hamming(x, y)
#Nx.Tensor<
  f32
  1.0
>

  



  
    
      
    
    
      hamming(x, y, w, opts)



        
          
        

    

  


  

Hamming distance in weighted version.
Options
	:axes - Axes to calculate the distance over. By default the distance
is calculated between the whole tensors.

Examples
iex> x = Nx.tensor([1, 0, 0])
iex> y = Nx.tensor([0, 1, 0])
iex> weights = Nx.tensor([1, 0.5, 0.5])
iex> Scholar.Metrics.Distance.hamming(x, y, weights)
#Nx.Tensor<
  f32
  0.75
>

iex> x = Nx.tensor([[6, 2, 9], [2, 5, 3]])
iex> y = Nx.tensor([[8, 3, 1]])
iex> weights = Nx.tensor([1, 0.5, 0.5])
iex> Scholar.Metrics.Distance.hamming(x, y, weights, axes: [1])
#Nx.Tensor<
  f32[2]
  [1.0, 1.0]
>

  



    

  
    
      
    
    
      manhattan(x, y, opts \\ [])



        
          
        

    

  


  

Manhattan, Taxicab, or $L_{1}$ distance.
$$
D(x, y) = \sum_i |x_i - y_i|
$$
Options
	:axes - Axes to calculate the distance over. By default the distance
is calculated between the whole tensors.

Examples
iex> x = Nx.tensor([1, 2])
iex> y = Nx.tensor([3, 2])
iex> Scholar.Metrics.Distance.manhattan(x, y)
#Nx.Tensor<
  f32
  2.0
>

iex> x = Nx.tensor([1.0, 2.0])
iex> y = Nx.tensor([1, 2])
iex> Scholar.Metrics.Distance.manhattan(x, y)
#Nx.Tensor<
  f32
  0.0
>

iex> x = Nx.tensor([1, 2])
iex> y = Nx.tensor([1, 2, 3])
iex> Scholar.Metrics.Distance.manhattan(x, y)
** (ArgumentError) tensors must be broadcast compatible, got tensors with shapes {2} and {3}

iex> x = Nx.tensor([[1, 2, 5], [3, 4, 3]])
iex> y = Nx.tensor([[8, 3, 1], [2, 5, 2]])
iex> Scholar.Metrics.Distance.manhattan(x, y, axes: [0])
#Nx.Tensor<
  f32[3]
  [8.0, 2.0, 5.0]
>

iex> x = Nx.tensor([[6, 2, 9], [2, 5, 3]])
iex> y = Nx.tensor([[8, 3, 1]])
iex> Scholar.Metrics.Distance.manhattan(x, y)
#Nx.Tensor<
  f32
  21.0
>

  



    

  
    
      
    
    
      minkowski(x, y, opts \\ [])



        
          
        

    

  


  

Minkowski distance.
$$
D(x, y) = \left(\sum_i |x_i - y_i|^p\right)^{\frac{1}{p}}
$$
Options
	:axes - Axes to calculate the distance over. By default the distance
is calculated between the whole tensors.

	:p - A positive parameter of Minkowski distance or :infinity (then Chebyshev metric computed). The default value is 2.0.


Examples
iex> x = Nx.tensor([1, 2])
iex> y = Nx.tensor([5, 2])
iex> Scholar.Metrics.Distance.minkowski(x, y)
#Nx.Tensor<
  f32
  4.0
>

iex> x = Nx.tensor([1, 2])
iex> y = Nx.tensor([1, 2])
iex> Scholar.Metrics.Distance.minkowski(x, y)
#Nx.Tensor<
  f32
  0.0
>

iex> x = Nx.tensor([1, 2])
iex> y = Nx.tensor([1, 2, 3])
iex> Scholar.Metrics.Distance.minkowski(x, y)
** (ArgumentError) tensors must be broadcast compatible, got tensors with shapes {2} and {3}

iex> x = Nx.tensor([[1, 2, 5], [3, 4, 3]])
iex> y = Nx.tensor([[8, 3, 1], [2, 5, 2]])
iex> Scholar.Metrics.Distance.minkowski(x, y, p: 2.5, axes: [0])
#Nx.Tensor<
  f32[3]
  [7.021548271179199, 1.3195079565048218, 4.049539089202881]
>

iex> x = Nx.tensor([[6, 2, 9], [2, 5, 3]])
iex> y = Nx.tensor([[8, 3, 1]])
iex> Scholar.Metrics.Distance.minkowski(x, y, p: 2.5)
#Nx.Tensor<
  f32
  9.621805191040039
>

  



  
    
      
    
    
      pairwise_cosine(x)



        
          
        

    

  


  

Pairwise cosine distance. It is equivalent to
Scholar.Metrics.Distance.pairwise_euclidean(x, x)
Examples
iex> x = Nx.iota({6, 6})
iex> Scholar.Metrics.Distance.pairwise_cosine(x)
#Nx.Tensor<
  f32[6][6]
  [
    [0.0, 0.0793418288230896, 0.1139642596244812, 0.13029760122299194, 0.1397092342376709, 0.14581435918807983],
    [0.0793418288230896, 0.0, 0.0032819509506225586, 0.006624102592468262, 0.008954286575317383, 0.01060718297958374],
    [0.1139642596244812, 0.0032819509506225586, 0.0, 5.82277774810791e-4, 0.0013980269432067871, 0.0020949840545654297],
    [0.13029760122299194, 0.006624102592468262, 5.82277774810791e-4, 0.0, 1.7595291137695312e-4, 4.686713218688965e-4],
    [0.1397092342376709, 0.008954286575317383, 0.0013980269432067871, 1.7595291137695312e-4, 0.0, 7.027387619018555e-5],
    [0.14581435918807983, 0.01060718297958374, 0.0020949840545654297, 4.686713218688965e-4, 7.027387619018555e-5, 0.0]
  ]
>

  



  
    
      
    
    
      pairwise_cosine(x, y)



        
          
        

    

  


  

Pairwise cosine distance.
Examples
iex> x = Nx.iota({6, 6})
iex> y = Nx.reverse(x)
iex> Scholar.Metrics.Distance.pairwise_cosine(x, y)
#Nx.Tensor<
  f32[6][6]
  [
    [0.2050153613090515, 0.21226388216018677, 0.22395789623260498, 0.24592703580856323, 0.30156970024108887, 0.6363636255264282],
    [0.03128105401992798, 0.03429150581359863, 0.039331674575805664, 0.049365341663360596, 0.07760530710220337, 0.30156970024108887],
    [0.014371514320373535, 0.01644366979598999, 0.020004630088806152, 0.02736520767211914, 0.049365341663360596, 0.24592703580856323],
    [0.0091819167137146, 0.010854601860046387, 0.013785064220428467, 0.020004630088806152, 0.039331674575805664, 0.22395789623260498],
    [0.006820023059844971, 0.008272230625152588, 0.010854601860046387, 0.01644366979598999, 0.03429150581359863, 0.21226388216018677],
    [0.005507469177246094, 0.006820023059844971, 0.0091819167137146, 0.014371514320373535, 0.03128105401992798, 0.2050153613090515]
  ]
>

  



  
    
      
    
    
      pairwise_euclidean(x)



        
          
        

    

  


  

Pairwise euclidean distance. It is equivalent to
Scholar.Metrics.Distance.pairwise_euclidean(x, x)
Examples
iex> x = Nx.iota({6, 6})
iex> Scholar.Metrics.Distance.pairwise_euclidean(x)
#Nx.Tensor<
  f32[6][6]
  [
    [0.0, 14.696938514709473, 29.393877029418945, 44.090816497802734, 58.78775405883789, 73.48469543457031],
    [14.696938514709473, 0.0, 14.696938514709473, 29.393877029418945, 44.090816497802734, 58.78775405883789],
    [29.393877029418945, 14.696938514709473, 0.0, 14.696938514709473, 29.393877029418945, 44.090816497802734],
    [44.090816497802734, 29.393877029418945, 14.696938514709473, 0.0, 14.696938514709473, 29.393877029418945],
    [58.78775405883789, 44.090816497802734, 29.393877029418945, 14.696938514709473, 0.0, 14.696938514709473],
    [73.48469543457031, 58.78775405883789, 44.090816497802734, 29.393877029418945, 14.696938514709473, 0.0]
  ]
>

  



  
    
      
    
    
      pairwise_euclidean(x, y)



        
          
        

    

  


  

Pairwise euclidean distance.
Examples
iex> x = Nx.iota({2, 3})
iex> y = Nx.reverse(x)
iex> Scholar.Metrics.Distance.pairwise_euclidean(x, y)
#Nx.Tensor<
  f32[2][2]
  [
    [5.916079998016357, 2.8284270763397217],
    [2.8284270763397217, 5.916079998016357]
  ]
>

  



    

  
    
      
    
    
      pairwise_minkowski(x, y, opts \\ [])



        
          
        

    

  


  

Computes the pairwise Minkowski distance.
Examples
iex> x = Nx.iota({2, 3})
iex> y = Nx.reverse(x)
iex> Scholar.Metrics.Distance.pairwise_minkowski(x, y)
#Nx.Tensor<
  f32[2][2]
  [
    [5.916079998016357, 2.8284270763397217],
    [2.8284270763397217, 5.916079998016357]
  ]
>

  



  
    
      
    
    
      pairwise_squared_euclidean(x)



        
          
        

    

  


  

Pairwise squared euclidean distance. It is equivalent to
Scholar.Metrics.Distance.pairwise_squared_euclidean(x, x)
Examples
iex> x = Nx.iota({6, 6})
iex> Scholar.Metrics.Distance.pairwise_squared_euclidean(x)
#Nx.Tensor<
  s32[6][6]
  [
    [0, 216, 864, 1944, 3456, 5400],
    [216, 0, 216, 864, 1944, 3456],
    [864, 216, 0, 216, 864, 1944],
    [1944, 864, 216, 0, 216, 864],
    [3456, 1944, 864, 216, 0, 216],
    [5400, 3456, 1944, 864, 216, 0]
  ]
>

  



  
    
      
    
    
      pairwise_squared_euclidean(x, y)



        
          
        

    

  


  

Pairwise squared euclidean distance.
Examples
iex> x = Nx.iota({6, 6})
iex> y = Nx.reverse(x)
iex> Scholar.Metrics.Distance.pairwise_squared_euclidean(x, y)
#Nx.Tensor<
  s32[6][6]
  [
    [5470, 3526, 2014, 934, 286, 70],
    [3526, 2014, 934, 286, 70, 286],
    [2014, 934, 286, 70, 286, 934],
    [934, 286, 70, 286, 934, 2014],
    [286, 70, 286, 934, 2014, 3526],
    [70, 286, 934, 2014, 3526, 5470]
  ]
>

  



    

  
    
      
    
    
      squared_euclidean(x, y, opts \\ [])



        
          
        

    

  


  

Squared euclidean distance.
$$
D(x, y) = \sum_i (x_i - y_i)^2
$$
Options
	:axes - Axes to calculate the distance over. By default the distance
is calculated between the whole tensors.

Examples
iex> x = Nx.tensor([1, 2])
iex> y = Nx.tensor([3, 2])
iex> Scholar.Metrics.Distance.squared_euclidean(x, y)
#Nx.Tensor<
  f32
  4.0
>

iex> x = Nx.tensor([1, 2])
iex> y = Nx.tensor([1.0, 2.0])
iex> Scholar.Metrics.Distance.squared_euclidean(x, y)
#Nx.Tensor<
  f32
  0.0
>

iex> x = Nx.tensor([1, 2])
iex> y = Nx.tensor([1, 2, 3])
iex> Scholar.Metrics.Distance.squared_euclidean(x, y)
** (ArgumentError) tensors must be broadcast compatible, got tensors with shapes {2} and {3}

iex> x = Nx.tensor([[1, 2, 5], [3, 4, 3]])
iex> y = Nx.tensor([[8, 3, 1], [2, 5, 2]])
iex> Scholar.Metrics.Distance.squared_euclidean(x, y, axes: [0])
#Nx.Tensor<
  f32[3]
  [50.0, 2.0, 17.0]
>

iex> x = Nx.tensor([[6, 2, 9], [2, 5, 3]])
iex> y = Nx.tensor([[8, 3, 1]])
iex> Scholar.Metrics.Distance.squared_euclidean(x, y)
#Nx.Tensor<
  f32
  113.0
>

  


        

      


  

    
Scholar.Metrics.Neighbors 
    



      
Metrics for evaluating the results of approximate k-nearest neighbor search algorithms.

      


      
        Summary


  
    Functions
  


    
      
        recall(neighbors_true, neighbors_pred)

      


        Computes the recall of predicted k-nearest neighbors given the true k-nearest neighbors.
Recall is defined as the average fraction of nearest neighbors the algorithm predicted correctly.



    





      


      
        Functions


        


  
    
      
    
    
      recall(neighbors_true, neighbors_pred)



        
          
        

    

  


  

Computes the recall of predicted k-nearest neighbors given the true k-nearest neighbors.
Recall is defined as the average fraction of nearest neighbors the algorithm predicted correctly.
Examples
iex> neighbors_true = Nx.tensor([[0, 1], [1, 2], [2, 1]])
iex> Scholar.Metrics.Neighbors.recall(neighbors_true, neighbors_true)
#Nx.Tensor<
  f32
  1.0
>

iex> neighbors_true = Nx.tensor([[0, 1], [1, 2], [2, 1]])
iex> neighbors_pred = Nx.tensor([[0, 1], [1, 0], [2, 0]])
iex> Scholar.Metrics.Neighbors.recall(neighbors_true, neighbors_pred)
#Nx.Tensor<
  f32
  0.6666666865348816
>

  


        

      


  

    
Scholar.Metrics.Ranking 
    



      
Provides metrics and calculations related to ranking quality.
Ranking metrics evaluate the quality of ordered lists of items,
often used in information retrieval and recommendation systems.
This module currently supports the following ranking metrics:
	Discounted Cumulative Gain (DCG)


      


      
        Summary


  
    Functions
  


    
      
        dcg(y_true, y_score, opts \\ [])

      


    


    
      
        dcg_n(y_true, y_score, opts)

      


        


    


    
      
        ndcg_n(y_true, y_score, opts \\ [])

      


        Computes the normalized discounted cumulative gain (NDCG) based on true relevance scores y_true and their respective predicted scores y_score.



    





      


      
        Functions


        


    

  
    
      
    
    
      dcg(y_true, y_score, opts \\ [])



        
          
        

    

  


  


  



  
    
      
    
    
      dcg_n(y_true, y_score, opts)



        
          
        

    

  


  

Options
	:k - Truncation parameter to consider only the top-k elements.

Computes the DCG based on true relevance scores (y_true) and their respective predicted scores (y_score).

  



    

  
    
      
    
    
      ndcg_n(y_true, y_score, opts \\ [])



        
          
        

    

  


  

Computes the normalized discounted cumulative gain (NDCG) based on true relevance scores y_true and their respective predicted scores y_score.
Options
	:k - Truncation parameter to consider only the top-k elements.

Examples
iex> true_relevance = Nx.tensor([10, 0, 0, 1, 5])
iex> scores = Nx.tensor([0.1, 0.2, 0.3, 4, 70])
iex> Scholar.Metrics.Ranking.ndcg_n(true_relevance, scores)
#Nx.Tensor<
  f32
  0.6956940293312073
>
iex> scores = Nx.tensor([0.05, 1.1, 1.0, 0.5, 0.0])
iex> Scholar.Metrics.Ranking.ndcg_n(true_relevance, scores)
#Nx.Tensor<
  f32
  0.4936802089214325
>
iex> scores = Nx.tensor([0.05, 1.1, 1.0, 0.5, 0.0])
iex> Scholar.Metrics.Ranking.ndcg_n(true_relevance, scores, k: 4)
#Nx.Tensor<
  f32
  0.352024108171463
>
iex> Scholar.Metrics.Ranking.ndcg_n(true_relevance, true_relevance, k: 4)
#Nx.Tensor<
  f32
  1.0
>

  


        

      


  

    
Scholar.Metrics.Regression 
    



      
Regression Metric functions.
Metrics are used to measure the performance and compare
the performance of any kind of regressor in
easy-to-understand terms.
All of the functions in this module are implemented as
numerical functions and can be JIT or AOT compiled with
any supported Nx compiler.

      


      
        Summary


  
    Functions
  


    
      
        d2_absolute_error_score(y_true, y_pred, opts \\ [])

      


        D^2 regression score function, fraction of absolute error explained.



    


    
      
        d2_absolute_error_score_n(y_true, y_pred, opts \\ [])

      


    


    
      
        d2_pinball_score(y_true, y_pred, opts \\ [])

      


        D^2 regression score function, fraction of pinball loss explained.



    


    
      
        d2_tweedie_score(y_true, y_pred, power)

      


        $D^2$ regression score function, fraction of Tweedie
deviance explained.



    


    
      
        explained_variance_score(y_true, y_pred, opts \\ [])

      


        Explained variance regression score function.



    


    
      
        max_residual_error(y_true, y_pred)

      


        Calculates the maximum residual error.



    


    
      
        mean_absolute_error(y_true, y_pred, opts \\ [])

      


        Calculates the mean absolute error of predictions
with respect to targets.



    


    
      
        mean_absolute_error_n(y_true, y_pred, opts \\ [])

      


    


    
      
        mean_absolute_percentage_error(y_true, y_pred, opts \\ [])

      


        Calculates the mean absolute percentage error of predictions
with respect to targets. If y_true values are equal or close
to zero, it returns an arbitrarily large value.



    


    
      
        mean_gamma_deviance(y_true, y_pred, opts \\ [])

      


        Calculates the mean Gamma deviance of predictions
with respect to targets.



    


    
      
        mean_pinball_loss(y_true, y_pred, opts \\ [])

      


        Calculates the mean pinball loss to evaluate predictive performance of quantile regression models.



    


    
      
        mean_poisson_deviance(y_true, y_pred, opts \\ [])

      


        Calculates the mean Poisson deviance of predictions
with respect to targets.



    


    
      
        mean_square_error(y_true, y_pred, opts \\ [])

      


        Calculates the mean square error of predictions
with respect to targets.



    


    
      
        mean_square_log_error(y_true, y_pred, opts \\ [])

      


        Calculates the mean square logarithmic error of predictions
with respect to targets.



    


    
      
        mean_tweedie_deviance(y_true, y_pred, power, opts \\ [])

      


        Calculates the mean Tweedie deviance of predictions
with respect to targets. Includes the Gaussian, Poisson,
Gamma and inverse-Gaussian families as special cases.



    


    
      
        mean_tweedie_deviance!(y_true, y_pred, power, opts \\ [])

      


        Similar to mean_tweedie_deviance/3 but raises RuntimeError if the
inputs cannot be used with the given power argument.



    


    
      
        quantile(tensor, q)

      


    


    
      
        r2_score(y_true, y_pred, opts \\ [])

      


        Calculates the $R^2$ score of predictions with respect to targets.



    





      


      
        Functions


        


    

  
    
      
    
    
      d2_absolute_error_score(y_true, y_pred, opts \\ [])



        
          
        

    

  


  

D^2 regression score function, fraction of absolute error explained.
Best possible score is 1.0 and it can be negative (because the model can be
arbitrarily worse). A model that always uses the empirical median of y_true
as constant prediction, disregarding the input features,
gets a D^2 score of 0.0.
Options
#{NimbleOptions.docs(@general_schema)}
Return Values
It returns float or tensor of floats.
Examples
iex> y_true = Nx.tensor([1, 2, 3])
iex> y_pred = Nx.tensor([1, 2, 3])
iex> Scholar.Metrics.Regression.d2_absolute_error_score(y_true, y_pred)
#Nx.Tensor<
  f32
  1.0
>
iex> y_true = Nx.tensor([1, 2, 3])
iex> y_pred = Nx.tensor([2, 2, 2])
iex> Scholar.Metrics.Regression.d2_absolute_error_score(y_true, y_pred)
#Nx.Tensor<
  f32
  0.0
>
iex> y_true = Nx.tensor([1, 2, 3])
iex> y_pred = Nx.tensor([3, 2, 1])
iex> Scholar.Metrics.Regression.d2_absolute_error_score(y_true, y_pred)
#Nx.Tensor<
  f32
  -1.0
>
iex> y_true = Nx.tensor([3, -0.5, 2, 7])
iex> y_pred = Nx.tensor([2.5, 0.0, 2, 8])
iex> Scholar.Metrics.Regression.d2_absolute_error_score(y_true, y_pred)
#Nx.Tensor<
  f32
  0.7647058963775635
>
iex> y_true = Nx.tensor([[0.5, 1], [-1, 1], [7, -6]], type: {:f, 64})
iex> y_pred = Nx.tensor([[0, 2], [-1, 2], [8, -5]], type: {:f, 64})
iex> Scholar.Metrics.Regression.d2_absolute_error_score(y_true, y_pred)
#Nx.Tensor<
  f64
  0.6919642857142856
>
iex> y_true = Nx.tensor([[0.5, 1], [-1, 1], [7, -6]])
iex> y_pred = Nx.tensor([[0, 2], [-1, 2], [8, -5]])
iex> Scholar.Metrics.Regression.d2_absolute_error_score(y_true, y_pred, axes: [0])
#Nx.Tensor<
  f32[2]
  [0.8125, 0.5714285373687744]
>

  



    

  
    
      
    
    
      d2_absolute_error_score_n(y_true, y_pred, opts \\ [])



        
          
        

    

  


  


  



    

  
    
      
    
    
      d2_pinball_score(y_true, y_pred, opts \\ [])



        
          
        

    

  


  

D^2 regression score function, fraction of pinball loss explained.
Best possible score is 1.0 and it can be negative (because the model can be
arbitrarily worse). A model that always uses the empirical alpha-quantile of
y_true as constant prediction, disregarding the input features,
gets a D^2 score of 0.0.
Options
#{NimbleOptions.docs(@d2_pinball_score_schema)}
Return Values
It returns float or tensor of floats.
Examples
iex> y_true = Nx.tensor([1, 2, 3])
iex> y_pred = Nx.tensor([1, 3, 3])
iex> Scholar.Metrics.Regression.d2_pinball_score(y_true, y_pred)
#Nx.Tensor<
  f32
  0.5
>
iex> Scholar.Metrics.Regression.d2_pinball_score(y_true, y_pred, alpha: 0.9)
#Nx.Tensor<
  f32
  0.7727271914482117
>
iex> Scholar.Metrics.Regression.d2_pinball_score(y_true, y_true, alpha: 0.1)
#Nx.Tensor<
  f32
  1.0
>
iex> y_true = Nx.tensor([[0.5, 1], [-1, 1], [7, -6]])
iex> y_pred = Nx.tensor([[0, 2], [-1, 2], [8, -5]])
iex> Scholar.Metrics.Regression.d2_pinball_score(y_true, y_pred, axes: [0])
#Nx.Tensor<
  f32[2]
  [0.8125, 0.5714285373687744]
>

  



  
    
      
    
    
      d2_tweedie_score(y_true, y_pred, power)



        
          
        

    

  


  

$D^2$ regression score function, fraction of Tweedie
deviance explained.
Best possible score is 1.0, lower values are worse and it
can also be negative.
Since it uses the mean Tweedie deviance, it also includes
the Gaussian, Poisson, Gamma and inverse-Gaussian
distribution families as special cases.
Examples
iex> y_true = Nx.tensor([1, 1, 1, 1, 1, 2, 2, 1, 3, 1], type: :u32)
iex> y_pred = Nx.tensor([2, 2, 1, 1, 2, 2, 2, 1, 3, 1], type: :u32)
iex> Scholar.Metrics.Regression.d2_tweedie_score(y_true, y_pred, 1)
#Nx.Tensor<
  f32
  0.32202935218811035
>

  



    

  
    
      
    
    
      explained_variance_score(y_true, y_pred, opts \\ [])



        
          
        

    

  


  

Explained variance regression score function.
Best possible score is 1.0, lower values are worse.
Options
	:force_finite (boolean/0) - Flag indicating if NaN and -Inf scores resulting from constant data should be replaced with real numbers
(1.0 if prediction is perfect, 0.0 otherwise) The default value is true.

	:axes - Axes to calculate the distance over. By default the distance
is calculated between the whole tensors.


Examples
iex> y_true = Nx.tensor([3, -0.5, 2, 7], type: {:f, 32})
iex> y_pred = Nx.tensor([2.5, 0.0, 2, 8], type: {:f, 32})
iex> Scholar.Metrics.Regression.explained_variance_score(y_true, y_pred)
#Nx.Tensor<
  f32
  0.9571734666824341
>

iex> y_true = Nx.tensor([-2.0, -2.0, -2.0], type: :f64)
iex> y_pred = Nx.tensor([-2.0, -2.0, -2.0 + 1.0e-8], type: :f64)
iex> Scholar.Metrics.Regression.explained_variance_score(y_true, y_pred, force_finite: true)
#Nx.Tensor<
  f64
  0.0
>

iex> y_true = Nx.tensor([-2.0, -2.0, -2.0], type: :f64)
iex> y_pred = Nx.tensor([-2.0, -2.0, -2.0 + 1.0e-8], type: :f64)
iex> Scholar.Metrics.Regression.explained_variance_score(y_true, y_pred, force_finite: false)
#Nx.Tensor<
  f64
  -Inf
>

iex> y_true = Nx.tensor([-2.0, -2.0, -2.0])
iex> y_pred = Nx.tensor([-2.0, -2.0, -2.0])
iex> Scholar.Metrics.Regression.explained_variance_score(y_true, y_pred, force_finite: false)
#Nx.Tensor<
  f32
  NaN
>

iex> y_true = Nx.tensor([-2.0, -2.0, -2.0])
iex> y_pred = Nx.tensor([-2.0, -2.0, -2.0])
iex> Scholar.Metrics.Regression.explained_variance_score(y_true, y_pred, force_finite: true)
#Nx.Tensor<
  f32
  1.0
>

iex> y_true = Nx.tensor([[3, -0.5], [2, 7]], type: {:f, 32})
iex> y_pred = Nx.tensor([[2.5, 0.0], [2, 8]], type: {:f, 32})
iex> Scholar.Metrics.Regression.explained_variance_score(y_true, y_pred, axes: [0])
#Nx.Tensor<
  f32[2]
  [0.75, 0.995555579662323]
>

  



  
    
      
    
    
      max_residual_error(y_true, y_pred)



        
          
        

    

  


  

Calculates the maximum residual error.
The residual error is defined as $$
|y - \hat{y}|
$$ where $y$ is a true value
and $\hat{y}$ is a predicted value.
This function returns the maximum residual error over all samples in the
input: $max(|y_i - \hat{y_i}|)$. For perfect predictions, the maximum
residual error is 0.0.
Examples
iex> y_true = Nx.tensor([3, -0.5, 2, 7])
iex> y_pred = Nx.tensor([2.5, 0.0, 2, 8.5])
iex> Scholar.Metrics.Regression.max_residual_error(y_true, y_pred)
#Nx.Tensor<
  f32
  1.5
>

  



    

  
    
      
    
    
      mean_absolute_error(y_true, y_pred, opts \\ [])



        
          
        

    

  


  

Calculates the mean absolute error of predictions
with respect to targets.
$$
MAE = \frac{\sum_{i=1}^{n} |\hat{y_i} - y_i|}{n}
$$
Options
#{NimbleOptions.docs(@general_schema)}
Examples
iex> y_true = Nx.tensor([[0.0, 1.0], [0.0, 0.0]])
iex> y_pred = Nx.tensor([[1.0, 1.0], [1.0, 0.0]])
iex> Scholar.Metrics.Regression.mean_absolute_error(y_true, y_pred)
#Nx.Tensor<
  f32
  0.5
>
iex> Scholar.Metrics.Regression.mean_absolute_error(y_true, y_pred, axes: [0])
#Nx.Tensor<
  f32[2]
  [1.0, 0.0]
>

  



    

  
    
      
    
    
      mean_absolute_error_n(y_true, y_pred, opts \\ [])



        
          
        

    

  


  


  



    

  
    
      
    
    
      mean_absolute_percentage_error(y_true, y_pred, opts \\ [])



        
          
        

    

  


  

Calculates the mean absolute percentage error of predictions
with respect to targets. If y_true values are equal or close
to zero, it returns an arbitrarily large value.
$$
MAPE = \frac{\sum_{i=1}^{n} \frac{|\hat{y_i} - y_i|}{max(\epsilon, \hat{y_i})}}{n}
$$
Options
#{NimbleOptions.docs(@general_schema)}
Examples
iex> y_true = Nx.tensor([3, -0.5, 2, 7])
iex> y_pred = Nx.tensor([2.5, 0.0, 2, 8])
iex> Scholar.Metrics.Regression.mean_absolute_percentage_error(y_true, y_pred)
#Nx.Tensor<
  f32
  0.3273809552192688
>

iex> y_true = Nx.tensor([1.0, 0.0, 2.4, 7.0])
iex> y_pred = Nx.tensor([1.2, 0.1, 2.4, 8.0])
iex> Scholar.Metrics.Regression.mean_absolute_percentage_error(y_true, y_pred)
#Nx.Tensor<
  f32
  209715.28125
>
iex> y_true = Nx.tensor([[0.5, 1], [-1, 1], [7, -6]])
iex> y_pred = Nx.tensor([[0, 2], [-1, 2], [8, -5]])
iex> Scholar.Metrics.Regression.mean_absolute_percentage_error(y_true, y_pred, axes: [0])
#Nx.Tensor<
  f32[2]
  [0.380952388048172, 0.7222222685813904]
>

  



    

  
    
      
    
    
      mean_gamma_deviance(y_true, y_pred, opts \\ [])



        
          
        

    

  


  

Calculates the mean Gamma deviance of predictions
with respect to targets.
Options
	:axes - Axes to calculate the distance over. By default the distance
is calculated between the whole tensors.

Examples
iex> y_true = Nx.tensor([1, 1, 1, 1, 1, 2, 2, 1, 3, 1], type: :u32)
iex> y_pred = Nx.tensor([2, 2, 1, 1, 2, 2, 2, 1, 3, 1], type: :u32)
iex> Scholar.Metrics.Regression.mean_gamma_deviance(y_true, y_pred)
#Nx.Tensor<
  f32
  0.115888312458992
>
iex> y_true = Nx.tensor([[1, 1, 1, 1, 1], [2, 2, 1, 3, 1]], type: :u32)
iex> y_pred = Nx.tensor([[2, 2, 1, 1, 2], [2, 2, 1, 3, 1]], type: :u32)
iex> Scholar.Metrics.Regression.mean_gamma_deviance(y_true, y_pred, axes: [0])
#Nx.Tensor<
  f32[5]
  [0.1931471824645996, 0.1931471824645996, 0.0, 0.0, 0.1931471824645996]
>

  



    

  
    
      
    
    
      mean_pinball_loss(y_true, y_pred, opts \\ [])



        
          
        

    

  


  

Calculates the mean pinball loss to evaluate predictive performance of quantile regression models.
$$
pinball(y, \hat{y}) = \frac{1}{n) \sum_{i=1}^{n} \alpha max(\hat{y_i} - y_i, 0) +
(1 - \alpha) max(\hat{y_i} - y_i, 0)
$$
The residual error is defined as $$
|y - \hat{y}|
$$ where $y$ is a true value
and $\hat{y}$ is a predicted value.
Options
#{NimbleOptions.docs(@mean_pinball_loss_schema)}
Examples
iex> y_true = Nx.tensor([1, 2, 3])
iex> y_pred = Nx.tensor([2, 3, 4])
iex> Scholar.Metrics.Regression.mean_pinball_loss(y_true, y_pred)
#Nx.Tensor<
  f32
  0.5
>
iex> y_true = Nx.tensor([[1, 0, 0, 1], [0, 1, 1, 1], [1, 1, 0, 1]])
iex> y_pred = Nx.tensor([[0, 0, 0, 1], [1, 0, 1, 1], [0, 0, 0, 1]])
iex> Scholar.Metrics.Regression.mean_pinball_loss(y_true, y_pred, alpha: 0.5, axes: [0])
#Nx.Tensor<
  f32[4]
  [0.5, 0.3333333432674408, 0.0, 0.0]
>

  



    

  
    
      
    
    
      mean_poisson_deviance(y_true, y_pred, opts \\ [])



        
          
        

    

  


  

Calculates the mean Poisson deviance of predictions
with respect to targets.
Options
	:axes - Axes to calculate the distance over. By default the distance
is calculated between the whole tensors.

Examples
iex> y_true = Nx.tensor([1, 1, 1, 1, 1, 2, 2, 1, 3, 1], type: :u32)
iex> y_pred = Nx.tensor([2, 2, 1, 1, 2, 2, 2, 1, 3, 1], type: :u32)
iex> Scholar.Metrics.Regression.mean_poisson_deviance(y_true, y_pred)
#Nx.Tensor<
  f32
  0.18411168456077576
>

iex> y_true = Nx.tensor([[1, 1, 1, 1], [1, 2, 2, 1]], type: :u32)
iex> y_pred = Nx.tensor([[2, 2, 1, 1], [2, 2, 2, 1]], type: :u32)
iex> Scholar.Metrics.Regression.mean_poisson_deviance(y_true, y_pred, axes: [1])
#Nx.Tensor<
  f32[2]
  [0.3068528175354004, 0.1534264087677002]
>

  



    

  
    
      
    
    
      mean_square_error(y_true, y_pred, opts \\ [])



        
          
        

    

  


  

Calculates the mean square error of predictions
with respect to targets.
$$
MSE = \frac{\sum_{i=1}^{n} (\hat{y_i} - y_i)^2}{n}
$$
Options
#{NimbleOptions.docs(@general_schema)}
Examples
iex> y_true = Nx.tensor([[0.0, 2.0], [0.5, 0.0]])
iex> y_pred = Nx.tensor([[1.0, 1.0], [1.0, 0.0]])
iex> Scholar.Metrics.Regression.mean_square_error(y_true, y_pred)
#Nx.Tensor<
  f32
  0.5625
>
iex> Scholar.Metrics.Regression.mean_square_error(y_true, y_pred, axes: [0])
#Nx.Tensor<
  f32[2]
  [0.625, 0.5]
>

  



    

  
    
      
    
    
      mean_square_log_error(y_true, y_pred, opts \\ [])



        
          
        

    

  


  

Calculates the mean square logarithmic error of predictions
with respect to targets.
$$
MSLE = \frac{\sum_{i=1}^{n} (\log(\hat{y_i} + 1) - \log(y_i + 1))^2}{n}
$$
Options
#{NimbleOptions.docs(@general_schema)}
Examples
iex> y_true = Nx.tensor([[0.0, 1.0], [0.0, 0.0]])
iex> y_pred = Nx.tensor([[1.0, 1.0], [1.0, 0.0]])
iex> Scholar.Metrics.Regression.mean_square_log_error(y_true, y_pred)
#Nx.Tensor<
  f32
  0.24022650718688965
>
iex> Scholar.Metrics.Regression.mean_square_log_error(y_true, y_pred, axes: [0])
#Nx.Tensor<
  f32[2]
  [0.4804530143737793, 0.0]
>

  



    

  
    
      
    
    
      mean_tweedie_deviance(y_true, y_pred, power, opts \\ [])



        
          
        

    

  


  

Calculates the mean Tweedie deviance of predictions
with respect to targets. Includes the Gaussian, Poisson,
Gamma and inverse-Gaussian families as special cases.
$$
d(y,\mu) =
\begin{cases}
(y-\mu)^2, & \text{for }p=0\\\\
2(y \log(y/\mu) + \mu - y), & \text{for }p=1\\\\
2(\log(\mu/y) + y/\mu - 1), & \text{for }p=2\\\\
2\left(\frac{\max(y,0)^{2-p}}{(1-p)(2-p)}-\frac{y\mu^{1-p}}{1-p}+\frac{\mu^{2-p}}{2-p}\right), & \text{for }p<0 \vee p>2
\end{cases}
$$
Options
	:axes - Axes to calculate the distance over. By default the distance
is calculated between the whole tensors.

Examples
iex> y_true = Nx.tensor([1, 1, 1, 1, 1, 2, 2, 1, 3, 1], type: :u32)
iex> y_pred = Nx.tensor([2, 2, 1, 1, 2, 2, 2, 1, 3, 1], type: :u32)
iex> Scholar.Metrics.Regression.mean_tweedie_deviance(y_true, y_pred, 1)
#Nx.Tensor<
  f32
  0.18411168456077576
>
iex> y_true = Nx.tensor([[1, 1, 1, 1], [1, 2, 2, 1]], type: :u32)
iex> y_pred = Nx.tensor([[2, 2, 1, 1], [2, 2, 2, 1]], type: :u32)
iex> Scholar.Metrics.Regression.mean_tweedie_deviance(y_true, y_pred, 1, axes: [0])
#Nx.Tensor<
  f32[4]
  [0.6137056350708008, 0.3068528175354004, 0.0, 0.0]
>

  



    

  
    
      
    
    
      mean_tweedie_deviance!(y_true, y_pred, power, opts \\ [])



        
          
        

    

  


  

Similar to mean_tweedie_deviance/3 but raises RuntimeError if the
inputs cannot be used with the given power argument.
Note: This function cannot be used in defn.
Options
	:axes - Axes to calculate the distance over. By default the distance
is calculated between the whole tensors.

Examples
iex> y_true = Nx.tensor([1, 1, 1, 1, 1, 2, 2, 1, 3, 1], type: :u32)
iex> y_pred = Nx.tensor([2, 2, 1, 1, 2, 2, 2, 1, 3, 1], type: :u32)
iex> Scholar.Metrics.Regression.mean_tweedie_deviance!(y_true, y_pred, 1)
#Nx.Tensor<
  f32
  0.18411168456077576
>

  



  
    
      
    
    
      quantile(tensor, q)



        
          
        

    

  


  


  



    

  
    
      
    
    
      r2_score(y_true, y_pred, opts \\ [])



        
          
        

    

  


  

Calculates the $R^2$ score of predictions with respect to targets.
$$
R^2 = 1 - \frac{\sum (y_i - \hat{y}_i)^2}{\sum (y_i - \bar{y})^2}
$$
Options
	:force_finite (boolean/0) - Flag indicating if NaN and -Inf scores resulting from constant data should be replaced with real numbers
(1.0 if prediction is perfect, 0.0 otherwise) The default value is true.

	:axes - Axes to calculate the distance over. By default the distance
is calculated between the whole tensors.


Examples
iex> y_true = Nx.tensor([3, -0.5, 2, 7], type: {:f, 32})
iex> y_pred = Nx.tensor([2.5, 0.0, 2, 8], type: {:f, 32})
iex> Scholar.Metrics.Regression.r2_score(y_true, y_pred)
#Nx.Tensor<
  f32
  0.9486081600189209
>

iex> y_true = Nx.tensor([[3, -0.5], [2, 7]], type: {:f, 32})
iex>y_pred = Nx.tensor([[2.5, 0.0], [2, 8]], type: {:f, 32})
iex> Scholar.Metrics.Regression.r2_score(y_true, y_pred, axes: [0])
#Nx.Tensor<
  f32[2]
  [0.6800000071525574, 0.9559956192970276]
>

iex> y_true = Nx.tensor([-2.0, -2.0, -2.0], type: :f64)
iex> y_pred = Nx.tensor([-2.0, -2.0, -2.0 + 1.0e-8], type: :f64)
iex> Scholar.Metrics.Regression.r2_score(y_true, y_pred, force_finite: true)
#Nx.Tensor<
  f64
  0.0
>

iex> y_true = Nx.tensor([-2.0, -2.0, -2.0], type: :f64)
iex> y_pred = Nx.tensor([-2.0, -2.0, -2.0 + 1.0e-8], type: :f64)
iex> Scholar.Metrics.Regression.r2_score(y_true, y_pred, force_finite: false)
#Nx.Tensor<
  f64
  -Inf
>

iex> y_true = Nx.tensor([-2.0, -2.0, -2.0])
iex> y_pred = Nx.tensor([-2.0, -2.0, -2.0])
iex> Scholar.Metrics.Regression.r2_score(y_true, y_pred, force_finite: false)
#Nx.Tensor<
  f32
  NaN
>

iex> y_true = Nx.tensor([-2.0, -2.0, -2.0])
iex> y_pred = Nx.tensor([-2.0, -2.0, -2.0])
iex> Scholar.Metrics.Regression.r2_score(y_true, y_pred, force_finite: true)
#Nx.Tensor<
  f32
  1.0
>

  


        

      


  

    
Scholar.Metrics.Similarity 
    



      
Similarity metrics between multi-dimensional tensors.

      


      
        Summary


  
    Functions
  


    
      
        binary_jaccard(x, y, opts \\ [])

      


        Calculates Jaccard similarity based on binary attributes.
It assumes that inputs have the same shape.



    


    
      
        dice_coefficient(x, y, opts \\ [])

      


        Calculates Dice coefficient.



    


    
      
        dice_coefficient_binary(x, y, opts \\ [])

      


        Calculates Dice coefficient based on binary attributes.
It assumes that inputs have the same shape.



    


    
      
        jaccard(x, y, opts \\ [])

      


        Calculates Jaccard similarity (also known as Jaccard similarity coefficient, or Jaccard index).



    





      


      
        Functions


        


    

  
    
      
    
    
      binary_jaccard(x, y, opts \\ [])



        
          
        

    

  


  

Calculates Jaccard similarity based on binary attributes.
It assumes that inputs have the same shape.
$$
J(X, Y) = \frac{M\_{11}}{M\_{01} + M\_{10} + M\_{11}}
$$
Where:
	$M_{11}$ is the total number of attributes, for which both $X$ and $Y$ have 1.
	$M_{10}$ is the total number of attributes, for which $X$ has 1 and $Y$ has 0.
	$M_{01}$ is the total number of attributes, for which $X$ has 0 and $Y$ has 1.

Options
	:axis - Axis over which the distance will be calculated. By default the distance
is calculated between the whole tensors.

Examples
iex> x = Nx.tensor([1,0,0,1,1,1])
iex> y = Nx.tensor([0,0,1,1,1,0])
iex> Scholar.Metrics.Similarity.binary_jaccard(x, y)
#Nx.Tensor<
  f32
  0.4000000059604645
>

iex> x = Nx.tensor([[1,1,0,1], [1,1,0,1]])
iex> y = Nx.tensor([[1,1,0,1], [1,0,0,1]])
iex> Scholar.Metrics.Similarity.binary_jaccard(x, y)
#Nx.Tensor<
  f32
  0.8333333134651184
>

iex> x = Nx.tensor([[1,1,0,1], [1,1,0,1]])
iex> y = Nx.tensor([[1,1,0,1], [1,0,0,1]])
iex> Scholar.Metrics.Similarity.binary_jaccard(x, y, axis: 1)
#Nx.Tensor<
  f32[2]
  [1.0, 0.6666666865348816]
>

iex> x = Nx.tensor([1, 1])
iex> y = Nx.tensor([1, 0, 0])
iex> Scholar.Metrics.Similarity.binary_jaccard(x, y)
** (ArgumentError) expected tensor to have shape {2}, got tensor with shape {3}

  



    

  
    
      
    
    
      dice_coefficient(x, y, opts \\ [])



        
          
        

    

  


  

Calculates Dice coefficient.
It is a statistic used to gauge the similarity of two samples.
Mathematically, it is defined as:
$$
Dice(A, B) = \frac{2 \mid A \cap B \mid}{\mid A \mid + \mid B \mid}
$$
where A and B are sets.
Options
	:axis - Axis over which the distance will be calculated. By default the distance
is calculated between the whole tensors.

Examples
iex> x = Nx.tensor([1.0, 5.0, 3.0, 6.7])
iex> y = Nx.tensor([5.0, 2.5, 3.1, 9.0])
iex> Scholar.Metrics.Similarity.dice_coefficient(x, y)
#Nx.Tensor<
  f32
  0.25
>

iex> x = Nx.tensor([1, 2, 3, 5, 7])
iex> y = Nx.tensor([1, 2, 4, 8, 9])
iex> Scholar.Metrics.Similarity.dice_coefficient(x, y)
#Nx.Tensor<
  f32
  0.4000000059604645
>

iex> x = Nx.iota({2,3})
iex> y = Nx.tensor([[0, 3, 4], [3, 4, 8]])
iex> Scholar.Metrics.Similarity.dice_coefficient(x, y, axis: 1)
#Nx.Tensor<
  f32[2]
  [0.3333333134651184, 0.6666666865348816]
>

iex> x = Nx.tensor([1, 2])
iex> y = Nx.tensor([1, 2, 3])
iex> Scholar.Metrics.Similarity.dice_coefficient(x, y)
#Nx.Tensor<
  f32
  0.800000011920929
>

  



    

  
    
      
    
    
      dice_coefficient_binary(x, y, opts \\ [])



        
          
        

    

  


  

Calculates Dice coefficient based on binary attributes.
It assumes that inputs have the same shape.
Options
	:axis - Axis over which the distance will be calculated. By default the distance
is calculated between the whole tensors.

Examples
iex> x = Nx.tensor([1,0,0,1,1,1])
iex> y = Nx.tensor([0,0,1,1,1,0])
iex> Scholar.Metrics.Similarity.dice_coefficient_binary(x, y)
#Nx.Tensor<
  f32
  0.5714285969734192
>

iex> x = Nx.tensor([[1,1,0,1], [1,1,0,1]])
iex> y = Nx.tensor([[1,1,0,1], [1,0,0,1]])
iex> Scholar.Metrics.Similarity.dice_coefficient_binary(x, y)
#Nx.Tensor<
  f32
  0.9090909361839294
>

iex> x = Nx.tensor([[1,1,0,1], [1,1,0,1]])
iex> y = Nx.tensor([[1,1,0,1], [1,0,0,1]])
iex> Scholar.Metrics.Similarity.dice_coefficient_binary(x, y, axis: 1)
#Nx.Tensor<
  f32[2]
  [1.0, 0.800000011920929]
>

iex> x = Nx.tensor([1, 1])
iex> y = Nx.tensor([1, 0, 0])
iex> Scholar.Metrics.Similarity.dice_coefficient_binary(x, y)
** (ArgumentError) expected tensor to have shape {2}, got tensor with shape {3}

  



    

  
    
      
    
    
      jaccard(x, y, opts \\ [])



        
          
        

    

  


  

Calculates Jaccard similarity (also known as Jaccard similarity coefficient, or Jaccard index).
Jaccard similarity is a statistic used to measure similarities between two sets. Mathematically, the calculation
of Jaccard similarity is the ratio of set intersection over set union.
$$
J(A, B) = \frac{\mid A \cap B \mid}{\mid A \cup B \mid}
$$
where A and B are sets.
Options
	:axis - Axis over which the distance will be calculated. By default the distance
is calculated between the whole tensors.

Examples
iex> x = Nx.tensor([1.0, 5.0, 3.0, 6.7])
iex> y = Nx.tensor([5.0, 2.5, 3.1, 9.0])
iex> Scholar.Metrics.Similarity.jaccard(x, y)
#Nx.Tensor<
  f32
  0.1428571492433548
>

iex> x = Nx.tensor([1, 2, 3, 5, 7])
iex> y = Nx.tensor([1, 2, 4, 8, 9])
iex> Scholar.Metrics.Similarity.jaccard(x, y)
#Nx.Tensor<
  f32
  0.25
>

iex> x = Nx.tensor([[0, 1, 2], [3, 4, 5]])
iex> y = Nx.tensor([[0, 3, 4], [3, 4, 8]])
iex> Scholar.Metrics.Similarity.jaccard(x, y, axis: 1)
#Nx.Tensor<
  f32[2]
  [0.20000000298023224, 0.5]
>

iex> x = Nx.tensor([1, 2])
iex> y = Nx.tensor([1, 2, 3])
iex> Scholar.Metrics.Similarity.jaccard(x, y)
#Nx.Tensor<
  f32
  0.6666666865348816
>

  


        

      


  

    
Scholar.ModelSelection 
    



      
Module containing cross validation, splitting function, and other model selection methods.

      


      
        Summary


  
    Functions
  


    
      
        cross_validate(x, y, folding_fun, scoring_fun)

      


        General interface of cross validation.



    


    
      
        grid_search(x, y, folding_fun, scoring_fun, opts)

      


        General interface of grid search.



    


    
      
        k_fold_split(x, k)

      


        Perform K-Fold split on the given data.



    


    
      
        weighted_cross_validate(x, y, weights, folding_fun, scoring_fun)

      


        General interface of weighted cross validation.



    


    
      
        weighted_grid_search(x, y, weights, folding_fun, scoring_fun, opts)

      


        General interface of weighted grid search.



    





      


      
        Functions


        


  
    
      
    
    
      cross_validate(x, y, folding_fun, scoring_fun)



        
          
        

    

  


  

General interface of cross validation.
Examples
iex> folding_fun = fn x -> Scholar.ModelSelection.k_fold_split(x, 3) end
iex> scoring_fun = fn x, y ->
...>   {x_train, x_test} = x
...>   {y_train, y_test} = y
...>   model = Scholar.Linear.LinearRegression.fit(x_train, y_train, fit_intercept?: true)
...>   y_pred = Scholar.Linear.LinearRegression.predict(model, x_test)
...>   mse = Scholar.Metrics.Regression.mean_square_error(y_test, y_pred)
...>   mae = Scholar.Metrics.Regression.mean_absolute_error(y_test, y_pred)
...>   [mse, mae]
...> end
iex> x = Nx.iota({7, 2})
iex> y = Nx.tensor([0, 1, 2, 0, 1, 1, 0])
iex> Scholar.ModelSelection.cross_validate(x, y, folding_fun, scoring_fun)
#Nx.Tensor<
  f32[2][3]
  [
    [1.5700000524520874, 1.2149654626846313, 0.005000002216547728],
    [1.100000023841858, 1.0735294818878174, 0.050000011920928955]
  ]
>

  



  
    
      
    
    
      grid_search(x, y, folding_fun, scoring_fun, opts)



        
          
        

    

  


  

General interface of grid search.
The opts must be a keyword list of list values, which will become different
combinations to perform the grid search on.
Examples
iex> folding_fun = fn x -> Scholar.ModelSelection.k_fold_split(x, 3) end
iex> scoring_fun = fn x, y, opts ->
...>   {x_train, x_test} = x
...>   {y_train, y_test} = y
...>   model = Scholar.Linear.LogisticRegression.fit(x_train, y_train, opts)
...>   y_pred = Scholar.Linear.LogisticRegression.predict(model, x_test)
...>   mse = Scholar.Metrics.Regression.mean_square_error(y_test, y_pred)
...>   mae = Scholar.Metrics.Regression.mean_absolute_error(y_test, y_pred)
...>   [mse, mae]
...> end
iex> x = Nx.iota({7, 2})
iex> y = Nx.tensor([0, 1, 2, 0, 1, 1, 0])
iex> opts = [
...>   num_classes: [3],
...>   max_iterations: [10, 20, 50],
...>   alpha: [0.0, 0.1, 1.0],
...> ]
iex> Scholar.ModelSelection.grid_search(x, y, folding_fun, scoring_fun, opts)

  



  
    
      
    
    
      k_fold_split(x, k)



        
          
        

    

  


  

Perform K-Fold split on the given data.
Examples
iex> x = Nx.iota({7, 2})
iex> Scholar.ModelSelection.k_fold_split(x, 2) |> Enum.to_list()
[
  {Nx.tensor(
    [
      [6, 7],
      [8, 9],
      [10, 11]
    ]
  ),
  Nx.tensor(
    [
      [0, 1],
      [2, 3],
      [4, 5]
    ]
  )},
  {Nx.tensor(
    [
      [0, 1],
      [2, 3],
      [4, 5]
    ]
  ),
  Nx.tensor(
    [
      [6, 7],
      [8, 9],
      [10, 11]
    ]
  )}
]

  



  
    
      
    
    
      weighted_cross_validate(x, y, weights, folding_fun, scoring_fun)



        
          
        

    

  


  

General interface of weighted cross validation.
Examples
iex> folding_fun = fn x -> Scholar.ModelSelection.k_fold_split(x, 3) end
iex> scoring_fun = fn x, y, weights ->
...>   {x_train, x_test} = x
...>   {y_train, y_test} = y
...>   {weights_train, _weights_test} = weights
...>   model = Scholar.Linear.LinearRegression.fit(x_train, y_train, fit_intercept?: true, sample_weights: weights_train)
...>   y_pred = Scholar.Linear.LinearRegression.predict(model, x_test)
...>   mse = Scholar.Metrics.Regression.mean_square_error(y_test, y_pred)
...>   mae = Scholar.Metrics.Regression.mean_absolute_error(y_test, y_pred)
...>   [mse, mae]
...> end
iex> x = Nx.iota({7, 2})
iex> y = Nx.tensor([0, 1, 2, 0, 1, 1, 0])
iex> weights = Nx.tensor([1, 2, 1, 2, 1, 2, 1])
iex> Scholar.ModelSelection.weighted_cross_validate(x, y, weights, folding_fun, scoring_fun)
#Nx.Tensor<
  f32[2][3]
  [
    [0.5010337233543396, 1.1419668197631836, 0.35123950242996216],
    [0.522727370262146, 1.0526316165924072, 0.590908944606781]
  ]
>

  



  
    
      
    
    
      weighted_grid_search(x, y, weights, folding_fun, scoring_fun, opts)



        
          
        

    

  


  

General interface of weighted grid search.
If you want to use opts in some functions inside scoring_fun, you need to pass it as a parameter
like in the example below.
Examples
iex> folding_fun = fn x -> Scholar.ModelSelection.k_fold_split(x, 3) end
iex> scoring_fun = fn x, y, weights, opts ->
...>   {x_train, x_test} = x
...>   {y_train, y_test} = y
...>   {weights_train, _weights_test} = weights
...>   opts = Keyword.put(opts, :sample_weights, weights_train)
...>   model = Scholar.Linear.RidgeRegression.fit(x_train, y_train, opts)
...>   y_pred = Scholar.Linear.RidgeRegression.predict(model, x_test)
...>   mse = Scholar.Metrics.Regression.mean_square_error(y_test, y_pred)
...>   mae = Scholar.Metrics.Regression.mean_absolute_error(y_test, y_pred)
...>   [mse, mae]
...> end
iex> x = Nx.iota({7, 2})
iex> y = Nx.tensor([0, 1, 2, 0, 1, 1, 0])
iex> weights = [Nx.tensor([1, 2, 1, 2, 1, 2, 1]), Nx.tensor([2, 1, 2, 1, 2, 1, 2])]
iex> opts = [
...>   alpha: [0, 1, 5],
...>   fit_intercept?: [true, false],
...> ]
iex> Scholar.ModelSelection.weighted_grid_search(x, y, weights, folding_fun, scoring_fun, opts)

  


        

      


  

    
Scholar.Preprocessing 
    



      
Set of functions for preprocessing data.

      


      
        Summary


  
    Functions
  


    
      
        binarize(tensor, opts \\ [])

      


        Converts a tensor into binary values based on the given threshold.



    


    
      
        max_abs_scale(tensor, opts \\ [])

      


        Scales a tensor by dividing each sample in batch by maximum absolute value in the batch.



    


    
      
        min_max_scale(tensor, opts \\ [])

      


        Scales a tensor by a given range.



    


    
      
        normalize(tensor, opts \\ [])

      


        Normalize samples individually to unit norm.



    


    
      
        one_hot_encode(tensor, opts)

      


        It is a shortcut for Scholar.Preprocessing.OneHotEncoder.fit_transform/2.
See Scholar.Preprocessing.OneHotEncoder for more information.



    


    
      
        ordinal_encode(tensor)

      


        It is a shortcut for Scholar.Preprocessing.OrdinalEncoder.fit_transform/1.



    


    
      
        standard_scale(tensor, opts \\ [])

      


        Standardizes the tensor by removing the mean and scaling to unit variance.



    





      


      
        Functions


        


    

  
    
      
    
    
      binarize(tensor, opts \\ [])



        
          
        

    

  


  

Converts a tensor into binary values based on the given threshold.
Options
	:type - Type of the resultant tensor. The default value is :f32.

	:threshold - Feature values below or equal to this are replaced by 0, above it by 1. The default value is 0.


Examples
iex> Scholar.Preprocessing.binarize(Nx.tensor([[1.0, -1.0, 2.0], [2.0, 0.0, 0.0], [0.0, 1.0, -1.0]]))
#Nx.Tensor<
  f32[3][3]
  [
    [1.0, 0.0, 1.0],
    [1.0, 0.0, 0.0],
    [0.0, 1.0, 0.0]
  ]
>

iex> Scholar.Preprocessing.binarize(Nx.tensor([[1.0, -1.0, 2.0], [2.0, 0.0, 0.0], [0.0, 1.0, -1.0]]), threshold: 1.3, type: {:u, 8})
#Nx.Tensor<
  u8[3][3]
  [
    [0, 0, 1],
    [1, 0, 0],
    [0, 0, 0]
  ]
>

  



    

  
    
      
    
    
      max_abs_scale(tensor, opts \\ [])



        
          
        

    

  


  

Scales a tensor by dividing each sample in batch by maximum absolute value in the batch.
It is a shortcut for Scholar.Preprocessing.MaxAbsScaler.fit_transform/2.
See Scholar.Preprocessing.MaxAbsScaler for more information.
Examples
iex> Scholar.Preprocessing.max_abs_scale(Nx.tensor([1, 2, 3]))
#Nx.Tensor<
  f32[3]
  [0.3333333432674408, 0.6666666865348816, 1.0]
>

iex> Scholar.Preprocessing.max_abs_scale(Nx.tensor([[1, -1, 2], [3, 0, 0], [0, 1, -1], [2, 3, 1]]), axes: [0])
#Nx.Tensor<
  f32[4][3]
  [
    [0.3333333432674408, -0.3333333432674408, 1.0],
    [1.0, 0.0, 0.0],
    [0.0, 0.3333333432674408, -0.5],
    [0.6666666865348816, 1.0, 0.5]
  ]
>

iex> Scholar.Preprocessing.max_abs_scale(42)
#Nx.Tensor<
  f32
  1.0
>

  



    

  
    
      
    
    
      min_max_scale(tensor, opts \\ [])



        
          
        

    

  


  

Scales a tensor by a given range.
It is a shortcut for Scholar.Preprocessing.MinMaxScaler.fit_transform/2.
See Scholar.Preprocessing.MinMaxScaler for more information.
Examples
iex> Scholar.Preprocessing.min_max_scale(Nx.tensor([1, 2, 3]))
#Nx.Tensor<
  f32[3]
  [0.0, 0.5, 1.0]
>

iex> Scholar.Preprocessing.min_max_scale(42)
#Nx.Tensor<
  f32
  0.0
>

  



    

  
    
      
    
    
      normalize(tensor, opts \\ [])



        
          
        

    

  


  

Normalize samples individually to unit norm.
The zero-tensors cannot be normalized and they stay the same
after normalization.
It is a shortcut for Scholar.Preprocessing.Normalizer.fit_transform/2.
See Scholar.Preprocessing.Normalizer for more information.
Examples
iex> Scholar.Preprocessing.normalize(Nx.tensor([[0, 0, 0], [3, 4, 5], [-2, 4, 3]]), axes: [1])
#Nx.Tensor<
  f32[3][3]
  [
    [0.0, 0.0, 0.0],
    [0.4242640733718872, 0.5656854510307312, 0.7071067690849304],
    [-0.3713906705379486, 0.7427813410758972, 0.5570860505104065]
  ]
>

iex> Scholar.Preprocessing.normalize(Nx.tensor([[0, 0, 0], [3, 4, 5], [-2, 4, 3]]))
#Nx.Tensor<
  f32[3][3]
  [
    [0.0, 0.0, 0.0],
    [0.3375263810157776, 0.4500351846218109, 0.5625439882278442],
    [-0.22501759231090546, 0.4500351846218109, 0.3375263810157776]
  ]
>

  



  
    
      
    
    
      one_hot_encode(tensor, opts)



        
          
        

    

  


  

It is a shortcut for Scholar.Preprocessing.OneHotEncoder.fit_transform/2.
See Scholar.Preprocessing.OneHotEncoder for more information.
Examples
iex> Scholar.Preprocessing.one_hot_encode(Nx.tensor([2, 0, 3, 2, 1, 1, 0]), num_categories: 4)
#Nx.Tensor<
  u8[7][4]
  [
    [0, 0, 1, 0],
    [1, 0, 0, 0],
    [0, 0, 0, 1],
    [0, 0, 1, 0],
    [0, 1, 0, 0],
    [0, 1, 0, 0],
    [1, 0, 0, 0]
  ]
>

  



  
    
      
    
    
      ordinal_encode(tensor)



        
          
        

    

  


  

It is a shortcut for Scholar.Preprocessing.OrdinalEncoder.fit_transform/1.
See Scholar.Preprocessing.OrdinalEncoder for more information.
Examples
iex> Scholar.Preprocessing.ordinal_encode(Nx.tensor([3, 2, 4, 56, 2, 4, 2]))
#Nx.Tensor<
  u64[7]
  [1, 0, 2, 3, 0, 2, 0]
>

  



    

  
    
      
    
    
      standard_scale(tensor, opts \\ [])



        
          
        

    

  


  

Standardizes the tensor by removing the mean and scaling to unit variance.
It is a shortcut for Scholar.Preprocessing.StandardScale.fit_transform/3.
See Scholar.Preprocessing.StandardScale for more information.
Examples
iex> Scholar.Preprocessing.standard_scale(Nx.tensor([1,2,3]))
#Nx.Tensor<
  f32[3]
  [-1.2247447967529297, 0.0, 1.2247447967529297]
>

  


        

      


  

    
Scholar.Preprocessing.MaxAbsScaler 
    



      
Scales a tensor by dividing each sample in batch by the maximum absolute value in the batch.
Centering and scaling happen independently on each feature by computing the relevant
statistics on the samples in the training set. The maximum absolute value is then
stored to be used on new samples.

      


      
        Summary


  
    Functions
  


    
      
        fit(tensor, opts \\ [])

      


        Compute the maximum absolute value of samples to be used for later scaling.



    


    
      
        fit_transform(tensor, opts \\ [])

      


        Standardizes the tensor by removing the mean and scaling to unit variance.



    


    
      
        transform(arg1, tensor)

      


        Performs the standardization of the tensor using a fitted scaler.



    





      


      
        Functions


        


    

  
    
      
    
    
      fit(tensor, opts \\ [])



        
          
        

    

  


  

Compute the maximum absolute value of samples to be used for later scaling.
Options
	:axes - Axes to calculate the max absolute value over. By default the absolute values
are calculated between the whole tensors.

Return values
  Returns a struct with the following parameters:
	max_abs: the calculated maximum absolute value of samples.

Examples
iex> t = Nx.tensor([[1, -1, 2], [2, 0, 0], [0, 1, -1]])
iex> Scholar.Preprocessing.MaxAbsScaler.fit(t)
%Scholar.Preprocessing.MaxAbsScaler{
  max_abs: Nx.tensor(
    [
      [2]
    ]
  )
}

  



    

  
    
      
    
    
      fit_transform(tensor, opts \\ [])



        
          
        

    

  


  

Standardizes the tensor by removing the mean and scaling to unit variance.
Examples
iex> t = Nx.tensor([[1, -1, 2], [2, 0, 0], [0, 1, -1]])
iex> Scholar.Preprocessing.MaxAbsScaler.fit_transform(t)
#Nx.Tensor<
  f32[3][3]
  [
    [0.5, -0.5, 1.0],
    [1.0, 0.0, 0.0],
    [0.0, 0.5, -0.5]
  ]
>

  



  
    
      
    
    
      transform(arg1, tensor)



        
          
        

    

  


  

Performs the standardization of the tensor using a fitted scaler.
Examples
iex> t = Nx.tensor([[1, -1, 2], [2, 0, 0], [0, 1, -1]])
iex> scaler = Scholar.Preprocessing.MaxAbsScaler.fit(t)
iex> Scholar.Preprocessing.MaxAbsScaler.transform(scaler, t)
#Nx.Tensor<
  f32[3][3]
  [
    [0.5, -0.5, 1.0],
    [1.0, 0.0, 0.0],
    [0.0, 0.5, -0.5]
  ]
>
iex> t = Nx.tensor([[1, -1, 2], [2, 0, 0], [0, 1, -1]])
iex> scaler = Scholar.Preprocessing.MaxAbsScaler.fit(t)
iex> new_tensor = Nx.tensor([[0.5, 1, -1], [0.3, 0.8, -1.6]])
iex> Scholar.Preprocessing.MaxAbsScaler.transform(scaler, new_tensor)
#Nx.Tensor<
  f32[2][3]
  [
    [0.25, 0.5, -0.5],
    [0.15000000596046448, 0.4000000059604645, -0.800000011920929]
  ]
>

  


        

      


  

    
Scholar.Preprocessing.MinMaxScaler 
    



      
Scales a tensor by dividing each sample in batch by maximum absolute value in the batch
Centering and scaling happen independently on each feature by computing the relevant
statistics on the samples in the training set. Maximum absolute value then is
stored to be used on new samples.

      


      
        Summary


  
    Functions
  


    
      
        fit(tensor, opts \\ [])

      


        Compute the maximum absolute value of samples to be used for later scaling.



    


    
      
        fit_transform(tensor, opts \\ [])

      


        Standardizes the tensor by removing the mean and scaling to unit variance.



    


    
      
        transform(arg1, tensor)

      


        Performs the standardization of the tensor using a fitted scaler.



    





      


      
        Functions


        


    

  
    
      
    
    
      fit(tensor, opts \\ [])



        
          
        

    

  


  

Compute the maximum absolute value of samples to be used for later scaling.
Options
	:axes - Axes to calculate the max absolute value over. By default the absolute values
are calculated between the whole tensors.

	:min_bound - The lower boundary of the desired range of transformed data. The default value is 0.

	:max_bound - The upper boundary of the desired range of transformed data. The default value is 1.


Return values
  Returns a struct with the following parameters:
	min_data: the calculated minimum value of samples.

	max_data: the calculated maximum value of samples.

	min_bound: The lower boundary of the desired range of transformed data.

	max_bound: The upper boundary of the desired range of transformed data.


Examples
iex> t = Nx.tensor([[1, -1, 2], [2, 0, 0], [0, 1, -1]])
iex> Scholar.Preprocessing.MinMaxScaler.fit(t)
%Scholar.Preprocessing.MinMaxScaler{
  min_data: Nx.tensor(
    [
      [-1]
    ]
  ),
  max_data: Nx.tensor(
    [
      [2]
    ]
  ),
  min_bound: Nx.tensor(
    0
  ),
  max_bound: Nx.tensor(
    1
  )
}

  



    

  
    
      
    
    
      fit_transform(tensor, opts \\ [])



        
          
        

    

  


  

Standardizes the tensor by removing the mean and scaling to unit variance.
Examples
iex> t = Nx.tensor([[1, -1, 2], [2, 0, 0], [0, 1, -1]])
iex> Scholar.Preprocessing.MinMaxScaler.fit_transform(t)
#Nx.Tensor<
  f32[3][3]
  [
    [0.6666666865348816, 0.0, 1.0],
    [1.0, 0.3333333432674408, 0.3333333432674408],
    [0.3333333432674408, 0.6666666865348816, 0.0]
  ]
>

  



  
    
      
    
    
      transform(arg1, tensor)



        
          
        

    

  


  

Performs the standardization of the tensor using a fitted scaler.
Examples
iex> t = Nx.tensor([[1, -1, 2], [2, 0, 0], [0, 1, -1]])
iex> scaler = Scholar.Preprocessing.MinMaxScaler.fit(t)
iex> Scholar.Preprocessing.MinMaxScaler.transform(scaler, t)
#Nx.Tensor<
  f32[3][3]
  [
    [0.6666666865348816, 0.0, 1.0],
    [1.0, 0.3333333432674408, 0.3333333432674408],
    [0.3333333432674408, 0.6666666865348816, 0.0]
  ]
>

iex> t = Nx.tensor([[1, -1, 2], [2, 0, 0], [0, 1, -1]])
iex> scaler = Scholar.Preprocessing.MinMaxScaler.fit(t)
iex> new_tensor = Nx.tensor([[0.5, 1, -1], [0.3, 0.8, -1.6]])
iex> Scholar.Preprocessing.MinMaxScaler.transform(scaler, new_tensor)
#Nx.Tensor<
  f32[2][3]
  [
    [0.5, 0.6666666865348816, 0.0],
    [0.43333330750465393, 0.5999999642372131, -0.20000000298023224]
  ]
>

  


        

      


  

    
Scholar.Preprocessing.Normalizer 
    



      
Implements functionality for rescaling tensor to unit norm. It enables to apply normalization along any combination of axes.

      


      
        Summary


  
    Functions
  


    
      
        fit_transform(tensor, opts \\ [])

      


        Normalize samples individually to unit norm.



    





      


      
        Functions


        


    

  
    
      
    
    
      fit_transform(tensor, opts \\ [])



        
          
        

    

  


  

Normalize samples individually to unit norm.
The zero-tensors cannot be normalized and they stay the same
after normalization.
Options
	:axes - Axes to calculate the distance over. By default the distance
is calculated between the whole tensors.

	:norm - The norm to use to normalize each non zero sample.
Possible options are :euclidean, :manhattan, and :chebyshev The default value is :euclidean.


Examples
iex> t = Nx.tensor([[0, 0, 0], [3, 4, 5], [-2, 4, 3]])
iex> Scholar.Preprocessing.Normalizer.fit_transform(t, axes: [1])
#Nx.Tensor<
  f32[3][3]
  [
    [0.0, 0.0, 0.0],
    [0.4242640733718872, 0.5656854510307312, 0.7071067690849304],
    [-0.3713906705379486, 0.7427813410758972, 0.5570860505104065]
  ]
>

iex> t = Nx.tensor([[0, 0, 0], [3, 4, 5], [-2, 4, 3]])
iex> Scholar.Preprocessing.Normalizer.fit_transform(t)
#Nx.Tensor<
  f32[3][3]
  [
    [0.0, 0.0, 0.0],
    [0.3375263810157776, 0.4500351846218109, 0.5625439882278442],
    [-0.22501759231090546, 0.4500351846218109, 0.3375263810157776]
  ]
>

  


        

      


  

    
Scholar.Preprocessing.OneHotEncoder 
    



      
Implements encoder that converts integer value (substitute of categorical data in tensors) into 0-1 vector.
The index of 1 in the vector is aranged in sorted manner. This means that for x < y => one_index(x) < one_index(y).
Currently the module supports only 1D tensors.

      


      
        Summary


  
    Functions
  


    
      
        fit(tensor, opts)

      


        Creates mapping from values into one-hot vectors.



    


    
      
        fit_transform(tensor, opts)

      


        Apply encoding on the provided tensor directly.



    


    
      
        transform(arg1, tensor)

      


        Encode labels as a one-hot numeric tensor. All values provided to transform/2 must be seen
in fit/2 function, otherwise an error occurs.



    





      


      
        Functions


        


  
    
      
    
    
      fit(tensor, opts)



        
          
        

    

  


  

Creates mapping from values into one-hot vectors.
Options
	:num_categories (pos_integer/0) - Required. The number of categories to be encoded.

Examples
iex> tensor = Nx.tensor([3, 2, 4, 56, 2, 4, 2])
iex> Scholar.Preprocessing.OneHotEncoder.fit(tensor, num_categories: 4)
%Scholar.Preprocessing.OneHotEncoder{
  ordinal_encoder: %Scholar.Preprocessing.OrdinalEncoder{
    categories: Nx.tensor([2, 3, 4, 56]
    )
  }
}

  



  
    
      
    
    
      fit_transform(tensor, opts)



        
          
        

    

  


  

Apply encoding on the provided tensor directly.
It's equivalent to fit/2 and then transform/2 on the same data.
Examples
iex> tensor = Nx.tensor([3, 2, 4, 56, 2, 4, 2])
iex> Scholar.Preprocessing.OneHotEncoder.fit_transform(tensor, num_categories: 4)
#Nx.Tensor<
  u8[7][4]
  [
    [0, 1, 0, 0],
    [1, 0, 0, 0],
    [0, 0, 1, 0],
    [0, 0, 0, 1],
    [1, 0, 0, 0],
    [0, 0, 1, 0],
    [1, 0, 0, 0]
  ]
>

  



  
    
      
    
    
      transform(arg1, tensor)



        
          
        

    

  


  

Encode labels as a one-hot numeric tensor. All values provided to transform/2 must be seen
in fit/2 function, otherwise an error occurs.
Examples
iex> tensor = Nx.tensor([3, 2, 4, 56, 2, 4, 2])
iex> encoder = Scholar.Preprocessing.OneHotEncoder.fit(tensor, num_categories: 4)
iex> Scholar.Preprocessing.OneHotEncoder.transform(encoder, tensor)
#Nx.Tensor<
  u8[7][4]
  [
    [0, 1, 0, 0],
    [1, 0, 0, 0],
    [0, 0, 1, 0],
    [0, 0, 0, 1],
    [1, 0, 0, 0],
    [0, 0, 1, 0],
    [1, 0, 0, 0]
  ]
>

iex> tensor = Nx.tensor([3, 2, 4, 56, 2, 4, 2])
iex> encoder = Scholar.Preprocessing.OneHotEncoder.fit(tensor, num_categories: 4)
iex> new_tensor = Nx.tensor([2, 3, 4, 3, 4, 56, 2])
iex> Scholar.Preprocessing.OneHotEncoder.transform(encoder, new_tensor)
#Nx.Tensor<
  u8[7][4]
  [
    [1, 0, 0, 0],
    [0, 1, 0, 0],
    [0, 0, 1, 0],
    [0, 1, 0, 0],
    [0, 0, 1, 0],
    [0, 0, 0, 1],
    [1, 0, 0, 0]
  ]
>

  


        

      


  

    
Scholar.Preprocessing.OrdinalEncoder 
    



      
Implements encoder that converts integer value (substitute of categorical data in tensors) into other integer value.
The values assigned starts from 0 and go up to num_categories - 1. They are maintained in sorted manner.
This means that for x < y => encoded_value(x) < encoded_value(y).
Currently the module supports only 1D tensors.

      


      
        Summary


  
    Functions
  


    
      
        fit(tensor, opts \\ [])

      


        Fit the ordinal encoder to provided data. The labels are assigned in a sorted manner.



    


    
      
        fit_transform(tensor)

      


        Apply encoding on the provided tensor directly. It's equivalent to fit/2 and then transform/2 on the same data.



    


    
      
        inverse_transform(ordinal_encoder, encoded_tensor)

      


        Decodes tensor elements into original categories seen during fitting.



    


    
      
        transform(arg1, tensor)

      


        Encodes tensor elements into integers from range 0 to :num_categories - 1 or -1 if the value did not occur in fitting process.



    





      


      
        Functions


        


    

  
    
      
    
    
      fit(tensor, opts \\ [])



        
          
        

    

  


  

Fit the ordinal encoder to provided data. The labels are assigned in a sorted manner.
Options
	:num_categories (pos_integer/0) - Required. The number of categories to be encoded.

Examples
iex> tensor = Nx.tensor([3, 2, 4, 56, 2, 4, 2])
iex> Scholar.Preprocessing.OrdinalEncoder.fit(tensor, num_categories: 4)
%Scholar.Preprocessing.OrdinalEncoder{
  categories: Nx.tensor([2, 3, 4, 56])
}

  



  
    
      
    
    
      fit_transform(tensor)



        
          
        

    

  


  

Apply encoding on the provided tensor directly. It's equivalent to fit/2 and then transform/2 on the same data.
Examples
iex> tensor = Nx.tensor([3, 2, 4, 56, 2, 4, 2])
iex> Scholar.Preprocessing.OrdinalEncoder.fit_transform(tensor)
#Nx.Tensor<
  u64[7]
  [1, 0, 2, 3, 0, 2, 0]
>

  



  
    
      
    
    
      inverse_transform(ordinal_encoder, encoded_tensor)



        
          
        

    

  


  

Decodes tensor elements into original categories seen during fitting.
Examples
  iex> tensor = Nx.tensor([3, 2, 4, 56, 2, 4, 2])
  iex> encoder = Scholar.Preprocessing.OrdinalEncoder.fit(tensor, num_categories: 4)
  iex> encoded = Nx.tensor([1, 0, 2, 3, 1, 0, 2])
  iex> Scholar.Preprocessing.OrdinalEncoder.inverse_transform(encoder, encoded)
  Nx.tensor([3, 2, 4, 56, 3, 2, 4])

  



  
    
      
    
    
      transform(arg1, tensor)



        
          
        

    

  


  

Encodes tensor elements into integers from range 0 to :num_categories - 1 or -1 if the value did not occur in fitting process.
Examples
iex> tensor = Nx.tensor([3, 2, 4, 56, 2, 4, 2])
iex> encoder = Scholar.Preprocessing.OrdinalEncoder.fit(tensor, num_categories: 4)
iex> Scholar.Preprocessing.OrdinalEncoder.transform(encoder, tensor)
#Nx.Tensor<
  s32[7]
  [1, 0, 2, 3, 0, 2, 0]
>

iex> tensor = Nx.tensor([3, 2, 4, 56, 2, 4, 2])
iex> encoder = Scholar.Preprocessing.OrdinalEncoder.fit(tensor, num_categories: 4)
iex> new_tensor = Nx.tensor([2, 3, 4, 5, 4, 56, 2])
iex> Scholar.Preprocessing.OrdinalEncoder.transform(encoder, new_tensor)
#Nx.Tensor<
  s32[7]
  [0, 1, 2, -1, 2, 3, 0]
>

  


        

      


  

    
Scholar.Preprocessing.StandardScaler 
    



      
Standardizes the tensor by removing the mean and scaling to unit variance.
Formula for input tensor $x$:
$$
z = \frac{x - \mu}{\sigma}
$$
Where $\mu$ is the mean of the samples, and $\sigma$ is the standard deviation.
Standardization can be helpful in cases where the data follows
a Gaussian distribution (or Normal distribution) without outliers.
Centering and scaling happen independently on each feature by computing the relevant
statistics on the samples in the training set. Mean and standard deviation are then
stored to be used on new samples.

      


      
        Summary


  
    Functions
  


    
      
        fit(tensor, opts \\ [])

      


        Compute the standard deviation and mean of samples to be used for later scaling.



    


    
      
        fit_transform(tensor, opts \\ [])

      


        Standardizes the tensor by removing the mean and scaling to unit variance.



    


    
      
        transform(arg1, tensor)

      


        Performs the standardization of the tensor using a fitted scaler.



    





      


      
        Functions


        


    

  
    
      
    
    
      fit(tensor, opts \\ [])



        
          
        

    

  


  

Compute the standard deviation and mean of samples to be used for later scaling.
Options
	:axes - Axes to calculate the distance over. By default the distance
is calculated between the whole tensors.

Return values
Returns a struct with the following parameters:
	standard_deviation: the calculated standard deviation of samples.

	mean: the calculated mean of samples.


Examples
iex> Scholar.Preprocessing.StandardScaler.fit(Nx.tensor([[1, -1, 2], [2, 0, 0], [0, 1, -1]]))
%Scholar.Preprocessing.StandardScaler{
  standard_deviation: Nx.tensor(
    [
      [1.0657403469085693]
    ]
  ),
  mean: Nx.tensor(
    [
      [0.4444444477558136]
    ]
  )
}

  



    

  
    
      
    
    
      fit_transform(tensor, opts \\ [])



        
          
        

    

  


  

Standardizes the tensor by removing the mean and scaling to unit variance.
Examples
iex> t = Nx.tensor([[1, -1, 2], [2, 0, 0], [0, 1, -1]])
iex> Scholar.Preprocessing.StandardScaler.fit_transform(t)
#Nx.Tensor<
  f32[3][3]
  [
    [0.5212860703468323, -1.3553436994552612, 1.4596009254455566],
    [1.4596009254455566, -0.4170288145542145, -0.4170288145542145],
    [-0.4170288145542145, 0.5212860703468323, -1.3553436994552612]
  ]
>

  



  
    
      
    
    
      transform(arg1, tensor)



        
          
        

    

  


  

Performs the standardization of the tensor using a fitted scaler.
Examples
iex> t = Nx.tensor([[1, -1, 2], [2, 0, 0], [0, 1, -1]])
iex> scaler = Scholar.Preprocessing.StandardScaler.fit(t)
%Scholar.Preprocessing.StandardScaler{
  standard_deviation: Nx.tensor(
    [
      [1.0657403469085693]
    ]
  ),
  mean: Nx.tensor(
    [
      [0.4444444477558136]
    ]
  )
}
iex> Scholar.Preprocessing.StandardScaler.transform(scaler, t)
#Nx.Tensor<
  f32[3][3]
  [
    [0.5212860703468323, -1.3553436994552612, 1.4596009254455566],
    [1.4596009254455566, -0.4170288145542145, -0.4170288145542145],
    [-0.4170288145542145, 0.5212860703468323, -1.3553436994552612]
  ]
>

  


        

      


  

    
Scholar.Stats 
    



      
Statistical functions
All of the functions in this module are implemented as
numerical functions and can be JIT or AOT compiled with
any supported Nx compiler.

      


      
        Summary


  
    Functions
  


    
      
        correlation_matrix(x)

      


        Computes correlation matrix for sample inputs x.



    


    
      
        correlation_matrix(x, means)

      


    


    
      
        kurtosis(tensor, opts \\ [])

      


        Computes the kurtosis (Fisher or Pearson) of a dataset.



    


    
      
        moment(tensor, moment, opts \\ [])

      


        Calculates the nth moment about the mean for a sample.



    


    
      
        skew(tensor, opts \\ [])

      


        Computes the sample skewness of a data set.



    





      


      
        Functions


        


  
    
      
    
    
      correlation_matrix(x)



        
          
        

    

  


  

Computes correlation matrix for sample inputs x.
The value on the position $Corr_{ij}$ in the $Corr$ matrix is calculated using the formula:
$$
Corr(X\_i, X\_j) = \frac{Cov(X\_i, X\_j)}{\sqrt{Cov(X\_i, X\_i)Cov(X\_j, X\_j)}}
$$
Where:
	$X_i$ is a $i$th row of input

	$Cov(X\_i, X\_j)$ is covariance between features $X_i$ and $X_j$


Time complexity of correlation estimation is $O(N * K^2)$ where $N$ is the number of samples
and $K$ is the number of features.
Example
iex> Scholar.Stats.correlation_matrix(Nx.tensor([[3, 6, 5], [26, 75, 3], [23, 4, 1]]))
#Nx.Tensor<
  f32[3][3]
  [
    [1.0, 0.580316960811615, -0.7997867465019226],
    [0.580316960811615, 1.0, 0.024736011400818825],
    [-0.7997867465019226, 0.024736011400818825, 1.0]
  ]
>

iex> Scholar.Stats.correlation_matrix(Nx.tensor([[3, 6], [2, 3], [7, 9], [5, 3]]))
#Nx.Tensor<
  f32[2][2]
  [
    [1.0, 0.6673083305358887],
    [0.6673083305358887, 1.0]
  ]
>

iex> x = Nx.tensor([[3, 6, 5], [26, 75, 3], [23, 4, 1]])
iex> means = Nx.mean(x, axes: [-2])
iex> Scholar.Stats.correlation_matrix(x, means)
#Nx.Tensor<
  f32[3][3]
  [
    [1.0, 0.580316960811615, -0.7997867465019226],
    [0.580316960811615, 1.0, 0.024736011400818825],
    [-0.7997867465019226, 0.024736011400818825, 1.0]
  ]
>

  



  
    
      
    
    
      correlation_matrix(x, means)



        
          
        

    

  


  


  



    

  
    
      
    
    
      kurtosis(tensor, opts \\ [])



        
          
        

    

  


  

Computes the kurtosis (Fisher or Pearson) of a dataset.
Options
	:axes - Axes to calculate the operation. If set to nil then
the operation is performed on the whole tensor. The default value is [0].

	:keep_axes (boolean/0) - If set to true, the axes which are reduced are left. The default value is false.

	:bias (boolean/0) - If false, then the calculations are corrected for statistical bias. The default value is true.

	:variant - If :fisher then Fisher's definition is used, if :pearson then Pearson's definition is used. The default value is :fisher.


Examples
iex> x = Nx.tensor([[3, 5, 3], [2, 6, 1], [9, 3, 2], [1, 6, 8]])
iex> Scholar.Stats.kurtosis(x)
#Nx.Tensor<
  f32[3]
  [-0.7980852127075195, -1.0, -0.8394768238067627]
>

  



    

  
    
      
    
    
      moment(tensor, moment, opts \\ [])



        
          
        

    

  


  

Calculates the nth moment about the mean for a sample.
Options
	:axes - Axes to calculate the operation. If set to nil then
the operation is performed on the whole tensor. The default value is [0].

	:keep_axes (boolean/0) - If set to true, the axes which are reduced are left. The default value is false.


Examples
iex> x = Nx.tensor([[3, 5, 3], [2, 6, 1], [9, 3, 2], [1, 6, 8]])
iex> Scholar.Stats.moment(x, 2)
#Nx.Tensor<
  f32[3]
  [9.6875, 1.5, 7.25]
>

  



    

  
    
      
    
    
      skew(tensor, opts \\ [])



        
          
        

    

  


  

Computes the sample skewness of a data set.
Options
	:axes - Axes to calculate the operation. If set to nil then
the operation is performed on the whole tensor. The default value is [0].

	:keep_axes (boolean/0) - If set to true, the axes which are reduced are left. The default value is false.

	:bias (boolean/0) - If false, then the calculations are corrected for statistical bias. The default value is true.


Examples
iex> x = Nx.tensor([[3, 5, 3], [2, 6, 1], [9, 3, 2], [1, 6, 8]])
iex> Scholar.Stats.skew(x)
#Nx.Tensor<
  f32[3]
  [0.9794093370437622, -0.8164965510368347, 0.9220733642578125]
>
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