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    Scrypath
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Scrypath, the Ecto-native search indexing library, helps Phoenix and Ecto teams add search to existing schemas without hiding the operational work that keeps search in sync.
Installation
Add Scrypath to your dependencies:
def deps do
  [
    {:scrypath, "~> 0.3"}
  ]
end
Start here: for the canonical first-hour path from dependencies through a working Scrypath.search/3 with inline sync, follow guides/golden-path.md.
Support and readiness: for the defended runtime posture, Phoenix + Meilisearch proof boundary, sync-mode support posture, mix verify.adopter command family, and repo-clone versus Hex-package distinction, use guides/support-and-compatibility.md.
Outside integrations and evidence: if you are trying the defended path or want to submit outside-adopter evidence, read guides/outside-adopter-intake.md.
Request-edge contract: for the v1.21 public story around browser params, Scrypath.QueryParams, optional Scrypath.Phoenix glue, and context-owned Scrypath.search/3, read guides/request-edge-search.md.
Real-app composition and metadata: for reusable defaults / fixed search policy, host-owned metadata rendering, and compose_many/2 lowering into the existing runtime, read guides/composing-real-app-search.md.
If you want the user-flow and jobs-to-be-done map before wiring code, read guides/jtbd-and-user-flows.md.
If you need the real-app story for related rows, fan-out, and when to choose direct sync versus backfill or reindex, read guides/related-data-and-reindexing.md.
If you want the architecture and JTBD crash course before reading the full guides, start with guides/overview.md.
For symptom-style "why is search wrong?" debugging grounded in shipped tests, see guides/common-mistakes.md.
Sync authority: sync semantics, sync modes (:inline, :oban, :manual), eventual consistency, and operator lifecycle recovery language are defined in guides/sync-modes-and-visibility.md. Support/readiness posture and proof-command routing live in guides/support-and-compatibility.md; this README does not restate either guide body.
Operator UI (maintainers): the optional Phoenix shell lives under scrypath_ops/README.md; persona, JTBD, and nav mapping live in scrypath_ops/docs/operator-ia.md in the repository checkout. From the repository root, mix verify.opsui runs the same checks against scrypath_ops/ that the scrypath-ops CI job exercises; see CONTRIBUTING.md for the CI ↔ mix verify.* matrix and job names.
Integration smoke (optional): the repo ships examples/phoenix_meilisearch with Docker Compose and env vars documented there (including how it relates to CI - see CONTRIBUTING.md for GitHub job names ↔ mix verify.* tasks). From the clone root, run cd examples/phoenix_meilisearch && ./scripts/smoke.sh (the example's ./scripts/smoke.sh exists only under that directory, not at the repository root).
Scrypath is Meilisearch-first in v1. The backend seam is internal, not a promised public abstraction, and v1 does not promise public multi-backend parity.
Scrypath owns its internal transport dependency. Configure backend and sync behavior in your app code instead of pinning Req directly in the base install path.
If you want queued sync, add Oban as an optional production integration when you choose sync_mode: :oban.
Quick Path
Start with one searchable schema and one Phoenix context that owns both repo persistence and Scrypath orchestration. Declare search metadata with use Scrypath on the Ecto schema, own Scrypath.sync_record/3 after successful repo writes and Scrypath.search/3 from context functions, and keep controllers or LiveView as thin callers into that boundary. For the full copy-paste path - including context module, controller, and IEx proof - follow guides/golden-path.md.
defmodule MyApp.Blog.Post do
  use Ecto.Schema

  use Scrypath,
    fields: [:title, :body],
    filterable: [:status],
    sortable: [:inserted_at]

  schema "posts" do
    field :title, :string
    field :body, :string
    field :status, :string
    timestamps()
  end
end
When Scrypath Fits
Scrypath is a good fit when you want:
	search indexing that feels native to Ecto instead of bolted onto a controller or callback maze
	one explicit place to choose between inline, manual, and Oban-backed sync
	repo-backed hydration through the common Scrypath.search/3 path
	first-class backfill and managed reindex workflows when drift or schema changes happen

When It Does Not
Scrypath is not trying to be:
	a Postgres full-text abstraction
	a Phoenix-only library
	a public multi-backend facade in v1
	a callback-heavy "it just stays in sync somehow" runtime

If you want hidden model hooks, implicit repo access, or a library that pretends accepted work means immediate search visibility, this is the wrong tool.
Phoenix Wayfinding
If you are wiring Scrypath into a Phoenix app, read these next:
	Guides overview (table of contents for all guides)
	JTBD and user flows (mental model and flow map before the implementation guides)
	Request-edge search (canonical shared story for QueryParams, optional Scrypath.Phoenix, and context-owned runtime calls)
	Composing real-app search (canonical guide for Scrypath.Composition, Scrypath.Metadata, and the two flagship proof flows)
	Related data and reindexing (what to do when associated data changes many documents)
	Getting Started
	Phoenix Walkthrough
	Phoenix Contexts
	Phoenix Controllers and JSON
	Phoenix LiveView
	Scrypath.search_within_facet/4 - facet-scoped full-text search from LiveView-style catalogs (Faceted search with Phoenix LiveView)
	Multi-index search - for Scrypath.search_many/2, :all expansion, federation_weight:, and merged ordering semantics, treat that guide as canonical beyond this bullet list.
	For request-time Meilisearch search parameters (filters, ranking score knobs, pagination, and related call options) versus index-time settings declared on the schema, read the canonical Per-query tuning pipeline spec next to the index-focused relevance guide.
	Sync Modes and Visibility
	Operator Mix Tasks

The walkthrough uses one context-owned search flow and carries that same boundary through controllers and LiveView.
Public Surface
Scrypath keeps one common runtime surface and one explicit backend-specific escape hatch:
	Scrypath for runtime reflection, sync verbs, operator visibility, backfill, managed reindex, and the common search path
	Scrypath.Schema for the declaration contract
	Scrypath.Projection for document projection rules
	Scrypath.Meilisearch for backend-native operations that do not belong on the common path

Backfill and managed reindex now use the same internal operations seam as sync, but that seam stays private. The public backend-native namespace remains Scrypath.Meilisearch.*.
The operator surface also stays on Scrypath.*:
	Scrypath.sync_status/2
	Scrypath.failed_sync_work/2
	Scrypath.retry_sync_work/2
	Scrypath.reconcile_sync/2

For terminal-first operations, the thin mix scrypath.status, mix scrypath.failed,
mix scrypath.retry, and mix scrypath.reconcile tasks wrap those same root APIs.
They do not create a second operator product surface.
use Scrypath is metadata-only. It validates the declaration and exposes stable __scrypath__/1 reflection keys without generating schema-specific runtime verbs.
Sync Modes
Call sync after successful repo persistence. Scrypath is explicit about what each mode means:
	Mode	What Scrypath does before returning	What it does not mean
	:inline	waits for terminal backend task success before returning	database and search writes are not atomic
	:manual	returns accepted backend work immediately	the document may not be searchable yet
	:oban	returns durable enqueue acceptance only	the backend write has not happened yet, and the document may not be searchable

Successful Scrypath.sync_record/3 (and related) calls return a map that includes :status :accepted when work was queued or accepted but may not be searchable yet, and :status :completed when the :inline Meilisearch wait path finished - see guides/sync-modes-and-visibility.md for the full contract.
Accepted work is not the same thing as search visibility.
sync_mode: :oban means durable enqueue accepted, not search visibility completed.
Choosing a mode: :inline is enough for many local workflows and small apps when you want the caller to observe terminal backend success immediately. Move to :oban when durable enqueue and worker throughput matter more than immediate search visibility in the same process. Use :manual for migrations, bulk imports, or operator-controlled batched follow-up where you want an explicit next step instead of automatic queue progression.
The full contract - lifecycle states, Phoenix implications, recovery language, and what "success" in a controller or LiveView really means - lives in guides/sync-modes-and-visibility.md. Treat that guide as the authority; keep README as the compact decision surface.
If this README and the sync guide disagree, treat guides/sync-modes-and-visibility.md as the source of truth for semantics.
The monospace lifecycle line below matches the Operator lifecycle section in that guide.
All three modes share one operator-facing lifecycle:
requested -> enqueued -> processing -> backend_accepted -> completed | retrying | discarded
In practice, retries, discarded jobs, stale deletes, and drift are normal operational realities. They are not edge cases to hide with optimistic wording.
Versioning and upgrades
Scrypath follows semantic versioning for the public API: minor releases can add backwards-compatible capability; major releases signal breaking changes worth a deliberate upgrade read. Patch releases stay focused on fixes and safe doc corrections - see CHANGELOG.md at the repository root for the human-facing release narrative.
The version in root mix.exs (@version) is the source of truth for this checkout; the latest published package is listed on hex.pm/packages/scrypath.
Quality for the packaged artifact is guarded by mix verify.phase11, the always-on gate referenced from docs/releasing.md. That document - not this README - owns the full verify matrix, Release Please flow, and publish checks for maintainers.
Search
The common search path stays small and explicit:
{:ok, result} =
  Scrypath.search(MyApp.Blog.Post, "ecto",
    backend: Scrypath.Meilisearch,
    repo: Repo,
    filter: [status: "published"],
    sort: [desc: :inserted_at],
    page: [number: 2, size: 20],
    preload: [:author]
  )

result.records
result.hits
result.missing_ids
result.page
Hydration is explicit and repo-backed. Scrypath does not infer repos globally or hide stale rows when search hits no longer match the database.
Backfill And Reindex
Scrypath treats repair and rebuild work as first-class operator workflows:
	Scrypath.backfill/2
	Scrypath.reindex/2

Use backfill when the live index contract is still correct and you need to repair missing or stale documents.
Use managed reindex when the contract changed, settings changed, or you no longer trust the live index contents.
{:ok, result} =
  Scrypath.reindex(MyApp.Blog.Post,
    backend: Scrypath.Meilisearch,
    repo: Repo,
    batch_size: 500,
    cutover?: false
  )

result.live_index
result.target_index
result.settings_applied
result.batches
result.documents
result.cutover
cutover?: false leaves the live index untouched while you inspect the rebuilt target.
Drift Detection And Recovery
Detect drift before deciding whether a live-index backfill is enough or whether you need a full rebuild. Common signals are:
	stale search hits whose hydrated records are now missing
	document-count mismatches between the source table and the search index
	failed or discarded sync work
	stale deletes where search still returns records removed from the database
	projection or setting changes that should have rewritten every document

Accepted work is not the same thing as search visibility, and durable enqueue is not the same thing as rebuild completion.
Use Scrypath.sync_status/2 and Scrypath.failed_sync_work/2 when you need to inspect pending, retrying, failed, or last-successful work without reading raw Meilisearch or Oban payloads.
Use Scrypath.reconcile_sync/2 when you need a report-first operator view that combines sync visibility, failed work, and rebuild visibility before you decide on recovery.
Scrypath.reconcile_sync/2 does not heal anything by default. It returns drift signals plus explicit recovery actions so the caller can choose retry, backfill, or reindex deliberately.
Integration smoke (Meilisearch)
CI runs live Meilisearch-backed tests in a dedicated workflow job. Locally you can use Docker Compose (from the repo root):
docker compose up -d
SCRYPATH_MEILISEARCH_URL=http://127.0.0.1:7700 mix verify.meilisearch_smoke
docker compose down

mix verify.meilisearch_smoke --skip-integration exits without contacting Meilisearch (useful for quick task wiring checks only; it does not run the live suites).
Example: Phoenix + Postgres + Meilisearch
For a minimal consumer-shaped setup (Docker Compose with Postgres and Meilisearch on an explicit network, path dependency on this repo, and a scripted smoke test), see examples/phoenix_meilisearch/README.md.
Architecture
See ARCHITECTURE.md for the full runtime boundary, sync guarantees, drift model, and managed reindex workflow order.
For operational guides, see Sync Modes and Visibility,
Operator Mix Tasks,
Operator Support, and
Search backend operations - SRE view.


  

    Guides

Short map of published guides. Start with the Golden path for a linear first-hour setup, or JTBD and user flows if you want the mental model first.
For the current support/readiness contract, defended runtime posture, and maintainer proof-command split, use Support and compatibility.
Crash Course
Scrypath is easiest to think about as four layers:
	declaration: use Scrypath marks a schema with search metadata, but stays metadata-only
	sync orchestration: Scrypath.sync_record/3, Scrypath.backfill/2, and Scrypath.reindex/2 keep writes and recovery explicit
	search runtime: Scrypath.search/3, Scrypath.search_many/2, and Scrypath.search_within_facet/4 stay on one common query path
	operator recovery: Scrypath.sync_status/2, Scrypath.failed_sync_work/2, Scrypath.retry_sync_work/2, and Scrypath.reconcile_sync/2 keep drift visible

The intended app boundary is a Phoenix context that owns the search flow, with controllers and LiveView as thin callers.
	Guide	Purpose
	JTBD and user flows	Canonical mental model: what jobs Scrypath serves, the main user flows, and what "success" honestly means in each one.
	Common mistakes	Evidence-led pitfalls (symptom → wrong model → fix) with links back to canonical guides.
	Getting started	Mental model: what you configure, where sync and search live in the app.
	Golden path	Checklist from mix.exs through first Scrypath.search/3 with inline sync.
	Support and compatibility	Single current support/readiness authority: runtime posture, defended Phoenix + Meilisearch path, proof commands, and clone-vs-Hex boundary.
	Outside-Adopter Intake	Single canonical outside-adopter intake authority for gathering evidence on failed runs or outside integrations.
	Request-edge search	Canonical v1.21 request-edge contract: browser params, Scrypath.QueryParams, optional Scrypath.Phoenix, and context-owned Scrypath.search/3.
	Composing real-app search	Canonical v1.22 composition and metadata guide: defaults, fixed, host-owned rendering, and compose_many/2 lowering.
	Related data and reindexing	Canonical guidance for associated-data fan-out, when direct sync is enough, and when to escalate to backfill or reindex.
	Meilisearch operations	Where Meilisearch runs, provisioning sketches, recovery paths, and footguns—through a Scrypath lens.
	Phoenix walkthrough	End-to-end Phoenix adoption: schema → context → controller → LiveView.
	Phoenix contexts	Context-owned search and sync boundaries.
	Phoenix controllers and JSON	JSON APIs and thin controller callers.
	Phoenix LiveView	LiveView calling Scrypath.search/3 and related patterns.
	Faceted search with Phoenix LiveView	Facets, filters, and catalog-style UIs.
	Multi-index search	Federated / multi-index queries.
	Sync modes and visibility	Inline, Oban, and manual sync semantics and what “done” means.
	Operator Mix tasks	CLI entrypoints over Scrypath.* operator APIs.
	Drift recovery	Operator path when DB and search disagree or work is stuck.
	Relevance tuning	Meilisearch settings, verification, and tuning from schema declarations.
	Per-query tuning pipeline	Request-time Meilisearch search parameters vs index-time settings — canonical merge and mapping spec.

The runnable Phoenix example (Postgres + Meilisearch + Oban) lives under examples/phoenix_meilisearch/.
Recommended reading order
	Golden path
	JTBD and user flows
	Request-edge search
	Composing real-app search
	Phoenix walkthrough
	Sync modes and visibility
	Related data and reindexing
	Drift recovery



  

    Common integration mistakes

These pitfalls are grounded in shipped tests and published guides: each item ties a symptom to the mental model that usually causes it, a fix pattern, and an authority link (never a copy of the full guide).
How to use this page
Skim the headings for a match to your symptom, read the Wrong model line to sanity-check assumptions, then follow the Authority link for the full rules rather than duplicating them here.
Treating search visibility as “same transaction” as the database
Symptom: A record insert or update succeeds, but Scrypath.search/3 does not return the row you just wrote—or returns stale data—so you assume the library “lost” the document.
Wrong model: Search indexes are updated on a separate path from your Ecto transaction commit; “accepted work” is not the same thing as “searchable right now,” especially with :inline, :oban, or :manual sync.
Fix pattern: Decide which sync mode you run, then read the lifecycle language for that mode before branching application code on search results.
Authority: See Sync modes and visibility for the authoritative semantics.
Evidence: Contract coverage in test/scrypath/docs_contract_test.exs locks README language that “Accepted work is not the same thing as search visibility” alongside the sync guide.
Federating search_many/2 without reading the multi-index rules
Symptom: {:error, {:invalid_options, _}} (or related option errors) when combining global_schemas, federation weights, or :all expansion—often after copying options from a single-index example.
Wrong model: Treating federation and :all as “just more indexes” instead of a constrained composition with preflight validation.
Fix pattern: Start from the multi-index guide’s rules for allowed combinations, then align options with the documented shapes before retrying.
Authority: Multi-index search.
Evidence: Scrypath.SearchManyTest exercises structural and federation preflight failures for search_many/2.
Expecting search/3 to guess a schema you never declared with use Scrypath
Symptom: {:error, _} paths that mention an unknown or unregistered schema module, or confusion about why a module is “not searchable,” even though Ecto can load the struct.
Wrong model: Any Ecto.Schema is automatically indexed and searchable without the Scrypath declaration layer.
Fix pattern: Ensure the schema uses use Scrypath with the intended fields and that your app registers the index name you pass to search/3.
Authority: Getting started for the configuration mental model, then Sync modes and visibility for how sync attaches to writes.
Evidence: Search integration tests under test/scrypath/search_test.exs document {:error, _} surfaces for search entrypoints when prerequisites are missing or inconsistent.


  

    Getting Started

Scrypath gives Phoenix and Ecto teams an explicit path for declaring searchable schemas, syncing search documents, and querying through one context-owned boundary.
For a hands-on linear onboarding checklist from dependencies through your first Scrypath.search/3 with inline sync, follow the Golden path.
For the shared request-edge story around browser params, Scrypath.QueryParams, optional Scrypath.Phoenix, and how those feed a context-owned Scrypath.search/3, read Request-edge search.
What You Set Up
Start with three pieces:
	A schema that declares search metadata with use Scrypath
	A context that owns repo persistence plus Scrypath.* orchestration
	A backend configuration that keeps sync mode explicit, plus Oban only if you want queued sync

Declare A Searchable Schema
defmodule MyApp.Blog.Post do
  use Ecto.Schema

  use Scrypath,
    fields: [:title, :body],
    filterable: [:status],
    sortable: [:inserted_at]

  schema "posts" do
    field :title, :string
    field :body, :string
    field :status, Ecto.Enum, values: [:draft, :published]
    timestamps()
  end
end
use Scrypath stays metadata-only. Runtime orchestration still lives in your context modules.
Scrypath also owns its internal transport dependency, so the base install path stays focused on adding :scrypath.
Put Search And Sync In The Context
defmodule MyApp.Content do
  alias MyApp.Blog.Post
  alias MyApp.Repo

  def search_posts(query, opts \\ []) do
    Scrypath.search(Post, query,
      Keyword.merge([backend: Scrypath.Meilisearch, repo: Repo], opts)
    )
  end

  def publish_post(post, attrs) do
    with {:ok, post} <- update_post(post, attrs),
         {:ok, _sync} <-
           Scrypath.sync_record(Post, post,
             backend: Scrypath.Meilisearch,
             sync_mode: :inline
           ) do
      {:ok, post}
    end
  end
end
That keeps reads, writes, sync decisions, and failure handling in one application boundary instead of spreading them across controllers or LiveView callbacks.
Keep Web Modules Thin
Controllers and LiveView modules call the same context boundary:
defmodule MyAppWeb.PostController do
  use MyAppWeb, :controller

  alias MyApp.Content

  def index(conn, params) do
    {:ok, result} =
      Content.search_posts(Map.get(params, "q", ""),
        filter: [status: "published"]
      )

    render(conn, :index, posts: result.records, search: result)
  end
end
defmodule MyAppWeb.PostLive do
  use MyAppWeb, :live_view

  alias MyApp.Content

  def handle_params(%{"q" => query}, _uri, socket) do
    {:ok, result} = Content.search_posts(query, preload: [:author])

    {:noreply, assign(socket, posts: result.records, search: result, query: query)}
  end
end
When you want shared request-edge glue for controller or LiveView params, keep that glue in Scrypath.QueryParams and optional Scrypath.Phoenix, then continue into your context. The full shared contract lives in Request-edge search.
Choose Sync Mode Deliberately
	:inline waits for terminal backend success before returning
	:manual returns accepted backend work immediately for imports and operator-driven flows
	:oban returns durable enqueue acceptance only and is an optional production path when you want queued sync

Accepted work is not the same thing as search visibility. Pick the mode that matches your consistency and operational constraints.
Continue
	Read Phoenix Walkthrough for the first end-to-end path
	Read Phoenix Contexts for the recommended boundary shape
	Read Sync Modes And Visibility before choosing :manual or :oban



  

    Golden path: first indexed document and first search

If you prefer the conceptual overview first, read Getting Started. This guide is a linear checklist from dependency install through a working Scrypath.search/3 using sync_mode: :inline only. Queueing and manual sync are intentionally deferred to Sync Modes and Visibility (guides/sync-modes-and-visibility.md).
If you want the shared request-edge story for browser params, Scrypath.QueryParams, optional Scrypath.Phoenix, and context-owned runtime calls, read Request-edge search. This guide stays focused on the first indexed document and first search.
When you need Scrypath.search_many/2, federation weights, or :all expansion across several schemas, read next: Multi-index search.
Goal
By the end of this path you will have Meilisearch running locally, minimal application configuration pointing Scrypath at it, a searchable Ecto schema, and one context-owned function pair: Scrypath.sync_record/3 after a successful repo write and Scrypath.search/3 returning hydrated records. The first hour stays inline so success in your function means the backend finished the write—not that database and search are a single atomic transaction.
Dependencies
Add Scrypath to your app’s mix.exs:
def deps do
  [
    {:scrypath, "~> 0.3"}
  ]
end
Run mix deps.get. The minor-flexible range matches published 0.3.x releases; bump the constraint when you intentionally adopt a new minor.
Bring up Meilisearch
Scrypath’s v1 story assumes Meilisearch. For a stack aligned with this repository’s CI and example app, use Docker Compose from examples/phoenix_meilisearch/ (image getmeili/meilisearch:v1.15, default URL http://127.0.0.1:7700):
cd path/to/examples/phoenix_meilisearch
docker compose up -d

Set SCRYPATH_MEILISEARCH_URL to your Meilisearch base URL if it is not the default (for example export SCRYPATH_MEILISEARCH_URL=http://127.0.0.1:7700).
For a full Phoenix + Postgres smoke (fixtures, scripted test), follow examples/phoenix_meilisearch/README.md (repository path examples/phoenix_meilisearch/README.md).
For where Meilisearch fits in production (networking, keys, backups vs rebuilding from Postgres), read Meilisearch operations for Scrypath adopters.
Application config
Point your otp_app at Meilisearch in config/runtime.exs or config/dev.exs (pick the file your team uses for local secrets):
import Config

config :my_app, :scrypath,
  meilisearch_url: System.get_env("SCRYPATH_MEILISEARCH_URL") || "http://127.0.0.1:7700"
Wire that into Scrypath’s backend configuration wherever you centralize runtime options (see Getting Started for the shape: backend module + explicit sync_mode at call sites). Use placeholders for URLs in docs you commit; never embed real API keys.
Schema
Declare search metadata on the Ecto schema with use Scrypath:
defmodule MyApp.Blog.Post do
  use Ecto.Schema

  use Scrypath,
    fields: [:title, :body],
    filterable: [:status],
    sortable: [:inserted_at]

  schema "posts" do
    field :title, :string
    field :body, :string
    field :status, :string
    timestamps()
  end
end
use Scrypath is metadata-only; persistence and sync stay in your context.
In production you may still enforce allowed values with validate_inclusion/3 or Ecto.Enum on changesets; this guide keeps field :status, :string in the schema so Meilisearch filters stay string-shaped (for example status = "published") and match the example app.
Context: inline sync and search
Own both repo writes and Scrypath calls from one context module:
defmodule MyApp.Content do
  alias MyApp.Blog.Post
  alias MyApp.Repo

  def search_posts(query, opts \\ []) do
    Scrypath.search(Post, query,
      Keyword.merge([backend: Scrypath.Meilisearch, repo: Repo], opts)
    )
  end

  def publish_post(post, attrs) do
    with {:ok, post} <- update_post(post, attrs),
         {:ok, _sync} <-
           Scrypath.sync_record(Post, post,
             backend: Scrypath.Meilisearch,
             sync_mode: :inline
           ) do
      {:ok, post}
    end
  end

  defp update_post(post, attrs) do
    post
    |> Post.changeset(attrs)
    |> Repo.update()
  end
end
sync_mode: :inline means the call waits for terminal backend success before returning. It still does not make the database write and the search write atomic—operational honesty matters when you reason about failures.
Proof of search (IEx)
After you have migrated data (or inserted a row in dev), prove search from iex -S mix:
alias MyApp.Content

{:ok, result} = Content.search_posts("hello", [])
result.records
Index-time relevance tuning lives in Relevance tuning; request-time search options are specified in the Per-query tuning pipeline guide.
For controllers, JSON APIs, and LiveView that call the same context boundary, continue with Phoenix Walkthrough.
Integration smoke (Postgres + Meilisearch + Oban)
The golden path stays inline on purpose. To run the multi-container proof (inline + :oban integration tests, same Meilisearch image pin as CI), use the runnable example—do not duplicate env tables here:
	Runbook (from examples/phoenix_meilisearch/ — commands, env vars, ./scripts/smoke.sh): examples/phoenix_meilisearch/README.md
	CI: On pull requests and pushes to main, GitHub Actions runs job phoenix-example-integration, which starts Postgres 16 (postgres:16-alpine) and Meilisearch (getmeili/meilisearch:v1.15) as workflow services, sets SCRYPATH_EXAMPLE_INTEGRATION=1, PGPORT=5433, and SCRYPATH_MEILISEARCH_URL=http://127.0.0.1:7700, then runs cd examples/phoenix_meilisearch && mix deps.get && mix test—the same consumer-shaped mix test path the example README documents for local Compose. For job names, env vars, and how they map to mix verify.* tasks, see root CONTRIBUTING.md.

Ecto without Phoenix (API-only)
You do not need MyAppWeb modules. The same context-owned pattern applies in an API-only app: call Scrypath.sync_record/3 after Repo.insert / Repo.update succeeds, and expose Scrypath.search/3 through functions you call from plugs or bounded contexts. Use examples/phoenix_meilisearch/README.md as the entry to the minimal consumer-shaped reference (the example is Phoenix, but the search boundary is still “context owns Scrypath”).
What is next
	Sync modes: When you outgrow inline sync for throughput or durability, read Sync Modes and Visibility (guides/sync-modes-and-visibility.md) for :oban and :manual, operator lifecycle states, and recovery language. Production often uses :oban; the first hour above stays inline on purpose.
	Oban: If you choose :oban, add Oban as a dependency and follow its installation guides; Scrypath stays explicit about enqueue vs visibility—see the sync guide for the contract.



  

    Support and compatibility

This guide is the single current support and readiness authority for Scrypath. Use it when you need the defended branch-tip answer for runtime posture, the supported Phoenix + Meilisearch proof path, sync-mode support, and the maintainer proof commands that back those claims.
Supported baseline
	Elixir: ~> 1.17
	OTP: 26 through 28
	Search backend target for v1: Meilisearch
	Supported write paths in v1: :inline, :manual, :oban

Those claims are intentionally narrow. They are defended by this repository's mix.exs, GitHub Actions workflow, published guides, and the runnable Phoenix example under examples/phoenix_meilisearch/.
What the repo actively proves
Elixir and OTP
mix.exs sets the library floor at Elixir ~> 1.17.
GitHub Actions exercises:
	Elixir 1.17.3 with OTP 26.2.5
	Elixir 1.19.0 with OTP 28.1

That means Scrypath publicly supports Elixir 1.17 through the current stable line this repo tests, with OTP 26 through 28 as the defended runtime range.
Phoenix + Meilisearch adoption path
Scrypath is Ecto-first and Phoenix-friendly:
	the core API is built around Ecto schemas and explicit repo-backed hydration
	the published onboarding path uses Phoenix-shaped contexts, controllers, and LiveView guides
	the canonical real-app proof is the Phoenix + Meilisearch example under examples/phoenix_meilisearch/

This is an adoption posture, not a promise that Scrypath requires Phoenix. The library remains usable in Ecto applications without Phoenix, but the defended branch-tip proof surface is Phoenix + Meilisearch.
Meilisearch posture
Scrypath v1 publicly targets Meilisearch first.
The defended Meilisearch target today is the v1.15 minor line:
	CI service images use getmeili/meilisearch:v1.15
	the Phoenix example Compose stack uses getmeili/meilisearch:v1.15

If you run a different Meilisearch version, treat that as outside the repo's explicit support contract until CI and the example move with it.
Synchronization modes
The public v1 write-path contract covers:
	:inline
	:manual
	:oban

This guide names the supported modes, but it does not restate their operational semantics. Use Sync modes and visibility for what those modes mean, how eventual consistency shows up, and what "done" does or does not imply.
Maintainer proof command family
The maintainer-facing adopter proof spine is intentionally split into two depths:
	mix verify.adopter is the fast path. It stays auth-free and service-free, and checks the support/readiness contract surfaces that should agree at branch tip.
	mix verify.adopter --live is the canonical live proof. It requires SCRYPATH_EXAMPLE_INTEGRATION, PGPORT, and SCRYPATH_MEILISEARCH_URL, then runs cd examples/phoenix_meilisearch && mix deps.get && mix test.

That split preserves operational honesty: fast mode protects support/readiness truth, while live mode is the defended in-repo proof for the Phoenix + Meilisearch example path.
Repo clone versus Hex package boundary
The Phoenix example lives in this repository and depends on Scrypath via a local path: dependency. That means:
	the library itself is published on Hex
	the runnable Phoenix proof path is a repo-clone workflow, not part of the Hex package artifact
	the example README is the authoritative live runbook for env vars, service startup, and CI parity details

If you are evaluating the packaged library only, start with the public guides and README. If you need the defended real-app proof path, use the repository checkout and follow examples/phoenix_meilisearch/README.md.
In-repo proof versus outside-adopter evidence
Scrypath currently has defended in-repo proof for its Phoenix + Meilisearch path. That is not the same thing as reviewed outside-adopter evidence.
	in-repo proof means the current checkout, CI, guides, and example app support the documented path
	outside-adopter evidence means a real external integration has been reviewed and folded back into the support posture

If you are trying the defended path and encounter issues, or if you want to submit outside-adopter evidence for review, see Outside-Adopter Intake.
What this guide does not promise
Scrypath v1 does not currently promise:
	a public multi-backend support matrix beyond Meilisearch-first v1
	support for search engines other than Meilisearch
	a Phoenix-only architecture
	that every Elixir, OTP, Phoenix, Ecto, or Meilisearch combination outside the versions above is verified by CI
	that accepted sync work means immediate search visibility
	that the host application stops owning deployment, service, and search-visibility responsibilities

If you need the first-hour path, start with Golden path. If you need the runnable live proof, continue to examples/phoenix_meilisearch/README.md. If you need sync semantics, use Sync modes and visibility.


  

    Outside-Adopter Intake

This guide is the single authority for outside-adopter attempts. If you are integrating Scrypath outside of the provided example app and encounter issues, or if you are running our defended proof path and it fails for you, follow these instructions to capture admissible evidence.
The Defended Proof Path
Scrypath currently defends a specific Phoenix + Meilisearch proof path. This path lives in this repository as a runnable example.
Repo-clone versus Hex-package Boundary
	Hex-package: When you add {:scrypath, "~> 1.0"} to your mix.exs, you are consuming the library artifact. If you encounter issues here, we need to know your exact environment and integration steps.
	Repo-clone: The defended proof path is a repo-clone workflow. It tests Scrypath as a local path: dependency within a complete Phoenix application.

Maintainer Proof Command Family
We use two commands to verify our contracts and runtime posture:
	mix verify.adopter: The fast, auth-free, service-free path. It verifies support and readiness contracts.
	mix verify.adopter --live: The canonical live proof. It boots the examples/phoenix_meilisearch application and runs its tests against a real Meilisearch instance.

For live operational steps, environment variables, and repo-clone runbook detail, do not guess: follow the exact runbook in examples/phoenix_meilisearch/README.md.
Runtime Assumptions
When we review outside-adopter evidence, we look at these assumptions:
	Are you within the supported Elixir/OTP range?
	Are you targeting the supported Meilisearch version?
	Are you using a supported sync mode?

Admissibility Classes (A through D)
Evidence bundles are classified into one of four classes to determine how we respond:
	Class A: Exact failure on the defended repo-clone live proof. Highest priority.
	Class B: Hex-package integration failure within the explicitly supported runtime matrix.
	Class C: Integration attempt outside the supported runtime matrix (e.g. older OTP or different search backend). Will likely be closed as unsupported, but logged for future roadmap consideration.
	Class D: Incomplete evidence, missing context, or missing ordered commands. Returned for clarification.

Evidence Findings and Review Rubric
When maintainers review an evidence bundle, they sort the outcome into one of four finding buckets:
	Bug in Scrypath: The library failed its contract.
	Doc or Contract Gap: The library behaved as intended, but the docs were missing or misleading.
	App-Side Error: The integration steps in the host app were incorrect.
	Environment Failure: The failure was caused by local OS, Docker, or port issues.

Submitting an Evidence Bundle
To submit evidence of a failure or confusion, you must use our canonical evidence bundle template.
You can find the template at docs/templates/outside-adopter-evidence.md. 
Please fill out:
	Adopter context and Environment matrix
	Scrypath Ref or Hex version
	Chosen proof path and Sync mode
	Ordered commands run
	Expected versus actual outcome
	Exact first failure point
	Supporting logs

Include the completed template in an issue on GitHub.


  

    Request-edge search with QueryParams and Phoenix

This guide is the canonical v1.21 request-edge story: browser params enter at the web edge, Scrypath.QueryParams normalizes them into plain data, optional Scrypath.Phoenix helpers round-trip params and attempted values, your context calls Scrypath.search/3, and the runtime stops there.
If you want the broader onboarding path first, read Getting Started or the Golden path. If you want reusable search defaults, metadata-backed host rendering, or multi-search composition after this shared contract, continue with Composing real-app search.
The Boundary
Keep the lane narrow and explicit:
	Browser params arrive in a controller, LiveView, or another app-owned web edge.
	Scrypath.QueryParams.normalize/1 turns request-shaped params into one stable plain-data contract.
	Scrypath.Phoenix is optional glue for params, forms, and URL round-tripping.
	QueryParams.to_search_args/1 prepares {query, search_opts} for your context.
	Your context calls Scrypath.search/3.

Scrypath.Phoenix does not execute search, own socket lifecycle, or replace contexts. %Scrypath.Query{} is not public API.
Framework-light core
Scrypath.QueryParams is the framework-light public edge seam:
case Scrypath.QueryParams.normalize(params) do
  {:ok, query_params} ->
    {query, search_opts} = Scrypath.QueryParams.to_search_args(query_params)
    MyApp.Content.search_posts(query, search_opts)

  {:error, error_map} ->
    {:error, error_map}
end
That shape works outside Phoenix too. The normalized output is plain data that feeds the same context-owned runtime path.
Optional Phoenix glue
If you are in Phoenix, Scrypath.Phoenix removes repeated request-edge glue without becoming a second runtime:
alias Scrypath.Phoenix, as: SearchPhoenix
alias Scrypath.QueryParams

case SearchPhoenix.from_params(params) do
  {:ok, query_params} ->
    form = SearchPhoenix.to_form_data(query_params)
    {query, search_opts} = QueryParams.to_search_args(query_params)
    {:ok, result} = MyApp.Content.search_posts(query, search_opts)
    {:ok, %{form: form, result: result}}

  {:error, error_map} ->
    {:error, SearchPhoenix.to_form_data(params, error_map)}
end
Use that helper layer for:
	browser-shaped param normalization
	renderable attempted values plus field/form errors
	URL param round-tripping

Do not use it for:
	search execution
	repo access
	controller macros or use Scrypath.Phoenix
	LiveView socket ownership

Contexts stay canonical
Contexts remain the application boundary for search orchestration:
defmodule MyApp.Content do
  alias MyApp.Blog.Post
  alias MyApp.Repo

  def search_posts(query, opts \\ []) do
    Scrypath.search(Post, query,
      Keyword.merge([backend: Scrypath.Meilisearch, repo: Repo], opts)
    )
  end
end
That is where repo-backed hydration, backend choice, preload policy, sync mode choice, and feature-level defaults belong.
Controller and LiveView flow
Controllers and LiveView stay thin:
	controllers normalize params, call the context, and render HTML or JSON
	handle_params/3 remains the canonical LiveView source of truth for URL-driven search state
	the same QueryParams / SearchPhoenix contract feeds both

See:
	Phoenix controllers and JSON
	Phoenix LiveView
	Faceted search with Phoenix LiveView

Example app vs guides
HexDocs is the teaching surface for this public contract. The runnable example app is the proof/runbook surface for the real Postgres + Meilisearch + Oban path, CI parity, and local smoke commands:
	teaching surface: this guide plus the rest of guides/
	proof/runbook surface: examples/phoenix_meilisearch/README.md

Use the guide to understand the boundary. Use the example when you want to prove the operational path against real services.
Continue
	Composing real-app search
	Phoenix Walkthrough
	Phoenix Contexts
	Phoenix Controllers and JSON
	Phoenix LiveView



  

    Composing real-app search

This guide is the canonical v1.22 story for reusable search defaults, metadata-driven host rendering, and multi-search composition. The contract stays narrow: request-edge helpers normalize plain data, Scrypath.Composition lowers that data into Scrypath.search/3 or Scrypath.search_many/2, and your context remains the application boundary.
If you have not normalized browser params yet, start with Request-edge search. If you want the first-hour setup instead, start with the Golden path.
Why composition exists after request-edge normalization
Scrypath.QueryParams solves request-edge normalization. Composition solves a different problem: once several screens or callers share the same search defaults, where do those reusable rules live without turning Scrypath into a second runtime or a framework facade?
The answer is plain data:
	contexts or feature modules define presets and scopes as maps
	Scrypath.Composition.compose/2 resolves defaults plus fixed constraints
	Scrypath.Composition.to_search_args/1 lowers that result into {text, keyword_opts}
	your context still calls Scrypath.search/3

Scrypath.Composition does not execute search, move search ownership onto schemas, or replace Phoenix, controllers, LiveView, or your context boundary.
Presets, scopes, defaults, and fixed
The public vocabulary is intentionally small:
	defaults fill in search-shaped values when the caller omitted them
	fixed locks filter-bearing fields and fails on conflicts
	applied, defaulted, fixed, and unsupported remain inspectable in the result

That keeps the seam useful for tests, logs, and honest host rendering without exposing %Scrypath.Query{} or inventing schema-generated runtime verbs.
base_catalog =
  %{
    defaults: %{
      sort: [desc: :published_at],
      page: [size: 24],
      facets: [:category, :author]
    },
    fixed: %{
      filter: [published: true]
    }
  }

criteria = %{
  text: "ecto",
  facet_filter: [category: ["books"]]
}

{:ok, composition} = Scrypath.Composition.compose(base_catalog, criteria)
{text, search_opts} = Scrypath.Composition.to_search_args(composition)

MyApp.Catalog.search_books(text, search_opts)
Metadata supports host-rendered honest controls
Composition is only half of the real-app seam. Hosts often need to know what the schema declares and what the current search input resolved to before they render controls.
Use:
	Scrypath.schema_capabilities/1 for declaration-backed support
	Scrypath.reflect_search/2 for resolved applied, defaulted, fixed, and unsupported state
	Scrypath.reflect_search_many/2 for entry-scoped multi-search reflection

capabilities = Scrypath.schema_capabilities(MyApp.Catalog.Book)

reflection =
  Scrypath.reflect_search(MyApp.Catalog.Book, %{
    text: "ecto",
    facets: [:category],
    facet_filter: [category: ["books"], region: ["eu"]]
  })
Those helpers return plain data for host rendering. They do not generate UI, claim tenant-safe authz, or promise related-data propagation or rebuild correctness. Those remain host-owned concerns.
One runtime, two proof flows
Phase 85 freezes two flagship real-app proofs on top of the same runtime boundary:
Single-schema catalog flow
Use one schema, one context-owned Scrypath.search/3 call, and metadata-driven controls for a searchable Phoenix catalog page. Composition reduces repeated query glue, while schema_capabilities/1 and reflect_search/2 keep the control state inspectable and honest.
Read Faceted search with Phoenix LiveView for the concrete single-schema proof.
Multi-schema global-search flow
Use Scrypath.Composition.compose_many/2 when several schemas share some defaults but still need entry-scoped criteria, capabilities, and failure handling. The helper lowers into the existing tuple/shared-option contract for Scrypath.search_many/2; it does not create a merged capability graph or a fake universal ranking scale.
Read Multi-index search for the concrete multi-schema proof.
compose_many/2 lowers into search_many/2
Multi-search composition follows the same boundary discipline:
	per-entry composition is canonical
	shared composition lowers defaults only
	shared fixed is intentionally unsupported
	entry-scoped capability differences stay visible
	partial failures stay explicit

{:ok, many} =
  Scrypath.Composition.compose_many(
    [
      %{
        schema: MyApp.Post,
        text: "release",
        fragments: [%{defaults: %{filter: [published: true]}}],
        criteria: %{facets: [:status]}
      },
      %{
        schema: MyApp.User,
        text: "release",
        criteria: %{filter: [active: true]}
      }
    ],
    shared: %{defaults: %{page: [size: 8]}}
  )

{entries, shared_opts} = Scrypath.Composition.to_search_many_args(many)

Scrypath.search_many(entries, Keyword.merge(shared_opts, repo: MyApp.Repo))
The output stays inspectable plain data all the way to the runtime call.
Non-goals
This guide is also the canonical boundary page for what v1.22 does not promise:
	no public %Scrypath.Query{}
	no schema-generated runtime verbs
	no generated UI widgets, forms, or components
	no tenant/authz guarantees
	no related-data propagation or rebuild correctness claims

Scrypath helps you compose search-shaped data and reflect honest state. Your app still owns policy, rendering, and operational follow-through.
Continue
	Faceted search with Phoenix LiveView
	Multi-index search
	JTBD and user flows



  

    JTBD and user flows

This guide is for the Phoenix or Ecto engineer who wants to use Scrypath in a real SaaS app and wants the library to make sense before wiring more code.
If you want the copy-paste first hour, start with the Golden path. If you want the shared request-edge contract first, read Request-edge search. If you want the canonical real-app composition and metadata lane, read Composing real-app search. This guide is the mental model and flow map that ties the rest together.
The core job
The job is not "run a search query."
The real job is:
Keep a search-shaped read model in sync with Ecto data without lying about consistency, rebuilds, or recovery.
That one sentence explains almost everything Scrypath is opinionated about:
	schemas declare what a search document looks like
	contexts own orchestration
	request-edge helpers stay thin and optional
	search returns both raw hits and hydrated records
	operator recovery is a first-class user flow, not an appendix

If you want hidden callbacks that whisper "trust me, it's indexed," Scrypath is the wrong tool.
The mental model
Think in six steps:
	Your Ecto schema declares search metadata with use Scrypath.
	Your context decides when a repo write should trigger search sync.
	Scrypath builds a search document from the source record.
	The backend stores that document in the current search index.
	Scrypath.search/3 queries that index and returns raw hits plus hydrated records.
	If the index drifts from the database, you use status, failed work, contract drift, backfill, or reindex to recover deliberately.

The database is still the source of truth. The search index is a derived system you keep honest.
The six flows that matter
Most teams grow through Scrypath in roughly this order:
	Get one schema searchable without inventing an indexing subsystem.
	Choose what is honestly true after a write returns.
	Normalize browser params once and keep Phoenix screens thin.
	Build a catalog or global-search experience on the same runtime path.
	Search across several schemas without pretending they are one index.
	Recover when the database and the index disagree.

You do not need every flow on day one. You do need the right mental model on day one.
Flow 1: "Get search working on one schema without inventing an indexing subsystem"
This is the first-hour job.
Picture a SaaS app with Post, Ticket, or Customer records. You already have an Ecto schema and a Phoenix context. You want one search box and you do not want to redesign the app around search.
What Scrypath gives you:
	a metadata declaration on the schema
	one context-owned call to Scrypath.sync_record/3 after a successful write
	one context-owned call to Scrypath.search/3 for reads

What success means:
	creating or updating the record can push a corresponding search document
	searching returns hydrated repo records in hit order
	controllers or LiveView stay thin

What success does not mean:
	the database and search write are suddenly atomic
	the library will discover your repo or web boundary for you

This is why the Golden path starts with one schema, one context, and sync_mode: :inline.
Flow 2: "Choose the right sync honesty for this feature"
This is usually the first serious design decision.
The question is not "which mode is best?"
The question is:
When this write returns to my app, what truth do I want to be able to say out loud?
:inline
Use this when the caller should wait for terminal backend task success.
Good fit:
	local development
	first adoption
	admin or internal workflows where a slower write is acceptable

Truth you can say:
	"the backend finished the indexing task before I returned"

Truth you still cannot say:
	"the database write and search write were one atomic transaction"

:oban
Use this when durable enqueue matters more than immediate visibility.
Good fit:
	higher write volume
	user flows where request latency matters
	production systems already comfortable with Oban

Truth you can say:
	"the indexing job is durably queued"

Truth you still cannot say:
	"the document is searchable right now"

:manual
Use this when a human or explicit workflow should control the next step.
Good fit:
	imports
	migrations
	large repair jobs
	staged operator workflows

Truth you can say:
	"the backend accepted the work"

Truth you still cannot say:
	"the index is already caught up"

The canonical semantics live in Sync modes and visibility. The mental shortcut is simple: accepted work is not the same thing as visible search results.
Flow 3: "Normalize browser params once and keep Phoenix screens thin"
This is the day-two Phoenix job.
You have a controller action or LiveView page for something like:
	searching support tickets
	browsing published posts
	filtering customers by status
	finding users by name and email

The clean Scrypath shape is:
	browser params enter at the web edge
	Scrypath.QueryParams normalizes them into plain data
	optional Scrypath.Phoenix helpers round-trip URL and form state
	the context turns those params into one Scrypath.search/3 call
	the web layer renders the result honestly

What this buys you:
	search stays a context concern, not a controller trick
	URL-driven LiveView state stays shareable and debuggable
	field-scoped request errors stay renderable without freezing Phoenix into core runtime
	hydration is explicit, so stale search hits do not silently vanish

The important boundary is the whole point:
	Scrypath.QueryParams is data-only
	Scrypath.Phoenix is optional glue only
	your context still owns repo access, backend choice, preload policy, and search execution

Relevant follow-on guides:
	Request-edge search
	Phoenix walkthrough
	Phoenix controllers and JSON
	Phoenix LiveView

Flow 3.5: "Compose reusable presets and scopes without inventing a second runtime"
This is the feature-level search policy job.
Once a team has more than one screen or caller building the same search defaults, the
question changes from "how do I parse params?" to "where do these shared defaults and
locks live without turning Scrypath into the app boundary?"
The clean shape is:
	host contexts or feature modules define a plain-data preset or scope
	Scrypath.Composition resolves those fragments into canonical single-search args
	contexts still call Scrypath.search/3
	Phoenix remains optional because composition stops at data, not execution

That boundary matters:
	presets can default text, filters, sort, page, facets, facet filters, or per-query knobs
	fixed constraints can lock only filter-bearing fields and fail explicitly on conflicts
	the result stays inspectable for tests and logs without exposing %Scrypath.Query{}

This gives you one reusable composition seam without creating schema-generated runtime
verbs, moving policy onto Scrypath.Phoenix, or pretending composition solves tenant
authz or related-data propagation.
Read Composing real-app search when you want the
canonical defaults, fixed, metadata, and compose_many/2 story in one place.
Flow 4: "Build a catalog search experience, not just a search box"
This is where search starts feeling like product surface instead of plumbing.
Picture a marketplace or media app:
	products by brand, category, and price
	listings by city and status
	movies by genre, year, rating, and director

Now the job is not just text search. The job is:
Help users narrow a large result set without losing the shape of the catalog.
Scrypath's current catalog flow supports:
	declared facet attributes on the schema
	facets: and facet_filter: on the common search path
	hierarchical facets
	disjunctive facet-count merge helpers
	search_within_facet/4 for "search inside this bucket"

What it deliberately preserves:
	LiveView owns UI state and URL state
	your context still owns the Scrypath call
	facet counts and filters are explicit, not hidden behind a giant UI abstraction

Read Faceted search with Phoenix LiveView when your app moves from "search page" to "browse and refine."
Flow 5: "Search across several kinds of records without pretending they are one index"
This is the global-search or dashboard job.
Examples:
	one search bar across posts, users, tags, and events
	an internal admin console searching customers, accounts, and tickets
	a support workspace that needs cross-entity lookup

Scrypath supports this through Scrypath.search_many/2.
The key honesty rule is the whole point:
You can merge several result streams into one response without pretending the scores are universally comparable.
That is why the library keeps per-schema boundaries visible:
	ordered results
	per-schema result access
	partial failures
	federation metadata
	:all expansion over an allowlist

This is a powerful flow, but it is not "one magical global index." Read Multi-index search when that distinction starts mattering.
Flow 6: "Recover when search and the database disagree"
This is the grown-up job, and it is where Scrypath is more honest than many libraries.
Sooner or later one of these happens:
	a delete did not land
	a worker retried too many times
	a deployment changed projection or settings
	the DB count and index count diverged
	search returns an id whose row is gone

Scrypath treats that as a normal operator workflow, not a shameful edge case.
The decision tree is blunt:
	use Scrypath.sync_status/2 when you need posture
	use Scrypath.failed_sync_work/2 when you need concrete failed units
	use index-contract drift when the question is declared contract versus live index shape
	retry one explicit failed item when the contract is still sound
	backfill when the live index is still trustworthy and just needs repair
	reindex when the contract changed or the live index no longer deserves trust

The important mindset shift is this:
Backfill repairs a trustworthy index. Reindex replaces an untrustworthy one.
Read Drift recovery, Operator Mix tasks, and Related data and reindexing when you are in this phase of adoption.
What Scrypath is opinionated about
Scrypath keeps making the same bets:
	Ecto-first beats controller-first or callback-first integration.
	Contexts own orchestration beats scattering search logic through the web layer.
	One common runtime path beats a pile of generated per-schema verbs.
	Operational honesty beats pretending eventual consistency does not exist.
	Optional Phoenix glue beats turning the core library into a Phoenix facade.
	Explicit recovery beats treating drift as a support embarrassment.

What is still intentionally not magic
Scrypath is not promising these things for you:
	no hidden database-plus-search atomicity
	no generated search subsystem from one macro
	no automatic cross-record reindex story for every association shape
	no fake cross-index score comparability
	no public multi-backend abstraction in v1

Those constraints are part of the product, not missing polish.
What to read next
	First hour: Golden path
	Phoenix request edge: Request-edge search
	Sync truth: Sync modes and visibility
	Related-data correctness: Related data and reindexing
	Recovery: Drift recovery

How the flows usually mature
Most teams grow through Scrypath in roughly this order:
	One schema, one context, one inline search flow.
	More filters, sorts, and Phoenix pages on the same common path.
	Facets or multi-index search once search becomes product-facing.
	Oban or manual sync once throughput, imports, or operator control matter more.
	Backfill and reindex runbooks once the system is clearly valuable enough to need operational discipline.

That progression is healthy. You do not need every flow on day one.
What Scrypath is opinionated about
Scrypath keeps making the same bets:
	Ecto-first beats controller-first or callback-first integration.
	Contexts own orchestration beats scattering search logic through the web layer.
	One common runtime path beats a pile of generated per-schema verbs.
	Operational honesty beats pretending eventual consistency does not exist.
	Explicit repair workflows beat "maybe just rerun the callback and hope."

Those bets are why the library feels small in some places and unusually blunt in others.
What it intentionally does not try to be
Scrypath is not currently trying to be:
	a Postgres full-text abstraction
	a public multi-backend facade
	a Phoenix-only framework
	an admin dashboard that replaces your own auth and operational stack
	a library that claims accepted work means immediate search visibility

That restraint matters. A search library becomes confusing fast when it promises every shape of search, every backend, every UI pattern, and every operations workflow at once.
Where to go next
	Want the first implementation path: Golden path
	Want the app boundary: Getting started and Phoenix contexts
	Want to choose sync semantics carefully: Sync modes and visibility
	Want catalog UX: Faceted search with Phoenix LiveView
	Want cross-schema search: Multi-index search
	Want the operator playbook: Drift recovery



  

    Related data and reindexing

This guide is for the Phoenix or Ecto team that has moved beyond flat documents and now needs to answer the uncomfortable real-app question:
What should happen when a record changes data that lives in someone else's search document?
Examples:
	an Author name changes and post documents store author_name
	a Tag is renamed and product documents store tag labels
	an account changes status and many searchable child records should now filter differently
	a support ticket changes teams and search documents store team metadata

The short version is simple:
Scrypath does not hide cross-record invalidation behind callback magic. Your app owns the fan-out.
That is the least-surprise Ecto shape, and it keeps recovery honest when the blast radius is larger than one row.
The rule of thumb
Use simple Scrypath.sync_record/3 when the changed row is the same row that owns the search document.
Reach for explicit fan-out when:
	the indexed document includes data from associated records
	a shared lookup table changes many documents at once
	a permission or tenant boundary change affects search visibility
	the shape of the document changed and you no longer trust the live index

If you remember one sentence from this guide, make it this:
Find affected source records explicitly, then sync or rebuild them deliberately.
Three kinds of related-data changes
1. One changed row, one changed document
This is the easy case.
Example:
	a Post title changes
	a Customer email changes
	a Ticket status changes and the document is built from the ticket row itself

Do this:
	persist the row in your context
	call Scrypath.sync_record/3 for that row

You do not need a broader recovery workflow unless the sync fails or the contract changed.
2. One changed row affects many other documents
This is the common real-app footgun.
Example:
	an Author rename should update every searchable post that stores author_name
	a Category label change should update every product document that stores category names
	an organization rename should update many user-facing result documents

Do this:
	persist the changed row in its owning context
	query for the affected source records explicitly
	sync those source records in a deliberate follow-up step

In Ecto terms, this usually means:
	identify the source schema that owns the search document
	build one query that finds affected records
	decide whether the follow-up should be inline, queued, or manual

The important thing is what you do not promise:
	no hidden association walking
	no automatic preload magic
	no assumption that a related-row change is cheap

Fan-out with Scrypath.sync_related/3
When one changed row fans out to many search documents, Scrypath ships an explicit
entrypoint for it: Scrypath.sync_related/3. The context invokes it deliberately; it
is not a hidden callback. You declare the fan-out as metadata on the owning schema,
write one resolver that finds the affected target records, and the context calls
sync_related/3 choosing inline or durable (Oban) execution.
There is no public worker macro to write. The :oban path is dispatched by an internal
Scrypath worker; adopters never name or use a worker module. You select
durable execution with sync_mode: :oban and point Scrypath at your Oban instance.
(a) Declare the fan-out on the owning schema
The fan-out lives on the schema whose change drives the update — here Author, because an
author rename should re-sync every post that stores author_name. fan_outs: names a key
(:posts), a target: schema (the schema that owns the search document), and a resolver:
MFA tuple that maps the changed owner(s) to the target records to re-sync:
defmodule MyApp.Accounts.Author do
  use Ecto.Schema

  schema "authors" do
    field(:name, :string)
    has_many(:posts, MyApp.Blog.Post)
    timestamps()
  end

  # Owning-side fan_outs: declaration consumed by Scrypath.sync_related/3.
  # The resolver MFA must handle BOTH arities (inline -> Author records, oban -> author IDs).
  def __scrypath__(:fan_outs) do
    [
      posts: [
        target: MyApp.Blog.Post,
        resolver: {MyApp.Accounts, :resolve_posts_for_authors, []}
      ]
    ]
  end

  # Used by the :oban fan-out enqueue path (Scrypath.Identity.document_ids/2).
  def __scrypath__(:document_id), do: :id

  def changeset(author, attrs) do
    author
    |> Ecto.Changeset.cast(attrs, [:name])
    |> Ecto.Changeset.validate_required([:name])
  end
end
Note: use Scrypath does not generate a __scrypath__(:fan_outs) accessor.
The macro generates reflection keys for fields, settings, and document identity
(see lib/scrypath/schema.ex) but not for fan-out declarations. Until macro-expansion
support for fan_outs: is added, declare __scrypath__(:fan_outs) and
__scrypath__(:document_id) by hand, as shown above. This is the same pattern
used by the library's own hermetic fan-out tests.

The resolver MFA is invoked as apply(mod, fun, [first_arg | extra_args]). The [] above
means no extra args; first_arg is supplied by Scrypath and differs by mode (see (c)).
(b) Call sync_related/3 from the context — inline or oban
The owning context persists the change, keeps any denormalized projection in sync, and then
invokes the fan-out explicitly. opts[:fan_out] is required — it names a key in the
schema's fan_outs: declaration, and sync_related/3 raises ArgumentError if it is absent.
Inline execution resolves and syncs the affected records now, in the calling process:
# inline (context-side) — resolves + syncs in this process, returns when done
{:ok, %{mode: :inline, status: :completed}} =
  Scrypath.sync_related(Author, updated_author,
    fan_out: :posts, sync_mode: :inline, backend: Scrypath.Meilisearch)
Oban execution enqueues the internal RelatedWorker and returns immediately — the work is
durably queued, not done:
# oban (context-side) — "durably queued", NOT "searchable now"
{:ok, %{mode: :oban, status: :accepted}} =
  Scrypath.sync_related(Author, updated_author,
    fan_out: :posts, sync_mode: :oban, oban: MyApp.Oban,
    oban_queue: :scrypath, backend: Scrypath.Meilisearch)
Note the status difference: :inline returns status: :completed (the documents are
synced); :oban returns status: :accepted (the job is queued and will run later).
(c) Write an arity-safe resolver (the #1 footgun)
The resolver receives a different first argument depending on the mode, and this is the
single most common mistake when adopting sync_related/3:
	The inline path hands the resolver a list of owning-schema records ([%Author{}]).
	The oban path hands the resolver a list of owning-schema document IDs ([author_id]),
because the Author struct is discarded at enqueue time — only the IDs round-trip through the
Oban job. The resolver can never trust .name to be loaded on the oban path.

So the resolver must pattern-match both shapes and funnel both to a single reload-by-id
query against the target schema. Reloading by id makes the two arities converge:
defmodule MyApp.Accounts do
  import Ecto.Query
  alias MyApp.Accounts.Author
  alias MyApp.Blog.Post
  alias MyApp.Repo

  def update_author(%Author{} = author, attrs, sync_opts) do
    {:ok, updated} =
      author |> Author.changeset(attrs) |> Repo.update()

    # Keep the denormalized projection in sync — app-owned, explicit, before fan-out.
    {_count, _} =
      from(p in Post, where: p.author_id == ^updated.id)
      |> Repo.update_all(set: [author_name: updated.name])

    # Explicit fan-out the context invokes — not a callback.
    {:ok, result} =
      Scrypath.sync_related(Author, updated, Keyword.put(sync_opts, :fan_out, :posts))

    {:ok, result, updated}
  end

  # Arity-safe resolver: inline passes Author RECORDS, oban passes Author DOCUMENT IDs.
  # Both funnel to a reload-by-author_id query so the reload is uniform.
  def resolve_posts_for_authors([%Author{} | _] = authors),
    do: authors |> Enum.map(& &1.id) |> reload_posts()

  def resolve_posts_for_authors([_id | _] = author_ids), do: reload_posts(author_ids)
  def resolve_posts_for_authors([]), do: []

  defp reload_posts(author_ids),
    do: Repo.all(from(p in Post, where: p.author_id in ^author_ids))
end
A resolver that handles only records (or only ids) will crash the :oban path on a value it
did not expect. Always handle both arities and reload from the database by id.
3. The document contract changed
Sometimes the question is not "which records changed?"
Sometimes the question is:
Do I still trust the live index at all?
Examples:
	you added or removed projected fields
	you changed filterable, sortable, or faceting declarations
	you changed settings in a way that implies a rebuild
	you cannot confidently enumerate every affected record

That is no longer a simple fan-out job.
This is when you move from sync into repair or rebuild:
	use index-contract drift or reconcile when you need posture first
	use backfill when the live index is still trustworthy and just needs repair
	use managed reindex when the contract changed or the live index no longer deserves trust

A Phoenix context shape that stays honest
The clean shape is still:
	the owning context persists the original change
	the owning context decides whether there is fan-out work
	the context chooses the follow-up sync mode or operator path

For example, if posts own the search document but authors affect post documents:
	Accounts updates the author
	Accounts or a small orchestration boundary identifies affected posts
	that boundary syncs those posts explicitly

The exact module split can vary. The important invariant is that web modules still do not own this logic.
Picking the right follow-up path
The choice between inline and durable (Oban) execution comes down to two
questions: how large is the blast radius (how many rows the change affects),
and how much request latency can the calling request tolerate.
Small blast radius, latency-tolerant caller
Good fit:
	a small, bounded number of affected rows
	the caller benefits from knowing the update finished now
	the request can absorb the extra latency of resolving and syncing in-process

Default:
	inline follow-up with sync_mode: :inline

This returns {:ok, %{mode: :inline, status: :completed}} only after the affected
documents are synced, so when the function returns you can truthfully say the work
is done.
Larger blast radius, latency-sensitive request
Good fit:
	many affected rows
	request latency matters and the caller should not block on the fan-out
	your app already treats Oban as normal production infrastructure

Default:
	durable enqueue with sync_mode: :oban

This enqueues the internal RelatedWorker and returns
{:ok, %{mode: :oban, status: :accepted}} immediately — before any document is
synced. That changes what you are allowed to claim:
Truth you can say:
	"the follow-up work is durably queued"

Truth you cannot say:
	"all affected documents are searchable now"

What failures look like under :oban
When you choose sync_mode: :oban, the internal RelatedWorker — not your app code —
maps each sync outcome onto Oban's retry/cancel contract. Knowing this mapping tells you
which failures are permanent and which Oban will retry for you:
	Outcome of the underlying sync	RelatedWorker result	What happens
	Success (:ok / {:ok, _})	:ok	Job completes.
	Backend HTTP 4xx (e.g. bad request)	{:cancel, ...}	Permanent — Oban cancels the job, no retry. A 4xx is a client-side problem retrying will not fix.
	Backend HTTP 5xx or generic error	{:error, reason}	Transient — Oban retries with backoff up to max_attempts: 8 (the worker default).
	Invalid schema / unknown fan-out	{:cancel, {:invalid_job, reason}}	Permanent — the job can never succeed, so it is cancelled rather than retried.

You do not write or configure this mapping; the library owns it. Your resolver and context
stay focused on finding and syncing the right records.
Unbounded or uncertain blast radius
Good fit:
	imports
	large migrations
	staged operator work
	situations where you cannot confidently bound the affected rows up front
	situations where you want to inspect before cutover

Default:
	manual flow, backfill, or managed reindex

When you cannot answer "how many rows will this touch?", neither sync_mode: :inline
nor sync_mode: :oban is the right reach — move to a deliberate operator path instead.
Deletes are their own category
Deletes are where many libraries get hand-wavy. Scrypath should not.
If a source row is gone, a later async delete job may not be able to reload it. That is normal. The safe pattern is:
	carry enough identity to delete the document directly from the index
	do not depend on reloading the deleted source row later

When stale deletes still appear:
	inspect failed work
	inspect reconcile and drift posture
	decide whether one explicit retry is enough or whether the index needs broader repair

Tenant and permission changes are related-data changes too
In SaaS apps, not every related-data change is cosmetic.
Sometimes the changed data affects who should be able to see the document at all.
Examples:
	a record moves tenants
	a team membership change affects searchable visibility
	a role or account-status change changes which rows should appear

Treat these as higher-risk related-data events:
	be explicit about the tenant boundary in app code
	be explicit about which source records are affected
	prefer a repair or rebuild workflow when the visibility model changed broadly

Scrypath can help with sync, search, and recovery. It should not pretend index prefixes alone are your authorization model.
When to choose backfill versus reindex
Use this shortcut:
	backfill when the live index contract is still right and the data just needs repair
	reindex when the contract changed or you no longer trust the live index

Examples where backfill is usually right:
	a queue outage delayed some updates
	a bounded set of related-data fan-out jobs failed
	the document shape is unchanged and you trust the current index settings

Examples where reindex is usually right:
	projected fields changed broadly
	filterable or faceting declarations changed
	settings changed in a way that implies a rebuild
	you cannot confidently identify all affected source records

A practical decision tree
Ask these questions in order:
	Did the changed row own the document directly?
	If not, can I clearly query the affected source records?
	Is the blast radius small enough for normal sync, or is this now repair work?
	Do I still trust the live index contract?
	What truth do I need to be able to say when this function returns?

That yields the usual outcomes:
	direct sync
	explicit fan-out sync
	queued fan-out sync
	backfill
	managed reindex

What Scrypath should stay opinionated about here
These are the least-surprise defaults:
	contexts own orchestration
	the library owns execution
	related-data propagation is explicit
	request-edge helpers do not own fan-out logic
	use Scrypath stays metadata-only
	recovery is public and documented

That split is the heart of sync_related/3: contexts own orchestration — your code
decides when to fan out, which records are affected, and which mode to run — while the
library owns execution — Scrypath runs the resolver, dispatches the internal
RelatedWorker under :oban, and maps failures onto the retry/cancel contract. Neither side
reaches into the other.
The tempting alternative is callback magic. That shape feels easy until the first production drift incident. Then it becomes hard to reason about, hard to test, and hard to repair.
Read next
	JTBD and user flows
	Sync modes and visibility
	Drift recovery
	Operator Mix tasks



  

    Phoenix Walkthrough

This walkthrough shows the recommended adoption path for Scrypath in a Phoenix app: searchable schema, context-owned search boundary, controller call, LiveView call, and explicit sync visibility choices.
For the shared request-edge contract around browser params, Scrypath.QueryParams, optional Scrypath.Phoenix, and context-owned Scrypath.search/3, read Request-edge search first or keep it open alongside this walkthrough.
1. Declare The Searchable Schema
Start with a normal Ecto schema and keep the Scrypath declaration on the schema itself.
defmodule MyApp.Blog.Post do
  use Ecto.Schema

  use Scrypath,
    fields: [:title, :body],
    filterable: [:status],
    sortable: [:inserted_at]

  schema "posts" do
    field :title, :string
    field :body, :string
    field :status, Ecto.Enum, values: [:draft, :published]
    timestamps()
  end
end
That declaration is metadata, not a generated runtime API. The runtime calls still belong in your context.
2. Put Search And Sync In The Context
Put search orchestration in a Phoenix context, not in controllers and not in LiveView modules.
defmodule MyApp.Content do
  alias MyApp.Blog.Post
  alias MyApp.Repo

  def search_posts(query, opts \\ []) do
    Scrypath.search(Post, query,
      Keyword.merge([backend: Scrypath.Meilisearch, repo: Repo], opts)
    )
  end

  def publish_post(post, attrs) do
    with {:ok, post} <- update_post(post, attrs),
         {:ok, _sync} <-
           Scrypath.sync_record(Post, post,
             backend: Scrypath.Meilisearch,
             sync_mode: :inline
           ) do
      {:ok, post}
    end
  end
end
The context owns repo-backed hydration, backend choice, sync mode choice, and preload policy. That is also where you decide whether a write waits inline or returns accepted async work.
3. Call That Boundary From Controllers
Controllers translate request params into a context call and render a response. They should not compose raw Repo and Scrypath.* operations as the recommended pattern.
defmodule MyAppWeb.PostController do
  use MyAppWeb, :controller

  alias MyApp.Content

  def index(conn, params) do
    query = Map.get(params, "q", "")

    {:ok, result} =
      Content.search_posts(query,
        filter: [status: "published"]
      )

    render(conn, :index, posts: result.records, search: result)
  end
end
Use the same shape for JSON endpoints. If you want shared request-edge glue, keep it in Scrypath.QueryParams and optional Scrypath.Phoenix, then hand the result to your context. The controller owns request parsing and rendering, while MyApp.Content.search_posts/2 owns repo access and Scrypath options.
4. Reuse The Same Context From LiveView
LiveView owns UI state. The context still owns repo access and Scrypath orchestration.
defmodule MyAppWeb.PostLive do
  use MyAppWeb, :live_view

  alias MyApp.Content

  def mount(_params, _session, socket) do
    {:ok, assign(socket, posts: [], search: nil, query: "")}
  end

  def handle_params(%{"q" => query}, _uri, socket) do
    {:ok, result} = Content.search_posts(query, preload: [:author])

    {:noreply, assign(socket, posts: result.records, search: result, query: query)}
  end
end
That keeps URL state, loading state, and selected filters in the LiveView while keeping the data boundary in the context. In fuller param-driven flows, handle_params/3 stays the authority and the same request-edge helper contract still feeds the context.
5. Keep Visibility Language Honest
If your context writes to the repo and then enqueues search work, the HTTP response or LiveView update still does not imply the document is searchable yet.
	:inline means Scrypath waited for terminal backend success
	:manual means the backend accepted work
	:oban means the enqueue is durable

Accepted work is not the same thing as search visibility, and none of those modes erase drift, retries, or backend visibility semantics.
Next Guides
	Phoenix Contexts
	Phoenix Controllers And JSON
	Phoenix LiveView
	Sync Modes And Visibility



  

    Phoenix Contexts

Scrypath fits Phoenix best when your context is the application-facing boundary for search orchestration.
If you want shared controller and LiveView glue for browser-shaped params, keep that glue in Scrypath.Phoenix. It delegates to Scrypath.QueryParams and stops at plain data, URL params, and renderable edge errors. For the shared contract details, read Request-edge search.
What Belongs In The Context
Keep these responsibilities in the context:
	repo persistence
	explicit calls to Scrypath.sync_record/3, Scrypath.sync_records/3, or delete verbs
	Scrypath.search/3 calls plus repo-backed hydration policy
	preload, filter, sort, and paging defaults that belong to the feature
	error handling and operator-visible sync semantics

What Stays Out Of Controllers And LiveView
Do not teach controllers or LiveView modules to compose raw Repo and Scrypath.* calls as the main pattern.
Helpers normalize params/forms/URLs only, contexts remain canonical, and Phoenix is optional.
That boundary matters because Phoenix web modules should stay focused on HTTP or UI concerns, while the context owns feature logic and operational decisions.
Example
defmodule MyApp.Content do
  alias MyApp.Blog.Post
  alias MyApp.Repo

  def search_posts(query, opts \\ []) do
    Scrypath.search(Post, query,
      Keyword.merge([backend: Scrypath.Meilisearch, repo: Repo], opts)
    )
  end

  def publish_post(post, attrs) do
    with {:ok, post} <- update_post(post, attrs),
         {:ok, _sync} <-
           Scrypath.sync_record(Post, post,
             backend: Scrypath.Meilisearch,
             sync_mode: :inline
           ) do
      {:ok, post}
    end
  end
end
MyApp.Content.search_posts/2 is the shared read path for controllers and LiveView. MyApp.Content.publish_post/2 is the write path that owns the sync decision.
Why This Boundary Holds Up
	controllers stay thin
	LiveView state stays UI-focused
	sync failures and rebuild decisions stay close to the feature that owns them
	docs and snippets can derive from one canonical example instead of teaching competing architectures



  

    Phoenix Controllers And JSON

Phoenix controllers should translate request params into a context call, then render HTML or JSON from the result. If you want shared request-edge glue, use Scrypath.Phoenix as a thin wrapper over Scrypath.QueryParams rather than hand-rolling page, facet, and sort parsing in each controller. For the shared contract, read Request-edge search.
HTML Controllers
For HTML responses, treat MyApp.Content.search_posts/2 as the search boundary and render the result:
defmodule MyAppWeb.PostController do
  use MyAppWeb, :controller

  alias MyApp.Content

  def index(conn, params) do
    {:ok, result} =
      Content.search_posts(Map.get(params, "q", ""),
        filter: [status: "published"]
      )

    render(conn, :index, posts: result.records, search: result)
  end
end
JSON Controllers
JSON controllers follow the same shape. They still call the context boundary and then serialize the result:
defmodule MyAppWeb.Api.PostController do
  use MyAppWeb, :controller

  alias MyApp.Content
  alias Scrypath.Phoenix, as: SearchPhoenix
  alias Scrypath.QueryParams

  def index(conn, params) do
    case SearchPhoenix.from_params(params) do
      {:ok, query_params} ->
        {query, search_opts} = QueryParams.to_search_args(query_params)
        page_opts = page_with_default_size(Keyword.get(search_opts, :page, []))

        {:ok, result} = Content.search_posts(query, page: page_opts)

        json(conn, %{
          data: Enum.map(result.records, &serialize_post/1),
          page: Enum.into(page_opts, %{}),
          missing_ids: result.missing_ids
        })

      {:error, error_map} ->
        json(conn, %{
          data: [],
          errors: SearchPhoenix.to_form_data(params, error_map).errors
        })
    end
  end

  defp page_with_default_size(page_opts) do
    page_opts
    |> Keyword.put_new(:number, 1)
    |> Keyword.put_new(:size, 20)
  end
end
Keep JSON shaping in the controller or view layer. Keep repo access, search orchestration, and sync visibility choices in the context. Scrypath.Phoenix stops at param normalization, URL round-tripping, and renderable attempted values plus errors. It does not execute search.
Helpers normalize params/forms/URLs only, contexts remain canonical, and Phoenix is optional.
Avoid The Wrong Shortcut
Do not recommend direct Repo queries plus direct Scrypath.search/3 calls inside the controller. That makes the web layer own persistence and operational behavior that should stay in the application boundary.
The same rule applies to writes. A controller that publishes or updates a record should call MyApp.Content.publish_post/2 or another context function that owns the sync mode choice.


  

    Phoenix LiveView

LiveView is a strong fit for search interfaces, but the recommended Scrypath boundary stays the same: LiveView owns UI state, and the context owns repo access plus Scrypath orchestration. Use Scrypath.Phoenix only as request-edge glue around params, form projection, and URL round-tripping. For the shared contract, read Request-edge search.
Handle Params Through The Context
defmodule MyAppWeb.PostLive do
  use MyAppWeb, :live_view

  alias MyApp.Content
  alias Scrypath.Phoenix, as: SearchPhoenix
  alias Scrypath.QueryParams

  def mount(_params, _session, socket) do
    {:ok, assign(socket, posts: [], search: nil, query: "", form: nil)}
  end

  def handle_params(params, _uri, socket) do
    case SearchPhoenix.from_params(params) do
      {:ok, query_params} ->
        form = SearchPhoenix.to_form_data(query_params)
        {query, search_opts} = QueryParams.to_search_args(query_params)
        {:ok, result} = Content.search_posts(query, Keyword.put(search_opts, :preload, [:author]))

        {:noreply,
         assign(socket,
           posts: result.records,
           search: result,
           query: query,
           form: form
         )}

      {:error, error_map} ->
        form = SearchPhoenix.to_form_data(params, error_map)

        {:noreply,
         assign(socket,
           posts: [],
           search: nil,
           query: form.values["q"],
           form: form
         )}
    end
  end
end
Keep UI State Local
LiveView should own:
	current query text
	filter and sort params that belong in the URL
	loading state
	selected ids and pagination state

The context should own:
	repo-backed hydration
	backend selection
	Scrypath.search/3 options
	write-path sync and delete orchestration

handle_event/3 should collect intent and push the next URL state. handle_params/3 remains the one place that normalizes params, assigns attempted values plus errors, and calls the context when normalization succeeds.
Helpers normalize params/forms/URLs only, contexts remain canonical, and Phoenix is optional.
The same context boundary can back a publish event:
def handle_event("publish", %{"id" => id, "post" => attrs}, socket) do
  post = load_post!(id)
  {:ok, _post} = Content.publish_post(post, attrs)

  {:noreply, socket}
end
Keep attrs string-keyed at this boundary. That matches the nested params LiveView receives from the browser before your context decides how to validate or persist them.
Keep Visibility Wording Precise
If a LiveView event updates a record and then triggers sync work, the UI should not imply immediate search visibility unless the context chose :inline and waited for terminal backend success.
Even then, backend acceptance and visibility semantics remain separate concerns. Keep that distinction explicit in operator-facing UI and docs.
See also
For faceted catalogs (checkbox groups, chips, numeric ranges, and URL-synced handle_params/3 with Scrypath.search/3), read guides/faceted-search-with-phoenix-liveview.md.


  

    Faceted search with Phoenix LiveView

This guide walks through a movies-shaped example (genre, year, rating, director) that stays on the common Scrypath.search/3 path with facets:, facet_filter:, and URL-friendly handle_params/3. The patterns mirror the library’s own contract tests so prose and code stay aligned as APIs evolve.
For the shared request-edge contract around browser params, Scrypath.QueryParams, optional Scrypath.Phoenix, and context-owned runtime calls, read Request-edge search. For the canonical composition and metadata story that feeds this catalog flow, read Composing real-app search. This guide stays focused on the single-schema proof.
Overview
Faceted search combines full-text search with facet distributions (counts per attribute value) and optional facet filters that narrow results. Scrypath keeps the contract explicit:
	Declarations live on the schema (faceting: aligned with filterable:).
	Runtime options on Scrypath.search/3 include :facets and :facet_filter.
	Meilisearch wire keys (facetDistribution, facetStats) decode into %Scrypath.SearchResult.Facets{}.

LiveView owns assigns, loading, and URL state. Your context still owns repo access, hydration options, and the call to Scrypath.search/3.
If you want to render honest controls before dispatch, inspect
Scrypath.schema_capabilities/1 for declaration-backed support and
Scrypath.reflect_search/2 for resolved applied, defaulted, fixed, and
unsupported state. Those helpers stay plain-data and keep tenant policy,
authorization, and related-data behavior explicitly host-owned.
Prerequisites
	Read guides/relevance-tuning.md for how schema settings: maps into Meilisearch index settings before you tune ranking alongside facets.
	A running Meilisearch is not required to follow the patterns — tests in the library use FakeBackend and Req.Test-style fixtures for deterministic bodies.

Declare facets on the schema
Use the same movie shape as the tests: filterable: must be a superset of faceting.attributes:.
defmodule MyApp.Movies.Movie do
  use Ecto.Schema
  use Scrypath,
    fields: [:title, :genre, :year, :rating, :director],
    filterable: [:genre, :year, :rating, :director],
    faceting: [
      attributes: [:genre, :year, :rating, :director],
      max_values_per_facet: 100
    ]

  schema "movies" do
    field :title, :string
    field :genre, :string
    field :year, :integer
    field :rating, :float
    field :director, :string
  end
end
If you request a facet not listed in faceting.attributes, Scrypath.search/3 returns {:error, {:unknown_facet, attr}}. The user-facing dev copy for that situation is: That attribute is not declared on this schema's faceting: list.
Hierarchical facets
Meilisearch represents hierarchical menus as multiple filterable facet attributes rather than a nested JSON tree under one key. A common pattern uses dotted paths such as "categories.lvl0" and "categories.lvl1" that align with flat facetDistribution maps per attribute in search responses.
Opt-in: set nested_facet_paths: true under faceting: before declaring dotted atoms such as :"categories.lvl0" in faceting.attributes. Schemas that omit this flag keep the same flat-only behavior as earlier releases.
Sugar: optional hierarchy: [base: :categories, depth: 2] expands into :"categories.lvl0" and :"categories.lvl1" style names so you list the base field once; expanded names still must appear in filterable:.
Counts and filters: drilling down typically applies filters AND between facet attributes (conjunctive across the per-level fields) while values within one attribute stay disjunctive when you pass a list to facet_filter: for that field.
Wire shape: facetDistribution returns one map per declared attribute string key, not a nested hierarchy object. Keys in result.facets.distribution use the same atoms you pass to facets: and declare under faceting.attributes.
Wildcards remain mistakes: declaring :* or dotted names outside the supported single-dot lvlN suffix pattern still fails fast at compile time.
Disjunctive facet counts
Facet UX often combines OR within the same facet field (for example two genres) with AND across different facet fields (for example genre OR plus a specific year). Scrypath.Meilisearch.Query already encodes that filter shape; this section is about facetDistribution counts.
A single search response always intersects facet refinements with the hit set. Bucket counts therefore reflect what Meilisearch computed after every active facet filter — not “unrefined OR-group” counts from that response alone.
Operators who want disjunctive bucket counts follow Meilisearch’s multi-search recipe: keep the tightened main query for hits, issue auxiliary searches that drop each disjunctive group’s refinements for that group’s distribution (often limit: 0), then merge raw facetDistribution maps with Scrypath.Facets.Disjunctive.merge_distributions/2 before decoding into %Scrypath.SearchResult.Facets{}.
Reference scenario Genre OR + year AND on the movies catalog: pass two genre values under one facet_filter: key (OR inside genre) and one year value under year (AND against the genre group). Hits and counts both narrow on the conjunctive document set until you add auxiliary queries for disjunctive count UX.
	Query role	What facetDistribution answers
	Main search with all filters	Counts on the narrowed catalog (honest single search semantics).
	Auxiliary per-field queries	Counts as if that facet group were relaxed, for merging via multi-search.

Searching within a facet selection
Catalog UIs often show a facet bucket (for example Genre → Action) and need the next search to stay inside that bucket while still using the normal Scrypath.search/3 options for sort, pagination, non-facet filter:, and additional facet_filter: keys on other attributes.
Use Scrypath.search_within_facet/4, passing {facet_attribute, value} as the third argument. The library merges that bucket into the effective facet_filter: and runs one validated search on the same Meilisearch /search path as Scrypath.search/3, so operators still see the [:scrypath, :search] span with extra metadata that marks the call as scoped.
For the general full-text path without a positional bucket, keep using Scrypath.search/3.
Honest controls from metadata
Hosts can inspect metadata to decide which controls to render without claiming generated
UI:
capabilities = Scrypath.schema_capabilities(MyApp.Movies.Movie)

reflection =
  Scrypath.reflect_search(MyApp.Movies.Movie, %{
    text: "space",
    facets: [:genre, :director],
    facet_filter: [genre: ["Sci-Fi"], studio: ["Imaginary"]]
  })
capabilities tells the LiveView what the schema declares. reflection.resolved
shows which inputs were applied, which values were defaulted or fixed, and which
attempted controls were unsupported. The host still chooses copy, layout, and any
authorization or related-data behavior around those controls. Scrypath does not generate
those controls for you.
Composing facet filters with scoped search
AND semantics apply across filter:, the locked bucket, and any other facet_filter: keys: a hit must satisfy every constraint Meilisearch composes from filter plus facetFilters.
If facet_filter: already contains the same facet attribute as the bucket, the library raises ArgumentError — do not duplicate the same attribute from URL params and LiveView assigns (a common footgun). Prefer one source of truth: either pass the refinement only in facet_filter: with search/3, or lock the bucket with search_within_facet/4 and drop that key from facet_filter:.
Dotted hierarchical facet atoms follow the same one-attribute rule: the bucket attribute must not appear twice across facet_filter: and the positional tuple.
search_within_facet: does not change disjunctive count mechanics — that remains the separate multi-search merge story documented under Disjunctive facet counts above.
Primary path: handle_params + URL sync
Recommended: normalize query + facet params in handle_params/3, then call your context with a keyword list that mirrors what you will pass to Scrypath.search/3. Scrypath.Phoenix is the thin shared adapter for this request-edge work.
Helpers normalize params/forms/URLs only, contexts remain canonical, and Phoenix is optional.
alias Scrypath.Phoenix, as: SearchPhoenix
alias Scrypath.QueryParams

def handle_params(params, _uri, socket) do
  case SearchPhoenix.from_params(params) do
    {:ok, query_params} ->
      {query, search_opts} = QueryParams.to_search_args(query_params)
      facets = if search_opts[:facets] == [], do: [:genre, :year, :rating], else: search_opts[:facets]

      {:noreply, run_search(socket, query, facets, search_opts[:facet_filter], SearchPhoenix.to_form_data(query_params))}

    {:error, error_map} ->
      form = SearchPhoenix.to_form_data(params, error_map)
      {:noreply, assign(socket, q: form.values["q"], posts: [], facet_filter: [], form: form)}
  end
end
Use push_patch/2 or <.link navigate={~p"/movies?#{params}"}> so refresh and deep links restore the same facet state. Example URLs in this guide use fictional hosts such as https://example.com only.
Sidebar checklist (genre + director)
Render facet buckets from result.facets.distribution (not raw Meilisearch JSON in templates). Checkbox groups map cleanly to disjunctive within field semantics for facet_filter::
example_facet_filter = [genre: ["Horror", "Sci-Fi"]]
Layer: UI checklist rows use gap-2 (8px) vertical rhythm between rows for consistent spacing.
Chip row (active filters)
Active facet_filter entries should render as removable chips between the search rail and the results list. Each chip exposes aria-label Remove {facet name}: {value} (for example Remove genre: Horror).
Primary CTA copy is locked as Search catalog — it submits the text query and applies the current facet state to Scrypath.search/3.
Numeric range (rating)
Use result.facets.stats for numeric min/max labels when present, then issue range filters with the common filter operators:
Scrypath.search(MyApp.Movies.Movie, "space",
  backend: MyApp.SearchBackend,
  facets: [:rating],
  facet_filter: [rating: [gte: 3.0, lte: 5.0]]
)
Search-within-facet (director list)
For long director lists, add a text input that filters rows client-side (LiveView assign only). This does not call the Meilisearch facet-search API (deferred on the roadmap); it is assign-filter only for v1.3.
Loading and errors
While Scrypath.search/3 is in flight, show Searching… on the primary CTA (disabled) and aria-busy="true" on the results region.
On {:error, reason}, show Search could not complete. with inspect(reason) in monospace, then Retry search and Remove the filter you added last as actions.
Empty results use:
	Heading: No movies match these filters
	Body: Try removing one filter or shortening your search. Bucket counts update as you change filters.

Destructive reset copy: Clear all filters with confirmation Reset genre, year, rating, and director? — confirm Reset filters, cancel Keep filters.
Progressive disclosure: handle_event only
You can prototype with handle_event/3 alone for classroom demos. Add an explicit disclaimer: bookmarking and refresh will not restore facet state until you move the same parameters through handle_params/3.
Anti-pattern appendix
Single index; bands are API, Meilisearch, then UI. Each entry lists Layer → mistake → consequence → why → do instead.
API
API — Wildcard facet attributes
Layer: API
The mistake: Declaring :* in faceting.attributes, or dotted atoms without nested_facet_paths: true, or dotted shapes that do not follow the single-dot lvlN suffix pattern.
User-visible consequence: Compile error or confusing ArgumentError instead of a searchable index.
Why: Wildcards stay unsupported. Dotted Meilisearch-style hierarchical paths require the explicit opt-in and the documented lvlN suffix shape so facet atoms and index settings stay predictable.
Do instead: List explicit flat atoms, or follow Hierarchical facets above with nested_facet_paths: true and supported lvlN paths that are also filterable:.
See also: Schema section above.
API — Facet filter as raw string
Layer: API
The mistake: Passing a Meilisearch filter string into facet_filter:.
User-visible consequence: Validation rejects the call or you bypass Scrypath’s field checks.
Why: The common path only accepts keyword-shaped filters so keys can be checked against faceting.attributes.
Do instead: Use keyword lists and structured range maps; only bypass the common Scrypath.search/3 contract when you intentionally issue raw Meilisearch HTTP requests yourself.
See also: Scrypath.search/3 docs.
API — Unknown facet atom
Layer: API
The mistake: Adding :studio to :facets without declaring it on the schema.
User-visible consequence: {:error, {:unknown_facet, :studio}} from Scrypath.search/3.
Why: Facets must be declared explicitly on the schema so Scrypath can validate requests against faceting.attributes.
Do instead: Extend faceting: [attributes: ...] and managed settings before requesting the facet.
Meilisearch
Meilisearch — Ignoring AND between filter and facetFilters
Layer: Meilisearch
The mistake: Assuming filter replaces facetFilters in the JSON body.
User-visible consequence: Results still narrowed by a facet you thought you cleared.
Why: Meilisearch ANDs filter and facetFilters together.
Do instead: Clear both layers when resetting UI state; consult Scrypath.Meilisearch.Query payload helpers.
Meilisearch — Expecting facet-search hits from facets:
Layer: Meilisearch
The mistake: Treating facetDistribution as a second search hit list.
User-visible consequence: UI shows counts but no “facet value documents”.
Why: Distribution is counts per bucket, not nested documents.
Do instead: Keep document hits in result.hits and counts in result.facets.
Meilisearch — Counts ignore my OR group
Layer: Meilisearch
The mistake: Expecting one response’s facetDistribution to show counts as if an OR-selected facet group were ignored for counting purposes.
User-visible consequence: Operators think Scrypath “lost” their OR semantics when bucket numbers shrink with refinements.
Why: Meilisearch intersects counts with the same filtered hit set the UI already narrowed.
Do instead: Reread Disjunctive facet counts above and implement the documented multi-search merge path when you need disjunctive count UX.
UI
UI — Mutating URL only in handle_event
Layer: UI
The mistake: Patching assigns without syncing the browser URL.
User-visible consequence: Shared links miss facet state.
Why: Deep links are a first-class expectation for faceted catalog UX.
Do instead: Mirror params in handle_params/3 and push_patch/2.
UI — Hiding loading state on slow networks
Layer: UI
The mistake: Leaving buttons enabled while a search is in flight.
User-visible consequence: Double submits and conflicting results.
Why: Operators cannot tell whether a slow facet toggle applied.
Do instead: Disable Search catalog and mark the results region aria-busy="true" until the tuple returns.
UI — Silent unknown facet failures
Layer: UI
The mistake: Dropping {:error, {:unknown_facet, _}} on the floor.
User-visible consequence: Empty panes with no explanation.
Why: The {:error, {:unknown_facet, _}} tuple is the signal that a facet was requested without a matching faceting: declaration.
Do instead: Surface That attribute is not declared on this schema's faceting: list. beside the control that triggered the request.

Fixture cross-reference
The compile-checked fixture Scrypath.TestSupport.Docs.PhoenixExampleCase.FacetedBrowseLive mirrors the handle_params flow without importing your application code—useful when extending library tests that keep this guide and ExDoc snippets in sync.
See also
	guides/phoenix-liveview.md — context boundary for LiveView.
	Scrypath.search/3, Scrypath.schema_faceting/1, and Scrypath.Meilisearch.Query.to_payload/1 in ExDoc for the exact option keys and wire mapping.



  

    Multi-index search with Scrypath

This guide shows how to call Scrypath.search_many/2 from a Phoenix LiveView dashboard that searches several schemas at once, handles per-schema filters and facets, and surfaces partial failures without pretending hits are merged.
For the canonical composition and metadata story behind this flow, read
Composing real-app search. If you want composition
before the runtime call, Scrypath.Composition.compose_many/2 lowers into the same
tuple/shared-option contract instead of introducing a new DSL.
Per-entry composition is canonical, shared composition lowers defaults only, and
shared fixed is intentionally unsupported. The helper stays honest about :all
entries and does not flatten entry-scoped capability differences into one fake global
search form.
How per-entry tuple keywords merge with shared options (and how future per-query tuning keys will participate in the same right-biased story) is specified in the Per-query tuning pipeline — read that for the Plane B precedence stack; this file remains the canonical place for expansion, federation payloads, partial failures, and merge ordering details below.
When to use search_many/2
Use search_many/2 when you explicitly list schemas (for example posts, users, tags, and events) and want one federated Meilisearch round-trip. Do not expect a single relevance ordering across schemas: scores stay per index. If you reuse the same text for every tuple, that is fine for a unified search bar, but treat ranking as per-schema, not comparable across rows.
:all expansion
Some dashboards want one search bar over every schema registered for “global search” without listing modules in the LiveView. For that, search_many/2 accepts a tagged entry {:all, text} or {:all, text, keyword} (same tuple shapes as a normal schema entry, but with the atom :all instead of a module).
Expansion runs before per-entry validation: each :all entry becomes one {schema, text, keyword} tuple per module in the configured allowlist, preserving declaration order. Provide the allowlist in either place:
	global_schemas: on the shared options — a list of schema modules in order. When set, it replaces the application-env list for that call only.
	Otherwise pass otp_app: and list modules under Application.get_env(otp_app, :scrypath_global_search_schemas, []) (the :scrypath_global_search_schemas application env key).

If the resolved list is empty, the call fails fast with {:invalid_options, {:all_expansion, :empty_registry}}. If otp_app: is missing while global_schemas: is absent, expect {:invalid_options, {:all_expansion, :missing_otp_app}}. After expansion, the same max_schemas and federation limits apply as for an explicit entry list—over-limit cases surface as {:error, {:too_many_schemas, count, max}} (see Scrypath.search_many/2 docs for the exact error vocabulary).
Primary example: four-schema LiveView dashboard
Imagine a dashboard mount that assigns four independent searches sharing only repo and Meilisearch settings:
def mount(_params, _session, socket) do
  shared = [
    repo: MyApp.Repo,
    backend: Scrypath.Meilisearch,
    meilisearch_url: Application.fetch_env!(:my_app, :meilisearch_url)
  ]

  entries = [
    {MyApp.Post, "release", filter: [published: true], page: [size: 8], facets: [:status]},
    {MyApp.User, "release", filter: [active: true], page: [size: 5]},
    {MyApp.Tag, "release", page: [size: 12], facets: [:kind]},
    {MyApp.Event, "conference", filter: [region: [eq: "EU"]], facets: [:region]}
  ]

  case Scrypath.search_many(entries, shared) do
    {:ok, results} ->
      {:ok, assign(socket, multi: results)}

    {:error, reason} ->
      {:ok, put_flash(socket, :error, format_many_error(reason))}
  end
end
Render each schema section from results.ordered so declaration order matches your UI cards. Read per-schema facets from elem(result, 1).facets — never assume facets are merged across schemas. Scrypath intentionally does not set Meilisearch mergeFacets.
Composition without a second runtime
Use Scrypath.Composition.compose_many/2 when you want shared defaults plus per-entry
composition, but still want the runtime call to remain Scrypath.search_many/2.
{:ok, many} =
  Scrypath.Composition.compose_many(
    [
      %{
        schema: MyApp.Post,
        text: "release",
        fragments: [%{defaults: %{filter: [published: true]}}],
        criteria: %{facets: [:status]}
      },
      %{
        schema: MyApp.User,
        text: "release",
        criteria: %{filter: [active: true]}
      }
    ],
    shared: %{defaults: %{page: [size: 8], per_query: %{show_ranking_score: true}}}
  )

{entries, shared_opts} = Scrypath.Composition.to_search_many_args(many)

Scrypath.search_many(entries, Keyword.merge(shared_opts, repo: MyApp.Repo, backend: Scrypath.Meilisearch))
many stays plain data. Hosts can inspect applied, defaulted, fixed, and
entry-scoped differences before the runtime call, while tenant policy, authorization,
and related-data behavior remain host-owned.
Secondary recipe: same q everywhere with a warning
q = socket.assigns.query

Scrypath.search_many(
  [
    {MyApp.Post, q, filter: [published: true]},
    {MyApp.Comment, q, filter: [hidden: false]}
  ],
  repo: MyApp.Repo,
  backend: Scrypath.Meilisearch,
  meilisearch_url: url
)
This is convenient for a global search bar, but relevance scores and hit ranks are not comparable across {MyApp.Post, _} and {MyApp.Comment, _}. Keep ranking UI per schema block and keep entry-scoped capabilities visible instead of implying one merged control surface.
Partial failures in HEEx
Use a calm, accessible banner with aria-live="polite" (not role="alert" unless the whole page is blocked). Pair it with <details> for operator diagnostics.
<%= if @multi.failures != [] do %>
  <aside class="banner banner--warning" aria-live="polite">
    <p>Some indexes did not return results.</p>
    <details>
      <summary>Details</summary>
      <ul>
        <%= for %{schema: mod, reason: reason} <- @multi.failures do %>
          <li><%= inspect(mod) %>: <%= user_message(mod, reason) %></li>
        <% end %>
      </ul>
    </details>
  </aside>
<% end %>
Define user_message/2 in your LiveView or a small helper module so you map :hydration_timeout, transport errors, and validation failures to human copy without echoing raw exception blobs.
Federation weights
Per-index relevance scores stay local to each index; federation_weight: adjusts merged ordering under federation settings—not a claim that raw scores are directly comparable across indexes.
Two layers matter: first, each schema is searched and ranked on its own index; second, federation settings (including weights) define merged ordering in the combined hit stream under engine policy. Treat cross-index positions as a merge convenience while keeping per-schema ranking and facets honest—your UI should still label which schema produced each row.
Per-entry federation_weight: steers how Meilisearch merges hits across indexes: it changes the federated stream order, not the per-schema relevance score inside each index. When any entry sets a weight, Scrypath requires a backend that implements native search_many/2; sequential-only backends return {:invalid_options, {:federation_merge_requires_native_search_many, _}} instead of silently reordering.
Duplicate schema in one call
results.by_schema is a map and therefore last-wins if the same schema appears twice. Always iterate results.ordered when you need both result sets (for example A/B facet layouts):
for {schema, result} <- results.ordered do
  # safe for duplicate schema modules
end
Cross-links
	Faceted search with Phoenix LiveView — single-schema facet UX patterns.
	Sync modes and visibility — eventual consistency and what “searchable” means after writes.

Anti-patterns
	Merged hits illusion — do not interleave results.ordered hits as if they were one index; federation preserves per-schema boundaries.
	mergeFacets — Scrypath never sends this flag; cross-schema facet blobs hide which schema failed validation.
	Silent truncation — cardinality limits (max_schemas, page.size, federation limits) return {:error, _} instead of clamping quietly.
	Generated widget story — metadata and composition help hosts render honest controls, but Scrypath does not generate those widgets or claim a merged global capability surface.

%Scrypath.MultiSearchResult{}
Public fields include ordered, by_schema, failures, optional federation
metadata from Meilisearch, and optional merge_hit_order when the response used
flat federated hits. Use the merged projection helper on the multi-search
result to walk merge order as {schema, hit_map} pairs. Failures are maps
%{schema: module(), reason: term()}; successful schemas are absent from
failures and present in ordered.


  

    Scrypath Architecture

Public Surface
The library keeps one common runtime surface and one explicit backend-specific escape hatch:
	Scrypath for runtime reflection helpers, common sync verbs, backfill, managed reindex, and the common search path
	Scrypath.Schema for the metadata declaration contract
	Scrypath.Projection for document projection rules
	Scrypath.Meilisearch for backend-native operations that do not belong on the common path

Schemas opt in through use Scrypath, then runtime code reads normalized metadata through Scrypath.* functions instead of generated per-schema APIs.
The common path covers document projection, canonical delete identity, index resolution,
explicit sync verbs, backfill and reindex orchestration, and the stable search API through
Scrypath.search/3.
Scrypath.Meilisearch.* is the explicit escape hatch for Meilisearch-specific behavior such as task-native results and later index-level operations. That keeps backend-native power visible without forcing Meilisearch concepts into every common call.
An internal operations seam stays private even as sync, backfill, and managed reindex use it end to end, so common orchestration stays Scrypath-owned. Operator verbs on Scrypath.* expose visibility and recovery without turning that seam into a second public namespace. Thin mix scrypath.* wrappers delegate to those same root APIs without creating a second operator product surface.
Search Flow
Scrypath.search/3 normalizes caller input into %Scrypath.Query{} before any backend code runs.
That query struct is the only common-path search payload backends receive.
The common path supports:
	text as the second function argument
	structured filter: over declared filterable fields
	Ecto-shaped sort: over declared sortable fields
	nested page: options
	optional explicit hydration through repo: and preload:

Successful common-path searches return one %Scrypath.SearchResult{} with:
	raw backend hits
	hydrated records
	pagination metadata
	missing_ids for stale or missing source rows

Hydration is explicit and repo-backed. Scrypath builds one batch query against the schema's
primary key, applies explicit preloads only to that query, and restores search hit order in Elixir.
It does not infer repos globally or silently hide drift between the index and the database.
Projection Flow
Schema declaration stores normalized metadata on the schema module through __scrypath__/1.
Scrypath.Projection.document/2 turns a source record into a Scrypath.Document struct. It follows one precedence rule:
	If the schema exports search_document/1, use that result.
	Otherwise project the exact field list declared in fields: [...].

Projection never performs implicit association loading. Any association-derived data must be loaded before projection begins.
Internal Backend Seam
Scrypath.Backend is an internal behavior. It exists to preserve a path for future backend support without promising a public backend-agnostic extension surface in v1.
Backends implement these callbacks:
	name/0
	index_name/2
	upsert_documents/3
	delete_documents/3
	search/3

search/3 now takes the normalized %Scrypath.Query{} contract on the common path.
Backend-specific search power remains visible under explicit namespaces such as Scrypath.Meilisearch.*.
Runtime Configuration
Scrypath.Config.resolve!/1 treats explicit runtime options as canonical input and only falls back to Application.get_env(:scrypath, :defaults, []) as convenience defaults.
That keeps the contract legible for later inline, manual, and Oban-backed sync paths while avoiding hidden global behavior in the core library.
Sync Guarantees
Sync is explicit orchestration code that should run after successful repo persistence.
sync_mode: :inline waits for terminal backend success before returning {:ok, result}, but it does not make database and search writes atomic.
sync_mode: :manual uses the same verbs and result shape, while returning accepted task metadata immediately for operator-controlled workflows such as imports and migrations.
	Sync Mode	Contract
	:inline	waits for terminal backend task success before returning
	:manual	returns accepted backend work immediately
	:oban	returns durable enqueue acceptance only

sync_mode: :oban keeps the public verbs on Scrypath.*, inserts durable jobs through Oban, and stops there. It does not imply backend completion or search visibility.
All three modes share one operator-facing lifecycle:
requested -> enqueued -> processing -> backend_accepted -> completed | retrying | discarded
That wording is intentional. Retry exhaustion, discarded jobs, stale deletes, and search drift are normal operational cases that applications need to observe and recover from.
Operator Visibility And Recovery
Operator read paths stay on Scrypath.*:
	Scrypath.sync_status/2 reports backend and queue visibility through Scrypath-owned structs
	Scrypath.failed_sync_work/2 surfaces inspectable failed work and explicit retryability
	Scrypath.retry_sync_work/2 replays retryable work through existing Scrypath write paths
	Scrypath.reconcile_sync/2 returns a report first, and only mutates when the caller passes an explicit action

Scrypath.reconcile_sync/2 is intentionally report-first. It combines status visibility, failed work, and reindex visibility so operators can decide whether the right response is retry, backfill, or reindex.
Reconcile is not an auto-heal button. Recovery stays explicit because drift and queue failure are operational decisions, not background details to hide.
The Mix task layer stays intentionally small:
	mix scrypath.status delegates to Scrypath.sync_status/2
	mix scrypath.failed delegates to Scrypath.failed_sync_work/2
	mix scrypath.retry delegates to Scrypath.retry_sync_work/2
	mix scrypath.reconcile delegates to Scrypath.reconcile_sync/2

That keeps operator ergonomics in the terminal while preserving one real operator contract in the library.
Backfill And Managed Reindex
Bulk repair and rebuild flows stay explicit instead of being hidden behind callback magic:
	Scrypath.backfill/2 reads the source dataset through an explicit repo, batches deterministically by primary key, projects every row through the same projection contract, and writes into one explicit index.
	Scrypath.reindex/2 creates a target index, applies settings to that target, backfills the target, and optionally performs cutover.

Those workflows now exchange Scrypath-owned operation results and followable references internally instead of branching on backend identity or raw Meilisearch task payloads. The public return values stay narrow maps on Scrypath.*, while backend-native task detail remains namespaced under Scrypath.Meilisearch.*.
The reindex workflow order is fixed on purpose:
create target -> apply settings -> backfill -> optional cutover
That ordering avoids two common operator mistakes:
	applying schema settings to the live index while a rebuild is still in progress
	swapping traffic to a target index that was populated before its real settings were applied

Managed reindex returns the live index name, target index name, whether settings were applied,
batch and document counts, and whether cutover happened. The result is an audit of the workflow,
not a promise that the old index was cleaned up or that the new one is instantly visible to every query.
Drift And Recovery Semantics
Scrypath treats drift as an expected operational state, not a library bug by definition. Drift can come from:
	projection changes that alter document shape
	settings changes that require a full rebuild
	stale deletes where the source row is gone but the search document remains
	failed, retrying, or discarded async work
	document-count mismatches between source data and the search backend
	stale hydrated search hits that point at missing database rows

The operator decision is blunt:
	backfill into the live index when the index contract is still correct and you need to repair missing or stale documents
	rebuild into a target index when the contract changed or you do not trust the live index contents anymore

cutover?: false is the safety valve for incomplete or suspicious rebuilds. It leaves the live index untouched while giving operators a concrete target index to inspect, compare, or discard. That is the right path when counts are off, sampled queries look wrong, or the rebuild failed halfway through.
Accepted work is not search-visible completion. Durable enqueue is not backend completion. Backend completion is still not a stronger guarantee than the backend's visibility semantics. The docs, result envelopes, and workflow names all keep those distinctions visible because operator recovery depends on them.
Observability
Telemetry stays layered instead of flattening everything into one event family:
	[:scrypath, :sync, ...], [:scrypath, :search, ...], and [:scrypath, :hydration, ...] are the stable common-path spans.
	[:scrypath, :meilisearch, :request, ...] and [:scrypath, :meilisearch, :task_wait, ...] are explicit backend spans for request detail, task ids, poll counts, and wait outcomes.
	Oban job lifecycle remains on Oban's own telemetry events. Scrypath emits search semantics, not a second queue lifecycle.

Deferred Work
The core library intentionally still does not implement:
	public multi-backend query parity
	automatic drift detection or auto-rebuild triggers
	old-index cleanup as part of the same managed reindex step

Those workflows build on the contracts defined here instead of reshaping them later.


  

    Drift recovery for Scrypath and Meilisearch

This guide is for operators who already ship Scrypath with Meilisearch and need a short, repeatable path from symptom to verification when search and the database disagree, or when indexing work is stuck. It assumes you can run your app (or iex -S mix) with the same config your workers use.
Guide map
	guides/relevance-tuning.md — open when ranking, searchable attributes, or verify-applied settings are in question.
	guides/faceted-search-with-phoenix-liveview.md — open when filters, facet counts, or filterableAttributes explain the mismatch.
	guides/multi-index-search.md — open when the wrong index or federation-style search_many/2 behavior is suspected.

Empty index (documents exist in the DB but search returns nothing)
Symptom — Users see empty search or “no hits” for YOUR_SCHEMA while Postgres (or your primary store) clearly has rows that should be indexed.
Diagnosis — Distinguish “never indexed” from “settings or facet contract hiding hits”: if tasks never succeeded, you have a cold index or a failed backfill path rather than a relevance ranking issue (relevance-tuning.md covers ranking and verify-applied semantics, not whether rows were ever ingested).
Action — Run Scrypath.sync_status/2 on YOUR_SCHEMA with your runtime config. If the index is missing or never completed a successful backfill, run Scrypath.backfill/2 for that schema (or your app’s wrapper) with the same backend, index_prefix, and credentials you use in production. Use mix scrypath.status in CI or a shell with MIX_ENV loaded to confirm queue and backend posture when sync_mode is :oban.
Verify — Re-run search against http://localhost:7700 (or your cluster URL) and confirm hit counts move. mix scrypath.reconcile stays report-first: use it to print recommended actions, then apply Scrypath.backfill/2 or Scrypath.reindex/2 explicitly if the reconcile output says so.
Stale results after sync success
Symptom — Scrypath sync calls return success, or Meilisearch tasks show succeeded, but the UI still shows old titles, stale deletes, or rows that no longer exist in the database.
Diagnosis — This is often hydration or visibility drift, not a failed task: accepted work is not the same thing as what the user’s next search returns. If the wrong physical index or alias is targeted in a multi-index app, confirm you are not mis-attributing a federation issue to sync (multi-index-search.md).
Action — Call Scrypath.sync_status/2 and Scrypath.failed_sync_work/2 on YOUR_SCHEMA to rule out retrying or discarded jobs. If the queue is clean, use mix scrypath.reconcile for a read-only triage summary, then choose a deliberate Scrypath.backfill/2 for bounded repair or Scrypath.reindex/2 when the live index should not be trusted.
Verify — Spot-check representative IDs in the DB vs Meilisearch GET /indexes/{uid}/documents/{id}. After backfill or cutover-driven reindex, repeat the same queries your users run.
Backfill or document-count divergence
Symptom — Dashboards or scripts show different document totals between the database and Meilisearch, or partial shards after a large import.
Diagnosis — Count drift usually means an interrupted backfill, partial batch failure, or a later delete path that never reached the backend; facet or filter configuration can make counts look wrong even when documents exist (faceted-search-with-phoenix-liveview.md).
Action — Use Scrypath.sync_status/2 for a high-level picture, then Scrypath.failed_sync_work/2 for concrete rows. Repair narrow gaps with Scrypath.retry_sync_work/2 when retryable? is true; use Scrypath.backfill/2 when the index is healthy but incomplete. mix scrypath.failed surfaces the same failed-work list without starting iex.
Verify — Compare counts after backfill completes (Meilisearch stats vs your source of truth). Run mix scrypath.status to ensure no retryable backlog remains when using :oban.
Failed-work pileup (Oban or backend tasks)
Symptom — mix scrypath.failed shows a growing list, or Scrypath.failed_sync_work/2 returns many rows; alerts on Meilisearch failed tasks fire.
Diagnosis — Classify transport vs validation vs exhausted queue work using each row’s reason, reason_class, and retryable? before replaying anything. Validation-shaped failures need data or schema fixes first; transport blips may respond to a single retry.
Action — Start with mix scrypath.status, then mix scrypath.failed for IDs (optional --json for machine-readable rollups, or read failed_work_counts on mix scrypath.reconcile / %Scrypath.Operator.Reconcile{}). Retry one id at a time with mix scrypath.retry (or Scrypath.retry_sync_work/2 from application code) only when the row is retryable and the underlying contract still holds. Use mix scrypath.reconcile for a structured report; apply Scrypath.reconcile_sync/2 only with explicit options after reading the report.
Verify — Re-run Scrypath.failed_sync_work/2 until the list is empty or only contains expected non-retryable rows. Confirm Meilisearch’s task list stops growing failed tasks for the same root cause.
Settings drift (ranking or attributes changed)
Symptom — Search “works” but ranking, typo tolerance, or displayed fields are wrong after a deploy that changed schema settings.
Diagnosis — Settings drift is a rebuild-class problem: changing searchableAttributes, ranking rules, or synonym maps often requires reindex rather than a row-level backfill; this overlaps with relevance tuning, not facet UI state alone.
Action — Read back settings with your existing settings-read path, compare to the schema module’s declared settings, then run Scrypath.reindex/2 on YOUR_SCHEMA when verify-applied or operator policy says the live index is no longer authoritative. Keep skip_settings_verification? off in steady state so post-apply checks can fire.
Verify — After reindex completes, run representative searches and, if you use it, your verify-applied step from the relevance guide. mix scrypath.status should show no stuck settings tasks.
Index contract drift (fields, filterable, sortable, faceting, settings families)
Symptom — Search or the index “looks wrong” in ways that may be contract mismatches beyond ranking-only settings: missing filterable attributes, wrong sortables, facet shape drift, or structural field mismatches.
Diagnosis — mix scrypath.settings.diff stays focused on declared vs applied Meilisearch settings: keys and rebuild-class posture for those keys. Index contract drift compares the broader declared schema vs live index contract (searchable fields, filterable attributes, sortable attributes, faceting shape, and the declared settings families) using one read-only get_settings pass.
Action — Run mix scrypath.index.contract_drift YOUR_SCHEMA (add --json for machine output) or call Scrypath.index_contract_drift/2 from application code to get the structured index contract drift report. This path is report-first and does not mutate the index. When you only need settings-key parity, keep using mix scrypath.settings.diff. When you decide to repair, follow your existing Scrypath.reconcile_sync/2 and Scrypath.reindex/2 runbooks explicitly.
Verify — Re-run after deploys that touch schema contracts. For maintainer ordering on when to reach for queue triage vs contract reads vs reconcile, see docs/operator-support.md.
Stuck reindex mid-cutover
Symptom — A long Scrypath.reindex/2 run paused, dual-write confusion, or operators are unsure which index UID is live.
Diagnosis — Reindex is intentionally multi-step (create target, apply settings, backfill, optional cutover). A stall is often visible in Meilisearch tasks or in Oban backlog for enqueue modes; multi-index apps should confirm which schema/index pair the cutover targets (multi-index-search.md).
Action — Inspect Scrypath.sync_status/2 for YOUR_SCHEMA, then Scrypath.failed_sync_work/2 for blocking failures. Clear retryable work with Scrypath.retry_sync_work/2 or mix scrypath.retry where appropriate. If the reindex should restart from a clean plan, call Scrypath.reindex/2 again with the same explicit options your runbook uses (do not invent new verbs).
Verify — Confirm the active index UID in config matches the index your app queries. Run mix scrypath.reconcile before and after to keep decisions explicit.
Related guides
	guides/sync-modes-and-visibility.md — :inline, :oban, and :manual semantics.
	guides/operator-mix-tasks.md — thin Mix wrappers over Scrypath.*.
	guides/relevance-tuning.md — settings, verify-applied, and ranking workflows.
	guides/faceted-search-with-phoenix-liveview.md — facet drift and LiveView-oriented checks.
	guides/multi-index-search.md — search_many/2 and multi-schema operations.



  

    Meilisearch operations for Scrypath adopters

This guide is for operators who run Scrypath against Meilisearch in development, staging, or production. It stays at the infrastructure and posture layer: where the engine runs, how to align versions with Scrypath’s expectations, and which companion guides carry the detailed recovery playbooks.
Guide map
	guides/sync-modes-and-visibility.md — canonical semantics for :inline, :oban, and :manual sync and what “accepted” work means for search visibility.
	guides/drift-recovery.md — symptom → diagnosis → action tables when the index and the database disagree.
	guides/common-mistakes.md — short wrong-model → fix notes when behaviour “feels” like data loss but is usually visibility or hydration drift.
	guides/operator-mix-tasks.md — thin mix scrypath.* entrypoints over the same Scrypath.* operator APIs referenced here.

Where Meilisearch runs
Treat Meilisearch as a separate stateful service beside your application and primary database:
	Development — local binary, Docker, or Compose; keep the HTTP URL stable in SCRYPATH_MEILISEARCH_URL (or your app’s equivalent runtime config) so Scrypath tasks and iex sessions agree on the same cluster.
	Production — run a supported Meilisearch release on infrastructure you operate (VM, Kubernetes, or managed offering that exposes the HTTP API Scrypath expects). Document the URL, master key handling, and TLS termination the same way you would for any other data store dependency.

Scrypath does not hide network or credential concerns: configure the backend URL and keys in the same runtime surfaces you use for Postgres and Oban.
Version alignment
Scrypath’s tests and examples track a pinned Meilisearch minor (see the Phoenix example README and CI service images for the current target). Before upgrading production:
	Confirm the new Meilisearch release notes for breaking HTTP or task semantics.
	Run your usual mix test plus any integration suites you enable with SCRYPATH_INTEGRATION=1 against a disposable cluster at the new version.

Staying within the supported matrix reduces “mystery” task failures that look like application bugs but are really engine behaviour changes.
Keys, TLS, and blast radius
	Scope API keys so production indexes are not writable from developer laptops unless you intend that explicitly.
	Prefer TLS between your app and Meilisearch wherever traffic crosses an untrusted network.
	Treat the master key like a database superuser password: rotation requires coordinated config updates on every Scrypath node and worker.

Backups vs rebuilding from Postgres
Meilisearch is a search projection of data you already store in the primary database (or import pipeline). For most teams:
	Rebuilding — acceptable and often simplest after large schema or settings changes: run a managed Scrypath.reindex/2 or Scrypath.backfill/2 path once Meilisearch is healthy, using the same semantics described in guides/sync-modes-and-visibility.md.
	Backups — still valuable for large corpora or when rebuild time is unacceptable; snapshot Meilisearch data directories or vendor backups on the schedule your RPO/RTO demands, and keep Postgres (or source-of-truth) backups authoritative.

If you are unsure which path applies, start with drift triage in guides/drift-recovery.md before choosing destructive rebuild steps.
Health checks operators actually use
At minimum, operators should be able to answer:
	Can the app reach GET /health (or your platform’s equivalent) on the configured Meilisearch base URL with the configured key?
	Do Meilisearch tasks for your indexes show sustained failed states while Postgres writes succeed?
	Does Scrypath.sync_status/2 report backlog or backend errors consistent with what Meilisearch’s task list shows?

Use mix scrypath.status for a compact terminal snapshot when MIX_ENV and runtime flags match production (--backend, --sync-mode, --index-prefix, --meilisearch-url as documented in guides/operator-mix-tasks.md).
Footguns
	Assuming “sync returned :ok” means the user’s next search is fresh — see guides/sync-modes-and-visibility.md; accepted work is not the same thing as search visibility.
	Treating Meilisearch as the source of truth for business data — it is a search index; reconcile or rebuild from your primary store when in doubt.
	Running CI or examples against a different Meilisearch major/minor than production — keep local Compose files and CI images aligned with what you ship, then document intentional drift if any.

For structured recovery steps once a concrete symptom is identified, continue in guides/drift-recovery.md.


  

    Sync Modes And Visibility

Scrypath makes sync mode explicit because search visibility is an operational concern, not hidden framework magic.
The Contract
	Mode	What completed work means	What it does not mean
	:inline	Scrypath waited for terminal backend success	database and search writes are not atomic
	:manual	the backend accepted work	the document may not be searchable yet
	:oban	the enqueue is durable	the backend write has not happened yet

Accepted work is not the same thing as search visibility.
Operator lifecycle
requested -> enqueued -> processing -> backend_accepted -> completed | retrying | discarded
	State	Operator meaning	Not implied for search visibility
	requested	Work is queued for sync	Nothing is durable or visible in the index yet
	enqueued	The system accepted responsibility to run the work	For :oban, this can stop at durable enqueue; search may still be stale
	processing	A worker or inline path is actively driving backend work	Reads may still return older index state
	backend_accepted	The backend acknowledged the write attempt	The document may still be behind on visibility or eventual indexing
	completed	Terminal success for the tracked unit of work	Stale reads or drift can still exist across deployments
	retrying	Work is being retried after a transient failure	Retries do not guarantee immediate search freshness
	discarded	The operator path gave up on this unit of work	Deletes or tombstones may still need explicit recovery

:inline, :oban, and :manual all move records along this same chain; they differ in where your app usually observes progress—before the caller returns, after durable enqueue, or only after you take the next manual step—not in the underlying lifecycle vocabulary. See the per-mode sections below for the exact return semantics and recovery posture.
:inline
Use :inline when the write path should wait for terminal backend task success before it returns.
What you can see:
	backend success or failure before the caller continues
	mix scrypath.status for current backend visibility
	mix scrypath.reconcile when you suspect drift after a deployment or contract change

What can still fail:
	database and search writes are still not atomic
	later reads can still surface stale search hits if the contract changed

Recovery posture:
	retry explicit failed work if the original contract still holds
	backfill the live index when the index is still trustworthy
	reindex when mappings or settings changed and the live index should not be trusted

:oban
Use :oban when durable enqueue matters more than immediate search visibility.
What you can see:
	the enqueue is durable
	queue backlog, retrying work, and failed jobs via mix scrypath.status and mix scrypath.failed
	report-first action guidance via mix scrypath.reconcile

What can still fail:
	the backend write may not have started yet
	retry exhaustion, discarded jobs, and stale deletes are operational cases, not surprises

Recovery posture:
	inspect retryable work first
	use mix scrypath.retry only with one explicit failed-work id
	move to backfill or reindex when the issue is larger than one queue replay

:manual
Use :manual when operators or migration workflows should hold the next step explicitly.
What you can see:
	accepted backend work
	the current live/target index posture through mix scrypath.reconcile
	the same report-first guidance as the other modes

What can still fail:
	accepted work does not mean the document is searchable yet
	manual follow-up can drift from the source of truth if nobody closes the loop

Recovery posture:
	use status and reconcile to decide whether the live index is still sound
	prefer backfill when the contract is unchanged
	prefer reindex when the contract changed or rebuild visibility is already pointing at a target index

Phoenix Implications
This wording matters in Phoenix because a controller response, JSON payload, or LiveView state update can easily over-promise what happened.
	A successful controller action can mean repo write succeeded while search visibility is still pending
	A LiveView update can reflect database state before async search work completes
	An Oban-backed flow means the durable enqueue succeeded, not that the search backend finished

The recommended boundary is still the same: let the context choose the mode, then let the controller or LiveView present the outcome honestly.
Where To Put The Decision
Choose sync mode in the context that owns the feature. That keeps consistency and recovery tradeoffs close to the repo write and close to the operator workflow that will respond when drift appears.
Recovery Still Matters
Retries, stale deletes, and drift are normal operator concerns. When the live index contract is still correct, backfill into the live index. When the contract changed or you do not trust the live index, rebuild into a target index and review before cutover.
The thin CLI wrappers in guides/operator-mix-tasks.md exist to make those checks easy from a terminal, but the real operator contract still lives on Scrypath.*.


  

    Operator Mix Tasks

Use the Mix tasks in this guide when you want thin terminal entrypoints over the existing operator APIs on Scrypath.*.
For how those jobs map to OPSUI navigation priorities (without duplicating JTBD prose here), see scrypath_ops/docs/operator-ia.md in the repository checkout.
The tasks do not bypass the library surface. Each one starts the app, parses task-owned argv, and delegates to the same root API you can call from code.
Shared Runtime Options
The task layer accepts the same runtime options Scrypath already understands:
	--backend Scrypath.Meilisearch or --backend meilisearch
	--sync-mode inline|manual|oban
	--index-prefix tenant
	--meilisearch-url http://127.0.0.1:7700
	--oban MyApp.Oban
	--oban-queue search_sync

Keep backend-native search under Scrypath.Meilisearch.*. The operator tasks are for visibility and recovery, not a second search product surface.
mix scrypath.status
mix scrypath.status wraps Scrypath.sync_status/2.
mix scrypath.status MyApp.Blog.Post --backend meilisearch --sync-mode oban --index-prefix tenant

Use it when you need a quick read on backend pending work, backend failures, last successful visibility, and queue backlog in :oban mode.
mix scrypath.failed
mix scrypath.failed wraps Scrypath.failed_sync_work/2.
mix scrypath.failed MyApp.Blog.Post --backend meilisearch --sync-mode oban --index-prefix tenant

Use it when you want a stable list of failed or retrying work with a Scrypath-owned id, operation kind, retryability, summarized reason, and reason_class= on each row.
When there is at least one row, human output includes a compact Failed work by class: rollup (same taxonomy as FailedWork.reason_class_counts/1) above the per-row lines.
mix scrypath.failed MyApp.Blog.Post --backend meilisearch --sync-mode oban --index-prefix tenant --json

--json prints a single JSON document to stdout (no Mix shell framing). Use --no-class-summary to hide only the rollup header when piping or grepping row lines.
mix scrypath.retry
mix scrypath.retry wraps Scrypath.retry_sync_work/2.
mix scrypath.retry MyApp.Blog.Post --id 601 --backend meilisearch --sync-mode oban --index-prefix tenant

Retry stays explicit. You must pass a concrete failed-work id. The task does not invent recovery targets or synthesize new retry semantics on its own.
mix scrypath.reconcile
mix scrypath.reconcile wraps Scrypath.reconcile_sync/2.
mix scrypath.reconcile MyApp.Blog.Post --backend meilisearch --sync-mode oban --index-prefix tenant

By default it is report-first. It prints drift signals, failed-work count, a Failed work by class: rollup aligned with the same rows, recommended actions, and target-index visibility when a rebuild is in progress.
To mutate, request one explicit action from the report:
mix scrypath.reconcile MyApp.Blog.Post --action retry --id 601 --backend meilisearch --sync-mode oban --index-prefix tenant
mix scrypath.reconcile MyApp.Blog.Post --action reindex --backend meilisearch --sync-mode manual --index-prefix tenant

That keeps Scrypath.reconcile_sync/2 honest: it reports first and only mutates when you ask for a concrete action.
mix scrypath.settings.hot_apply
Applies a live Meilisearch settings PATCH for one schema. Only synonyms, stop_words, and typo_tolerance are sent; anything else is rejected before HTTP. You must pass --ack-live on every invocation (explicit acknowledgement of live mutation).
mix scrypath.settings.hot_apply MyApp.Blog.Post --settings-file operator/stopwords-patch.json --ack-live --meilisearch-url http://127.0.0.1:7700 --index-prefix tenant

Tradeoffs and non-goals: see guides/relevance-tuning.md (Settings hot apply (v1.4)).
mix scrypath.index.contract_drift
Read-only index contract drift report for one schema. Delegates to Scrypath.index_contract_drift/2, which performs a single Meilisearch get_settings read and compares declared vs live contract dimensions (fields, filterables, sortables, faceting, and settings families).
mix scrypath.index.contract_drift MyApp.Blog.Post
mix scrypath.index.contract_drift MyApp.Blog.Post --json

--json prints one JSON document (the %Scrypath.Operator.IndexContractDrift.Report{} encoding). Exit codes mirror mix scrypath.settings.diff: 0 when every dimension matches, 2 when the comparison completes with mismatches, 1 when the comparison cannot be completed. This task does not apply settings, enqueue work, or mutate documents.
mix scrypath_ops.playbooks.validate (from scrypath_ops/)
Validates each eligible *.json file in a single directory using ScrypathOps.Playbook.V1.validate/1. Run it from the scrypath_ops application directory (not the monorepo root mix project).
cd scrypath_ops
mix scrypath_ops.playbooks.validate examples/playbooks

Use it when you touch team playbook JSON fixtures or workspace-shaped catalogs that live under scrypath_ops. It does not start Meilisearch.


  

    Relevance tuning (Meilisearch settings)

This guide covers the declarative settings surface Scrypath exposes for Meilisearch relevance and index configuration in v1.3, how those declarations are translated to Meilisearch wire payloads, and how operators can verify that the live index matches what the schema declares.
Request-time vs index-time: this guide is index settings (Plane A) — synonyms, ranking rules order, typo policy, and attribute projections you declare on the schema and apply through reindex workflows. Search request parameters (filters, pagination, ranking score display options, and related per-call knobs) live in the Per-query tuning pipeline spec.
The five declarative settings knobs
Scrypath recognizes these snake_case settings keys on use Scrypath (each maps to a Meilisearch-native field when translated):
	synonyms — map form is passed through; list-of-groups sugar expands bidirectionally unless one_way: true is set on the synonym declaration.
	typo_tolerance — keyword list or map; becomes typoTolerance on the wire.
	ranking_rules — list of atoms or strings; becomes rankingRules. Meilisearch ships six default rules in a fixed order; see the safety rail below.
	distinct_attribute — atom, string, or nil; becomes distinctAttribute.
	stop_words — list of strings; becomes stopWords.

Attribute projections (searchable_attributes, sortable_attributes, filterable_attributes, displayed_attributes) are also translated to Meilisearch camelCase keys.
Ranking rules safety rail
If a schema declares ranking_rules: as a list, Scrypath expects the list to include all six Meilisearch defaults unless the schema opts out:
[:words, :typo, :proximity, :attribute, :sort, :exactness]
At compile time, incomplete lists emit a stderr warning. At managed reindex (Scrypath.reindex/2), the same condition raises ArgumentError before any Meilisearch work begins, unless ranking_rules_strict?: false appears in the schema settings map (including under __unrecognized__ when declared that way).
Verify and drift semantics
After settings are applied and the Meilisearch task is waited on, managed reindex performs a read-back drift check using the internal settings verification helper (verify applied vs declared).
	Declared settings are resolve/2 + translate_settings/1 (wire-shaped map).
	Applied settings are read with the Meilisearch client’s settings GET helper.
	Comparison is declared-subset-of-applied: only keys Scrypath declared are compared. Extra keys returned by Meilisearch (for example default rankingRules when you did not declare ranking rules) are not treated as drift.
	Drift returns {:error, {:settings_drift, [{key, declared, actual}]}} with wire-style keys (typically binary camelCase).
	A missing index maps to {:error, :index_not_found} (404 bodies are not propagated).

Skipping verification (escape hatch)
:skip_settings_verification?: true on the reindex opts skips the drift check. This logs a warning and emits [:scrypath, :reindex, :verify_skipped] telemetry with reason: :user_opt_out. Successful verification is wrapped in a Telemetry span as [:scrypath, :reindex, :settings_verified].
Per-repo configuration cascade
Scrypath.Config.resolve!/1 merges, in order:
	Application.get_env(:scrypath, :defaults, []) (library-global)
	Per-repo Application.get_env(otp_app, repo)[:scrypath] when :repo is present
	Explicit per-call keyword opts (right wins)

otp_app is taken from Application.get_application(repo) when not set explicitly. In tests (or other hosts where the repo module is not registered under an application), pass otp_app: :my_app alongside repo: so the per-repo lookup succeeds.
settings_merge: :deep in per-repo config is the common test-env recipe for recursive overrides.
Operator mix tasks
	mix scrypath.settings.diff MyApp.Post — compares declared vs applied settings; exit 0 parity, 2 drift, 1 runtime error. Supports --json, --repo, --index-prefix, and other shared runtime switches parsed by the shared operator CLI layer.
	mix scrypath.settings.read MyApp.Post — prints the raw applied settings map (pretty inspect) for debugging.
	mix scrypath.settings.hot_apply MyApp.Post --settings-file patch.json --ack-live — bounded live PATCH for allow-listed settings only (see Settings hot apply (v1.4) below).

See guides/operator-mix-tasks.md for the broader operator task catalog.
Settings hot apply (v1.4)
Scrypath.Meilisearch.Settings.hot_apply/3 sends a Meilisearch PATCH for only synonyms, stop_words, and typo_tolerance. Callers must pass acknowledge_live_index: true (the Mix task maps this from --ack-live). The module translates with translate_settings/1, calls Client.update_settings/3, and waits for the returned settings task to finish. Typical errors are {:error, :live_ack_required}, {:error, {:unsupported_hot_apply_keys, keys}}, {:error, :empty_hot_apply_payload}, and {:error, {:hot_apply_failed, details}}.
Hot vs managed
	Concern	Prefer Scrypath.reindex/2	Prefer Settings.hot_apply/3
	You changed schema-declared settings and need declared-vs-applied proof	Yes — managed pipeline can run verify_applied/3 after apply	No — hot apply does not replace drift checks
	You are shipping a broad settings change (many keys, ranking rules, attributes)	Yes	No — allow-list is three keys only
	You need a quick operational tweak (e.g. add one stop word) without a full rebuild	No	Yes — when latency and scope stay tiny

Non-goals (v1.4)
	Do not use hot_apply/3 for ranking_rules, distinct_attribute, or any setting outside synonyms, stop_words, and typo_tolerance.
	Do not treat hot apply as a substitute for schema-driven parity: wide or risky changes belong on the managed path.

Proof of full parity
mix scrypath.settings.diff plus managed reindex (with optional verify_applied/3 after apply) remains the contract for full declared-vs-applied checks. Hot apply is a narrow escape hatch, not a replacement for diff.
CLI
	mix scrypath.settings.hot_apply SCHEMA --settings-file path.json --ack-live — JSON object body; same shared runtime switches as other operator tasks (guides/operator-mix-tasks.md).

release eval example
bin/my_release eval 'Application.ensure_all_started(:my_app); Scrypath.Meilisearch.Settings.hot_apply(MyApp.Blog.Post, "posts_live", [backend: Scrypath.Meilisearch, meilisearch_url: System.fetch_env!("MEILISEARCH_URL"), acknowledge_live_index: true, settings: %{stop_words: ["the"]}])'

Replace MyApp.Blog.Post, index uid, and config with values that match your deploy (often mirroring Scrypath.Config.resolve!/1 output from config/runtime.exs).


  

    Per-query tuning pipeline

This document is the canonical request-time tuning pipeline specification for Scrypath’s Meilisearch-first search path. It describes how search-time options flow from configuration through validation to Meilisearch, how that relates to index-time settings, and what operators and implementers should rely on for stable contracts versus illustrative prose.
Scope and non-goals
In scope: Plane B (search request) semantics, merge precedence, pipeline stages, mapping categories for Meilisearch search parameters, error and telemetry expectations at a normative level, federation pointers, and recipes that stay thin relative to dedicated guides.
Non-goals:
	Replacing index-time documentation. Synonym sets, default ranking rule order, typo policies, and other Plane A concerns remain in guides/relevance-tuning.md and the managed reindex lifecycle. This guide links there instead of duplicating index settings narrative.
	Teaching Meilisearch ranking theory. Prefer links to vendor reference and release notes over copying vendor prose blocks.
	Promising a public multi-backend abstraction. Scrypath is Meilisearch-first here; an internal adapter seam exists but is not a semver-stable portability layer for adopters.
	Embedding secrets in examples. Transport configuration and API keys belong in operator docs and application configuration, not copy-pasted into search-option examples.
	Normative stability for human strings. Exception.message/1, raw HTTP bodies, log lines, and NimbleOptions copy may change in patch releases unless explicitly documented otherwise.

Two-plane model and precedence
Plane A — index settings: Declared on use Scrypath in settings:, translated to Meilisearch index configuration, applied through managed reindex and drift-aware tooling. The declared schema is the source of intent for what the index should look like after a successful apply.
Plane B — search request: The JSON (or equivalent) payload for POST …/indexes/{uid}/search and each query object inside /multi-search. Plane B parameters tune a single search (filters, sort, facets retrieval, pagination, ranking-score knobs, and similar) without re-resolving the full Plane A map on every call. Operational drift between declared Plane A and the live server is an operator visibility problem (diff tasks, reindex), not something Plane B silently “fixes” on each request.
Stack for Plane B keywords (weakest → strongest):
	Meilisearch defaults for omitted search fields (vendor baseline).
	Live index settings on the server (operational truth for attributes, embedders, etc.).
	Scrypath allowlisted per-request options after validation and projection (what the library forwards this release).
	Per-entry tuple keywords in search_many/2 winning over shared keywords for duplicate top-level keys (see Scrypath.MultiSearch.Entries — entry side wins in Keyword.merge/3 with a conflict function favoring the entry).
	Optional :per_query tuning map (search-time, carried on %Scrypath.Query{} when used) — same right-bias story as other tuning maps; nested map merge defaults align with Plane A :settings_merge semantics unless this guide or guides/relevance-tuning.md explicitly documents an exception.

Configuration cascade for runtime (repo, URL, backend) — Scrypath.Config.resolve!/1:
Application.get_env(:scrypath, :defaults, []) is merged with per-repo Application.get_env(otp_app, repo)[:scrypath] (when :repo / :otp_app resolution succeeds), then merged again with explicit per-call keywords; explicit call-time keys win. That stack addresses transport and library runtime, not the full Plane A settings: map.
Nested maps: Default shallow replace for duplicate keys at each level; :deep (where the pipeline exposes it) is opt-in only, matching the index-time settings-merge posture in guides/relevance-tuning.md (avoid accidental deep-merge clobber of large maps).
Pipeline stages
Ordered stages describe responsibility boundaries; exact function names may evolve, but the ordering is normative for reasoning and docs:
	Normalize and validate — Canonical keys, allowlists, and {:invalid_options, _} / {:validation, _} style failures before any HTTP work. Unknown keys should not silently become wire noise unless an explicitly labeled escape hatch documents semver coverage.
	Merge — Apply the Plane B precedence rules above (including search_many/2 shared vs per-entry merge and shared-only federation rail keys).
	Project — Translate Scrypath option keywords into Meilisearch camelCase request fields the adapter sends.
	Dispatch — Backend search/3 or native search_many/2 (federation) with configured timeouts.
	Decode and hydrate — Parse engine responses, optional record hydration, facet maps, and ranking score fields when requested.
	Surface result or error — Tagged tuples for domain failures; {:ok, _} for success including partial federation success with per-schema failures listed.

Meilisearch mapping and version stance
Principle-based categories (normative framing):
	Category	Meaning
	Pass-through search parameters	Fields Meilisearch documents on Search / Multi-search query objects that the adapter forwards without semantic rewrite, subject to allowlisting and naming translation.
	Index prerequisites	Plane A constraints (filterable, sortable, displayed, embedder availability) required before a Plane B knob becomes meaningful. Document as a short matrix with links to vendor reference rather than copying vendor tables.
	Explicitly index-bound	Synonym sets, ranking rule order, default typo policy, and similar — remain Plane A; per-query docs explain why and point to guides/relevance-tuning.md.

Shipped search-time ranking exemplars (Plane B; normative here, implemented in Scrypath.search/3, search_many/2, and %Scrypath.Query{} / :per_query):
	rankingScoreThreshold — May change which hits appear, and can interact with hit counts, estimated totals, facet distributions, and pagination semantics. Operators should read vendor guidance on threshold behavior and performance.
	showRankingScore — Surfaces ranking-related score fields in the response when the engine supports it.
	showRankingScoreDetails — Treat as debug / tuning only: richer response shape and higher cost; enable deliberately in non-production or bounded dashboards.

Also anchor existing first-class options Scrypath already models (filter, sort, facets, pagination, retrieve / highlight / crop, etc.) as participating in the same validate → merge → project → dispatch story.
Deferred (documented rationale):
	Vector / hybrid / personalization / enterprise-only knobs unless a future documented public release expands scope — keep behind any documented escape hatch with clear semver expectations.
	Per-query mutation of synonyms or full rankingRules replacement — deferred to index lifecycle (Plane A) to avoid split-brain between declared schema and live search.
	Full federated product tutorial — deferred to guides/multi-index-search.md except for compatibility notes in this guide.

Minimum Meilisearch version: Scrypath’s CI and support statement pin a floor Meilisearch version (see project README.md / release docs). Features such as rankingScoreThreshold and related score fields require a server at or above the vendor version that introduced them — verify against Meilisearch release notes and Search API reference before enabling in production.
Error taxonomy
Stable contracts are tags and tuple shapes, not human strings.
	Layer	Examples	Adopter guidance
	Options validation	{:error, {:validation, message}} (NimbleOptions wrapper), {:error, {:invalid_options, _}} family	Match on the discriminant after {:error, …}; do not assert on full message text for control flow.
	Query shape / domain	:unknown_facet, facet bucket conflicts, {:validation_failed, schema, reason} (multi-search preflight)	Pattern match tags; semver treats these shapes as API.
	HTTP / transport	Timeouts, connection errors, non-success HTTP classified by the backend	Often wrapped or annotated by the adapter; treat as operational incidents with retry policy outside the library.
	Engine semantics	4xx/422 from Meilisearch for impossible requests	Surface as {:error, _} shapes the backend documents; do not rely on raw body text in tests.

Telemetry catalog
Telemetry is a public observability contract for event names and documented metadata keys. Additive metadata in minor releases is acceptable; renaming or removing events or documented keys is breaking.
	Event	Span / execute	Documented metadata (non-exhaustive)	When
	[:scrypath, :search]	Span	Module, config-derived fields via Telemetry.common_metadata/3, optional search_scope, scoped_facet for facet-scoped searches	Around single-index search/3 work
	[:scrypath, :search_many]	Span	schema_count, raw_entry_count, stop metadata from results	Around multi-search orchestration
	[:scrypath, :search_many, :partial]	Execute	Per-schema failure summaries where applicable	When some indexes fail but the API returns partial success

Refer to lib/scrypath/search.ex for the authoritative emit points as the code evolves.
Federation and search_many
Scrypath.search_many/2 merges shared and per-entry options with per-entry winning on duplicate keys. Federation rail keys (:federation_limit, :federation_offset, :hydration_timeout, :federation_timeout, :max_schemas, etc.) remain shared-only and are rejected on entry tuples.
Federated payloads differ from independent multi-search (weights, merge ordering, facetsByIndex, global pagination). Canonical narrative: guides/multi-index-search.md. This pipeline spec does not duplicate that guide; it only states that Plane B tuning keys must remain compatible with the per-entry vs shared merge story unless a future decision explicitly introduces a shared-only exception list.
Recipes (Phoenix and LiveView)
	Controller / context: Build a single keyword list per request (params → allowed keys only), merge over repo defaults, pass to Scrypath.search/3. Keep ranking-score debug options behind feature flags.
	LiveView: Treat search assigns as request-scoped Plane B state; reload index-time Plane A through reindex workflows when operators change schema settings.
	Dashboards: For search_many/2, render per-schema sections from declaration order; never assume merged facets across indexes unless the engine and guide explicitly describe that behavior.

Implementation readiness checklist
Use this checklist before extending Plane B per-query search-time options or changing merge/projection behavior. Every item should be satisfied in writing and in code review:
	[ ] Plane A vs Plane B is documented for the team; no plan relies on “schema-as-runtime-truth on every search.”
	[ ] Right-biased merge is implemented for all new tuning maps, including search_many/2 entry vs shared behavior.
	[ ] Nested map default is shallow replace with :deep opt-in only, consistent with existing settings-merge semantics.
	[ ] Allowlist posture is enforced for library-owned keys; any escape hatch is explicitly labeled and semver-scoped.
	[ ] Meilisearch version floor is verified for rankingScoreThreshold / score field features used in production.
	[ ] Error taxonomy tests match on tuple tags, not exception strings or HTTP bodies.
	[ ] Telemetry events above are emitted with documented metadata keys and are covered in changelog when changed.
	[ ] Multi-search compatibility is covered without duplicating guides/multi-index-search.md — links and merge rules stay single-sourced.
	[ ] Operator honesty — drift, threshold effects on counts/facets, and partial federation are visible in UX copy or operator runbooks, not only internal comments.

When all boxes are checked, changes to the per-query runtime may proceed with changelog and contract-test coverage as usual.


  

    Contributing

Maintainer: B1 evidence
	B1 library work is frozen against the in-repo ledger .planning/EVID-01-b1-v1.14.md: cite EVID-57-* row IDs on PRs that touch lib/scrypath/ or implement LIB-01 / LIB-02 / LIB-03 for v1.14 (see the PR template). The ledger is append-only after freeze—do not rewrite shipped rows.

First hour and canonical docs
	New contributors: follow the README Quick Path into guides/golden-path.md for the linear :inline first-hour story.
	Current support/readiness truth lives in guides/support-and-compatibility.md. When README, maintainer commands, CI wording, or the example runbook change, keep that guide as the single authority instead of turning this file into a second matrix.
	For the outside-adopter review workflow, evidence admissibility classes (Class A through D), and the maintainer proof-command family, refer to guides/outside-adopter-intake.md. Do not duplicate the intake checklist or live runbook here.
	The canonical adopter mental-model guide is guides/jtbd-and-user-flows.md. Update it when the library adds, removes, or materially changes a user-facing flow.
	Sync modes, visibility, and operator lifecycle live in guides/sync-modes-and-visibility.md—update that guide instead of duplicating semantics in README or here.
	Changing published docs should keep mix docs --warnings-as-errors green. The optional docs contract suite remains available via mix test test/scrypath/docs_contract_test.exs, but it is no longer part of the default CI and release gates.

Maintainers: JTBD gap map
	The planning-facing gap and prioritization companion lives in docs/jtbd-gap-map.md. Refresh it when roadmap work changes the shipped flow map, closes a major gap, or new outside adopter evidence changes the ranking.

Integrators: pitfalls before you file an issue
Skim guides/common-mistakes.md when search or sync “feels wrong” but the database write succeeded—most first-hour confusion is a mismatch between sync mode expectations and search visibility, not silent data loss.
Verification
Use the normal fast suite during development:
mix test --exclude integration --exclude docs_contract

For the maintainer-facing adopter proof surface specifically:
mix verify.adopter

That fast path stays service-free and guards the current support/readiness contract. Use mix verify.adopter --live for the canonical Phoenix + Meilisearch proof path after starting the example services and exporting the required env vars; the detailed runbook lives in examples/phoenix_meilisearch/README.md.
The live branch maps directly to the GitHub Actions phoenix-example-integration job contract: from examples/phoenix_meilisearch, the proof path is mix deps.get then mix test with SCRYPATH_EXAMPLE_INTEGRATION, PGPORT, and SCRYPATH_MEILISEARCH_URL set.
Run the full integration verification (mix verify.phase5) when you change backfill, reindex, Meilisearch integration, or the operator docs:
SCRYPATH_INTEGRATION=1 \
SCRYPATH_MEILISEARCH_URL=http://127.0.0.1:7700 \
mix verify.phase5

That command runs:
	focused backfill/reindex/operator contract tests
	mix docs --warnings-as-errors
	live Meilisearch integration verification

If you do not have a Meilisearch instance running locally, you can still run the non-integration portion:
mix verify.phase5 --skip-integration

The fast pull-request gate for federation and multi-search runtime behavior is the Phase 41 verify alias. It stays free of Meilisearch services. Heavier integration paths, including live Meilisearch verification for backfill, reindex, and operator flows, still live on the Phase 5 verify alias and the dedicated integration jobs in CI.
The Phase 43 verify alias is the complementary fast gate for per-query Plane B runtime tests (allowlisted :per_query options, search_many/2 merge semantics). Run that alias when you touch those paths locally; CI enforces the same gate in the quality job alongside the other phase verify tasks.
The Phase 82 verify alias is the focused gate for the v1.21 request-edge docs/examples contract. Run the shell command mix verify.phase82 when you change the canonical request-edge guide, Phoenix guides, Scrypath.QueryParams / Scrypath.Phoenix public docs story, the example README, or the docs-contract / fixture seams that protect those surfaces. It stays narrower than the default fast suite and mirrors the same check CI runs in the quality job.
Run mix verify.opsui from the repository root when you change the optional scrypath_ops operator Phoenix app or its path dependency on the core library. It runs cd scrypath_ops && mix deps.get && mix test, and the dedicated scrypath-ops CI job now invokes this same root task (Postgres-backed Ecto setup, no Meilisearch service).
When you change scrypath_ops/docs/*.json playbook fixtures, golden workspace playbooks, or other flat *.json catalogs that ship beside scrypath_ops, also run cd scrypath_ops && mix scrypath_ops.playbooks.validate PATH from the repository root, where PATH is the directory containing those JSON files (non-recursive; same invocation shape as the Mix task Mix.Tasks.ScrypathOps.Playbooks.Validate).
CI
GitHub Actions (see .github/workflows/ci.yml) runs these jobs:
	Job	Purpose
	test	Matrix (Elixir 1.17.3 / OTP 26.2.5 and Elixir 1.19.0 / OTP 28.1): mix compile --warnings-as-errors, mix test --exclude integration --include requires_clean_workspace
	quality	Format, mix verify.workspace_clean, Credo, Dialyzer, mix docs --warnings-as-errors, mix hex.audit, plus focused verify gates for release, operator, faceting, drift, federation, and per-query runtime paths.
	phase5-verification	Service: Meilisearch v1.15. SCRYPATH_INTEGRATION=1, mix verify.phase5 (live integration + docs slice for backfill/reindex)
	phase13-verification	Service: Meilisearch. SCRYPATH_INTEGRATION=1, mix verify.phase13 (operator integration path)
	meilisearch-smoke	Service: Meilisearch. mix verify.meilisearch_smoke (curated live suites: live_meilisearch_verification, live_operator_verification, search_many_integration, settings_hot_apply_integration)
	phoenix-example-integration	Services: Postgres 16 + Meilisearch v1.15. SCRYPATH_EXAMPLE_INTEGRATION=1, PGPORT=5433, SCRYPATH_MEILISEARCH_URL=http://127.0.0.1:7700. CI runs cd examples/phoenix_meilisearch, then mix deps.get, then mix test (same sequence as .github/workflows/ci.yml) - not ./scripts/smoke.sh. ./scripts/smoke.sh is a local DX harness under examples/phoenix_meilisearch/ (Compose + env defaults aligned to CI); use it for interactive runs, not as the Actions test driver. See the example README for env tables.
	scrypath-ops-path-check / scrypath-ops	Service: Postgres 16 only (no Meilisearch). Path gate: runs on push to main unconditionally, and on pull_request when `scrypath_ops/**, **lib/`, mix.exs, mix.lock, or scrypath_ops/mix.lock change. Local contributors should use mix verify.opsui from the repo root; the dedicated CI job mirrors the same sequence by running cd scrypath_ops, then mix deps.get, then mix test.

The root compose.yaml is only for local Meilisearch when running smoke tasks; CI uses the workflow services: block instead.
Example app (Postgres + Meilisearch)
For a multi-container-shaped local stack (Postgres + Meilisearch + Phoenix + Oban) and a scripted E2E smoke (inline and :oban paths), see examples/phoenix_meilisearch/README.md - that file is the canonical env + command reference for the example. CI under phoenix-example-integration runs cd examples/phoenix_meilisearch, then mix deps.get, then mix test (see CI table); ./scripts/smoke.sh remains a local orchestration path, not the GitHub Actions entrypoint.


  

    Releasing Scrypath

For library adopters: the README summarizes versioning expectations and points at release notes. This document is the maintainer source of truth for Release Please, mix verify.phase11, publish checks, and parity workflows—read it before changing release automation. Live Meilisearch job names (meilisearch-smoke, phase5-verification, etc.) stay indexed in CONTRIBUTING.md alongside .github/workflows/ci.yml—avoid duplicating that matrix here.
Release Please owns the version bump, changelog PR, and Git tag for Scrypath. The only publish path is the existing GitHub Actions workflow: Release Please creates vX.Y.Z, Actions checks out that tag, and mix hex.publish --yes runs from that tagged ref.
Hex package files vs scrypath_ops/
The optional operator Phoenix app lives in scrypath_ops/ at the repository root. It is not part of the published Hex artifact. The root library mix.exs package.files whitelist must never list scrypath_ops/ (or otherwise pull OPSUI into the tarball). Run mix hex.publish only from the library project directory (the same directory as the root mix.exs that defines :scrypath), never from scrypath_ops/.
Automated Release Gate
Run the auth-free package gate before you merge a release PR or when you need the same checks outside CI:
mix verify.phase11

That command is the always-on CI gate for the release contract.
Operator UI (scrypath_ops)
The optional operator Phoenix app under scrypath_ops/ is not published to Hex, but it still has a first-class verification gate. From the repository root, run:
mix verify.opsui

That task mirrors CI: it runs cd scrypath_ops && mix deps.get && mix test (full suite, including navigation contract setup).
For a faster slice while iterating on OPSUI accessibility semantics (tests tagged opsui_a11y), run:
cd scrypath_ops && mix opsui.test_a11y

That alias applies the same scrypath_ops test prerequisite steps as the default mix test alias, then runs mix test --only opsui_a11y. It runs the package metadata test, the clean-consumer smoke test, the release-doc contract, docs with warnings as errors, release workflow checks, and mix hex.build --unpack.
Use this release-only credential check only when you are preparing an actual publish with a publisher-scoped Hex key:
HEX_API_KEY=... mix hex.publish --dry-run --yes

That command must stay out of the always-on CI gate.
After a real Hex publish, the release workflow now runs the live post-publish check automatically:
mix verify.release_publish X.Y.Z

That task polls Hex until the published version is visible, compiles the documented use Scrypath schema from a fresh throwaway app using {:scrypath, "~> X.Y.Z"}, and confirms https://hexdocs.pm/scrypath/X.Y.Z responds.
Immediately after that succeeds, the same publish jobs in .github/workflows/release-please.yml and .github/workflows/publish-hex.yml run mix verify.release_parity X.Y.Z with the same SCRYPATH_RELEASE_VERIFY_ATTEMPTS / SCRYPATH_RELEASE_VERIFY_SLEEP_MS retry knobs, so tarball–tag parity is checked on the post-publish path, not only by the scheduled monitor.
Minimum Secret Setup
Create this GitHub Actions secret before the first automated release:
	HEX_API_KEY - Hex.pm API key that can publish scrypath

The workflow uses GitHub's built-in GITHUB_TOKEN for Release Please. Keep HEX_API_KEY scoped to the publish workflows only. Do not expose it to the always-on CI job.
Local CI Reproduction
For a deterministic local reproduction of the always-on release contract gate, run the Docker smoke wrapper:
./scripts/verify_phase11_docker.sh

That gives you the same mix verify.phase11 path CI executes, without depending on your host Beam toolchain or a real Hex publish.
If you prefer act, keep it as a secondary option and pin a runner image that has a working Beam/OpenSSL stack for your host architecture. The Docker wrapper is the default because it is less brittle.
Ongoing Published Release Verification
The repository also includes .github/workflows/verify-published-release.yml for ongoing verification after the first public release.
	It runs on a daily schedule and on manual workflow_dispatch.
	It reads the latest published Scrypath version from https://hex.pm/api/packages/scrypath.
	Before the first public release, it detects the Hex 404 and exits cleanly.
	After Scrypath is published, it runs mix verify.release_publish X.Y.Z against the latest published version without attempting any publish or recovery action.

Treat failures in this workflow as operational regressions in the published package, Hex availability, or HexDocs availability.
Canonical Release Flow
	Confirm the repo state before merge:
mix verify.phase11
grep -n '@version\|@source_ref' mix.exs
cat .release-please-manifest.json
sed -n '1,80p' CHANGELOG.md


	Review the Release Please PR. The version in mix.exs, .release-please-manifest.json, and the top changelog entry should all describe the same vX.Y.Z release.

	Merge the Release Please PR to main. The existing .github/workflows/release-please.yml workflow is the only release path. When release_created == true, the publish-hex job checks out tag_name and runs mix hex.publish --yes.
Before the real publish, that job also verifies mix.exs matches the Release Please version, runs mix verify.phase11, and runs mix hex.publish --dry-run --yes.

	After the workflow finishes, confirm the release artifacts:
git fetch --tags origin
git tag --sort=version:refname | tail -n 5
gh run view --log

The publish job now runs mix verify.release_publish X.Y.Z for the newly released version, so Hex package visibility, clean-consumer compile, and versioned HexDocs reachability are checked inside the workflow instead of by hand. As a post-publish follow-on, it then runs mix verify.release_parity X.Y.Z with the same retry environment variables so tarball contents stay aligned with the git tag.

	If the workflow passes, treat the release contract as satisfied. Manual spot-checks are optional, not required.


Recovering Tag or Version Drift
Start by comparing the repo version sources and the pushed tags directly:
grep -n '@version\|@source_ref' mix.exs
cat .release-please-manifest.json
sed -n '1,80p' CHANGELOG.md
git fetch --tags origin
git tag --sort=version:refname | tail -n 10

	If mix.exs, .release-please-manifest.json, and CHANGELOG.md disagree before publish, fix the release PR or rerun Release Please. Do not hand-create a new package tag.

	If GitHub has the wrong vX.Y.Z tag or release but Hex does not have the package yet, delete the bad release state and rerun the existing workflow:
gh release delete vX.Y.Z --yes
git push origin :refs/tags/vX.Y.Z
gh workflow run release-please.yml


	If Hex already has X.Y.Z, treat the issue as a published artifact problem and follow the artifact-mismatch runbook below. Do not retag the same version behind Hex's back.


Recovering a Failed Publish
Use the same tagged release ref that Release Please created. Do not invent a second publish path or bump the version manually just because the publish step failed.
	Check out the release tag and rerun the local gate:
git fetch --tags origin
git checkout vX.Y.Z
mix deps.get
mix verify.phase11
HEX_API_KEY=... mix hex.publish --dry-run --yes


	If the dry run fails, fix the packaging or docs issue on the release branch input, merge the correction, and let Release Please cut the next proper release PR.

	If the dry run passes and mix hex.info scrypath does not show X.Y.Z, rerun the existing checks from the same reviewed ref with the manual recovery workflow:
	open .github/workflows/publish-hex.yml
	set tag to the reviewed release tag or commit ref
	set release_version to X.Y.Z

That workflow reruns mix verify.phase11, mix hex.publish --dry-run --yes, mix hex.publish --yes, and mix verify.release_publish X.Y.Z from the explicit ref, then mirrors the canonical path with mix verify.release_parity X.Y.Z using the same retry environment variables.

	After a successful publish, rerun:
mix verify.release_publish X.Y.Z

The same task is what the release workflow runs after mix hex.publish --yes.


Manual Recovery Workflow
Use .github/workflows/publish-hex.yml only for recovery or explicit republish from a reviewed tag/ref.
Inputs:
	tag - reviewed release tag or commit ref to publish from
	release_version - expected @version at that ref

The recovery workflow never depends on Release Please step outputs. It verifies the checked-out ref directly before publishing.
Recovering Published Artifact Mismatch
Use --replace only when Hex still allows replacing the published version and the correct fix is "same version, corrected artifact." Use --revert when the bad artifact should be withdrawn and replaced by a fresh release.
	Confirm the mismatch from the published artifact, local package contents, and docs path:
mix verify.phase11
mix hex.build --unpack
mix hex.info scrypath
curl -Ifs https://hexdocs.pm/scrypath/X.Y.Z


	Replace the same version only if the tag is correct and Hex still allows replacement for that release window:
HEX_API_KEY=... mix hex.publish --dry-run --yes
HEX_API_KEY=... mix hex.publish --replace --yes


	Revert and republish under a new Release Please cut when the tag or version itself is wrong, when the replace window is closed, or when you need a clean corrective release trail:
HEX_API_KEY=... mix hex.publish --revert X.Y.Z

After the revert, fix the repo state, let Release Please open the next versioned PR, merge it, and rerun the canonical release flow plus mix verify.release_publish X.Y.Z for the new release.


Release parity gate
Scrypath publishes through two mechanized gates that prevent the v1.2-era
divergence where a git tag and the published Hex tarball drifted.
mix verify.workspace_clean
Runs before mix hex.publish on every publish path (.github/workflows/ci.yml
quality job, .github/workflows/release-please.yml publish-hex job, and
.github/workflows/publish-hex.yml manual recovery). Fails if the working
tree has any uncommitted or untracked files under the paths that ship in
the tarball (lib/, test/, guides/, docs/, mix.exs,
.formatter.exs, top-level .md files). Catches tag-vs-source drift at
publish time.
There is deliberately no escape-hatch flag or environment variable — in a
true emergency, comment out the workflow step in a PR. The friction is the
feature.
mix verify.release_parity X.Y.Z
Runs daily via .github/workflows/verify-published-release.yml (cron) and
compares the published Hex tarball's lib/ + guides/ + docs/ file list
against the git tag of the same version. Catches tarball-vs-tag drift
AFTER publish.
The scheduled workflow remains the long-horizon monitor, but release-please.yml
and publish-hex.yml also invoke mix verify.release_parity immediately after
a successful mix verify.release_publish on the post-publish path, so drift is
caught in the same mechanical publish sequence as the Hex publish itself.
Exit codes:
	0 — parity (no drift)
	2 — drift detected
	1 — runtime error (network, missing tag, etc.)

On drift during a scheduled run, a deduplicated GitHub issue is auto-filed
using .github/ISSUE_TEMPLATE/release-parity-drift.md.
Historical context
These gates exist because an earlier release cycle shipped with tag and
default-branch refs out of alignment (package and docs consumers could see
different trees than maintainers expected). The parity tasks catch that class of
drift on publish and on a schedule so it does not wait for the next manual
release to surface.


  

    JTBD gap map

Audience: maintainers and repeat adopters updating Scrypath docs or planning future milestones.
Last reviewed: 2026-05-24
This document answers four questions:
	What user jobs does Scrypath already serve well?
	Where are the biggest remaining user-flow gaps?
	What should be prioritized next if feature work reopens?
	When does more JTBD work start producing diminishing returns?

The goal is to keep future doc updates and milestone planning anchored in the current repo surface, not in wishful archive memory.
Current shipped flow map
Adopter flows that are strong today
	First indexed schema and first search
Strong. The README, golden path, example app, and Phoenix guides all support the "get one schema searchable" job clearly.
	Explicit sync mode choice
Strong. The inline, Oban, and manual semantics are well explained and intentionally honest about visibility.
	Phoenix integration through contexts
Strong. The library consistently teaches context-owned orchestration with thin controllers and LiveView.
	Catalog-style faceted search
Strong. Facets, hierarchical facets, disjunctive counts, and scoped search are present and documented.
	Multi-index or federated search
Strong. search_many/2, :all expansion, federation weights, and partial-failure honesty are present.
	Operator triage and recovery
Strong. Status, failed work, reconcile, backfill, and reindex form a real recovery surface instead of an afterthought.

Operator and maintainer flows that are strong today
	Terminal-first incident triage
Strong. The mix scrypath.* tasks and drift docs create a coherent CLI recovery path.
	Optional OPSUI inspection
Strong enough for v1. The shell reflects triage priorities honestly and stays secondary to core library adoption.
	Adopter proof and support contract
Strong but not perfectly clean. The example app, verify surface, and readiness artifacts support the claim that the current surface is ready for outside adoption attempts, but the current tree still has support-truth drift that should be reconciled before maintainers overstate how tidy the proof surface is.

Default next pull
The Phase 87 evidence review concluded that outside-adopter attempts on defended paths face significant friction regarding related data and tenant isolation. 
The current highest-leverage work is:
	Association and dependency propagation (Active next-pull verdict)
	Tenant-safe search access story

Why this now outranks more feature work:
	reviewed outside-adopter evidence confirmed these as primary blockers and painful workarounds
	the repo is already close to diminishing returns on generic ergonomics breadth

Biggest remaining gaps
These are the highest-leverage gaps relative to what mature search ecosystems teach people to expect.
1. Association and dependency propagation semantics
Scrypath is honest about projection and sync, but it does not yet present a strong public story for "this parent record should be reindexed when related data changes."
Why it matters:
	real apps project associated data into documents
	mature libraries repeatedly run into "related update did not resync the document"
	Hibernate Search shows how valuable explicit reindex dependency rules can be

Current state:
	projection is explicit and does not auto-load associations
	this avoids magic, but leaves a common real-world job underexplained

Priority:
	very high, especially if outside adopters start projecting joins, counts, tags, or ownership metadata

2. Tenant-safe search access story
Scrypath has index-prefix language and operator examples, but not yet a strong end-to-end job story for shared-index multi-tenant access.
Why it matters:
	SaaS adopters often need search isolation, not just environment partitioning
	Meilisearch's current tenant-token model is a real, first-class solution area
	"just prefix the index" is not the same as authorization

Current state:
	repo docs mention prefixes and operator flags
	the public mental model does not yet teach a clear tenant-scope story

Priority:
	high for B2B SaaS credibility

3. High-cardinality facet value search
Scrypath has strong facet filtering and counts, but the user flow for "search within thousands of facet values" is still incomplete.
Why it matters:
	large catalogs quickly outgrow static checklists
	Meilisearch now has a dedicated facet-search endpoint with concrete limits and tradeoffs
	the current facet guide explicitly defers backend facet-value search in favor of client-side filtering

Priority:
	high for catalog-heavy apps, lower for admin search

4. Autocomplete and suggestion-class flows
Scrypath has solid core search, but not yet a first-class user flow for:
	typeahead
	autocomplete
	"did you mean"
	suggestion-oriented UI patterns

Why it matters:
	many teams mentally benchmark search libraries against Searchkick-style delight
	these flows are not the core sync problem, but they are highly visible product features

Priority:
	medium
	likely only worth doing after composition depth, tenant-safe access, and dependency semantics are stronger

Gaps that are real but lower leverage
	Request-edge ergonomics
This was the old top gap, but v1.21 materially closed it with Scrypath.QueryParams, structured edge errors, and optional Scrypath.Phoenix helpers.
	Composition depth
This was the next leverage move after v1.21, and v1.22 materially closed it with Scrypath.Composition, metadata reflection, and compose_many/2 lowering. Future work should not reopen generic composition breadth without outside-adopter evidence.
	OPSUI deeper productization
Useful, but the repo already treats core library and honest operator visibility as the v1 line. More admin-surface work is not the highest leverage for adopters.
	Heavier browser E2E for OPSUI
Valuable only if existing stubbed and integration proof keeps missing real regressions.
	More maintainer workflow tooling
Helpful for repo velocity, but mostly irrelevant to the Hex consumer's job-to-be-done.

Explicit non-goals unless outside evidence changes
These should stay out of the default roadmap pull until real adoption pressure says otherwise:
	public multi-backend parity
	vector or hybrid retrieval
	personalization
	analytics-heavy search product features
	trying to turn Scrypath into a full hosted-search platform

The repo's current discipline here is correct. Mature ecosystems show that widening too early creates confusing abstractions and weakens the core indexing/sync story.
Updated priority order
	Association and dependency propagation
Biggest correctness gap for real apps once documents include related data. This is the active next-pull verdict.
	Tenant-safe search access story
Biggest credibility gap for Phoenix SaaS adopters.
	Facet-value search for large filter lists
Useful for larger catalogs, but narrower.
	Autocomplete and suggestion flows
Worth doing later, not before the correctness and SaaS-boundary work lands.

Diminishing-returns line
Scrypath starts to feel "feature-complete enough" for its category once five conditions are true at the same time:
	A Phoenix/Ecto adopter can get first search working quickly.
	They can choose sync semantics without being misled.
	They can build normal search, facets, and multi-index flows without dropping to backend-native code for common cases.
	They can explain and recover from drift, failed work, backfill, and reindex without reading internal source.
	They have a credible app-edge ergonomics story and a credible related-data reindex story.

The repo already satisfies the first four well on the defended Meilisearch-first surface.
That means the likely diminishing-returns boundary is:
	before multi-backend expansion
	before vectors or hybrid retrieval
	before deep OPSUI productization
	before search-adjacent delight features become the main story

In practical terms, Scrypath now looks roughly mid-to-high 80s done for its stated v1 scope. That means:
	another generic ergonomics milestone is likely low leverage without outside-adopter evidence
	related-data propagation is the first major remaining correctness wedge
	tenant-safe search access is the first major remaining SaaS-credibility wedge
	most other work is becoming situational rather than category-defining

External reference points
These ecosystems still look like the right calibration points for future gap reviews:
	Searchkick
Strong benchmark for sync strategy breadth, reindex ergonomics, and search UX expectations.
	Laravel Scout
Strong benchmark for a thin integration layer over an explicit driver seam.
	Meilisearch documentation
Important for current task semantics, facet search, tenant tokens, and index-swap workflows.
	meilisearch-rails
Useful for ORM integration lessons around background updates, deletes, and rebuild flows.
	Hibernate Search
Strong reference for explicit indexing dependency and mass-indexing depth.

Update protocol
When revisiting this document:
	Re-read the current README, guide map, architecture doc, and example app.
	Re-check the roadmap and milestone files for any newly claimed flows.
	Compare planning claims against the checked-out code before treating them as shipped truth.
	Re-scan the external reference points for any major ecosystem changes that alter the leverage ranking.
	Update the priority order only when repo truth or outside evidence materially changed.

Current repo caveat
The planning archive currently claims a thin Scrypath.SearchModule layer shipped in v1.20, while the checked-out code does not expose that layer. Keep future JTBD docs and milestone decisions grounded in the code surface until that mismatch is reconciled.
Phase 86 restored the current support/readiness authority at guides/support-and-compatibility.md and repaired mix verify.adopter so its fast path now runs a real test/scrypath/readiness_contract_test.exs seam. The remaining credibility issue is the archive-vs-branch-tip SearchModule mismatch, not the support/proof surface.


  

    Operator Support

This guide is for maintainers supporting early Scrypath production usage.
For metrics, paging discipline, and Meilisearch cluster footguns (SRE / platform view), see docs/search-backend-sre.md.
The support contract stays simple:
	operator code calls the root APIs on Scrypath.*
	terminal operators can use the thin mix scrypath.* wrappers over those same APIs
	mix verify.phase14 keeps the core Mix task surface, docs contract, package metadata, and docs build aligned
	mix verify.phase28 is the v1.5 index contract drift CLI plus operator-doc slice gate (runs focused tests then mix docs --warnings-as-errors)
	mix verify.phase11 remains the release-contract gate

First Response Path
When a team reports drift, failed sync, or uncertain visibility:
	ask which schema is affected
	run mix scrypath.status for current visibility
	run mix scrypath.failed for explicit recovery candidates
	run mix scrypath.index.contract_drift YOUR_SCHEMA (or Scrypath.index_contract_drift/2) when the question is declared schema vs live index contract (fields, filterables, sortables, faceting, settings families) — distinct from queue failure triage alone
	run mix scrypath.reconcile when you need report-first guidance before changing anything

Use mix scrypath.retry only when you already selected a concrete failed-work id.
Sync Mode Triage
Keep the sync mode in view during support:
	:inline means Scrypath waited for terminal backend success, but database and search writes are still not atomic
	:oban means the enqueue is durable, not that search visibility is complete
	:manual means accepted work was handed back for operator-controlled follow-up

The detailed operator wording lives in guides/sync-modes-and-visibility.md.
Boundary Checks
Support docs should keep two boundaries explicit:
	operator visibility and recovery live on Scrypath.*
	backend-native search power stays under Scrypath.Meilisearch.*

Do not document the Mix tasks as a replacement for the root API, and do not widen Scrypath.search/3 with Meilisearch-native flags.
Verification
Before merge or release handoff, run:
mix verify.phase14
mix verify.phase20
mix verify.phase26
mix verify.phase28
mix verify.phase11

	Command	What it covers (auth-free)
	mix verify.phase14	Thin mix scrypath. task wrappers, docs contract, package metadata, and *mix docs --warnings-as-errors
	mix verify.phase20	Faceting, Meilisearch settings, faceted-guide docs contract, then mix docs --warnings-as-errors
	mix verify.phase26	Failed-work rollups, reconcile output, operator Mix tasks, docs contract with --warnings-as-errors, then mix docs --warnings-as-errors
	mix verify.phase28	Index contract drift CLI (mix scrypath.index.contract_drift), operator docs contracts for the v1.5 slice, focused tests with --warnings-as-errors, then mix docs --warnings-as-errors
	mix verify.phase11	Release path: package metadata, clean-consumer smoke, release-doc contract, docs build, workflow checks, mix hex.build --unpack

mix verify.phase11 remains the gate you use before a real publish flow.


  

    Search backend operations (SRE view)

This guide is for platform and SRE maintainers who run the search process alongside a Phoenix app using Scrypath. It complements Sync Modes and Visibility (application semantics) and Operator Support (library maintainer first response).
Scope
	Scrypath v1 publicly targets Meilisearch first. Runbooks here assume a Meilisearch cluster or single node your app reaches over HTTP. Other engines need different metrics and failure modes; Scrypath does not abstract them on the public path.
	Goal: a small set of metrics and alerts so teams notice user-visible failure and capacity risk without paging on normal variance.

Two layers: app vs search engine
	Layer	What you own	What breaks first when users complain
	Application	Scrypath sync/search/hydration paths, Oban queues, DB	Wrong or stale results, timeouts, 5xx from your app
	Meilisearch	Process health, disk, RAM, version, task pipeline	Search down, writes stuck, index corruption risk under disk pressure

Instrument both. Do not page only on Meilisearch CPU; pair with Scrypath search error rate and end-to-end latency from the app.
Scrypath telemetry (application signals)
Scrypath emits :telemetry.span/3-style events (see Telemetry for start / stop / exception and duration measurements on stop). Keep dashboards low cardinality: use schema, backend, index, sync_mode — avoid high-cardinality tags such as raw query text or primary keys on alert rules.
Stable event prefixes (each has :start, :stop, and on failure :exception where applicable):
	Event prefix	When	Useful aggregates
	[:scrypath, :search]	Common-path search	p95/p99 duration, error rate, hit_count from stop metadata
	[:scrypath, :hydration]	Repo batch load after search	Duration vs hit_count / record_count / missing_count (drift indicator when missing_count grows)
	[:scrypath, :sync, :upsert] / [:scrypath, :sync, :delete]	Document sync	Error rate, document_count, :noop ratio (noisy if alerted per call)
	[:scrypath, :meilisearch, :request]	HTTP to Meilisearch	status_code, method, path pattern — alert on sustained 5xx / connection errors
	[:scrypath, :meilisearch, :task_wait]	Waiting for Meilisearch task completion	poll_count, final_status — large poll_count or non-:succeeded trends
	[:scrypath, :reindex, :settings_verified]	Post-apply settings read-back	Stop metadata result tag (:parity, :drift, etc.)
	[:scrypath, :reindex, :verify_skipped]	Execute only — settings verify skipped by opt	Rare spikes may be intentional deploys; correlate with logs
	[:scrypath, :operator, :failed_work, :observed]	Each failed-work row materialized from backend tasks or Oban jobs	Useful for dashboards and structured logs; high volume on noisy data — do not page on every event; treat as diagnostic signal and aggregate

Dashboard-first: sync upsert volume, search QPS, hydration missing_count distribution, Meilisearch request latency.
Meilisearch infrastructure (minimal signals)
Prioritize signals that predict outage, data loss risk, or unbounded backlog. Exact metric names depend on your exporter (Prometheus sidecar, cloud vendor agent, or logs). Map these concepts to your stack:
	Process up / ready — HTTP GET /health (or vendor equivalent) from the same network path as the app. Page when unreachable for longer than a short window (e.g. two failed checks), not on single blips.
	Disk free — Meilisearch persists indexes; running out of disk is a top cause of corruption and wedged tasks. Alert on free space percentage or absolute GB with headroom for compactions and reindexes.
	Memory pressure — Large batches and concurrent indexing drive RSS. Page on OOM kills or sustained memory limit pressure from your orchestrator, not one-off spikes during planned reindex.
	Task failures — Meilisearch indexes work through a task queue. Sustained failed tasks (not every transient validation error) indicate a bad deploy, schema mismatch, or upstream bug. Prefer a rate or count over a window, not every single failure.
	Replication / multi-node (if used) — split brain or lag between nodes is a separate product surface; follow Meilisearch’s own HA docs for your version.

Avoid alert fatigue: do not page on single slow searches, one failed document in a batch, or Meilisearch 202 Accepted enqueue latency alone. Those belong on dashboards or SLO burn-rate rules with long windows.
Footguns (Meilisearch + Scrypath-shaped)
	filter and facetFilters AND together — Users can think they cleared facets while a base filter still narrows results. Document in your UI and ops playbooks; see the faceted search guide appendix.
	Reindex + disk — Full reindex can temporarily double index footprint until old data is dropped. Plan disk headroom before Scrypath.reindex/2 on large corpora.
	Settings verify skipped — skip_settings_verification?: true speeds emergencies but hides drift until the next verify. Treat as a temporary flag; do not leave it on silently.
	Sync mode semantics — :oban means durable enqueue, not “search is updated.” Paging on queue depth without checking search visibility misdiagnoses user impact; see sync modes guide.
	Version skew — Meilisearch minor versions change task and index behavior. Pin server and client expectations per environment; roll upgrades in a canary before production.

What to run before you tune alerts
From the repo root (maintainer checks):
	mix verify.phase13 (with integration when you have SCRYPATH_MEILISEARCH_URL) — focused operator-flow checks against a real Meilisearch, matching the CI-style job that runs with live integration enabled.
	Application-level: Scrypath.sync_status/2, Scrypath.failed_sync_work/2, Scrypath.reconcile_sync/2 for human-readable posture before you change indexing.

Related docs
	ARCHITECTURE.md — drift, reindex order, and sync guarantees
	guides/sync-modes-and-visibility.md — :inline / :oban / :manual
	guides/operator-mix-tasks.md — thin Mix wrappers over Scrypath.*
	guides/relevance-tuning.md — settings and verify-applied semantics
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Scrypath is the runtime surface for schema → sync → search: you declare how records
map into a Meilisearch index, enqueue or inline sync work, then query through the same
Ecto-native boundaries your Phoenix or contexts already own.
Read next
	guides/golden-path.md — linear first hour from dependencies through a working Scrypath.search/3.
	guides/request-edge-search.md — canonical request-edge contract for browser params, Scrypath.QueryParams, optional Scrypath.Phoenix, and context-owned search/3.
	guides/composing-real-app-search.md — canonical real-app guide for reusable composition, metadata reflection, and search_many/2 lowering.
	guides/sync-modes-and-visibility.md — canonical sync modes (:inline, :oban, :manual), eventual consistency, and operator lifecycle language.
	guides/overview.md — table of contents for every published guide.
	guides/common-mistakes.md — evidence-led pitfalls when search and sync feel inconsistent.

Entry points
	sync_record/3 (and batch variants) — write path and mode semantics; start from
guides/sync-modes-and-visibility.md.
	Scrypath.Composition — plain-data preset and scope composition before a
context-owned search/3 call; it resolves to canonical {text, keyword_opts}
without creating a second runtime. Read
guides/composing-real-app-search.md.
	Scrypath.Metadata — declaration-backed capability metadata plus resolved
search state for honest controls; hosts render the UI, Scrypath only returns
plain data. Read guides/composing-real-app-search.md.
	Scrypath.QueryParams — framework-light request-edge normalization before your
context calls search/3; the full story lives in
guides/request-edge-search.md.
	search/3 — hydrated search on one schema; follow
guides/golden-path.md for the first working call.
	search_many/2 — federated multi-schema search; composition rules live in
guides/composing-real-app-search.md and guides/multi-index-search.md.

Keep request-edge casting in controllers, LiveViews, or other app-owned boundaries with
Scrypath.QueryParams. If you are in Phoenix, Scrypath.Phoenix is optional glue for
params, forms, and URL round-tripping only. Keep orchestration in your contexts, where
Scrypath.search/3 remains the canonical runtime entrypoint.
Composition stays on that same side of the boundary: it prepares plain data for host
contexts, but it does not move policy onto schemas, create schema-specific runtime verbs
or generated UI, or solve tenant authz and related-data propagation for you.
Metadata follows the same rule. Hosts may inspect declaration-backed capabilities plus
resolved applied, defaulted, fixed, and unsupported state to render honest
controls, but Scrypath does not generate those controls and still treats tenant policy,
authorization, and related-data behavior as host-owned concerns.
Use use Scrypath on your Ecto schema; declaration grammar and settings live on
Scrypath.Schema — read that module instead of duplicating option tables here.
Reflection helpers
The initial public reflection surface is intentionally small:
	schema_config/1
	schema_capabilities/1
	schema_fields/1
	schema_settings/1
	schema_faceting/1
	document_source/1
	document_id_field/1
	reflect_search/2
	reflect_search_many/2

These functions keep reflection under Scrypath.* modules instead of generating
schema-specific runtime verbs.
Examples
iex> config = Scrypath.schema_config(SearchablePost)
iex> config.fields
[:title, :body]
See also search_within_facet/4 in guides/faceted-search-with-phoenix-liveview.md
for searching inside a facet bucket alongside filter: / facet_filter: composition.
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    Functions
  


    
      
        backfill(schema_module, opts \\ [])

      


    


    
      
        delete_document(schema_module, document_id, opts \\ [])

      


        Upserts or deletes search documents through the configured backend.



    


    
      
        delete_documents(schema_module, document_ids, opts \\ [])

      


        Upserts or deletes search documents through the configured backend.



    


    
      
        delete_record(schema_module, record, opts \\ [])

      


        Upserts or deletes search documents through the configured backend.



    


    
      
        document_id_field(schema_module)

      


    


    
      
        document_source(schema_module)

      


    


    
      
        failed_sync_work(schema_module, opts \\ [])

      


        Returns failed or retrying sync work rows for a schema.



    


    
      
        index_contract_drift(schema_module, opts \\ [])

      


        Read-only index contract drift report for a searchable schema.



    


    
      
        reconcile_sync(schema_module, opts \\ [])

      


        Report-first reconciliation for a schema (sync visibility, failed work, drift
signals, and suggested recovery actions).



    


    
      
        reflect_search(schema_module, criteria_or_composition)

      


        Reflects one search-shaped criteria map or Scrypath.Composition result into
declaration-backed capabilities, resolved call-state metadata, and explicit
host_owned advisory fields.



    


    
      
        reflect_search_many(entries_or_composition, shared_opts \\ [])

      


        Reflects multi-search input or Scrypath.Composition.compose_many/2 output into
entry-scoped metadata without publishing a merged global capability surface.



    


    
      
        reindex(schema_module, opts \\ [])

      


    


    
      
        retry_sync_work(work_or_action, opts \\ [])

      


    


    
      
        schema_capabilities(schema_module)

      


        Returns declaration-backed search capability metadata for one schema.



    


    
      
        schema_config(schema_module)

      


    


    
      
        schema_faceting(schema_module)

      


        Returns normalized faceting: options for the schema, or [] when faceting is disabled.



    


    
      
        schema_fields(schema_module)

      


    


    
      
        schema_settings(schema_module)

      


    


    
      
        search(schema_module, text, opts \\ [])

      


        Primary hydrated search entry: validates options, resolves runtime config, and
returns {:ok, search_result} or tagged {:error, _} failures from the
configured backend. Work is wrapped in the public search telemetry span
[:scrypath, :search] with stable, low-cardinality metadata.



    


    
      
        search!(schema_module, text, opts \\ [])

      


        Like search/3, but returns the same hydrated search result payload or raises
Scrypath.Search.Error when the non-bang API would return {:error, _}.



    


    
      
        search_many(entries, opts \\ [])

      


        Full pipeline: see guides/per-query-tuning-pipeline.md.



    


    
      
        search_many!(entries, opts \\ [])

      


        Like search_many/2, but returns %Scrypath.MultiSearchResult{} or raises
Scrypath.Search.Error when the non-bang API would return {:error, _}.



    


    
      
        search_within_facet(schema_module, text, facet_bucket, opts \\ [])

      


        Full-text search scoped to a single facet bucket, AND-combined with any other
filter:, facet_filter:, sort, and pagination options.



    


    
      
        search_within_facet!(schema_module, text, facet_bucket, opts \\ [])

      


    


    
      
        sync_record(schema_module, record, opts \\ [])

      


        Upserts or deletes search documents through the configured backend.



    


    
      
        sync_records(schema_module, records, opts \\ [])

      


        Upserts or deletes search documents through the configured backend.



    


    
      
        sync_related(schema_module, records, opts \\ [])

      


        Propagates sync updates for associated parent records when a child record changes.
Uses the explicit fan_outs: metadata declared on the child schema.



    


    
      
        sync_status(schema_module, opts \\ [])

      


    





      


      
        Functions


        


    

  
    
      
    
    
      backfill(schema_module, opts \\ [])



        
          
        

    

  


  

      

          @spec backfill(
  module(),
  keyword()
) :: {:ok, map()} | {:error, term()}


      



  



    

  
    
      
    
    
      delete_document(schema_module, document_id, opts \\ [])



        
          
        

    

  


  

      

          @spec delete_document(module(), term(), keyword()) :: {:ok, term()} | {:error, term()}


      


Upserts or deletes search documents through the configured backend.
On success, {:ok, map} includes at least :mode (for example :inline, :oban, or :manual)
and :status:
	:status :accepted — work was queued or accepted by the backend or queue layer; documents may
not be queryable yet. This is normal for :manual, :oban, and sometimes :inline when no
Meilisearch task wait applies. See guides/sync-modes-and-visibility.md.
	:status :completed — the :inline path finished, including waiting for a terminal Meilisearch
task when sync_mode: :inline and the backend returned a task handle.

Pitfalls when the database write “succeeded” but search lags: guides/common-mistakes.md.
Tagged {:error, reason} tuples may include {:timeout, _}, {:task_failed, _},
{:invalid_options, _, _}, and other operational heads. For user-facing copy,
normalize them through your own application boundary instead of depending on internal helpers.

  



    

  
    
      
    
    
      delete_documents(schema_module, document_ids, opts \\ [])



        
          
        

    

  


  

      

          @spec delete_documents(module(), [term()], keyword()) ::
  {:ok, term()} | {:error, term()}


      


Upserts or deletes search documents through the configured backend.
On success, {:ok, map} includes at least :mode (for example :inline, :oban, or :manual)
and :status:
	:status :accepted — work was queued or accepted by the backend or queue layer; documents may
not be queryable yet. This is normal for :manual, :oban, and sometimes :inline when no
Meilisearch task wait applies. See guides/sync-modes-and-visibility.md.
	:status :completed — the :inline path finished, including waiting for a terminal Meilisearch
task when sync_mode: :inline and the backend returned a task handle.

Pitfalls when the database write “succeeded” but search lags: guides/common-mistakes.md.
Tagged {:error, reason} tuples may include {:timeout, _}, {:task_failed, _},
{:invalid_options, _, _}, and other operational heads. For user-facing copy,
normalize them through your own application boundary instead of depending on internal helpers.

  



    

  
    
      
    
    
      delete_record(schema_module, record, opts \\ [])



        
          
        

    

  


  

      

          @spec delete_record(module(), struct() | map(), keyword()) ::
  {:ok, term()} | {:error, term()}


      


Upserts or deletes search documents through the configured backend.
On success, {:ok, map} includes at least :mode (for example :inline, :oban, or :manual)
and :status:
	:status :accepted — work was queued or accepted by the backend or queue layer; documents may
not be queryable yet. This is normal for :manual, :oban, and sometimes :inline when no
Meilisearch task wait applies. See guides/sync-modes-and-visibility.md.
	:status :completed — the :inline path finished, including waiting for a terminal Meilisearch
task when sync_mode: :inline and the backend returned a task handle.

Pitfalls when the database write “succeeded” but search lags: guides/common-mistakes.md.
Tagged {:error, reason} tuples may include {:timeout, _}, {:task_failed, _},
{:invalid_options, _, _}, and other operational heads. For user-facing copy,
normalize them through your own application boundary instead of depending on internal helpers.

  



  
    
      
    
    
      document_id_field(schema_module)



        
          
        

    

  


  

      

          @spec document_id_field(module()) :: atom()


      



  



  
    
      
    
    
      document_source(schema_module)



        
          
        

    

  


  

      

          @spec document_source(module()) :: atom()


      



  



    

  
    
      
    
    
      failed_sync_work(schema_module, opts \\ [])



        
          
        

    

  


  

      

          @spec failed_sync_work(
  module(),
  keyword()
) ::
  {:ok, [Scrypath.Operator.FailedWork.t()]}
  | {:ok, Scrypath.Operator.FailedSyncWorkInspection.t()}
  | {:error, term()}


      


Returns failed or retrying sync work rows for a schema.
Reason class rollups
Pass reason_class_counts: true in operator options (alongside runtime
config) to receive {:ok, %Scrypath.Operator.FailedSyncWorkInspection{}}
with entries (the row list) and counts — a
%Scrypath.Operator.ReasonClassCounts{} with dense per-class frequencies.
The default remains {:ok, [FailedWork.t()]} when this option is omitted.

  



    

  
    
      
    
    
      index_contract_drift(schema_module, opts \\ [])



        
          
        

    

  


  

      

          @spec index_contract_drift(
  module(),
  keyword()
) :: {:ok, Scrypath.Operator.IndexContractDrift.Report.t()} | {:error, term()}


      


Read-only index contract drift report for a searchable schema.
Compares declared schema metadata and resolved settings against a single live
Meilisearch GET /indexes/{uid}/settings snapshot. This is a report-first
operator surface: it does not enqueue work, mutate indexes, or imply recovery
actions. It is not the same signal family as reconcile_sync/2's
drift_signals, which reflects sync queue and reindex posture.
See include_index_contract_drift: true on reconcile_sync/2 when you want the
same report attached to a reconcile tuple (adds one get_settings read).

  



    

  
    
      
    
    
      reconcile_sync(schema_module, opts \\ [])



        
          
        

    

  


  

      

          @spec reconcile_sync(
  module(),
  keyword()
) :: {:ok, Scrypath.Operator.Reconcile.t()} | {:error, term()} | {:ok, map()}


      


Report-first reconciliation for a schema (sync visibility, failed work, drift
signals, and suggested recovery actions).
Index contract drift
Pass include_index_contract_drift: true alongside runtime options to
attach a read-only %Scrypath.Operator.IndexContractDrift.Report{} on
index_contract_drift. This performs an extra Meilisearch get_settings
read using the same builder as index_contract_drift/2. Omit the flag (default)
to avoid that latency and live dependency.

  



  
    
      
    
    
      reflect_search(schema_module, criteria_or_composition)



        
          
        

    

  


  

      

          @spec reflect_search(module(), map()) :: map()


      


Reflects one search-shaped criteria map or Scrypath.Composition result into
declaration-backed capabilities, resolved call-state metadata, and explicit
host_owned advisory fields.

  



    

  
    
      
    
    
      reflect_search_many(entries_or_composition, shared_opts \\ [])



        
          
        

    

  


  

      

          @spec reflect_search_many(
  list() | map(),
  keyword()
) :: map()


      


Reflects multi-search input or Scrypath.Composition.compose_many/2 output into
entry-scoped metadata without publishing a merged global capability surface.

  



    

  
    
      
    
    
      reindex(schema_module, opts \\ [])



        
          
        

    

  


  

      

          @spec reindex(
  module(),
  keyword()
) :: {:ok, map()} | {:error, term()}


      



  



    

  
    
      
    
    
      retry_sync_work(work_or_action, opts \\ [])



        
          
        

    

  


  

      

          @spec retry_sync_work(
  Scrypath.Operator.FailedWork.t() | Scrypath.Operator.RecoveryAction.t(),
  keyword()
) :: {:ok, map()} | {:error, term()}


      



  



  
    
      
    
    
      schema_capabilities(schema_module)



        
          
        

    

  


  

      

          @spec schema_capabilities(module()) :: map()


      


Returns declaration-backed search capability metadata for one schema.

  



  
    
      
    
    
      schema_config(schema_module)



        
          
        

    

  


  

      

          @spec schema_config(module()) :: map()


      



  



  
    
      
    
    
      schema_faceting(schema_module)



        
          
        

    

  


  

      

          @spec schema_faceting(module()) :: keyword()


      


Returns normalized faceting: options for the schema, or [] when faceting is disabled.
Shape when enabled is a keyword list with :attributes, :max_values_per_facet, and
:sort_facet_values_by.

  



  
    
      
    
    
      schema_fields(schema_module)



        
          
        

    

  


  

      

          @spec schema_fields(module()) :: [atom()]


      



  



  
    
      
    
    
      schema_settings(schema_module)



        
          
        

    

  


  

      

          @spec schema_settings(module()) :: map()


      



  



    

  
    
      
    
    
      search(schema_module, text, opts \\ [])



        
          
        

    

  


  

      

          @spec search(module(), String.t(), keyword()) :: {:ok, term()} | {:error, term()}


      


Primary hydrated search entry: validates options, resolves runtime config, and
returns {:ok, search_result} or tagged {:error, _} failures from the
configured backend. Work is wrapped in the public search telemetry span
[:scrypath, :search] with stable, low-cardinality metadata.
Full pipeline: see guides/per-query-tuning-pipeline.md.
Optional :per_query is an allowlisted keyword for Plane B Meilisearch search
parameters on the v1.9 slice (for example ranking_score_threshold,
show_ranking_score, and show_ranking_score_details); semantics and telemetry
expectations are defined in
guides/per-query-tuning-pipeline.md.
Errors vs raises
	ArgumentError — some invalid shapes are rejected synchronously before
backend dispatch.
	{:error, reason} — operational failures, including backend errors and
tuples such as {:transport_failed, _}, for callers that want to branch.

search!/3 raises Scrypath.Search.Error with the same reason instead of returning
{:error, _}.

  



    

  
    
      
    
    
      search!(schema_module, text, opts \\ [])



        
          
        

    

  


  

      

          @spec search!(module(), String.t(), keyword()) :: term()


      


Like search/3, but returns the same hydrated search result payload or raises
Scrypath.Search.Error when the non-bang API would return {:error, _}.

  



    

  
    
      
    
    
      search_many(entries, opts \\ [])



        
          
        

    

  


  

      

          @spec search_many(
  list(),
  keyword()
) :: {:ok, term()} | {:error, term()}


      


Full pipeline: see guides/per-query-tuning-pipeline.md.
search_many/2 merge rules for shared vs per-entry options, :all expansion,
and federation payloads remain canonical in guides/multi-index-search.md.
:per_query may appear on shared keywords and on each per-entry tuple; when
both sides supply it, inner keys shallow-merge with entry bias — see
guides/per-query-tuning-pipeline.md.
Federated search across multiple schemas.
Entries mirror search/3 tuples; optional federation_weight: tunes
Meilisearch merge ordering for that row and requires a backend that implements
search_many/2. Invalid weights use {:invalid_options, {:federation_weight, _}};
backends without native multi-search return
{:invalid_options, {:federation_merge_requires_native_search_many, %{backend: _}}}.
Successful responses are {:ok, multi_search_result} with per-schema search
results. When the backend returns a flat federated hits list,
merge_hit_order may be populated so callers can inspect merged ordering;
otherwise merge_hit_order is nil.
See also guides/multi-index-search.md § Federation weights.
Errors vs raises
	{:error, reason} — preflight and transport failures you should branch on
({:invalid_options, _}, {:validation_failed, _, _}, {:transport_failed, _}, …).
	search_many!/2 raises Scrypath.Search.Error with the same reason instead of
returning {:error, _}.


  



    

  
    
      
    
    
      search_many!(entries, opts \\ [])



        
          
        

    

  


  

      

          @spec search_many!(
  list(),
  keyword()
) :: term()


      


Like search_many/2, but returns %Scrypath.MultiSearchResult{} or raises
Scrypath.Search.Error when the non-bang API would return {:error, _}.

  



    

  
    
      
    
    
      search_within_facet(schema_module, text, facet_bucket, opts \\ [])



        
          
        

    

  


  

      

          @spec search_within_facet(module(), String.t(), {atom(), term() | list()}, keyword()) ::
  {:ok, term()} | {:error, term()}


      


Full-text search scoped to a single facet bucket, AND-combined with any other
filter:, facet_filter:, sort, and pagination options.
facet_bucket is {facet_attribute, value} where value is either a scalar
(one bucket) or a list interpreted as OR within that attribute, matching
facet_filter: encoding. Passing the same attribute again under facet_filter:
is rejected with ArgumentError — use search/3 or keep only one source of truth.
Errors vs raises
	ArgumentError — structural misuse of the facet bucket or duplicate facet locks.
	{:error, reason} — same operational {:error, _} family as search/3.

search_within_facet!/4 raises Scrypath.Search.Error when the non-bang call would
return {:error, _}.

  



    

  
    
      
    
    
      search_within_facet!(schema_module, text, facet_bucket, opts \\ [])



        
          
        

    

  


  

      

          @spec search_within_facet!(module(), String.t(), {atom(), term() | list()}, keyword()) ::
  term()


      



  



    

  
    
      
    
    
      sync_record(schema_module, record, opts \\ [])



        
          
        

    

  


  

      

          @spec sync_record(module(), struct() | map(), keyword()) ::
  {:ok, term()} | {:error, term()}


      


Upserts or deletes search documents through the configured backend.
On success, {:ok, map} includes at least :mode (for example :inline, :oban, or :manual)
and :status:
	:status :accepted — work was queued or accepted by the backend or queue layer; documents may
not be queryable yet. This is normal for :manual, :oban, and sometimes :inline when no
Meilisearch task wait applies. See guides/sync-modes-and-visibility.md.
	:status :completed — the :inline path finished, including waiting for a terminal Meilisearch
task when sync_mode: :inline and the backend returned a task handle.

Pitfalls when the database write “succeeded” but search lags: guides/common-mistakes.md.
Tagged {:error, reason} tuples may include {:timeout, _}, {:task_failed, _},
{:invalid_options, _, _}, and other operational heads. For user-facing copy,
normalize them through your own application boundary instead of depending on internal helpers.

  



    

  
    
      
    
    
      sync_records(schema_module, records, opts \\ [])



        
          
        

    

  


  

      

          @spec sync_records(module(), [struct() | map()], keyword()) ::
  {:ok, term()} | {:error, term()}


      


Upserts or deletes search documents through the configured backend.
On success, {:ok, map} includes at least :mode (for example :inline, :oban, or :manual)
and :status:
	:status :accepted — work was queued or accepted by the backend or queue layer; documents may
not be queryable yet. This is normal for :manual, :oban, and sometimes :inline when no
Meilisearch task wait applies. See guides/sync-modes-and-visibility.md.
	:status :completed — the :inline path finished, including waiting for a terminal Meilisearch
task when sync_mode: :inline and the backend returned a task handle.

Pitfalls when the database write “succeeded” but search lags: guides/common-mistakes.md.
Tagged {:error, reason} tuples may include {:timeout, _}, {:task_failed, _},
{:invalid_options, _, _}, and other operational heads. For user-facing copy,
normalize them through your own application boundary instead of depending on internal helpers.

  



    

  
    
      
    
    
      sync_related(schema_module, records, opts \\ [])



        
          
        

    

  


  

      

          @spec sync_related(module(), struct() | [struct()], keyword()) ::
  {:ok, term()} | {:error, term()}


      


Propagates sync updates for associated parent records when a child record changes.
Uses the explicit fan_outs: metadata declared on the child schema.
Returns {:ok, Scrypath.Operations.Result.t()} describing the applied synchronization work.

  



    

  
    
      
    
    
      sync_status(schema_module, opts \\ [])



        
          
        

    

  


  

      

          @spec sync_status(
  module(),
  keyword()
) :: {:ok, Scrypath.Operator.Status.t()} | {:error, term()}


      



  


        

      


  

    
Scrypath.Backend behaviour
    



      
Internal backend behavior for Scrypath runtime adapters.
This behavior is documented so architecture references remain valid, but it is
still considered an internal seam for v1 rather than a stable extension API.

      


      
        Summary


  
    Callbacks
  


    
      
        delete_documents(module, list, keyword)

      


    


    
      
        index_name(module, keyword)

      


    


    
      
        name()

      


    


    
      
        search(module, t, keyword)

      


    


    
      
        search_many(list, keyword)

      


        Optional federated multi-search over multiple schemas in one HTTP round-trip.



    


    
      
        upsert_documents(module, list, keyword)

      


    





      


      
        Callbacks


        


  
    
      
    
    
      delete_documents(module, list, keyword)



        
          
        

    

  


  

      

          @callback delete_documents(module(), [term()], keyword()) ::
  {:ok, term()} | {:error, term()}


      



  



  
    
      
    
    
      index_name(module, keyword)



        
          
        

    

  


  

      

          @callback index_name(
  module(),
  keyword()
) :: String.t()


      



  



  
    
      
    
    
      name()



        
          
        

    

  


  

      

          @callback name() :: atom()


      



  



  
    
      
    
    
      search(module, t, keyword)



        
          
        

    

  


  

      

          @callback search(module(), Scrypath.Query.t(), keyword()) ::
  {:ok, map()} | {:error, term()}


      



  



  
    
      
    
    
      search_many(list, keyword)


        (optional)


        
          
        

    

  


  

      

          @callback search_many(
  [{module(), Scrypath.Query.t(), keyword()}],
  keyword()
) :: {:ok, map()} | {:error, term()}


      


Optional federated multi-search over multiple schemas in one HTTP round-trip.
Each row is {schema_module, %Scrypath.Query{}, fed_opts} where fed_opts is a
keyword list that is usually []. In v1.8 only :federation_weight is
defined (a finite float) for per-query merge weights on federated backends.
Implementations return raw Meilisearch JSON maps (string keys) before
the search layer decorates them into structs.

  



  
    
      
    
    
      upsert_documents(module, list, keyword)



        
          
        

    

  


  

      

          @callback upsert_documents(module(), [Scrypath.Document.t()], keyword()) ::
  {:ok, term()} | {:error, term()}


      



  


        

      


  

    
Scrypath.Composition 
    



      
Public plain-data composition seam for reusable search presets and additive scopes.
Host apps define feature-level or context-owned fragments such as %{defaults: ...}
and %{fixed: ...}. This module composes those fragments into the same plain-data
criteria vocabulary already accepted by Scrypath.search/3.
Scrypath.Composition is data-only:
	it never executes search
	it never exposes %Scrypath.Query{}
	it does not move composition ownership onto schemas or Scrypath.Phoenix

The composed result stays a plain map that includes final criteria plus coarse
visibility buckets: applied, defaulted, fixed, and optional sources
or warnings.

      


      
        Summary


  
    Types
  


    
      
        criteria()

      


        Caller-facing criteria vocabulary aligned with Scrypath.search/3.



    


    
      
        fixed_criteria()

      


        Allowed fragment fixed constraints for filter-bearing fields only.



    


    
      
        fragment()

      


        Public fragment envelope used to compose presets and scopes.



    


    
      
        fragment_criteria()

      


        Allowed fragment defaults for all public search fields.



    


    
      
        many_entry_spec()

      


        Public multi-search entry spec consumed by compose_many/2.



    


    
      
        many_result()

      


        Public multi-search composition result. Shared composition lowers defaults only,
per-entry composition stays canonical, and to_search_many_args/1 emits the
existing tuple/shared-option contract for Scrypath.search_many/2.



    


    
      
        result()

      


        Stable public result returned by compose/2.



    





  
    Functions
  


    
      
        compose(fragments, criteria \\ %{})

      


        Composes one fragment or a list of fragments with caller criteria.



    


    
      
        compose!(fragments, criteria \\ %{})

      


        Like compose/2, but raises ArgumentError instead of returning {:error, reason}.



    


    
      
        compose_many(entries, opts \\ [])

      


        Composes multi-search entries into the existing tuple/shared-option contract.



    


    
      
        compose_many!(entries, opts \\ [])

      


        Like compose_many/2, but raises ArgumentError instead of returning
{:error, reason}.



    


    
      
        to_search_args(composition)

      


        Converts the composed plain-data result into {text, keyword_opts} for a
context-owned Scrypath.search/3 call.



    


    
      
        to_search_many_args(composition)

      


        Lowers a multi-search composition result into {entries, shared_opts} for a
context-owned Scrypath.search_many/2 call.



    





      


      
        Types


        


  
    
      
    
    
      criteria()



        
          
        

    

  


  

      

          @type criteria() :: %{
  optional(:text) => String.t(),
  optional(:filter) => keyword(),
  optional(:sort) => keyword(),
  optional(:page) => keyword(),
  optional(:facets) => [atom()],
  optional(:facet_filter) => keyword(),
  optional(:per_query) => map()
}


      


Caller-facing criteria vocabulary aligned with Scrypath.search/3.

  



  
    
      
    
    
      fixed_criteria()



        
          
        

    

  


  

      

          @type fixed_criteria() :: %{
  optional(:filter) => keyword(),
  optional(:facet_filter) => keyword()
}


      


Allowed fragment fixed constraints for filter-bearing fields only.

  



  
    
      
    
    
      fragment()



        
          
        

    

  


  

      

          @type fragment() :: %{
  optional(:defaults) => fragment_criteria(),
  optional(:fixed) => fixed_criteria(),
  optional(:sources) => map(),
  optional(:warnings) => map()
}


      


Public fragment envelope used to compose presets and scopes.

  



  
    
      
    
    
      fragment_criteria()



        
          
        

    

  


  

      

          @type fragment_criteria() :: criteria()


      


Allowed fragment defaults for all public search fields.

  



  
    
      
    
    
      many_entry_spec()



        
          
        

    

  


  

      

          @type many_entry_spec() :: %{
  :schema => module() | :all,
  :text => String.t(),
  optional(:fragments) => fragment() | [fragment()],
  optional(:criteria) => criteria()
}


      


Public multi-search entry spec consumed by compose_many/2.

  



  
    
      
    
    
      many_result()



        
          
        

    

  


  

      

          @type many_result() :: %{shared: result(), entries: [map()]}


      


Public multi-search composition result. Shared composition lowers defaults only,
per-entry composition stays canonical, and to_search_many_args/1 emits the
existing tuple/shared-option contract for Scrypath.search_many/2.

  



  
    
      
    
    
      result()



        
          
        

    

  


  

      

          @type result() :: Scrypath.Composition.Result.t()


      


Stable public result returned by compose/2.

  


        

      

      
        Functions


        


    

  
    
      
    
    
      compose(fragments, criteria \\ %{})



        
          
        

    

  


  

      

          @spec compose(fragment() | [fragment()], criteria()) ::
  {:ok, result()} | {:error, term()}


      


Composes one fragment or a list of fragments with caller criteria.

  



    

  
    
      
    
    
      compose!(fragments, criteria \\ %{})



        
          
        

    

  


  

      

          @spec compose!(fragment() | [fragment()], criteria()) :: result()


      


Like compose/2, but raises ArgumentError instead of returning {:error, reason}.

  



    

  
    
      
    
    
      compose_many(entries, opts \\ [])



        
          
        

    

  


  

      

          @spec compose_many(
  [many_entry_spec() | tuple()],
  keyword()
) :: {:ok, many_result()} | {:error, term()}


      


Composes multi-search entries into the existing tuple/shared-option contract.
Shared composition lowers defaults only. Shared fixed constraints are not
supported, and multi-search-only rails such as federation weights or
max_schemas stay outside this helper.

  



    

  
    
      
    
    
      compose_many!(entries, opts \\ [])



        
          
        

    

  


  

      

          @spec compose_many!(
  [many_entry_spec() | tuple()],
  keyword()
) :: many_result()


      


Like compose_many/2, but raises ArgumentError instead of returning
{:error, reason}.

  



  
    
      
    
    
      to_search_args(composition)



        
          
        

    

  


  

      

          @spec to_search_args(result()) :: {String.t(), keyword()}


      


Converts the composed plain-data result into {text, keyword_opts} for a
context-owned Scrypath.search/3 call.

  



  
    
      
    
    
      to_search_many_args(composition)



        
          
        

    

  


  

      

          @spec to_search_many_args(many_result()) :: {list(), keyword()}


      


Lowers a multi-search composition result into {entries, shared_opts} for a
context-owned Scrypath.search_many/2 call.

  


        

      


  

    
Scrypath.Composition.Result 
    



      
Typed helpers for the public composition result envelope.
The result stays plain data so host apps can inspect or log what composition
applied before they hand the final {text, keyword_opts} into
Scrypath.search/3.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        Stable public plain-data result returned by Scrypath.Composition.compose/2.



    


    
      
        visibility()

      


        Criteria vocabulary keyed the same way as Scrypath.search/3 options.



    





  
    Functions
  


    
      
        compact_visibility(criteria)

      


    


    
      
        criteria_keys()

      


    


    
      
        empty_criteria()

      


    


    
      
        new(attrs)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %{
  :text => String.t(),
  :filter => keyword(),
  :sort => keyword(),
  :page => keyword(),
  :facets => [atom()],
  :facet_filter => keyword(),
  :per_query => map(),
  :applied => visibility(),
  :defaulted => visibility(),
  :fixed => visibility(),
  optional(:sources) => map(),
  optional(:warnings) => map()
}


      


Stable public plain-data result returned by Scrypath.Composition.compose/2.

  



  
    
      
    
    
      visibility()



        
          
        

    

  


  

      

          @type visibility() :: %{
  optional(:text) => String.t(),
  optional(:filter) => keyword(),
  optional(:sort) => keyword(),
  optional(:page) => keyword(),
  optional(:facets) => [atom()],
  optional(:facet_filter) => keyword(),
  optional(:per_query) => map()
}


      


Criteria vocabulary keyed the same way as Scrypath.search/3 options.

  


        

      

      
        Functions


        


  
    
      
    
    
      compact_visibility(criteria)



        
          
        

    

  


  

      

          @spec compact_visibility(map()) :: visibility()


      



  



  
    
      
    
    
      criteria_keys()



        
          
        

    

  


  

      

          @spec criteria_keys() :: [atom()]


      



  



  
    
      
    
    
      empty_criteria()



        
          
        

    

  


  

      

          @spec empty_criteria() :: visibility()


      



  



  
    
      
    
    
      new(attrs)



        
          
        

    

  


  

      

          @spec new(map()) :: t()


      



  


        

      


  

    
Scrypath.Config 
    



      
Internal runtime configuration helpers for Scrypath.
The functions here normalize and expose runtime settings for the common path
and the backend-specific orchestration code.

      


      
        Summary


  
    Functions
  


    
      
        ensure_oban_ready!(config)

      


    


    
      
        fetch_backend!(config)

      


    


    
      
        fetch_meilisearch_url!(config)

      


    


    
      
        inline_poll_interval(config)

      


    


    
      
        inline_timeout(config)

      


    


    
      
        meilisearch_api_key(config)

      


    


    
      
        oban_dependency_available?()

      


    


    
      
        oban_max_attempts(config)

      


    


    
      
        oban_module(config)

      


    


    
      
        oban_queue(config)

      


    


    
      
        resolve!(opts)

      


        Resolve runtime options by merging explicit opts over application defaults.



    





      


      
        Functions


        


  
    
      
    
    
      ensure_oban_ready!(config)



        
          
        

    

  


  

      

          @spec ensure_oban_ready!(keyword()) :: keyword()


      



  



  
    
      
    
    
      fetch_backend!(config)



        
          
        

    

  


  

      

          @spec fetch_backend!(keyword()) :: module()


      



  



  
    
      
    
    
      fetch_meilisearch_url!(config)



        
          
        

    

  


  

      

          @spec fetch_meilisearch_url!(keyword()) :: String.t()


      



  



  
    
      
    
    
      inline_poll_interval(config)



        
          
        

    

  


  

      

          @spec inline_poll_interval(keyword()) :: pos_integer()


      



  



  
    
      
    
    
      inline_timeout(config)



        
          
        

    

  


  

      

          @spec inline_timeout(keyword()) :: pos_integer()


      



  



  
    
      
    
    
      meilisearch_api_key(config)



        
          
        

    

  


  

      

          @spec meilisearch_api_key(keyword()) :: String.t() | nil


      



  



  
    
      
    
    
      oban_dependency_available?()



        
          
        

    

  


  

      

          @spec oban_dependency_available?() :: boolean()


      



  



  
    
      
    
    
      oban_max_attempts(config)



        
          
        

    

  


  

      

          @spec oban_max_attempts(keyword()) :: pos_integer()


      



  



  
    
      
    
    
      oban_module(config)



        
          
        

    

  


  

      

          @spec oban_module(keyword()) :: module() | nil


      



  



  
    
      
    
    
      oban_queue(config)



        
          
        

    

  


  

      

          @spec oban_queue(keyword()) :: atom() | nil


      



  



  
    
      
    
    
      resolve!(opts)



        
          
        

    

  


  

      

          @spec resolve!(keyword()) :: keyword()


      


Resolve runtime options by merging explicit opts over application defaults.

  


        

      


  

    
Scrypath.Document 
    



      
Internal projected search document used between Scrypath orchestration layers.
This struct is part of the library's implementation boundary rather than the
primary public API, but it is documented because the architecture guide and
type specifications refer to it directly.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        Internal projected search document.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Scrypath.Document{data: map(), id: term(), source: :fields | :custom}


      


Internal projected search document.

  


        

      


  

    
Scrypath.Facets.Disjunctive 
    



      
Merge helpers for Meilisearch facetDistribution JSON maps when building disjunctive facet counts.
A single search returns facetDistribution counts on the same document set as hits,
after q and every active filter (including facet refinements). Buckets therefore reflect
conjunctive narrowing — not "OR-group unrefined" distributions from that response alone.
Multi-search is how Meilisearch documents disjunctive facet counts (the engine’s multi-search batching or separate HTTP calls): run a main query,
then auxiliary queries that drop each disjunctive group's refinements for that group's
distribution (often limit: 0), then merge the returned maps. This module only performs
that merge on wire-level maps; it does not call HTTP or assemble auxiliary payloads.

      


      
        Summary


  
    Types
  


    
      
        facet_distribution_json()

      


        Outer facet_attribute => inner_distribution map (facetDistribution JSON shape).



    


    
      
        facet_inner_distribution()

      


        Inner value => count map as decoded from Meilisearch JSON (counts are integers).



    





  
    Functions
  


    
      
        merge_distributions(main, overrides)

      


        Returns a deep copy of main where each outer key to_string(k) from overrides is
replaced (or inserted if missing) by a normalized copy of the inner map overrides[k].



    





      


      
        Types


        


  
    
      
    
    
      facet_distribution_json()



        
          
        

    

  


  

      

          @type facet_distribution_json() :: %{
  optional(String.t()) => facet_inner_distribution()
}


      


Outer facet_attribute => inner_distribution map (facetDistribution JSON shape).

  



  
    
      
    
    
      facet_inner_distribution()



        
          
        

    

  


  

      

          @type facet_inner_distribution() :: %{optional(String.t()) => non_neg_integer()}


      


Inner value => count map as decoded from Meilisearch JSON (counts are integers).

  


        

      

      
        Functions


        


  
    
      
    
    
      merge_distributions(main, overrides)



        
          
        

    

  


  

      

          @spec merge_distributions(facet_distribution_json(), %{
  optional(atom() | String.t()) => map()
}) ::
  facet_distribution_json()


      


Returns a deep copy of main where each outer key to_string(k) from overrides is
replaced (or inserted if missing) by a normalized copy of the inner map overrides[k].
Parameters are wire-level maps (string keys on main), not %Scrypath.SearchResult.Facets{}.
Override keys may be atoms or strings; inner maps use string keys and integer counts as in JSON.

  


        

      


  

    
Scrypath.Meilisearch 
    



      
Meilisearch-specific runtime entrypoints for Scrypath.
Scrypath.* remains the common path for sync and the stable search happy path.
This namespace is the explicit escape hatch for Meilisearch-native behavior that
should stay visible instead of being tunneled through generic options.
Use Scrypath.search/3 for text plus validated filter:, sort:, page:,
and optional explicit hydration through repo:. Use Scrypath.Meilisearch.search/3
when you need native Meilisearch payloads that do not belong on the common path.

      


      
        Summary


  
    Functions
  


    
      
        apply_settings(schema_module, index_name, config \\ [])

      


    


    
      
        create_index(schema_module, primary_key, config \\ [])

      


    


    
      
        search(schema_module, query, config)

      


        Run a native Meilisearch search request against either the live index or an
explicit target/index override.



    


    
      
        swap_indexes(schema_module, config \\ [])

      


    





      


      
        Functions


        


    

  
    
      
    
    
      apply_settings(schema_module, index_name, config \\ [])



        
          
        

    

  


  

      

          @spec apply_settings(module(), String.t(), keyword()) ::
  {:ok, map()} | {:error, term()}


      



  



    

  
    
      
    
    
      create_index(schema_module, primary_key, config \\ [])



        
          
        

    

  


  

      

          @spec create_index(module(), String.t() | atom() | nil, keyword()) ::
  {:ok, map()} | {:error, term()}


      



  



  
    
      
    
    
      search(schema_module, query, config)



        
          
        

    

  


  

      

          @spec search(module(), Scrypath.Query.t() | map() | String.t(), keyword()) ::
  {:ok, map()} | {:error, term()}


      


Run a native Meilisearch search request against either the live index or an
explicit target/index override.

  



    

  
    
      
    
    
      swap_indexes(schema_module, config \\ [])



        
          
        

    

  


  

      

          @spec swap_indexes(
  module(),
  keyword()
) :: {:ok, map()} | {:error, term()}


      



  


        

      


  

    
Scrypath.Meilisearch.FederatedDecode 
    



      
Decodes federated /multi-search responses into per-index raw maps suitable
for building the public search result structs returned from Scrypath.search/3.
Federated responses carry a flat hits list tagged with _federation.indexUid
and optional facetsByIndex keyed by index UID. This module never calls
String.to_atom/1 on remote keys.

      


      
        Summary


  
    Functions
  


    
      
        merge_hit_order(response, indexed_schemas)

      


        Returns global merge order for a flat federated hits stream.



    


    
      
        per_schema_maps(response, indexed_schemas)

      


        Returns {:ok, [{schema, raw_map}]} aligned to indexed_schemas declaration order.



    





      


      
        Functions


        


  
    
      
    
    
      merge_hit_order(response, indexed_schemas)



        
          
        

    

  


  

      

          @spec merge_hit_order(map(), [{module(), String.t()}]) ::
  {:ok, [{module(), term()}]} | {:error, term()}


      


Returns global merge order for a flat federated hits stream.
Each element is {schema_module, id} where id is the primary key value from
the hit map ("id" first, else the schema's configured document_id as a string
key). Declaration order in indexed_schemas is only used to resolve index UIDs
to modules; hit list order is preserved from response.

  



  
    
      
    
    
      per_schema_maps(response, indexed_schemas)



        
          
        

    

  


  

      

          @spec per_schema_maps(map(), [{module(), String.t()}]) ::
  {:ok, [{module(), map()}]} | {:error, term()}


      


Returns {:ok, [{schema, raw_map}]} aligned to indexed_schemas declaration order.
indexed_schemas is [{schema_module, index_uid_string}, ...].

  


        

      


  

    
Scrypath.Meilisearch.Query 
    



      
Builds Meilisearch /indexes/:uid/search JSON bodies from Scrypath.Query.
When both filter and facetFilters are present, Meilisearch combines them with AND
semantics (see Meilisearch search parameters — filter + facetFilters).
Ranking score knobs (rankingScoreThreshold, showRankingScore, showRankingScoreDetails)
are taken from query.per_query when present. Boolean flags are omitted when false to keep
payloads minimal.

      


      
        Summary


  
    Functions
  


    
      
        to_payload(query)

      


    





      


      
        Functions


        


  
    
      
    
    
      to_payload(query)



        
          
        

    

  


  

      

          @spec to_payload(Scrypath.Query.t()) :: map()


      



  


        

      


  

    
Scrypath.Metadata 
    



      
Public plain-data reflection helpers for search capabilities and resolved state.
Scrypath.Metadata does not execute search and does not expose %Scrypath.Query{}.
It reflects two things:
	declaration-backed capabilities derived from the same schema metadata and validators
that already drive runtime behavior
	resolved applied, defaulted, fixed, and unsupported state for one call or
one multi-search entry

The output is intended for honest host rendering. Tenant policy, authorization, and
related-data behavior stay explicitly host_owned.

      


      
        Summary


  
    Functions
  


    
      
        reflect_search(schema_module, criteria_or_composition)

      


    


    
      
        reflect_search_many(composition, shared_opts)

      


    


    
      
        schema_capabilities(schema_module)

      


    





      


      
        Functions


        


  
    
      
    
    
      reflect_search(schema_module, criteria_or_composition)



        
          
        

    

  


  

      

          @spec reflect_search(module(), map()) :: map()


      



  



  
    
      
    
    
      reflect_search_many(composition, shared_opts)



        
          
        

    

  


  

      

          @spec reflect_search_many(
  map() | list(),
  keyword()
) :: map()


      



  



  
    
      
    
    
      schema_capabilities(schema_module)



        
          
        

    

  


  

      

          @spec schema_capabilities(module()) :: map()


      



  


        

      


  

    
Scrypath.MultiSearch.Entries 
    



      
Normalizes search_many/2 entry tuples and shared runtime options.
Shared and per-entry keyword options merge with per-key right bias: when both
sides define the same top-level key, the entry value wins (same as
Keyword.merge/3 with a conflict function returning the entry side).

      


      
        Summary


  
    Functions
  


    
      
        normalize(entries, shared_opts)

      


        Normalizes entries with shared_opts, returning {:ok, list} of
{schema, text, merged_opts, fed_opts} in declaration order.



    





      


      
        Functions


        


  
    
      
    
    
      normalize(entries, shared_opts)



        
          
        

    

  


  

      

          @spec normalize(
  list(),
  keyword()
) :: {:ok, [{module(), String.t(), keyword(), keyword()}]} | {:error, term()}


      


Normalizes entries with shared_opts, returning {:ok, list} of
{schema, text, merged_opts, fed_opts} in declaration order.
fed_opts is [] or [federation_weight: float] (per-entry merge weight for
federated multi-search). :federation_weight is never present on merged_opts.

  


        

      


  

    
Scrypath.MultiSearchResult.Federation 
    



      
Federated multi-search metadata mirrored from Meilisearch's federation object.
All fields use snake_case; nil means the backend omitted the value.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Scrypath.MultiSearchResult.Federation{
  estimated_total_hits: non_neg_integer() | nil,
  limit: non_neg_integer() | nil,
  offset: non_neg_integer() | nil,
  processing_time_ms: non_neg_integer() | nil
}


      



  


        

      


  

    
Scrypath.Oban 
    



      
Narrow Oban helpers for composing Scrypath sync jobs into Ecto.Multi.

      


      
        Summary


  
    Functions
  


    
      
        enqueue_delete(multi, name, schema_module, document_ids, opts)

      


    


    
      
        enqueue_upsert(multi, name, schema_module, records, opts)

      


    





      


      
        Functions


        


  
    
      
    
    
      enqueue_delete(multi, name, schema_module, document_ids, opts)



        
          
        

    

  


  

      

          @spec enqueue_delete(Ecto.Multi.t(), Ecto.Multi.name(), module(), [term()], keyword()) ::
  Ecto.Multi.t()


      



  



  
    
      
    
    
      enqueue_upsert(multi, name, schema_module, records, opts)



        
          
        

    

  


  

      

          @spec enqueue_upsert(
  Ecto.Multi.t(),
  Ecto.Multi.name(),
  module(),
  [struct() | map()],
  keyword()
) ::
  Ecto.Multi.t()


      



  


        

      


  

    
Scrypath.Operator.FailedSyncWorkInspection 
    



      
Opt-in enriched result from Scrypath.failed_sync_work/2 when
reason_class_counts: true is passed in operator options.
entries is the same row list used to compute counts, so triage views stay
consistent with the rollup totals.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Scrypath.Operator.FailedSyncWorkInspection{
  counts: Scrypath.Operator.ReasonClassCounts.t(),
  entries: [Scrypath.Operator.FailedWork.t()]
}


      



  


        

      


  

    
Scrypath.Operator.FailedWork 
    



      
Failed sync work returned by Scrypath.failed_sync_work/2.
Each entry reports a stable Scrypath-owned identifier, operation kind,
retryability, and summarized reason. Recovery details are exposed through an
explicit Scrypath.Operator.RecoveryAction when durable replay is possible.
Enriched fields (additive, v1.3)
	attempt / max_attempts — set from the Oban job when source == :oban;
nil for Meilisearch task rows and any path without queue attempt metadata.
	reason_class — bounded operator-facing classification: :transport,
:validation, :backend_rejected, :queue_exhausted, or :unknown
(default when signals are missing or ambiguous).
	last_attempt_at — mirrors failed_at for every constructor path (soft
alias for “when this failure was last observed”).

Telemetry
Each constructed row emits once:
:telemetry.execute(
  [:scrypath, :operator, :failed_work, :observed],
  %{count: 1},
  metadata
)
Required metadata keys: :reason_class, :schema, :mode.
Optional metadata keys (v1.3): :operation, :retryable? — same meanings as
the struct fields.
Treat schema module atoms and other rich metadata as unsafe for
low-cardinality metric labels (for example Prometheus or OTel attribute rules)
unless you aggregate or sample; they are appropriate for logs, traces, and
structured handlers that filter explicitly.
Rollups
reason_class_counts/1 summarizes a row list into per-class pileup counts. If
you filter rows for a view, compute counts from that same filtered list;
total then matches the filtered length, not an unfiltered source length.

      


      
        Summary


  
    Types
  


    
      
        operation()

      


    


    
      
        reason_class()

      


    


    
      
        state()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        list(schema_module, config, operator_opts)

      


    


    
      
        reason_class_counts(rows)

      


    


    
      
        recovery_action(failed_work)

      


    





      


      
        Types


        


  
    
      
    
    
      operation()



        
          
        

    

  


  

      

          @type operation() :: :upsert | :delete | :unknown


      



  



  
    
      
    
    
      reason_class()



        
          
        

    

  


  

      

          @type reason_class() ::
  :transport | :validation | :backend_rejected | :queue_exhausted | :unknown


      



  



  
    
      
    
    
      state()



        
          
        

    

  


  

      

          @type state() :: :failed | :retrying


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Scrypath.Operator.FailedWork{
  attempt: non_neg_integer() | nil,
  failed_at: DateTime.t() | nil,
  id: term(),
  last_attempt_at: DateTime.t() | nil,
  max_attempts: non_neg_integer() | nil,
  metadata: map(),
  mode: :inline | :manual | :oban | atom(),
  operation: operation(),
  reason: String.t() | nil,
  reason_class: reason_class() | nil,
  recovery: Scrypath.Operator.RecoveryAction.t() | nil,
  retryable?: boolean(),
  schema: module(),
  source: :meilisearch | :oban | atom(),
  state: state()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      list(schema_module, config, operator_opts)



        
          
        

    

  


  

      

          @spec list(module(), keyword(), keyword()) :: {:ok, [t()]} | {:error, term()}


      



  



  
    
      
    
    
      reason_class_counts(rows)



        
          
        

    

  


  

      

          @spec reason_class_counts([t()]) :: Scrypath.Operator.ReasonClassCounts.t()


      



  



  
    
      
    
    
      recovery_action(failed_work)



        
          
        

    

  


  

      

          @spec recovery_action(t()) :: Scrypath.Operator.RecoveryAction.t() | nil


      



  


        

      


  

    
Scrypath.Operator.IndexContractDrift.Report 
    



      
Structured comparison of a schema's declared index contract against live
Meilisearch index settings.
This is index contract drift — not Reconcile.drift_signals, which describes
operational sync and reindex posture rather than declared-vs-applied settings parity.

      


      
        Summary


  
    Types
  


    
      
        dimension()

      


        Per-axis contract comparison. Keys are fixed for JSON stability.



    


    
      
        dimensions()

      


    


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      dimension()



        
          
        

    

  


  

      

          @type dimension() :: %{match: boolean(), details: [term()]}


      


Per-axis contract comparison. Keys are fixed for JSON stability.
Each axis value is %{match: boolean(), details: [term()]} (the internal
Dimension struct shape) without referencing the hidden implementation module
in public types — keeps mix docs --warnings-as-errors clean.

  



  
    
      
    
    
      dimensions()



        
          
        

    

  


  

      

          @type dimensions() :: %{
  fields: dimension(),
  filterable_attributes: dimension(),
  sortable_attributes: dimension(),
  faceting: dimension(),
  settings: dimension()
}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Scrypath.Operator.IndexContractDrift.Report{
  dimensions: dimensions(),
  index: String.t(),
  schema: module(),
  version: pos_integer()
}


      



  


        

      


  

    
Scrypath.Operator.ReasonClassCounts 
    



      
Dense per-class counts for failed sync work rows.
by_class always includes exactly these keys, in this order when encoded to
JSON: :transport, :validation, :backend_rejected, :queue_exhausted,
:unknown. Each value is a non-negative integer.
When rollups are computed over a filtered row list, total reflects that
list only — do not compare it to an unfiltered source length without
recomputing counts on the same list you display.

      


      
        Summary


  
    Types
  


    
      
        by_class()

      


        Rollup map keyed by every FailedWork.reason_class/0 atom.



    


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      by_class()



        
          
        

    

  


  

      

          @type by_class() :: %{
  transport: non_neg_integer(),
  validation: non_neg_integer(),
  backend_rejected: non_neg_integer(),
  queue_exhausted: non_neg_integer(),
  unknown: non_neg_integer()
}


      


Rollup map keyed by every FailedWork.reason_class/0 atom.

  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Scrypath.Operator.ReasonClassCounts{
  by_class: by_class(),
  total: non_neg_integer(),
  version: pos_integer()
}


      



  


        

      


  

    
Scrypath.Operator.Reconcile 
    



      
Report-first reconciliation returned by Scrypath.reconcile_sync/2.
A reconcile report combines sync visibility, failed work, drift signals, and
rebuild visibility before any recovery action is executed. Per-class failed-work
pileup counts (failed_work_counts) use the same taxonomy as FailedWork rows
for triage at a glance.
When include_index_contract_drift: true is passed in operator options,
index_contract_drift is populated from the same builder as
Scrypath.index_contract_drift/2, adding one live get_settings read. If that
read fails, the entire reconcile returns {:error, reason} so operators are
not shown a false-green report.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        apply_action(action, opts)

      


    


    
      
        run(schema_module, config, operator_opts)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Scrypath.Operator.Reconcile{
  actions: [Scrypath.Operator.RecoveryAction.t()],
  drift_signals: [atom()],
  failed_work: [Scrypath.Operator.FailedWork.t()],
  failed_work_counts: Scrypath.Operator.ReasonClassCounts.t(),
  index: String.t(),
  index_contract_drift: Scrypath.Operator.IndexContractDrift.Report.t() | nil,
  mode: :inline | :manual | :oban | atom(),
  reindex: Scrypath.Operator.Reconcile.ReindexVisibility.t(),
  schema: module(),
  status: Scrypath.Operator.Status.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      apply_action(action, opts)



        
          
        

    

  


  

      

          @spec apply_action(
  Scrypath.Operator.RecoveryAction.t(),
  keyword()
) :: {:ok, map()} | {:error, term()}


      



  



  
    
      
    
    
      run(schema_module, config, operator_opts)



        
          
        

    

  


  

      

          @spec run(module(), keyword(), keyword()) :: {:ok, t()} | {:error, term()}


      



  


        

      


  

    
Scrypath.Operator.Reconcile.ReindexVisibility 
    



      
Reindex visibility embedded in a reconcile report.
This struct reports the live index, the observed target index, whether
rebuild task history is visible, the current task state, and cutover
posture where the backend exposes it.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Scrypath.Operator.Reconcile.ReindexVisibility{
  cutover: :not_started | :pending | :completed,
  last_task: map() | nil,
  live_index: String.t(),
  observed?: boolean(),
  target_index: String.t(),
  task_state: :pending | :completed | :failed | :idle
}


      



  


        

      


  

    
Scrypath.Operator.RecoveryAction 
    



      
Explicit recovery action used by Scrypath operator APIs.
Recovery actions are opt-in. They carry the stable references needed to route
retries, backfills, or reindexes through existing Scrypath write paths rather
than backend-native admin commands.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(attrs)

      


    


    
      
        retry(action, opts)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Scrypath.Operator.RecoveryAction{
  backend: module(),
  index: String.t() | nil,
  kind: :retry | :backfill | :reindex,
  mode: :inline | :manual | :oban | atom(),
  operation: :upsert | :delete | :unknown,
  reference: map(),
  schema: module()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(attrs)



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      



  



  
    
      
    
    
      retry(action, opts)



        
          
        

    

  


  

      

          @spec retry(
  Scrypath.Operator.FailedWork.t() | t(),
  keyword()
) :: {:ok, map()} | {:error, term()}


      



  


        

      


  

    
Scrypath.Operator.State 
    



      
Stable operator state projected from backend tasks and queue jobs.
This struct gives the public operator APIs a Scrypath-owned shape for
identifiers, lifecycle state, timestamps, and stable references without
exposing raw backend or queue payloads as the public contract.

      


      
        Summary


  
    Types
  


    
      
        state()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        new(attrs)

      


    





      


      
        Types


        


  
    
      
    
    
      state()



        
          
        

    

  


  

      

          @type state() :: :pending | :queued | :retrying | :failed | :completed


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Scrypath.Operator.State{
  at: DateTime.t() | nil,
  id: term(),
  kind: :backend_task | :queue_job | atom(),
  metadata: map(),
  reference: map(),
  source: :meilisearch | :oban | atom(),
  state: state()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(attrs)



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      



  


        

      


  

    
Scrypath.Operator.Status 
    



      
Read-only sync visibility returned by Scrypath.sync_status/2.
Status keeps backend-side and queue-side observations distinct so queued or
retryable work never reads like completed backend visibility.

      


      
        Summary


  
    Types
  


    
      
        backend_section()

      


    


    
      
        section()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        fetch(schema_module, config, operator_opts)

      


    


    
      
        new(attrs)

      


    





      


      
        Types


        


  
    
      
    
    
      backend_section()



        
          
        

    

  


  

      

          @type backend_section() :: %{
  pending: [Scrypath.Operator.State.t()],
  failed: [Scrypath.Operator.State.t()],
  last_succeeded: Scrypath.Operator.State.t() | nil
}


      



  



  
    
      
    
    
      section()



        
          
        

    

  


  

      

          @type section() :: %{
  optional(:observed?) => boolean(),
  pending: [Scrypath.Operator.State.t()],
  retrying: [Scrypath.Operator.State.t()],
  failed: [Scrypath.Operator.State.t()],
  last_succeeded: Scrypath.Operator.State.t() | nil
}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Scrypath.Operator.Status{
  backend: backend_section(),
  index: String.t(),
  mode: :inline | :manual | :oban | atom(),
  queue: section(),
  schema: module()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      fetch(schema_module, config, operator_opts)



        
          
        

    

  


  

      

          @spec fetch(module(), keyword(), keyword()) :: {:ok, t()} | {:error, term()}


      



  



  
    
      
    
    
      new(attrs)



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      



  


        

      


  

    
Scrypath.Phoenix 
    



      
Optional request-edge helpers for Phoenix controllers and LiveView.
This module stays pure and data-only. It delegates browser-param normalization to
Scrypath.QueryParams, projects attempted values plus issues for rendering, and
round-trips normalized state back into Plug-friendly query params.
It does not execute searches, call application contexts, or own socket lifecycle.

      


      
        Summary


  
    Types
  


    
      
        form_data()

      


    


    
      
        form_error()

      


    





  
    Functions
  


    
      
        from_params(params)

      


        Delegates request-edge normalization to Scrypath.QueryParams.normalize/1.



    


    
      
        to_form_data(query_params)

      


        Projects normalized query params into attempted values plus renderable issues.



    


    
      
        to_form_data(params, map)

      


        Projects attempted request params plus structured request-edge issues.



    


    
      
        to_query_params(query_params)

      


        Converts normalized query params back into canonical Plug-friendly params.



    





      


      
        Types


        


  
    
      
    
    
      form_data()



        
          
        

    

  


  

      

          @type form_data() :: %{
  values: map(),
  params: map(),
  form_errors: [form_error()],
  field_errors: %{optional(String.t()) => [form_error()]},
  errors: [form_error()]
}


      



  



  
    
      
    
    
      form_error()



        
          
        

    

  


  

      

          @type form_error() :: %{
  optional(:field) => String.t(),
  code: atom(),
  message: String.t(),
  path: [String.t()],
  meta: map()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_params(params)



        
          
        

    

  


  

      

          @spec from_params(map()) ::
  {:ok, Scrypath.QueryParams.t()}
  | {:error, Scrypath.QueryParams.normalize_error_map()}


      


Delegates request-edge normalization to Scrypath.QueryParams.normalize/1.

  



  
    
      
    
    
      to_form_data(query_params)



        
          
        

    

  


  

      

          @spec to_form_data(Scrypath.QueryParams.t()) :: form_data()


      


Projects normalized query params into attempted values plus renderable issues.

  



  
    
      
    
    
      to_form_data(params, map)



        
          
        

    

  


  

      

          @spec to_form_data(map(), Scrypath.QueryParams.normalize_error_map()) :: form_data()


      


Projects attempted request params plus structured request-edge issues.

  



  
    
      
    
    
      to_query_params(query_params)



        
          
        

    

  


  

      

          @spec to_query_params(Scrypath.QueryParams.t()) :: map()


      


Converts normalized query params back into canonical Plug-friendly params.
This helper supports only the browser grammar accepted by
Scrypath.QueryParams.normalize/1.

  


        

      


  

    
Scrypath.Projection 
    



      
Document projection for schemas declared with use Scrypath.
Scrypath.Projection.document/2 projects the declared fields: [...] by default.
When a schema exports search_document/1, that hook takes precedence and the
document source becomes :custom.
Association-derived data requires explicit preload work before projection. Scrypath
does not reach through unloaded associations or infer extra queries on behalf of the
caller.

      


      
        Summary


  
    Functions
  


    
      
        document(schema_module, source_record)

      


    


    
      
        document_source(schema_module)

      


    





      


      
        Functions


        


  
    
      
    
    
      document(schema_module, source_record)



        
          
        

    

  


  

      

          @spec document(module(), struct() | map()) :: Scrypath.Document.t()


      



  



  
    
      
    
    
      document_source(schema_module)



        
          
        

    

  


  

      

          @spec document_source(module()) :: :custom | :fields


      



  


        

      


  

    
Scrypath.Query 
    



      
%Scrypath.Query{} is internal normalized query state produced by the common search
path before a backend sees it. It is not a semver-stable pattern-match target for
application code—callers should build options as keywords for Scrypath.search/3 and treat
this struct as an implementation detail behind Scrypath.Meilisearch.Query (or other
adapters).

      


      
        Summary


  
    Types
  


    
      
        facet_filter_t()

      


        Per-attribute facet bucket filters (facet_filter: keyword).



    


    
      
        facets_t()

      


        Facet attribute names requested on the query.



    


    
      
        filter_t()

      


        Meilisearch filter list after normalization (keyword of attribute predicates).



    


    
      
        page_t()

      


        Normalized pagination: :number is the 1-based page index, :size is the page size cap.



    


    
      
        sort_t()

      


        Meilisearch sort list after normalization ([{attribute, direction}]).



    


    
      
        t()

      


        Internal query bundle: full-text string plus normalized filter, sort, facet, and per-query
slices. Field shapes mirror allowlisted Scrypath.search/3 options after validation.



    





  
    Functions
  


    
      
        new(text, opts)

      


    





      


      
        Types


        


  
    
      
    
    
      facet_filter_t()



        
          
        

    

  


  

      

          @type facet_filter_t() :: keyword()


      


Per-attribute facet bucket filters (facet_filter: keyword).

  



  
    
      
    
    
      facets_t()



        
          
        

    

  


  

      

          @type facets_t() :: [atom()]


      


Facet attribute names requested on the query.

  



  
    
      
    
    
      filter_t()



        
          
        

    

  


  

      

          @type filter_t() :: keyword()


      


Meilisearch filter list after normalization (keyword of attribute predicates).

  



  
    
      
    
    
      page_t()



        
          
        

    

  


  

      

          @type page_t() :: %{
  optional(:number) => pos_integer(),
  optional(:size) => pos_integer()
}


      


Normalized pagination: :number is the 1-based page index, :size is the page size cap.

  



  
    
      
    
    
      sort_t()



        
          
        

    

  


  

      

          @type sort_t() :: keyword()


      


Meilisearch sort list after normalization ([{attribute, direction}]).

  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Scrypath.Query{
  facet_filter: facet_filter_t(),
  facets: facets_t(),
  filter: filter_t(),
  page: page_t(),
  per_query: map(),
  sort: sort_t(),
  text: String.t()
}


      


Internal query bundle: full-text string plus normalized filter, sort, facet, and per-query
slices. Field shapes mirror allowlisted Scrypath.search/3 options after validation.

  


        

      

      
        Functions


        


  
    
      
    
    
      new(text, opts)



        
          
        

    

  


  

      

          @spec new(
  String.t(),
  keyword()
) :: t()


      



  


        

      


  

    
Scrypath.QueryParams 
    



      
Public request-edge toolkit for turning top-level request params into one stable
plain-data Scrypath search-args shape.
%Scrypath.Query{} remains internal normalized query state owned by the common
Scrypath.search/3 runtime. Host applications should use this module when they want a
framework-light contract that can be cast from request params and then converted into
{text, keyword_opts} for a context-owned Scrypath.search/3 call.
Use normalize/1 at the request edge when handling Plug-decoded browser params.
It returns either {:ok, query_params} or {:error, error_map} for owned Scrypath
namespaces. cast/1 remains available for already-runtime-compatible nested values.
This module is data-only: it does not validate schema-specific search semantics and it
does not execute searches.

      


      
        Summary


  
    Types
  


    
      
        normalize_error_map()

      


    


    
      
        t()

      


        Stable public plain-data contract for Scrypath.search/3 args.



    





  
    Functions
  


    
      
        cast(params)

      


        Casts string-keyed or atom-keyed top-level request input into the public Scrypath
query-param contract.



    


    
      
        normalize(params)

      


        Normalizes Plug-decoded request params into the public Scrypath query-param contract.



    


    
      
        to_search_args(query_params)

      


        Converts the public plain-data contract into {text, keyword_opts} for a context-owned
Scrypath.search/3 call.



    





      


      
        Types


        


  
    
      
    
    
      normalize_error_map()



        
          
        

    

  


  

      

          @type normalize_error_map() :: %{
  form_errors: [Scrypath.QueryParams.Error.t()],
  field_errors: %{optional(atom()) => [Scrypath.QueryParams.Error.t()]},
  errors: [Scrypath.QueryParams.Error.t()]
}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %{
  text: String.t(),
  filter: keyword(),
  sort: keyword(),
  page: keyword(),
  facets: [atom()],
  facet_filter: keyword(),
  per_query: map()
}


      


Stable public plain-data contract for Scrypath.search/3 args.

  


        

      

      
        Functions


        


  
    
      
    
    
      cast(params)



        
          
        

    

  


  

      

          @spec cast(map()) :: t()


      


Casts string-keyed or atom-keyed top-level request input into the public Scrypath
query-param contract.

  



  
    
      
    
    
      normalize(params)



        
          
        

    

  


  

      

          @spec normalize(map()) :: {:ok, t()} | {:error, normalize_error_map()}


      


Normalizes Plug-decoded request params into the public Scrypath query-param contract.
Unknown top-level params are ignored, while malformed values inside owned namespaces
return aggregate structured issues.

  



  
    
      
    
    
      to_search_args(query_params)



        
          
        

    

  


  

      

          @spec to_search_args(t()) :: {String.t(), keyword()}


      


Converts the public plain-data contract into {text, keyword_opts} for a context-owned
Scrypath.search/3 call.

  


        

      


  

    
Scrypath.QueryParams.Error 
    



      
Structured request-edge issue for Scrypath.QueryParams.normalize/1.
Errors stay plain and field-scoped so host applications can render or project
them without depending on Phoenix or Ecto changeset semantics.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Scrypath.QueryParams.Error{
  code: atom(),
  field: atom() | nil,
  message: String.t(),
  meta: map(),
  path: [atom() | String.t()]
}


      



  


        

      


  

    
Scrypath.Schema 
    



      
Metadata-only schema declaration support for use Scrypath.
Scrypath.Schema validates declaration options, stores normalized metadata on the
schema module, and exposes that metadata through __scrypath__/1.
The initial declaration surface supports these __scrypath__/1 keys:
	:config
	:fields
	:filterable
	:faceting
	:sortable
	:settings
	:document_id
	:document_source
	:backend

The macro does not generate runtime APIs such as search/2 or reindex/1.

      




  

    
Scrypath.SearchResult.Facets 
    



      
Facet counts and stats decoded from a Meilisearch search response.
	Meilisearch wire key	Elixir field / notes
	facetDistribution	distribution — map of facet field → list of buckets
	facetStats	stats — map of facet field → summary map (min / max for numerics)
	bucket value + count	Scrypath.SearchResult.Facets.Bucket — value and count


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Scrypath.SearchResult.Facets{
  declared_order: [atom()],
  distribution: %{required(atom()) => [Scrypath.SearchResult.Facets.Bucket.t()]},
  stats: %{required(atom()) => map()}
}


      



  


        

      


  

    
Scrypath.SearchResult.Facets.Bucket 
    



      
One entry from Meilisearch facetDistribution: a facet value and its document count.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Scrypath.SearchResult.Facets.Bucket{count: integer(), value: term()}


      



  


        

      


  

    
Scrypath.Search.Error exception
    



      
Raised by bang search helpers when the matching non-bang API would return {:error, reason}.

      




  

    
mix scrypath.failed 
    



      
Lists Scrypath-owned failed-work entries for one searchable schema.
Read next
	guides/golden-path.md — first-hour checklist from dependencies through search.
	guides/sync-modes-and-visibility.md — authority on sync modes, eventual consistency, and operator lifecycle language.

Flags
	--json — print a single JSON document to stdout (no Mix shell lines).
	--no-class-summary — hide the per-class rollup header on the default human path.


      




  

    
mix scrypath.index.contract_drift 
    



      
Compares a schema's declared index contract (fields, filterables, sortables,
faceting, and declared Meilisearch settings families) against the live index
via a single read-only Meilisearch get_settings call.
Usage
mix scrypath.index.contract_drift MyApp.Blog.Post
mix scrypath.index.contract_drift MyApp.Blog.Post --json
mix scrypath.index.contract_drift MyApp.Blog.Post --repo MyApp.Repo --index-prefix tenant
Exit codes
	0 — comparison completed and every report dimension matches (match: true)
	2 — comparison completed with one or more dimensions match: false
	1 — could not complete (bad args, missing index, network, internal error)

Exit semantics match mix scrypath.settings.diff: drift uses exit 2; runtime
failures use exit 1 via Mix.raise/2. The same rules apply with or without --json.
Shell pipelines
Use set +e before piping so a contract-drift exit of 2 does not abort the shell
script; branch on $? afterward to distinguish parity (0) from drift (2).
API
The programmatic entry point is Scrypath.index_contract_drift/2, which returns
{:ok, %Scrypath.Operator.IndexContractDrift.Report{}} or {:error, reason}.

      




  

    
mix scrypath.namespace_fence 
    



      
Fails when Sigra references leak outside the allowed integration namespace.
The fence scans the repo-owned lib/scrypath/, scrypath_ops/lib/, and
scrypath_ops/test/ trees. Only the Sigra integration namespace and the
bounded OPSUI LiveView surfaces that consume that integration are allowed to
contain Sigra. references inside scrypath_ops.

      


      
        Summary


  
    Functions
  


    
      
        check(root)

      


        Pure fence evaluation for a repository root.



    





      


      
        Functions


        


  
    
      
    
    
      check(root)



        
          
        

    

  


  

      

          @spec check(Path.t()) :: {:ok, map()} | {:error, [String.t()]}


      


Pure fence evaluation for a repository root.
Returns {:ok, summary} when no forbidden Sigra references are found and
{:error, violations} when the fence is tripped.

  


        

      


  

    
mix scrypath.reconcile 
    



      
Shows a report-first reconcile view for one schema. Pass --action to apply one
explicit recovery action from that report.
Read next
	guides/golden-path.md — first-hour checklist from dependencies through search.
	guides/sync-modes-and-visibility.md — authority on sync modes, eventual consistency, and operator lifecycle language.


      




  

    
mix scrypath.retry 
    



      
Retries one explicit failed-work entry by id using the existing Scrypath operator APIs.
Read next
	guides/golden-path.md — first-hour checklist from dependencies through search.
	guides/sync-modes-and-visibility.md — authority on sync modes, eventual consistency, and operator lifecycle language.


      




  

    
mix scrypath.settings.diff 
    



      
Diffs declared-vs-applied Meilisearch settings for one Scrypath schema.
Usage
mix scrypath.settings.diff MyApp.Blog.Post
mix scrypath.settings.diff MyApp.Blog.Post --json
mix scrypath.settings.diff MyApp.Blog.Post --repo MyApp.Repo --index-prefix tenant
Exit codes
	0 — no drift (declared settings match applied)
	2 — drift detected (one or more declared keys diverge or are missing)
	1 — runtime error (index not found, network failure, bad schema arg)

TUNE-07.

      




  

    
mix scrypath.settings.hot_apply 
    



      
Applies a bounded live Meilisearch settings PATCH for one Scrypath schema.
Only synonyms, stop_words, and typo_tolerance are sent (see
Scrypath.Meilisearch.Settings.hot_apply/3). This mutates the live index.
Usage
mix scrypath.settings.hot_apply MyApp.Blog.Post --settings-file path/to/patch.json --ack-live
mix scrypath.settings.hot_apply MyApp.Blog.Post --settings-file patch.json --ack-live \
  --repo MyApp.Repo --index-prefix tenant
JSON must be a single object (e.g. {"stopWords": ["the"]}). Prefer file
mode with restrictive permissions (chmod 600) when the JSON is sensitive.
Failures raise Mix.Error (same style as scrypath.settings.read).
TUNE14-01.

      




  

    
mix scrypath.settings.read 
    



      
Reads current applied Meilisearch settings for one Scrypath schema and prints them.
Usage
mix scrypath.settings.read MyApp.Blog.Post
mix scrypath.settings.read MyApp.Blog.Post --repo MyApp.Repo --index-prefix tenant
TUNE-08.

      




  

    
mix scrypath.status 
    



      
Shows pending, failed, and last-successful sync visibility for one searchable schema.
Read next
	guides/golden-path.md — first-hour checklist from dependencies through search.
	guides/sync-modes-and-visibility.md — authority on sync modes, eventual consistency, and operator lifecycle language.


      




  

    
mix verify.adopter 
    



      
Runs the maintainer-facing adopter verification flow from the repository root.
Default mode is the fast, auth-free, service-free adopter contract slice:
	mix test test/scrypath/readiness_contract_test.exs
	mix test test/mix/tasks/verify_adopter_test.exs

Pass --live to run the canonical Phoenix example proof path under
examples/phoenix_meilisearch:
	cd examples/phoenix_meilisearch
	mix deps.get
	mix test

Live mode requires these environment variables before it will run:
	SCRYPATH_EXAMPLE_INTEGRATION
	PGPORT
	SCRYPATH_MEILISEARCH_URL

Live mode also expects the example's Postgres and Meilisearch services to
already be running. This task checks those prerequisites, but it still stays
orchestration-only.
This task stays orchestration-only. It does not start Docker, provision services,
or silently downgrade from live mode back to fast mode. For the full maintainer
matrix and CI job names, see CONTRIBUTING.md.

      




  

    
mix verify.meilisearch_smoke 
    



      
Runs a fixed set of @moduletag :integration suites against a real Meilisearch.
Each file runs in a separate mix test process: the suites share the named
IntegrationRepo process; a single multi-file ExUnit run can interleave modules
and race repo lifecycle (see MeilisearchIntegration.cleanup_repo!/1).
Use in CI (GitHub Actions service) or locally with Docker Compose (see README).
Pass --skip-integration to exit successfully without running live tests (not
used in CI).
Environment
	SCRYPATH_MEILISEARCH_URL — required unless --skip-integration
	SCRYPATH_INTEGRATION — set to 1 automatically when live tests run


      




  

    
mix verify.opsui 
    



      
Runs the scrypath_ops application tests the same way the scrypath-ops GitHub Actions job does.
Use this from the repository root when you change the optional operator Phoenix app under
scrypath_ops/, the core library under lib/, root mix.exs, mix.lock, or
scrypath_ops/mix.lock (mirroring the path gate described for that CI job in
CONTRIBUTING.md).
The task runs cd scrypath_ops, then mix deps.get, then mix test with CI=true.
The shell script pipes printf 'n\n' into mix deps.get so a workstation TTY cannot block on
Hex re-auth prompts—the same non-interactive shape as CI.
Expect Postgres-backed Ecto tests for scrypath_ops; there is no Meilisearch service on this path.
This task does not accept arguments. For the full CI ↔ mix verify.* matrix and job names, see
CONTRIBUTING.md.

      




  

    
mix verify.phase10 
    



      
Runs the auth-free release-confidence verification flow.
This task mirrors the current auth-free release gate:
	focused package metadata and release-doc contract tests
	mix docs --warnings-as-errors
	release workflow/config validation
	mix hex.build --unpack

It intentionally excludes publish credentials, tagging, and release creation.

      




  

    
mix verify.phase11 
    



      
Runs the automated release-alignment verification flow.
This task keeps the existing auth-free release gate shape and extends it with
checks that the package version, packaged consumer path, Release Please
manifest, and publish workflow still describe the same tagged release path.

      




  

    
mix verify.phase13 
    



      
Runs the focused operator verification flow.
By default this includes:
	focused operator contract tests
	mix docs --warnings-as-errors
	optional live Meilisearch operator smoke verification

Pass --skip-integration to run everything except the live backend suite.

      




  

    
mix verify.phase5 
    



      
Runs the focused verification flow for backfill, reindex, and Meilisearch integration.
By default this includes:
	focused unit/contract tests for those areas
	mix docs --warnings-as-errors
	live Meilisearch integration tests

Pass --skip-integration to run everything except the live backend suite.

      




  

    
mix verify.phase8 
    



      
Runs the focused reliability verification flow.
By default this includes:
	focused unit/contract tests for reliability paths
	live Meilisearch integration tests

Pass --skip-integration to run only the focused fast suite.

      




  

    
mix verify.release_parity 
    



      
Verifies that the file list inside the published Hex tarball for X.Y.Z
matches the file list inside lib/ + guides/ + docs/ at git tag
scrypath-vX.Y.Z.
Usage
mix verify.release_parity 0.3.0
mix verify.release_parity 0.3.0 --json
Exit codes
	0 — parity (no drift)
	2 — drift detected (POSIX "intentional failure")
	1 — runtime error (network failure, missing tag, tarball fetch failure)

Retry behavior
Inherits SCRYPATH_RELEASE_VERIFY_ATTEMPTS (default 10) and
SCRYPATH_RELEASE_VERIFY_SLEEP_MS (default 15_000) from
verify.release_publish so daily cron runs do not false-fail during
CDN propagation of a freshly-cut release.
Implementation notes
Path-set equality only. Content-digest comparison is deliberately
deferred — git archive at a tag and mix hex.build from the same
commit produce byte-equal contents because they read the same locked
git tree, so content drift would require post-tag file mutation
(orthogonal to the v1.2 incident class).
The module is split into a pure compute/2 + a thin run/1 so the
drift-exit-code semantics (via System.halt(2)) can be unit-tested
without killing the ExUnit runner (Pitfall 11).

      


      
        Summary


  
    Functions
  


    
      
        compute(git_paths, hex_paths)

      


        Pure path-set comparison. Returns :parity when the two MapSets are equal,
otherwise a {:drift, only_in_git_sorted, only_in_hex_sorted} tuple.



    


    
      
        parse_version!(arg1)

      


        Validates the one-and-only user-supplied argument against a canonical
semver regex before it reaches any subprocess (Security V5 / Pitfall 7).



    


    
      
        render_json(version, status, only_in_git, only_in_hex)

      


        Renders the --json output shape documented in docs/releasing.md.



    


    
      
        retry_until!(label, attempts, sleep_ms, fun)

      


        Retry loop copied from verify.release_publish.ex:58-75 — same env-var
names, same semantics — so maintainers learn one retry model.



    





      


      
        Functions


        


  
    
      
    
    
      compute(git_paths, hex_paths)



        
          
        

    

  


  

      

          @spec compute(MapSet.t(String.t()), MapSet.t(String.t())) ::
  :parity | {:drift, [String.t()], [String.t()]}


      


Pure path-set comparison. Returns :parity when the two MapSets are equal,
otherwise a {:drift, only_in_git_sorted, only_in_hex_sorted} tuple.
Exposed publicly for Pitfall 11 unit testability.

  



  
    
      
    
    
      parse_version!(arg1)



        
          
        

    

  


  

      

          @spec parse_version!([String.t()]) :: String.t() | no_return()


      


Validates the one-and-only user-supplied argument against a canonical
semver regex before it reaches any subprocess (Security V5 / Pitfall 7).

  



  
    
      
    
    
      render_json(version, status, only_in_git, only_in_hex)



        
          
        

    

  


  

      

          @spec render_json(String.t(), :parity | :drift, [String.t()], [String.t()]) ::
  String.t()


      


Renders the --json output shape documented in docs/releasing.md.
:parity status renders as "ok" in the JSON envelope.

  



  
    
      
    
    
      retry_until!(label, attempts, sleep_ms, fun)



        
          
        

    

  


  

      

          @spec retry_until!(String.t(), pos_integer(), non_neg_integer(), (-> :ok
                                                               | {:error,
                                                                  term()})) ::
  :ok | no_return()


      


Retry loop copied from verify.release_publish.ex:58-75 — same env-var
names, same semantics — so maintainers learn one retry model.
Exposed publicly for Pitfall 1 unit testability (stub the fun with a
counter-backed Agent).

  


        

      


  

    
mix verify.release_publish 
    



      
Verifies the live publish contract for a released Scrypath version.
This task is intended for the real post-publish workflow, not the always-on CI
gate. It polls Hex package availability, compiles a clean consumer app against
the published Hex version, and confirms the versioned HexDocs URL responds.

      




  

    
mix verify.workspace_clean 
    



      
Verifies that git status is clean for all pathspecs that ship in the Hex
tarball plus test/**.
Runs as the first step of every publish path (canonical release-please flow,
manual-recovery workflow, and per-push CI) so a release cannot ship files
that were not reviewed and merged.
This gate exists because an earlier release cycle shipped a partial tarball
when uncommitted files did not travel to the release tag. See
docs/releasing.md § Historical context for why parity and workspace gates
matter on publish paths.
Usage
mix verify.workspace_clean
The task takes no arguments. There is deliberately no escape-hatch
flag or environment variable — the friction is the feature. Real
emergencies require commenting out the workflow step in a PR.

      


      
        Summary


  
    Functions
  


    
      
        build_pathspecs()

      


        Returns the pathspec list used by run/1 — derived from
mix.exs package.files plus "test".



    


    
      
        classify(dirty_output, exit_status, pathspec_count)

      


        Pure classifier for git status --porcelain output.



    





      


      
        Functions


        


  
    
      
    
    
      build_pathspecs()



        
          
        

    

  


  

      

          @spec build_pathspecs() :: [String.t()]


      


Returns the pathspec list used by run/1 — derived from
mix.exs package.files plus "test".
Exposed publicly for testability.

  



  
    
      
    
    
      classify(dirty_output, exit_status, pathspec_count)



        
          
        

    

  


  

      

          @spec classify(String.t(), integer(), non_neg_integer()) ::
  {:ok, String.t()} | {:dirty, String.t()} | {:git_error, String.t()}


      


Pure classifier for git status --porcelain output.
Split out of run/1 so tests can exercise each branch without a real git
subprocess (mirrors the Mix.Tasks.Verify.ReleaseParity.compute/2 seam).
Returns one of:
	{:ok, message} — clean tree (empty output, exit 0)
	{:dirty, paths} — uncommitted or untracked files present (non-empty output, exit 0)
	{:git_error, err} — git status itself failed (non-zero exit)
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