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Selecto
    

Advanced Query Builder for Elixir (Alpha)
⚠️ Alpha Quality Software
selecto is currently alpha quality and under active development. Expect
breaking API changes, behavior changes, incomplete features, and potentially
severe bugs. Do not treat current releases as production-hardened without
your own validation, testing, and risk controls.

Selecto is a query building system that allows you to construct complex SQL
queries within configured domains. It supports advanced join patterns,
hierarchical relationships, OLAP dimensions, and Common Table Expressions
(CTEs).
📘 Livebooks, Tutorials, and Demo
	selecto-elixir/selecto_livebooks contains a Livebook that walks through many Selecto query features.
	seeken/selecto_northwind contains tutorials for building Selecto queries and workflows.
	testselecto.fly.dev runs the selecto_test app as a hosted Selecto demo.

📌 Release Status (0.3.x)
	Alpha: Core query building, join handling, CTE support, and standard
filter/select/order flows are usable but not yet stable; breaking changes may
occur between minor releases.
	High Risk / Experimental: Advanced subfilter APIs
(Selecto.Subfilter.Parser, Selecto.Subfilter.Registry,
Selecto.Subfilter.SQL) are still being hardened for broad domain coverage.
	Not Included: Schema/domain code generation and UI components are not
part of selecto and are provided by companion packages (selecto_mix,
selecto_components).

✅ Adapter, Tenant, and Streaming Status (0.3.8)
	Adapter foundation: First-class adapters are available under
Selecto.DB.* (PostgreSQL, MySQL, MariaDB, MSSQL, SQLite) with
adapter-driven placeholders and identifier quoting.
	Tenant enforcement: Query execution and filter derivation now enforce
required tenant scope with explicit validation helpers.
	Streaming API: Selecto.execute_stream/2 is available. Direct PostgreSQL
connections use cursor-backed streaming; adapter-backed streaming requires
adapter stream/4 support.

⚠️ Known Limitations (Advanced Subfilters)
	Multi-hop subfilter paths must be explicit or unambiguous in domain join config; complex paths can return :unresolvable_path.
	SQL compound operation rendering is intentionally simplified and currently combines top-level compound groups with AND.
	Some advanced subfilter SQL builders still assume film-domain style correlation keys (for example film_id) and may need customization for non-film domain schemas.

🚀 Key Features
	Enhanced Join Types: Self-joins, lateral joins, cross joins, full outer joins, conditional joins
	Advanced Join Patterns: Star/snowflake schemas, hierarchical relationships, many-to-many tagging
	Enhanced Field Resolution: Smart disambiguation, error handling, and field suggestions
	OLAP Support: Optimized for analytics with dimension tables and aggregation-friendly queries  
	Hierarchical Data: Adjacency lists, materialized paths, closure tables with recursive CTEs
	Safe Parameterization: 100% parameterized queries with iodata-based SQL generation
	Complex Relationships: Many-to-many joins with aggregation and faceted filtering
	CTE Support: Both simple and recursive Common Table Expressions
	Domain Configuration: Declarative schema definitions with automatic join resolution
	Alpha Lifecycle: Active development with frequent internal and API changes

🧭 Field Path Syntax (0.3.2+)
Selecto examples and tests now standardize on dot notation for joined paths:
	customer.name
	customer.region.name
	items.product.category.name

Use this notation consistently across select, filter, group_by, and
order_by field references.
🧩 Extensions (0.3.3+)
Selecto supports package-provided extensions through the :extensions key in
your domain config.
Install
def deps do
  [
    {:selecto, "~> 0.3.8"},
    # Optional extension package for spatial/map support
    {:selecto_postgis, "~> 0.1"}
  ]
end
Enable an extension in a domain
domain = %{
  name: "Places",
  source: %{
    source_table: "places",
    primary_key: :id,
    fields: [:id, :name, :location],
    columns: %{location: %{type: :geometry}},
    associations: %{}
  },
  schemas: %{},
  joins: %{},
  extensions: [
    Selecto.Extensions.PostGIS
  ]
}
Optional extension DSL in overlays
defmodule MyApp.Overlays.PlacesOverlay do
  use Selecto.Config.OverlayDSL,
    extensions: [Selecto.Extensions.PostGIS]

  defmap_view do
    geometry_field("location")
    popup_field("name")
    default_zoom(11)
    center({41.2, -87.6})
  end
end
Authoring your own extension
Implement Selecto.Extension and opt into only the callbacks you need:
	merge_domain/2 for domain defaults/metadata
	overlay_dsl_modules/1, overlay_setup/2, overlay_fragment/2 for overlay
DSL integration
	components_views/2 for selecto_components view registration
	updato_domain/2 for selecto_updato integration
	ecto_type_to_selecto_type/2 for extension-driven Ecto schema type mapping
in Selecto.EctoAdapter

📋 Quick Start
# Configure your domain
domain = %{
  name: "E-commerce Analytics",
  source: %{
    source_table: "orders",
    primary_key: :id,
    fields: [:id, :total, :customer_id, :created_at],
    columns: %{
      id: %{type: :integer},
      total: %{type: :decimal},
      customer_id: %{type: :integer},
      created_at: %{type: :utc_datetime}
    },
    associations: %{
      customer: %{queryable: :customers, field: :customer, owner_key: :customer_id, related_key: :id},
      items: %{queryable: :order_items, field: :items, owner_key: :id, related_key: :order_id}
    }
  },
  schemas: %{
    customers: %{
      name: "Customer",
      source_table: "customers", 
      fields: [:id, :name, :region_id],
      columns: %{
        id: %{type: :integer},
        name: %{type: :string},
        region_id: %{type: :integer}
      }
    },
    order_items: %{
      name: "Order Item",
      source_table: "order_items",
      fields: [:id, :quantity, :product_id, :order_id],
      columns: %{
        id: %{type: :integer},
        quantity: %{type: :integer}, 
        product_id: %{type: :integer},
        order_id: %{type: :integer}
      }
    }
  },
  joins: %{
    customer: %{type: :star_dimension, display_field: :name},
    items: %{type: :left}
  }
}

# Create and configure Selecto
selecto = Selecto.configure(domain, postgrex_connection)

# Build queries with automatic join resolution
result = selecto
  |> Selecto.select(["id", "total", "customer.name", "items.quantity"])
  |> Selecto.filter([{"total", {:gt, 100}}, {"customer.name", {:like, "John%"}}])
  |> Selecto.order_by(["created_at"])
  |> Selecto.execute()
🏗️ Advanced Join Patterns
OLAP Dimensions (Star Schema)
Perfect for analytics and business intelligence:
joins: %{
  customer: %{type: :star_dimension, display_field: :full_name},
  product: %{type: :star_dimension, display_field: :name},
  time: %{type: :star_dimension, display_field: :date}
}
Snowflake Schema (Normalized Dimensions)
For normalized dimension tables requiring additional joins:
joins: %{
  region: %{
    type: :snowflake_dimension,
    display_field: :name,
    normalization_joins: [%{table: "countries", alias: "co"}]
  }
}
Hierarchical Relationships
Support for tree structures with multiple implementation patterns:
# Adjacency List Pattern
joins: %{
  parent_category: %{
    type: :hierarchical,
    hierarchy_type: :adjacency_list,
    depth_limit: 5
  }
}

# Materialized Path Pattern  
joins: %{
  parent_category: %{
    type: :hierarchical,
    hierarchy_type: :materialized_path,
    path_field: :path,
    path_separator: "/"
  }
}

# Closure Table Pattern
joins: %{
  parent_category: %{
    type: :hierarchical, 
    hierarchy_type: :closure_table,
    closure_table: "category_closure",
    ancestor_field: :ancestor_id,
    descendant_field: :descendant_id
  }
}
Many-to-Many Tagging
Automatic aggregation and faceted filtering:
joins: %{
  tags: %{
    type: :tagging,
    tag_field: :name,
    name: "Post Tags"
  }
}

# Automatically creates:
# - Aggregated tag lists: string_agg(tags.name, ', ')
# - Faceted filters for individual tag selection
🔧 Common Table Expressions (CTEs)
Build complex queries with CTEs using familiar Selecto syntax:
alias Selecto.Builder.Cte

# Simple CTE
active_users = selecto
  |> Selecto.select(["id", "name"])
  |> Selecto.filter([{"active", true}])

{cte_iodata, params} = Cte.build_cte_from_selecto("active_users", active_users)

# Recursive CTE for hierarchies
base_case = selecto
  |> Selecto.select(["id", "name", "parent_id", {:literal, 0, "level"}])
  |> Selecto.filter([{"parent_id", nil}])

recursive_case = selecto  
  |> Selecto.select(["c.id", "c.name", "c.parent_id", "h.level + 1"])
  |> Selecto.filter([{"h.level", {:lt, 5}}])

{recursive_cte, params} = Cte.build_recursive_cte_from_selecto("hierarchy", base_case, recursive_case)
For advanced spec-based CTE SQL generation, use Selecto.Builder.CteSql.
📊 Advanced Selection Features
Custom SQL with Field Validation
# Safe custom SQL with automatic field validation
selecto |> Selecto.select([
  {:custom_sql, "COALESCE({{customer_name}}, 'Unknown')", %{
    customer_name: "customer.name"
  }}
])
Complex Aggregations
selecto |> Selecto.select([
  {:func, "count", ["*"]},
  {:func, "avg", ["total"]}, 
  {:array, "product_names", ["items.product_name"]},
  {:case, "status", %{
    "high_value" => [{"total", {:gt, 1000}}],
    "else" => [{:literal, "standard"}]
  }}
])
🔍 Advanced Filtering
Logical Operators
selecto |> Selecto.filter([
  {:and, [
    {"active", true},
    {:or, [
      {"customer.region", "West"},
      {"customer.region", "East"}
    ]}
  ]},
  {"total", {:between, 100, 1000}}
])
Subqueries and Text Search
selecto |> Selecto.filter([
  {"customer_id", {:subquery, :in, "SELECT id FROM vip_customers", []}},
  {"description", {:text_search, "elixir postgresql"}}
])
🎯 Domain Configuration
Complete Domain Structure
domain = %{
  name: "Domain Name",
  source: %{
    source_table: "main_table",
    primary_key: :id,
    fields: [:id, :field1, :field2],
    redact_fields: [:sensitive_field],
    columns: %{
      id: %{type: :integer},
      field1: %{type: :string}
    },
    associations: %{
      related_table: %{
        queryable: :related_schema,
        field: :related,
        owner_key: :foreign_key,
        related_key: :id
      }
    }
  },
  schemas: %{
    related_schema: %{
      name: "Related Schema",
      source_table: "related_table", 
      # ... schema definition
    }
  },
  joins: %{
    related_table: %{type: :left, name: "Related Items"}
  },
  default_selected: ["id", "name"],
  required_filters: [{"active", true}]
}
🧪 Testing and Quality
	Broad test coverage: Includes unit/integration coverage for core paths and
many edge cases.
	Alpha caveat: Passing tests do not guarantee production readiness.
	Major bugs still possible: Validate behavior against your own schema,
workload, and safety requirements.
	Safe parameterization goals: SQL generation is designed around
parameterized query construction.

Cross-DB Baseline Checks
Run adapter baseline execute checks with explicit DB tags:
# PostgreSQL baseline (with service running)
SELECTO_RUN_DB_TESTS=true mix test test/cross_db_baseline_test.exs --only postgres

# MySQL baseline
SELECTO_RUN_DB_TESTS=true mix test test/cross_db_baseline_test.exs --only mysql

# MariaDB baseline
SELECTO_RUN_DB_TESTS=true mix test test/cross_db_baseline_test.exs --only mariadb

# MSSQL baseline
SELECTO_RUN_DB_TESTS=true mix test test/cross_db_baseline_test.exs --only mssql

# SQLite baseline
SELECTO_RUN_DB_TESTS=true mix test test/cross_db_baseline_test.exs --only sqlite

Property Testing
Run property tests (non-DB) for deterministic SQL generation and query-builder
invariants:
mix test test/property/property_test.exs

Run the PostgreSQL-backed property suite (tagged with :requires_db):
SELECTO_RUN_DB_TESTS=true mix test test/property/property_test.exs --include requires_db

Optional DB connection overrides for the DB-backed property suite:
SELECTO_POSTGRES_HOST=localhost
SELECTO_POSTGRES_PORT=5432
SELECTO_POSTGRES_USER=postgres
SELECTO_POSTGRES_PASSWORD=password
SELECTO_POSTGRES_DATABASE=selecto_test

📚 Documentation
	Join Patterns Guide - Comprehensive database join patterns
	Phase Implementation History - Development progression
	Advanced Usage Examples - Complex query examples
	API Reference - Complete function documentation

🚦 System Requirements
	Elixir 1.14+
	PostgreSQL 12+ with postgrex for full first-party integration coverage
	Optional adapter client libraries for non-PostgreSQL execution paths
(myxql, tds, exqlite), depending on adapter selection

🧱 Adapter Support Matrix
	Adapter	SQL generation	Execute	Stream
	PostgreSQL (Selecto.DB.PostgreSQL)	Yes	Yes	Yes (cursor-backed for direct Postgrex connections)
	MySQL (Selecto.DB.MySQL)	Yes	Yes (with myxql)	Adapter-defined (supports?(:stream))
	MariaDB (Selecto.DB.MariaDB)	Yes	Yes (with myxql)	Adapter-defined (supports?(:stream))
	MSSQL (Selecto.DB.MSSQL)	Yes	Yes (with tds)	Adapter-defined (supports?(:stream))
	SQLite (Selecto.DB.SQLite)	Yes	Yes (with exqlite)	Adapter-defined (supports?(:stream))

📦 Installation
def deps do
  [
    {:selecto, "~> 0.3.8"}
  ]
end
For local multi-repo development against vendored ecosystem packages, set:
SELECTO_ECOSYSTEM_USE_LOCAL=true

This is the shared local-development switch used across Selecto ecosystem repos.
🤝 Contributing
Selecto has evolved through multiple development phases:
	Phase 1: Foundation and CTE support
	Phase 2: Hierarchical joins 
	Phase 3: Many-to-many tagging
	Phase 4: OLAP dimension optimization
	Phase 5: Ongoing testing and documentation

The codebase uses modern Elixir practices, but remains alpha software and is
not presented as production-hardened.
📄 License
MIT

Selecto - From simple queries to complex analytics, Selecto helps model
database relationships while the project continues to mature.



  

    
Complex Join Patterns Guide
    

This guide provides comprehensive examples and patterns for implementing complex joins using Selecto's advanced join infrastructure.
Table of Contents
	Star Schema Dimensions
	Hierarchical Joins
	Many-to-Many Tagging
	Self-Referencing Hierarchies
	Mixed Join Patterns
	Performance Considerations
	Advanced CTE Integration

Star Schema Dimensions
Star schema dimensions are optimized for analytical queries, providing denormalized access to dimension data with automatic display field handling.
Basic Star Dimension Setup
# Domain configuration for star schema
star_domain = %{
  name: "Analytics Star Schema",
  source: %{
    source_table: "sales_facts",
    primary_key: :id,
    fields: [:id, :sale_amount, :customer_id, :product_id, :date_id],
    columns: %{
      id: %{type: :integer},
      sale_amount: %{type: :decimal},
      customer_id: %{type: :integer},
      product_id: %{type: :integer},
      date_id: %{type: :integer}
    },
    associations: %{
      customer: %{queryable: :customers, field: :customer, owner_key: :customer_id, related_key: :id},
      product: %{queryable: :products, field: :product, owner_key: :product_id, related_key: :id},
      date: %{queryable: :dates, field: :date, owner_key: :date_id, related_key: :id}
    }
  },
  schemas: %{
    customers: %{
      name: "Customer Dimension",
      source_table: "customer_dim",
      fields: [:id, :name, :segment, :region, :country],
      columns: %{
        id: %{type: :integer},
        name: %{type: :string},
        segment: %{type: :string},
        region: %{type: :string},
        country: %{type: :string}
      }
    },
    products: %{
      name: "Product Dimension",
      source_table: "product_dim",
      fields: [:id, :name, :category, :subcategory, :brand],
      columns: %{
        id: %{type: :integer},
        name: %{type: :string},
        category: %{type: :string},
        subcategory: %{type: :string},
        brand: %{type: :string}
      }
    },
    dates: %{
      name: "Date Dimension",
      source_table: "date_dim",
      fields: [:id, :date_value, :year, :quarter, :month, :day_name],
      columns: %{
        id: %{type: :integer},
        date_value: %{type: :date},
        year: %{type: :integer},
        quarter: %{type: :integer},
        month: %{type: :integer},
        day_name: %{type: :string}
      }
    }
  },
  joins: %{
    # Star dimensions with automatic display field resolution
    customer: %{type: :star_dimension, display_field: :name},
    product: %{type: :star_dimension, display_field: :name},
    date: %{type: :star_dimension, display_field: :date_value}
  }
}

# Configure and query
selecto = Selecto.configure(star_domain, conn)

# Query with star dimension fields
sales_by_region = selecto
  |> Selecto.select([
    "customer_display",          # Automatic display field (customer.name)
    "customer[segment]",         # Dimension attribute
    "customer[region]",          # Dimension attribute
    "product_display",           # Automatic display field (product.name)
    "product[category]",         # Dimension attribute
    "date[year]",               # Time dimension
    {:func, "sum", ["sale_amount"]},
    {:func, "count", ["*"]}
  ])
  |> Selecto.filter([
    {"date[year]", 2024},
    {"customer[segment]", {:in, ["Premium", "Enterprise"]}},
    {"product[category]", {:not_eq, "Discontinued"}}
  ])
  |> Selecto.group_by([
    "customer[region]",
    "product[category]", 
    "date[year]"
  ])
  |> Selecto.execute()
Nested Star Dimensions
# Extended star schema with snowflake dimension normalization
nested_star_domain = %{
  # ... base configuration ...
  schemas: %{
    # ... existing schemas ...
    regions: %{
      name: "Region Dimension",
      source_table: "region_dim",
      fields: [:id, :name, :country_id],
      columns: %{
        id: %{type: :integer},
        name: %{type: :string},
        country_id: %{type: :integer}
      },
      associations: %{
        country: %{queryable: :countries, field: :country, owner_key: :country_id, related_key: :id}
      }
    },
    countries: %{
      name: "Country Dimension",
      source_table: "country_dim", 
      fields: [:id, :name, :continent],
      columns: %{
        id: %{type: :integer},
        name: %{type: :string},
        continent: %{type: :string}
      }
    }
  },
  joins: %{
    customer: %{
      type: :star_dimension,
      display_field: :name,
      joins: %{
        # Snowflake pattern: dimension joins to other dimensions
        region: %{
          type: :star_dimension,
          display_field: :name,
          joins: %{
            country: %{type: :star_dimension, display_field: :name}
          }
        }
      }
    }
  }
}

# Query with nested star dimensions
geographic_analysis = selecto
  |> Selecto.select([
    "customer[region][country_display]",  # Nested dimension display
    "customer[region][country][continent]", # Deep dimension attribute
    {:func, "sum", ["sale_amount"]},
    {:func, "count", ["DISTINCT", "customer_id"]}
  ])
  |> Selecto.filter([
    {"customer[region][country][continent]", {:in, ["North America", "Europe"]}},
    {"sale_amount", {:gt, 1000}}
  ])
  |> Selecto.group_by([
    "customer[region][country_display]",
    "customer[region][country][continent]"
  ])
  |> Selecto.execute()
Hierarchical Joins
Hierarchical joins handle tree-like data structures using either adjacency lists or materialized paths, with automatic CTE generation for traversal.
Adjacency List Hierarchies
# Domain with adjacency list hierarchy
hierarchy_domain = %{
  name: "Organizational Hierarchy",
  source: %{
    source_table: "employees",
    primary_key: :id,
    fields: [:id, :name, :position, :department_id, :manager_id],
    columns: %{
      id: %{type: :integer},
      name: %{type: :string}, 
      position: %{type: :string},
      department_id: %{type: :integer},
      manager_id: %{type: :integer}
    },
    associations: %{
      manager: %{queryable: :employees, field: :manager, owner_key: :manager_id, related_key: :id},
      department: %{queryable: :departments, field: :department, owner_key: :department_id, related_key: :id}
    }
  },
  schemas: %{
    departments: %{
      name: "Department",
      source_table: "departments",
      fields: [:id, :name, :parent_id],
      columns: %{
        id: %{type: :integer},
        name: %{type: :string},
        parent_id: %{type: :integer}
      }
    }
  },
  joins: %{
    # Self-referencing hierarchy (management chain)
    manager: %{
      type: :hierarchical,
      hierarchy_type: :adjacency_list,
      depth_limit: 6,
      path_separator: " > "
    },
    # Department hierarchy  
    department: %{
      type: :hierarchical,
      hierarchy_type: :adjacency_list,
      depth_limit: 4
    }
  }
}

selecto = Selecto.configure(hierarchy_domain, conn)

# Query management hierarchy
management_analysis = selecto
  |> Selecto.select([
    "name",
    "position",
    "manager_path",           # Full path to CEO: "CEO > VP > Director > Manager"
    "manager_level",          # Depth in hierarchy (0 = CEO, 1 = VP, etc.)
    "manager_path_array",     # Array of manager IDs in path
    "department[name]",
    "department_path",        # Department hierarchy path
    "department_level"        # Department depth
  ])
  |> Selecto.filter([
    {"manager_level", {:between, 2, 4}},      # Middle management layers
    {"department_level", {:lte, 2}},          # Top 2 department levels
    {"position", {:like, "%Manager%"}}
  ])
  |> Selecto.order_by([
    "department_level",
    "manager_level", 
    "name"
  ])
  |> Selecto.execute()
Materialized Path Hierarchies
# Domain with materialized path hierarchy (more efficient for deep trees)
path_hierarchy_domain = %{
  name: "Content Categories",
  source: %{
    source_table: "articles",
    primary_key: :id,
    fields: [:id, :title, :content, :category_id],
    columns: %{
      id: %{type: :integer},
      title: %{type: :string},
      content: %{type: :text},
      category_id: %{type: :integer}
    },
    associations: %{
      category: %{queryable: :categories, field: :category, owner_key: :category_id, related_key: :id}
    }
  },
  schemas: %{
    categories: %{
      name: "Category",
      source_table: "categories",
      fields: [:id, :name, :path, :parent_id],
      columns: %{
        id: %{type: :integer},
        name: %{type: :string}, 
        path: %{type: :string},    # e.g., "/technology/web-dev/frontend"
        parent_id: %{type: :integer}
      }
    }
  },
  joins: %{
    category: %{
      type: :hierarchical,
      hierarchy_type: :materialized_path,
      path_field: :path,
      path_separator: "/",
      depth_limit: 8
    }
  }
}

selecto = Selecto.configure(path_hierarchy_domain, conn)

# Query with path-based hierarchy
category_analysis = selecto
  |> Selecto.select([
    "title",
    "category[name]",
    "category_path",          # Full category path
    "category_level",         # Depth (calculated from path)
    "category_ancestors",     # Array of ancestor category names
    {:func, "count", ["*"]}
  ])
  |> Selecto.filter([
    # Find all articles in "Technology" branch (any level)
    {"category_path", {:like, "%/technology/%"}},
    # Or specific depth
    {"category_level", {:eq, 3}}
  ])
  |> Selecto.group_by([
    "category[name]", 
    "category_path",
    "category_level"
  ])
  |> Selecto.execute()
Many-to-Many Tagging
Many-to-many tagging joins provide faceted filtering and tag aggregation for flexible categorization systems.
Basic Tagging Setup
# Domain with many-to-many tagging
tagging_domain = %{
  name: "Content Tagging System",
  source: %{
    source_table: "articles",
    primary_key: :id,
    fields: [:id, :title, :content, :author_id, :published_at],
    columns: %{
      id: %{type: :integer},
      title: %{type: :string},
      content: %{type: :text}, 
      author_id: %{type: :integer},
      published_at: %{type: :utc_datetime}
    },
    associations: %{
      author: %{queryable: :users, field: :author, owner_key: :author_id, related_key: :id},
      tags: %{queryable: :article_tags, field: :tags, owner_key: :id, related_key: :article_id}
    }
  },
  schemas: %{
    users: %{
      name: "User",
      source_table: "users",
      fields: [:id, :name, :email],
      columns: %{
        id: %{type: :integer},
        name: %{type: :string},
        email: %{type: :string}
      }
    },
    article_tags: %{
      name: "Article Tag",
      source_table: "article_tags",
      fields: [:id, :name, :article_id, :weight],
      columns: %{
        id: %{type: :integer},
        name: %{type: :string},
        article_id: %{type: :integer},
        weight: %{type: :integer}  # Tag relevance weight
      }
    }
  },
  joins: %{
    author: %{type: :left, display_field: :name},
    tags: %{
      type: :tagging,
      tag_field: :name,
      weight_field: :weight,     # Optional: for weighted tagging
      aggregation: :string_agg   # How to combine multiple tags
    }
  }
}

selecto = Selecto.configure(tagging_domain, conn)

# Query with tag filtering and aggregation
tagged_content = selecto
  |> Selecto.select([
    "title",
    "author_display",
    "tags_list",              # Aggregated tag string: "tech,web,frontend" 
    "tags_count",             # Number of tags
    "tags_weight_sum",        # Sum of tag weights
    "published_at"
  ])
  |> Selecto.filter([
    # Faceted tag filtering
    {"tags_filter", "technology"},        # Has "technology" tag
    {"tags_any", ["web", "mobile"]},      # Has any of these tags
    {"tags_all", ["frontend", "react"]},  # Has all of these tags
    {"tags_weight_min", 5},               # Minimum tag weight
    {"published_at", {:gte, ~D[2024-01-01]}}
  ])
  |> Selecto.order_by([
    {:desc, "tags_weight_sum"},  # Order by tag relevance
    {:desc, "published_at"}
  ])
  |> Selecto.execute()
Advanced Tagging Patterns
# Multi-dimensional tagging (categories + user tags)
multi_tag_domain = %{
  # ... base configuration ...
  associations: %{
    # ... existing associations ...
    user_tags: %{queryable: :user_article_tags, field: :user_tags, owner_key: :id, related_key: :article_id},
    system_tags: %{queryable: :system_tags, field: :system_tags, owner_key: :id, related_key: :article_id}
  },
  schemas: %{
    # ... existing schemas ...
    user_article_tags: %{
      name: "User Tag",
      source_table: "user_article_tags", 
      fields: [:id, :name, :article_id, :user_id, :created_at],
      columns: %{
        id: %{type: :integer},
        name: %{type: :string},
        article_id: %{type: :integer},
        user_id: %{type: :integer},
        created_at: %{type: :utc_datetime}
      }
    },
    system_tags: %{
      name: "System Tag",
      source_table: "system_tags",
      fields: [:id, :name, :article_id, :confidence],
      columns: %{
        id: %{type: :integer},
        name: %{type: :string},
        article_id: %{type: :integer},
        confidence: %{type: :float}  # AI-generated tag confidence
      }
    }
  },
  joins: %{
    # ... existing joins ...
    user_tags: %{
      type: :tagging,
      tag_field: :name,
      aggregation: :array_agg    # Keep as array for complex filtering
    },
    system_tags: %{
      type: :tagging,
      tag_field: :name,
      weight_field: :confidence,
      min_weight: 0.7           # Only high-confidence system tags
    }
  }
}

# Query with multiple tag dimensions
multi_dimensional_tags = selecto
  |> Selecto.select([
    "title",
    "user_tags_array",        # User-generated tags as array
    "system_tags_list",       # AI tags as string (high confidence only)
    "system_tags_avg_confidence", # Average AI confidence
    {:func, "count", ["DISTINCT", "user_tags[user_id]"]} # Unique taggers
  ])
  |> Selecto.filter([
    {"user_tags_count", {:gte, 3}},           # At least 3 user tags
    {"system_tags_filter", "programming"},    # AI detected "programming"
    {"system_tags_avg_confidence", {:gte, 0.8}} # High AI confidence
  ])
  |> Selecto.group_by(["id", "title"])
  |> Selecto.execute()
Self-Referencing Hierarchies
Self-referencing hierarchies handle cases where entities reference other entities of the same type, such as management structures or threaded comments.
Comment Threading
# Domain for threaded comments
comment_domain = %{
  name: "Threaded Comments",
  source: %{
    source_table: "comments",
    primary_key: :id,
    fields: [:id, :content, :author_id, :parent_id, :article_id, :created_at],
    columns: %{
      id: %{type: :integer},
      content: %{type: :text},
      author_id: %{type: :integer},
      parent_id: %{type: :integer},    # Self-reference
      article_id: %{type: :integer},
      created_at: %{type: :utc_datetime}
    },
    associations: %{
      parent: %{queryable: :comments, field: :parent, owner_key: :parent_id, related_key: :id},
      author: %{queryable: :users, field: :author, owner_key: :author_id, related_key: :id},
      article: %{queryable: :articles, field: :article, owner_key: :article_id, related_key: :id}
    }
  },
  # ... schemas for users, articles ...
  joins: %{
    parent: %{
      type: :hierarchical,
      hierarchy_type: :adjacency_list,
      depth_limit: 10,  # Limit thread depth
      self_reference: true
    },
    author: %{type: :left, display_field: :name},
    article: %{type: :left, display_field: :title}
  }
}

selecto = Selecto.configure(comment_domain, conn)

# Query comment threads with hierarchy
comment_threads = selecto
  |> Selecto.select([
    "content",
    "author_display",
    "parent_path",            # Path to root comment
    "parent_level",           # Thread depth (0 = root, 1 = reply, etc.)
    "thread_root_id",         # ID of root comment in thread
    "created_at"
  ])
  |> Selecto.filter([
    {"article_id", {:eq, 123}},
    {"parent_level", {:lte, 5}}  # Limit thread depth for display
  ])
  |> Selecto.order_by([
    "thread_root_id",         # Group by thread
    "parent_level",           # Order by depth
    "created_at"              # Then by time
  ])
  |> Selecto.execute()
Organizational Reporting
# Query direct reports and team sizes
org_structure = selecto
  |> Selecto.select([
    "name",
    "position", 
    "manager_display",        # Direct manager name
    "manager_level",          # Levels from CEO
    {:func, "count", ["subordinates.id"]}, # Direct reports count
    "team_size_total",        # Total team size (all levels down)
    "manager_path"            # Full reporting chain to CEO
  ])
  |> Selecto.filter([
    {"manager_level", {:between, 1, 4}},  # Skip CEO, limit depth
    {"active", true}
  ])
  |> Selecto.group_by([
    "id", "name", "position", 
    "manager_display", "manager_level"
  ])
  |> Selecto.order_by([
    "manager_level",
    {:desc, {:func, "count", ["subordinates.id"]}}
  ])
  |> Selecto.execute()
Mixed Join Patterns
Complex domains often combine multiple join patterns for comprehensive data relationships.
E-commerce with Mixed Patterns
# Domain combining star dimensions, hierarchies, and tagging
ecommerce_mixed = %{
  name: "E-commerce Analytics",
  source: %{
    source_table: "orders",
    primary_key: :id,
    fields: [:id, :total, :customer_id, :created_at, :status],
    # ... columns ...
    associations: %{
      customer: %{queryable: :customers, field: :customer, owner_key: :customer_id, related_key: :id},
      items: %{queryable: :order_items, field: :items, owner_key: :id, related_key: :order_id}
    }
  },
  schemas: %{
    customers: %{
      # ... customer schema with region association ...
    },
    order_items: %{
      # ... order item schema with product association ...
    },
    products: %{
      # ... product schema with category and tags associations ...
    },
    categories: %{
      # ... hierarchical categories with path field ...
    }
  },
  joins: %{
    # Star dimension for customer analytics
    customer: %{
      type: :star_dimension,
      display_field: :name,
      joins: %{
        region: %{type: :star_dimension, display_field: :name}
      }
    },
    # Left join to order items with nested patterns
    items: %{
      type: :left,
      joins: %{
        # Star dimension for product analytics
        product: %{
          type: :star_dimension,
          display_field: :name,
          joins: %{
            # Hierarchical category structure
            category: %{
              type: :hierarchical,
              hierarchy_type: :materialized_path,
              path_field: :path,
              path_separator: "/"
            },
            # Many-to-many product tags
            tags: %{type: :tagging, tag_field: :name}
          }
        }
      }
    }
  }
}

selecto = Selecto.configure(ecommerce_mixed, conn)

# Complex query using all join patterns
comprehensive_analysis = selecto
  |> Selecto.select([
    # Star dimension fields
    "customer_display",
    "customer[region_display]",
    
    # Hierarchical category analysis
    "items[product][category_path]",
    "items[product][category_level]",
    
    # Tagging analysis
    "items[product][tags_list]",
    "items[product][tags_count]",
    
    # Aggregated measures
    {:func, "sum", ["total"]},
    {:func, "avg", ["items[quantity]"]},
    {:func, "count", ["DISTINCT", "items[product_id]"]}
  ])
  |> Selecto.filter([
    # Star dimension filters
    {"customer[region][name]", {:in, ["North America", "Europe"]}},
    
    # Hierarchical filters
    {"items[product][category_level]", {:lte, 3}},
    {"items[product][category_path]", {:like, "%electronics%"}},
    
    # Tagging filters
    {"items[product][tags_filter]", "premium"},
    {"items[product][tags_count]", {:gte, 2}},
    
    # Standard filters
    {"status", "completed"},
    {"created_at", {:gte, ~D[2024-01-01]}}
  ])
  |> Selecto.group_by([
    "customer[region_display]",
    "items[product][category_path]",
    "items[product][category_level]"
  ])
  |> Selecto.order_by([
    {:desc, {:func, "sum", ["total"]}},
    "items[product][category_level]"
  ])
  |> Selecto.execute()
Performance Considerations
Join Ordering Optimization
# Optimal join order for performance
def optimize_join_order(selecto) do
  selecto
  # 1. Apply most selective filters first (reduces dataset early)
  |> Selecto.filter([
    {"created_at", {:between, ~D[2024-01-01], ~D[2024-03-31]}}, # Date range
    {"status", "active"},                                        # Selective filter
    {"customer[segment]", "enterprise"}                          # Dimension filter
  ])
  # 2. Select specific fields (avoid SELECT *)
  |> Selecto.select([
    "customer_display",
    "items[product][category_path]",
    {:func, "sum", ["total"]}
  ])
  # 3. Group by dimension fields only
  |> Selecto.group_by(["customer_display", "items[product][category_path]"])
  # 4. Order by aggregated values for efficient top-N
  |> Selecto.order_by([{:desc, {:func, "sum", ["total"]}}])
  |> Selecto.limit(100)
end
Index Recommendations
-- Recommended indexes for join patterns

-- Star dimension joins
CREATE INDEX idx_orders_customer_date ON orders(customer_id, created_at);
CREATE INDEX idx_customers_segment_region ON customers(segment, region_id);

-- Hierarchical joins
CREATE INDEX idx_categories_parent_path ON categories(parent_id, path);
CREATE INDEX idx_employees_manager_level ON employees(manager_id) WHERE active = true;

-- Tagging joins  
CREATE INDEX idx_product_tags_product_name ON product_tags(product_id, name);
CREATE INDEX idx_article_tags_name_weight ON article_tags(name, weight) WHERE weight >= 0.5;

-- Composite indexes for common filter combinations
CREATE INDEX idx_orders_status_date_customer ON orders(status, created_at, customer_id);
Advanced CTE Integration
Custom CTE with Join Patterns
alias Selecto.Builder.Cte

# Build custom CTE that leverages join patterns
def build_customer_segment_analysis(conn) do
  # Base selecto with join patterns
  base_selecto = Selecto.configure(ecommerce_mixed, conn)
    |> Selecto.select([
      "customer_id",
      "customer[segment]", 
      "customer[region_display]",
      "items[product][category_level]",
      {:func, "sum", ["total"]},
      {:func, "count", ["*"]}
    ])
    |> Selecto.filter([
      {"created_at", {:gte, ~D[2024-01-01]}},
      {"status", "completed"}
    ])
    |> Selecto.group_by([
      "customer_id",
      "customer[segment]",
      "customer[region_display]", 
      "items[product][category_level]"
    ])
  
  # Convert to CTE
  {customer_cte, params} = Cte.build_cte_from_selecto("customer_analysis", base_selecto)
  
  # Main query using the CTE
  main_query = [
    "SELECT ",
      "customer_segment, region_display, category_level, ",
      "SUM(total_sales) as segment_sales, ",
      "AVG(order_count) as avg_orders_per_customer, ",
      "COUNT(DISTINCT customer_id) as customer_count ",
    "FROM customer_analysis ",
    "GROUP BY customer_segment, region_display, category_level ",
    "ORDER BY segment_sales DESC"
  ]
  
  {complete_query, combined_params} = Cte.integrate_ctes_with_query(
    [{customer_cte, params}],
    main_query,
    []
  )
  
  {sql, final_params} = Selecto.SQL.Params.finalize(complete_query)
  Postgrex.query(conn, sql, final_params)
end
This comprehensive guide demonstrates how to effectively use Selecto's complex join patterns for real-world data analysis scenarios. Each pattern is optimized for specific use cases and can be combined to handle sophisticated data relationships.
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This guide provides in-depth coverage of Selecto's OLAP (Online Analytical Processing) dimension support and advanced hierarchical patterns, designed for analytical and business intelligence applications.
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OLAP Star Schema Dimensions
Star schema dimensions are the foundation of OLAP systems, providing denormalized dimension tables that connect to a central fact table.
Core Star Dimension Features
defmodule OLAPDimensionExample do
  def sales_cube_domain do
    %{
      name: "Sales Analytics Cube",
      source: %{
        source_table: "sales_facts",
        primary_key: :id,
        fields: [:id, :sale_amount, :quantity, :discount, :customer_key, :product_key, :date_key, :store_key],
        columns: %{
          id: %{type: :integer},
          sale_amount: %{type: :decimal, precision: 10, scale: 2},
          quantity: %{type: :integer},
          discount: %{type: :decimal, precision: 5, scale: 2},
          customer_key: %{type: :integer},  # Dimension keys
          product_key: %{type: :integer},
          date_key: %{type: :integer},
          store_key: %{type: :integer}
        },
        associations: %{
          customer: %{queryable: :customer_dim, field: :customer, owner_key: :customer_key, related_key: :id},
          product: %{queryable: :product_dim, field: :product, owner_key: :product_key, related_key: :id},
          date: %{queryable: :date_dim, field: :date, owner_key: :date_key, related_key: :id},
          store: %{queryable: :store_dim, field: :store, owner_key: :store_key, related_key: :id}
        }
      },
      schemas: %{
        customer_dim: %{
          name: "Customer Dimension",
          source_table: "customer_dimension",
          fields: [
            :id, :customer_name, :customer_type, :segment, 
            :region, :country, :credit_rating, :registration_date
          ],
          columns: %{
            id: %{type: :integer},
            customer_name: %{type: :string},
            customer_type: %{type: :string},      # Individual, Business, Enterprise
            segment: %{type: :string},            # Premium, Standard, Basic
            region: %{type: :string},
            country: %{type: :string},
            credit_rating: %{type: :string},      # A, B, C, D
            registration_date: %{type: :date}
          }
        },
        product_dim: %{
          name: "Product Dimension",
          source_table: "product_dimension",
          fields: [
            :id, :product_name, :category, :subcategory, :brand,
            :supplier, :cost, :price, :margin_percent, :weight
          ],
          columns: %{
            id: %{type: :integer},
            product_name: %{type: :string},
            category: %{type: :string},           # Electronics, Clothing, Books
            subcategory: %{type: :string},        # Laptops, Smartphones, Tablets
            brand: %{type: :string},
            supplier: %{type: :string},
            cost: %{type: :decimal, precision: 10, scale: 2},
            price: %{type: :decimal, precision: 10, scale: 2},
            margin_percent: %{type: :decimal, precision: 5, scale: 2},
            weight: %{type: :decimal, precision: 8, scale: 3}
          }
        },
        date_dim: %{
          name: "Date Dimension",
          source_table: "date_dimension",
          fields: [
            :id, :date_value, :year, :quarter, :quarter_name, :month, :month_name,
            :week, :day_of_year, :day_of_month, :day_of_week, :day_name,
            :is_weekend, :is_holiday, :fiscal_year, :fiscal_quarter
          ],
          columns: %{
            id: %{type: :integer},
            date_value: %{type: :date},
            year: %{type: :integer},
            quarter: %{type: :integer},
            quarter_name: %{type: :string},       # Q1 2024, Q2 2024
            month: %{type: :integer},
            month_name: %{type: :string},         # January, February
            week: %{type: :integer},
            day_of_year: %{type: :integer},
            day_of_month: %{type: :integer},
            day_of_week: %{type: :integer},
            day_name: %{type: :string},           # Monday, Tuesday
            is_weekend: %{type: :boolean},
            is_holiday: %{type: :boolean},
            fiscal_year: %{type: :integer},       # Company fiscal year
            fiscal_quarter: %{type: :integer}
          }
        },
        store_dim: %{
          name: "Store Dimension", 
          source_table: "store_dimension",
          fields: [
            :id, :store_name, :store_type, :city, :state, :country,
            :region, :district, :manager, :opening_date, :square_footage
          ],
          columns: %{
            id: %{type: :integer},
            store_name: %{type: :string},
            store_type: %{type: :string},         # Flagship, Standard, Outlet
            city: %{type: :string},
            state: %{type: :string},
            country: %{type: :string},
            region: %{type: :string},             # Northeast, Southwest
            district: %{type: :string},
            manager: %{type: :string},
            opening_date: %{type: :date},
            square_footage: %{type: :integer}
          }
        }
      },
      joins: %{
        # Star dimension joins with automatic display field resolution
        customer: %{
          type: :star_dimension,
          display_field: :customer_name,
          default_measures: [:sale_amount, :quantity]  # Default aggregations
        },
        product: %{
          type: :star_dimension,
          display_field: :product_name,
          default_measures: [:sale_amount, :quantity]
        },
        date: %{
          type: :star_dimension,
          display_field: :date_value,
          time_intelligence: true  # Enable time-based calculations
        },
        store: %{
          type: :star_dimension,
          display_field: :store_name,
          geographic: true  # Enable geographic rollups
        }
      },
      # OLAP-specific default configurations
      default_selected: ["date[year]", "date[quarter]", {:func, "sum", ["sale_amount"]}],
      required_filters: [{"date[year]", {:gte, 2020}}],  # Prevent full table scans
      dimension_security: %{
        customer: [:customer_name, :segment],  # Visible customer fields
        store: [:store_name, :region]          # Restricted store access
      }
    }
  end
end
Advanced Star Dimension Queries
# Configure OLAP cube
olap_selecto = Selecto.configure(OLAPDimensionExample.sales_cube_domain(), conn)

# 1. Multi-dimensional cube query
sales_cube_analysis = olap_selecto
  |> Selecto.select([
    # Time dimensions
    "date[year]",
    "date[quarter_name]",
    "date[month_name]",
    
    # Customer dimensions  
    "customer[segment]",
    "customer[region]",
    "customer[customer_type]",
    
    # Product dimensions
    "product[category]", 
    "product[brand]",
    
    # Geographic dimensions
    "store[region]",
    "store[store_type]",
    
    # Core measures
    {:func, "sum", ["sale_amount"]},
    {:func, "sum", ["quantity"]},
    {:func, "count", ["*"]},
    {:func, "avg", ["sale_amount"]},
    
    # Calculated measures
    {:calc, :sum, ["sale_amount"], :divide, {:sum, ["quantity"]}},  # Average unit price
    {:calc, :sum, ["sale_amount"], :subtract, {:sum, ["product[cost]"]}}, # Total profit
    
    # Analytical functions
    {:window, "rank", [], {:over, [{:func, "sum", ["sale_amount"]}], :desc}},  # Sales rank
    {:window, "lag", [{:func, "sum", ["sale_amount"]}, 1], {:over, ["date[year]", "date[quarter]"]}}, # Previous quarter
    {:percent_of_total, {:func, "sum", ["sale_amount"]}, [:customer, :segment]}  # Percentage by segment
  ])
  |> Selecto.filter([
    # Time-based filtering
    {"date[year]", {:in, [2023, 2024]}},
    {"date[quarter]", {:between, 1, 3}},
    {"date[is_holiday]", false},
    
    # Dimension filtering
    {"customer[segment]", {:in, ["Premium", "Enterprise"]}},
    {"customer[credit_rating]", {:in, ["A", "B"]}},
    {"product[category]", {:not_in, ["Discontinued", "Clearance"]}},
    {"store[store_type]", {:not_eq, "Outlet"}},
    
    # Measure filtering (HAVING clause)
    {{:func, "sum", ["sale_amount"]}, {:gt, 10000}},
    {{:func, "count", ["*"]}, {:gte, 5}}
  ])
  |> Selecto.group_by([
    "date[year]", "date[quarter_name]", "date[month_name]",
    "customer[segment]", "customer[region]", 
    "product[category]", "product[brand]",
    "store[region]"
  ])
  |> Selecto.order_by([
    "date[year]", "date[quarter]",
    {:desc, {:func, "sum", ["sale_amount"]}}
  ])
  |> Selecto.execute()
Time Intelligence Functions
# Time-based analytical queries
def time_intelligence_queries(olap_selecto) do
  # Quarter-over-quarter growth analysis
  quarterly_growth = olap_selecto
    |> Selecto.select([
      "date[year]",
      "date[quarter_name]",
      "customer[segment]",
      {:func, "sum", ["sale_amount"]},
      
      # Previous quarter comparison
      {:window, "lag", [{:func, "sum", ["sale_amount"]}, 1], 
        {:over, ["customer[segment]"], [{:order_by, ["date[year]", "date[quarter]"]}]}},
      
      # Growth calculation
      {:calc, 
        {:subtract, [
          {:func, "sum", ["sale_amount"]},
          {:window, "lag", [{:func, "sum", ["sale_amount"]}, 1], 
            {:over, ["customer[segment]"], [{:order_by, ["date[year]", "date[quarter]"]}]}}
        ]},
        :divide,
        {:window, "lag", [{:func, "sum", ["sale_amount"]}, 1], 
          {:over, ["customer[segment]"], [{:order_by, ["date[year]", "date[quarter]"]}]}}
      },
      
      # Year-over-year comparison
      {:window, "lag", [{:func, "sum", ["sale_amount"]}, 4], 
        {:over, ["customer[segment]"], [{:order_by, ["date[year]", "date[quarter]"]}]}},
      
      # Moving averages
      {:window, "avg", [{:func, "sum", ["sale_amount"]}], 
        {:over, ["customer[segment]"], 
         [{:order_by, ["date[year]", "date[quarter]"]}, 
          {:rows, {:between, 2, :preceding, :current_row}}]}}  # 3-quarter moving average
    ])
    |> Selecto.filter([
      {"date[year]", {:between, 2022, 2024}}
    ])
    |> Selecto.group_by([
      "date[year]", "date[quarter_name]", "customer[segment]"
    ])
    |> Selecto.order_by([
      "customer[segment]", "date[year]", "date[quarter]"
    ])
    |> Selecto.execute()
  
  # Seasonal analysis
  seasonal_patterns = olap_selecto
    |> Selecto.select([
      "date[month_name]",
      "date[day_name]", 
      "product[category]",
      {:func, "avg", ["sale_amount"]},  # Average for this time period
      {:func, "sum", ["quantity"]},
      
      # Seasonal index (current vs yearly average)
      {:calc,
        {:func, "avg", ["sale_amount"]},
        :divide,
        {:window, "avg", [{:func, "avg", ["sale_amount"]}], 
          {:over, ["product[category]"], []}}
      }
    ])
    |> Selecto.filter([
      {"date[year]", 2024},
      {"date[is_weekend]", false}
    ])
    |> Selecto.group_by([
      "date[month_name]", "date[day_name]", "product[category]"
    ])
    |> Selecto.execute()
  
  {quarterly_growth, seasonal_patterns}
end
Snowflake Schema Patterns
Snowflake schemas normalize dimension data into related tables, providing more structured but complex relationships.
Snowflake Dimension Setup
defmodule SnowflakeSchemaExample do
  def normalized_sales_domain do
    %{
      name: "Normalized Sales Analytics",
      source: %{
        source_table: "sales_facts",
        # ... fact table definition ...
        associations: %{
          customer: %{queryable: :customers, field: :customer, owner_key: :customer_id, related_key: :id},
          product: %{queryable: :products, field: :product, owner_key: :product_id, related_key: :id}
        }
      },
      schemas: %{
        customers: %{
          name: "Customer",
          source_table: "customers",
          fields: [:id, :name, :segment, :region_id, :customer_type_id],
          columns: %{
            id: %{type: :integer},
            name: %{type: :string},
            segment: %{type: :string},
            region_id: %{type: :integer},
            customer_type_id: %{type: :integer}
          },
          associations: %{
            region: %{queryable: :regions, field: :region, owner_key: :region_id, related_key: :id},
            customer_type: %{queryable: :customer_types, field: :customer_type, owner_key: :customer_type_id, related_key: :id}
          }
        },
        regions: %{
          name: "Region",
          source_table: "regions", 
          fields: [:id, :name, :country_id, :sales_manager_id],
          columns: %{
            id: %{type: :integer},
            name: %{type: :string},
            country_id: %{type: :integer},
            sales_manager_id: %{type: :integer}
          },
          associations: %{
            country: %{queryable: :countries, field: :country, owner_key: :country_id, related_key: :id},
            sales_manager: %{queryable: :employees, field: :sales_manager, owner_key: :sales_manager_id, related_key: :id}
          }
        },
        countries: %{
          name: "Country",
          source_table: "countries",
          fields: [:id, :name, :continent, :currency],
          columns: %{
            id: %{type: :integer},
            name: %{type: :string},
            continent: %{type: :string},
            currency: %{type: :string}
          }
        },
        customer_types: %{
          name: "Customer Type",
          source_table: "customer_types",
          fields: [:id, :name, :description, :discount_rate],
          columns: %{
            id: %{type: :integer},
            name: %{type: :string},
            description: %{type: :string},
            discount_rate: %{type: :decimal, precision: 5, scale: 2}
          }
        },
        products: %{
          name: "Product",
          source_table: "products",
          fields: [:id, :name, :category_id, :brand_id, :supplier_id],
          columns: %{
            id: %{type: :integer},
            name: %{type: :string},
            category_id: %{type: :integer},
            brand_id: %{type: :integer}, 
            supplier_id: %{type: :integer}
          },
          associations: %{
            category: %{queryable: :categories, field: :category, owner_key: :category_id, related_key: :id},
            brand: %{queryable: :brands, field: :brand, owner_key: :brand_id, related_key: :id},
            supplier: %{queryable: :suppliers, field: :supplier, owner_key: :supplier_id, related_key: :id}
          }
        },
        categories: %{
          name: "Category", 
          source_table: "categories",
          fields: [:id, :name, :parent_id, :level],
          columns: %{
            id: %{type: :integer},
            name: %{type: :string},
            parent_id: %{type: :integer},
            level: %{type: :integer}
          }
        }
      },
      joins: %{
        # Snowflake pattern: nested star dimensions
        customer: %{
          type: :star_dimension,
          display_field: :name,
          joins: %{
            region: %{
              type: :star_dimension,
              display_field: :name,
              joins: %{
                country: %{type: :star_dimension, display_field: :name},
                sales_manager: %{type: :left, display_field: :name}
              }
            },
            customer_type: %{type: :star_dimension, display_field: :name}
          }
        },
        product: %{
          type: :star_dimension,
          display_field: :name,
          joins: %{
            category: %{
              type: :hierarchical,
              hierarchy_type: :adjacency_list,
              depth_limit: 5
            },
            brand: %{type: :star_dimension, display_field: :name},
            supplier: %{type: :star_dimension, display_field: :name}
          }
        }
      }
    }
  end
end

# Query snowflake schema
snowflake_selecto = Selecto.configure(SnowflakeSchemaExample.normalized_sales_domain(), conn)

geographic_analysis = snowflake_selecto
  |> Selecto.select([
    # Deep snowflake navigation
    "customer[region][country_display]",        # Country name
    "customer[region][country][continent]",     # Continent
    "customer[region][country][currency]",      # Currency
    "customer[region][sales_manager_display]",  # Regional manager
    "customer[customer_type_display]",          # Customer type
    "customer[customer_type][discount_rate]",   # Type-specific discount
    
    # Product snowflake navigation
    "product[category_path]",                   # Hierarchical category path
    "product[category_level]",                  # Category depth
    "product[brand_display]",                   # Brand name
    "product[supplier_display]",                # Supplier name
    
    # Aggregated measures
    {:func, "sum", ["sale_amount"]},
    {:func, "count", ["DISTINCT", "customer_id"]},
    {:func, "avg", ["sale_amount"]}
  ])
  |> Selecto.filter([
    {"customer[region][country][continent]", {:in, ["North America", "Europe"]}},
    {"customer[customer_type][discount_rate]", {:gte, 0.05}},
    {"product[category_level]", {:lte, 3}},
    {"product[brand][name]", {:not_null}}
  ])
  |> Selecto.group_by([
    "customer[region][country_display]",
    "customer[customer_type_display]",
    "product[category_path]", 
    "product[brand_display]"
  ])
  |> Selecto.execute()
Hierarchical Data Patterns
Adjacency List with Enhanced Features
defmodule AdvancedHierarchicalPatterns do
  def org_hierarchy_domain do
    %{
      name: "Advanced Organizational Hierarchy",
      source: %{
        source_table: "employees",
        primary_key: :id,
        fields: [:id, :name, :position, :department_id, :manager_id, :salary, :hire_date, :active],
        columns: %{
          id: %{type: :integer},
          name: %{type: :string},
          position: %{type: :string},
          department_id: %{type: :integer},
          manager_id: %{type: :integer},
          salary: %{type: :decimal, precision: 10, scale: 2},
          hire_date: %{type: :date},
          active: %{type: :boolean}
        },
        associations: %{
          manager: %{queryable: :employees, field: :manager, owner_key: :manager_id, related_key: :id},
          department: %{queryable: :departments, field: :department, owner_key: :department_id, related_key: :id},
          subordinates: %{queryable: :employees, field: :subordinates, owner_key: :id, related_key: :manager_id}
        }
      },
      schemas: %{
        departments: %{
          name: "Department",
          source_table: "departments", 
          fields: [:id, :name, :parent_department_id, :budget, :head_id],
          columns: %{
            id: %{type: :integer},
            name: %{type: :string},
            parent_department_id: %{type: :integer},
            budget: %{type: :decimal, precision: 12, scale: 2},
            head_id: %{type: :integer}
          },
          associations: %{
            parent_department: %{queryable: :departments, field: :parent_department, owner_key: :parent_department_id, related_key: :id},
            head: %{queryable: :employees, field: :head, owner_key: :head_id, related_key: :id}
          }
        }
      },
      joins: %{
        # Management hierarchy with enhanced features
        manager: %{
          type: :hierarchical,
          hierarchy_type: :adjacency_list,
          depth_limit: 8,
          path_separator: " → ",
          include_self: true,              # Include self in hierarchy calculations
          calculate_metrics: true,         # Enable automatic metric calculations
          subordinate_aggregation: true    # Aggregate subordinate data
        },
        # Department hierarchy
        department: %{
          type: :hierarchical,
          hierarchy_type: :adjacency_list,
          depth_limit: 5,
          joins: %{
            parent_department: %{type: :left},
            head: %{type: :left, display_field: :name}
          }
        }
      }
    }
  end
end

# Enhanced hierarchical queries
org_selecto = Selecto.configure(AdvancedHierarchicalPatterns.org_hierarchy_domain(), conn)

# Management hierarchy analysis with subordinate aggregation
management_metrics = org_selecto
  |> Selecto.select([
    "name",
    "position",
    
    # Hierarchy path information
    "manager_path",                    # Full path to CEO
    "manager_level",                   # Management level (0 = CEO)
    "manager_path_array",              # Array of manager IDs
    
    # Subordinate aggregations (calculated via CTE)
    "subordinates_direct_count",       # Direct reports
    "subordinates_total_count",        # All subordinates (all levels)
    "subordinates_avg_salary",         # Average subordinate salary
    "subordinates_total_salary",       # Total subordinate payroll
    "subordinates_max_level",          # Deepest subordinate level
    
    # Department hierarchy
    "department[name]",
    "department_path",                 # Department hierarchy path
    "department_level",                # Department depth
    "department[budget]",
    "department[head_display]",        # Department head name
    
    # Individual metrics
    "salary",
    "hire_date",
    
    # Calculated fields
    {:calc, "subordinates_total_salary", :add, "salary"},  # Total responsibility
    {:calc, "salary", :divide, "subordinates_avg_salary"} # Salary ratio
  ])
  |> Selecto.filter([
    {"active", true},
    {"manager_level", {:between, 1, 5}},       # Skip CEO, limit depth
    {"subordinates_direct_count", {:gte, 1}},  # Only managers
    {"department_level", {:lte, 3}}            # Top department levels
  ])
  |> Selecto.order_by([
    "department_level",
    "manager_level",
    {:desc, "subordinates_total_count"}
  ])
  |> Selecto.execute()
Materialized Path with Advanced Navigation
def content_hierarchy_domain do
  %{
    name: "Content Category Hierarchy",
    source: %{
      source_table: "articles",
      # ... article fields ...
      associations: %{
        category: %{queryable: :categories, field: :category, owner_key: :category_id, related_key: :id}
      }
    },
    schemas: %{
      categories: %{
        name: "Category",
        source_table: "categories",
        fields: [:id, :name, :path, :level, :parent_id, :sort_order, :active],
        columns: %{
          id: %{type: :integer},
          name: %{type: :string},
          path: %{type: :string},           # /tech/web-dev/frontend
          level: %{type: :integer},         # Calculated depth
          parent_id: %{type: :integer},
          sort_order: %{type: :integer},    # Manual ordering
          active: %{type: :boolean}
        }
      }
    },
    joins: %{
      category: %{
        type: :hierarchical,
        hierarchy_type: :materialized_path,
        path_field: :path,
        path_separator: "/",
        depth_limit: 10,
        enable_navigation: true,          # Enable ancestor/descendant queries
        enable_siblings: true,            # Enable sibling queries
        sort_field: :sort_order          # Custom sort order
      }
    }
  }
end

# Advanced path-based queries
content_selecto = Selecto.configure(content_hierarchy_domain(), conn)

category_navigation = content_selecto
  |> Selecto.select([
    "title",
    
    # Category hierarchy information
    "category[name]",
    "category_path",                    # Full category path
    "category_level",                   # Depth in hierarchy
    "category_ancestors",               # Array of ancestor names
    "category_path_array",              # Array of ancestor IDs
    
    # Navigation helpers
    "category_parent_name",             # Direct parent name
    "category_root_name",               # Root category name
    "category_siblings_count",          # Number of sibling categories
    "category_children_count",          # Number of child categories
    
    # Aggregations
    {:func, "count", ["*"]}
  ])
  |> Selecto.filter([
    # Path-based filtering
    {"category_path", {:like, "/technology/%"}},        # Technology branch
    {"category_level", {:between, 2, 4}},               # Specific depth range
    {"category_ancestors", {:contains, "programming"}},  # Has programming ancestor
    
    # Sibling and relationship filtering  
    {"category_siblings_count", {:gte, 2}},             # Has siblings
    {"category[active]", true}
  ])
  |> Selecto.group_by([
    "category[name]", "category_path", "category_level"
  ])
  |> Selecto.order_by([
    "category_level",
    "category[sort_order]",
    "category[name]"
  ])
  |> Selecto.execute()
Slowly Changing Dimensions
Handle dimension data that changes over time, maintaining historical accuracy.
Type 2 SCD (Historical Tracking)
def scd_customer_domain do
  %{
    name: "Customer SCD Type 2",
    source: %{
      # ... fact table ...
      associations: %{
        customer: %{queryable: :customer_scd, field: :customer, owner_key: :customer_key, related_key: :surrogate_key}
      }
    },
    schemas: %{
      customer_scd: %{
        name: "Customer SCD",
        source_table: "customer_dimension_scd",
        fields: [
          :surrogate_key, :natural_key, :name, :segment, :region,
          :effective_date, :expiration_date, :current_flag, :version
        ],
        columns: %{
          surrogate_key: %{type: :integer},    # Unique dimension key
          natural_key: %{type: :integer},      # Business key (customer ID)
          name: %{type: :string},
          segment: %{type: :string},
          region: %{type: :string},
          effective_date: %{type: :date},      # When this version became active
          expiration_date: %{type: :date},     # When this version expired
          current_flag: %{type: :boolean},     # Is this the current version?
          version: %{type: :integer}           # Version number
        }
      }
    },
    joins: %{
      customer: %{
        type: :star_dimension,
        display_field: :name,
        scd_type: 2,                         # Enable SCD Type 2 features
        effective_date_field: :effective_date,
        expiration_date_field: :expiration_date,
        current_flag_field: :current_flag,
        natural_key_field: :natural_key
      }
    }
  }
end

# SCD-aware queries
scd_selecto = Selecto.configure(scd_customer_domain(), conn)

# Point-in-time analysis
historical_analysis = scd_selecto
  |> Selecto.select([
    "customer[natural_key]",            # Business key
    "customer[name]", 
    "customer[segment]",
    "customer[version]",                # SCD version
    "customer[effective_date]",
    "customer[expiration_date]",
    {:func, "sum", ["sale_amount"]},
    {:func, "count", ["*"]}
  ])
  |> Selecto.filter([
    # Point-in-time filtering (automatically handled by SCD join)
    {"fact_date", {:between, ~D[2024-01-01], ~D[2024-12-31]}},
    
    # SCD-specific filters
    {"customer[current_flag]", true},           # Current version only
    # OR: {"customer[point_in_time]", ~D[2024-06-01]}, # Specific point in time
    
    {"customer[segment]", "Premium"}
  ])
  |> Selecto.group_by([
    "customer[natural_key]", "customer[name]", 
    "customer[segment]", "customer[version]"
  ])
  |> Selecto.execute()
Performance Optimization for OLAP
Aggregation Strategies
defmodule OLAPOptimization do
  # Pre-aggregated cube queries
  def build_aggregated_cube(selecto) do
    # Create summary cube for common queries
    monthly_summary = selecto
      |> Selecto.select([
        "date[year]",
        "date[month]",
        "customer[segment]",
        "product[category]",
        {:func, "sum", ["sale_amount"]},
        {:func, "sum", ["quantity"]},
        {:func, "count", ["*"]},
        {:func, "count", ["DISTINCT", "customer_id"]}
      ])
      |> Selecto.filter([
        {"date[year]", {:gte, 2022}}
      ])
      |> Selecto.group_by([
        "date[year]", "date[month]",
        "customer[segment]", "product[category]"
      ])
  end
  
  # Optimized dimension filtering
  def optimized_dimension_query(selecto) do
    selecto
    # 1. Most selective dimension filters first
    |> Selecto.filter([
      {"date[year]", 2024},                    # Highly selective time filter
      {"customer[segment]", "Premium"},         # Selective business filter
      {"product[category]", "Electronics"}     # Category filter
    ])
    # 2. Select only required dimensions
    |> Selecto.select([
      "customer[region]",
      "product[brand]",
      {:func, "sum", ["sale_amount"]}
    ])
    # 3. Group by dimensions only (not measures)
    |> Selecto.group_by(["customer[region]", "product[brand]"])
    # 4. Efficient ordering
    |> Selecto.order_by([{:desc, {:func, "sum", ["sale_amount"]}}])
    |> Selecto.limit(100)  # Top N for dashboard display
  end
  
  # Efficient hierarchy traversal
  def optimized_hierarchy_query(selecto) do
    selecto
    # Limit hierarchy depth early
    |> Selecto.filter([
      {"category_level", {:lte, 4}},          # Prevent deep recursion
      {"category[active]", true},             # Index-friendly filter
      {"category_path", {:like, "/tech/%"}}   # Path prefix for efficiency
    ])
    |> Selecto.select([
      "category[name]",
      "category_level",
      "category_path"
    ])
    |> Selecto.order_by(["category_level", "category[name]"])
  end
end
Database Index Recommendations
-- OLAP-optimized indexes

-- Star schema fact table indexes
CREATE INDEX idx_sales_facts_time_customer ON sales_facts(date_key, customer_key) 
  INCLUDE (sale_amount, quantity);
CREATE INDEX idx_sales_facts_product_store ON sales_facts(product_key, store_key)
  INCLUDE (sale_amount, quantity);

-- Dimension table indexes  
CREATE INDEX idx_customer_dim_segment_region ON customer_dimension(segment, region);
CREATE INDEX idx_product_dim_category_brand ON product_dimension(category, brand);
CREATE INDEX idx_date_dim_year_quarter ON date_dimension(year, quarter);

-- Hierarchy-specific indexes
CREATE INDEX idx_employees_manager_level ON employees(manager_id, level) WHERE active = true;
CREATE INDEX idx_categories_path_gin ON categories USING gin(path gin_trgm_ops);  -- For path searches
CREATE INDEX idx_categories_path_btree ON categories(path) WHERE active = true;

-- SCD indexes
CREATE INDEX idx_customer_scd_natural_current ON customer_dimension_scd(natural_key, current_flag)
  WHERE current_flag = true;
CREATE INDEX idx_customer_scd_effective ON customer_dimension_scd(effective_date, expiration_date);
This comprehensive guide provides the foundation for implementing sophisticated OLAP and hierarchical patterns using Selecto, enabling powerful analytical capabilities for business intelligence applications.
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This guide demonstrates real-world usage of Selecto's advanced features with practical examples for complex database scenarios.
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E-commerce Analytics
Domain Setup
defmodule ECommerceAnalytics do
  def domain do
    %{
      name: "E-commerce Sales Analytics",
      source: %{
        source_table: "orders",
        primary_key: :id,
        fields: [:id, :total, :status, :customer_id, :created_at, :updated_at],
        redact_fields: [],
        columns: %{
          id: %{type: :integer},
          total: %{type: :decimal},
          status: %{type: :string},
          customer_id: %{type: :integer},
          created_at: %{type: :utc_datetime},
          updated_at: %{type: :utc_datetime}
        },
        associations: %{
          customer: %{queryable: :customers, field: :customer, owner_key: :customer_id, related_key: :id},
          items: %{queryable: :order_items, field: :items, owner_key: :id, related_key: :order_id},
          payments: %{queryable: :payments, field: :payments, owner_key: :id, related_key: :order_id}
        }
      },
      schemas: %{
        customers: %{
          name: "Customer",
          source_table: "customers",
          fields: [:id, :name, :email, :region_id, :customer_type],
          redact_fields: [:email],
          columns: %{
            id: %{type: :integer},
            name: %{type: :string},
            email: %{type: :string},
            region_id: %{type: :integer},
            customer_type: %{type: :string}
          },
          associations: %{
            region: %{queryable: :regions, field: :region, owner_key: :region_id, related_key: :id}
          }
        },
        order_items: %{
          name: "Order Item",
          source_table: "order_items",
          fields: [:id, :quantity, :unit_price, :order_id, :product_id],
          redact_fields: [],
          columns: %{
            id: %{type: :integer},
            quantity: %{type: :integer},
            unit_price: %{type: :decimal},
            order_id: %{type: :integer},
            product_id: %{type: :integer}
          },
          associations: %{
            product: %{queryable: :products, field: :product, owner_key: :product_id, related_key: :id}
          }
        },
        products: %{
          name: "Product",
          source_table: "products",
          fields: [:id, :name, :category_id, :brand_id],
          redact_fields: [],
          columns: %{
            id: %{type: :integer},
            name: %{type: :string},
            category_id: %{type: :integer},
            brand_id: %{type: :integer}
          },
          associations: %{
            category: %{queryable: :categories, field: :category, owner_key: :category_id, related_key: :id},
            brand: %{queryable: :brands, field: :brand, owner_key: :brand_id, related_key: :id},
            tags: %{queryable: :product_tags, field: :tags, owner_key: :id, related_key: :product_id}
          }
        },
        categories: %{
          name: "Category",
          source_table: "categories",
          fields: [:id, :name, :parent_id, :path],
          redact_fields: [],
          columns: %{
            id: %{type: :integer},
            name: %{type: :string},
            parent_id: %{type: :integer},
            path: %{type: :string}
          }
        },
        brands: %{
          name: "Brand",
          source_table: "brands",
          fields: [:id, :name],
          redact_fields: [],
          columns: %{
            id: %{type: :integer},
            name: %{type: :string}
          }
        },
        product_tags: %{
          name: "Product Tag",
          source_table: "product_tags",
          fields: [:id, :name, :product_id],
          redact_fields: [],
          columns: %{
            id: %{type: :integer},
            name: %{type: :string},
            product_id: %{type: :integer}
          }
        },
        regions: %{
          name: "Region",
          source_table: "regions",
          fields: [:id, :name, :country_id],
          redact_fields: [],
          columns: %{
            id: %{type: :integer},
            name: %{type: :string},
            country_id: %{type: :integer}
          }
        }
      },
      joins: %{
        # Star schema dimension for analytics
        customer: %{type: :star_dimension, display_field: :name},
        
        # Standard joins for order details
        items: %{
          type: :left,
          joins: %{
            product: %{
              type: :star_dimension,
              display_field: :name,
              joins: %{
                # Hierarchical categories with materialized path
                category: %{
                  type: :hierarchical,
                  hierarchy_type: :materialized_path,
                  path_field: :path,
                  path_separator: "/"
                },
                brand: %{type: :star_dimension, display_field: :name},
                # Many-to-many product tagging
                tags: %{type: :tagging, tag_field: :name}
              }
            }
          }
        }
      },
      default_selected: ["id", "total", "created_at"],
      required_filters: [{"status", {:not_eq, "cancelled"}}]
    }
  end
end
Sales Analytics Queries
# Configure analytics domain
selecto = Selecto.configure(ECommerceAnalytics.domain(), conn)

# 1. Sales by Customer Region (Star Schema)
regional_sales = selecto
  |> Selecto.select([
    "customer[name]",
    "customer[region][name]",
    {:func, "sum", ["total"]},
    {:func, "count", ["*"]},
    {:func, "avg", ["total"]}
  ])
  |> Selecto.filter([
    {"created_at", {:between, ~D[2024-01-01], ~D[2024-12-31]}},
    {"customer[customer_type]", "premium"}
  ])
  |> Selecto.group_by(["customer[name]", "customer[region][name]"])
  |> Selecto.order_by([{:desc, {:func, "sum", ["total"]}}])
  |> Selecto.execute()

# 2. Product Category Hierarchy Analysis
category_performance = selecto
  |> Selecto.select([
    "items[product][category_display]",     # From star dimension
    "items[product][category_path]",        # From hierarchical path
    "items[product][category_level]",       # From CTE calculation
    {:func, "sum", ["items[quantity]"]},
    {:func, "sum", ["total"]}
  ])
  |> Selecto.filter([
    {"items[product][category_level]", {:lte, 3}},  # Only 3 levels deep
    {"total", {:gte, 50}}
  ])
  |> Selecto.group_by([
    "items[product][category_display]",
    "items[product][category_level]"
  ])
  |> Selecto.execute()

# 3. Tagged Product Analysis (Many-to-Many)
tagged_products = selecto
  |> Selecto.select([
    "items[product][name]",
    "items[product][tags_list]",            # Aggregated tag string
    {:func, "sum", ["items[quantity]"]},
    {:func, "avg", ["items[unit_price]"]}
  ])
  |> Selecto.filter([
    {"items[product][tags_filter]", "premium"},  # Faceted tag filter
    {"created_at", {:gte, ~D[2024-06-01]}}
  ])
  |> Selecto.group_by(["items[product][name]", "items[product][tags_list]"])
  |> Selecto.execute()
Content Management System
Hierarchical Content Categories
defmodule CMSContent do
  def domain do
    %{
      name: "Content Management System",
      source: %{
        source_table: "articles",
        primary_key: :id,
        fields: [:id, :title, :content, :author_id, :category_id, :published_at],
        columns: %{
          id: %{type: :integer},
          title: %{type: :string},
          content: %{type: :text},
          author_id: %{type: :integer},
          category_id: %{type: :integer},
          published_at: %{type: :utc_datetime}
        },
        associations: %{
          author: %{queryable: :users, field: :author, owner_key: :author_id, related_key: :id},
          category: %{queryable: :categories, field: :category, owner_key: :category_id, related_key: :id},
          tags: %{queryable: :article_tags, field: :tags, owner_key: :id, related_key: :article_id}
        }
      },
      schemas: %{
        categories: %{
          name: "Category",
          source_table: "categories",
          fields: [:id, :name, :parent_id],
          columns: %{
            id: %{type: :integer},
            name: %{type: :string},
            parent_id: %{type: :integer}
          }
        }
        # ... other schemas
      },
      joins: %{
        # Adjacency list hierarchy for content categories
        category: %{
          type: :hierarchical,
          hierarchy_type: :adjacency_list,
          depth_limit: 5
        },
        # Many-to-many tagging
        tags: %{type: :tagging, tag_field: :name}
      }
    }
  end
end

# Usage: Find all articles in category and subcategories
cms_selecto = Selecto.configure(CMSContent.domain(), conn)

articles_with_hierarchy = cms_selecto
  |> Selecto.select([
    "title",
    "author[name]",
    "category[name]",
    "category_path",      # From CTE: full path to root
    "category_level",     # From CTE: depth in hierarchy  
    "tags_list"           # Aggregated tags
  ])
  |> Selecto.filter([
    {:or, [
      {"category[name]", "Technology"},
      {"category_path_array", {:contains, "Technology"}}  # Any ancestor named "Technology"
    ]},
    {"published_at", {:not_null}},
    {"tags[name]", {:in, ["featured", "trending"]}}
  ])
  |> Selecto.order_by(["category_level", "published_at"])
  |> Selecto.execute()
Organizational Hierarchy
Employee Management with Multiple Hierarchy Patterns
defmodule OrganizationStructure do
  def domain do
    %{
      name: "Organization Management",
      source: %{
        source_table: "employees",
        primary_key: :id,
        fields: [:id, :name, :email, :department_id, :manager_id, :hire_date],
        columns: %{
          id: %{type: :integer},
          name: %{type: :string},
          email: %{type: :string},
          department_id: %{type: :integer},
          manager_id: %{type: :integer},
          hire_date: %{type: :date}
        },
        associations: %{
          manager: %{queryable: :employees, field: :manager, owner_key: :manager_id, related_key: :id},
          department: %{queryable: :departments, field: :department, owner_key: :department_id, related_key: :id},
          skills: %{queryable: :employee_skills, field: :skills, owner_key: :id, related_key: :employee_id}
        }
      },
      schemas: %{
        departments: %{
          name: "Department", 
          source_table: "departments",
          fields: [:id, :name, :parent_department_id],
          columns: %{
            id: %{type: :integer},
            name: %{type: :string},
            parent_department_id: %{type: :integer}
          }
        },
        employee_skills: %{
          name: "Employee Skill",
          source_table: "employee_skills", 
          fields: [:id, :skill_name, :employee_id],
          columns: %{
            id: %{type: :integer},
            skill_name: %{type: :string},
            employee_id: %{type: :integer}
          }
        }
      },
      joins: %{
        # Management hierarchy (self-referencing)
        manager: %{
          type: :hierarchical,
          hierarchy_type: :adjacency_list,
          depth_limit: 6  # CEO down to 6 levels
        },
        # Department hierarchy
        department: %{
          type: :hierarchical,  
          hierarchy_type: :adjacency_list,
          depth_limit: 4
        },
        # Employee skills (many-to-many)
        skills: %{type: :tagging, tag_field: :skill_name}
      }
    }
  end
end

# Usage: Complex organizational queries
org_selecto = Selecto.configure(OrganizationStructure.domain(), conn)

# 1. Management chain analysis
management_chain = org_selecto
  |> Selecto.select([
    "name",
    "manager_path",           # Full path to CEO
    "manager_level",          # Management level (0 = CEO)
    "department[name]", 
    "department_level",       # Department hierarchy level
    "skills_list"             # Aggregated skills
  ])
  |> Selecto.filter([
    {"manager_level", {:between, 1, 3}},  # Middle management only
    {"department[name]", {:like, "Engineering%"}},
    {"skills[skill_name]", {:in, ["leadership", "management"]}}
  ])
  |> Selecto.order_by(["manager_level", "department_level", "name"])
  |> Selecto.execute()

# 2. Department rollup with employee counts
department_summary = org_selecto
  |> Selecto.select([
    "department[name]",
    "department_path",        # Full department hierarchy path
    {:func, "count", ["*"]},  # Employee count
    {:func, "avg", [{:extract, "year", {:func, "age", ["hire_date"]}}]}, # Avg tenure
    {:array_agg, "skills_unique", ["skills[skill_name]"]}  # All unique skills
  ])
  |> Selecto.filter([
    {"hire_date", {:gte, ~D[2020-01-01]}},
    {"department_level", {:lte, 2}}  # Only top 2 department levels
  ])
  |> Selecto.group_by(["department[name]", "department_path"])
  |> Selecto.execute()
Business Intelligence Dashboard
Complex OLAP Queries with Multiple Dimensions
defmodule SalesDashboard do
  def sales_cube_domain do
    %{
      name: "Sales Analytics Cube",
      source: %{
        source_table: "sales_facts",
        primary_key: :id,
        fields: [:id, :sale_amount, :quantity, :sale_date, :customer_id, :product_id, :territory_id],
        columns: %{
          id: %{type: :integer},
          sale_amount: %{type: :decimal},
          quantity: %{type: :integer},
          sale_date: %{type: :date},
          customer_id: %{type: :integer},
          product_id: %{type: :integer},
          territory_id: %{type: :integer}
        },
        associations: %{
          customer: %{queryable: :customers, field: :customer, owner_key: :customer_id, related_key: :id},
          product: %{queryable: :products, field: :product, owner_key: :product_id, related_key: :id},
          territory: %{queryable: :territories, field: :territory, owner_key: :territory_id, related_key: :id},
          time: %{queryable: :time_dimension, field: :time, owner_key: :sale_date, related_key: :date_value}
        }
      },
      schemas: %{
        customers: %{
          name: "Customer Dimension",
          source_table: "customers",
          fields: [:id, :name, :segment, :region_id],
          columns: %{
            id: %{type: :integer},
            name: %{type: :string},
            segment: %{type: :string},
            region_id: %{type: :integer}
          },
          associations: %{
            region: %{queryable: :regions, field: :region, owner_key: :region_id, related_key: :id}
          }
        },
        products: %{
          name: "Product Dimension",
          source_table: "products",
          fields: [:id, :name, :category_id, :subcategory_id],
          columns: %{
            id: %{type: :integer},
            name: %{type: :string},
            category_id: %{type: :integer},
            subcategory_id: %{type: :integer}
          }
        },
        territories: %{
          name: "Territory Dimension",
          source_table: "territories",
          fields: [:id, :name, :country_id, :region_id],
          columns: %{
            id: %{type: :integer},
            name: %{type: :string},
            country_id: %{type: :integer},
            region_id: %{type: :integer}
          }
        },
        time_dimension: %{
          name: "Time Dimension",
          source_table: "time_dimension",
          fields: [:date_value, :year, :quarter, :month, :week, :day_name],
          columns: %{
            date_value: %{type: :date},
            year: %{type: :integer},
            quarter: %{type: :integer},
            month: %{type: :integer},
            week: %{type: :integer},
            day_name: %{type: :string}
          }
        }
      },
      joins: %{
        # All dimensions configured for OLAP
        customer: %{type: :star_dimension, display_field: :name},
        product: %{type: :star_dimension, display_field: :name},  
        territory: %{type: :star_dimension, display_field: :name},
        time: %{type: :star_dimension, display_field: :date_value}
      }
    }
  end
end

# Usage: Complex OLAP dashboard queries
dashboard_selecto = Selecto.configure(SalesDashboard.sales_cube_domain(), conn)

# 1. Multi-dimensional sales cube
sales_cube = dashboard_selecto
  |> Selecto.select([
    # Dimensions
    "time[year]",
    "time[quarter]", 
    "customer[segment]",
    "product[category][name]",
    "territory[country][name]",
    
    # Measures
    {:func, "sum", ["sale_amount"]},
    {:func, "sum", ["quantity"]},
    {:func, "count", ["*"]},
    {:func, "avg", ["sale_amount"]},
    
    # Advanced calculations
    {:func, "sum", ["sale_amount"]} / {:func, "sum", ["quantity"]}, # Avg unit price
    {:window, "rank", [], {:over, ["sale_amount"], :desc}}  # Ranking
  ])
  |> Selecto.filter([
    {"time[year]", {:in, [2023, 2024]}},
    {"customer[segment]", {:not_eq, "test"}},
    {"sale_amount", {:gt, 0}}
  ])
  |> Selecto.group_by([
    "time[year]", "time[quarter]",
    "customer[segment]",
    "product[category][name]", 
    "territory[country][name]"
  ])
  |> Selecto.order_by([
    "time[year]", "time[quarter]",
    {:desc, {:func, "sum", ["sale_amount"]}}
  ])
  |> Selecto.execute()

# 2. Time-based trend analysis with CTEs
alias Selecto.Builder.Cte

# Create base CTE for monthly sales
monthly_base = dashboard_selecto
  |> Selecto.select([
    "time[year]",
    "time[month]",
    "customer[segment]",
    {:func, "sum", ["sale_amount"]},
    {:func, "count", ["*"]}
  ])
  |> Selecto.filter([{"time[year]", 2024}])
  |> Selecto.group_by(["time[year]", "time[month]", "customer[segment]"])

{monthly_cte, monthly_params} = Cte.build_cte_from_selecto("monthly_sales", monthly_base)

# Main query with month-over-month comparison
trend_query = [
  "SELECT ",
    "m1.year, m1.month, m1.customer_segment,",
    "m1.sale_amount as current_month,",
    "m2.sale_amount as previous_month,",
    "((m1.sale_amount - m2.sale_amount) / m2.sale_amount * 100) as growth_percentage ",
  "FROM monthly_sales m1 ",
  "LEFT JOIN monthly_sales m2 ON m1.customer_segment = m2.customer_segment ",
    "AND m1.year = m2.year AND m1.month = m2.month + 1 ",
  "ORDER BY m1.year, m1.month, growth_percentage DESC"
]

{final_query, final_params} = Cte.integrate_ctes_with_query(
  [{monthly_cte, monthly_params}],
  trend_query,
  []
)

# Execute trend analysis
{trend_sql, trend_params} = Selecto.SQL.Params.finalize(final_query)
{:ok, %Postgrex.Result{rows: rows}} = Postgrex.query(conn, trend_sql, trend_params)
Complex CTE Patterns
Recursive Hierarchies with Business Logic
defmodule ComplexCTEExamples do
  def build_territory_hierarchy(conn, root_territory_id) do
    alias Selecto.Builder.Cte
    
    # Base case: Root territory
    base_cte_sql = [
      "SELECT id, name, parent_id, 1 as level, ",
      "CAST(name as TEXT) as path, ",
      "ARRAY[id] as territory_path ",
      "FROM territories WHERE id = ", {:param, root_territory_id}
    ]
    
    # Recursive case: Child territories  
    recursive_cte_sql = [
      "SELECT t.id, t.name, t.parent_id, h.level + 1, ",
      "h.path || ' -> ' || t.name, ",
      "h.territory_path || t.id ",
      "FROM territories t JOIN territory_hierarchy h ON t.parent_id = h.id ",
      "WHERE h.level < ", {:param, 5}
    ]
    
    {recursive_cte, params} = Cte.build_recursive_cte(
      "territory_hierarchy",
      base_cte_sql, [root_territory_id],
      recursive_cte_sql, [5]
    )
    
    # Main query: Sales rollup by territory level
    main_query = [
      "SELECT ",
        "h.level, h.name, h.path, ",
        "COALESCE(SUM(s.sale_amount), 0) as total_sales, ",
        "COUNT(s.id) as sale_count, ",
        "AVG(s.sale_amount) as avg_sale ",
      "FROM territory_hierarchy h ",
      "LEFT JOIN sales_facts s ON s.territory_id = ANY(h.territory_path) ",
      "WHERE s.sale_date >= ", {:param, ~D[2024-01-01]}, " ",
      "GROUP BY h.level, h.name, h.path ",
      "ORDER BY h.level, total_sales DESC"
    ]
    
    {complete_query, combined_params} = Cte.integrate_ctes_with_query(
      [{recursive_cte, params}],
      main_query,
      [~D[2024-01-01]]
    )
    
    {sql, final_params} = Selecto.SQL.Params.finalize(complete_query)
    Postgrex.query(conn, sql, final_params)
  end
  
  def build_customer_lifetime_value_analysis(conn) do
    alias Selecto.Builder.Cte
    
    # CTE 1: Customer first purchase date
    first_purchase_sql = [
      "SELECT customer_id, MIN(sale_date) as first_purchase ",
      "FROM sales_facts ",
      "GROUP BY customer_id"
    ]
    {first_purchase_cte, _} = Cte.build_cte("first_purchases", first_purchase_sql, [])
    
    # CTE 2: Customer purchase summary by month
    monthly_purchases_sql = [
      "SELECT ",
        "s.customer_id, ",
        "DATE_TRUNC('month', s.sale_date) as month, ",
        "SUM(s.sale_amount) as monthly_total, ",
        "COUNT(*) as purchase_count ",
      "FROM sales_facts s ",
      "WHERE s.sale_date >= ", {:param, ~D[2023-01-01]}, " ",
      "GROUP BY s.customer_id, DATE_TRUNC('month', s.sale_date)"
    ]
    {monthly_cte, monthly_params} = Cte.build_cte("monthly_purchases", monthly_purchases_sql, [~D[2023-01-01]])
    
    # Main query: Customer lifetime value with cohort analysis
    main_query = [
      "SELECT ",
        "c.name as customer_name, ",
        "DATE_TRUNC('month', fp.first_purchase) as cohort_month, ",
        "SUM(mp.monthly_total) as lifetime_value, ",
        "COUNT(mp.month) as active_months, ",
        "AVG(mp.monthly_total) as avg_monthly_spend, ",
        "MAX(mp.month) as last_purchase_month ",
      "FROM customers c ",
      "JOIN first_purchases fp ON c.id = fp.customer_id ",
      "LEFT JOIN monthly_purchases mp ON c.id = mp.customer_id ",
      "GROUP BY c.id, c.name, fp.first_purchase ",
      "HAVING SUM(mp.monthly_total) > ", {:param, 1000}, " ",
      "ORDER BY lifetime_value DESC"
    ]
    
    all_ctes = [
      {first_purchase_cte, []},
      {monthly_cte, monthly_params}
    ]
    
    {complete_query, combined_params} = Cte.integrate_ctes_with_query(
      all_ctes,
      main_query,
      [1000]
    )
    
    {sql, final_params} = Selecto.SQL.Params.finalize(complete_query)
    Postgrex.query(conn, sql, final_params)
  end
end
Performance Optimization
Efficient Join Ordering and Filtering
defmodule PerformanceOptimization do
  # Best practices for complex queries
  
  def optimized_analytics_query(selecto) do
    selecto
    # 1. Apply most selective filters first
    |> Selecto.filter([
      {"sale_date", {:between, ~D[2024-01-01], ~D[2024-12-31]}},  # Date range first
      {"sale_amount", {:gt, 100}},                                # Value filter
      {"customer[segment]", "premium"}                            # Dimension filter
    ])
    # 2. Select only needed columns
    |> Selecto.select([
      "customer[name]",
      "product[category]", 
      {:func, "sum", ["sale_amount"]},
      {:func, "count", ["*"]}
    ])
    # 3. Group by dimensions (not measures)
    |> Selecto.group_by(["customer[name]", "product[category]"])
    # 4. Order by aggregated values for top-N queries
    |> Selecto.order_by([{:desc, {:func, "sum", ["sale_amount"]}}])
    |> Selecto.limit(100)  # Limit results for pagination
  end
  
  def efficient_hierarchy_query(selecto) do
    # For hierarchical queries, filter early to reduce CTE recursion
    selecto
    |> Selecto.filter([
      # Limit hierarchy depth early
      {"category_level", {:lte, 3}},
      # Filter on indexed columns
      {"active", true},
      {"updated_at", {:gte, ~D[2024-01-01]}}
    ])
    |> Selecto.select([
      "name",
      "category_path",
      "category_level"
    ])
    |> Selecto.order_by(["category_level", "name"])
  end
  
  def batch_processing_pattern(selecto, batch_size \\ 1000) do
    # Process large datasets in batches
    total_count = selecto
      |> Selecto.select([{:func, "count", ["*"]}])
      |> Selecto.execute()
      |> List.first()
      |> List.first()
    
    0..(div(total_count, batch_size))
    |> Enum.map(fn batch_num ->
      offset = batch_num * batch_size
      
      selecto
      |> Selecto.select(["id", "name", "customer[segment]"])
      |> Selecto.order_by(["id"])  # Consistent ordering
      |> Selecto.limit(batch_size)
      |> Selecto.offset(offset)
      |> Selecto.execute()
    end)
  end
end
Troubleshooting Common Issues
Domain Configuration Validation
defmodule SelectoValidation do
  def validate_domain(domain) do
    # Check required fields
    required_keys = [:name, :source, :schemas, :joins]
    missing_keys = required_keys -- Map.keys(domain)
    
    if missing_keys != [] do
      {:error, "Missing required domain keys: #{inspect(missing_keys)}"}
    else
      validate_source_schema(domain.source)
    end
  end
  
  defp validate_source_schema(source) do
    required_source_keys = [:source_table, :primary_key, :fields, :columns]
    missing_keys = required_source_keys -- Map.keys(source)
    
    if missing_keys != [] do
      {:error, "Missing required source keys: #{inspect(missing_keys)}"}
    else
      # Validate that all fields have corresponding columns
      field_column_mismatch = Enum.reject(source.fields, fn field ->
        Map.has_key?(source.columns, field)
      end)
      
      if field_column_mismatch != [] do
        {:error, "Fields without column definitions: #{inspect(field_column_mismatch)}"}
      else
        {:ok, "Domain validation passed"}
      end
    end
  end
end
Common Error Patterns
# ❌ Incorrect - Missing column definitions
domain = %{
  source: %{
    source_table: "users",
    fields: [:id, :name, :email]
    # Missing columns!
  }
}

# ✅ Correct - Complete column definitions
domain = %{
  source: %{
    source_table: "users", 
    fields: [:id, :name, :email],
    columns: %{
      id: %{type: :integer},
      name: %{type: :string},
      email: %{type: :string}
    }
  }
}

# ❌ Incorrect - Missing schema name
schemas: %{
  users: %{
    source_table: "users",
    # Missing name!
    fields: [...]
  }
}

# ✅ Correct - Include schema name
schemas: %{
  users: %{
    name: "User",  # Required!
    source_table: "users",
    fields: [...]
  }
}
This guide demonstrates how to leverage Selecto's advanced features for real-world applications. The patterns shown here are production-tested and optimized for performance and maintainability.
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Array operations support for PostgreSQL array functionality.
Provides comprehensive support for array construction, aggregation, manipulation,
testing, and unnesting operations. Works with PostgreSQL native array types
and provides type-safe operations for array columns.
Examples
# Array aggregation
selecto
|> Selecto.select([
    "category.name",
    {:array_agg, "film.title", as: "films"},
    {:array_length, {:array_agg, "film.film_id"}, 1, as: "film_count"}
  ])
|> Selecto.group_by(["category.category_id", "category.name"])

# Array filtering
selecto
|> Selecto.filter([
    {:array_contains, "film.special_features", ["Trailers"]},
    {:array_overlap, "film.special_features", ["Deleted Scenes", "Behind the Scenes"]}
  ])

# Array unnesting
selecto
|> Selecto.select(["film.title", "feature"])
|> Selecto.unnest("film.special_features", as: "feature")
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# Array contains
create_array_filter(:array_contains, "tags", ["featured", "new"])

# Array overlap
create_array_filter(:array_overlap, "categories", ["electronics", "computers"])

  



    

  
    
      
      Link to this function
    
    create_array_operation(operation, column, opts \\ [])



  


  

Create an array aggregation operation specification.

  
  examples

  
  Examples


# Simple array aggregation
create_array_operation(:array_agg, "film.title", as: "film_titles")

# Array aggregation with DISTINCT
create_array_operation(:array_agg, "actor.name", distinct: true, as: "unique_actors")

# Array aggregation with ORDER BY
create_array_operation(:array_agg, "film.title", 
  order_by: [{"film.release_year", :desc}], 
  as: "films_by_year")
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# Get array length at dimension 1
create_array_size(:array_length, "tags", 1, as: "tag_count")

# Get array cardinality (total number of elements)
create_array_size(:cardinality, "matrix", as: "total_elements")
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# Unnest array column
create_unnest("special_features", as: "feature")

# Unnest with ordinality
create_unnest("tags", with_ordinality: true, as: "tag")
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Specification for array operations in SELECT, WHERE, and other clauses.
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  column: String.t() | tuple(),
  dimension: integer() | nil,
  distinct: boolean(),
  id: String.t(),
  operation: operation_type(),
  options: map(),
  order_by: list() | nil,
  validated: boolean(),
  value: term() | nil
}


      



  


        

      



  

    
Selecto.Advanced.CTE 
    



      
Common Table Expression (CTE) support for PostgreSQL WITH clauses.
Provides comprehensive support for non-recursive and recursive CTEs, enabling
hierarchical queries, query modularity, and complex data processing patterns.
Examples
# Non-recursive CTE
selecto
|> Selecto.with_cte("high_value_customers", fn ->
    Selecto.configure(customer_domain, connection)
    |> Selecto.select(["customer_id", "first_name", "last_name"])
    |> Selecto.aggregate([{"payment.amount", :sum, as: "total_spent"}])
    |> Selecto.join(:inner, "payment", on: "customer.customer_id = payment.customer_id")
    |> Selecto.group_by(["customer.customer_id", "customer.first_name", "customer.last_name"])
    |> Selecto.having([{"total_spent", {:>, 100}}])
  end)
|> Selecto.select(["film.title", "high_value_customers.first_name"])
|> Selecto.join(:inner, "high_value_customers", 
    on: "rental.customer_id = high_value_customers.customer_id")

# Recursive CTE for hierarchical data
selecto
|> Selecto.with_recursive_cte("org_hierarchy",
    base_query: fn ->
      # Anchor: top-level managers
      Selecto.configure(employee_domain, connection)
      |> Selecto.select(["employee_id", "name", "manager_id", {:literal, 0, as: "level"}])
      |> Selecto.filter([{"manager_id", nil}])
    end,
    recursive_query: fn cte ->
      # Recursive: employees under each manager
      Selecto.configure(employee_domain, connection)
      |> Selecto.select(["employee.employee_id", "employee.name", "employee.manager_id", 
                        {:func, "org_hierarchy.level + 1", as: "level"}])
      |> Selecto.join(:inner, cte, on: "employee.manager_id = org_hierarchy.employee_id")
    end
  )

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Functions
  


    
      
        create_cte(name, query_builder, opts \\ [])

      


        Create a non-recursive CTE specification.



    


    
      
        create_recursive_cte(name, opts)

      


        Create a recursive CTE specification.



    


    
      
        detect_circular_dependencies(ctes)

      


        Detect circular dependencies in a list of CTEs.



    


    
      
        validate_cte(spec)

      


        Validate a CTE specification.



    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


    

  
    
      
      Link to this function
    
    create_cte(name, query_builder, opts \\ [])



  


  

Create a non-recursive CTE specification.

  
  parameters

  
  Parameters


	name - CTE name for the WITH clause
	query_builder - Function that returns a Selecto query
	opts - Options including :columns, :dependencies


  
  examples

  
  Examples


# Simple CTE
CTE.create_cte("active_customers", fn ->
  Selecto.configure(customer_domain, connection)
  |> Selecto.filter([{"active", true}])
end)

# CTE with explicit columns
CTE.create_cte("customer_stats", 
  fn ->
    Selecto.configure(customer_domain, connection)
    |> Selecto.select(["customer_id", {:func, "COUNT", ["rental_id"], as: "rental_count"}])
    |> Selecto.join(:left, "rental", on: "customer.customer_id = rental.customer_id")
    |> Selecto.group_by(["customer_id"])
  end,
  columns: ["customer_id", "rental_count"]
)

  



  
    
      
      Link to this function
    
    create_recursive_cte(name, opts)



  


  

Create a recursive CTE specification.

  
  parameters

  
  Parameters


	name - CTE name for the WITH clause
	base_query - Function that returns the anchor query
	recursive_query - Function that takes the CTE reference and returns recursive query
	opts - Options including :columns, :dependencies


  
  examples

  
  Examples


# Hierarchical employee structure
CTE.create_recursive_cte("employee_hierarchy",
  base_query: fn ->
    # Anchor: top-level managers
    Selecto.configure(employee_domain, connection)
    |> Selecto.select(["employee_id", "name", "manager_id", {:literal, 0, as: "level"}])
    |> Selecto.filter([{"manager_id", nil}])
  end,
  recursive_query: fn cte_ref ->
    # Recursive: subordinates
    Selecto.configure(employee_domain, connection)
    |> Selecto.select(["employee.employee_id", "employee.name", "employee.manager_id",
                      {:func, "employee_hierarchy.level + 1", as: "level"}])
    |> Selecto.join(:inner, cte_ref, on: "employee.manager_id = employee_hierarchy.employee_id")
  end
)

  



  
    
      
      Link to this function
    
    detect_circular_dependencies(ctes)



  


  

Detect circular dependencies in a list of CTEs.
Returns {:error, cycle} if a circular dependency is found,
{:ok, ordered_ctes} if CTEs can be ordered for execution.

  



  
    
      
      Link to this function
    
    validate_cte(spec)



  


  

Validate a CTE specification.
Ensures the CTE name is valid, queries are properly formed,
and dependencies don't create circular references.

  


        

      



  

    
Selecto.Advanced.CTE.Spec 
    



      
Specification for Common Table Expression definitions.

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Types
  


    
      
        cte_type()

      


    


    
      
        t()

      


    





      


      
        
          
            
            Anchor for this section
          
Types
        

        


  
    
      
      Link to this type
    
    cte_type()



  


  

      

          @type cte_type() :: :normal | :recursive


      



  



  
    
      
      Link to this type
    
    t()



  


  

      

          @type t() :: %Selecto.Advanced.CTE.Spec{
  base_query: (-> struct()) | nil,
  columns: [String.t()] | nil,
  dependencies: [String.t()],
  id: String.t(),
  name: String.t(),
  query_builder: (-> struct()) | nil,
  recursive_query: (struct() -> struct()) | nil,
  type: cte_type(),
  validated: boolean()
}


      



  


        

      



  

    
Selecto.Advanced.CaseExpression 
    



      
CASE expression support for PostgreSQL conditional logic.
Provides comprehensive support for both simple and searched CASE expressions,
enabling conditional data transformation within SELECT clauses.
Examples
# Simple CASE expression
selecto
|> Selecto.select([
    "film.title",
    {:case, "film.rating",
      when: [
        {"G", "General Audience"},
        {"PG", "Parental Guidance"},
        {"PG-13", "Parents Strongly Cautioned"},
        {"R", "Restricted"}
      ],
      else: "Not Rated",
      as: "rating_description"
    }
  ])

# Searched CASE expression
selecto
|> Selecto.select([
    "customer.first_name",
    {:case_when, [
        {[{"payment_total", {:>, 100}}], "Premium"},
        {[{"payment_total", {:between, 50, 100}}], "Standard"},
        {[{"payment_total", {:>, 0}}], "Basic"}
      ],
      else: "No Purchases",
      as: "customer_tier"
    }
  ])

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Functions
  


    
      
        create_searched_case(when_clauses, opts \\ [])

      


        Create a searched CASE expression specification.



    


    
      
        create_simple_case(column, when_clauses, opts \\ [])

      


        Create a simple CASE expression specification.



    


    
      
        validate_case(spec)

      


        Validate a CASE expression specification.
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      Link to this function
    
    create_searched_case(when_clauses, opts \\ [])



  


  

Create a searched CASE expression specification.

  
  parameters

  
  Parameters


	when_clauses - List of {conditions, result} tuples
	opts - Options including :else, :as


  
  examples

  
  Examples


# Searched CASE with multiple conditions
CaseExpression.create_searched_case([
  {[{"payment_total", {:>, 100}}], "Premium"},
  {[{"payment_total", {:between, 50, 100}}], "Standard"},
  {[{"payment_total", {:>, 0}}], "Basic"}
], else: "No Purchases", as: "customer_tier")

  



    

  
    
      
      Link to this function
    
    create_simple_case(column, when_clauses, opts \\ [])



  


  

Create a simple CASE expression specification.

  
  parameters

  
  Parameters


	column - Column to test against
	when_clauses - List of {value, result} tuples
	opts - Options including :else, :as


  
  examples

  
  Examples


# Simple CASE with alias
CaseExpression.create_simple_case("film.rating", [
  {"G", "General Audience"},
  {"PG", "Parental Guidance"},
  {"R", "Restricted"}
], else: "Not Rated", as: "rating_description")

  



  
    
      
      Link to this function
    
    validate_case(spec)



  


  

Validate a CASE expression specification.
Ensures the CASE expression structure is valid and all conditions are properly formed.

  


        

      



  

    
Selecto.Advanced.CaseExpression.Spec 
    



      
Specification for CASE expression definitions.
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    Types
  


    
      
        case_type()

      


    


    
      
        t()

      


    


    
      
        when_clause()
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      Link to this type
    
    case_type()



  


  

      

          @type case_type() :: :simple | :searched


      



  



  
    
      
      Link to this type
    
    t()



  


  

      

          @type t() :: %Selecto.Advanced.CaseExpression.Spec{
  alias: String.t() | nil,
  column: String.t() | nil,
  else_clause: any() | nil,
  id: String.t(),
  type: case_type(),
  validated: boolean(),
  when_clauses: [when_clause()]
}


      



  



  
    
      
      Link to this type
    
    when_clause()



  


  

      

          @type when_clause() :: {any(), any()} | {[{String.t(), any()}], any()}


      



  


        

      



  

    
Selecto.Advanced.JsonOperations 
    



      
JSON operations support for PostgreSQL JSON and JSONB functionality.
Provides comprehensive support for JSON path queries, aggregation, manipulation,
and testing functions. Works with both JSON and JSONB column types with 
automatic type detection and optimization.
Examples
# JSON path extraction
selecto
|> Selecto.select([
    {:json_extract, "metadata", "$.category", as: "category"},
    {:json_extract, "metadata", "$.specs.weight", as: "weight"}
  ])

# JSON aggregation
selecto
|> Selecto.select([
    {:json_agg, "product_name", as: "products"},
    {:json_object_agg, "product_id", "price", as: "price_map"}
  ])
|> Selecto.group_by(["category"])

# JSON filtering
selecto
|> Selecto.filter([
    {:json_contains, "metadata", %{"category" => "electronics"}},
    {:json_path_exists, "metadata", "$.specs.warranty"}
  ])

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Functions
  


    
      
        create_json_operation(operation, column, opts \\ [])

      


        Create a JSON extraction operation specification.



    


    
      
        filter_operation?(operation)

      


        Determine if an operation is suitable for WHERE clauses.



    


    
      
        select_operation?(operation)

      


        Determine if an operation is suitable for SELECT clauses.



    


    
      
        validate_json_operation(spec)

      


        Validate a JSON operation specification.
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      Link to this function
    
    create_json_operation(operation, column, opts \\ [])



  


  

Create a JSON extraction operation specification.

  



  
    
      
      Link to this function
    
    filter_operation?(operation)



  


  

Determine if an operation is suitable for WHERE clauses.

  



  
    
      
      Link to this function
    
    select_operation?(operation)



  


  

Determine if an operation is suitable for SELECT clauses.

  



  
    
      
      Link to this function
    
    validate_json_operation(spec)



  


  

Validate a JSON operation specification.

  


        

      



  

    
Selecto.Advanced.JsonOperations.Spec 
    



      
Specification for JSON operations in SELECT, WHERE, and other clauses.
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    Types
  


    
      
        operation_type()

      


    


    
      
        t()

      


    





      


      
        
          
            
            Anchor for this section
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      Link to this type
    
    operation_type()



  


  

      

          @type operation_type() ::
  :json_extract
  | :json_extract_text
  | :json_extract_path
  | :json_extract_path_text
  | :json_contains
  | :json_contained
  | :json_exists
  | :json_path_exists
  | :json_agg
  | :json_object_agg
  | :jsonb_agg
  | :jsonb_object_agg
  | :json_build_object
  | :json_build_array
  | :jsonb_build_object
  | :jsonb_build_array
  | :json_set
  | :jsonb_set
  | :json_insert
  | :jsonb_insert
  | :json_remove
  | :jsonb_delete
  | :jsonb_delete_path
  | :json_typeof
  | :jsonb_typeof
  | :json_array_length
  | :jsonb_array_length


      



  



  
    
      
      Link to this type
    
    t()



  


  

      

          @type t() :: %Selecto.Advanced.JsonOperations.Spec{
  alias: String.t() | nil,
  column: String.t(),
  id: String.t(),
  key_field: String.t() | nil,
  operation: operation_type(),
  options: map(),
  path: String.t() | nil,
  validated: boolean(),
  value: term() | nil,
  value_field: String.t() | nil
}


      



  


        

      



  

    
Selecto.Advanced.LateralJoin 
    



      
LATERAL join support for correlated subqueries and advanced join patterns.
LATERAL joins allow the right side of a join to reference columns from the 
left side, enabling powerful correlated subquery patterns that are not 
possible with standard joins.
Examples
# Basic LATERAL join with correlated subquery
selecto
|> Selecto.lateral_join(
  :left,
  fn base_query ->
    Selecto.configure(rental_domain, connection)
    |> Selecto.select([{:func, "COUNT", ["*"], as: "rental_count"}])
    |> Selecto.filter([{"customer_id", {:ref, "customer.customer_id"}}])
    |> Selecto.filter([{"rental_date", {:>, {:func, "CURRENT_DATE - INTERVAL '30 days'"}}}])
  end,
  as: "recent_rentals"
)

# LATERAL join with table function
selecto
|> Selecto.lateral_join(
  :inner,
  {:unnest, "film.special_features"},
  as: "features"
)
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          Summary
        


  
    Functions
  


    
      
        create_lateral_join(join_type, subquery_builder_or_function, alias_name, opts \\ [])

      


        Create a LATERAL join specification.



    


    
      
        validate_correlations(spec, base_selecto)

      


        Validate LATERAL join correlations against the base query.
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      Link to this function
    
    create_lateral_join(join_type, subquery_builder_or_function, alias_name, opts \\ [])



  


  

Create a LATERAL join specification.

  
  parameters

  
  Parameters


	join_type - Type of join (:left, :inner, :right, :full)
	subquery_builder - Function that builds the correlated subquery
	alias_name - Alias for the LATERAL join results
	opts - Additional options


  
  examples

  
  Examples


# Correlated subquery LATERAL join
lateral_spec = LateralJoin.create_lateral_join(
  :left,
  fn base_query ->
    rental_query
    |> Selecto.filter([{"customer_id", {:ref, "customer.customer_id"}}])
    |> Selecto.limit(5)
  end,
  "recent_rentals"
)

# Table function LATERAL join  
lateral_spec = LateralJoin.create_lateral_join(
  :inner,
  {:unnest, "film.special_features"},
  "features"
)

  



  
    
      
      Link to this function
    
    validate_correlations(spec, base_selecto)



  


  

Validate LATERAL join correlations against the base query.
Ensures that all correlation references in the LATERAL subquery
refer to valid columns in the parent/left-side tables.

  


        

      



  

    
Selecto.Advanced.LateralJoin.Spec 
    



      
Specification for a LATERAL join operation.
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    Types
  


    
      
        correlation_ref()

      


    


    
      
        join_type()

      


    


    
      
        subquery_builder()

      


    


    
      
        t()

      


    


    
      
        table_function()
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      Link to this type
    
    correlation_ref()



  


  

      

          @type correlation_ref() :: {:ref, String.t()}


      



  



  
    
      
      Link to this type
    
    join_type()



  


  

      

          @type join_type() :: :left | :inner | :right | :full


      



  



  
    
      
      Link to this type
    
    subquery_builder()



  


  

      

          @type subquery_builder() :: (Selecto.t() -> Selecto.t())


      



  



  
    
      
      Link to this type
    
    t()



  


  

      

          @type t() :: %Selecto.Advanced.LateralJoin.Spec{
  alias: String.t(),
  correlation_refs: [correlation_ref()],
  id: String.t(),
  join_type: join_type(),
  subquery_builder: subquery_builder() | nil,
  table_function: table_function() | nil,
  validated: boolean()
}


      



  



  
    
      
      Link to this type
    
    table_function()



  


  

      

          @type table_function() :: {:unnest, String.t()} | {:function, atom(), [term()]}


      



  


        

      



  

    
Selecto.Advanced.ValuesClause 
    



      
VALUES clause support for inline table generation and data transformations.
VALUES clauses allow creating inline tables from literal data, useful for
lookup tables, data transformations, and testing scenarios.
Examples
# Basic VALUES table
selecto
|> Selecto.with_values([
    ["PG", "Family Friendly", 1],
    ["PG-13", "Teen", 2],
    ["R", "Adult", 3]
  ], 
  columns: ["rating_code", "description", "sort_order"],
  as: "rating_lookup"
)

# Map-based VALUES
selecto
|> Selecto.with_values([
    %{month: 1, name: "January", days: 31},
    %{month: 2, name: "February", days: 28},
    %{month: 3, name: "March", days: 31}
  ], as: "months")
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          Summary
        


  
    Functions
  


    
      
        create_values_clause(data, opts \\ [])

      


        Create a VALUES clause specification.



    


    
      
        validate_and_process_data(spec, explicit_columns)

      


        Validate VALUES clause data and infer column information.
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      Link to this function
    
    create_values_clause(data, opts \\ [])



  


  

Create a VALUES clause specification.

  
  parameters

  
  Parameters


	data - List of data rows (lists or maps)
	opts - Options including :columns, :as (alias)


  
  examples

  
  Examples


# List of lists format
ValuesClause.create_values_clause([
  ["PG", "Family", 1],
  ["R", "Adult", 3]
], columns: ["code", "desc", "order"], as: "ratings")

# Map format (columns inferred)
ValuesClause.create_values_clause([
  %{id: 1, name: "Alice"},
  %{id: 2, name: "Bob"}
], as: "users")

  



  
    
      
      Link to this function
    
    validate_and_process_data(spec, explicit_columns)



  


  

Validate VALUES clause data and infer column information.
Ensures data consistency and infers column names and types.

  


        

      



  

    
Selecto.Advanced.ValuesClause.Spec 
    



      
Specification for a VALUES clause operation.
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    Types
  


    
      
        column_spec()

      


    


    
      
        data_row()

      


    


    
      
        t()

      


    





      


      
        
          
            
            Anchor for this section
          
Types
        

        


  
    
      
      Link to this type
    
    column_spec()



  


  

      

          @type column_spec() :: String.t() | atom()


      



  



  
    
      
      Link to this type
    
    data_row()



  


  

      

          @type data_row() :: [term()] | map()


      



  



  
    
      
      Link to this type
    
    t()



  


  

      

          @type t() :: %Selecto.Advanced.ValuesClause.Spec{
  alias: String.t(),
  column_types: map(),
  columns: [column_spec()],
  data: [data_row()],
  data_type: :list_of_lists | :list_of_maps,
  id: String.t(),
  validated: boolean()
}


      



  


        

      



  

    
Selecto.AutoPivot 
    



      
Automatic pivot detection and application for Selecto queries.
When querying with fields from joined tables only (no source table fields),
this module can automatically pivot the query to use the joined table as the
source, which can be more efficient.
Auto-pivot is typically used with prevent_denormalization mode in detail views.
Aggregate views handle joins naturally through GROUP BY and don't need pivoting.
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    Functions
  


    
      
        find_pivot_target(selecto, selected_columns)

      


        Find the best table to pivot to based on selected columns.



    


    
      
        maybe_apply(selecto, opts \\ [])

      


        Check if a selecto query should be automatically pivoted based on selected columns.



    


    
      
        should_pivot?(selecto, selected_columns)

      


        Determine if a query should be pivoted based on selected columns.
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      Link to this function
    
    find_pivot_target(selecto, selected_columns)



  


  

      

          @spec find_pivot_target(Selecto.Types.t(), [String.t() | atom()]) :: atom() | nil


      


Find the best table to pivot to based on selected columns.
Returns the table name (as atom) that should become the new source table.

  



    

  
    
      
      Link to this function
    
    maybe_apply(selecto, opts \\ [])



  


  

      

          @spec maybe_apply(
  Selecto.Types.t(),
  keyword()
) :: Selecto.Types.t()


      


Check if a selecto query should be automatically pivoted based on selected columns.
Returns the pivoted selecto if pivot is needed, otherwise returns the original.

  
  options

  
  Options


	:view_mode - View type ("detail", "aggregate", "graph"). Only "detail" allows pivoting.


  
  examples

  
  Examples


# Will pivot if only category fields are selected
selecto = Selecto.configure(domain, conn)
pivoted = Selecto.AutoPivot.maybe_apply(selecto, selected: ["category.name"], view_mode: "detail")

  



  
    
      
      Link to this function
    
    should_pivot?(selecto, selected_columns)



  


  

      

          @spec should_pivot?(Selecto.Types.t(), [String.t() | atom()]) :: boolean()


      


Determine if a query should be pivoted based on selected columns.
Pivoting is beneficial when:
	There are qualified columns from other tables
	NO source table columns are selected (they wouldn't be available after pivot)
	All qualified columns are from tables accessible from a single pivot target


  


        

      



  

    
Selecto.Builder.ArrayOperations 
    



      
SQL builder for PostgreSQL array operations.
Generates SQL for array aggregation, manipulation, testing, and unnest operations.
Handles proper parameter binding and escaping for safe SQL generation.
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    Functions
  


    
      
        build_array_sql(spec, params_list, selecto \\ nil)

      


        Build SQL for an array operation.
Returns iodata with parameter markers instead of SQL strings.
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      Link to this function
    
    build_array_sql(spec, params_list, selecto \\ nil)



  


  

Build SQL for an array operation.
Returns iodata with parameter markers instead of SQL strings.

  


        

      



  

    
Selecto.Builder.CaseExpression 
    



      
SQL generation for PostgreSQL CASE expressions.
Generates SQL for both simple and searched CASE expressions with proper
condition handling, value escaping, and PostgreSQL-specific syntax.
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    Functions
  


    
      
        build_case_expression(spec, selecto \\ nil)

      


        Build CASE expression SQL from specification.



    


    
      
        build_case_for_select(spec, selecto \\ nil)

      


        Build CASE expression SQL for SELECT clause integration.
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      Link to this function
    
    build_case_expression(spec, selecto \\ nil)



  


  

Build CASE expression SQL from specification.
Returns {case_expression_iodata, parameters} tuple with proper PostgreSQL
CASE syntax and parameter bindings.

  



    

  
    
      
      Link to this function
    
    build_case_for_select(spec, selecto \\ nil)



  


  

Build CASE expression SQL for SELECT clause integration.
Returns formatted CASE expression with proper aliasing for column selection.

  


        

      



  

    
Selecto.Builder.CteCompat 
    



      
Backward-compatible CTE helpers retained for legacy tests and integrations.
New code should prefer Selecto.Builder.Cte.
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    Functions
  


    
      
        build_cte(name, query_iodata, params)

      


        Build a legacy non-recursive CTE tuple from a pre-built SQL iodata fragment.



    


    
      
        build_cte_from_selecto(name, selecto)

      


        Build a single CTE definition directly from a Selecto query struct.



    


    
      
        build_hierarchy_cte_from_selecto(name, domain, connection, opts)

      


        Build a lightweight recursive hierarchy CTE fragment with a depth limit parameter.



    


    
      
        build_recursive_cte(name, base_sql, recursive_sql, base_params, recursive_params)

      


        Build a legacy recursive CTE tuple from pre-built anchor and recursive SQL.



    


    
      
        build_recursive_cte_from_selecto(name, base_selecto, recursive_selecto)

      


        Build a recursive CTE definition from base and recursive Selecto query structs.



    


    
      
        build_with_clause_from_selecto(cte_queries)

      


        Build a WITH clause iodata fragment from {name, selecto} pairs.



    


    
      
        integrate_ctes_with_query(ctes, main_query, main_params)

      


        Integrate legacy {cte_definition_iodata, params} tuples with a main query.



    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


  
    
      
      Link to this function
    
    build_cte(name, query_iodata, params)



  


  

Build a legacy non-recursive CTE tuple from a pre-built SQL iodata fragment.

  



  
    
      
      Link to this function
    
    build_cte_from_selecto(name, selecto)



  


  

Build a single CTE definition directly from a Selecto query struct.

  



  
    
      
      Link to this function
    
    build_hierarchy_cte_from_selecto(name, domain, connection, opts)



  


  

Build a lightweight recursive hierarchy CTE fragment with a depth limit parameter.

  



  
    
      
      Link to this function
    
    build_recursive_cte(name, base_sql, recursive_sql, base_params, recursive_params)



  


  

Build a legacy recursive CTE tuple from pre-built anchor and recursive SQL.

  



  
    
      
      Link to this function
    
    build_recursive_cte_from_selecto(name, base_selecto, recursive_selecto)



  


  

Build a recursive CTE definition from base and recursive Selecto query structs.

  



  
    
      
      Link to this function
    
    build_with_clause_from_selecto(cte_queries)



  


  

Build a WITH clause iodata fragment from {name, selecto} pairs.

  



  
    
      
      Link to this function
    
    integrate_ctes_with_query(ctes, main_query, main_params)



  


  

Integrate legacy {cte_definition_iodata, params} tuples with a main query.

  


        

      



  

    
Selecto.Builder.JsonOperations 
    



      
SQL generation for PostgreSQL JSON operations.
Generates SQL for JSON path queries, aggregation, manipulation, and testing
functions. Supports both JSON and JSONB column types with proper parameter
binding and PostgreSQL-specific syntax.

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Functions
  


    
      
        build_json_filter(spec)

      


        Generate SQL for a JSON operation in WHERE clauses.



    


    
      
        build_json_operations(specs)

      


        Generate SQL for multiple JSON operations.



    


    
      
        build_json_select(spec)

      


        Generate SQL for a JSON operation in SELECT clauses.



    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


  
    
      
      Link to this function
    
    build_json_filter(spec)



  


  

Generate SQL for a JSON operation in WHERE clauses.
Returns SQL iodata suitable for filtering conditions.

  



  
    
      
      Link to this function
    
    build_json_operations(specs)



  


  

Generate SQL for multiple JSON operations.
Returns {sql_iodata, parameters} tuple for batch operations.

  



  
    
      
      Link to this function
    
    build_json_select(spec)



  


  

Generate SQL for a JSON operation in SELECT clauses.
Returns SQL iodata with proper function calls and parameter binding.

  


        

      



  

    
Selecto.Builder.LateralJoin 
    



      
SQL generation for LATERAL joins.
This module handles the conversion of LATERAL join specifications into 
proper PostgreSQL LATERAL JOIN SQL syntax.

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Functions
  


    
      
        build_lateral_join(spec)

      


        Build a single LATERAL JOIN SQL clause.



    


    
      
        build_lateral_joins(lateral_specs)

      


        Build LATERAL JOIN SQL clauses from specifications.



    


    
      
        integrate_lateral_joins_sql(base_sql_parts, lateral_specs)

      


        Integrate LATERAL joins into the main SQL generation pipeline.



    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


  
    
      
      Link to this function
    
    build_lateral_join(spec)



  


  

Build a single LATERAL JOIN SQL clause.

  



  
    
      
      Link to this function
    
    build_lateral_joins(lateral_specs)



  


  

Build LATERAL JOIN SQL clauses from specifications.
Takes a list of LATERAL join specifications and generates the corresponding
SQL JOIN clauses with LATERAL keyword and proper correlation handling.

  
  examples

  
  Examples


iex> build_lateral_joins([lateral_spec])
{["LEFT JOIN LATERAL (SELECT ...) AS recent_rentals ON true"], [param1, param2]}

  



  
    
      
      Link to this function
    
    integrate_lateral_joins_sql(base_sql_parts, lateral_specs)



  


  

Integrate LATERAL joins into the main SQL generation pipeline.
This function is called by the main SQL builder to include LATERAL JOIN
clauses in the generated SQL.

  


        

      



  

    
Selecto.Builder.Pivot 
    



      
SQL generation logic for Pivot functionality.
This module handles the construction of SQL queries that pivot from the source table
to a target table while preserving existing filters through subqueries.

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Functions
  


    
      
        build_join_chain_subquery(selecto, pivot_config, join_path)

      


        Build the join chain subquery for connecting source to target.



    


    
      
        build_pivot_query(selecto, opts \\ [])

      


    


    
      
        extract_pivot_conditions(selecto, pivot_config, source_alias)

      


        Extract pivot conditions from existing filters to construct the subquery.



    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


  
    
      
      Link to this function
    
    build_join_chain_subquery(selecto, pivot_config, join_path)



  


  

      

          @spec build_join_chain_subquery(Selecto.Types.t(), Selecto.Types.pivot_config(), [
  atom()
]) ::
  {Selecto.Types.iodata_with_markers(), Selecto.Types.sql_params()}


      


Build the join chain subquery for connecting source to target.

  



    

  
    
      
      Link to this function
    
    build_pivot_query(selecto, opts \\ [])



  


  

      

          @spec build_pivot_query(
  Selecto.Types.t(),
  keyword()
) :: Selecto.Types.builder_result()


      



  



  
    
      
      Link to this function
    
    extract_pivot_conditions(selecto, pivot_config, source_alias)



  


  

      

          @spec extract_pivot_conditions(
  Selecto.Types.t(),
  Selecto.Types.pivot_config(),
  String.t()
) ::
  {Selecto.Types.iodata_with_markers(), Selecto.Types.sql_params()}


      


Extract pivot conditions from existing filters to construct the subquery.

  


        

      



  

    
Selecto.Builder.SetOperations 
    



      
SQL generation for set operations (UNION, INTERSECT, EXCEPT).
This module handles the generation of SQL for combining multiple queries
using standard SQL set operations.

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Functions
  


    
      
        build_set_operations(selecto)

      


        Build SQL for set operations in the query.



    


    
      
        extract_set_operation_params(selecto)

      


        Extract all parameters from set operation queries.



    


    
      
        has_set_operations?(selecto)

      


        Check if the query has set operations that need special SQL handling.



    


    
      
        should_apply_outer_order_by?(selecto)

      


        Determine if ORDER BY should be applied to the entire set operation result.



    


    
      
        validate_set_operations_for_sql(selecto)

      


        Validate that set operations are properly structured for SQL generation.



    


    
      
        wrap_set_operation_query(sql_iodata, has_outer_clauses)

      


        Wrap a query with set operations in proper parentheses for complex queries.



    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


  
    
      
      Link to this function
    
    build_set_operations(selecto)



  


  

Build SQL for set operations in the query.
Returns {iodata, [params]} where iodata contains the set operation SQL
and params contains the bound parameters from all participating queries.

  



  
    
      
      Link to this function
    
    extract_set_operation_params(selecto)



  


  

Extract all parameters from set operation queries.
This ensures all bound parameters from participating queries are included
in the final parameter list.

  



  
    
      
      Link to this function
    
    has_set_operations?(selecto)



  


  

Check if the query has set operations that need special SQL handling.

  



  
    
      
      Link to this function
    
    should_apply_outer_order_by?(selecto)



  


  

Determine if ORDER BY should be applied to the entire set operation result.
In SQL, ORDER BY on set operations applies to the final combined result.

  



  
    
      
      Link to this function
    
    validate_set_operations_for_sql(selecto)



  


  

Validate that set operations are properly structured for SQL generation.
Returns :ok or {:error, reason}.

  



  
    
      
      Link to this function
    
    wrap_set_operation_query(sql_iodata, has_outer_clauses)



  


  

Wrap a query with set operations in proper parentheses for complex queries.
This is used when set operations need to be combined with ORDER BY, LIMIT, etc.

  


        

      



  

    
Selecto.Builder.Sql.Helpers 
    



      
Helper functions shared by SQL builder modules.
Responsibilities include:
	adapter-aware identifier quoting
	identifier safety validation
	selector and join string construction
	support helpers for parameterized join aliases


      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Functions
  


    
      
        build_join_string(selecto, join)

      


    


    
      
        build_parameterized_join_string(selecto, join, parameter_signature \\ nil)

      


        Build join alias string for parameterized joins.



    


    
      
        build_parameterized_selector_string(selecto, join, field, parameter_signature \\ nil)

      


        Build selector string for parameterized joins with signature support.



    


    
      
        build_selector_string(selecto, join, field)

      


    


    
      
        check_string(str)

      


    


    
      
        double_wrap(str)

      


    


    
      
        get_quote_char(selecto)

      


        Get the appropriate quote character for identifiers based on the database adapter.
PostgreSQL uses double quotes, MySQL uses backticks, SQLite uses double quotes.



    


    
      
        maybe_quote_identifier(str)

      


        Maybe quote an identifier - only adds quotes if necessary.



    


    
      
        needs_quoting?(str)

      


        Check if an identifier needs quoting.
Only quote if it's a reserved word, contains special characters, or has mixed case.



    


    
      
        quote_identifier(selecto, str)

      


        Wrap an identifier with the appropriate quotes for the database adapter.
This is the adapter-aware version of double_wrap.



    


    
      
        single_wrap(val)

      


    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


  
    
      
      Link to this function
    
    build_join_string(selecto, join)



  


  


  



    

  
    
      
      Link to this function
    
    build_parameterized_join_string(selecto, join, parameter_signature \\ nil)



  


  

Build join alias string for parameterized joins.

  



    

  
    
      
      Link to this function
    
    build_parameterized_selector_string(selecto, join, field, parameter_signature \\ nil)



  


  

Build selector string for parameterized joins with signature support.

  



  
    
      
      Link to this function
    
    build_selector_string(selecto, join, field)



  


  


  



  
    
      
      Link to this function
    
    check_string(str)



  


  


  



  
    
      
      Link to this function
    
    double_wrap(str)



  


  


  



  
    
      
      Link to this function
    
    get_quote_char(selecto)



  


  

Get the appropriate quote character for identifiers based on the database adapter.
PostgreSQL uses double quotes, MySQL uses backticks, SQLite uses double quotes.

  



  
    
      
      Link to this function
    
    maybe_quote_identifier(str)



  


  

Maybe quote an identifier - only adds quotes if necessary.

  



  
    
      
      Link to this function
    
    needs_quoting?(str)



  


  

Check if an identifier needs quoting.
Only quote if it's a reserved word, contains special characters, or has mixed case.

  



  
    
      
      Link to this function
    
    quote_identifier(selecto, str)



  


  

Wrap an identifier with the appropriate quotes for the database adapter.
This is the adapter-aware version of double_wrap.

  



  
    
      
      Link to this function
    
    single_wrap(val)



  


  


  


        

      



  

    
Selecto.Builder.Subselect 
    



      
SQL generation logic for Subselect functionality.
This module handles the construction of correlated subqueries that return
aggregated data from related tables as JSON arrays, PostgreSQL arrays,
or other aggregate formats.

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Functions
  


    
      
        build_correlated_subquery(selecto, subselect_config)

      


        Build the correlated subquery that fetches related data.



    


    
      
        build_correlated_subquery(selecto, subselect_config, source_alias)

      


    


    
      
        build_single_subselect(selecto, subselect_config)

      


        Build a single correlated subquery for a subselect configuration.



    


    
      
        build_single_subselect(selecto, subselect_config, source_alias)

      


    


    
      
        build_subselect_clauses(selecto)

      


        Build subselect clauses for the SELECT portion of the query.



    


    
      
        build_subselect_clauses(selecto, source_alias)

      


    


    
      
        resolve_join_condition(selecto, target_schema)

      


        Resolve the join condition needed to correlate the subquery with the main query.



    


    
      
        resolve_join_condition_with_path(selecto, target_schema)

      


    


    
      
        resolve_join_condition_with_path(selecto, target_schema, source_alias)

      


    


    
      
        wrap_in_aggregation(subquery_iodata, subquery_params, format, config)

      


        Wrap subquery results in the appropriate aggregation function.



    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


  
    
      
      Link to this function
    
    build_correlated_subquery(selecto, subselect_config)



  


  

      

          @spec build_correlated_subquery(Selecto.Types.t(), Selecto.Types.subselect_selector()) ::
  {Selecto.Types.iodata_with_markers(), Selecto.Types.sql_params()}


      


Build the correlated subquery that fetches related data.

  



  
    
      
      Link to this function
    
    build_correlated_subquery(selecto, subselect_config, source_alias)



  


  

      

          @spec build_correlated_subquery(
  Selecto.Types.t(),
  Selecto.Types.subselect_selector(),
  String.t()
) ::
  {Selecto.Types.iodata_with_markers(), Selecto.Types.sql_params()}


      



  



  
    
      
      Link to this function
    
    build_single_subselect(selecto, subselect_config)



  


  

      

          @spec build_single_subselect(Selecto.Types.t(), Selecto.Types.subselect_selector()) ::
  {Selecto.Types.iodata_with_markers(), Selecto.Types.sql_params()}


      


Build a single correlated subquery for a subselect configuration.

  



  
    
      
      Link to this function
    
    build_single_subselect(selecto, subselect_config, source_alias)



  


  

      

          @spec build_single_subselect(
  Selecto.Types.t(),
  Selecto.Types.subselect_selector(),
  String.t()
) ::
  {Selecto.Types.iodata_with_markers(), Selecto.Types.sql_params()}


      



  



  
    
      
      Link to this function
    
    build_subselect_clauses(selecto)



  


  

      

          @spec build_subselect_clauses(Selecto.Types.t()) ::
  {[Selecto.Types.iodata_with_markers()], Selecto.Types.sql_params()}


      


Build subselect clauses for the SELECT portion of the query.
Returns a list of SQL fragments that can be included in the main SELECT clause.
Each subselect becomes a correlated subquery that aggregates related data.

  



  
    
      
      Link to this function
    
    build_subselect_clauses(selecto, source_alias)



  


  

      

          @spec build_subselect_clauses(Selecto.Types.t(), String.t()) ::
  {[Selecto.Types.iodata_with_markers()], Selecto.Types.sql_params()}


      



  



  
    
      
      Link to this function
    
    resolve_join_condition(selecto, target_schema)



  


  

      

          @spec resolve_join_condition(Selecto.Types.t(), atom()) ::
  {:ok, {String.t(), String.t()}} | {:error, String.t()}


      


Resolve the join condition needed to correlate the subquery with the main query.

  



  
    
      
      Link to this function
    
    resolve_join_condition_with_path(selecto, target_schema)



  


  

      

          @spec resolve_join_condition_with_path(Selecto.Types.t(), atom()) ::
  {:ok, Selecto.Types.iodata_with_markers()} | {:error, String.t()}


      



  



  
    
      
      Link to this function
    
    resolve_join_condition_with_path(selecto, target_schema, source_alias)



  


  

      

          @spec resolve_join_condition_with_path(Selecto.Types.t(), atom(), String.t()) ::
  {:ok, Selecto.Types.iodata_with_markers()} | {:error, String.t()}


      



  



  
    
      
      Link to this function
    
    wrap_in_aggregation(subquery_iodata, subquery_params, format, config)



  


  

      

          @spec wrap_in_aggregation(
  Selecto.Types.iodata_with_markers(),
  Selecto.Types.sql_params(),
  Selecto.Types.subselect_format(),
  Selecto.Types.subselect_selector()
) :: {Selecto.Types.iodata_with_markers(), Selecto.Types.sql_params()}


      


Wrap subquery results in the appropriate aggregation function.

  


        

      



  

    
Selecto.Builder.ValuesClause 
    



      
SQL generation for VALUES clauses in PostgreSQL queries.
Generates inline table definitions from literal data using the VALUES construct.
Supports both list-of-lists and list-of-maps data formats with proper
parameter binding and type handling.

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Functions
  


    
      
        build_values_clause(spec)

      


        Generate SQL for a VALUES clause.



    


    
      
        build_values_clause_with_params(spec)

      


        Generate parameter-bound VALUES clause for use with prepared statements.



    


    
      
        build_values_cte(spec)

      


        Generate a CTE (Common Table Expression) version of the VALUES clause.



    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


  
    
      
      Link to this function
    
    build_values_clause(spec)



  


  

Generate SQL for a VALUES clause.
Returns SQL in the form:
	VALUES ('val1', 'val2', 123), ('val3', 'val4', 456) AS alias (col1, col2, col3)


  



  
    
      
      Link to this function
    
    build_values_clause_with_params(spec)



  


  

Generate parameter-bound VALUES clause for use with prepared statements.
Returns {sql_iodata, parameters} tuple where parameters is a flat list
of values in the order they appear in the SQL.

  



  
    
      
      Link to this function
    
    build_values_cte(spec)



  


  

Generate a CTE (Common Table Expression) version of the VALUES clause.
Returns SQL in the form:
WITH alias (col1, col2, col3) AS (VALUES ('val1', 'val2', 123), ('val3', 'val4', 456))

  


        

      



  

    
Selecto.Builder.Window 
    



      
Builds SQL for window functions.
This module handles the generation of SQL for window functions including:
	Ranking functions (ROW_NUMBER, RANK, DENSE_RANK)
	Offset functions (LAG, LEAD, FIRST_VALUE, LAST_VALUE)  
	Aggregate functions with OVER clause
	Window frame specifications


      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Functions
  


    
      
        build_window_functions(selecto)

      


        Build window function SQL for SELECT clause.



    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


  
    
      
      Link to this function
    
    build_window_functions(selecto)



  


  

      

          @spec build_window_functions(Selecto.Types.t()) :: {[String.t()], iolist(), [any()]}


      


Build window function SQL for SELECT clause.
Returns iodata for window functions that can be appended to the SELECT clause.

  


        

      



  

    
Selecto.Config.Overlay 
    



      
Merges overlay configurations into base domain configurations.
Overlays provide a flexible way to customize domain configurations at compile-time
or runtime without modifying the base configuration. This is particularly useful for:
	Separating generated code from user customizations
	Multi-tenant applications with per-tenant configurations
	Feature flags that change available filters or columns
	A/B testing different domain configurations
	Environment-specific domain customizations

Merge Strategy
	Column configurations: Deep merge - overlay extends/overrides base column properties
	Filters: Additive merge - both base and overlay filters are available
	Redact fields: Union - unique list of all redacted fields
	Other fields: Shallow merge - overlay takes precedence

Examples
Basic Overlay Merge
base = %{
  source: %{
    columns: %{
      price: %{type: :decimal}
    },
    redact_fields: []
  },
  filters: %{}
}

overlay = %{
  columns: %{
    price: %{
      label: "Product Price",
      format: :currency
    }
  },
  redact_fields: [:internal_notes]
}

merged = Selecto.Config.Overlay.merge(base, overlay)
# => %{
#   source: %{
#     columns: %{
#       price: %{type: :decimal, label: "Product Price", format: :currency}
#     },
#     redact_fields: [:internal_notes]
#   },
#   filters: %{}
# }
Runtime Multi-Tenant Configuration
defmodule MyApp.ProductDomain do
  def domain(tenant_id) do
    base_domain()
    |> Selecto.Config.Overlay.merge(tenant_overlay(tenant_id))
  end

  defp tenant_overlay("premium"), do: %{
    columns: %{price: %{format: :currency_with_symbol}}
  }

  defp tenant_overlay(_), do: %{}
end
Compile-Time Customization (Generated Domains)
# Generated by selecto_mix
defmodule MyApp.SelectoDomains.ProductDomain do
  def domain do
    base_domain()
    |> Selecto.Config.Overlay.merge(overlay())
  end

  # Generated base configuration
  defp base_domain, do: %{...}

  # User-defined overlay
  defp overlay do
    if Code.ensure_loaded?(MyApp.SelectoDomains.Overlays.ProductDomainOverlay) do
      MyApp.SelectoDomains.Overlays.ProductDomainOverlay.overlay()
    else
      %{}
    end
  end
end

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Functions
  


    
      
        merge(base, overlay)

      


        Merges an overlay configuration into a base domain configuration.
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      Link to this function
    
    merge(base, overlay)



  


  

Merges an overlay configuration into a base domain configuration.
The overlay is intelligently merged based on the semantics of each configuration key:
	Columns are deep-merged to allow fine-grained property overrides
	Filters are combined additively
	Redact fields are unioned
	Other fields use overlay value if present

Returns the merged configuration map.

  
  parameters

  
  Parameters


	base - The base domain configuration map
	overlay - The overlay configuration map to merge in


  
  examples

  
  Examples


iex> base = %{source: %{columns: %{id: %{type: :integer}}, redact_fields: []}}
iex> overlay = %{columns: %{id: %{label: "ID"}}}
iex> Selecto.Config.Overlay.merge(base, overlay)
%{source: %{columns: %{id: %{type: :integer, label: "ID"}}, redact_fields: []}}

  


        

      



  

    
Selecto.Config.OverlayDSL 
    



      
A DSL (Domain-Specific Language) for defining overlay configurations.
This module provides a clean, declarative syntax for customizing Selecto domains
through overlay files. Instead of manually constructing maps, you can use
macros like defcolumn and deffilter along with module attributes.
Usage
defmodule MyApp.SelectoDomains.Overlays.ProductDomainOverlay do
  use Selecto.Config.OverlayDSL,
    # Selecto.Extensions.PostGIS is provided by the :selecto_postgis package
    extensions: [Selecto.Extensions.PostGIS]

  # Module attributes for common configurations
  @redactions [:internal_notes, :cost_price]

  # Column customizations
  defcolumn :price do
    label "Product Price"
    format :currency
    aggregate_functions [:sum, :avg, :min, :max]
  end

  defcolumn :description do
    label "Product Description"
    max_length 100
  end

  # Custom filters
  deffilter "price_range" do
    name "Price Range"
    type :string
    description "Filter products by price range (e.g., '10-100')"
  end

  deffilter "in_stock" do
    name "In Stock"
    type :boolean
    description "Show only items currently in stock"
  end
end
Available Directives
Module Attributes
	@redactions - List of field atoms to redact from queries

JSONB Schema (with defjsonb_schema)
Define structured schemas for JSONB columns to enable typed access, filtering, and display:
defjsonb_schema :attributes do
  field :color, :string, label: "Color"
  field :weight, :decimal, label: "Weight (kg)", precision: 2
  field :organic, :boolean, label: "Organic"
  field :certifications, {:array, :string}, label: "Certifications"
  field :dimensions, :object do
    field :width, :decimal, label: "Width"
    field :height, :decimal, label: "Height"
  end
end
Supported types: :string, :integer, :decimal, :boolean, :date, :datetime,
{:array, type}, :object (with nested fields)
Column Directives (within defcolumn)
	label/1 - Human-readable column label
	format/1 - Display format (:currency, :percentage, :number, :date, etc.)
	aggregate_functions/1 - List of allowed aggregations (:sum, :avg, :count, :min, :max)
	precision/1 - Numeric precision for decimal types
	max_length/1 - Maximum string length for display
	sortable/1 - Whether column can be sorted (boolean)
	filterable/1 - Whether column can be filtered (boolean)

Filter Directives (within deffilter)
	name/1 - Human-readable filter name
	type/1 - Filter type (:string, :integer, :boolean, :date, etc.)
	description/1 - Help text for the filter
	required/1 - Whether filter is required (boolean)
	default/1 - Default value for the filter
	options/1 - List of valid options for select-type filters

Examples
Basic Column Customization
defcolumn :price do
  label "Product Price"
  format :currency
  precision 2
  aggregate_functions [:sum, :avg]
end
Complex Filter
deffilter "status" do
  name "Order Status"
  type :string
  description "Filter by order status"
  options ["pending", "shipped", "delivered", "cancelled"]
  default "pending"
end
Using Redactions
@redactions [:password, :secret_key, :internal_notes]
Computed Properties
defcolumn :total_value do
  label "Total Value"
  format :currency
  aggregate_functions [:sum]
  computed true
end
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          Summary
        


  
    Functions
  


    
      
        aggregate_functions(value)

      


        Sets the allowed aggregate functions for a column.



    


    
      
        computed(value)

      


        Marks a column as computed (not from database).



    


    
      
        default(value)

      


        Sets the default value for the filter.



    


    
      
        defcolumn(column_name, list)

      


        Defines a column customization.



    


    
      
        deffilter(filter_name, list)

      


        Defines a custom filter.



    


    
      
        defjsonb_schema(column_name, list)

      


        Defines a JSONB schema for a JSONB column, enabling typed field access,
filtering, and display of structured JSON data.



    


    
      
        description(value)

      


        Sets the filter description/help text.



    


    
      
        field(name, type, opts \\ [])

      


        Defines a field within a JSONB schema.



    


    
      
        filterable(value)

      


        Sets whether the column is filterable.



    


    
      
        format(value)

      


        Sets the display format for a column.



    


    
      
        label(value)

      


        Sets the human-readable label for a column or filter.



    


    
      
        max_length(value)

      


        Sets the maximum display length for string columns.



    


    
      
        name(value)

      


        Sets the human-readable name for a filter.



    


    
      
        options(value)

      


        Sets the valid options for a select-type filter.



    


    
      
        precision(value)

      


        Sets the numeric precision for decimal columns.



    


    
      
        required(value)

      


        Sets whether the filter is required.



    


    
      
        sortable(value)

      


        Sets whether the column is sortable.



    


    
      
        type(value)

      


        Sets the filter type.
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Functions
        

        


  
    
      
      Link to this macro
    
    aggregate_functions(value)



      (macro)

  


  

Sets the allowed aggregate functions for a column.
Options: :sum, :avg, :count, :min, :max

  



  
    
      
      Link to this macro
    
    computed(value)



      (macro)

  


  

Marks a column as computed (not from database).

  



  
    
      
      Link to this macro
    
    default(value)



      (macro)

  


  

Sets the default value for the filter.

  



  
    
      
      Link to this macro
    
    defcolumn(column_name, list)



      (macro)

  


  

Defines a column customization.

  
  example

  
  Example


defcolumn :price do
  label "Product Price"
  format :currency
  aggregate_functions [:sum, :avg]
end

  



  
    
      
      Link to this macro
    
    deffilter(filter_name, list)



      (macro)

  


  

Defines a custom filter.

  
  example

  
  Example


deffilter "price_range" do
  name "Price Range"
  type :string
  description "Filter by price range"
end

  



  
    
      
      Link to this macro
    
    defjsonb_schema(column_name, list)



      (macro)

  


  

Defines a JSONB schema for a JSONB column, enabling typed field access,
filtering, and display of structured JSON data.

  
  example

  
  Example


defjsonb_schema :attributes do
  field :color, :string, label: "Color"
  field :weight, :decimal, label: "Weight (kg)", precision: 2
  field :organic, :boolean, label: "Organic"
  field :origin_country, :string, label: "Country of Origin"
  field :certifications, {:array, :string}, label: "Certifications"
  field :dimensions, :object do
    field :width, :decimal, label: "Width"
    field :height, :decimal, label: "Height"
    field :depth, :decimal, label: "Depth"
  end
end

  
  supported-field-types

  
  Supported Field Types


	:string - Text values
	:integer - Whole numbers
	:decimal - Decimal numbers (supports precision option)
	:boolean - True/false values
	:date - Date values (ISO 8601 format)
	:datetime - DateTime values (ISO 8601 format)
	{:array, type} - Arrays of the specified type
	:object - Nested object (use nested field calls)


  
  field-options

  
  Field Options


	label - Human-readable label for display
	precision - Decimal precision (for :decimal type)
	required - Whether the field is required (default: false)
	default - Default value for the field
	filterable - Whether the field can be filtered (default: true)
	sortable - Whether the field can be sorted (default: true)
	format - Display format (:currency, :percentage, etc.)


  



  
    
      
      Link to this macro
    
    description(value)



      (macro)

  


  

Sets the filter description/help text.

  



    

  
    
      
      Link to this macro
    
    field(name, type, opts \\ [])



      (macro)

  


  

Defines a field within a JSONB schema.
This macro is only valid inside a defjsonb_schema block.

  
  examples

  
  Examples


# Simple field with type and label
field :color, :string, label: "Color"

# Field with multiple options
field :weight, :decimal, label: "Weight", precision: 2, required: true

# Array field
field :tags, {:array, :string}, label: "Tags"

# Nested object field
field :dimensions, :object do
  field :width, :decimal
  field :height, :decimal
end

  



  
    
      
      Link to this macro
    
    filterable(value)



      (macro)

  


  

Sets whether the column is filterable.

  



  
    
      
      Link to this macro
    
    format(value)



      (macro)

  


  

Sets the display format for a column.
Common formats: :currency, :percentage, :number, :date, :datetime, :yes_no

  



  
    
      
      Link to this macro
    
    label(value)



      (macro)

  


  

Sets the human-readable label for a column or filter.

  



  
    
      
      Link to this macro
    
    max_length(value)



      (macro)

  


  

Sets the maximum display length for string columns.

  



  
    
      
      Link to this macro
    
    name(value)



      (macro)

  


  

Sets the human-readable name for a filter.

  



  
    
      
      Link to this macro
    
    options(value)



      (macro)

  


  

Sets the valid options for a select-type filter.

  



  
    
      
      Link to this macro
    
    precision(value)



      (macro)

  


  

Sets the numeric precision for decimal columns.

  



  
    
      
      Link to this macro
    
    required(value)



      (macro)

  


  

Sets whether the filter is required.

  



  
    
      
      Link to this macro
    
    sortable(value)



      (macro)

  


  

Sets whether the column is sortable.

  



  
    
      
      Link to this macro
    
    type(value)



      (macro)

  


  

Sets the filter type.
Common types: :string, :integer, :boolean, :date, :datetime, :decimal

  


        

      



  

    
Selecto.Configuration 
    



      
Domain configuration and initialization for Selecto.
This module handles the setup and configuration of Selecto instances,
including domain validation, connection pooling, and adapter initialization.
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    Functions
  


    
      
        configure(domain, postgrex_opts, opts \\ [])

      


        Generate a selecto structure from a domain configuration and database connection.



    


    
      
        configure_domain(domain)

      


        Generate the selecto configuration from a domain map.



    


    
      
        configure_domain(domain, extension_specs)

      


    


    
      
        from_ecto(repo, schema, opts \\ [])

      


        Configure Selecto from an Ecto repository and schema.
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      Link to this function
    
    configure(domain, postgrex_opts, opts \\ [])



  


  

      

          @spec configure(Selecto.Types.domain(), Postgrex.conn(), keyword()) ::
  Selecto.Types.t()


      


Generate a selecto structure from a domain configuration and database connection.

  
  parameters

  
  Parameters


	domain - Domain configuration map (see domain configuration docs)
	postgrex_opts - Postgrex connection options, PID, or pooled connection
	opts - Configuration options


  
  options

  
  Options


	:validate - (boolean, default: true) Whether to validate the domain configuration
	:pool - (boolean, default: false) Whether to enable connection pooling
	:pool_options - Connection pool configuration options
	:adapter - (module, default: Selecto.DB.PostgreSQL) Database adapter module
	:rollup_sort_fix - (true | false | :auto, default: :auto) whether to
wrap GROUP BY ROLLUP ... ORDER BY queries in a compatibility subquery;
:auto disables the wrapper on PostgreSQL 18+



  
  examples

  
  Examples


# Basic usage (validation enabled by default)
selecto = Selecto.Configuration.configure(domain, postgrex_opts)

# With connection pooling
selecto = Selecto.Configuration.configure(domain, postgrex_opts, pool: true)

# Disable validation for performance
selecto = Selecto.Configuration.configure(domain, postgrex_opts, validate: false)

  



  
    
      
      Link to this function
    
    configure_domain(domain)



  


  

      

          @spec configure_domain(Selecto.Types.domain()) :: Selecto.Types.processed_config()


      


Generate the selecto configuration from a domain map.
Processes domain configuration to extract fields, joins, and filters.
This is called internally during configure/3.

  



  
    
      
      Link to this function
    
    configure_domain(domain, extension_specs)



  


  

      

          @spec configure_domain(Selecto.Types.domain(), [{module(), keyword()}]) ::
  Selecto.Types.processed_config()


      



  



    

  
    
      
      Link to this function
    
    from_ecto(repo, schema, opts \\ [])



  


  

      

          @spec from_ecto(module(), module(), keyword()) :: Selecto.Types.t()


      


Configure Selecto from an Ecto repository and schema.
This convenience function automatically introspects the Ecto schema
and configures Selecto with the appropriate domain and database connection.

  
  parameters

  
  Parameters


	repo - The Ecto repository module (e.g., MyApp.Repo)
	schema - The Ecto schema module to use as the source table
	opts - Configuration options (passed to EctoAdapter.configure/3)


  
  examples

  
  Examples


# Basic usage
selecto = Selecto.Configuration.from_ecto(MyApp.Repo, MyApp.User)

# With joins and options
selecto = Selecto.Configuration.from_ecto(MyApp.Repo, MyApp.User,
  joins: [:posts, :profile],
  redact_fields: [:password_hash]
)

  


        

      



  

    
Selecto.ConnectionPool 
    



      
Connection pooling and management for Selecto.
Provides a high-performance connection pool using DBConnection for efficient
database connection reuse, prepared statement caching, and connection health monitoring.
Features
	Connection pooling with configurable pool sizes
	Prepared statement caching for repeated queries
	Connection health monitoring and automatic recovery
	Support for both direct Postgrex and Ecto repository connections
	Graceful fallback to single connections when pooling is disabled

Configuration
# Application config
config :selecto, Selecto.ConnectionPool,
  pool_size: 10,
  max_overflow: 20,
  prepared_statement_cache_size: 1000,
  connection_timeout: 5000,
  checkout_timeout: 5000
Usage
# Start a connection pool
{:ok, pool} = Selecto.ConnectionPool.start_pool(postgrex_opts)

# Configure Selecto with pooled connection
selecto = Selecto.configure(domain, {:pool, pool})

# Or use default pool management
selecto = Selecto.configure(domain, postgrex_opts, pool: true)
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    Types
  


    
      
        connection_config()

      


    


    
      
        pool_options()

      


    


    
      
        pool_ref()

      


    





  
    Functions
  


    
      
        checkin(pool_ref, arg2)

      


        Return a checked-out connection to the pool.



    


    
      
        checkout(pool_ref, opts \\ [])

      


        Checkout a connection from the pool for manual management.



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        clear_cache(pool_ref)

      


        Clear prepared statement cache for a pool.



    


    
      
        execute(pool_ref, query, params, opts \\ [])

      


        Execute a query using a pooled connection.



    


    
      
        generate_cache_key(query)

      


    


    
      
        generate_pool_name(connection_config)

      


    


    
      
        get_manager_pid(arg1)

      


    


    
      
        get_pool_pid(pool_pid)

      


    


    
      
        pool_stats(pool_ref)

      


        Get pool statistics for monitoring.



    


    
      
        start_pool(connection_config, pool_options \\ [])

      


        Start a connection pool with the given configuration.



    


    
      
        stop_pool(pool_pid)

      


        Stop a connection pool.



    


    
      
        transaction(pool_ref, fun, opts \\ [])

      


        Execute a transaction on a pooled connection.



    


    
      
        with_connection(pool_ref, fun)

      


        Execute a function with a checked-out connection.



    





      


      
        
          
            
            Anchor for this section
          
Types
        

        


  
    
      
      Link to this type
    
    connection_config()



  


  

      

          @type connection_config() :: Keyword.t() | map()


      



  



  
    
      
      Link to this type
    
    pool_options()



  


  

      

          @type pool_options() :: Keyword.t()


      



  



  
    
      
      Link to this type
    
    pool_ref()



  


  

      

          @type pool_ref() :: pid() | atom()
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      Link to this function
    
    checkin(pool_ref, arg2)



  


  

      

          @spec checkin(pool_ref(), term()) :: :ok


      


Return a checked-out connection to the pool.
Always call this after checkout/2 to return the connection.

  



    

  
    
      
      Link to this function
    
    checkout(pool_ref, opts \\ [])



  


  

      

          @spec checkout(pool_ref(), Keyword.t()) ::
  {:ok, DBConnection.conn()} | {:error, term()}


      


Checkout a connection from the pool for manual management.
This is useful for transactions or when you need to execute multiple
queries on the same connection.

  
  parameters

  
  Parameters


	pool_ref - The pool reference
	opts - Options including :timeout


  
  returns

  
  Returns


	{:ok, connection_ref} - Connection checked out successfully
	{:error, reason} - Checkout failed


  
  examples

  
  Examples


{:ok, conn} = Selecto.ConnectionPool.checkout(pool)
try do
  Postgrex.query!(conn, "BEGIN", [])
  Postgrex.query!(conn, "INSERT INTO ...", [...])
  Postgrex.query!(conn, "COMMIT", [])
after
  Selecto.ConnectionPool.checkin(pool, conn)
end

  



  
    
      
      Link to this function
    
    child_spec(init_arg)



  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
      Link to this function
    
    clear_cache(pool_ref)



  


  

      

          @spec clear_cache(pool_ref()) :: :ok


      


Clear prepared statement cache for a pool.

  



    

  
    
      
      Link to this function
    
    execute(pool_ref, query, params, opts \\ [])



  


  

      

          @spec execute(pool_ref(), String.t(), list(), Keyword.t()) ::
  {:ok, Postgrex.Result.t()} | {:error, term()}


      


Execute a query using a pooled connection.
Automatically handles connection checkout/checkin and prepared statement caching.

  



  
    
      
      Link to this function
    
    generate_cache_key(query)



  


  


  



  
    
      
      Link to this function
    
    generate_pool_name(connection_config)



  


  


  



  
    
      
      Link to this function
    
    get_manager_pid(arg1)



  


  


  



  
    
      
      Link to this function
    
    get_pool_pid(pool_pid)



  


  


  



  
    
      
      Link to this function
    
    pool_stats(pool_ref)



  


  

      

          @spec pool_stats(pool_ref()) :: map()


      


Get pool statistics for monitoring.
Returns information about pool health, connection counts, and cache statistics.

  



    

  
    
      
      Link to this function
    
    start_pool(connection_config, pool_options \\ [])



  


  

      

          @spec start_pool(connection_config(), pool_options()) ::
  {:ok, pool_ref()} | {:error, term()}


      


Start a connection pool with the given configuration.

  
  parameters

  
  Parameters


	connection_config - Database connection configuration
	pool_options - Pool-specific options (optional)


  
  returns

  
  Returns


	{:ok, pool_ref} - Pool started successfully
	{:error, reason} - Pool startup failed


  
  examples

  
  Examples


# Start pool with Postgrex config (default adapter)
config = [
  hostname: "localhost",
  username: "user", 
  password: "pass",
  database: "mydb"
]
{:ok, pool} = Selecto.ConnectionPool.start_pool(config)

# Start pool with custom options and adapter
{:ok, pool} = Selecto.ConnectionPool.start_pool(config, 
  pool_size: 20,
  adapter: Selecto.DB.MySQL
)

  



  
    
      
      Link to this function
    
    stop_pool(pool_pid)



  


  

      

          @spec stop_pool(pool_ref()) :: :ok


      


Stop a connection pool.
Gracefully shuts down the pool and all its connections.

  



    

  
    
      
      Link to this function
    
    transaction(pool_ref, fun, opts \\ [])



  


  

      

          @spec transaction(pool_ref(), (DBConnection.conn() -> result), Keyword.t()) ::
  {:ok, result} | {:error, term()}
when result: term()


      


Execute a transaction on a pooled connection.
All queries in the function are executed within a database transaction.

  
  examples

  
  Examples


Selecto.ConnectionPool.transaction(pool, fn conn ->
  Postgrex.query!(conn, "INSERT INTO orders ...", [...])
  Postgrex.query!(conn, "UPDATE inventory ...", [...])
end)

  



  
    
      
      Link to this function
    
    with_connection(pool_ref, fun)



  


  

      

          @spec with_connection(pool_ref(), (DBConnection.conn() -> result)) ::
  {:ok, result} | {:error, term()}
when result: term()


      


Execute a function with a checked-out connection.
This is the recommended way to use connections for multiple operations.
The connection is automatically returned to the pool when the function completes.

  
  examples

  
  Examples


Selecto.ConnectionPool.with_connection(pool, fn conn ->
  Postgrex.query!(conn, "SELECT * FROM users", [])
end)

  


        

      



  

    
Selecto.DB.Adapter behaviour
    



      
Behaviour contract for Selecto database adapters.
Adapter modules are responsible for:
	establishing a connection handle from adapter-specific options,
	executing SQL with bound params,
	providing adapter placeholder strategy,
	quoting identifiers when needed by adapter-specific tooling, and
	declaring coarse feature support.

Streaming contract:
	supports?(:stream) should return true only when stream/4 is
implemented and can produce rows for the given connection context.
	stream/4 is optional; adapters that do not support streaming should omit
it and return false for supports?(:stream).
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    Types
  


    
      
        connection()

      


    


    
      
        connection_options()

      


    


    
      
        execute_options()

      


    


    
      
        params()

      


    


    
      
        query()

      


    


    
      
        result()

      


    


    
      
        stream_result()

      


    





  
    Callbacks
  


    
      
        connect(connection_options)

      


    


    
      
        execute(connection, query, params, execute_options)

      


    


    
      
        name()

      


    


    
      
        placeholder(pos_integer)

      


    


    
      
        quote_identifier(t)

      


    


    
      
        stream(connection, query, params, execute_options)

      


    


    
      
        supports?(atom)

      


    





      


      
        
          
            
            Anchor for this section
          
Types
        

        


  
    
      
      Link to this type
    
    connection()



  


  

      

          @type connection() :: term()


      



  



  
    
      
      Link to this type
    
    connection_options()



  


  

      

          @type connection_options() :: keyword() | map() | term()


      



  



  
    
      
      Link to this type
    
    execute_options()



  


  

      

          @type execute_options() :: keyword()


      



  



  
    
      
      Link to this type
    
    params()



  


  

      

          @type params() :: [term()]


      



  



  
    
      
      Link to this type
    
    query()



  


  

      

          @type query() :: String.t() | iodata()


      



  



  
    
      
      Link to this type
    
    result()



  


  

      

          @type result() :: %{rows: list(), columns: [String.t()]}


      



  



  
    
      
      Link to this type
    
    stream_result()



  


  

      

          @type stream_result() ::
  {:ok, Enumerable.t()} | {:ok, Enumerable.t(), [String.t()]} | {:error, term()}


      



  


        

      

      
        
          
            
            Anchor for this section
          
Callbacks
        

        


  
    
      
      Link to this callback
    
    connect(connection_options)



  


  

      

          @callback connect(connection_options()) :: {:ok, connection()} | {:error, term()}


      



  



  
    
      
      Link to this callback
    
    execute(connection, query, params, execute_options)



  


  

      

          @callback execute(connection(), query(), params(), execute_options()) ::
  {:ok, result()} | {:error, term()}


      



  



  
    
      
      Link to this callback
    
    name()



  


  

      

          @callback name() :: atom()


      



  



  
    
      
      Link to this callback
    
    placeholder(pos_integer)



  


  

      

          @callback placeholder(pos_integer()) :: iodata()


      



  



  
    
      
      Link to this callback
    
    quote_identifier(t)



  


  

      

          @callback quote_identifier(String.t()) :: String.t()


      



  



  
    
      
      Link to this callback
    
    stream(connection, query, params, execute_options)



      (optional)

  


  

      

          @callback stream(connection(), query(), params(), execute_options()) :: stream_result()


      



  



  
    
      
      Link to this callback
    
    supports?(atom)



  


  

      

          @callback supports?(atom()) :: boolean()


      



  


        

      



  

    
Selecto.DB.MSSQL 
    



      
Microsoft SQL Server adapter for Selecto.
Uses Tds when available. If Tds is not present, connect/execute return
structured dependency errors.

      





  

    
Selecto.DB.MariaDB 
    



      
MariaDB adapter for Selecto.
Shares connection and execution strategy with MySQL (MyXQL).

      





  

    
Selecto.DB.MySQL 
    



      
MySQL adapter for Selecto.
Uses MyXQL when available. If MyXQL is not present, connect/execute
return structured dependency errors.

      





  

    
Selecto.DB.PostgreSQL 
    



      
PostgreSQL adapter for Selecto.

      





  

    
Selecto.DB.SQLite 
    



      
SQLite adapter for Selecto.
Uses Exqlite when available. If Exqlite is not present,
connect/execute return structured dependency errors.

      





  

    
Selecto.Diagnostics 
    



      
Query diagnostics helpers (EXPLAIN / EXPLAIN ANALYZE).
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    Types
  


    
      
        explain_result()

      


    





  
    Functions
  


    
      
        build_explain_sql(query_sql, opts \\ [])

      


        Build the explain SQL wrapper.



    


    
      
        explain(selecto, opts \\ [])

      


        Run EXPLAIN for a Selecto query.



    


    
      
        explain_analyze(selecto, opts \\ [])

      


        Run EXPLAIN ANALYZE for a Selecto query.



    





      


      
        
          
            
            Anchor for this section
          
Types
        

        


  
    
      
      Link to this type
    
    explain_result()



  


  

      

          @type explain_result() :: %{
  explain_sql: String.t(),
  query_sql: String.t(),
  params: list(),
  columns: [String.t()],
  rows: list(),
  plan_lines: [String.t()]
}
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      Link to this function
    
    build_explain_sql(query_sql, opts \\ [])



  


  

      

          @spec build_explain_sql(
  String.t(),
  keyword()
) :: String.t()


      


Build the explain SQL wrapper.

  



    

  
    
      
      Link to this function
    
    explain(selecto, opts \\ [])



  


  

      

          @spec explain(
  Selecto.t(),
  keyword()
) :: {:ok, explain_result()} | {:error, Selecto.Error.t()}


      


Run EXPLAIN for a Selecto query.

  



    

  
    
      
      Link to this function
    
    explain_analyze(selecto, opts \\ [])



  


  

      

          @spec explain_analyze(
  Selecto.t(),
  keyword()
) :: {:ok, explain_result()} | {:error, Selecto.Error.t()}


      


Run EXPLAIN ANALYZE for a Selecto query.

  


        

      



  

    
Selecto.DynamicJoin 
    



      
Handles dynamic join additions at runtime.
This module enables adding joins to a Selecto query that aren't defined
in the domain configuration. This is useful for:
	Ad-hoc queries that need joins beyond the preconfigured domain
	Programmatic query building where joins depend on runtime conditions
	Parameterized joins where the same association needs different filters

Examples
# Enable a predefined join from the domain
selecto |> Selecto.join(:category)

# Enable a join with specific type override
selecto |> Selecto.join(:orders, type: :inner)

# Add a parameterized instance of a join
selecto |> Selecto.join_parameterize(:products, "electronics", category: "Electronics")

# Add a custom join not in the domain
selecto |> Selecto.join(:audit_log,
  source: "audit_logs",
  on: [%{left: "id", right: "record_id"}],
  type: :left
)
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    Functions
  


    
      
        join(selecto, join_id, options \\ [])

      


        Enable a join from the domain configuration or add a custom join.



    


    
      
        join_parameterize(selecto, join_id, parameter, options \\ [])

      


        Create a parameterized instance of an existing join.



    


    
      
        join_subquery(selecto, join_id, join_selecto, options \\ [])

      


        Join with another Selecto query as a subquery.



    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


    

  
    
      
      Link to this function
    
    join(selecto, join_id, options \\ [])



  


  

      

          @spec join(Selecto.t(), atom(), keyword()) :: Selecto.t()


      


Enable a join from the domain configuration or add a custom join.

  
  parameters

  
  Parameters


	selecto - The Selecto struct
	join_id - The join identifier (atom)
	options - Optional configuration overrides


  
  options

  
  Options


	:type - Join type (:left, :inner, :right, :full). Default: :left
	:source - Source table name (required for custom joins)
	:on - Join conditions as list of maps with :left and :right keys
	:owner_key - The key on the parent table
	:related_key - The key on the joined table
	:fields - Map of field configurations to expose from the joined table


  
  examples

  
  Examples


# Enable domain-configured join
selecto |> Selecto.DynamicJoin.join(:category)

# Custom join with explicit configuration
selecto |> Selecto.DynamicJoin.join(:audit_log,
  source: "audit_logs",
  on: [%{left: "id", right: "record_id"}],
  type: :left,
  fields: %{
    action: %{type: :string},
    created_at: %{type: :naive_datetime}
  }
)

  



    

  
    
      
      Link to this function
    
    join_parameterize(selecto, join_id, parameter, options \\ [])



  


  

      

          @spec join_parameterize(Selecto.t(), atom(), String.t() | atom(), keyword()) ::
  Selecto.t()


      


Create a parameterized instance of an existing join.
Parameterized joins allow the same association to be joined multiple times
with different filter conditions, useful for queries like:
	"Products in Electronics category" vs "Products in Clothing category"
	"Active orders" vs "Cancelled orders"
	"Primary contacts" vs "Billing contacts"


  
  parameters

  
  Parameters


	selecto - The Selecto struct
	join_id - Base join identifier to parameterize
	parameter - Unique parameter value to identify this instance
	options - Filter conditions and options


  
  options

  
  Options


	All options from join/3 plus:
	Any key that matches a filter in the join's filter config will be applied


  
  examples

  
  Examples


# Create parameterized join for electronics products
selecto
|> Selecto.DynamicJoin.join_parameterize(:products, "electronics",
    category_id: 1,
    active: true
  )
|> Selecto.select(["products:electronics.product_name"])

# Multiple parameterized instances
selecto
|> Selecto.DynamicJoin.join_parameterize(:orders, "active", status: "active")
|> Selecto.DynamicJoin.join_parameterize(:orders, "completed", status: "completed")
|> Selecto.select([
    "orders:active.total as active_total",
    "orders:completed.total as completed_total"
  ])

  



    

  
    
      
      Link to this function
    
    join_subquery(selecto, join_id, join_selecto, options \\ [])



  


  

      

          @spec join_subquery(Selecto.t(), atom(), Selecto.t(), keyword()) :: Selecto.t()


      


Join with another Selecto query as a subquery.
This creates a join using a separate Selecto query as the right side,
enabling complex subquery joins.

  
  parameters

  
  Parameters


	selecto - The main Selecto struct
	join_id - Identifier for this join
	join_selecto - The Selecto struct to use as subquery
	options - Join configuration


  
  options

  
  Options


	:type - Join type (:left, :inner, :right, :full). Default: :left
	:on - Join conditions referencing the subquery alias


  
  examples

  
  Examples


# Create a subquery for aggregated data
order_totals = Selecto.configure(order_domain, connection)
|> Selecto.select(["customer_id", {:sum, "total", as: "total_spent"}])
|> Selecto.group_by(["customer_id"])

# Join to main query
selecto
|> Selecto.DynamicJoin.join_subquery(:customer_totals, order_totals,
    on: [%{left: "customer_id", right: "customer_id"}]
  )
|> Selecto.select(["name", "customer_totals.total_spent"])

  


        

      



  

    
Selecto.EctoAdapter 
    



      
Ecto integration for Selecto query builder.
This module provides functionality to automatically configure Selecto
from Ecto schemas and repositories, making it easy to integrate with
Phoenix applications.
Usage
# Configure from Ecto repo and schema
selecto = Selecto.EctoAdapter.configure(MyApp.Repo, MyApp.User)

# With options
selecto = Selecto.EctoAdapter.configure(MyApp.Repo, MyApp.User, 
  joins: [:posts, :comments],
  redact_fields: [:password_hash]
)

# Generate domain from schema
domain = Selecto.EctoAdapter.schema_to_domain(MyApp.User)

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Functions
  


    
      
        configure(repo, schema, opts \\ [])

      


        Configure Selecto from an Ecto repository and schema.



    


    
      
        get_associations(schema)

      


        Get available associations from an Ecto schema.



    


    
      
        get_fields(schema)

      


        Get field information from an Ecto schema.



    


    
      
        schema_to_domain(schema, opts \\ [])

      


        Generate a Selecto domain configuration from an Ecto schema.



    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


    

  
    
      
      Link to this function
    
    configure(repo, schema, opts \\ [])



  


  

Configure Selecto from an Ecto repository and schema.

  
  parameters

  
  Parameters


	repo - The Ecto repository module (e.g., MyApp.Repo)
	schema - The Ecto schema module to use as the source table
	opts - Configuration options


  
  options

  
  Options


	:joins - List of associations to include as joins (atoms)
	:redact_fields - List of fields to exclude from queries (atoms) 
	:custom_columns - Map of custom column definitions
	:custom_filters - Map of custom filter definitions
	:extensions - List of Selecto extension specs applied during domain build
	:validate - Whether to validate domain configuration (boolean)
	:name - Custom name for the domain (string)


  
  examples

  
  Examples


# Basic usage
selecto = Selecto.EctoAdapter.configure(MyApp.Repo, MyApp.User)

# With joins and redacted fields
selecto = Selecto.EctoAdapter.configure(MyApp.Repo, MyApp.User,
  joins: [:posts, :profile],
  redact_fields: [:password_hash, :email]
)

# With custom columns
selecto = Selecto.EctoAdapter.configure(MyApp.Repo, MyApp.User,
  custom_columns: %{
    "full_name" => %{
      name: "Full Name",
      select: {:concat, ["first_name", {:literal, " "}, "last_name"]}
    }
  }
)

  



  
    
      
      Link to this function
    
    get_associations(schema)



  


  

Get available associations from an Ecto schema.
Returns a list of association names that can be used in joins.

  



  
    
      
      Link to this function
    
    get_fields(schema)



  


  

Get field information from an Ecto schema.
Returns a map with field names and their types.

  



    

  
    
      
      Link to this function
    
    schema_to_domain(schema, opts \\ [])



  


  

Generate a Selecto domain configuration from an Ecto schema.
This function introspects the Ecto schema and generates a compatible
domain map for Selecto configuration.

  
  parameters

  
  Parameters


	schema - The Ecto schema module
	opts - Configuration options (see configure/3)


  
  returns

  
  Returns


A domain map compatible with Selecto.configure/2

  


        

      



  

    
Selecto.EnhancedJoins 
    



      
Enhanced join types and patterns for Selecto.
This module extends the base join functionality with additional join types
and enhanced field resolution capabilities.
New Join Types
Self-Joins
Join a table to itself with different aliases for comparison or hierarchical relationships.
Lateral Joins
Correlated subqueries that can reference columns from preceding tables in the FROM clause.
Cross Joins
Cartesian product between tables (use with caution for performance).
Full Outer Joins
Complete outer join that returns all rows from both tables.
Conditional Joins
Dynamic join conditions based on field values or runtime parameters.
Enhanced Join Configuration
joins: %{
  # Self-join for manager relationships
  manager: %{
    type: :self_join,
    self_key: :manager_id,
    target_key: :id,
    alias: "mgr",
    condition_type: :left
  },

  # Lateral join for complex correlated queries
  recent_orders: %{
    type: :lateral_join,
    lateral_query: "SELECT * FROM orders o WHERE o.customer_id = customers.id ORDER BY o.created_at DESC LIMIT 5",
    alias: "recent"
  },

  # Cross join for combinations (use carefully)
  product_variants: %{
    type: :cross_join,
    source: "product_options",
    alias: "variants"
  },

  # Full outer join
  all_transactions: %{
    type: :full_outer_join,
    source: "transactions",
    left_key: :account_id,
    right_key: :account_id,
    alias: "trans"
  },

  # Conditional join with runtime conditions
  applicable_discounts: %{
    type: :conditional_join,
    source: "discounts",
    conditions: [
      {:field_comparison, "orders.total", :gte, "discounts.minimum_amount"},
      {:date_range, "orders.created_at", "discounts.valid_from", "discounts.valid_to"}
    ],
    condition_type: :left
  }
}
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    Types
  


    
      
        condition_type()

      


    


    
      
        join_condition()

      


    


    
      
        join_type()

      


    





  
    Functions
  


    
      
        build_enhanced_join_sql(join_config, selecto)

      


        Generate SQL for enhanced join types.



    


    
      
        configure_enhanced_join(id, association, config, parent, from_source, queryable)

      


        Configure an enhanced join based on its type.
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Types
        

        


  
    
      
      Link to this type
    
    condition_type()



  


  

      

          @type condition_type() :: :inner | :left | :right | :full


      



  



  
    
      
      Link to this type
    
    join_condition()



  


  

      

          @type join_condition() ::
  {:field_comparison, String.t(), atom(), String.t()}
  | {:date_range, String.t(), String.t(), String.t()}
  | {:custom_sql, String.t()}


      



  



  
    
      
      Link to this type
    
    join_type()



  


  

      

          @type join_type() ::
  :self_join
  | :lateral_join
  | :cross_join
  | :full_outer_join
  | :conditional_join
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      Link to this function
    
    build_enhanced_join_sql(join_config, selecto)



  


  

Generate SQL for enhanced join types.

  



  
    
      
      Link to this function
    
    configure_enhanced_join(id, association, config, parent, from_source, queryable)



  


  

Configure an enhanced join based on its type.

  


        

      



  

    
Selecto.Error 
    



      
Standardized error structure for all Selecto operations.
Provides consistent error handling across the Selecto ecosystem with
structured error information including context, query details, and
actionable error types.
Error Types
	:connection_error - Database connection failures
	:query_error - SQL query execution failures
	:validation_error - Input validation failures
	:configuration_error - Invalid domain or Selecto configuration
	:no_results - Query returned no results when one expected
	:multiple_results - Query returned multiple results when one expected
	:timeout_error - Query execution timeout

Examples
# Connection error
{:error, %Selecto.Error{
  type: :connection_error,
  message: "Failed to connect to database",
  details: %{host: "localhost", port: 5432}
}}

# Query error with context
{:error, %Selecto.Error{
  type: :query_error,
  message: "Column 'invalid_col' does not exist",
  query: "SELECT invalid_col FROM users",
  params: [],
  details: %{column: "invalid_col", table: "users"}
}}

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Types
  


    
      
        error_type()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        configuration_error(message, details \\ %{})

      


        Creates a configuration error.



    


    
      
        connection_error(message, details \\ %{})

      


        Creates a connection error.



    


    
      
        field_resolution_error(message, field_ref, context \\ %{})

      


        Creates a field resolution error with context.



    


    
      
        from_reason(exception)

      


        Converts various error types to standardized Selecto.Error.



    


    
      
        multiple_results_error(message \\ "Query returned multiple results when one expected")

      


        Creates a multiple results error for execute_one/2.



    


    
      
        no_results_error(message \\ "Query returned no results")

      


        Creates a no results error for execute_one/2.



    


    
      
        query_error(message, query \\ nil, params \\ [], details \\ %{})

      


        Creates a query execution error with SQL context.



    


    
      
        query_generation_error(message, details \\ %{})

      


        Creates a query generation error.



    


    
      
        timeout_error(message, details \\ %{})

      


        Creates a timeout error.



    


    
      
        to_display_message(error)

      


        Creates a user-friendly error message for display.



    


    
      
        to_exception(error)

      


        Converts a Selecto.Error to an exception for raising.



    


    
      
        transformation_error(message, details \\ %{})

      


        Creates a transformation error for output format processing.



    


    
      
        validation_error(message, details \\ %{})

      


        Creates a validation error.



    





      


      
        
          
            
            Anchor for this section
          
Types
        

        


  
    
      
      Link to this type
    
    error_type()



  


  

      

          @type error_type() ::
  :connection_error
  | :query_error
  | :validation_error
  | :configuration_error
  | :no_results
  | :multiple_results
  | :timeout_error
  | :field_resolution_error
  | :transformation_error


      



  



  
    
      
      Link to this type
    
    t()



  


  

      

          @type t() :: %Selecto.Error{
  details: map() | nil,
  message: String.t(),
  params: [term()] | nil,
  query: String.t() | nil,
  type: error_type()
}
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      Link to this function
    
    configuration_error(message, details \\ %{})



  


  

      

          @spec configuration_error(String.t(), map()) :: t()


      


Creates a configuration error.

  



    

  
    
      
      Link to this function
    
    connection_error(message, details \\ %{})



  


  

      

          @spec connection_error(String.t(), map()) :: t()


      


Creates a connection error.

  



    

  
    
      
      Link to this function
    
    field_resolution_error(message, field_ref, context \\ %{})



  


  

      

          @spec field_resolution_error(String.t(), term(), map()) :: t()


      


Creates a field resolution error with context.

  



  
    
      
      Link to this function
    
    from_reason(exception)



  


  

      

          @spec from_reason(term()) :: t()


      


Converts various error types to standardized Selecto.Error.

  



    

  
    
      
      Link to this function
    
    multiple_results_error(message \\ "Query returned multiple results when one expected")



  


  

      

          @spec multiple_results_error(String.t()) :: t()


      


Creates a multiple results error for execute_one/2.

  



    

  
    
      
      Link to this function
    
    no_results_error(message \\ "Query returned no results")



  


  

      

          @spec no_results_error(String.t()) :: t()


      


Creates a no results error for execute_one/2.

  



    

    

    

  
    
      
      Link to this function
    
    query_error(message, query \\ nil, params \\ [], details \\ %{})



  


  

      

          @spec query_error(String.t(), String.t() | nil, [term()], map()) :: t()


      


Creates a query execution error with SQL context.

  



    

  
    
      
      Link to this function
    
    query_generation_error(message, details \\ %{})



  


  

      

          @spec query_generation_error(String.t(), map()) :: t()


      


Creates a query generation error.

  



    

  
    
      
      Link to this function
    
    timeout_error(message, details \\ %{})



  


  

      

          @spec timeout_error(String.t(), map()) :: t()


      


Creates a timeout error.

  



  
    
      
      Link to this function
    
    to_display_message(error)



  


  

      

          @spec to_display_message(t()) :: String.t()


      


Creates a user-friendly error message for display.

  



  
    
      
      Link to this function
    
    to_exception(error)



  


  

      

          @spec to_exception(t()) :: Exception.t()


      


Converts a Selecto.Error to an exception for raising.

  



    

  
    
      
      Link to this function
    
    transformation_error(message, details \\ %{})



  


  

      

          @spec transformation_error(String.t(), map()) :: t()


      


Creates a transformation error for output format processing.

  



    

  
    
      
      Link to this function
    
    validation_error(message, details \\ %{})



  


  

      

          @spec validation_error(String.t(), map()) :: t()


      


Creates a validation error.

  


        

      



  

    
Selecto.Executor 
    



      
Query execution engine for Selecto.
Handles the execution of generated SQL queries against Postgrex connections
or Ecto repositories, with proper error handling and connection management.

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Functions
  


    
      
        connection_info(selecto)

      


        Get connection statistics for monitoring.



    


    
      
        execute(selecto, opts \\ [])

      


        Execute a query and return results with standardized error handling.



    


    
      
        execute_one(selecto, opts \\ [])

      


        Execute a query expecting exactly one row, returning {:ok, row} or {:error, reason}.



    


    
      
        execute_stream(selecto, opts \\ [])

      


        Execute a query as a stream of {row, columns, aliases} tuples.



    


    
      
        execute_with_adapter(adapter, connection, query, params, aliases)

      


        Execute query using a database adapter.



    


    
      
        execute_with_connection_pool(pool_ref, query, params, aliases)

      


        Execute query using connection pool.



    


    
      
        execute_with_ecto_fallback(repo, query, params, aliases)

      


        Fallback execution when Ecto.Adapters.SQL is not available.



    


    
      
        execute_with_ecto_repo(repo, query, params, aliases)

      


        Execute query using an Ecto repository.



    


    
      
        execute_with_metadata(selecto, opts \\ [])

      


        Execute a query and return results with metadata including SQL, params, and execution time.



    


    
      
        execute_with_postgrex(conn, query, params, aliases)

      


        Execute query using direct Postgrex connection or connection pool.



    


    
      
        validate_connection(selecto)

      


        Validate connection before executing query.
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      Link to this function
    
    connection_info(selecto)



  


  

Get connection statistics for monitoring.
Returns information about the current connection state.

  



    

  
    
      
      Link to this function
    
    execute(selecto, opts \\ [])



  


  

      

          @spec execute(Selecto.Types.t(), Selecto.Types.execute_options()) ::
  Selecto.Types.safe_execute_result()


      


Execute a query and return results with standardized error handling.

  
  parameters

  
  Parameters


	selecto - The Selecto struct containing connection and query info
	opts - Execution options (currently unused but reserved for future use)


  
  returns

  
  Returns


	{:ok, {rows, columns, aliases}} - Successful execution with results
	{:error, %Selecto.Error{}} - Execution failure with detailed error


  
  examples

  
  Examples


case Selecto.Executor.execute(selecto) do
  {:ok, {rows, columns, aliases}} ->
    # Process successful results
    handle_results(rows, columns, aliases)
  {:error, error} ->
    # Handle database error
    Logger.error("Query failed: #{inspect(error)}")
end

  



    

  
    
      
      Link to this function
    
    execute_one(selecto, opts \\ [])



  


  

      

          @spec execute_one(Selecto.Types.t(), Selecto.Types.execute_options()) ::
  Selecto.Types.safe_execute_one_result()


      


Execute a query expecting exactly one row, returning {:ok, row} or {:error, reason}.
Useful for queries that should return a single record (e.g., with LIMIT 1 or aggregate functions).
Returns an error if zero rows or multiple rows are returned.

  
  examples

  
  Examples


case Selecto.Executor.execute_one(selecto) do
  {:ok, row} ->
    # Handle single row result
    process_single_result(row)
  {:error, :no_results} ->
    # Handle case where no rows were found
  {:error, :multiple_results} ->
    # Handle case where multiple rows were found
  {:error, error} ->
    # Handle database or other errors
end

  



    

  
    
      
      Link to this function
    
    execute_stream(selecto, opts \\ [])



  


  

      

          @spec execute_stream(
  Selecto.Types.t(),
  keyword()
) :: Selecto.Types.safe_execute_stream_result()


      


Execute a query as a stream of {row, columns, aliases} tuples.
Current stream support:
	PostgreSQL direct connections (pid or registered name) via server-side cursors
	Custom adapters that implement stream/4


  



  
    
      
      Link to this function
    
    execute_with_adapter(adapter, connection, query, params, aliases)



  


  

Execute query using a database adapter.
This function delegates to the adapter's execute/4 function, allowing
for different database types like SQLite, MySQL, etc.

  



  
    
      
      Link to this function
    
    execute_with_connection_pool(pool_ref, query, params, aliases)



  


  

Execute query using connection pool.

  



  
    
      
      Link to this function
    
    execute_with_ecto_fallback(repo, query, params, aliases)



  


  

Fallback execution when Ecto.Adapters.SQL is not available.
Creates a temporary Postgrex connection using Ecto repo configuration.

  



  
    
      
      Link to this function
    
    execute_with_ecto_repo(repo, query, params, aliases)



  


  

Execute query using an Ecto repository.
Attempts to use Ecto.Adapters.SQL.query first, falling back to direct
Postgrex connection if Ecto is not available.

  



    

  
    
      
      Link to this function
    
    execute_with_metadata(selecto, opts \\ [])



  


  

      

          @spec execute_with_metadata(Selecto.Types.t(), Selecto.Types.execute_options()) ::
  {:ok, Selecto.Types.execute_result(), map()} | {:error, Selecto.Error.t()}


      


Execute a query and return results with metadata including SQL, params, and execution time.

  
  parameters

  
  Parameters


	selecto - The Selecto struct containing connection and query info
	opts - Execution options


  
  returns

  
  Returns


	{:ok, result, metadata} - Successful execution with results and metadata
	{:error, error} - Execution failure with detailed error

The metadata map includes:
	:sql - The generated SQL query string
	:params - The query parameters
	:execution_time - Query execution time in milliseconds


  
  examples

  
  Examples


case Selecto.Executor.execute_with_metadata(selecto) do
  {:ok, {rows, columns, aliases}, _meta} ->
    # Process successful results with metadata
    handle_results(rows, columns, aliases)
  {:error, error} ->
    # Handle database error
    Logger.error("Query failed: #{inspect(error)}")
end

  



  
    
      
      Link to this function
    
    execute_with_postgrex(conn, query, params, aliases)



  


  

Execute query using direct Postgrex connection or connection pool.

  



  
    
      
      Link to this function
    
    validate_connection(selecto)



  


  

Validate connection before executing query.
Returns :ok if connection is valid, {:error, reason} otherwise.

  


        

      



  

    
Selecto.Extension behaviour
    



      
Behavior contract for Selecto ecosystem extensions.
Extensions are loaded from domain definitions through the :extensions key.
A single extension can participate in multiple packages (selecto,
selecto_components, selecto_updato) by implementing the callbacks relevant
to that package.
Domain Usage
%{
  name: "Store",
  source: %{...},
  schemas: %{},
  joins: %{},
  extensions: [
    # From the :selecto_postgis package
    Selecto.Extensions.PostGIS,
    {MyApp.Selecto.Extensions.Timescale, hypertable: "events"}
  ]
}
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    Types
  


    
      
        extension_opts()

      


    


    
      
        extension_spec()

      


    





  
    Callbacks
  


    
      
        components_views(selecto_or_domain, opts)

      


        Return additional selecto_components view tuples for this extension.



    


    
      
        ecto_type_to_selecto_type(ecto_type, opts)

      


        Map Ecto schema field types to Selecto types during Selecto.EctoAdapter
introspection.



    


    
      
        merge_domain(domain, opts)

      


        Merge extension-provided defaults into a domain during Selecto.configure/3.



    


    
      
        overlay_dsl_modules(opts)

      


        Return DSL modules imported by Selecto.Config.OverlayDSL when this extension
is enabled in an overlay module.



    


    
      
        overlay_fragment(overlay_module, opts)

      


        Build extension-owned overlay fragments during @before_compile.



    


    
      
        overlay_setup(overlay_module, opts)

      


        Compile-time hook called from Selecto.Config.OverlayDSL.__using__/1.



    


    
      
        updato_domain(domain, opts)

      


        Merge extension defaults into a domain used by selecto_updato.
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      Link to this type
    
    extension_opts()



  


  

      

          @type extension_opts() :: keyword()


      



  



  
    
      
      Link to this type
    
    extension_spec()



  


  

      

          @type extension_spec() :: module() | {module(), extension_opts()}
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      Link to this callback
    
    components_views(selecto_or_domain, opts)



      (optional)

  


  

      

          @callback components_views(selecto_or_domain :: map(), opts :: extension_opts()) :: [
  tuple()
]


      


Return additional selecto_components view tuples for this extension.

  



  
    
      
      Link to this callback
    
    ecto_type_to_selecto_type(ecto_type, opts)



      (optional)

  


  

      

          @callback ecto_type_to_selecto_type(ecto_type :: term(), opts :: extension_opts()) ::
  atom() | nil


      


Map Ecto schema field types to Selecto types during Selecto.EctoAdapter
introspection.
Return nil to indicate no mapping for the provided type.

  



  
    
      
      Link to this callback
    
    merge_domain(domain, opts)



      (optional)

  


  

      

          @callback merge_domain(domain :: map(), opts :: extension_opts()) :: map()


      


Merge extension-provided defaults into a domain during Selecto.configure/3.

  



  
    
      
      Link to this callback
    
    overlay_dsl_modules(opts)



      (optional)

  


  

      

          @callback overlay_dsl_modules(opts :: extension_opts()) :: [module()]


      


Return DSL modules imported by Selecto.Config.OverlayDSL when this extension
is enabled in an overlay module.

  



  
    
      
      Link to this callback
    
    overlay_fragment(overlay_module, opts)



      (optional)

  


  

      

          @callback overlay_fragment(overlay_module :: module(), opts :: extension_opts()) :: map()


      


Build extension-owned overlay fragments during @before_compile.

  



  
    
      
      Link to this callback
    
    overlay_setup(overlay_module, opts)



      (optional)

  


  

      

          @callback overlay_setup(overlay_module :: module(), opts :: extension_opts()) :: :ok


      


Compile-time hook called from Selecto.Config.OverlayDSL.__using__/1.
Use this to register extension-specific module attributes for overlay DSL
directives.

  



  
    
      
      Link to this callback
    
    updato_domain(domain, opts)



      (optional)

  


  

      

          @callback updato_domain(domain :: map(), opts :: extension_opts()) :: map()


      


Merge extension defaults into a domain used by selecto_updato.

  


        

      



  

    
Selecto.Extensions 
    



      
Shared extension loading and callback dispatch for the Selecto ecosystem.

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Types
  


    
      
        normalized_spec()

      


        Normalized extension entries: {module, opts}



    





  
    Functions
  


    
      
        components_views(selecto_or_domain, specs)

      


        Return additional selecto_components views contributed by extensions.



    


    
      
        deep_merge(left, right)

      


        Deep-merge maps recursively.



    


    
      
        ecto_type_to_selecto_type(ecto_type, specs)

      


        Resolve extension-provided Ecto->Selecto type mapping.



    


    
      
        from_domain(domain)

      


        Extract normalized extension specs from a domain-like map.



    


    
      
        from_source(domain)

      


        Extract normalized extension specs from a selecto/domain-like value.



    


    
      
        merge_domain_extensions(domain, specs)

      


        Apply merge_domain/2 callbacks for extensions in declaration order.



    


    
      
        merge_updato_domain_extensions(domain, specs)

      


        Apply updato_domain/2 callbacks for extensions in declaration order.



    


    
      
        normalize_specs(specs)

      


        Normalize extension specs from any supported format.



    


    
      
        overlay_dsl_modules(specs)

      


        Return additional overlay DSL import modules from extension callbacks.



    


    
      
        overlay_fragments(overlay_module, specs)

      


        Build and deep-merge extension overlay fragments.



    


    
      
        setup_overlay_extensions(overlay_module, specs)

      


        Execute compile-time overlay_setup/2 callbacks.



    





      


      
        
          
            
            Anchor for this section
          
Types
        

        


  
    
      
      Link to this type
    
    normalized_spec()



  


  

      

          @type normalized_spec() :: {module(), keyword()}


      


Normalized extension entries: {module, opts}

  


        

      

      
        
          
            
            Anchor for this section
          
Functions
        

        


  
    
      
      Link to this function
    
    components_views(selecto_or_domain, specs)



  


  

      

          @spec components_views(term(), [normalized_spec()]) :: [tuple()]


      


Return additional selecto_components views contributed by extensions.

  



  
    
      
      Link to this function
    
    deep_merge(left, right)



  


  

      

          @spec deep_merge(map(), map()) :: map()


      


Deep-merge maps recursively.

  



  
    
      
      Link to this function
    
    ecto_type_to_selecto_type(ecto_type, specs)



  


  

      

          @spec ecto_type_to_selecto_type(term(), [normalized_spec()]) :: atom() | nil


      


Resolve extension-provided Ecto->Selecto type mapping.
Returns the first non-nil mapping from extensions in declaration order.

  



  
    
      
      Link to this function
    
    from_domain(domain)



  


  

      

          @spec from_domain(map()) :: [normalized_spec()]


      


Extract normalized extension specs from a domain-like map.

  



  
    
      
      Link to this function
    
    from_source(domain)



  


  

      

          @spec from_source(term()) :: [normalized_spec()]


      


Extract normalized extension specs from a selecto/domain-like value.

  



  
    
      
      Link to this function
    
    merge_domain_extensions(domain, specs)



  


  

      

          @spec merge_domain_extensions(map(), [normalized_spec()]) :: map()


      


Apply merge_domain/2 callbacks for extensions in declaration order.

  



  
    
      
      Link to this function
    
    merge_updato_domain_extensions(domain, specs)



  


  

      

          @spec merge_updato_domain_extensions(map(), [normalized_spec()]) :: map()


      


Apply updato_domain/2 callbacks for extensions in declaration order.

  



  
    
      
      Link to this function
    
    normalize_specs(specs)



  


  

      

          @spec normalize_specs(term()) :: [normalized_spec()]


      


Normalize extension specs from any supported format.
Supported entries:
	MyExtension
	{MyExtension, key: "value"}
	%{module: MyExtension, opts: [...]}


  



  
    
      
      Link to this function
    
    overlay_dsl_modules(specs)



  


  

      

          @spec overlay_dsl_modules([normalized_spec()]) :: [module()]


      


Return additional overlay DSL import modules from extension callbacks.

  



  
    
      
      Link to this function
    
    overlay_fragments(overlay_module, specs)



  


  

      

          @spec overlay_fragments(module(), [normalized_spec()]) :: map()


      


Build and deep-merge extension overlay fragments.

  



  
    
      
      Link to this function
    
    setup_overlay_extensions(overlay_module, specs)



  


  

      

          @spec setup_overlay_extensions(module(), [normalized_spec()]) :: :ok


      


Execute compile-time overlay_setup/2 callbacks.

  


        

      



  

    
Selecto.FieldResolver 
    



      
Enhanced field resolution system for Selecto with disambiguation, aliasing, and dynamic resolution.
This module provides advanced field resolution capabilities including:
	Field disambiguation when multiple tables have same field names
	Dynamic field resolution at runtime
	Field aliasing for better naming and conflict resolution
	Smart error messages with suggestions
	Support for qualified field references
	Join-aware field validation
	Parameterized joins with dot notation support

Field Reference Formats
Basic Field References
	"field_name" - Field from source table
	"join.field_name" - Qualified field from specific join
	"table_alias.field_name" - Field using table alias

Parameterized Join References (New)
	"join:param.field_name" - Parameterized join with single parameter
	"join:param1:param2.field_name" - Multiple parameters
	"join:50:true:'quoted param'.field_name" - Mixed parameter types

Legacy Field References (Backward Compatible)
	"join[field_name]" - Legacy bracket notation

Advanced Field References
	{:field, "field_name", alias: "custom_alias"} - Field with custom alias
	{:qualified_field, "join.field_name"} - Explicitly qualified field
	{:disambiguated_field, "field_name", from: "join"} - Disambiguated field reference

Usage Examples
# Basic resolution
{:ok, field_info} = FieldResolver.resolve_field(selecto, "user_name")

# Qualified resolution
{:ok, field_info} = FieldResolver.resolve_field(selecto, "users.name")

# Parameterized join resolution
{:ok, field_info} = FieldResolver.resolve_field(selecto, "products:electronics:true.name")

# Legacy bracket notation (still supported)
{:ok, field_info} = FieldResolver.resolve_field(selecto, "users[name]")

# With disambiguation
{:ok, field_info} = FieldResolver.resolve_field(selecto, {:disambiguated_field, "name", from: "users"})

# Get all available fields
all_fields = FieldResolver.get_available_fields(selecto)

# Find field suggestions
suggestions = FieldResolver.suggest_fields(selecto, "nam")

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Types
  


    
      
        field_info()

      


    


    
      
        field_reference()

      


    


    
      
        resolution_result()

      


    





  
    Functions
  


    
      
        get_available_fields(selecto)

      


        Get all available fields from all joins and the source table.



    


    
      
        get_disambiguation_options(selecto, field_name)

      


        Get disambiguation options for an ambiguous field.



    


    
      
        is_ambiguous_field?(selecto, field_name)

      


        Check if a field reference is ambiguous (exists in multiple tables).



    


    
      
        resolve_field(selecto, field_ref)

      


        Resolve a field reference to detailed field information.



    


    
      
        suggest_fields(selecto, partial_name)

      


        Find field suggestions for a partial field name.



    


    
      
        validate_field_references(selecto, field_refs)

      


        Validate that all field references in a list are resolvable.



    





      


      
        
          
            
            Anchor for this section
          
Types
        

        


  
    
      
      Link to this type
    
    field_info()



  


  

      

          @type field_info() :: %{
  name: String.t(),
  qualified_name: String.t(),
  source_join: atom(),
  type: atom(),
  alias: String.t() | nil,
  table_alias: String.t() | nil,
  parameters: [map()] | nil,
  parameter_signature: String.t() | nil
}


      



  



  
    
      
      Link to this type
    
    field_reference()



  


  

      

          @type field_reference() :: String.t() | atom() | tuple()


      



  



  
    
      
      Link to this type
    
    resolution_result()



  


  

      

          @type resolution_result() :: {:ok, field_info()} | {:error, term()}


      



  


        

      

      
        
          
            
            Anchor for this section
          
Functions
        

        


  
    
      
      Link to this function
    
    get_available_fields(selecto)



  


  

      

          @spec get_available_fields(Selecto.t()) :: %{required(String.t()) => field_info()}


      


Get all available fields from all joins and the source table.
Returns a map with field names as keys and field info as values.

  



  
    
      
      Link to this function
    
    get_disambiguation_options(selecto, field_name)



  


  

      

          @spec get_disambiguation_options(Selecto.t(), String.t()) :: [field_info()]


      


Get disambiguation options for an ambiguous field.

  



  
    
      
      Link to this function
    
    is_ambiguous_field?(selecto, field_name)



  


  

      

          @spec is_ambiguous_field?(Selecto.t(), String.t()) :: boolean()


      


Check if a field reference is ambiguous (exists in multiple tables).

  



  
    
      
      Link to this function
    
    resolve_field(selecto, field_ref)



  


  

      

          @spec resolve_field(Selecto.t(), field_reference()) :: resolution_result()


      


Resolve a field reference to detailed field information.
Handles various field reference formats and provides disambiguation when needed.

  



  
    
      
      Link to this function
    
    suggest_fields(selecto, partial_name)



  


  

      

          @spec suggest_fields(Selecto.t(), String.t()) :: [String.t()]


      


Find field suggestions for a partial field name.
Useful for autocomplete and error messages with suggestions.

  



  
    
      
      Link to this function
    
    validate_field_references(selecto, field_refs)



  


  

      

          @spec validate_field_references(Selecto.t(), [field_reference()]) ::
  :ok | {:error, [term()]}


      


Validate that all field references in a list are resolvable.

  


        

      



  

    
Selecto.FieldResolver.ParameterizedParser 
    



      
Parser for parameterized joins with dot notation support.
This module handles parsing field references that include parameterized joins
using the new dot notation syntax: table.field and table:param1:param2.field
Examples
# Simple dot notation
"posts.title" → %{type: :qualified, join: "posts", field: "title"}

# Parameterized join with single parameter
"posts:published.title" → %{type: :parameterized, join: "posts", field: "title", parameters: []}

# Multiple parameters with type inference
"products:electronics:25.0:true.name" → %{
  type: :parameterized, 
  join: "products", 
  field: "name",
  parameters: [
    {:string, "electronics"}, 
    {:float, 25.0}, 
    {:boolean, true}
  ]
}

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Types
  


    
      
        parameter()

      


    


    
      
        parsed_field()

      


    





  
    Functions
  


    
      
        parse_field_reference(field_ref)

      


        Parse a field reference string into its components.



    


    
      
        parse_join_with_parameters(join_string)

      


        Parse parameters from a join string like "table:param1:param2"



    


    
      
        parse_single_parameter(param)

      


        Parse a single parameter string into a typed value.
Used for testing and debugging individual parameters.



    


    
      
        validate_parameters(provided_params, param_definitions)

      


        Validate parsed parameters against join parameter definitions.



    





      


      
        
          
            
            Anchor for this section
          
Types
        

        


  
    
      
      Link to this type
    
    parameter()



  


  

      

          @type parameter() ::
  {:string, String.t()}
  | {:integer, integer()}
  | {:float, float()}
  | {:boolean, boolean()}


      



  



  
    
      
      Link to this type
    
    parsed_field()



  


  

      

          @type parsed_field() :: %{
  type: :simple | :qualified | :parameterized | :bracket_legacy,
  field: String.t(),
  join: String.t() | nil,
  parameters: [parameter()] | nil
}


      



  


        

      

      
        
          
            
            Anchor for this section
          
Functions
        

        


  
    
      
      Link to this function
    
    parse_field_reference(field_ref)



  


  

      

          @spec parse_field_reference(String.t()) ::
  {:ok, parsed_field()} | {:error, String.t()}


      


Parse a field reference string into its components.
Supports both legacy bracket notation and new dot notation with parameters.

  



  
    
      
      Link to this function
    
    parse_join_with_parameters(join_string)



  


  

      

          @spec parse_join_with_parameters(String.t()) ::
  {String.t(), [parameter()]} | {:error, String.t()}


      


Parse parameters from a join string like "table:param1:param2"

  



  
    
      
      Link to this function
    
    parse_single_parameter(param)



  


  

Parse a single parameter string into a typed value.
Used for testing and debugging individual parameters.

  



  
    
      
      Link to this function
    
    validate_parameters(provided_params, param_definitions)



  


  

      

          @spec validate_parameters([parameter()], [map()]) ::
  {:ok, [map()]} | {:error, String.t()}


      


Validate parsed parameters against join parameter definitions.

  


        

      



  

    
Selecto.Fields 
    



      
Field access and resolution operations for Selecto.
This module provides functions to access and resolve field information
from a Selecto configuration, including custom columns, joins, filters,
and field suggestions.

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Functions
  


    
      
        available_fields(selecto)

      


        Get all available fields across all joins and the source table.



    


    
      
        columns(selecto)

      


        Get all columns available in the query.



    


    
      
        domain(selecto)

      


        Get the domain configuration.



    


    
      
        domain_data(selecto)

      


        Get custom domain data.



    


    
      
        extensions(selecto)

      


        Get normalized extension specs loaded for this Selecto instance.



    


    
      
        field(selecto, field_name)

      


        Get field information by field name.



    


    
      
        field_suggestions(selecto, partial_name)

      


        Get field suggestions for autocomplete or error recovery.



    


    
      
        filters(selecto)

      


        Get all filters defined in the domain configuration.



    


    
      
        joins(selecto)

      


        Get all join configurations for the query.



    


    
      
        resolve_field(selecto, field_name)

      


        Enhanced field resolution with disambiguation and error handling.



    


    
      
        set(selecto)

      


        Get the current query set (selected fields, filters, etc.).



    


    
      
        source_table(selecto)

      


        Get the source table name.



    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


  
    
      
      Link to this function
    
    available_fields(selecto)



  


  

      

          @spec available_fields(Selecto.Types.t()) :: [String.t()]


      


Get all available fields across all joins and the source table.

  
  examples

  
  Examples


fields = Selecto.Fields.available_fields(selecto)
# => ["id", "name", "email", "posts[title]", ...]

  



  
    
      
      Link to this function
    
    columns(selecto)



  


  

      

          @spec columns(Selecto.Types.t()) :: map()


      


Get all columns available in the query.
Returns a map of all columns from the source table and joined tables.

  
  examples

  
  Examples


columns = Selecto.Fields.columns(selecto)
# => %{id: %{name: "id", type: :integer, ...}, ...}

  



  
    
      
      Link to this function
    
    domain(selecto)



  


  

      

          @spec domain(Selecto.Types.t()) :: Selecto.Types.domain()


      


Get the domain configuration.

  
  examples

  
  Examples


domain = Selecto.Fields.domain(selecto)
# => %{name: "User", source: %{...}, ...}

  



  
    
      
      Link to this function
    
    domain_data(selecto)



  


  

      

          @spec domain_data(Selecto.Types.t()) :: term()


      


Get custom domain data.

  
  examples

  
  Examples


data = Selecto.Fields.domain_data(selecto)

  



  
    
      
      Link to this function
    
    extensions(selecto)



  


  

      

          @spec extensions(Selecto.Types.t()) :: [{module(), keyword()}]


      


Get normalized extension specs loaded for this Selecto instance.

  



  
    
      
      Link to this function
    
    field(selecto, field_name)



  


  

      

          @spec field(Selecto.Types.t(), Selecto.Types.field_name()) :: map() | nil


      


Get field information by field name.
Supports custom columns, joined fields, and regular fields.
Handles various field name formats and provides compatibility mappings.

  
  examples

  
  Examples


field_info = Selecto.Fields.field(selecto, "customer[name]")
# => %{name: "name", field: "name", requires_join: :customer, ...}

  



  
    
      
      Link to this function
    
    field_suggestions(selecto, partial_name)



  


  

      

          @spec field_suggestions(Selecto.Types.t(), String.t()) :: [String.t()]


      


Get field suggestions for autocomplete or error recovery.

  
  examples

  
  Examples


suggestions = Selecto.Fields.field_suggestions(selecto, "cust")
# => ["customer[id]", "customer[name]", "customer[email]"]

  



  
    
      
      Link to this function
    
    filters(selecto)



  


  

      

          @spec filters(Selecto.Types.t()) :: %{required(String.t()) => term()}


      


Get all filters defined in the domain configuration.

  
  examples

  
  Examples


filters = Selecto.Fields.filters(selecto)
# => %{"active" => %{name: "Active", type: "boolean", ...}}

  



  
    
      
      Link to this function
    
    joins(selecto)



  


  

      

          @spec joins(Selecto.Types.t()) :: map()


      


Get all join configurations for the query.

  
  examples

  
  Examples


joins = Selecto.Fields.joins(selecto)
# => %{posts: %{type: :left, ...}, ...}

  



  
    
      
      Link to this function
    
    resolve_field(selecto, field_name)



  


  

      

          @spec resolve_field(Selecto.Types.t(), Selecto.Types.field_name()) ::
  {:ok, map()} | {:error, term()}


      


Enhanced field resolution with disambiguation and error handling.
Provides detailed field information and helpful error messages.

  
  examples

  
  Examples


case Selecto.Fields.resolve_field(selecto, "name") do
  {:ok, field_info} -> # use field_info
  {:error, reason} -> # handle error
end

  



  
    
      
      Link to this function
    
    set(selecto)



  


  

      

          @spec set(Selecto.Types.t()) :: Selecto.Types.query_set()


      


Get the current query set (selected fields, filters, etc.).

  
  examples

  
  Examples


query_set = Selecto.Fields.set(selecto)
# => %{selected: ["id", "name"], filtered: [...], ...}

  



  
    
      
      Link to this function
    
    source_table(selecto)



  


  

      

          @spec source_table(Selecto.Types.t()) :: Selecto.Types.table_name() | nil


      


Get the source table name.

  
  examples

  
  Examples


table = Selecto.Fields.source_table(selecto)
# => "users"

  


        

      



  

    
Selecto.Helpers.Date 
    



      
Date helper functions for Selecto.
Uses half-open intervals (>= start AND < end) for datetime ranges
to avoid precision issues with timestamps.

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Functions
  


    
      
        val_to_dates(map)

      


    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


  
    
      
      Link to this function
    
    val_to_dates(map)



  


  


  


        

      



  

    
Selecto.Jsonb 
    



      
JSONB column support with dot notation for filtering and selection.
Provides structured JSONB column definitions with schemas that enable:
	Dot notation access: "attributes.color" → attributes->>'color'
	Type-aware comparisons with automatic casting
	Contains/exists operations for JSONB-specific queries
	Nested object and array support

Domain Configuration
columns: %{
  "attributes" => %{
    type: :jsonb,
    schema: %{
      "color" => %{type: :string, required: true},
      "size" => %{type: :string, enum: ["small", "medium", "large"]},
      "weight" => %{type: :decimal},
      "dimensions" => %{
        type: :object,
        schema: %{
          "length" => %{type: :decimal},
          "width" => %{type: :decimal}
        }
      },
      "tags" => %{type: :array, items: %{type: :string}}
    }
  }
}
Filtering Examples
# Equality on JSONB path
Selecto.filter(selecto, {"attributes.color", "red"})

# Comparison operators
Selecto.filter(selecto, {"attributes.weight", {:gt, 10.0}})

# JSONB contains
Selecto.filter(selecto, {"attributes", {:jsonb_contains, %{"color" => "red"}}})

# Array contains
Selecto.filter(selecto, {"attributes.tags", {:contains, "featured"}})

# Key exists
Selecto.filter(selecto, {"attributes.warranty", :exists})

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Functions
  


    
      
        build_array_contains(column, path, value, opts \\ [])

      


        Build a JSONB array contains check expression.



    


    
      
        build_array_contains_all(column, path, values, opts \\ [])

      


        Build a JSONB array contains all check expression.



    


    
      
        build_contains(column, value, opts \\ [])

      


        Build a JSONB containment check expression.



    


    
      
        build_extraction(column, path, opts \\ [])

      


        Build a PostgreSQL JSONB extraction expression.



    


    
      
        build_key_exists(column, key_or_path, opts \\ [])

      


        Build a JSONB key exists check expression.



    


    
      
        get_path_schema(domain, column, path)

      


        Get the JSONB schema for a path within a column.



    


    
      
        jsonb_column?(domain, column)

      


        Check if a column is a JSONB type in the domain.



    


    
      
        parse_field_reference(field, domain)

      


        Parse a field reference that may contain JSONB dot notation.



    


    
      
        pg_cast_for_type(arg1)

      


        Determine the PostgreSQL cast type for a JSONB schema type.



    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


    

  
    
      
      Link to this function
    
    build_array_contains(column, path, value, opts \\ [])



  


  

Build a JSONB array contains check expression.

  
  examples

  
  Examples


iex> build_array_contains("attributes", ["tags"], "featured")
~s("attributes"->'tags' ? 'featured')

iex> build_array_contains("attributes", ["tags"], ["featured", "new"])
~s("attributes"->'tags' ?| array['featured','new'])

  



    

  
    
      
      Link to this function
    
    build_array_contains_all(column, path, values, opts \\ [])



  


  

Build a JSONB array contains all check expression.

  
  examples

  
  Examples


iex> build_array_contains_all("attributes", ["tags"], ["featured", "new"])
~s("attributes"->'tags' ?& array['featured','new'])

  



    

  
    
      
      Link to this function
    
    build_contains(column, value, opts \\ [])



  


  

Build a JSONB containment check expression.

  
  examples

  
  Examples


iex> build_contains("attributes", %{"color" => "red"})
~s("attributes" @> '{"color":"red"}'::jsonb)

  



    

  
    
      
      Link to this function
    
    build_extraction(column, path, opts \\ [])



  


  

Build a PostgreSQL JSONB extraction expression.

  
  options

  
  Options


	:as_text - Use ->> for text extraction (default: true for leaf values)
	:cast - Cast to specific type after extraction


  
  examples

  
  Examples


iex> build_extraction("attributes", ["color"], as_text: true)
~s("attributes"->>'color')

iex> build_extraction("attributes", ["dimensions", "length"], cast: :decimal)
~s(("attributes"#>>'{dimensions,length}')::numeric)

  



    

  
    
      
      Link to this function
    
    build_key_exists(column, key_or_path, opts \\ [])



  


  

Build a JSONB key exists check expression.

  
  examples

  
  Examples


iex> build_key_exists("attributes", "color")
~s("attributes" ? 'color')

iex> build_key_exists("attributes", ["dimensions", "length"])
~s("attributes"->'dimensions' ? 'length')

  



  
    
      
      Link to this function
    
    get_path_schema(domain, column, path)



  


  

Get the JSONB schema for a path within a column.
Returns the schema definition for the nested field, or nil if not defined.

  



  
    
      
      Link to this function
    
    jsonb_column?(domain, column)



  


  

Check if a column is a JSONB type in the domain.

  



  
    
      
      Link to this function
    
    parse_field_reference(field, domain)



  


  

Parse a field reference that may contain JSONB dot notation.
Returns {:jsonb, column, path} if it's a JSONB path, or {:regular, field} otherwise.

  
  examples

  
  Examples


iex> parse_field_reference("attributes.color", domain)
{:jsonb, "attributes", ["color"]}

iex> parse_field_reference("attributes.dimensions.length", domain)
{:jsonb, "attributes", ["dimensions", "length"]}

iex> parse_field_reference("name", domain)
{:regular, "name"}

  



  
    
      
      Link to this function
    
    pg_cast_for_type(arg1)



  


  

Determine the PostgreSQL cast type for a JSONB schema type.

  


        

      



  

    
Selecto.Livebook 
    



      
Convenience helpers for interactive notebooks and demos.

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Types
  


    
      
        run_result()

      


    





  
    Functions
  


    
      
        explain(label, selecto, opts \\ [])

      


        Print generated SQL and parameters.



    


    
      
        run(label, selecto, opts \\ [])

      


        Print SQL and execute query with preview information.



    


    
      
        run_shape(label, selecto, opts \\ [])

      


        Print SQL and execute shaped query with preview information.



    





      


      
        
          
            
            Anchor for this section
          
Types
        

        


  
    
      
      Link to this type
    
    run_result()



  


  

      

          @type run_result() :: {:ok, term()} | {:error, term()}


      



  


        

      

      
        
          
            
            Anchor for this section
          
Functions
        

        


    

  
    
      
      Link to this function
    
    explain(label, selecto, opts \\ [])



  


  

      

          @spec explain(String.t(), Selecto.t(), keyword()) :: {String.t(), list()}


      


Print generated SQL and parameters.

  



    

  
    
      
      Link to this function
    
    run(label, selecto, opts \\ [])



  


  

      

          @spec run(String.t(), Selecto.t(), keyword()) :: run_result()


      


Print SQL and execute query with preview information.

  



    

  
    
      
      Link to this function
    
    run_shape(label, selecto, opts \\ [])



  


  

      

          @spec run_shape(String.t(), Selecto.t(), keyword()) :: run_result()


      


Print SQL and execute shaped query with preview information.

  


        

      



  

    
Selecto.LogSanitizer 
    



      
Sanitizes SQL queries and parameters for safe logging.
This module ensures that sensitive data from query parameters is never
written to logs, while still providing useful debugging information.
Security
	Parameters are replaced with placeholders like $1, $2, etc.
	Parameter values are NEVER logged
	SQL structure is preserved for debugging purposes
	Query previews are truncated to prevent log bloat

Usage
iex> LogSanitizer.sanitize_query("SELECT * FROM users WHERE id = $1", [123])
"SELECT * FROM users WHERE id = $1 [1 param(s) redacted]"

iex> LogSanitizer.sanitize_params([1, "secret", %{key: "value"}])
"[3 param(s) redacted]"

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Functions
  


    
      
        safe_context(context)

      


        Creates a safe log context map with sanitized values.



    


    
      
        sanitize_error(error)

      


        Sanitizes an error for logging, removing any embedded parameter values.



    


    
      
        sanitize_params(params)

      


        Returns a safe representation of parameters for logging.



    


    
      
        sanitize_query(query, params \\ [], opts \\ [])

      


        Sanitizes a query string for logging, optionally with parameter count.



    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


  
    
      
      Link to this function
    
    safe_context(context)



  


  

      

          @spec safe_context(keyword()) :: map()


      


Creates a safe log context map with sanitized values.

  
  examples

  
  Examples


iex> safe_context(query: "SELECT...", params: [1,2,3], error: %RuntimeError{})
%{query: "SELECT... [3 param(s) redacted]", error: "RuntimeError: ..."}

  



  
    
      
      Link to this function
    
    sanitize_error(error)



  


  

      

          @spec sanitize_error(term()) :: String.t()


      


Sanitizes an error for logging, removing any embedded parameter values.

  
  examples

  
  Examples


iex> sanitize_error(%Postgrex.Error{message: "error"})
"%Postgrex.Error{message: \"error\"}"

  



  
    
      
      Link to this function
    
    sanitize_params(params)



  


  

      

          @spec sanitize_params(list()) :: String.t()


      


Returns a safe representation of parameters for logging.
NEVER logs actual parameter values - only the count and types.

  
  examples

  
  Examples


iex> sanitize_params([1, "secret", nil])
"[3 param(s): integer, binary, nil]"

iex> sanitize_params([])
"[0 params]"

  



    

    

  
    
      
      Link to this function
    
    sanitize_query(query, params \\ [], opts \\ [])



  


  

      

          @spec sanitize_query(String.t() | nil, list(), keyword()) :: String.t()


      


Sanitizes a query string for logging, optionally with parameter count.
Returns the query with a note about redacted parameters.

  
  options

  
  Options


	:max_length - Maximum length of query to include (default: 500)
	:show_param_count - Whether to show parameter count (default: true)


  
  examples

  
  Examples


iex> sanitize_query("SELECT * FROM users WHERE id = $1", [123])
"SELECT * FROM users WHERE id = $1 [1 param(s) redacted]"

iex> sanitize_query("SELECT * FROM users", [])
"SELECT * FROM users"

  


        

      



  

    
Selecto.Output.Formats 
    



      
Format registry and configuration system for Selecto output formats.
This module manages the registration and configuration of different output formats
and provides the main interface for transforming query results from the default
{rows, columns, aliases} format to other formats like maps, structs, JSON, CSV, etc.
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    Types
  


    
      
        format_spec()

      


    





  
    Functions
  


    
      
        available_formats()

      


        Get available format types and their descriptions.



    


    
      
        performance_info(format)

      


        Get performance characteristics for a given format.



    


    
      
        transform(result, format, options \\ [])

      


        Transform query results from the default format to the specified output format.



    


    
      
        validate_format(format, options \\ [])

      


        Validate format specification and options.
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      Link to this type
    
    format_spec()



  


  

      

          @type format_spec() ::
  :raw
  | :maps
  | :json
  | :csv
  | {:maps, keyword()}
  | {:structs, module()}
  | {:json, keyword()}
  | {:csv, keyword()}
  | {:stream, format_spec()}
  | {:typed_maps, keyword()}
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Functions
        

        


  
    
      
      Link to this function
    
    available_formats()



  


  

Get available format types and their descriptions.
Returns a list of available formats with their capabilities and options.

  



  
    
      
      Link to this function
    
    performance_info(format)



  


  

Get performance characteristics for a given format.
Returns information about memory usage, processing time, and scalability.

  



    

  
    
      
      Link to this function
    
    transform(result, format, options \\ [])



  


  

      

          @spec transform({list(), list(), map()}, format_spec(), keyword()) ::
  {:ok, term()} | {:error, term()}


      


Transform query results from the default format to the specified output format.

  
  parameters

  
  Parameters


	result - The query result tuple {rows, columns, aliases}
	format - The output format specification
	options - Additional options for the transformation


  
  format-specifications

  
  Format Specifications


	:raw - Return the original {rows, columns, aliases} format (no transformation)
	:maps - Transform to list of maps with string keys
	{:maps, options} - Transform to maps with additional options
	{:structs, struct_module} - Transform to list of structs
	:json - Transform to JSON string
	{:json, options} - Transform to JSON with options
	:csv - Transform to CSV string
	{:csv, options} - Transform to CSV with options
	{:stream, format} - Transform to stream (for large datasets)


  
  examples

  
  Examples


# Original format (no transformation)
{:ok, {rows, columns, aliases}} = transform(result, :raw)

# Maps with string keys
{:ok, maps} = transform(result, :maps)

# Maps with atom keys
{:ok, maps} = transform(result, {:maps, keys: :atoms})

# Custom struct
{:ok, structs} = transform(result, {:structs, Customer})

# JSON string
{:ok, json_string} = transform(result, :json)

# CSV with headers
{:ok, csv_string} = transform(result, {:csv, headers: true})

  



    

  
    
      
      Link to this function
    
    validate_format(format, options \\ [])



  


  

Validate format specification and options.
Returns :ok if the format is valid, {:error, reason} otherwise.

  


        

      



  

    
Selecto.Output.Transformers.CSV 
    



      
CSV transformer for Selecto query results.
Converts query results to CSV format with configurable options:
	Headers: Include/exclude column headers
	Delimiter: Custom field separators (comma, tab, semicolon, etc.)
	Quoting: Proper escaping for special characters
	Null handling: Custom null value representation
	Streaming: Efficient processing for large datasets

Options
	:headers - Include headers (default: true)
	:delimiter - Field separator (default: ",")
	:quote_char - Quote character (default: """)
	:null_value - Null representation (default: "")
	:force_quotes - Quote all fields (default: false)
	:line_ending - Line ending style (default: "\n")

Examples
iex> Selecto.Output.Transformers.CSV.transform(
...>   [["Alice", 25], ["Bob", 30]],
...>   ["name", "age"],
...>   ["name", "age"]
...> )
{:ok, "name,age\nAlice,25\nBob,30\n"}

iex> Selecto.Output.Transformers.CSV.transform(
...>   [["John, Jr.", nil]],
...>   ["full_name", "age"],
...>   ["full_name", "age"],
...>   delimiter: ";", null_value: "N/A"
...> )
{:ok, "full_name;age\n\"John, Jr.\";N/A\n"}
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    Functions
  


    
      
        stream_transform(rows, columns, aliases, opts \\ [])

      


        Transform query results to CSV format with streaming support.



    


    
      
        transform(rows, columns, aliases, opts \\ [])

      


        Transform query results to CSV format.
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      Link to this function
    
    stream_transform(rows, columns, aliases, opts \\ [])



  


  

Transform query results to CSV format with streaming support.
Returns a stream that yields CSV lines (including header if configured).
Efficient for large datasets as it processes rows one at a time.

  



    

  
    
      
      Link to this function
    
    transform(rows, columns, aliases, opts \\ [])



  


  

Transform query results to CSV format.
Returns the complete CSV as a string with optional headers and properly escaped values.

  


        

      



  

    
Selecto.Output.Transformers.Json 
    



      
JSON transformer for Selecto query results.
Provides JSON serialization with configurable options for null handling,
metadata inclusion, pretty printing, and streaming support for large datasets.
Options
	:include_meta - Include query metadata in response (default: false)
	:pretty - Pretty print JSON output (default: false)
	:null_handling - How to handle nil values: :null, :omit, :empty_string (default: :null)
	:keys - Key format: :strings, :atoms (default: :strings)
	:coerce_types - Enable type coercion (default: false)
	:date_format - Date serialization format: :iso8601, :unix, :string (default: :iso8601)
	:decimal_format - Decimal format: :string, :float (default: :string)

Examples
# Basic JSON serialization
{:ok, json} = Json.transform(rows, columns, %{}, [])

# JSON with metadata
{:ok, json} = Json.transform(rows, columns, %{}, [include_meta: true])

# Pretty printed JSON with null omission
{:ok, json} = Json.transform(rows, columns, %{}, [
  pretty: true,
  null_handling: :omit
])

# Streaming for large datasets
stream = Json.stream_transform(rows, columns, %{}, [pretty: true])
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    Types
  


    
      
        json_option()

      


    


    
      
        json_options()

      


    





  
    Functions
  


    
      
        stream_transform(rows, columns, aliases, options \\ [])

      


        Transform query results to a JSON stream for large datasets.



    


    
      
        transform(rows, columns, aliases, options \\ [])

      


        Transform query results to JSON string.
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      Link to this type
    
    json_option()



  


  

      

          @type json_option() ::
  {:include_meta, boolean()}
  | {:pretty, boolean()}
  | {:null_handling, :null | :omit | :empty_string}
  | {:keys, :strings | :atoms}
  | {:coerce_types, boolean()}
  | {:date_format, :iso8601 | :unix | :string}
  | {:decimal_format, :string | :float}


      



  



  
    
      
      Link to this type
    
    json_options()



  


  

      

          @type json_options() :: [json_option()]
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      Link to this function
    
    stream_transform(rows, columns, aliases, options \\ [])



  


  

      

          @spec stream_transform([list()] | Enumerable.t(), [String.t()], map(), json_options()) ::
  Enumerable.t()


      


Transform query results to a JSON stream for large datasets.
Returns a stream that yields JSON strings, useful for processing
large result sets without loading everything into memory.

  



    

  
    
      
      Link to this function
    
    transform(rows, columns, aliases, options \\ [])



  


  

      

          @spec transform([list()], [String.t()], map(), json_options()) ::
  {:ok, String.t()} | {:error, Selecto.Error.t()}


      


Transform query results to JSON string.
Returns a JSON string representation of the query results with configurable
serialization options.

  


        

      



  

    
Selecto.Output.Transformers.Maps 
    



      
Transforms query results to list of maps format.
Supports various key types (strings, atoms, existing atoms) and key transformations
(camelCase, snake_case). Also supports type coercion from database types to Elixir types.
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    Functions
  


    
      
        stream_transform(rows_stream, columns, aliases, options \\ [])

      


        Stream transformation for large datasets.



    


    
      
        transform(rows, columns, aliases, options \\ [])

      


        Transform rows, columns, and aliases to list of maps.



    


    
      
        transform_with_types(rows, columns, aliases, options \\ [])

      


        Transform rows with type coercion based on database column types.
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      Link to this function
    
    stream_transform(rows_stream, columns, aliases, options \\ [])



  


  

Stream transformation for large datasets.
Returns a stream that transforms rows in batches to avoid loading
all data into memory at once.

  



    

  
    
      
      Link to this function
    
    transform(rows, columns, aliases, options \\ [])



  


  

      

          @spec transform(list(), list(), map(), keyword()) :: {:ok, [map()]} | {:error, term()}


      


Transform rows, columns, and aliases to list of maps.

  
  parameters

  
  Parameters


	rows - List of row data (list of lists)
	columns - List of column names
	aliases - Map of column aliases
	options - Transformation options


  
  options

  
  Options


	:keys - Key type (:strings, :atoms, :existing_atoms). Default: :strings
	:transform - Key name transformation (:none, :camelCase, :snake_case). Default: :none
	:coerce_types - Whether to coerce database types to Elixir types. Default: false
	:null_handling - How to handle NULL values (:preserve, :remove). Default: :preserve


  
  examples

  
  Examples


# String keys (default)
{:ok, maps} = transform(rows, columns, aliases, [])
# => [%{"name" => "John", "age" => 25}, ...]

# Atom keys
{:ok, maps} = transform(rows, columns, aliases, keys: :atoms)
# => [%{name: "John", age: 25}, ...]

# CamelCase transformation
{:ok, maps} = transform(rows, columns, aliases, keys: :atoms, transform: :camelCase)
# => [%{firstName: "John", userAge: 25}, ...]

  



    

  
    
      
      Link to this function
    
    transform_with_types(rows, columns, aliases, options \\ [])



  


  

      

          @spec transform_with_types(list(), list(), map(), keyword()) ::
  {:ok, [map()]} | {:error, term()}


      


Transform rows with type coercion based on database column types.
This is a more advanced version that can coerce database types to proper Elixir types
based on PostgreSQL column type information.

  


        

      



  

    
Selecto.Output.Transformers.Stream 
    



      
Transforms query results to streaming format for memory-efficient processing of large datasets.
This module provides lazy evaluation of result transformations, allowing processing
of large result sets without loading all data into memory at once.
Features
	Lazy evaluation via Elixir Streams
	Configurable batch sizes for optimization
	Composition with other transformers (maps, JSON, CSV)
	Memory-efficient processing for large datasets
	Backpressure support for downstream consumers

Examples
# Stream rows as maps
{:ok, stream} = transform(rows, columns, aliases, :maps)
Enum.each(stream, &process_row/1)

# Stream to JSON Lines format
{:ok, stream} = transform(rows, columns, aliases, {:json, format: :lines})
Enum.into(stream, file_stream)

# Stream CSV rows
{:ok, stream} = transform(rows, columns, aliases, :csv)
Enum.into(stream, File.stream!("output.csv"))
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    Functions
  


    
      
        transform(rows, columns, aliases, inner_format, options \\ [])

      


        Transform rows to a stream with the specified inner format.



    


    
      
        transform_chunked(rows, columns, aliases, inner_format, options \\ [])

      


        Create a stream that yields results in chunks, useful for pagination or batch processing.



    


    
      
        transform_single(rows, columns, aliases, inner_format, options \\ [])

      


        Create a streaming transformation that processes rows one at a time.



    


    
      
        transform_to_io(rows, columns, aliases, inner_format, io_device, options \\ [])

      


        Transform and write results directly to an IO device or file stream.
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      Link to this function
    
    transform(rows, columns, aliases, inner_format, options \\ [])



  


  

      

          @spec transform(list() | Enumerable.t(), list(), map(), atom() | tuple(), keyword()) ::
  {:ok, Enumerable.t()} | {:error, term()}


      


Transform rows to a stream with the specified inner format.

  
  parameters

  
  Parameters


	rows - List of row data or stream of rows
	columns - List of column names
	aliases - Map of column aliases
	inner_format - The format to transform each row/batch to
	options - Transformation options


  
  options

  
  Options


	:batch_size - Number of rows to process in each batch. Default: 1000
	:parallel - Whether to process batches in parallel. Default: false
	Other options are passed to the inner transformer


  
  inner-format-support

  
  Inner Format Support


	:maps - Stream of maps
	{:maps, opts} - Stream of maps with options
	:json - Stream of JSON strings (JSON Lines format by default)
	{:json, opts} - Stream of JSON with options
	:csv - Stream of CSV lines
	{:csv, opts} - Stream of CSV with options
	:raw - Stream of raw row lists


  
  examples

  
  Examples


# Basic streaming to maps
{:ok, stream} = transform(rows, columns, aliases, :maps)

# Streaming with custom batch size
{:ok, stream} = transform(rows, columns, aliases, :maps, batch_size: 500)

# Streaming to JSON Lines
{:ok, stream} = transform(rows, columns, aliases, {:json, format: :lines})

  



    

  
    
      
      Link to this function
    
    transform_chunked(rows, columns, aliases, inner_format, options \\ [])



  


  

      

          @spec transform_chunked(Enumerable.t(), list(), map(), atom() | tuple(), keyword()) ::
  {:ok, Enumerable.t()} | {:error, term()}


      


Create a stream that yields results in chunks, useful for pagination or batch processing.

  
  examples

  
  Examples


{:ok, chunked_stream} = transform_chunked(rows, columns, aliases, :maps, chunk_size: 100)
Enum.each(chunked_stream, fn chunk ->
  # Process 100 maps at a time
  process_batch(chunk)
end)

  



    

  
    
      
      Link to this function
    
    transform_single(rows, columns, aliases, inner_format, options \\ [])



  


  

      

          @spec transform_single(Enumerable.t(), list(), map(), atom() | tuple(), keyword()) ::
  {:ok, Enumerable.t()} | {:error, term()}


      


Create a streaming transformation that processes rows one at a time.
This is more memory efficient for simple transformations but may be slower
for complex transformations that benefit from batching.

  



    

  
    
      
      Link to this function
    
    transform_to_io(rows, columns, aliases, inner_format, io_device, options \\ [])



  


  

      

          @spec transform_to_io(
  Enumerable.t(),
  list(),
  map(),
  atom() | tuple(),
  IO.device(),
  keyword()
) ::
  :ok | {:error, term()}


      


Transform and write results directly to an IO device or file stream.
This is useful for writing large result sets directly to files without
buffering all data in memory.

  
  examples

  
  Examples


# Write to file
File.open!("output.csv", [:write], fn file ->
  transform_to_io(rows, columns, aliases, :csv, file)
end)

  


        

      



  

    
Selecto.Output.Transformers.Structs 
    



      
Transforms query results into structured data using Elixir structs.
This transformer creates struct instances from database rows, providing:
	Dynamic struct module support or predefined structs
	Field name transformations (snake_case, camelCase, PascalCase)
	Type coercion from database types to Elixir types
	Validation of required fields and field mapping
	Memory-efficient processing for large datasets

Options
	:struct_module - Module to create structs from (required)
	:field_mapping - Map of database field names to struct field names
	:transform_keys - Key transformation strategy (:snake_case, :camel_case, :pascal_case)
	:coerce_types - Whether to coerce database types to Elixir types (default: true)
	:type_strategy - Type coercion strategy (:strict, :lenient, :preserve)
	:validate_fields - Whether to validate all struct fields are present
	:default_values - Map of default values for missing fields
	:enforce_keys - Whether to enforce required struct keys

Examples
# Basic struct transformation
transform(rows, columns, aliases, User, [])

# With field mapping and validation
transform(rows, columns, aliases, User, [
  field_mapping: %{"user_id" => :id, "full_name" => :name},
  validate_fields: true,
  enforce_keys: true
])

# Dynamic struct creation
transform(rows, columns, aliases, nil, [
  struct_module: DynamicRecord,
  transform_keys: :camel_case,
  coerce_types: true
])
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    Types
  


    
      
        struct_option()

      


    


    
      
        struct_options()

      


    





  
    Functions
  


    
      
        stream_transform(rows, columns, aliases, struct_module, options)

      


        Streams struct transformation for large datasets.



    


    
      
        transform(rows, columns, aliases, struct_module, options)

      


        Transforms database result rows into struct instances.
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      Link to this type
    
    struct_option()



  


  

      

          @type struct_option() ::
  {:struct_module, module()}
  | {:field_mapping, map()}
  | {:transform_keys, :snake_case | :camel_case | :pascal_case | :none}
  | {:coerce_types, boolean()}
  | {:type_strategy, :strict | :lenient | :preserve}
  | {:validate_fields, boolean()}
  | {:default_values, map()}
  | {:enforce_keys, boolean()}


      



  



  
    
      
      Link to this type
    
    struct_options()



  


  

      

          @type struct_options() :: [struct_option()]
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      Link to this function
    
    stream_transform(rows, columns, aliases, struct_module, options)



  


  

      

          @spec stream_transform(
  rows :: Enumerable.t(),
  columns :: list(),
  aliases :: map(),
  struct_module :: module() | nil,
  options :: struct_options()
) :: {:ok, Enumerable.t()} | {:error, Selecto.Error.t()}


      


Streams struct transformation for large datasets.
Returns a stream of struct instances to minimize memory usage.

  



  
    
      
      Link to this function
    
    transform(rows, columns, aliases, struct_module, options)



  


  

      

          @spec transform(
  rows :: [list()],
  columns :: list(),
  aliases :: map(),
  struct_module :: module() | nil,
  options :: struct_options()
) :: {:ok, [struct()]} | {:error, Selecto.Error.t()}


      


Transforms database result rows into struct instances.
Returns a list of struct instances with properly typed and named fields.

  


        

      



  

    
Selecto.Output.TypeCoercion 
    



      
Database type coercion system for transforming raw database values
to appropriate Elixir types based on PostgreSQL column types.
This module provides configurable type coercion strategies and can be extended
to support custom type mappings and coercion functions.
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    Functions
  


    
      
        batch_coerce(values, column_types, strategy \\ :safe, custom_coercions \\ %{})

      


        Batch coerce a list of values with their corresponding column types.



    


    
      
        coerce_value(value, column_type \\ nil, strategy \\ :safe, custom_coercions \\ %{})

      


        Coerce a database value to its appropriate Elixir type.



    


    
      
        get_elixir_type(postgres_type)

      


        Get the Elixir type for a given PostgreSQL column type.



    


    
      
        supported_types()

      


        Get all supported PostgreSQL type mappings.
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      Link to this function
    
    batch_coerce(values, column_types, strategy \\ :safe, custom_coercions \\ %{})



  


  

Batch coerce a list of values with their corresponding column types.
This is more efficient than coercing values one by one when you have
column type information for all values.

  



    

    

    

  
    
      
      Link to this function
    
    coerce_value(value, column_type \\ nil, strategy \\ :safe, custom_coercions \\ %{})



  


  

      

          @spec coerce_value(term(), String.t() | nil, atom(), map()) :: term()


      


Coerce a database value to its appropriate Elixir type.

  
  parameters

  
  Parameters


	value - The raw database value
	column_type - The PostgreSQL column type (optional)
	strategy - Coercion strategy (:strict, :safe, :ignore, :custom)
	custom_coercions - Map of custom coercion functions


  
  coercion-strategies

  
  Coercion Strategies


	:strict - Raise on coercion errors
	:safe - Return original value on coercion errors
	:ignore - Skip coercion, return raw values
	:custom - Use custom coercion functions


  



  
    
      
      Link to this function
    
    get_elixir_type(postgres_type)



  


  

Get the Elixir type for a given PostgreSQL column type.

  



  
    
      
      Link to this function
    
    supported_types()



  


  

Get all supported PostgreSQL type mappings.

  


        

      



  

    
Selecto.Performance.ComplexityAnalyzer 
    



      
Analyzes query complexity to prevent database overload.
Provides pre-execution query analysis to block or warn about queries that
may be too expensive to execute safely. Complexity is scored based on:
	Number of JOINs (each JOIN: +10 points)
	Subqueries and subselects (each: +15 points)
	Cartesian products (detected cross joins: +100 points - blocks execution)
	Large IN clauses (>100 items: +20 points)
	LIKE patterns with leading wildcard (+5 points)
	Missing WHERE clauses on non-aggregated queries (+30 points)
	Post-pivot filters (additional complexity: +10 points)

Usage
# Analyze before execution
case Selecto.Performance.ComplexityAnalyzer.analyze(selecto) do
  {:ok, analysis} ->
    # Safe to execute, but may have warnings
    Logger.warning(analysis.warnings)
    execute(selecto)

  {:error, :too_complex, analysis} ->
    # Query blocked due to high complexity
    {:error, "Query too complex: #{Enum.join(analysis.blocking_issues, ", ")}"}
end
Configuration
# Application config
config :selecto, :complexity_analyzer,
  max_complexity: 100,
  max_joins: 10,
  max_in_clause_size: 100,
  warn_on_full_table_scan: true

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Types
  


    
      
        analysis_result()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        analyze(selecto, opts \\ [])

      


        Analyze query complexity before execution.



    


    
      
        format_summary(analysis)

      


        Get a human-readable summary of the complexity analysis.



    


    
      
        safe_to_execute?(selecto, opts \\ [])

      


        Check if a query is safe to execute based on complexity.
Returns true if safe, false if blocked.
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Types
        

        


  
    
      
      Link to this type
    
    analysis_result()



  


  

      

          @type analysis_result() :: {:ok, t()} | {:error, :too_complex, t()}


      



  



  
    
      
      Link to this type
    
    t()



  


  

      

          @type t() :: %Selecto.Performance.ComplexityAnalyzer{
  blocking_issues: [String.t()],
  details: map(),
  recommendations: [String.t()],
  score: non_neg_integer(),
  warnings: [String.t()]
}
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      Link to this function
    
    analyze(selecto, opts \\ [])



  


  

      

          @spec analyze(
  Selecto.t(),
  keyword()
) :: analysis_result()


      


Analyze query complexity before execution.

  
  options

  
  Options


	:max_complexity - Maximum allowed complexity score (default: 100)
	:max_joins - Maximum allowed joins (default: 10)
	:max_in_clause_size - Maximum items in IN clause (default: 100)
	:block_on_warnings - Treat warnings as blocking (default: false)


  
  returns

  
  Returns


	{:ok, analysis} - Query is safe to execute (may have warnings)
	{:error, :too_complex, analysis} - Query exceeds complexity limits


  



  
    
      
      Link to this function
    
    format_summary(analysis)



  


  

      

          @spec format_summary(t()) :: String.t()


      


Get a human-readable summary of the complexity analysis.

  



    

  
    
      
      Link to this function
    
    safe_to_execute?(selecto, opts \\ [])



  


  

      

          @spec safe_to_execute?(
  Selecto.t(),
  keyword()
) :: boolean()


      


Check if a query is safe to execute based on complexity.
Returns true if safe, false if blocked.

  


        

      



  

    
Selecto.Performance.HookBehaviour behaviour
    



      
Behaviour for implementing custom performance monitoring hooks.
Modules implementing this behaviour can be used as hook providers
for the Selecto performance monitoring system.
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    Types
  


    
      
        context()

      


    


    
      
        hook_fn()

      


    


    
      
        hook_point()

      


    





  
    Callbacks
  


    
      
        handle_hook(hook_point, context, state)

      


        Handle a hook point execution.



    


    
      
        init(opts)

      


        Initialize the hook provider.



    


    
      
        terminate(reason, state)

      


        Clean up resources when the hook provider is unregistered.
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      Link to this type
    
    context()



  


  

      

          @type context() :: map()


      



  



  
    
      
      Link to this type
    
    hook_fn()



  


  

      

          @type hook_fn() :: (context() -> context())


      



  



  
    
      
      Link to this type
    
    hook_point()



  


  

      

          @type hook_point() :: atom()
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      Link to this callback
    
    handle_hook(hook_point, context, state)



  


  

      

          @callback handle_hook(hook_point(), context(), state :: term()) :: context()


      


Handle a hook point execution.
Receives the hook point name, current context, and provider state.
Should return an updated context.

  



  
    
      
      Link to this callback
    
    init(opts)



  


  

      

          @callback init(opts :: keyword()) :: {:ok, term()} | {:error, term()}


      


Initialize the hook provider.
Called once when the hook provider is registered.
Should return {:ok, state} or {:error, reason}.

  



  
    
      
      Link to this callback
    
    terminate(reason, state)



      (optional)

  


  

      

          @callback terminate(reason :: term(), state :: term()) :: :ok


      


Clean up resources when the hook provider is unregistered.

  


        

      



  

    
Selecto.Performance.Hooks 
    



      
Performance monitoring hooks for Selecto query execution.
Provides configurable hooks that can be inserted at various points
in the query execution pipeline to collect performance metrics,
trigger optimizations, and enable monitoring.
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    Functions
  


    
      
        chain_hooks(hooks)

      


        Chain multiple hooks together.



    


    
      
        conditional_hook(condition_fn, hook_fn)

      


        Create a conditional hook that only runs when condition is met.



    


    
      
        create_hook(name, hook_fn)

      


        Create a custom hook for specific monitoring needs.



    


    
      
        install_default_hooks(options \\ [])

      


        Install default performance monitoring hooks.



    


    
      
        register(hook_point, hook_fn)

      


        Register a hook function for a specific hook point.



    


    
      
        restore_hooks(snapshot)

      


        Restore a hook snapshot into the current process.



    


    
      
        run_hooks(hook_point, context)

      


        Execute all registered hooks for a hook point.



    


    
      
        snapshot_hooks()

      


        Snapshot currently registered hooks for the current process.



    


    
      
        unregister(hook_point)

      


        Unregister all hooks for a specific hook point.



    


    
      
        with_hooks(selecto, execution_fn, options \\ [])

      


        Wrap a query execution with performance hooks.
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      Link to this function
    
    chain_hooks(hooks)



  


  

Chain multiple hooks together.

  
  examples

  
  Examples


combined = Hooks.chain_hooks([
  timing_hook,
  logging_hook,
  metrics_hook
])

Hooks.register(:after_execution, combined)

  



  
    
      
      Link to this function
    
    conditional_hook(condition_fn, hook_fn)



  


  

Create a conditional hook that only runs when condition is met.

  
  examples

  
  Examples


# Only log queries that touch certain tables
# Note: Use LogSanitizer.sanitize_query/2 to avoid logging parameters
hook = Hooks.conditional_hook(
  fn ctx -> String.contains?(ctx.sql, "users") end,
  fn ctx ->
    Logger.info("User table query detected (params redacted)")
    ctx
  end
)

  



  
    
      
      Link to this function
    
    create_hook(name, hook_fn)



  


  

Create a custom hook for specific monitoring needs.

  
  examples

  
  Examples


# Hook to track queries by user
hook = Hooks.create_hook(:user_tracking, fn context ->
  user_id = context.options[:user_id]
  :telemetry.execute([:app, :query, :by_user], %{count: 1}, %{user_id: user_id})
  context
end)

Hooks.register(:before_execution, hook)

  



    

  
    
      
      Link to this function
    
    install_default_hooks(options \\ [])



  


  

Install default performance monitoring hooks.
This sets up a standard set of hooks for:
	Query timing
	Metrics collection
	Slow query logging
	EXPLAIN ANALYZE for slow queries


  



  
    
      
      Link to this function
    
    register(hook_point, hook_fn)



  


  

Register a hook function for a specific hook point.

  
  hook-points

  
  Hook Points


	:before_query_build - Called before SQL generation starts
	:after_query_build - Called after SQL is generated
	:before_execution - Called before query execution
	:after_execution - Called after successful execution
	:on_error - Called when an error occurs
	:on_cache_hit - Called when query result is found in cache
	:on_cache_miss - Called when query result is not in cache


  
  examples

  
  Examples


# Register a timing hook
Hooks.register(:before_execution, fn context ->
  Map.put(context, :start_time, System.monotonic_time(:millisecond))
end)

# Register a logging hook
Hooks.register(:after_execution, fn ctx ->
  Logger.info("Query executed in #{ctx.execution_time}ms")
  ctx
end)

  



  
    
      
      Link to this function
    
    restore_hooks(snapshot)



  


  

Restore a hook snapshot into the current process.

  



  
    
      
      Link to this function
    
    run_hooks(hook_point, context)



  


  

Execute all registered hooks for a hook point.
Hooks are executed in reverse order of registration (LIFO).
Each hook receives the context and should return an updated context.

  



  
    
      
      Link to this function
    
    snapshot_hooks()



  


  

Snapshot currently registered hooks for the current process.
Useful when execution is delegated to another process (for example timeout
wrappers) and hooks should be propagated.

  



  
    
      
      Link to this function
    
    unregister(hook_point)



  


  

Unregister all hooks for a specific hook point.

  



    

  
    
      
      Link to this function
    
    with_hooks(selecto, execution_fn, options \\ [])



  


  

Wrap a query execution with performance hooks.
This is the main entry point for integrating hooks into query execution.

  


        

      



  

    
Selecto.Performance.MetricsCollector 
    



      
Collects and tracks query performance metrics for Selecto.
This module provides comprehensive query performance tracking including:
	Query execution time measurement
	Query complexity analysis
	Resource usage tracking
	Query pattern recognition
	Performance history management
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    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        clear_metrics()

      


        Clear all metrics data.



    


    
      
        complete_query(query_id, result_info)

      


        Complete tracking a query execution.



    


    
      
        export_metrics(format \\ :json, options \\ [])

      


        Export metrics to a file or stream.



    


    
      
        get_query_metrics(query_id)

      


        Get metrics for a specific query.



    


    
      
        get_query_patterns(options \\ [])

      


        Get query pattern analysis.



    


    
      
        get_slow_queries(options \\ [])

      


        Get slow query log.



    


    
      
        get_stats(options \\ [])

      


        Get aggregated statistics.



    


    
      
        record_query(query_id, metrics)

      


        Record metrics for a query execution.



    


    
      
        start_link(opts \\ [])

      


        Start the metrics collector process.



    


    
      
        start_query(query_info)

      


        Start tracking a query execution.
Returns a unique query ID for tracking.
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      Link to this function
    
    child_spec(init_arg)



  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
      Link to this function
    
    clear_metrics()



  


  

Clear all metrics data.

  



  
    
      
      Link to this function
    
    complete_query(query_id, result_info)



  


  

Complete tracking a query execution.

  



    

    

  
    
      
      Link to this function
    
    export_metrics(format \\ :json, options \\ [])



  


  

Export metrics to a file or stream.

  



  
    
      
      Link to this function
    
    get_query_metrics(query_id)



  


  

Get metrics for a specific query.

  



    

  
    
      
      Link to this function
    
    get_query_patterns(options \\ [])



  


  

Get query pattern analysis.

  



    

  
    
      
      Link to this function
    
    get_slow_queries(options \\ [])



  


  

Get slow query log.

  



    

  
    
      
      Link to this function
    
    get_stats(options \\ [])



  


  

Get aggregated statistics.

  



  
    
      
      Link to this function
    
    record_query(query_id, metrics)



  


  

Record metrics for a query execution.

  



    

  
    
      
      Link to this function
    
    start_link(opts \\ [])



  


  

Start the metrics collector process.

  



  
    
      
      Link to this function
    
    start_query(query_info)



  


  

Start tracking a query execution.
Returns a unique query ID for tracking.

  


        

      



  

    
Selecto.Performance.QueryAnalyzer 
    



      
Query analysis and optimization using PostgreSQL's EXPLAIN ANALYZE.
Provides deep insights into query performance by:
	Running EXPLAIN ANALYZE on queries
	Parsing execution plans
	Identifying performance bottlenecks
	Suggesting optimizations
	Tracking index usage
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    Functions
  


    
      
        analyze_index_usage(selecto, options \\ [])

      


        Analyze index usage for a query.



    


    
      
        analyze_query(selecto, options \\ [])

      


        Analyze a query using EXPLAIN ANALYZE and return detailed performance information.



    


    
      
        compare_queries(selecto1, selecto2, options \\ [])

      


        Compare performance of two queries.



    


    
      
        get_query_plan(selecto, options \\ [])

      


        Get query plan without executing (EXPLAIN only, no ANALYZE).



    


    
      
        get_table_statistics(selecto)

      


        Get statistics for tables used in a query.
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      Link to this function
    
    analyze_index_usage(selecto, options \\ [])



  


  

Analyze index usage for a query.

  



    

  
    
      
      Link to this function
    
    analyze_query(selecto, options \\ [])



  


  

Analyze a query using EXPLAIN ANALYZE and return detailed performance information.

  
  options

  
  Options


	:format - Output format (:text, :json, :xml, :yaml). Default: :json
	:analyze - Actually run the query (default: true)
	:buffers - Include buffer usage (default: true)
	:verbose - Include verbose output (default: false)
	:timing - Include timing information (default: true)
	:summary - Include summary (default: true)
	:settings - Include settings (default: false)


  
  examples

  
  Examples


iex> QueryAnalyzer.analyze_query(selecto)
{:ok, %{
  execution_time: 45.2,
  planning_time: 0.8,
  plan: %{...},
  suggestions: [...]
}}

  



    

  
    
      
      Link to this function
    
    compare_queries(selecto1, selecto2, options \\ [])



  


  

Compare performance of two queries.

  



    

  
    
      
      Link to this function
    
    get_query_plan(selecto, options \\ [])



  


  

Get query plan without executing (EXPLAIN only, no ANALYZE).

  



  
    
      
      Link to this function
    
    get_table_statistics(selecto)



  


  

Get statistics for tables used in a query.

  


        

      



  

    
Selecto.Performance.QueryCache 
    



      
High-performance query result caching for Selecto.
Provides intelligent caching of query results with:
	Automatic cache key generation from SQL and parameters
	TTL-based expiration
	Size-based eviction (LRU)
	Cache invalidation strategies
	Cache statistics and monitoring
	Multi-level caching (memory + optional Redis/ETS)
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    Functions
  


    
      
        cached_execute(selecto, execute_fn, options \\ [])

      


        Execute a query with caching.



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        clear()

      


        Clear entire cache.



    


    
      
        generate_key(selecto)

      


        Generate a cache key from Selecto query.



    


    
      
        generate_key_from_sql(sql, params)

      


        Generate a cache key from SQL and parameters.



    


    
      
        get(cache_key)

      


        Get a cached query result.



    


    
      
        invalidate(key_or_pattern)

      


        Invalidate cache entries by key or pattern.



    


    
      
        invalidate_by_tags(tags)

      


        Invalidate cache entries by tags.



    


    
      
        put(cache_key, result, options \\ [])

      


        Store a query result in cache.



    


    
      
        start_link(opts \\ [])

      


        Start the query cache process.



    


    
      
        stats()

      


        Get cache statistics.



    


    
      
        warmup(queries)

      


        Warm up cache with frequently used queries.
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      Link to this function
    
    cached_execute(selecto, execute_fn, options \\ [])



  


  

Execute a query with caching.
This is a convenience function that checks cache, executes if needed,
and caches the result.

  



  
    
      
      Link to this function
    
    child_spec(init_arg)



  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
      Link to this function
    
    clear()



  


  

Clear entire cache.

  



  
    
      
      Link to this function
    
    generate_key(selecto)



  


  

Generate a cache key from Selecto query.

  



  
    
      
      Link to this function
    
    generate_key_from_sql(sql, params)



  


  

Generate a cache key from SQL and parameters.

  



  
    
      
      Link to this function
    
    get(cache_key)



  


  

Get a cached query result.
Returns {:ok, result} if found, :miss if not in cache.

  



  
    
      
      Link to this function
    
    invalidate(key_or_pattern)



  


  

Invalidate cache entries by key or pattern.

  



  
    
      
      Link to this function
    
    invalidate_by_tags(tags)



  


  

Invalidate cache entries by tags.

  



    

  
    
      
      Link to this function
    
    put(cache_key, result, options \\ [])



  


  

Store a query result in cache.

  
  options

  
  Options


	:ttl - Override default TTL for this entry
	:tags - Tags for cache invalidation
	:compress - Force compression for this entry


  



    

  
    
      
      Link to this function
    
    start_link(opts \\ [])



  


  

Start the query cache process.

  
  options

  
  Options


	:max_size - Maximum number of cached queries (default: 1000)
	:default_ttl - Default TTL in milliseconds (default: 5 minutes)
	:eviction_policy - :lru, :lfu, or :ttl (default: :lru)
	:cache_backend - :ets, :persistent_term, or :redis (default: :ets)
	:track_stats - Enable cache statistics (default: true)
	:compression - Enable result compression (default: false)


  



  
    
      
      Link to this function
    
    stats()



  


  

Get cache statistics.

  



  
    
      
      Link to this function
    
    warmup(queries)



  


  

Warm up cache with frequently used queries.

  


        

      



  

    
Selecto.Pivot 
    



      
Pivot functionality for retargeting joined tables as primary query focus.
The Pivot feature allows you to shift the perspective of a Selecto query from the 
source table to any joined table, while preserving existing filters through subqueries.
Examples
# Basic pivot - shift from events to orders
selecto
|> Selecto.filter([{"event_id", 123}])
|> Selecto.pivot(:orders)
|> Selecto.select(["product_name", "quantity"])

# This generates SQL like:
# SELECT o.product_name, o.quantity 
# FROM orders o 
# WHERE o.attendee_id IN (
#   SELECT a.attendee_id FROM events e 
#   JOIN attendees a ON e.event_id = a.event_id 
#   WHERE e.event_id = 123
# )
Configuration Options
	:preserve_filters - Whether to preserve existing filters in subquery (default: true)
	:subquery_strategy - How to generate the subquery (:in, :exists, :join)
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    Functions
  


    
      
        calculate_join_path(selecto, target_schema)

      


        Calculate the join path from the source table to the target table.



    


    
      
        get_pivot_config(selecto)

      


        Get the pivot configuration from a Selecto query.



    


    
      
        has_pivot?(selecto)

      


        Check if a Selecto query has pivot configuration applied.



    


    
      
        pivot(selecto, target_schema, opts \\ [])

      


        Pivot the query to focus on a different table while preserving existing context.



    


    
      
        reset_pivot(selecto)

      


        Reset/remove pivot configuration from a Selecto query.



    


    
      
        validate_pivot_path(selecto, join_path)

      


        Validate that a pivot path exists and is traversable.
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      Link to this function
    
    calculate_join_path(selecto, target_schema)



  


  

      

          @spec calculate_join_path(Selecto.Types.t(), atom()) ::
  {:ok, [atom()]} | {:error, String.t()}


      


Calculate the join path from the source table to the target table.
This function analyzes the domain configuration to find the shortest path
of associations from the current source to the target schema.

  



  
    
      
      Link to this function
    
    get_pivot_config(selecto)



  


  

      

          @spec get_pivot_config(Selecto.Types.t()) :: Selecto.Types.pivot_config() | nil


      


Get the pivot configuration from a Selecto query.

  



  
    
      
      Link to this function
    
    has_pivot?(selecto)



  


  

      

          @spec has_pivot?(Selecto.Types.t()) :: boolean()


      


Check if a Selecto query has pivot configuration applied.

  



    

  
    
      
      Link to this function
    
    pivot(selecto, target_schema, opts \\ [])



  


  

      

          @spec pivot(Selecto.Types.t(), atom(), keyword()) :: Selecto.Types.t()


      


Pivot the query to focus on a different table while preserving existing context.

  
  parameters

  
  Parameters


	selecto - The Selecto struct to pivot
	target_schema - Atom representing the target table to pivot to
	opts - Optional configuration (see module docs)


  
  returns

  
  Returns


Updated Selecto struct with pivot configuration applied.

  
  examples

  
  Examples


selecto
|> Selecto.filter([{"event_id", 123}])
|> Selecto.pivot(:orders)
|> Selecto.select(["product_name"])

  



  
    
      
      Link to this function
    
    reset_pivot(selecto)



  


  

      

          @spec reset_pivot(Selecto.Types.t()) :: Selecto.Types.t()


      


Reset/remove pivot configuration from a Selecto query.

  



  
    
      
      Link to this function
    
    validate_pivot_path(selecto, join_path)



  


  

      

          @spec validate_pivot_path(Selecto.Types.t(), [atom()]) :: :ok | {:error, String.t()}


      


Validate that a pivot path exists and is traversable.

  


        

      



  

    
Selecto.Query 
    



      
Core query building operations for Selecto.
This module contains the basic query building functions like select, filter,
order_by, group_by, limit, and offset.
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    Functions
  


    
      
        filter(selecto, filters)

      


        Add a filter to selecto. Send in a tuple with field name and filter value.



    


    
      
        group_by(selecto, groups)

      


        Add to the Group By clause.



    


    
      
        limit(selecto, limit_value)

      


        Limit the number of rows returned by the query.



    


    
      
        offset(selecto, offset_value)

      


        Set the offset for the query results.



    


    
      
        order_by(selecto, orders)

      


        Add to the Order By clause.



    


    
      
        post_pivot_filter(selecto, filters)

      


        Explicitly append filters to the post-pivot filter list (set.post_pivot_filters).



    


    
      
        post_pivot_filters(selecto)

      


        Return only post-pivot filters currently attached to the query.



    


    
      
        pre_pivot_filter(selecto, filters)

      


        Explicitly append filters to the pre-pivot filter list (set.filtered).



    


    
      
        pre_pivot_filters(selecto)

      


        Return only pre-pivot filters currently attached to the query.



    


    
      
        query_filters(selecto, opts \\ [])

      


        Return query filters across legacy and current buckets as a flat list.



    


    
      
        required_filters(selecto)

      


        Return required filters currently attached to the query.



    


    
      
        select(selecto, fields)

      


        Add a field to the Select list. Send in one or a list of field names or selectable tuples.



    


    
      
        to_sql(selecto, opts \\ [])

      


        Generate SQL without executing - useful for debugging and caching.



    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


  
    
      
      Link to this function
    
    filter(selecto, filters)



  


  

      

          @spec filter(Selecto.Types.t(), [Selecto.Types.filter()]) :: Selecto.Types.t()


          @spec filter(Selecto.Types.t(), Selecto.Types.filter()) :: Selecto.Types.t()


      


Add a filter to selecto. Send in a tuple with field name and filter value.

  
  examples

  
  Examples


selecto
|> Selecto.Query.filter([{"active", true}, {"age", {:gt, 18}}])

  



  
    
      
      Link to this function
    
    group_by(selecto, groups)



  


  

      

          @spec group_by(Selecto.Types.t(), [Selecto.Types.field_name()]) :: Selecto.Types.t()


          @spec group_by(Selecto.Types.t(), Selecto.Types.field_name()) :: Selecto.Types.t()


      


Add to the Group By clause.

  
  examples

  
  Examples


selecto
|> Selecto.Query.group_by(["category", "region"])

  



  
    
      
      Link to this function
    
    limit(selecto, limit_value)



  


  

      

          @spec limit(Selecto.Types.t(), non_neg_integer()) :: Selecto.Types.t()


      


Limit the number of rows returned by the query.

  
  examples

  
  Examples


# Limit to 10 rows
selecto |> Selecto.Query.limit(10)

# Limit with offset for pagination
selecto |> Selecto.Query.limit(10) |> Selecto.Query.offset(20)

  



  
    
      
      Link to this function
    
    offset(selecto, offset_value)



  


  

      

          @spec offset(Selecto.Types.t(), non_neg_integer()) :: Selecto.Types.t()


      


Set the offset for the query results.

  
  examples

  
  Examples


# Skip first 20 rows
selecto |> Selecto.Query.offset(20)

# Pagination: page 3 with 10 items per page
selecto |> Selecto.Query.limit(10) |> Selecto.Query.offset(20)

  



  
    
      
      Link to this function
    
    order_by(selecto, orders)



  


  

      

          @spec order_by(Selecto.Types.t(), [Selecto.Types.order_spec()]) :: Selecto.Types.t()


          @spec order_by(Selecto.Types.t(), Selecto.Types.order_spec()) :: Selecto.Types.t()


      


Add to the Order By clause.

  
  examples

  
  Examples


selecto
|> Selecto.Query.order_by(["created_at", {:desc, "name"}])

  



  
    
      
      Link to this function
    
    post_pivot_filter(selecto, filters)



  


  

      

          @spec post_pivot_filter(Selecto.Types.t(), [Selecto.Types.filter()]) ::
  Selecto.Types.t()


          @spec post_pivot_filter(Selecto.Types.t(), Selecto.Types.filter()) ::
  Selecto.Types.t()


      


Explicitly append filters to the post-pivot filter list (set.post_pivot_filters).
Use this when constraints should apply to the pivoted target root.

  



  
    
      
      Link to this function
    
    post_pivot_filters(selecto)



  


  

      

          @spec post_pivot_filters(Selecto.Types.t()) :: [Selecto.Types.filter()]


      


Return only post-pivot filters currently attached to the query.

  



  
    
      
      Link to this function
    
    pre_pivot_filter(selecto, filters)



  


  

      

          @spec pre_pivot_filter(Selecto.Types.t(), [Selecto.Types.filter()]) ::
  Selecto.Types.t()


          @spec pre_pivot_filter(Selecto.Types.t(), Selecto.Types.filter()) :: Selecto.Types.t()


      


Explicitly append filters to the pre-pivot filter list (set.filtered).
Use this when you want filters to be preserved as source-root constraints even
when composing a pivoted query.

  



  
    
      
      Link to this function
    
    pre_pivot_filters(selecto)



  


  

      

          @spec pre_pivot_filters(Selecto.Types.t()) :: [Selecto.Types.filter()]


      


Return only pre-pivot filters currently attached to the query.
This reads set.filtered and does not include legacy or post-pivot buckets.

  



    

  
    
      
      Link to this function
    
    query_filters(selecto, opts \\ [])



  


  

      

          @spec query_filters(
  Selecto.Types.t(),
  keyword()
) :: [Selecto.Types.filter()]


      


Return query filters across legacy and current buckets as a flat list.
This is useful for integrations that need to copy filters between Selecto and
other query/update builders.

  
  options

  
  Options


	:include_post_pivot - include set.post_pivot_filters (default: true)


  



  
    
      
      Link to this function
    
    required_filters(selecto)



  


  

      

          @spec required_filters(Selecto.Types.t()) :: [Selecto.Types.filter()]


      


Return required filters currently attached to the query.
This includes domain-level required filters and query-level required filters
added at runtime.

  



  
    
      
      Link to this function
    
    select(selecto, fields)



  


  

      

          @spec select(Selecto.Types.t(), [Selecto.Types.selector()]) :: Selecto.Types.t()


          @spec select(Selecto.Types.t(), Selecto.Types.selector()) :: Selecto.Types.t()


      


Add a field to the Select list. Send in one or a list of field names or selectable tuples.

  
  examples

  
  Examples


selecto
|> Selecto.Query.select(["name", "email"])
|> Selecto.Query.select({:func, "COUNT", ["*"]})

  



    

  
    
      
      Link to this function
    
    to_sql(selecto, opts \\ [])



  


  

      

          @spec to_sql(
  Selecto.Types.t(),
  keyword()
) :: {String.t(), list()}


      


Generate SQL without executing - useful for debugging and caching.

  
  examples

  
  Examples


{sql, params} = Selecto.Query.to_sql(selecto)
IO.puts(sql)

  
  options

  
  Options


	:pretty - format SQL for readability
	:highlight - apply highlighting (:ansi or :markdown)
	:indent - indentation string used by pretty formatter


  


        

      



  

    
Selecto.SQL.Formatter 
    



      
Lightweight SQL formatting and highlighting helpers.
This module is intentionally conservative: it improves readability for generated
Selecto SQL without attempting to be a full SQL parser.

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Functions
  


    
      
        format(sql, opts \\ [])

      


        Format SQL for readability.



    


    
      
        highlight(sql, arg2)

      


        Apply lightweight SQL highlighting.
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      Link to this function
    
    format(sql, opts \\ [])



  


  

      

          @spec format(
  String.t(),
  keyword()
) :: String.t()


      


Format SQL for readability.
Options:
	:indent string used for indentation (default: two spaces)
	:where_multiline boolean to split AND/OR conditions across lines (default: true)


  



  
    
      
      Link to this function
    
    highlight(sql, arg2)



  


  

      

          @spec highlight(String.t(), :ansi | :markdown | nil) :: String.t()


      


Apply lightweight SQL highlighting.
Supported styles:
	:ansi - terminal ANSI colors
	:markdown - markdown emphasis for keywords


  


        

      



  

    
Selecto.SQL.Functions 
    



      
Advanced SQL function support for Selecto.
This module extends the existing function support in Selecto.Builder.Sql.Select
with additional advanced SQL functions including window functions, array operations,
string manipulation, and mathematical functions.
Function Categories
String Functions
	substr/3 - Extract substring
	trim/1, ltrim/1, rtrim/1 - String trimming
	upper/1, lower/1 - Case conversion
	length/1 - String length
	position/2 - Find substring position
	replace/3 - String replacement
	split_part/3 - Split and extract part

Mathematical Functions
	abs/1 - Absolute value
	ceil/1, floor/1 - Rounding functions
	round/1, round/2 - Rounding with precision
	power/2 - Exponentiation
	sqrt/1 - Square root
	mod/2 - Modulo operation
	random/0 - Random number generation

Date/Time Functions
	now/0 - Current timestamp
	date_trunc/2 - Truncate to date part
	interval/1 - Time intervals
	age/1, age/2 - Date arithmetic
	date_part/2 - Enhanced extract functionality

Array Functions
	array_agg/1 - Array aggregation
	array_length/1 - Array length
	array_to_string/2 - Array to string conversion
	string_to_array/2 - String to array conversion
	unnest/1 - Array expansion
	array_cat/2 - Array concatenation

Window Functions
	row_number/0 - Row numbering
	rank/0 - Ranking with gaps
	dense_rank/0 - Dense ranking
	lag/1, lag/2 - Previous row values
	lead/1, lead/2 - Next row values
	first_value/1, last_value/1 - Window boundaries
	ntile/1 - Percentile groups

Conditional Functions
	Enhanced case expressions
	decode/3+ - Oracle-style conditional
	iif/3 - Simple if-then-else

Usage Examples
# String functions
{:substr, "description", 1, 50}
{:trim, "name"}
{:upper, "category"}

# Math functions
{:round, "price", 2}
{:power, "base", 2}

# Window functions
{:window, {:row_number}, over: [partition_by: ["category"], order_by: ["price"]]}
{:window, {:lag, "price"}, over: [partition_by: ["product_id"], order_by: ["date"]]}

# Array functions
{:array_agg, "tag_name", over: [partition_by: ["product_id"]]}
{:unnest, "tags"}
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    Functions
  


    
      
        prep_advanced_selector(selecto, selector)

      


        Process advanced SQL functions that extend beyond the basic set.
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      Link to this function
    
    prep_advanced_selector(selecto, selector)



  


  

Process advanced SQL functions that extend beyond the basic set.
This integrates with the existing prep_selector in Selecto.Builder.Sql.Select
to provide comprehensive function support.

  


        

      



  

    
Selecto.Schema.ParameterizedJoin 
    



      
Processing and configuration for parameterized joins.
This module handles the creation and management of parameterized joins,
including parameter validation, SQL generation context, and join condition resolution.
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    Types
  


    
      
        parameter_definition()

      


    


    
      
        parameterized_join_config()

      


    


    
      
        validated_parameter()

      


    





  
    Functions
  


    
      
        build_parameter_context(validated_params)

      


        Build parameter context map for SQL template resolution.



    


    
      
        build_parameter_signature(parameters)

      


        Build parameter signature string for caching and identification.



    


    
      
        enhance_join_with_parameters(base_join, parameterized_config)

      


        Update join configuration to include parameterized context.



    


    
      
        process_parameterized_join(join_id, join_config, parameters, parent, from_source, queryable)

      


        Process a parameterized join configuration by validating parameters and building context.



    


    
      
        resolve_parameterized_condition(join_config, validated_params)

      


        Resolve parameterized join condition by replacing parameter placeholders.



    


    
      
        validate_parameters(param_definitions, provided_params)

      


        Validate provided parameters against parameter definitions from join configuration.
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      Link to this type
    
    parameter_definition()



  


  

      

          @type parameter_definition() :: %{
  name: atom(),
  type: atom(),
  required: boolean(),
  default: any(),
  description: String.t() | nil
}


      



  



  
    
      
      Link to this type
    
    parameterized_join_config()



  


  

      

          @type parameterized_join_config() :: %{
  base_config: map(),
  parameters: [validated_parameter()],
  parameter_context: map(),
  join_condition: String.t() | nil,
  parameter_signature: String.t()
}


      



  



  
    
      
      Link to this type
    
    validated_parameter()



  


  

      

          @type validated_parameter() :: %{name: atom(), value: any(), type: atom()}
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      Link to this function
    
    build_parameter_context(validated_params)



  


  

      

          @spec build_parameter_context([validated_parameter()]) :: map()


      


Build parameter context map for SQL template resolution.

  



  
    
      
      Link to this function
    
    build_parameter_signature(parameters)



  


  

      

          @spec build_parameter_signature([
  Selecto.FieldResolver.ParameterizedParser.parameter()
]) :: String.t()


      


Build parameter signature string for caching and identification.

  



  
    
      
      Link to this function
    
    enhance_join_with_parameters(base_join, parameterized_config)



  


  

      

          @spec enhance_join_with_parameters(map(), parameterized_join_config()) :: map()


      


Update join configuration to include parameterized context.

  



  
    
      
      Link to this function
    
    process_parameterized_join(join_id, join_config, parameters, parent, from_source, queryable)



  


  

      

          @spec process_parameterized_join(
  join_id :: atom(),
  join_config :: map(),
  parameters :: [Selecto.FieldResolver.ParameterizedParser.parameter()],
  parent :: atom(),
  from_source :: module(),
  queryable :: map()
) :: parameterized_join_config()


      


Process a parameterized join configuration by validating parameters and building context.

  



  
    
      
      Link to this function
    
    resolve_parameterized_condition(join_config, validated_params)



  


  

      

          @spec resolve_parameterized_condition(map(), [validated_parameter()]) ::
  String.t() | nil


      


Resolve parameterized join condition by replacing parameter placeholders.

  



  
    
      
      Link to this function
    
    validate_parameters(param_definitions, provided_params)



  


  

      

          @spec validate_parameters([parameter_definition()], [
  Selecto.FieldResolver.ParameterizedParser.parameter()
]) :: [validated_parameter()]


      


Validate provided parameters against parameter definitions from join configuration.

  


        

      



  

    
Selecto.SelectionShape 
    



      
Structured selection helpers for building and materializing nested result shapes.
This module lets callers provide a list/tuple selection shape and receive rows
back in that same nested shape via execute_shape/2.
Nested lists/tuples that exclusively reference fields from a single joined
schema are treated as subselect nodes and compiled to json_agg correlated
subqueries.
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    Types
  


    
      
        shape_input()

      


    





  
    Functions
  


    
      
        execute_shape(selecto, opts \\ [])

      


        Execute a shape query and materialize rows into the configured nested shape.



    


    
      
        select_shape(selecto, shape)

      


        Compile a nested selection shape into regular Selecto selectors + subselect specs.



    


    
      
        shape_rows(rows, map)

      


        Materialize DB rows according to a compiled shape plan.
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      Link to this type
    
    shape_input()



  


  

      

          @type shape_input() :: list() | tuple()
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      Link to this function
    
    execute_shape(selecto, opts \\ [])



  


  

      

          @spec execute_shape(
  Selecto.t(),
  keyword()
) :: {:ok, list()} | {:error, Selecto.Error.t()}


      


Execute a shape query and materialize rows into the configured nested shape.
Returns {:ok, shaped_rows}.

  



  
    
      
      Link to this function
    
    select_shape(selecto, shape)



  


  

      

          @spec select_shape(Selecto.t(), shape_input()) :: Selecto.t()


      


Compile a nested selection shape into regular Selecto selectors + subselect specs.
The generated execution plan is stored on selecto.set.selection_shape and can
be used with execute_shape/2.

  



  
    
      
      Link to this function
    
    shape_rows(rows, map)



  


  

      

          @spec shape_rows(list(), map()) :: list()


      


Materialize DB rows according to a compiled shape plan.

  


        

      



  

    
Selecto.SetOperations 
    



      
Set operations for combining query results using UNION, INTERSECT, and EXCEPT.
Set operations allow combining results from multiple Selecto queries using
standard SQL set operations. All participating queries must have compatible
column counts and types.
Examples
# Basic UNION - combine results from two queries
query1 = Selecto.configure(users_domain, connection)
  |> Selecto.select(["name", "email"])
  |> Selecto.filter([{"active", true}])

query2 = Selecto.configure(contacts_domain, connection)
  |> Selecto.select(["full_name", "email_address"])
  |> Selecto.filter([{"status", "active"}])

combined = Selecto.union(query1, query2, all: true)

# INTERSECT - find common records
premium_active = Selecto.intersect(premium_users, active_users)

# EXCEPT - find differences
free_users = Selecto.except(all_users, premium_users)

# Chained set operations
result = query1
  |> Selecto.union(query2)
  |> Selecto.intersect(query3)
  |> Selecto.except(query4)
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    Functions
  


    
      
        except(left_query, right_query, opts \\ [])

      


        Create an EXCEPT set operation between two queries.



    


    
      
        intersect(left_query, right_query, opts \\ [])

      


        Create an INTERSECT set operation between two queries.



    


    
      
        union(left_query, right_query, opts \\ [])

      


        Create a UNION set operation between two queries.
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      Link to this function
    
    except(left_query, right_query, opts \\ [])



  


  

Create an EXCEPT set operation between two queries.
Returns rows from the first query that don't appear in the second query.

  
  options

  
  Options


	:all - Use EXCEPT ALL to include duplicates in difference (default: false)
	:column_mapping - Map columns between incompatible schemas


  



    

  
    
      
      Link to this function
    
    intersect(left_query, right_query, opts \\ [])



  


  

Create an INTERSECT set operation between two queries.
Returns only rows that appear in both queries.

  
  options

  
  Options


	:all - Use INTERSECT ALL to include duplicate intersections (default: false)
	:column_mapping - Map columns between incompatible schemas


  



    

  
    
      
      Link to this function
    
    union(left_query, right_query, opts \\ [])



  


  

Create a UNION set operation between two queries.

  
  options

  
  Options


	:all - Use UNION ALL to include duplicates (default: false)
	:column_mapping - Map columns between incompatible schemas


  
  examples

  
  Examples


# Basic UNION (removes duplicates)
Selecto.union(query1, query2)

# UNION ALL (includes duplicates, faster)
Selecto.union(query1, query2, all: true)

# UNION with column mapping
Selecto.union(customers, vendors,
  column_mapping: [
    {"name", "company_name"},
    {"email", "contact_email"}
  ]
)

  


        

      



  

    
Selecto.SetOperations.Spec 
    



      
Specification for a set operation between two or more queries.
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    Types
  


    
      
        operation_options()

      


    


    
      
        set_operation()

      


    


    
      
        t()
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      Link to this type
    
    operation_options()



  


  

      

          @type operation_options() :: %{
  all: boolean(),
  column_mapping: [{String.t(), String.t()}] | nil
}


      



  



  
    
      
      Link to this type
    
    set_operation()



  


  

      

          @type set_operation() :: :union | :intersect | :except


      



  



  
    
      
      Link to this type
    
    t()



  


  

      

          @type t() :: %Selecto.SetOperations.Spec{
  column_mapping: [{String.t(), String.t()}] | nil,
  id: String.t(),
  left_query: Selecto.t(),
  operation: set_operation(),
  options: operation_options(),
  right_query: Selecto.t(),
  validated: boolean()
}


      



  


        

      



  

    
Selecto.SetOperations.Validation 
    



      
Schema validation for set operations between queries.
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    Functions
  


    
      
        validate_compatibility(spec)

      


        Validate that two queries are compatible for set operations.
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      Link to this function
    
    validate_compatibility(spec)



  


  

Validate that two queries are compatible for set operations.
Returns {:ok, validated_spec} or {:error, validation_error}.

  


        

      



  

    
Selecto.Subfilter 
    



      
Core subfilter data structures and specifications.
The Subfilter system enables filtering on related data without explicit joins
by automatically generating subqueries (EXISTS, IN, ANY, ALL) based on
relationship paths defined in domain configurations.
Examples
# Find actors who appeared in R-rated films
selecto |> Selecto.subfilter("film.rating", "R")

# Find actors with more than 5 films
selecto |> Selecto.subfilter("film", {:count, ">", 5})

# Multi-level relationships
selecto |> Selecto.subfilter("film.category.name", "Action")

      





  

    
Selecto.Subfilter.CompoundSpec 
    



      
Specification for compound subfilter operations (AND/OR).
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    Types
  


    
      
        compound_type()

      


    


    
      
        t()
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      Link to this type
    
    compound_type()



  


  

      

          @type compound_type() :: :and | :or


      



  



  
    
      
      Link to this type
    
    t()



  


  

      

          @type t() :: %Selecto.Subfilter.CompoundSpec{
  subfilters: [Selecto.Subfilter.Spec.t()],
  type: compound_type()
}


      



  


        

      



  

    
Selecto.Subfilter.FilterSpec 
    



      
Filter specification for subfilter conditions.
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        agg_function()

      


    


    
      
        filter_type()

      


    


    
      
        t()

      


    


    
      
        temporal_type()
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      Link to this type
    
    agg_function()



  


  

      

          @type agg_function() :: :count | :sum | :avg | :min | :max


      



  



  
    
      
      Link to this type
    
    filter_type()



  


  

      

          @type filter_type() ::
  :equality | :comparison | :in_list | :range | :aggregation | :temporal


      



  



  
    
      
      Link to this type
    
    t()



  


  

      

          @type t() :: %Selecto.Subfilter.FilterSpec{
  agg_function: agg_function() | nil,
  max_value: any() | nil,
  min_value: any() | nil,
  operator: String.t() | nil,
  temporal_type: temporal_type() | nil,
  type: filter_type(),
  value: any(),
  values: [any()] | nil
}


      



  



  
    
      
      Link to this type
    
    temporal_type()



  


  

      

          @type temporal_type() :: :recent_years | :within_days | :within_hours | :since_date


      



  


        

      



  

    
Selecto.Subfilter.JoinPathResolver 
    



      
Resolve relationship paths into join sequences using domain join-path configuration.
This module expects a domain configuration with a flat joins map keyed by
relationship paths (e.g. "orders.customer.name").
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    Functions
  


    
      
        resolve(path, domain_name, base_table \\ nil)

      


        Resolve relationship path into join sequence using domain configuration.



    


    
      
        resolve_multiple(paths, domain_name, base_table \\ nil)

      


        Resolve multiple relationship paths at once for compound subfilters.



    


    
      
        validate_path(path, domain_name)

      


        Validate that a relationship path can be resolved with the given domain configuration.
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      Link to this function
    
    resolve(path, domain_name, base_table \\ nil)



  


  

      

          @spec resolve(Selecto.Subfilter.RelationshipPath.t(), atom() | map(), atom() | nil) ::
  {:ok, Selecto.Subfilter.JoinPathResolver.JoinResolution.t()}
  | {:error, Selecto.Subfilter.Error.t()}


      


Resolve relationship path into join sequence using domain configuration.

  
  parameters

  
  Parameters


	relationship_path - Parsed RelationshipPath struct
	domain_name - Domain identifier or a domain join-path config map
	base_table - Base table for the query (defaults to first segment of path)


  
  returns

  
  Returns


 | {:error, Subfilter.Error.t()}

  



    

  
    
      
      Link to this function
    
    resolve_multiple(paths, domain_name, base_table \\ nil)



  


  

      

          @spec resolve_multiple(
  [Selecto.Subfilter.RelationshipPath.t()],
  atom() | map(),
  atom() | nil
) ::
  {:ok, [Selecto.Subfilter.JoinPathResolver.JoinResolution.t()]}
  | {:error, Selecto.Subfilter.Error.t()}


      


Resolve multiple relationship paths at once for compound subfilters.
This is more efficient than resolving paths individually when dealing with
compound subfilters (AND/OR operations) as it can detect and reuse common
join sequences.

  



  
    
      
      Link to this function
    
    validate_path(path, domain_name)



  


  

      

          @spec validate_path(Selecto.Subfilter.RelationshipPath.t(), atom() | map()) ::
  :ok | {:error, Selecto.Subfilter.Error.t()}


      


Validate that a relationship path can be resolved with the given domain configuration.
This is useful for early validation before attempting to build queries.

  


        

      



  

    
Selecto.Subfilter.JoinPathResolver.JoinResolution 
    



      
Structure representing a resolved join path with all necessary join information.
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        join_config()

      


    


    
      
        t()
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      Link to this type
    
    join_config()



  


  

      

          @type join_config() :: %{
  from: atom(),
  to: atom(),
  type: :inner | :left | :right | :full | :self,
  on: String.t() | nil,
  field: atom() | nil
}


      



  



  
    
      
      Link to this type
    
    t()



  


  

      

          @type t() :: %Selecto.Subfilter.JoinPathResolver.JoinResolution{
  is_aggregation: boolean(),
  joins: [join_config()],
  path_segments: [String.t()],
  target_field: String.t() | nil,
  target_table: atom()
}


      



  


        

      



  

    
Selecto.Subfilter.Parser 
    



      
Parse subfilter configurations into structured subfilter specs.
This module handles parsing relationship paths like "film.rating" or "film.category.name"
and filter specifications like "R", ["R", "PG-13"], or {:count, ">", 5} into structured
data that can be used by the SQL generation system.
Examples
iex> Selecto.Subfilter.Parser.parse("film.rating", "R")
{:ok, %Selecto.Subfilter.Spec{...}}

iex> Selecto.Subfilter.Parser.parse("film", {:count, ">", 5})
{:ok, %Selecto.Subfilter.Spec{...}}

iex> Selecto.Subfilter.Parser.parse("film.category.name", "Action")
{:ok, %Selecto.Subfilter.Spec{...}}
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          Summary
        


  
    Functions
  


    
      
        parse(relationship_path, filter_spec, opts \\ [])

      


        Parse subfilter into standardized configuration.



    


    
      
        parse_compound(compound_type, subfilter_specs, opts \\ [])

      


        Parse compound subfilter operations (AND/OR).
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      Link to this function
    
    parse(relationship_path, filter_spec, opts \\ [])



  


  

      

          @spec parse(String.t(), any(), keyword()) ::
  {:ok, Selecto.Subfilter.Spec.t()} | {:error, Selecto.Subfilter.Error.t()}


      


Parse subfilter into standardized configuration.

  
  parameters

  
  Parameters


	relationship_path - String path like "film.rating" or "film.category.name"
	filter_spec - Filter specification (value, tuple, list, etc.)
	opts - Options including :strategy, :negate, etc.


  
  examples

  
  Examples


parse("film.rating", "R")
#=> {:ok, %Spec{relationship_path: %RelationshipPath{...}, ...}}

parse("film.rating", ["R", "PG-13"], strategy: :in)
#=> {:ok, %Spec{strategy: :in, ...}}

parse("film", {:count, ">", 5})
#=> {:ok, %Spec{filter_spec: %FilterSpec{type: :aggregation, ...}}}

  



    

  
    
      
      Link to this function
    
    parse_compound(compound_type, subfilter_specs, opts \\ [])



  


  

      

          @spec parse_compound(:and | :or, [{String.t(), any()}], keyword()) ::
  {:ok, Selecto.Subfilter.CompoundSpec.t()}
  | {:error, Selecto.Subfilter.Error.t()}


      


Parse compound subfilter operations (AND/OR).

  
  examples

  
  Examples


parse_compound(:and, [
  {"film.rating", "R"},
  {"film.release_year", {">", 2000}}
])

  


        

      



  

    
Selecto.Subfilter.Registry 
    



      
Registry system for managing multiple subfilters with strategy selection and optimization.
The Registry handles:
	Multiple subfilter registration and management
	Strategy selection (EXISTS, IN, ANY, ALL) based on query patterns
	Performance optimization through join analysis
	Conflict detection and resolution
	SQL generation coordination

Examples
iex> registry = Selecto.Subfilter.Registry.new(:film_domain)
iex> registry = Registry.add_subfilter(registry, "film.rating", "R")
iex> registry = Registry.add_subfilter(registry, "film.category.name", "Action")
iex> Registry.generate_sql(registry, base_query)
{:ok, optimized_query_with_subfilters}
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    Types
  


    
      
        compound_operation()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        add_compound(registry, compound_type, subfilter_specs, opts \\ [])

      


        Add compound subfilter operations (AND/OR).



    


    
      
        add_subfilter(registry, relationship_path, filter_spec, opts \\ [])

      


        Add a subfilter to the registry.



    


    
      
        analyze(registry)

      


        Get comprehensive analysis of all subfilters in the registry.



    


    
      
        generate_sql(registry, base_query)

      


        Generate SQL for all subfilters in the registry.



    


    
      
        new(domain_name, opts \\ [])

      


        Create a new subfilter registry for the specified domain.



    


    
      
        override_strategy(registry, subfilter_id, strategy)

      


        Override the strategy for a specific subfilter.



    


    
      
        remove_subfilter(registry, subfilter_id)

      


        Remove a subfilter from the registry.
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      Link to this type
    
    compound_operation()



  


  

      

          @type compound_operation() :: %{type: :and | :or, subfilter_ids: [String.t()]}


      



  



  
    
      
      Link to this type
    
    t()



  


  

      

          @type t() :: %Selecto.Subfilter.Registry{
  base_table: atom() | nil,
  compound_ops: [compound_operation()],
  domain_name: atom() | map(),
  join_resolutions: %{
    required(String.t()) =>
      Selecto.Subfilter.JoinPathResolver.JoinResolution.t()
  },
  optimization_hints: keyword(),
  strategy_overrides: %{required(String.t()) => atom()},
  subfilters: %{required(String.t()) => Selecto.Subfilter.Spec.t()}
}
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      Link to this function
    
    add_compound(registry, compound_type, subfilter_specs, opts \\ [])



  


  

      

          @spec add_compound(
  t(),
  :and | :or,
  [{String.t(), any()}] | [{String.t(), any(), keyword()}],
  keyword()
) :: {:ok, t()} | {:error, Selecto.Subfilter.Error.t()}


      


Add compound subfilter operations (AND/OR).

  
  examples

  
  Examples


add_compound(registry, :and, [
  {"film.rating", "R"},
  {"film.release_year", {">", 2000}}
])

  



    

  
    
      
      Link to this function
    
    add_subfilter(registry, relationship_path, filter_spec, opts \\ [])



  


  

      

          @spec add_subfilter(t(), String.t(), any(), keyword()) ::
  {:ok, t()} | {:error, Selecto.Subfilter.Error.t()}


      


Add a subfilter to the registry.

  
  examples

  
  Examples


add_subfilter(registry, "film.rating", "R")
add_subfilter(registry, "film.category.name", ["Action", "Drama"], strategy: :in)
add_subfilter(registry, "film", {:count, ">", 5}, id: "film_count_filter")

  



  
    
      
      Link to this function
    
    analyze(registry)



  


  

      

          @spec analyze(t()) :: %{
  subfilter_count: non_neg_integer(),
  join_complexity: atom(),
  strategy_distribution: %{required(atom()) => non_neg_integer()},
  performance_score: float(),
  optimization_suggestions: [String.t()]
}


      


Get comprehensive analysis of all subfilters in the registry.
Returns information about join patterns, strategy selections,
performance implications, and optimization opportunities.

  



  
    
      
      Link to this function
    
    generate_sql(registry, base_query)



  


  

      

          @spec generate_sql(t(), String.t()) ::
  {:ok, String.t(), [any()]} | {:error, Selecto.Subfilter.Error.t()}


      


Generate SQL for all subfilters in the registry.
This coordinates with the SQL generation system to produce optimized
subquery SQL that integrates with the main query.

  



    

  
    
      
      Link to this function
    
    new(domain_name, opts \\ [])



  


  

      

          @spec new(
  atom() | map(),
  keyword()
) :: t()


      


Create a new subfilter registry for the specified domain.

  
  parameters

  
  Parameters


	domain_name - Domain configuration to use (e.g., :film_domain)
	opts - Options including :base_table, :optimization_hints


  



  
    
      
      Link to this function
    
    override_strategy(registry, subfilter_id, strategy)



  


  

      

          @spec override_strategy(t(), String.t(), atom()) ::
  {:ok, t()} | {:error, Selecto.Subfilter.Error.t()}


      


Override the strategy for a specific subfilter.
Useful for performance tuning when the automatic strategy selection
doesn't produce optimal results.

  



  
    
      
      Link to this function
    
    remove_subfilter(registry, subfilter_id)



  


  

      

          @spec remove_subfilter(t(), String.t()) :: t()


      


Remove a subfilter from the registry.

  


        

      



  

    
Selecto.Subfilter.RelationshipPath 
    



      
Parsed relationship path information.
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        t()
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      Link to this type
    
    t()



  


  

      

          @type t() :: %Selecto.Subfilter.RelationshipPath{
  is_aggregation: boolean(),
  path_segments: [String.t()],
  target_field: String.t() | nil,
  target_table: String.t()
}


      



  


        

      



  

    
Selecto.Subfilter.SQL 
    



      
Generate SQL WHERE clauses for subfilters from the Subfilter Registry.
This module coordinates with strategy-specific builders to generate
optimized SQL for EXISTS, IN, ANY, ALL, and aggregation subqueries.
Main Functions
	generate/1: Generate SQL for all subfilters in a registry.
	generate_for_subfilter/2: Generate SQL for a single subfilter.

Examples
iex> {:ok, sql, params} = Selecto.Subfilter.SQL.generate(registry)
iex> "WHERE (EXISTS (SELECT 1 FROM ...)) AND (film_id IN (SELECT ...))"
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          Summary
        


  
    Functions
  


    
      
        generate(registry)

      


        Generate SQL WHERE clauses for all subfilters in the registry.



    


    
      
        generate_for_subfilter(spec, join_resolution, registry)

      


        Generate SQL for a single subfilter.
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      Link to this function
    
    generate(registry)



  


  

      

          @spec generate(Selecto.Subfilter.Registry.t()) ::
  {:ok, String.t(), [any()]} | {:error, Selecto.Subfilter.Error.t()}


      


Generate SQL WHERE clauses for all subfilters in the registry.
This function iterates through all registered subfilters, determines the
appropriate strategy, and delegates to the corresponding SQL builder.
It then combines the generated SQL clauses using the specified compound
operators (AND/OR).

  



  
    
      
      Link to this function
    
    generate_for_subfilter(spec, join_resolution, registry)



  


  

      

          @spec generate_for_subfilter(
  Selecto.Subfilter.Spec.t(),
  Selecto.Subfilter.JoinPathResolver.JoinResolution.t(),
  Selecto.Subfilter.Registry.t()
) :: {:ok, String.t(), [any()]} | {:error, Selecto.Subfilter.Error.t()}


      


Generate SQL for a single subfilter.
This is useful for debugging or for cases where you need to generate
SQL for a single subfilter outside of the main registry flow.

  


        

      



  

    
Selecto.Subfilter.SQL.AggregationBuilder 
    



      
Builds subqueries with aggregations (COUNT, SUM, AVG, etc.).
This strategy is used for subfilters that perform an aggregation and
compare the result to a value, such as checking if a film has more
than 5 actors.
Example SQL
(
  SELECT COUNT(fa.actor_id)
  FROM film_actor fa
  WHERE fa.film_id = film.film_id
) > 5
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    Functions
  


    
      
        generate(spec, join_resolution, registry)

      


        Generate aggregation subquery SQL for a given subfilter.
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      Link to this function
    
    generate(spec, join_resolution, registry)



  


  

      

          @spec generate(
  Selecto.Subfilter.Spec.t(),
  Selecto.Subfilter.JoinPathResolver.JoinResolution.t(),
  any()
) ::
  {:ok, String.t(), [any()]} | {:error, Selecto.Subfilter.Error.t()}


      


Generate aggregation subquery SQL for a given subfilter.

  


        

      



  

    
Selecto.Subfilter.SQL.AnyAllBuilder 
    



      
Builds ANY and ALL subqueries for subfilters.
These strategies are useful for more complex comparisons against a set of
values returned by a subquery.
Example SQL (ANY)
release_year > ANY (
  SELECT year
  FROM special_release_years
)
Example SQL (ALL)
rating > ALL (
  SELECT rating
  FROM competing_films
)
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    Functions
  


    
      
        generate(type, spec, join_resolution, registry)

      


        Generate ANY or ALL subquery SQL for a given subfilter.
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      Link to this function
    
    generate(type, spec, join_resolution, registry)



  


  

      

          @spec generate(
  :any | :all,
  Selecto.Subfilter.Spec.t(),
  Selecto.Subfilter.JoinPathResolver.JoinResolution.t(),
  any()
) :: {:ok, String.t(), [any()]} | {:error, Selecto.Subfilter.Error.t()}


      


Generate ANY or ALL subquery SQL for a given subfilter.

  


        

      



  

    
Selecto.Subfilter.SQL.ExistsBuilder 
    



      
Builds EXISTS subqueries for subfilters.
This is the default strategy and is suitable for most subfilter patterns
where you just need to check for the existence of related records that
match a certain criteria.
Example SQL
EXISTS (
  SELECT 1
  FROM film_category fc
  JOIN category c ON fc.category_id = c.category_id
  WHERE fc.film_id = film.film_id
    AND c.name = 'Action'
)
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    Functions
  


    
      
        generate(spec, join_resolution, registry)

      


        Generate EXISTS subquery SQL for a given subfilter.



    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


  
    
      
      Link to this function
    
    generate(spec, join_resolution, registry)



  


  

      

          @spec generate(
  Selecto.Subfilter.Spec.t(),
  Selecto.Subfilter.JoinPathResolver.JoinResolution.t(),
  any()
) ::
  {:ok, String.t(), [any()]} | {:error, Selecto.Subfilter.Error.t()}


      


Generate EXISTS subquery SQL for a given subfilter.

  


        

      



  

    
Selecto.Subfilter.SQL.InBuilder 
    



      
Builds IN subqueries for subfilters.
This strategy is useful when you need to filter the main query based on a
set of IDs returned by the subquery. It can be more performant than EXISTS
in some cases, especially when the subquery returns a small number of rows.
Example SQL
film_id IN (
  SELECT fc.film_id
  FROM film_category fc
  JOIN category c ON fc.category_id = c.category_id
  WHERE c.name IN ('Action', 'Comedy')
)
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    Functions
  


    
      
        generate(spec, join_resolution, registry)

      


        Generate IN subquery SQL for a given subfilter.
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      Link to this function
    
    generate(spec, join_resolution, registry)



  


  

      

          @spec generate(
  Selecto.Subfilter.Spec.t(),
  Selecto.Subfilter.JoinPathResolver.JoinResolution.t(),
  any()
) ::
  {:ok, String.t(), [any()]} | {:error, Selecto.Subfilter.Error.t()}


      


Generate IN subquery SQL for a given subfilter.

  


        

      



  

    
Selecto.Subfilter.Spec 
    



      
Specification for a single subfilter operation.
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    Types
  


    
      
        strategy()

      


    


    
      
        t()
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      Link to this type
    
    strategy()



  


  

      

          @type strategy() :: :exists | :in | :any | :all


      



  



  
    
      
      Link to this type
    
    t()



  


  

      

          @type t() :: %Selecto.Subfilter.Spec{
  filter_spec: FilterSpec.t(),
  id: term(),
  negate: boolean(),
  opts: keyword(),
  relationship_path: RelationshipPath.t(),
  strategy: strategy()
}


      



  


        

      



  

    
Selecto.Subselect 
    



      
Subselect functionality for array-based data aggregation from related tables.
The Subselect feature enables returning related data as arrays or JSON objects,
preventing result set denormalization while maintaining relational context.
Examples
# Basic subselect - get orders as JSON array for each attendee
selecto
|> Selecto.select(["attendee[name]"])
|> Selecto.subselect([
     "order[product_name]", 
     "order[quantity]"
   ])
|> Selecto.filter([{"event_id", 123}])

# This generates SQL like:
# SELECT 
#   a.name,
#   (SELECT json_agg(json_build_object(
#     'product_name', o.product_name,
#     'quantity', o.quantity
#   )) FROM orders o WHERE o.attendee_id = a.attendee_id) as orders
# FROM attendees a
# WHERE a.event_id = 123
Aggregation Formats
	:json_agg - Returns JSON array of objects (default)
	:array_agg - Returns PostgreSQL array
	:string_agg - Returns delimited string
	:count - Returns count of related records
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    Functions
  


    
      
        clear_subselects(selecto)

      


        Clear all subselect configurations from a Selecto query.



    


    
      
        get_subselect_configs(selecto)

      


        Get all subselect configurations from a Selecto query.



    


    
      
        group_subselects_by_table(selecto)

      


        Group subselects by their target table for efficient SQL generation.



    


    
      
        has_subselects?(selecto)

      


        Check if a Selecto query has subselect configuration applied.



    


    
      
        resolve_join_path(selecto, target_schema)

      


        Resolve the join path needed to reach a target schema from the current context.



    


    
      
        subselect(selecto, field_specs, opts \\ [])

      


        Add subselect fields to return related data as aggregated arrays.



    


    
      
        validate_subselect_config(selecto, subselect_config)

      


        Validate that a subselect configuration is valid for the given domain.
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      Link to this function
    
    clear_subselects(selecto)



  


  

      

          @spec clear_subselects(Selecto.Types.t()) :: Selecto.Types.t()


      


Clear all subselect configurations from a Selecto query.

  



  
    
      
      Link to this function
    
    get_subselect_configs(selecto)



  


  

      

          @spec get_subselect_configs(Selecto.Types.t()) :: [Selecto.Types.subselect_selector()]


      


Get all subselect configurations from a Selecto query.

  



  
    
      
      Link to this function
    
    group_subselects_by_table(selecto)



  


  

      

          @spec group_subselects_by_table(Selecto.Types.t()) :: %{
  required(atom()) => [Selecto.Types.subselect_selector()]
}


      


Group subselects by their target table for efficient SQL generation.

  



  
    
      
      Link to this function
    
    has_subselects?(selecto)



  


  

      

          @spec has_subselects?(Selecto.Types.t()) :: boolean()


      


Check if a Selecto query has subselect configuration applied.

  



  
    
      
      Link to this function
    
    resolve_join_path(selecto, target_schema)



  


  

      

          @spec resolve_join_path(Selecto.Types.t(), atom()) ::
  {:ok, [atom()]} | {:error, String.t()}


      


Resolve the join path needed to reach a target schema from the current context.
If we're in a pivoted context, the path is calculated from the pivot target.
Otherwise, the path is calculated from the source.

  



    

  
    
      
      Link to this function
    
    subselect(selecto, field_specs, opts \\ [])



  


  

      

          @spec subselect(
  Selecto.Types.t(),
  [String.t() | Selecto.Types.subselect_selector()],
  keyword()
) ::
  Selecto.Types.t()


      


Add subselect fields to return related data as aggregated arrays.

  
  parameters

  
  Parameters


	selecto - The Selecto struct
	field_specs - List of field specifications with optional configuration
	opts - Global options for subselects


  
  field-specification-formats

  
  Field Specification Formats


# Simple field list (uses defaults)
["order[product_name]", "order[quantity]"]

# With custom configuration
[
  %{
    fields: ["product_name", "quantity"],
    target_schema: :order,
    format: :json_agg,
    alias: "order_items"
  }
]

  
  options

  
  Options


	:format - Default aggregation format (:json_agg, :array_agg, :string_agg, :count)
	:alias_prefix - Prefix for generated field aliases
	:order_by - Default ordering for aggregated results


  
  returns

  
  Returns


Updated Selecto struct with subselect configuration applied.

  



  
    
      
      Link to this function
    
    validate_subselect_config(selecto, subselect_config)



  


  

      

          @spec validate_subselect_config(Selecto.Types.t(), Selecto.Types.subselect_selector()) ::
  :ok | {:error, String.t()}


      


Validate that a subselect configuration is valid for the given domain.

  


        

      



  

    
Selecto.Tenant 
    



      
Multi-tenant helpers for Selecto query state.
This module provides a lightweight tenant context contract for read-path
queries. Tenant scope is enforced by appending tenant constraints to the
query's required filter bucket (set.required_filters).
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        tenant_context()

      


    





  
    Functions
  


    
      
        apply_tenant_scope(selecto, opts \\ [])

      


        Apply tenant scope to a query's required filter bucket.



    


    
      
        ensure_scope!(selecto, opts \\ [])

      


        Raise when tenant scope is required and missing.



    


    
      
        merge_execution_opts(selecto, opts \\ [])

      


        Merge execution options with tenant-derived defaults.



    


    
      
        normalize_context(tenant_id)

      


        Normalize tenant context input into a map with atom keys.



    


    
      
        require_tenant_filter(selecto, filter)

      


        Append a required filter to the query set.



    


    
      
        require_tenant_filter(selecto, tenant_field, tenant_id)

      


        Append a required tenant filter from field + value.



    


    
      
        tenant(arg1)

      


        Read the tenant context from a Selecto query.



    


    
      
        tenant_required?(selecto, opts \\ [])

      


        Return whether tenant scope is required for this query.



    


    
      
        validate_scope(selecto, opts \\ [])

      


        Validate tenant scope requirements for read and derivation paths.



    


    
      
        with_tenant(selecto, tenant_context)

      


        Attach tenant context to a Selecto query.
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      Link to this type
    
    tenant_context()



  


  

      

          @type tenant_context() :: %{
  optional(:tenant_id) => term(),
  optional(:tenant_mode) => atom() | String.t(),
  optional(:tenant_field) => atom() | String.t(),
  optional(:prefix) => String.t(),
  optional(:namespace) => String.t(),
  optional(:required) => boolean(),
  optional(:required_filters) => [Selecto.Types.filter()]
}
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      Link to this function
    
    apply_tenant_scope(selecto, opts \\ [])



  


  

      

          @spec apply_tenant_scope(
  Selecto.Types.t(),
  keyword()
) :: Selecto.Types.t()


      


Apply tenant scope to a query's required filter bucket.
Options:
	:tenant - explicit tenant context override
	:tenant_id - explicit tenant id override
	:tenant_field - explicit tenant field override
	:required_filters - additional required filters


  



    

  
    
      
      Link to this function
    
    ensure_scope!(selecto, opts \\ [])



  


  

      

          @spec ensure_scope!(
  Selecto.Types.t(),
  keyword()
) :: :ok


      


Raise when tenant scope is required and missing.

  



    

  
    
      
      Link to this function
    
    merge_execution_opts(selecto, opts \\ [])



  


  

      

          @spec merge_execution_opts(
  Selecto.Types.t(),
  keyword()
) :: keyword()


      


Merge execution options with tenant-derived defaults.
If no :prefix option is provided explicitly and tenant context includes a
:prefix, the prefix is injected into execution opts.

  



  
    
      
      Link to this function
    
    normalize_context(tenant_id)



  


  

      

          @spec normalize_context(tenant_context() | keyword() | String.t() | atom() | nil) ::
  tenant_context() | nil


      


Normalize tenant context input into a map with atom keys.

  



  
    
      
      Link to this function
    
    require_tenant_filter(selecto, filter)



  


  

      

          @spec require_tenant_filter(Selecto.Types.t(), Selecto.Types.filter()) ::
  Selecto.Types.t()


      


Append a required filter to the query set.

  



  
    
      
      Link to this function
    
    require_tenant_filter(selecto, tenant_field, tenant_id)



  


  

      

          @spec require_tenant_filter(Selecto.Types.t(), atom() | String.t(), term()) ::
  Selecto.Types.t()


      


Append a required tenant filter from field + value.

  



  
    
      
      Link to this function
    
    tenant(arg1)



  


  

      

          @spec tenant(Selecto.Types.t()) :: tenant_context() | nil


      


Read the tenant context from a Selecto query.

  



    

  
    
      
      Link to this function
    
    tenant_required?(selecto, opts \\ [])



  


  

      

          @spec tenant_required?(
  Selecto.Types.t(),
  keyword()
) :: boolean()


      


Return whether tenant scope is required for this query.
Precedence:
	opts[:require_tenant]
	tenant context :required / :require_tenant
	domain :tenant_required / :require_tenant
	inferred true for tenant_mode in shared-column/shared-rls/schema modes


  



    

  
    
      
      Link to this function
    
    validate_scope(selecto, opts \\ [])



  


  

      

          @spec validate_scope(
  Selecto.Types.t(),
  keyword()
) :: :ok | {:error, Selecto.Error.t()}


      


Validate tenant scope requirements for read and derivation paths.
Returns :ok when tenant scope is optional or present. Returns structured
validation error when tenant scope is required but missing.

  



  
    
      
      Link to this function
    
    with_tenant(selecto, tenant_context)



  


  

      

          @spec with_tenant(
  Selecto.Types.t(),
  tenant_context() | keyword() | String.t() | atom() | nil
) ::
  Selecto.Types.t()


      


Attach tenant context to a Selecto query.

  


        

      



  

    
Selecto.TypeSystem 
    



      
Type inference and coercion system for Selecto SQL expressions.
This module provides:
	Type inference for expressions (fields, functions, literals, complex expressions)
	Type compatibility checking for comparisons and set operations
	Type coercion rules for implicit type conversions
	Return type determination for SQL functions and aggregates

Type Categories
Selecto organizes SQL types into the following categories:
	Numeric: :integer, :bigint, :smallint, :decimal, :float, :numeric
	String: :string, :text, :varchar, :char
	Boolean: :boolean
	DateTime: :date, :time, :datetime, :utc_datetime, :naive_datetime, :timestamp
	JSON: :json, :jsonb, :map
	Array: {:array, inner_type}
	Binary: :binary, :bytea
	UUID: :uuid, :binary_id
	Spatial: :geometry, :geography, :point, :polygon, etc.

Usage
# Infer type of an expression
{:ok, :integer} = Selecto.TypeSystem.infer_type(selecto, {:count, "*"})
{:ok, :decimal} = Selecto.TypeSystem.infer_type(selecto, {:sum, "price"})
{:ok, :string} = Selecto.TypeSystem.infer_type(selecto, "product_name")

# Check type compatibility
true = Selecto.TypeSystem.compatible?(:integer, :decimal)
false = Selecto.TypeSystem.compatible?(:string, :boolean)

# Get coerced type for operation
{:ok, :decimal} = Selecto.TypeSystem.coerce_types(:integer, :decimal, :arithmetic)
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    Types
  


    
      
        sql_type()

      


    


    
      
        type_category()

      


    





  
    Functions
  


    
      
        coerce_types(type1, type2, operation)

      


        Determine the result type when coercing two types for an operation.



    


    
      
        compatible?(type, type)

      


        Check if two types are compatible for comparisons or assignments.



    


    
      
        datetime_type?(type)

      


        Check if a type is a date/time type.



    


    
      
        infer_type(selecto, expression)

      


        Infer the SQL type of an expression.



    


    
      
        infer_type!(selecto, expression)

      


        Infer type and return just the type (for internal use where errors are handled upstream).



    


    
      
        normalize_type(type)

      


        Normalize Ecto types to Selecto's internal type representation.



    


    
      
        numeric_type?(type)

      


        Check if a type is numeric.



    


    
      
        parse_sql_type(type_str)

      


        Parse a SQL type string into an atom type.



    


    
      
        string_type?(type)

      


        Check if a type is a string type.



    


    
      
        type_category(type)

      


        Get the type category for a given SQL type.
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      Link to this type
    
    sql_type()



  


  

      

          @type sql_type() ::
  :unknown
  | :integer
  | :bigint
  | :smallint
  | :decimal
  | :float
  | :numeric
  | :string
  | :text
  | :varchar
  | :char
  | :boolean
  | :date
  | :time
  | :datetime
  | :utc_datetime
  | :naive_datetime
  | :timestamp
  | :json
  | :jsonb
  | :map
  | :binary
  | :bytea
  | :uuid
  | :binary_id
  | :geometry
  | :geography
  | :point
  | :linestring
  | :polygon
  | :multipoint
  | :multilinestring
  | :multipolygon
  | :geometrycollection
  | {:array, sql_type()}


      



  



  
    
      
      Link to this type
    
    type_category()



  


  

      

          @type type_category() ::
  :numeric
  | :string
  | :boolean
  | :datetime
  | :json
  | :array
  | :binary
  | :uuid
  | :spatial
  | :unknown
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      Link to this function
    
    coerce_types(type1, type2, operation)



  


  

      

          @spec coerce_types(sql_type(), sql_type(), atom()) ::
  {:ok, sql_type()} | {:error, String.t()}


      


Determine the result type when coercing two types for an operation.

  
  operation-types

  
  Operation Types


	:arithmetic - Numeric operations (+, -, *, /)
	:comparison - Comparison operations (=, <>, <, >, etc.)
	:concatenation - String concatenation (||)
	:union - Set operations (UNION, INTERSECT, EXCEPT)


  



  
    
      
      Link to this function
    
    compatible?(type, type)



  


  

      

          @spec compatible?(sql_type(), sql_type()) :: boolean()


      


Check if two types are compatible for comparisons or assignments.

  



  
    
      
      Link to this function
    
    datetime_type?(type)



  


  

      

          @spec datetime_type?(sql_type()) :: boolean()


      


Check if a type is a date/time type.

  



  
    
      
      Link to this function
    
    infer_type(selecto, expression)



  


  

      

          @spec infer_type(Selecto.t(), term()) :: {:ok, sql_type()} | {:error, term()}


      


Infer the SQL type of an expression.
Returns {:ok, type} for successfully inferred types,
or {:ok, :unknown} when the type cannot be determined.

  
  examples

  
  Examples


iex> infer_type(selecto, "product_name")
{:ok, :string}

iex> infer_type(selecto, {:count, "*"})
{:ok, :bigint}

iex> infer_type(selecto, {:sum, "price"})
{:ok, :decimal}

  



  
    
      
      Link to this function
    
    infer_type!(selecto, expression)



  


  

      

          @spec infer_type!(Selecto.t(), term()) :: sql_type()


      


Infer type and return just the type (for internal use where errors are handled upstream).

  



  
    
      
      Link to this function
    
    normalize_type(type)



  


  

      

          @spec normalize_type(atom()) :: sql_type()


      


Normalize Ecto types to Selecto's internal type representation.

  



  
    
      
      Link to this function
    
    numeric_type?(type)



  


  

      

          @spec numeric_type?(sql_type()) :: boolean()


      


Check if a type is numeric.

  



  
    
      
      Link to this function
    
    parse_sql_type(type_str)



  


  

      

          @spec parse_sql_type(String.t()) :: sql_type()


      


Parse a SQL type string into an atom type.

  



  
    
      
      Link to this function
    
    string_type?(type)



  


  

      

          @spec string_type?(sql_type()) :: boolean()


      


Check if a type is a string type.

  



  
    
      
      Link to this function
    
    type_category(type)



  


  

      

          @spec type_category(sql_type()) :: type_category()


      


Get the type category for a given SQL type.

  


        

      



  

    
Selecto.Window 
    



      
Window functions provide powerful analytical capabilities for PostgreSQL queries.
Window functions allow you to perform calculations across a set of table rows
that are related to the current row. Unlike aggregate functions, window functions
do not group rows into a single output row — they retain individual row identity.
Examples
# Ranking functions
selecto
|> Selecto.window_function(:row_number, over: [partition_by: ["category"], order_by: ["sales_date"]])
|> Selecto.window_function(:rank, over: [partition_by: ["region"], order_by: [{"total_sales", :desc}]])

# Offset functions  
selecto
|> Selecto.window_function(:lag, ["sales_amount", 1], over: [partition_by: ["customer_id"], order_by: ["sales_date"]])
|> Selecto.window_function(:lead, ["sales_amount"], over: [order_by: ["sales_date"]], as: "next_month_sales")

# Aggregate window functions
selecto  
|> Selecto.window_function(:sum, ["sales_amount"], over: [partition_by: ["region"], order_by: ["sales_date"]])
|> Selecto.window_function(:avg, ["sales_amount"], over: [order_by: ["sales_date"], frame: {:rows, :unbounded_preceding, :current_row}])

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Functions
  


    
      
        add_window_function(selecto, function, arguments \\ [], options)

      


        Add a window function to the Selecto query.



    


    
      
        parse_frame_public(frame_spec)

      


        Parse a window frame specification.
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      Link to this function
    
    add_window_function(selecto, function, arguments \\ [], options)



  


  

Add a window function to the Selecto query.

  
  parameters

  
  Parameters


	selecto - The Selecto struct
	function - Window function type (atom)
	arguments - Arguments for the function (optional for ranking functions)
	options - Window function options


  
  options

  
  Options


	:over - Window specification (required)	:partition_by - Fields to partition by
	:order_by - Fields and directions to order by  
	:frame - Window frame specification


	:as - Output column alias


  
  examples

  
  Examples


# Row number within each category, ordered by date
selecto |> Selecto.window_function(:row_number, 
  over: [partition_by: ["category"], order_by: ["created_at"]])

# Running total of sales by customer
selecto |> Selecto.window_function(:sum, ["amount"], 
  over: [partition_by: ["customer_id"], order_by: ["date"]], 
  as: "running_total")

# Previous month's sales for comparison
selecto |> Selecto.window_function(:lag, ["amount", 1], 
  over: [partition_by: ["customer_id"], order_by: ["month"]], 
  as: "prev_month")

  



  
    
      
      Link to this function
    
    parse_frame_public(frame_spec)



  


  

Parse a window frame specification.
Public function for testing frame parsing.

  


        

      



  

    
Selecto.Window.Frame 
    



      
Window frame specification (ROWS or RANGE).
Defines which rows within the partition are included in the window frame
for the current row's calculation.
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    Types
  


    
      
        boundary()

      


    


    
      
        frame_type()

      


    


    
      
        t()
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      Link to this type
    
    boundary()



  


  

      

          @type boundary() ::
  :unbounded_preceding
  | :current_row
  | :unbounded_following
  | {:preceding, integer()}
  | {:following, integer()}
  | {:interval, String.t()}


      



  



  
    
      
      Link to this type
    
    frame_type()



  


  

      

          @type frame_type() :: :rows | :range


      



  



  
    
      
      Link to this type
    
    t()



  


  

      

          @type t() :: %Selecto.Window.Frame{
  end: boundary(),
  start: boundary(),
  type: frame_type()
}


      



  


        

      



  

    
Selecto.Window.Spec 
    



      
Specification for a window function operation.
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    Types
  


    
      
        t()

      


    


    
      
        window_function()
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      Link to this type
    
    t()



  


  

      

          @type t() :: %Selecto.Window.Spec{
  alias: String.t() | nil,
  arguments: [String.t()] | nil,
  frame: Selecto.Window.Frame.t() | nil,
  function: window_function(),
  id: String.t(),
  opts: keyword(),
  order_by: [String.t() | {String.t(), :asc | :desc}] | nil,
  partition_by: [String.t()] | nil
}


      



  



  
    
      
      Link to this type
    
    window_function()



  


  

      

          @type window_function() ::
  :row_number
  | :rank
  | :dense_rank
  | :percent_rank
  | :ntile
  | :lag
  | :lead
  | :first_value
  | :last_value
  | :nth_value
  | :cume_dist
  | :sum
  | :avg
  | :count
  | :min
  | :max
  | :stddev
  | :variance


      



  


        

      



  

    
Selecto 
    



      
Selecto is a query builder for Elixir that uses Postgrex to execute queries.
It is designed to be a flexible and powerful tool for building complex SQL queries
without writing SQL by hand.
Domain Configuration
Selecto is configured using a domain map. This map defines the database schema,
including tables, columns, and associations. Here is an example of a domain map:
%{
  source: %{
    source_table: "users",
    primary_key: :id,
    fields: [:id, :name, :email, :age, :active, :created_at, :updated_at],
    redact_fields: [],
    columns: %{
      id: %{type: :integer},
      name: %{type: :string},
      email: %{type: :string},
      age: %{type: :integer},
      active: %{type: :boolean},
      created_at: %{type: :utc_datetime},
      updated_at: %{type: :utc_datetime}
    },
    associations: %{
      posts: %{
        queryable: :posts,
        field: :posts,
        owner_key: :id,
        related_key: :user_id
      }
    }
  },
  schemas: %{
    posts: %{
      source_table: "posts",
      primary_key: :id,
      fields: [:id, :title, :body, :user_id, :created_at, :updated_at],
      redact_fields: [],
      columns: %{
        id: %{type: :integer},
        title: %{type: :string},
        body: %{type: :string},
        user_id: %{type: :integer},
        created_at: %{type: :utc_datetime},
        updated_at: %{type: :utc_datetime}
      },
      associations: %{
        tags: %{
          queryable: :post_tags,
          field: :tags,
          owner_key: :id,
          related_key: :post_id
        }
      }
    },
    post_tags: %{
      source_table: "post_tags",
      primary_key: :id,
      fields: [:id, :name, :post_id],
      redact_fields: [],
      columns: %{
        id: %{type: :integer},
        name: %{type: :string},
        post_id: %{type: :integer}
      }
    }
  },
  name: "User",
  default_selected: ["name", "email"],
  default_aggregate: [{"id", %{"format" => "count"}}],
  required_filters: [{"active", true}],
  joins: %{
    posts: %{
      type: :left,
      name: "posts",
      parameters: [
        {:tag, :name}
      ],
      joins: %{
        tags: %{
          type: :left,
          name: "tags"
        }
      }
    }
  },
  filters: %{
    "active" => %{
      name: "Active",
      type: "boolean",
      default: true
    }
  }
}
Query Execution
Selecto provides two execution patterns for better error handling and control flow:
Safe Execution (Non-raising)
Use execute/2 and execute_one/2 for applications that prefer explicit error handling:
# Multiple rows
case Selecto.execute(selecto) do
  {:ok, {rows, columns, aliases}} ->
    # Process successful results
    Enum.map(rows, &process_row/1)

  {:error, %Postgrex.Error{} = error} ->
    # Handle database errors gracefully
    Logger.error("Query failed: #{inspect(error)}")
    {:error, :database_error}
end

# Single row (useful for COUNT, aggregate queries, or lookups)
case Selecto.execute_one(selecto) do
  {:ok, {row, aliases}} ->
    # Process single row
    extract_values(row, aliases)

  {:error, :no_results} ->
    # Handle empty result set
    {:error, :not_found}

  {:error, :multiple_results} ->
    # Handle unexpected multiple rows
    {:error, :ambiguous_result}
end
Error Types
All execution functions return structured Selecto.Error for consistent error handling:
	{:error, %Selecto.Error{type: :connection_error}} - Database connection failures
	{:error, %Selecto.Error{type: :query_error}} - SQL execution errors
	{:error, %Selecto.Error{type: :no_results}} - execute_one/2 when 0 rows returned
	{:error, %Selecto.Error{type: :multiple_results}} - execute_one/2 when >1 rows returned
	{:error, %Selecto.Error{type: :timeout_error}} - Query timeout failures
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    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        apply_tenant_scope(selecto, opts \\ [])

      


        Apply tenant scope as required filters.



    


    
      
        array_filter(selecto, array_filters, opts \\ [])

      


        Add array filtering operations to WHERE clauses.



    


    
      
        array_manipulate(selecto, array_operations, opts \\ [])

      


        Add array manipulation operations to select fields.



    


    
      
        array_select(selecto, array_operations, opts \\ [])

      


        Add array aggregation operations to select fields.



    


    
      
        available_fields(selecto)

      


        Get all available fields across all joins and the source table.



    


    
      
        case_select(selecto, column, when_clauses, opts \\ [])

      


        Add a simple CASE expression to the select fields.



    


    
      
        case_when_select(selecto, when_clauses, opts \\ [])

      


        Add a searched CASE expression to the select fields.



    


    
      
        columns(selecto)

      


        See Selecto.Fields.columns/1.



    


    
      
        configure(domain, postgrex_opts, opts \\ [])

      


          Generate a selecto structure from a domain configuration and database connection.



    


    
      
        domain(selecto)

      


        See Selecto.Fields.domain/1.



    


    
      
        domain_data(selecto)

      


        See Selecto.Fields.domain_data/1.



    


    
      
        ensure_tenant_scope!(selecto, opts \\ [])

      


        Raise if tenant scope is required and missing.



    


    
      
        except(left_query, right_query, opts \\ [])

      


        Create an EXCEPT set operation between two queries.



    


    
      
        execute(selecto, opts \\ [])

      


          Generate and run the query, returning {:ok, result} or {:error, reason}.



    


    
      
        execute_one(selecto, opts \\ [])

      


          Execute a query expecting exactly one row, returning {:ok, row} or {:error, reason}.



    


    
      
        execute_shape(selecto, opts \\ [])

      


        Execute a query configured with select_shape/2 and return shaped rows.



    


    
      
        execute_stream(selecto, opts \\ [])

      


        Execute a query as a database-backed stream.



    


    
      
        execute_with_metadata(selecto, opts \\ [])

      


        Execute a query and return results with metadata including SQL, params, and execution time.



    


    
      
        explain(selecto, opts \\ [])

      


        Run EXPLAIN for a query and return plan details.



    


    
      
        explain_analyze(selecto, opts \\ [])

      


        Run EXPLAIN ANALYZE for a query and return plan details.



    


    
      
        extensions(selecto)

      


        See Selecto.Fields.extensions/1.



    


    
      
        field(selecto, field_name)

      


        See Selecto.Fields.field/2.



    


    
      
        field_suggestions(selecto, partial_name)

      


        Get field suggestions for autocomplete or error recovery.



    


    
      
        filter(selecto, filters_or_filter)

      


        Add a filter to selecto. Send in a tuple with field name and filter value.



    


    
      
        filters(selecto)

      


        See Selecto.Fields.filters/1.



    


    
      
        format_sql(sql, opts \\ [])

      


        Format SQL output for readability.



    


    
      
        from_ecto(repo, schema, opts \\ [])

      


          Configure Selecto from an Ecto repository and schema.



    


    
      
        gen_sql(selecto, opts)

      


    


    
      
        group_by(selecto, groups)

      


        Add to the Group By clause.



    


    
      
        highlight_sql(sql, style)

      


        Apply optional highlighting to SQL (:ansi or :markdown).



    


    
      
        infer_type(selecto, expression)

      


        Infer the SQL type of an expression.



    


    
      
        intersect(left_query, right_query, opts \\ [])

      


        Create an INTERSECT set operation between two queries.



    


    
      
        join(selecto, join_id, options \\ [])

      


        Enable a join from the domain configuration or add a custom join dynamically.



    


    
      
        join_parameterize(selecto, join_id, parameter, options \\ [])

      


        Create a parameterized instance of an existing join.



    


    
      
        join_subquery(selecto, join_id, join_selecto, options \\ [])

      


        Join with another Selecto query as a subquery.



    


    
      
        joins(selecto)

      


        See Selecto.Fields.joins/1.



    


    
      
        json_filter(selecto, json_filters, opts \\ [])

      


        Add JSON operations to WHERE clauses for filtering with PostgreSQL JSON/JSONB functionality.



    


    
      
        json_order_by(selecto, json_sorts, opts \\ [])

      


        Add JSON operations to ORDER BY clauses for sorting with PostgreSQL JSON/JSONB functionality.



    


    
      
        json_select(selecto, json_operations, opts \\ [])

      


        Add JSON operations to SELECT clauses for PostgreSQL JSON/JSONB functionality.



    


    
      
        lateral_join(selecto, arg2, arg3 \\ [], arg4 \\ nil, arg5 \\ [])

      


        Add a LATERAL join to the query.



    


    
      
        limit(selecto, limit_value)

      


        Limit the number of rows returned by the query.



    


    
      
        offset(selecto, offset_value)

      


        Set the offset for the query results.



    


    
      
        order_by(selecto, orders)

      


        Add to the Order By clause.



    


    
      
        pivot(selecto, target_schema, opts \\ [])

      


        Pivot the query to focus on a different table while preserving existing context.



    


    
      
        post_pivot_filter(selecto, filters_or_filter)

      


        Append filters explicitly to the post-pivot filter list.



    


    
      
        post_pivot_filters(selecto)

      


        Read post-pivot filters from the query set (set.post_pivot_filters).



    


    
      
        pre_pivot_filter(selecto, filters_or_filter)

      


        Append filters explicitly to the pre-pivot filter list.



    


    
      
        pre_pivot_filters(selecto)

      


        Read pre-pivot filters from the query set (set.filtered).



    


    
      
        query_filters(selecto, opts \\ [])

      


        Return query filters from legacy and current filter buckets.



    


    
      
        require_tenant_filter(selecto, filter)

      


        Add a required tenant filter to query state.



    


    
      
        require_tenant_filter(selecto, tenant_field, tenant_id)

      


    


    
      
        required_filters(selecto)

      


        Return required filters currently attached to the query.



    


    
      
        resolve_field(selecto, field)

      


        Enhanced field resolution with disambiguation and error handling.



    


    
      
        select(selecto, fields_or_field)

      


        Add a field to the Select list. Send in one or a list of field names or selectable tuples.



    


    
      
        select_shape(selecto, shape)

      


        Compile a nested selection shape and attach it to the query.



    


    
      
        set(selecto)

      


        See Selecto.Fields.set/1.



    


    
      
        source_table(selecto)

      


        See Selecto.Fields.source_table/1.



    


    
      
        subselect(selecto, field_specs, opts \\ [])

      


        Add subselect fields to return related data as aggregated arrays.



    


    
      
        tenant(selecto)

      


        Read tenant context from query state.



    


    
      
        tenant_required?(selecto, opts \\ [])

      


        Return whether tenant scope is required for this query.



    


    
      
        to_sql(selecto, opts \\ [])

      


        Generate SQL without executing - useful for debugging and caching.



    


    
      
        type_category(type)

      


        Get the type category for a given SQL type.



    


    
      
        types_compatible?(type1, type2)

      


        Check if two SQL types are compatible for comparisons or assignments.



    


    
      
        union(left_query, right_query, opts \\ [])

      


        Create a UNION set operation between two queries.



    


    
      
        unnest(selecto, array_field, opts \\ [])

      


        Add an UNNEST operation to expand array columns into rows.



    


    
      
        validate_tenant_scope(selecto, opts \\ [])

      


        Validate tenant scope and return :ok or structured validation error.



    


    
      
        window_function(selecto, function, arguments \\ [], options)

      


        Add a window function to the query.



    


    
      
        with_cte(selecto, name, query_builder, opts \\ [])

      


        Add a Common Table Expression (CTE) to the query using WITH clause.



    


    
      
        with_ctes(selecto, cte_specs)

      


        Add multiple CTEs to the query in a single operation.



    


    
      
        with_recursive_cte(selecto, arg2, arg3, arg4 \\ nil, arg5 \\ [])

      


        Add a recursive Common Table Expression (CTE) to the query.



    


    
      
        with_tenant(selecto, tenant_context)

      


        Attach tenant context to the query state.



    


    
      
        with_values(selecto, data, opts \\ [])

      


        Add a VALUES clause to create an inline table from literal data.
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      Link to this type
    
    t()



  


  

      

          @type t() :: Selecto.Types.t()


      



  


        

      

      
        
          
            
            Anchor for this section
          
Functions
        

        


    

  
    
      
      Link to this function
    
    apply_tenant_scope(selecto, opts \\ [])



  


  

      

          @spec apply_tenant_scope(
  t(),
  keyword()
) :: t()


      


Apply tenant scope as required filters.

  



    

  
    
      
      Link to this function
    
    array_filter(selecto, array_filters, opts \\ [])



  


  

Add array filtering operations to WHERE clauses.
Supports array containment, overlap, and equality operations.

  
  parameters

  
  Parameters


	selecto - The Selecto instance
	array_filters - List of array filter tuples or single filter
	opts - Additional options


  
  examples

  
  Examples


# Array contains
selecto
|> Selecto.array_filter({:array_contains, "tags", ["featured", "new"]})

# Array overlap (has any of the elements)
selecto
|> Selecto.array_filter({:array_overlap, "categories", ["electronics", "computers"]})

# Array contained by
selecto
|> Selecto.array_filter({:array_contained, "permissions", ["read", "write", "admin"]})

# Multiple filters
selecto
|> Selecto.array_filter([
    {:array_contains, "special_features", ["Trailers"]},
    {:array_overlap, "languages", ["English", "Spanish"]}
  ])

  



    

  
    
      
      Link to this function
    
    array_manipulate(selecto, array_operations, opts \\ [])



  


  

Add array manipulation operations to select fields.
Supports array construction, modification, and transformation operations.

  
  parameters

  
  Parameters


	selecto - The Selecto instance
	array_operations - List of array manipulation operations
	opts - Additional options


  
  examples

  
  Examples


# Array append
selecto
|> Selecto.array_manipulate({:array_append, "tags", "new-tag", as: "updated_tags"})

# Array remove
selecto
|> Selecto.array_manipulate({:array_remove, "tags", "deprecated", as: "cleaned_tags"})

# Array to string
selecto
|> Selecto.array_manipulate({:array_to_string, "tags", ", ", as: "tag_string"})

  



    

  
    
      
      Link to this function
    
    array_select(selecto, array_operations, opts \\ [])



  


  

Add array aggregation operations to select fields.
Supports ARRAY_AGG, STRING_AGG, and other array aggregation functions
with optional DISTINCT, ORDER BY, and filtering.

  
  parameters

  
  Parameters


	selecto - The Selecto instance
	array_operations - List of array operation tuples or single operation
	opts - Additional options


  
  examples

  
  Examples


# Simple array aggregation
selecto
|> Selecto.array_select({:array_agg, "film.title", as: "film_titles"})

# Array aggregation with DISTINCT and ORDER BY
selecto
|> Selecto.array_select({:array_agg, "actor.name",
    distinct: true,
    order_by: [{"actor.last_name", :asc}],
    as: "unique_actors"})

# String aggregation with custom delimiter
selecto
|> Selecto.array_select({:string_agg, "tag.name",
    delimiter: ", ",
    as: "tag_list"})

# Array length operation
selecto
|> Selecto.array_select({:array_length, "tags", 1, as: "tag_count"})

  



  
    
      
      Link to this function
    
    available_fields(selecto)



  


  

      

          @spec available_fields(t()) :: [String.t()]


      


Get all available fields across all joins and the source table.

  



    

  
    
      
      Link to this function
    
    case_select(selecto, column, when_clauses, opts \\ [])



  


  

Add a simple CASE expression to the select fields.
Simple CASE expressions test a column against specific values and return
corresponding results. This is useful for data transformation and categorization.

  
  parameters

  
  Parameters


	selecto - The Selecto instance
	column - Column to test against
	when_clauses - List of {value, result} tuples for WHEN conditions
	opts - Options including :else and :as


  
  examples

  
  Examples


# Simple CASE for film ratings
selecto
|> Selecto.case_select("film.rating", [
    {"G", "General Audience"},
    {"PG", "Parental Guidance"},
    {"PG-13", "Parents Strongly Cautioned"},
    {"R", "Restricted"}
  ], else: "Not Rated", as: "rating_description")
|> Selecto.select(["film.title", "rating_description"])

# Generated SQL:
# SELECT film.title,
#        CASE film.rating
#          WHEN 'G' THEN 'General Audience'
#          WHEN 'PG' THEN 'Parental Guidance'
#          WHEN 'PG-13' THEN 'Parents Strongly Cautioned'
#          WHEN 'R' THEN 'Restricted'
#          ELSE 'Not Rated'
#        END AS rating_description

  



    

  
    
      
      Link to this function
    
    case_when_select(selecto, when_clauses, opts \\ [])



  


  

Add a searched CASE expression to the select fields.
Searched CASE expressions evaluate multiple conditions and return results
based on the first true condition. This enables complex conditional logic.

  
  parameters

  
  Parameters


	selecto - The Selecto instance
	when_clauses - List of {conditions, result} tuples
	opts - Options including :else and :as


  
  examples

  
  Examples


# Customer tier based on payment totals
selecto
|> Selecto.case_when_select([
    {[{"payment_total", {:>, 100}}], "Premium"},
    {[{"payment_total", {:between, 50, 100}}], "Standard"},
    {[{"payment_total", {:>, 0}}], "Basic"}
  ], else: "No Purchases", as: "customer_tier")
|> Selecto.select(["customer.first_name", "customer_tier"])

# Multiple conditions per WHEN clause
selecto
|> Selecto.case_when_select([
    {[{"film.rating", "R"}, {"film.length", {:>, 120}}], "Long Adult Film"},
    {[{"film.rating", "G"}, {"film.special_features", {:like, "%Family%"}}], "Family Film"}
  ], else: "Regular Film", as: "film_category")

# Generated SQL:
# SELECT customer.first_name,
#        CASE
#          WHEN payment_total > $1 THEN $2
#          WHEN payment_total BETWEEN $3 AND $4 THEN $5
#          WHEN payment_total > $6 THEN $7
#          ELSE $8
#        END AS customer_tier

  



  
    
      
      Link to this function
    
    columns(selecto)



  


  

      

          @spec columns(t()) :: map()


      


See Selecto.Fields.columns/1.

  



    

  
    
      
      Link to this function
    
    configure(domain, postgrex_opts, opts \\ [])



  


  

      

          @spec configure(Selecto.Types.domain(), Postgrex.conn(), keyword()) :: t()


      


  Generate a selecto structure from a domain configuration and database connection.
  ## Parameters
	domain - Domain configuration map (see domain configuration docs)
	postgrex_opts - Postgrex connection options, PID, or pooled connection
	opts - Configuration options

  ## Options
	:validate - (boolean, default: true) Whether to validate the domain configuration
before processing. When true, will raise Selecto.DomainValidator.ValidationError
if the domain has structural issues like missing schemas, circular join dependencies,
or invalid advanced join configurations.
	:pool - (boolean, default: false) Whether to enable connection pooling
	:pool_options - Connection pool configuration options
	:adapter - (module, default: Selecto.DB.PostgreSQL) Database adapter module

  ## Validation
  Domain validation checks for:
	Required top-level keys (source, schemas)
	Schema structural integrity (required keys, column definitions)
	Association references to valid schemas
	Join references to existing associations
	Join dependency cycles that would cause infinite recursion
	Advanced join type requirements (dimension keys, hierarchy parameters, etc.)
	Field reference validity in filters and selectors

  ## Examples
  # Basic usage (validation enabled by default)
  selecto = Selecto.configure(domain, postgrex_opts)

  # With connection pooling
  selecto = Selecto.configure(domain, postgrex_opts, pool: true)

  # Custom pool configuration
  pool_opts = [pool_size: 20, max_overflow: 10]
  selecto = Selecto.configure(domain, postgrex_opts, pool: true, pool_options: pool_opts)

  # Using existing pooled connection
  {:ok, pool} = Selecto.ConnectionPool.start_pool(postgrex_opts)
  selecto = Selecto.configure(domain, {:pool, pool})

  # Disable validation for performance-critical scenarios
  selecto = Selecto.configure(domain, postgrex_opts, validate: false)

  # With Ecto repository and schema
  selecto = Selecto.from_ecto(MyApp.Repo, MyApp.User)

  # Validation can also be called explicitly
  :ok = Selecto.DomainValidator.validate_domain!(domain)
  selecto = Selecto.configure(domain, postgrex_opts)

  



  
    
      
      Link to this function
    
    domain(selecto)



  


  

      

          @spec domain(t()) :: Selecto.Types.domain()


      


See Selecto.Fields.domain/1.

  



  
    
      
      Link to this function
    
    domain_data(selecto)



  


  

      

          @spec domain_data(t()) :: term()


      


See Selecto.Fields.domain_data/1.

  



    

  
    
      
      Link to this function
    
    ensure_tenant_scope!(selecto, opts \\ [])



  


  

      

          @spec ensure_tenant_scope!(
  t(),
  keyword()
) :: :ok


      


Raise if tenant scope is required and missing.

  



    

  
    
      
      Link to this function
    
    except(left_query, right_query, opts \\ [])



  


  

Create an EXCEPT set operation between two queries.
Returns rows from the first query that don't appear in the second query.

  
  options

  
  Options


	:all - Use EXCEPT ALL to include duplicates in difference (default: false)
	:column_mapping - Map columns between incompatible schemas


  
  examples

  
  Examples


# Find free users (all users except premium)
all_users |> Selecto.except(premium_users)

# Include duplicates in difference
query1 |> Selecto.except(query2, all: true)

  



    

  
    
      
      Link to this function
    
    execute(selecto, opts \\ [])



  


  

      

          @spec execute(Selecto.Types.t(), Selecto.Types.execute_options()) ::
  Selecto.Types.safe_execute_result()


      


  Generate and run the query, returning {:ok, result} or {:error, reason}.
  Non-raising version that returns tagged tuples for better error handling.
  Result format: {:ok, {rows, columns, aliases}} | {:error, reason}
  ## Examples
  case Selecto.execute(selecto) do
    {:ok, {rows, columns, aliases}} ->
      # Handle successful query
      process_results(rows, columns)
    {:error, reason} ->
      # Handle database error
      Logger.error("Query failed: #{inspect(reason)}")
  end

  



    

  
    
      
      Link to this function
    
    execute_one(selecto, opts \\ [])



  


  

      

          @spec execute_one(Selecto.Types.t(), Selecto.Types.execute_options()) ::
  Selecto.Types.safe_execute_one_result()


      


  Execute a query expecting exactly one row, returning {:ok, row} or {:error, reason}.
  Useful for queries that should return a single record (e.g., with LIMIT 1 or aggregate functions).
  Returns an error if zero rows or multiple rows are returned.
  ## Examples
  case Selecto.execute_one(selecto) do
    {:ok, row} ->
      # Handle single row result
      process_single_result(row)
    {:error, :no_results} ->
      # Handle case where no rows were found
    {:error, :multiple_results} ->
      # Handle case where multiple rows were found
    {:error, error} ->
      # Handle database or other errors
  end

  



    

  
    
      
      Link to this function
    
    execute_shape(selecto, opts \\ [])



  


  

      

          @spec execute_shape(t(), Selecto.Types.execute_options()) ::
  {:ok, list()} | {:error, Selecto.Error.t()}


      


Execute a query configured with select_shape/2 and return shaped rows.
Returns {:ok, shaped_rows} where each row mirrors the selection shape.

  



    

  
    
      
      Link to this function
    
    execute_stream(selecto, opts \\ [])



  


  

      

          @spec execute_stream(
  Selecto.Types.t(),
  keyword()
) :: Selecto.Types.safe_execute_stream_result()


      


Execute a query as a database-backed stream.
Returns a stream of {row, columns, aliases} tuples for incremental result
consumption.

  
  options

  
  Options


	:max_rows - PostgreSQL cursor batch size (default 500)
	:receive_timeout - stream consumer wait timeout in ms (default 60000)
	:queue_timeout - internal task yield timeout in ms (default 100)
	:stream_timeout - transaction timeout for cursor execution (default 30000)


  
  notes

  
  Notes


	Direct PostgreSQL connections use cursor-backed streaming.
	Adapter-backed streaming requires adapter.stream/4 support.
	Ecto repo and pooled PostgreSQL stream paths currently return structured
:validation_error responses.


  



    

  
    
      
      Link to this function
    
    execute_with_metadata(selecto, opts \\ [])



  


  

      

          @spec execute_with_metadata(Selecto.Types.t(), Selecto.Types.execute_options()) ::
  {:ok, Selecto.Types.execute_result(), map()} | {:error, Selecto.Error.t()}


      


Execute a query and return results with metadata including SQL, params, and execution time.

  
  parameters

  
  Parameters


	selecto - The Selecto struct containing connection and query info
	opts - Execution options


  
  returns

  
  Returns


	{:ok, result, metadata} - Successful execution with results and metadata
	{:error, error} - Execution failure with detailed error

The metadata map includes:
	:sql - The generated SQL query string
	:params - The query parameters
	:execution_time - Query execution time in milliseconds


  
  examples

  
  Examples


case Selecto.execute_with_metadata(selecto) do
  {:ok, {rows, columns, aliases}, _metadata} ->
    # Process successful results with metadata
    handle_results(rows, columns, aliases)
  {:error, error} ->
    # Handle database error
    Logger.error("Query failed: #{inspect(error)}")
end

  



    

  
    
      
      Link to this function
    
    explain(selecto, opts \\ [])



  


  

      

          @spec explain(
  t(),
  keyword()
) :: {:ok, map()} | {:error, Selecto.Error.t()}


      


Run EXPLAIN for a query and return plan details.

  



    

  
    
      
      Link to this function
    
    explain_analyze(selecto, opts \\ [])



  


  

      

          @spec explain_analyze(
  t(),
  keyword()
) :: {:ok, map()} | {:error, Selecto.Error.t()}


      


Run EXPLAIN ANALYZE for a query and return plan details.

  



  
    
      
      Link to this function
    
    extensions(selecto)



  


  

      

          @spec extensions(t()) :: [{module(), keyword()}]


      


See Selecto.Fields.extensions/1.

  



  
    
      
      Link to this function
    
    field(selecto, field_name)



  


  

      

          @spec field(t(), Selecto.Types.field_name()) :: map() | nil


      


See Selecto.Fields.field/2.

  



  
    
      
      Link to this function
    
    field_suggestions(selecto, partial_name)



  


  

      

          @spec field_suggestions(t(), String.t()) :: [String.t()]


      


Get field suggestions for autocomplete or error recovery.

  



  
    
      
      Link to this function
    
    filter(selecto, filters_or_filter)



  


  

      

          @spec filter(t(), [Selecto.Types.filter()]) :: t()


          @spec filter(t(), Selecto.Types.filter()) :: t()


      


Add a filter to selecto. Send in a tuple with field name and filter value.

  



  
    
      
      Link to this function
    
    filters(selecto)



  


  

      

          @spec filters(t()) :: %{required(String.t()) => term()}


      


See Selecto.Fields.filters/1.

  



    

  
    
      
      Link to this function
    
    format_sql(sql, opts \\ [])



  


  

      

          @spec format_sql(
  String.t(),
  keyword()
) :: String.t()


      


Format SQL output for readability.

  



    

  
    
      
      Link to this function
    
    from_ecto(repo, schema, opts \\ [])



  


  

  Configure Selecto from an Ecto repository and schema.
  This convenience function automatically introspects the Ecto schema
  and configures Selecto with the appropriate domain and database connection.
  ## Parameters
	repo - The Ecto repository module (e.g., MyApp.Repo)
	schema - The Ecto schema module to use as the source table
	opts - Configuration options (passed to EctoAdapter.configure/3)

  ## Examples
  # Basic usage
  selecto = Selecto.from_ecto(MyApp.Repo, MyApp.User)

  # With joins and options
  selecto = Selecto.from_ecto(MyApp.Repo, MyApp.User,
    joins: [:posts, :profile],
    redact_fields: [:password_hash]
  )

  # With validation
  selecto = Selecto.from_ecto(MyApp.Repo, MyApp.User, validate: true)

  



  
    
      
      Link to this function
    
    gen_sql(selecto, opts)



  


  

      

          @spec gen_sql(
  t(),
  keyword()
) :: {String.t(), map(), list()}


      



  



  
    
      
      Link to this function
    
    group_by(selecto, groups)



  


  

      

          @spec group_by(t(), [Selecto.Types.field_name()]) :: t()


          @spec group_by(t(), Selecto.Types.field_name()) :: t()


      


Add to the Group By clause.

  



  
    
      
      Link to this function
    
    highlight_sql(sql, style)



  


  

      

          @spec highlight_sql(String.t(), :ansi | :markdown | nil) :: String.t()


      


Apply optional highlighting to SQL (:ansi or :markdown).

  



  
    
      
      Link to this function
    
    infer_type(selecto, expression)



  


  

      

          @spec infer_type(t(), term()) ::
  {:ok, Selecto.TypeSystem.sql_type()} | {:error, term()}


      


Infer the SQL type of an expression.
Returns the type of a field, function, literal, or complex expression.
Useful for type checking, validation, and UI components that need type information.

  
  examples

  
  Examples


# Field type lookup
{:ok, :string} = Selecto.infer_type(selecto, "product_name")

# Aggregate function
{:ok, :bigint} = Selecto.infer_type(selecto, {:count, "*"})

# Numeric aggregate
{:ok, :decimal} = Selecto.infer_type(selecto, {:sum, "price"})

# Literal
{:ok, :integer} = Selecto.infer_type(selecto, {:literal, 42})

  



    

  
    
      
      Link to this function
    
    intersect(left_query, right_query, opts \\ [])



  


  

Create an INTERSECT set operation between two queries.
Returns only rows that appear in both queries.

  
  options

  
  Options


	:all - Use INTERSECT ALL to include duplicate intersections (default: false)
	:column_mapping - Map columns between incompatible schemas


  
  examples

  
  Examples


# Find users who are both active and premium
active_users |> Selecto.intersect(premium_users)

# Include duplicate intersections
query1 |> Selecto.intersect(query2, all: true)

  



    

  
    
      
      Link to this function
    
    join(selecto, join_id, options \\ [])



  


  

      

          @spec join(t(), atom(), keyword()) :: t()


      


Enable a join from the domain configuration or add a custom join dynamically.
This allows adding joins at runtime that either:
	Enable predefined joins from the domain configuration
	Add completely custom joins not in the domain


  
  parameters

  
  Parameters


	join_id - The join identifier (atom)
	options - Optional configuration overrides


  
  options

  
  Options


	:type - Join type (:left, :inner, :right, :full). Default: :left
	:source - Source table name (required for custom joins)
	:on - Join conditions as list of maps with :left and :right keys
	:owner_key - The key on the parent table
	:related_key - The key on the joined table
	:fields - Map of field configurations to expose from the joined table


  
  examples

  
  Examples


# Enable domain-configured join
selecto |> Selecto.join(:category)

# Custom join with explicit configuration
selecto |> Selecto.join(:audit_log,
  source: "audit_logs",
  on: [%{left: "id", right: "record_id"}],
  type: :left,
  fields: %{
    action: %{type: :string},
    created_at: %{type: :naive_datetime}
  }
)

  



    

  
    
      
      Link to this function
    
    join_parameterize(selecto, join_id, parameter, options \\ [])



  


  

      

          @spec join_parameterize(t(), atom(), String.t() | atom(), keyword()) :: t()


      


Create a parameterized instance of an existing join.
Parameterized joins allow the same association to be joined multiple times
with different filter conditions. The parameter creates a unique instance
that can be referenced using dot notation: join_name:parameter.field_name

  
  parameters

  
  Parameters


	join_id - Base join identifier to parameterize
	parameter - Unique parameter value to identify this instance
	options - Filter conditions and options


  
  examples

  
  Examples


# Create parameterized join for electronics products
selecto
|> Selecto.join_parameterize(:products, "electronics", category_id: 1)
|> Selecto.select(["products:electronics.product_name"])

# Multiple parameterized instances for comparison
selecto
|> Selecto.join_parameterize(:orders, "active", status: "active")
|> Selecto.join_parameterize(:orders, "completed", status: "completed")
|> Selecto.select([
    "orders:active.total as active_total",
    "orders:completed.total as completed_total"
  ])

  



    

  
    
      
      Link to this function
    
    join_subquery(selecto, join_id, join_selecto, options \\ [])



  


  

      

          @spec join_subquery(t(), atom(), t(), keyword()) :: t()


      


Join with another Selecto query as a subquery.
This creates a join using a separate Selecto query as the right side,
enabling complex subquery joins for aggregations and derived tables.

  
  parameters

  
  Parameters


	join_id - Identifier for this join
	join_selecto - The Selecto struct to use as subquery
	options - Join configuration


  
  options

  
  Options


	:type - Join type (:left, :inner, :right, :full). Default: :left
	:on - Join conditions referencing the subquery alias


  
  examples

  
  Examples


# Create a subquery for aggregated data
order_totals = Selecto.configure(order_domain, connection)
|> Selecto.select(["customer_id", {:sum, "total", as: "total_spent"}])
|> Selecto.group_by(["customer_id"])

# Join aggregated subquery to main query
selecto
|> Selecto.join_subquery(:customer_totals, order_totals,
    on: [%{left: "customer_id", right: "customer_id"}]
  )
|> Selecto.select(["name", "customer_totals.total_spent"])

  



  
    
      
      Link to this function
    
    joins(selecto)



  


  

      

          @spec joins(t()) :: map()


      


See Selecto.Fields.joins/1.

  



    

  
    
      
      Link to this function
    
    json_filter(selecto, json_filters, opts \\ [])



  


  

Add JSON operations to WHERE clauses for filtering with PostgreSQL JSON/JSONB functionality.
Supports JSON containment, existence, and comparison operations.

  
  parameters

  
  Parameters


	selecto - The Selecto instance
	json_filters - List of JSON filter tuples or single filter
	opts - Options (reserved for future use)


  
  examples

  
  Examples


# JSON containment and existence
selecto
|> Selecto.json_filter([
    {:json_contains, "metadata", %{"category" => "electronics"}},
    {:json_path_exists, "metadata", "$.specs.warranty"}
  ])

# JSON path comparison
selecto
|> Selecto.json_filter([
    {:json_extract_text, "settings", "$.theme", {:=, "dark"}},
    {:json_extract, "data", "$.priority", {:>, 5}}
  ])

# Single JSON filter
selecto
|> Selecto.json_filter({:json_exists, "tags", "electronics"})

  



    

  
    
      
      Link to this function
    
    json_order_by(selecto, json_sorts, opts \\ [])



  


  

Add JSON operations to ORDER BY clauses for sorting with PostgreSQL JSON/JSONB functionality.

  
  parameters

  
  Parameters


	selecto - The Selecto instance
	json_sorts - List of JSON sort tuples or single sort
	opts - Options (reserved for future use)


  
  examples

  
  Examples


# Sort by JSON path values
selecto
|> Selecto.json_order_by([
    {:json_extract, "metadata", "$.priority", :desc},
    {:json_extract_text, "data", "$.created_at", :asc}
  ])

# Single JSON sort
selecto
|> Selecto.json_order_by({:json_extract, "settings", "$.sort_order"})

  



    

  
    
      
      Link to this function
    
    json_select(selecto, json_operations, opts \\ [])



  


  

Add JSON operations to SELECT clauses for PostgreSQL JSON/JSONB functionality.
Supports JSON path extraction, aggregation, construction, and manipulation operations.

  
  parameters

  
  Parameters


	selecto - The Selecto instance
	json_operations - List of JSON operation tuples or single operation
	opts - Options (reserved for future use)


  
  examples

  
  Examples


# JSON path extraction
selecto
|> Selecto.json_select([
    {:json_extract, "metadata", "$.category", as: "category"},
    {:json_extract, "metadata", "$.specs.weight", as: "weight"}
  ])

# JSON aggregation
selecto
|> Selecto.json_select([
    {:json_agg, "product_name", as: "products"},
    {:json_object_agg, "product_id", "price", as: "price_map"}
  ])
|> Selecto.group_by(["category"])

# Single JSON operation
selecto
|> Selecto.json_select({:json_extract, "data", "$.status", as: "status"})

  



    

    

    

  
    
      
      Link to this function
    
    lateral_join(selecto, arg2, arg3 \\ [], arg4 \\ nil, arg5 \\ [])



  


  

Add a LATERAL join to the query.
LATERAL joins allow the right side of the join to reference columns from the
left side, enabling powerful correlated subquery patterns.

  
  parameters

  
  Parameters


	join_type - Type of join (:left, :inner, :right, :full)
	subquery_builder_or_function - Function that builds correlated subquery or table function tuple
	alias_name - Alias for the LATERAL join results
	opts - Additional options


  
  examples

  
  Examples


# LATERAL join with correlated subquery
selecto
|> Selecto.lateral_join(
  :left,
  fn base_query ->
    Selecto.configure(rental_domain, connection)
    |> Selecto.select([{:func, "COUNT", ["*"], as: "rental_count"}])
    |> Selecto.filter([{"customer_id", {:ref, "customer.customer_id"}}])
    |> Selecto.limit(5)
  end,
  "recent_rentals"
)

# LATERAL join with table function
selecto
|> Selecto.lateral_join(
  :inner,
  {:unnest, "film.special_features"},
  "features"
)

# LATERAL join with generate_series
selecto
|> Selecto.lateral_join(
  :inner,
  {:function, :generate_series, [1, 10]},
  "numbers"
)

  



  
    
      
      Link to this function
    
    limit(selecto, limit_value)



  


  

      

          @spec limit(t(), non_neg_integer()) :: t()


      


Limit the number of rows returned by the query.

  
  examples

  
  Examples


# Limit to 10 rows
selecto |> Selecto.limit(10)

# Limit with offset for pagination
selecto |> Selecto.limit(10) |> Selecto.offset(20)

  



  
    
      
      Link to this function
    
    offset(selecto, offset_value)



  


  

      

          @spec offset(t(), non_neg_integer()) :: t()


      


Set the offset for the query results.

  
  examples

  
  Examples


# Skip first 20 rows
selecto |> Selecto.offset(20)

# Pagination: page 3 with 10 items per page
selecto |> Selecto.limit(10) |> Selecto.offset(20)

  



  
    
      
      Link to this function
    
    order_by(selecto, orders)



  


  

      

          @spec order_by(t(), [Selecto.Types.order_spec()]) :: t()


          @spec order_by(t(), Selecto.Types.order_spec()) :: t()


      


Add to the Order By clause.

  



    

  
    
      
      Link to this function
    
    pivot(selecto, target_schema, opts \\ [])



  


  

Pivot the query to focus on a different table while preserving existing context.
This allows you to retarget a Selecto query from the source table to any joined
table, while preserving existing filters through subqueries.

  
  examples

  
  Examples


# Pivot from events to orders while preserving event filters
selecto
|> Selecto.filter([{"event_id", 123}])
|> Selecto.pivot(:orders)
|> Selecto.select(["product_name", "quantity"])

  
  options

  
  Options


	:preserve_filters - Whether to preserve existing filters (default: true)
	:subquery_strategy - How to generate the subquery (:in, :exists, :join)

See Selecto.Pivot module for more details.

  



  
    
      
      Link to this function
    
    post_pivot_filter(selecto, filters_or_filter)



  


  

      

          @spec post_pivot_filter(t(), [Selecto.Types.filter()]) :: t()


          @spec post_pivot_filter(t(), Selecto.Types.filter()) :: t()


      


Append filters explicitly to the post-pivot filter list.
These filters apply to the pivoted target root.

  



  
    
      
      Link to this function
    
    post_pivot_filters(selecto)



  


  

      

          @spec post_pivot_filters(t()) :: [Selecto.Types.filter()]


      


Read post-pivot filters from the query set (set.post_pivot_filters).

  



  
    
      
      Link to this function
    
    pre_pivot_filter(selecto, filters_or_filter)



  


  

      

          @spec pre_pivot_filter(t(), [Selecto.Types.filter()]) :: t()


          @spec pre_pivot_filter(t(), Selecto.Types.filter()) :: t()


      


Append filters explicitly to the pre-pivot filter list.
These filters stay attached to the original root side when using pivot/3.

  



  
    
      
      Link to this function
    
    pre_pivot_filters(selecto)



  


  

      

          @spec pre_pivot_filters(t()) :: [Selecto.Types.filter()]


      


Read pre-pivot filters from the query set (set.filtered).

  



    

  
    
      
      Link to this function
    
    query_filters(selecto, opts \\ [])



  


  

      

          @spec query_filters(
  t(),
  keyword()
) :: [Selecto.Types.filter()]


      


Return query filters from legacy and current filter buckets.
Options:
	:include_post_pivot (default: true)


  



  
    
      
      Link to this function
    
    require_tenant_filter(selecto, filter)



  


  

      

          @spec require_tenant_filter(t(), Selecto.Types.filter()) :: t()


      


Add a required tenant filter to query state.

  



  
    
      
      Link to this function
    
    require_tenant_filter(selecto, tenant_field, tenant_id)



  


  

      

          @spec require_tenant_filter(t(), atom() | String.t(), term()) :: t()


      



  



  
    
      
      Link to this function
    
    required_filters(selecto)



  


  

      

          @spec required_filters(t()) :: [Selecto.Types.filter()]


      


Return required filters currently attached to the query.
This includes domain-level required filters and tenant-scope required filters
attached at runtime.

  



  
    
      
      Link to this function
    
    resolve_field(selecto, field)



  


  

      

          @spec resolve_field(t(), Selecto.Types.field_name()) ::
  {:ok, map()} | {:error, term()}


      


Enhanced field resolution with disambiguation and error handling.
Provides detailed field information and helpful error messages.

  



  
    
      
      Link to this function
    
    select(selecto, fields_or_field)



  


  

      

          @spec select(t(), [Selecto.Types.selector()]) :: t()


          @spec select(t(), Selecto.Types.selector()) :: t()


      


Add a field to the Select list. Send in one or a list of field names or selectable tuples.

  



  
    
      
      Link to this function
    
    select_shape(selecto, shape)



  


  

      

          @spec select_shape(t(), list() | tuple()) :: t()


      


Compile a nested selection shape and attach it to the query.
This is an opt-in structured selection API. Use execute_shape/2 to
materialize results into the same list/tuple structure.
Nested lists/tuples that only reference a single joined schema are treated as
subselect nodes.

  



  
    
      
      Link to this function
    
    set(selecto)



  


  

      

          @spec set(t()) :: Selecto.Types.query_set()


      


See Selecto.Fields.set/1.

  



  
    
      
      Link to this function
    
    source_table(selecto)



  


  

      

          @spec source_table(t()) :: Selecto.Types.table_name() | nil


      


See Selecto.Fields.source_table/1.

  



    

  
    
      
      Link to this function
    
    subselect(selecto, field_specs, opts \\ [])



  


  

Add subselect fields to return related data as aggregated arrays.
This prevents result set denormalization while maintaining relational context
by returning related data as JSON arrays, PostgreSQL arrays, or other formats.

  
  examples

  
  Examples


# Basic subselect - get orders as JSON for each attendee
selecto
|> Selecto.select(["attendee[name]"])
|> Selecto.subselect(["order[product_name]", "order[quantity]"])

# With custom configuration
selecto
|> Selecto.subselect([
     %{
       fields: ["product_name", "quantity"],
       target_schema: :order,
       format: :json_agg,
       alias: "order_items"
     }
   ])

  
  options

  
  Options


	:format - Aggregation format (:json_agg, :array_agg, :string_agg, :count)
	:alias_prefix - Prefix for generated field aliases

See Selecto.Subselect module for more details.

  



  
    
      
      Link to this function
    
    tenant(selecto)



  


  

      

          @spec tenant(t()) :: map() | nil


      


Read tenant context from query state.

  



    

  
    
      
      Link to this function
    
    tenant_required?(selecto, opts \\ [])



  


  

      

          @spec tenant_required?(
  t(),
  keyword()
) :: boolean()


      


Return whether tenant scope is required for this query.

  



    

  
    
      
      Link to this function
    
    to_sql(selecto, opts \\ [])



  


  

      

          @spec to_sql(
  t(),
  keyword()
) :: {String.t(), list()}


      


Generate SQL without executing - useful for debugging and caching.
Supports optional readability controls:
	pretty: true
	highlight: :ansi | :markdown



  



  
    
      
      Link to this function
    
    type_category(type)



  


  

      

          @spec type_category(Selecto.TypeSystem.sql_type()) ::
  Selecto.TypeSystem.type_category()


      


Get the type category for a given SQL type.
Categories: :numeric, :string, :boolean, :datetime, :json, :array, :binary, :uuid, :unknown

  



  
    
      
      Link to this function
    
    types_compatible?(type1, type2)



  


  

      

          @spec types_compatible?(Selecto.TypeSystem.sql_type(), Selecto.TypeSystem.sql_type()) ::
  boolean()


      


Check if two SQL types are compatible for comparisons or assignments.

  
  examples

  
  Examples


true = Selecto.types_compatible?(:integer, :decimal)
false = Selecto.types_compatible?(:string, :boolean)

  



    

  
    
      
      Link to this function
    
    union(left_query, right_query, opts \\ [])



  


  

Create a UNION set operation between two queries.
Combines results from multiple queries using UNION or UNION ALL.
All queries must have compatible column counts and types.

  
  options

  
  Options


	:all - Use UNION ALL to include duplicates (default: false)
	:column_mapping - Map columns between incompatible schemas


  
  examples

  
  Examples


# Basic UNION (removes duplicates)
query1 |> Selecto.union(query2)

# UNION ALL (includes duplicates, faster)
query1 |> Selecto.union(query2, all: true)

# UNION with column mapping
customers |> Selecto.union(vendors,
  column_mapping: [
    {"name", "company_name"},
    {"email", "contact_email"}
  ]
)

  



    

  
    
      
      Link to this function
    
    unnest(selecto, array_field, opts \\ [])



  


  

Add an UNNEST operation to expand array columns into rows.
UNNEST transforms array values into a set of rows, one for each array element.
Can optionally include ordinality to track position in the array.

  
  examples

  
  Examples


# Basic unnest
selecto |> Selecto.unnest("tags", as: "tag")

# Unnest with ordinality (includes position)
selecto |> Selecto.unnest("tags", as: "tag", ordinality: "tag_position")

# Multiple unnests (will be cross-joined)
selecto
|> Selecto.unnest("tags", as: "tag")
|> Selecto.unnest("categories", as: "category")

  



    

  
    
      
      Link to this function
    
    validate_tenant_scope(selecto, opts \\ [])



  


  

      

          @spec validate_tenant_scope(
  t(),
  keyword()
) :: :ok | {:error, Selecto.Error.t()}


      


Validate tenant scope and return :ok or structured validation error.

  



    

  
    
      
      Link to this function
    
    window_function(selecto, function, arguments \\ [], options)



  


  

Add a window function to the query.
Window functions provide analytical capabilities over a set of rows related to
the current row, without grouping rows into a single result.

  
  examples

  
  Examples


# Add row numbers within each category
selecto |> Selecto.window_function(:row_number,
  over: [partition_by: ["category"], order_by: ["created_at"]])

# Calculate running total
selecto |> Selecto.window_function(:sum, ["amount"],
  over: [partition_by: ["user_id"], order_by: ["date"]],
  as: "running_total")

# Get previous value for comparison
selecto |> Selecto.window_function(:lag, ["amount", 1],
  over: [partition_by: ["user_id"], order_by: ["date"]],
  as: "prev_amount")

  



    

  
    
      
      Link to this function
    
    with_cte(selecto, name, query_builder, opts \\ [])



  


  

Add a Common Table Expression (CTE) to the query using WITH clause.
CTEs provide a way to create temporary named result sets that can be
referenced within the main query, enabling query modularity and readability.

  
  parameters

  
  Parameters


	selecto - The Selecto instance
	name - CTE name (must be valid SQL identifier)
	query_builder - Function that returns a Selecto query for the CTE
	opts - Options including :columns, :dependencies


  
  examples

  
  Examples


# Simple CTE for filtering
selecto
|> Selecto.with_cte("active_customers", fn ->
    Selecto.configure(customer_domain, connection)
    |> Selecto.filter([{"active", true}])
  end)
|> Selecto.select(["film.title", "active_customers.first_name"])
|> Selecto.join(:inner, "active_customers",
    on: "rental.customer_id = active_customers.customer_id")

# CTE with explicit columns
selecto
|> Selecto.with_cte("customer_stats",
    fn ->
      Selecto.configure(customer_domain, connection)
      |> Selecto.select(["customer_id", {:func, "COUNT", ["rental_id"], as: "rental_count"}])
      |> Selecto.join(:left, "rental", on: "customer.customer_id = rental.customer_id")
      |> Selecto.group_by(["customer_id"])
    end,
    columns: ["customer_id", "rental_count"]
  )

# Generated SQL:
# WITH active_customers AS (
#   SELECT * FROM customer WHERE active = true
# )
# SELECT film.title, active_customers.first_name
# FROM film
# INNER JOIN active_customers ON rental.customer_id = active_customers.customer_id

  



  
    
      
      Link to this function
    
    with_ctes(selecto, cte_specs)



  


  

Add multiple CTEs to the query in a single operation.
Useful for complex queries that require multiple temporary result sets.
CTEs will be automatically ordered based on their dependencies.

  
  parameters

  
  Parameters


	selecto - The Selecto instance
	cte_specs - List of CTE specifications created with create_cte/3


  
  examples

  
  Examples


# Multiple related CTEs
active_customers_cte = Selecto.Advanced.CTE.create_cte("active_customers", fn ->
  Selecto.configure(customer_domain, connection)
  |> Selecto.filter([{"active", true}])
end)

high_value_cte = Selecto.Advanced.CTE.create_cte("high_value_customers", fn ->
  Selecto.configure(customer_domain, connection)
  |> Selecto.aggregate([{"payment.amount", :sum, as: "total_spent"}])
  |> Selecto.join(:inner, "payment", on: "customer.customer_id = payment.customer_id")
  |> Selecto.group_by(["customer.customer_id"])
  |> Selecto.having([{"total_spent", {:>, 100}}])
end, dependencies: ["active_customers"])

selecto
|> Selecto.with_ctes([active_customers_cte, high_value_cte])
|> Selecto.select(["film.title", "high_value_customers.total_spent"])

  



    

    

  
    
      
      Link to this function
    
    with_recursive_cte(selecto, arg2, arg3, arg4 \\ nil, arg5 \\ [])



  


  

Add a recursive Common Table Expression (CTE) to the query.
Recursive CTEs enable hierarchical queries by combining an anchor query
with a recursive query that references the CTE itself.

  
  parameters

  
  Parameters


	selecto - The Selecto instance
	name - CTE name (must be valid SQL identifier)
	opts - Options with :base_query and :recursive_query functions


  
  examples

  
  Examples


# Hierarchical employee structure
selecto
|> Selecto.with_recursive_cte("employee_hierarchy",
    base_query: fn ->
      # Anchor: top-level managers
      Selecto.configure(employee_domain, connection)
      |> Selecto.select(["employee_id", "name", "manager_id", {:literal, 0, as: "level"}])
      |> Selecto.filter([{"manager_id", nil}])
    end,
    recursive_query: fn cte_ref ->
      # Recursive: subordinates
      Selecto.configure(employee_domain, connection)
      |> Selecto.select(["employee.employee_id", "employee.name", "employee.manager_id",
                        {:func, "employee_hierarchy.level + 1", as: "level"}])
      |> Selecto.join(:inner, cte_ref, on: "employee.manager_id = employee_hierarchy.employee_id")
    end
  )
|> Selecto.join(:inner, "employee_hierarchy",
    on: "selecto_root.employee_id = employee_hierarchy.employee_id")
|> Selecto.select([
    "employee_hierarchy.employee_id",
    "employee_hierarchy.name",
    "employee_hierarchy.level"
  ])
|> Selecto.order_by([{"employee_hierarchy.level", :asc}, {"employee_hierarchy.name", :asc}])

# Generated SQL:
# WITH RECURSIVE employee_hierarchy AS (
#   SELECT employee_id, name, manager_id, 0 as level
#   FROM employee
#   WHERE manager_id IS NULL
#   UNION ALL
#   SELECT employee.employee_id, employee.name, employee.manager_id, employee_hierarchy.level + 1
#   FROM employee
#   INNER JOIN employee_hierarchy ON employee.manager_id = employee_hierarchy.employee_id
# )
# SELECT employee_hierarchy.employee_id, employee_hierarchy.name, employee_hierarchy.level
# FROM employee
# INNER JOIN employee_hierarchy ON employee.employee_id = employee_hierarchy.employee_id
# ORDER BY employee_hierarchy.level ASC, employee_hierarchy.name ASC

  



  
    
      
      Link to this function
    
    with_tenant(selecto, tenant_context)



  


  

      

          @spec with_tenant(t(), map() | keyword() | String.t() | atom() | nil) :: t()


      


Attach tenant context to the query state.

  



    

  
    
      
      Link to this function
    
    with_values(selecto, data, opts \\ [])



  


  

Add a VALUES clause to create an inline table from literal data.
VALUES clauses allow creating inline tables from literal values, useful for
data transformations, lookup tables, and testing scenarios.

  
  parameters

  
  Parameters


	selecto - The Selecto struct
	data - List of data rows (lists or maps)
	opts - Options including :columns (explicit column names) and :as (table alias)


  
  examples

  
  Examples


# Basic VALUES table with explicit columns
selecto
|> Selecto.with_values([
    ["PG", "Family Friendly", 1],
    ["PG-13", "Teen", 2],
    ["R", "Adult", 3]
  ],
  columns: ["rating_code", "description", "sort_order"],
  as: "rating_lookup"
)

# Map-based VALUES (columns inferred from keys)
selecto
|> Selecto.with_values([
    %{month: 1, name: "January", days: 31},
    %{month: 2, name: "February", days: 28},
    %{month: 3, name: "March", days: 31}
  ], as: "months")

# Generated SQL:
# WITH rating_lookup (rating_code, description, sort_order) AS (
#   VALUES ('PG', 'Family Friendly', 1),
#          ('PG-13', 'Teen', 2),
#          ('R', 'Adult', 3)
# )
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Comprehensive type definitions for the Selecto query builder.
This module defines all the types used throughout Selecto for better
developer experience and Dialyzer support.
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      Link to this type
    
    advanced_join_type()



  


  

      

          @type advanced_join_type() ::
  :hierarchical | :tagging | :dimension | :star_dimension | :snowflake_dimension


      



  



  
    
      
      Link to this type
    
    association()



  


  

      

          @type association() :: %{
  :queryable => atom(),
  :field => atom(),
  :owner_key => atom(),
  :related_key => atom(),
  optional(:cardinality) => :one | :many,
  optional(:through) => [atom()]
}


      



  



  
    
      
      Link to this type
    
    atom_or_string()



  


  

      

          @type atom_or_string() :: atom() | String.t()


      



  



  
    
      
      Link to this type
    
    basic_filter()



  


  

      

          @type basic_filter() :: {field_name(), term()}


      



  



  
    
      
      Link to this type
    
    basic_join_config()



  


  

      

          @type basic_join_config() :: %{
  :type => basic_join_type(),
  optional(:name) => String.t(),
  optional(:on) => term(),
  optional(:joins) => %{required(atom()) => join_config()}
}


      



  



  
    
      
      Link to this type
    
    basic_join_type()



  


  

      

          @type basic_join_type() :: :left | :right | :inner | :full


      



  



  
    
      
      Link to this type
    
    basic_selector()



  


  

      

          @type basic_selector() :: field_name()


      



  



  
    
      
      Link to this type
    
    builder_result()



  


  

      

          @type builder_result() :: {iodata_with_markers(), sql_params(), join_dependencies()}


      



  



  
    
      
      Link to this type
    
    case_selector()



  


  

      

          @type case_selector() ::
  {:case, conditions :: [{condition :: term(), value :: term()}],
   else_value :: term()}


      



  



  
    
      
      Link to this type
    
    column_definition()



  


  

      

          @type column_definition() :: %{
  :type => column_type(),
  optional(:precision) => pos_integer(),
  optional(:scale) => non_neg_integer(),
  optional(:default) => term(),
  optional(:null) => boolean()
}


      



  



  
    
      
      Link to this type
    
    column_type()



  


  

      

          @type column_type() ::
  :integer
  | :string
  | :text
  | :boolean
  | :decimal
  | :float
  | :date
  | :time
  | :utc_datetime
  | :naive_datetime
  | :binary
  | :uuid
  | :json
  | :jsonb
  | :array
  | :geometry
  | :geography
  | :point
  | :linestring
  | :polygon
  | :multipoint
  | :multilinestring
  | :multipolygon
  | :geometrycollection


      



  



  
    
      
      Link to this type
    
    comparison_filter()



  


  

      

          @type comparison_filter() :: {field_name(), {comparison_operator(), term()}}


      



  



  
    
      
      Link to this type
    
    comparison_operator()



  


  

      

          @type comparison_operator() ::
  :eq
  | :not_eq
  | :gt
  | :gte
  | :lt
  | :lte
  | :like
  | :ilike
  | :not_like
  | :not_ilike
  | :is_null
  | :not_null
  | :in
  | :not_in
  | :between
  | :not_between


      



  



  
    
      
      Link to this type
    
    configure_options()



  


  

      

          @type configure_options() :: [{:validate, boolean()}]


      



  



  
    
      
      Link to this type
    
    cte_builder_result()



  


  

      

          @type cte_builder_result() ::
  {iodata_with_markers(), sql_params(), [cte_definition()]}


      



  



  
    
      
      Link to this type
    
    cte_definition()



  


  

      

          @type cte_definition() :: %{
  name: String.t(),
  sql: iodata_with_markers(),
  params: sql_params(),
  recursive: boolean()
}


      



  



  
    
      
      Link to this type
    
    cte_marker()



  


  

      

          @type cte_marker() :: {:cte, name :: String.t(), iodata_fragment()}


      



  



  
    
      
      Link to this type
    
    custom_selector()



  


  

      

          @type custom_selector() :: {:custom, sql :: String.t(), params :: [term()]}


      



  



  
    
      
      Link to this type
    
    dimension_join_config()



  


  

      

          @type dimension_join_config() :: %{
  :type => :dimension | :star_dimension | :snowflake_dimension,
  :display_field => atom(),
  optional(:dimension_key) => atom(),
  optional(:normalization_joins) => [
    %{table: String.t(), key: atom(), foreign_key: atom()}
  ],
  optional(:joins) => %{required(atom()) => join_config()}
}


      



  



  
    
      
      Link to this type
    
    domain()



  


  

      

          @type domain() :: %{
  :name => String.t(),
  :source => source(),
  :schemas => %{required(atom()) => schema()},
  :joins => %{required(atom()) => join_config()},
  optional(:default_selected) => [selector()],
  optional(:required_filters) => [filter()],
  optional(:required_selected) => [selector()],
  optional(:required_order_by) => [order_spec()],
  optional(:required_group_by) => [field_name()],
  optional(:filters) => %{required(String.t()) => term()},
  optional(:domain_data) => term(),
  optional(:extensions) => [term()]
}


      



  



  
    
      
      Link to this type
    
    domain_option_provider()



  


  

      

          @type domain_option_provider() :: %{
  type: :domain,
  domain: atom(),
  value_field: atom(),
  display_field: atom(),
  filters: [filter()],
  order_by: [order_spec()]
}


      



  



  
    
      
      Link to this type
    
    enum_option_provider()



  


  

      

          @type enum_option_provider() :: %{type: :enum, schema: module(), field: atom()}


      



  



  
    
      
      Link to this type
    
    execute_one_result_error()



  


  

      

          @type execute_one_result_error() :: {:error, Selecto.Error.t()}


      



  



  
    
      
      Link to this type
    
    execute_one_result_ok()



  


  

      

          @type execute_one_result_ok() :: {:ok, single_row_result()}


      



  



  
    
      
      Link to this type
    
    execute_options()



  


  

      

          @type execute_options() :: [
  timeout: timeout(),
  log: boolean(),
  max_rows: pos_integer(),
  receive_timeout: timeout(),
  queue_timeout: timeout(),
  stream_timeout: timeout()
]


      



  



  
    
      
      Link to this type
    
    execute_result_error()



  


  

      

          @type execute_result_error() :: {:error, Selecto.Error.t()}


      



  



  
    
      
      Link to this type
    
    execute_result_ok()



  


  

      

          @type execute_result_ok() :: {:ok, query_result()}


      



  



  
    
      
      Link to this type
    
    execute_stream_result_error()



  


  

      

          @type execute_stream_result_error() :: {:error, Selecto.Error.t()}


      



  



  
    
      
      Link to this type
    
    execute_stream_result_ok()



  


  

      

          @type execute_stream_result_ok() :: {:ok, Enumerable.t()}


      



  



  
    
      
      Link to this type
    
    extract_selector()



  


  

      

          @type extract_selector() :: {:extract, part :: String.t(), from_field :: field_name()}


      



  



  
    
      
      Link to this type
    
    field_name()



  


  

      

          @type field_name() :: atom() | String.t()


      



  



  
    
      
      Link to this type
    
    filter()



  


  

      

          @type filter() :: basic_filter() | comparison_filter() | logical_filter()


      



  



  
    
      
      Link to this type
    
    function_selector()



  


  

      

          @type function_selector() ::
  {:func, function_name :: String.t(), args :: [field_name() | term()]}


      



  



  
    
      
      Link to this type
    
    hierarchical_join_config()



  


  

      

          @type hierarchical_join_config() :: %{
  :type => :hierarchical,
  :hierarchy_type => hierarchy_type(),
  optional(:depth_limit) => pos_integer(),
  optional(:path_field) => atom(),
  optional(:path_separator) => String.t(),
  optional(:root_condition) => term(),
  optional(:joins) => %{required(atom()) => join_config()}
}


      



  



  
    
      
      Link to this type
    
    hierarchy_type()



  


  

      

          @type hierarchy_type() :: :adjacency_list | :materialized_path | :closure_table


      



  



  
    
      
      Link to this type
    
    iodata_fragment()



  


  

      

          @type iodata_fragment() :: iolist() | String.t()


      



  



  
    
      
      Link to this type
    
    iodata_with_markers()



  


  

      

          @type iodata_with_markers() :: [iodata_fragment() | param_marker() | cte_marker()]


      



  



  
    
      
      Link to this type
    
    join_config()



  


  

      

          @type join_config() ::
  basic_join_config()
  | hierarchical_join_config()
  | tagging_join_config()
  | dimension_join_config()


      



  



  
    
      
      Link to this type
    
    join_dependencies()



  


  

      

          @type join_dependencies() :: [join_requirement()]


      



  



  
    
      
      Link to this type
    
    join_requirement()



  


  

      

          @type join_requirement() :: {join_name :: atom(), required_for :: String.t()}


      



  



  
    
      
      Link to this type
    
    join_type()



  


  

      

          @type join_type() :: basic_join_type() | advanced_join_type()


      



  



  
    
      
      Link to this type
    
    logical_filter()



  


  

      

          @type logical_filter() :: {:and | :or, [filter()]}


      



  



  
    
      
      Link to this type
    
    maybe(t)



  


  

      

          @type maybe(t) :: {:ok, t} | {:error, term()}


      



  



  
    
      
      Link to this type
    
    option_provider()



  


  

      

          @type option_provider() ::
  static_option_provider()
  | domain_option_provider()
  | enum_option_provider()
  | query_option_provider()


      



  



  
    
      
      Link to this type
    
    order_direction()



  


  

      

          @type order_direction() :: :asc | :desc


      



  



  
    
      
      Link to this type
    
    order_spec()



  


  

      

          @type order_spec() :: field_name() | {order_direction(), field_name()}


      



  



  
    
      
      Link to this type
    
    param_marker()



  


  

      

          @type param_marker() :: {:param, term()}


      



  



  
    
      
      Link to this type
    
    pivot_config()



  


  

      

          @type pivot_config() :: %{
  :target_schema => atom(),
  :join_path => [atom()],
  optional(:preserve_filters) => boolean(),
  optional(:subquery_strategy) => :exists | :in | :join
}


      



  



  
    
      
      Link to this type
    
    pivot_join_path()



  


  

      

          @type pivot_join_path() :: [
  %{
    from_schema: atom(),
    to_schema: atom(),
    association_name: atom(),
    join_type: join_type()
  }
]


      



  



  
    
      
      Link to this type
    
    processed_config()



  


  

      

          @type processed_config() :: %{
  :source => source(),
  :source_table => table_name(),
  :primary_key => atom(),
  :columns => %{required(String.t()) => %{name: String.t()}},
  :joins => %{required(atom()) => processed_join()},
  :filters => %{required(String.t()) => term()},
  :domain_data => term(),
  optional(:extensions) => [{module(), keyword()}]
}


      



  



  
    
      
      Link to this type
    
    processed_join()



  


  

      

          @type processed_join() :: %{
  :type => join_type(),
  :source => atom() | String.t(),
  :name => String.t(),
  optional(:fields) => %{required(String.t()) => %{name: String.t()}},
  optional(:filters) => %{required(String.t()) => term()},
  optional(:joins) => %{required(atom()) => processed_join()},
  optional(:parameters) => [term()],
  optional(:hierarchy_type) => hierarchy_type(),
  optional(:depth_limit) => pos_integer(),
  optional(:path_field) => atom(),
  optional(:path_separator) => String.t(),
  optional(:tag_field) => atom(),
  optional(:weight_field) => atom(),
  optional(:display_field) => atom(),
  optional(:dimension_key) => atom()
}


      



  



  
    
      
      Link to this type
    
    query_option_provider()



  


  

      

          @type query_option_provider() :: %{type: :query, query: String.t(), params: [term()]}


      



  



  
    
      
      Link to this type
    
    query_result()



  


  

      

          @type query_result() ::
  {rows :: [[term()]], columns :: [String.t()],
   aliases :: %{required(String.t()) => String.t()}}


      



  



  
    
      
      Link to this type
    
    query_set()



  


  

      

          @type query_set() :: %{
  :selected => [selector()],
  :filtered => [filter()],
  optional(:required_filters) => [filter()],
  optional(:post_pivot_filters) => [filter()],
  :order_by => [order_spec()],
  :group_by => [field_name()],
  optional(:pivot_state) => pivot_config(),
  optional(:subselected) => [subselect_selector()]
}


      



  



  
    
      
      Link to this type
    
    result(t, e)



  


  

      

          @type result(t, e) :: {:ok, t} | {:error, e}


      



  



  
    
      
      Link to this type
    
    safe_execute_one_result()



  


  

      

          @type safe_execute_one_result() ::
  execute_one_result_ok() | execute_one_result_error()


      



  



  
    
      
      Link to this type
    
    safe_execute_result()



  


  

      

          @type safe_execute_result() :: execute_result_ok() | execute_result_error()


      



  



  
    
      
      Link to this type
    
    safe_execute_stream_result()



  


  

      

          @type safe_execute_stream_result() ::
  execute_stream_result_ok() | execute_stream_result_error()


      



  



  
    
      
      Link to this type
    
    schema()



  


  

      

          @type schema() :: %{
  :name => String.t(),
  :source_table => table_name(),
  :primary_key => atom(),
  :fields => [atom()],
  :redact_fields => [atom()],
  :columns => %{required(atom()) => column_definition()},
  :associations => %{required(atom()) => association()},
  optional(:custom_filters) => %{required(atom()) => term()}
}


      



  



  
    
      
      Link to this type
    
    select_options_column()



  


  

      

          @type select_options_column() :: %{
  :type => :select_options,
  :option_provider => option_provider(),
  :name => String.t(),
  optional(:multiple) => boolean(),
  optional(:searchable) => boolean(),
  optional(:cache_ttl) => pos_integer()
}


      



  



  
    
      
      Link to this type
    
    selector()



  


  

      

          @type selector() ::
  basic_selector()
  | function_selector()
  | case_selector()
  | extract_selector()
  | window_selector()
  | custom_selector()


      



  



  
    
      
      Link to this type
    
    single_row_result()



  


  

      

          @type single_row_result() ::
  {row :: [term()], aliases :: %{required(String.t()) => String.t()}}


      



  



  
    
      
      Link to this type
    
    source()



  


  

      

          @type source() :: %{
  source_table: table_name(),
  primary_key: atom(),
  fields: [atom()],
  redact_fields: [atom()],
  columns: %{required(atom()) => column_definition()},
  associations: %{required(atom()) => association()}
}


      



  



  
    
      
      Link to this type
    
    sql_error()



  


  

      

          @type sql_error() :: Postgrex.Error.t()


      



  



  
    
      
      Link to this type
    
    sql_generation_options()



  


  

      

          @type sql_generation_options() :: [
  include_comments: boolean(),
  pretty_print: boolean()
]


      



  



  
    
      
      Link to this type
    
    sql_params()



  


  

      

          @type sql_params() :: [term()]


      



  



  
    
      
      Link to this type
    
    sql_result()



  


  

      

          @type sql_result() :: {sql :: String.t(), params :: sql_params()}


      



  



  
    
      
      Link to this type
    
    static_option_provider()



  


  

      

          @type static_option_provider() :: %{type: :static, values: [term()]}


      



  



  
    
      
      Link to this type
    
    stream_row_result()



  


  

      

          @type stream_row_result() ::
  {row :: [term()], columns :: [String.t()], aliases :: [String.t()]}


      



  



  
    
      
      Link to this type
    
    subselect_config()



  


  

      

          @type subselect_config() :: %{
  :target_table => table_name(),
  :join_condition => {field_name(), field_name()},
  :aggregation_type => subselect_format(),
  optional(:additional_filters) => [filter()]
}


      



  



  
    
      
      Link to this type
    
    subselect_format()



  


  

      

          @type subselect_format() :: :json_agg | :array_agg | :string_agg | :count


      



  



  
    
      
      Link to this type
    
    subselect_selector()



  


  

      

          @type subselect_selector() :: %{
  :fields => [field_name()],
  :target_schema => atom(),
  :format => subselect_format(),
  optional(:alias) => String.t(),
  optional(:separator) => String.t(),
  optional(:order_by) => [order_spec()],
  optional(:filters) => [filter()]
}


      



  



  
    
      
      Link to this type
    
    t()



  


  

      

          @type t() :: %Selecto{
  adapter: module() | nil,
  config: processed_config(),
  connection: term() | nil,
  domain: domain(),
  extensions: [{module(), keyword()}],
  postgrex_opts: Postgrex.conn() | nil,
  set: query_set(),
  tenant: tenant_context() | nil
}


      



  



  
    
      
      Link to this type
    
    table_name()



  


  

      

          @type table_name() :: String.t()


      



  



  
    
      
      Link to this type
    
    tagging_join_config()



  


  

      

          @type tagging_join_config() :: %{
  :type => :tagging,
  :tag_field => atom(),
  optional(:weight_field) => atom(),
  optional(:min_weight) => number(),
  optional(:aggregation) => :string_agg | :array_agg | :count,
  optional(:separator) => String.t(),
  optional(:joins) => %{required(atom()) => join_config()}
}


      



  



  
    
      
      Link to this type
    
    tenant_context()



  


  

      

          @type tenant_context() :: %{
  optional(:tenant_id) => term(),
  optional(:tenant_mode) => atom() | String.t(),
  optional(:tenant_field) => atom() | String.t(),
  optional(:prefix) => String.t(),
  optional(:namespace) => String.t(),
  optional(:required_filters) => [filter()]
}


      



  



  
    
      
      Link to this type
    
    window_selector()



  


  

      

          @type window_selector() ::
  {:window, function_name :: String.t(), args :: [term()],
   window_spec :: term()}


      



  


        

      



  

    
Selecto.Builder.CteSql 
    



      
SQL generation for PostgreSQL Common Table Expressions (CTEs).
Generates SQL for both non-recursive and recursive WITH clauses,
handling dependency ordering, column specifications, and proper
PostgreSQL CTE syntax.

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Functions
  


    
      
        build_cte_definition(spec)

      


        Build a single CTE definition SQL.



    


    
      
        build_with_clause(ctes)

      


        Build WITH clause SQL from a list of CTE specifications.



    


    
      
        create_cte_reference(cte_name)

      


        Create a CTE reference that can be used in joins and queries.



    


    
      
        integrate_ctes_with_query(ctes, query_iodata, query_params)

      


        Integrate CTEs with a main query, combining the WITH clause with the query.



    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


  
    
      
      Link to this function
    
    build_cte_definition(spec)



  


  

Build a single CTE definition SQL.
Returns {cte_definition_iodata, parameters} for a single CTE.

  



  
    
      
      Link to this function
    
    build_with_clause(ctes)



  


  

Build WITH clause SQL from a list of CTE specifications.
Returns {with_clause_iodata, parameters} tuple with properly ordered
CTEs and parameter bindings.

  



  
    
      
      Link to this function
    
    create_cte_reference(cte_name)



  


  

Create a CTE reference that can be used in joins and queries.
Returns a structure that represents the CTE as a queryable table.

  



  
    
      
      Link to this function
    
    integrate_ctes_with_query(ctes, query_iodata, query_params)



  


  

Integrate CTEs with a main query, combining the WITH clause with the query.
Returns the complete SQL with CTEs at the top.

  


        

      



  

    
Selecto.Builder.Join 
    



      
Join dependency utilities used by the SQL builder pipeline.
This module extracts required joins from selected columns and filters, then
computes a stable join order that respects parent join dependencies.

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Functions
  


    
      
        from_filters(config, filters)

      


    


    
      
        from_selects(fields, selected)

      


    


    
      
        get_join_order(joins, requested_joins)

      


    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


  
    
      
      Link to this function
    
    from_filters(config, filters)



  


  


  



  
    
      
      Link to this function
    
    from_selects(fields, selected)



  


  


  



  
    
      
      Link to this function
    
    get_join_order(joins, requested_joins)



  


  


  


        

      



  

    
Selecto.Builder.Sql 
    



      
Main SQL compilation entry point for a configured Selecto query.
This module orchestrates the full query pipeline by composing SELECT, FROM,
JOIN, WHERE, GROUP BY, ORDER BY, LIMIT/OFFSET, and optional advanced features
such as CTEs, pivot queries, set operations, lateral joins, and UNNEST clauses.
The public build/2 function returns {sql, aliases, params} where sql is
the finalized query string and params is the ordered bind parameter list.

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Functions
  


    
      
        build(selecto, opts)

      


    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


  
    
      
      Link to this function
    
    build(selecto, opts)



  


  

      

          @spec build(Selecto.Types.t(), Selecto.Types.sql_generation_options()) ::
  {String.t(), [%{required(String.t()) => String.t()}], [any()]}


      



  


        

      



  

    
Selecto.Builder.Sql.Group 
    



      
GROUP BY clause builder for Selecto queries.
Group expressions are compiled through Selecto.Builder.Sql.Select and can be
emitted either as standard grouped columns or wrapped in SQL ROLLUP(...).

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Functions
  


    
      
        build(selecto)

      


    


    
      
        group(selecto, groups)

      


    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


  
    
      
      Link to this function
    
    build(selecto)



  


  


  



  
    
      
      Link to this function
    
    group(selecto, groups)



  


  


  


        

      



  

    
Selecto.Builder.Sql.Hierarchy 
    



      
Hierarchical SQL pattern generation for self-referencing relationships.
Supports adjacency lists, materialized paths, and closure table patterns
using recursive CTEs and specialized SQL constructs.
The module exposes concrete builders for each hierarchy strategy and a
deterministic fallback join for unrecognized patterns.

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Functions
  


    
      
        build_adjacency_list_cte(selecto, join, config)

      


        Build recursive CTE for adjacency list pattern.



    


    
      
        build_closure_table_query(selecto, join, config)

      


        Build closure table join patterns.



    


    
      
        build_hierarchy_join_with_cte(selecto, join, config, pattern, fc, p, ctes)

      


        Build hierarchical join with appropriate CTE pattern.



    


    
      
        build_materialized_path_query(selecto, join, config)

      


        Build materialized path query patterns.



    


    
      
        example_selecto_hierarchy_usage()

      


        Example of hierarchical join integration using Selecto-powered CTEs.



    


    
      
        hierarchy_cte_name(join)

      


    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


  
    
      
      Link to this function
    
    build_adjacency_list_cte(selecto, join, config)



  


  

Build recursive CTE for adjacency list pattern.
Generates a recursive CTE that traverses parent-child relationships to build
hierarchical paths and levels. Uses Selecto-powered CTE generation for safety.

  
  examples

  
  Examples


# Build CTE for category hierarchy
{hierarchy_cte, params} = build_adjacency_list_cte(selecto, :categories, config)

# Generates CTE like:
# WITH RECURSIVE category_hierarchy AS (
#   -- Base case: root nodes
#   SELECT id, name, parent_id, 0 as level, CAST(id AS TEXT) as path
#   FROM categories WHERE parent_id IS NULL
#   UNION ALL
#   -- Recursive case: child nodes  
#   SELECT c.id, c.name, c.parent_id, h.level + 1, h.path || '/' || c.id
#   FROM categories c JOIN category_hierarchy h ON c.parent_id = h.id
#   WHERE h.level < 5
# )
Returns: {cte_iodata, params}

  



  
    
      
      Link to this function
    
    build_closure_table_query(selecto, join, config)



  


  

Build closure table join patterns.
Generates queries for closure table pattern with ancestor-descendant relationships.
Closure tables maintain all ancestor-descendant relationships explicitly.

  
  example

  
  Example


# For a closure table with ancestor_id, descendant_id, depth columns
config = %{
  source: "categories",
  closure_table: "category_closure", 
  ancestor_field: "ancestor_id",
  descendant_field: "descendant_id",
  depth_field: "depth"
}
Returns: {query_iodata, params}

  



  
    
      
      Link to this function
    
    build_hierarchy_join_with_cte(selecto, join, config, pattern, fc, p, ctes)



  


  

Build hierarchical join with appropriate CTE pattern.
Returns: {from_clause_iodata, params, ctes}.

  



  
    
      
      Link to this function
    
    build_materialized_path_query(selecto, join, config)



  


  

Build materialized path query patterns.
Generates SQL for path-based hierarchy queries using LIKE patterns and depth calculations.

  
  example

  
  Example


# For a path like "root/electronics/computers"
config = %{
  source: "categories", 
  path_field: "path",
  path_separator: "/",
  root_path: "root"
}

# Generates SQL that calculates depth and filters by path patterns
Returns: {query_iodata, params}

  



  
    
      
      Link to this function
    
    example_selecto_hierarchy_usage()



  


  

Example of hierarchical join integration using Selecto-powered CTEs.
This demonstrates the integration pattern for teams wiring these CTE helpers
into higher-level query flows.
# Instead of raw SQL generation, we'll use Selecto queries:

def build_adjacency_cte_with_selecto(selecto, join, config) do
  domain = build_hierarchy_domain(selecto, join, config)
  connection = selecto.postgrex_opts

  # Base case using Selecto
  base_case = Selecto.configure(domain, connection)
    |> Selecto.select([
      "id", 
      "name", 
      "parent_id",
      {:literal, 0, "level"},
      {:literal, "id", "path"}
    ])
    |> Selecto.filter([{"parent_id", nil}])

  # Recursive case using Selecto  
  recursive_case = Selecto.configure(domain, connection)
    |> Selecto.select([
      "c.id",
      "c.name",
      "c.parent_id", 
      "h.level + 1",
      {:func, "concat", ["h.path", {:literal, "/"}, "c.id"]}
    ])
    |> Selecto.filter([{"h.level", {:lt, 5}}])
    # Special handling for CTE JOIN would be added here

  # Use Selecto-powered CTE generation
  Selecto.Builder.Cte.build_recursive_cte_from_selecto(
    hierarchy_name(join), base_case, recursive_case
  )
end

  



  
    
      
      Link to this function
    
    hierarchy_cte_name(join)



  


  


  


        

      



  

    
Selecto.Builder.Sql.Olap 
    



      
OLAP dimension optimization SQL patterns for star and snowflake schemas.
Provides optimized JOIN patterns for analytical workloads, focusing on
fact table performance and dimension table efficiency. Handles both
star schema (denormalized dimensions) and snowflake schema (normalized
dimension hierarchies) patterns.
Phase 4: Full OLAP dimension implementation with query optimization
Supported Patterns
	Star schema dimensions: Direct fact-to-dimension joins optimized for aggregation
	Snowflake dimensions: Multi-level normalization chains with proper JOIN ordering
	Dimension filtering: Optimized WHERE clause placement for analytical queries
	Fact table hints: Query hints and ordering for large fact table performance

Star vs Snowflake
Star Schema - Denormalized dimensions for query performance:
fact_table -> dimension_1 (all attributes in one table)
           -> dimension_2 (all attributes in one table)
Snowflake Schema - Normalized dimensions for data integrity:  
fact_table -> dim_level_1 -> dim_level_2 -> dim_level_3
Examples
# Star schema: sales facts with denormalized customer dimension
config = %{
  type: :star_dimension,
  source: "customers",
  display_field: "full_name",
  dimension_key: "customer_id"
}

# Snowflake schema: product hierarchy with normalization
config = %{
  type: :snowflake_dimension,
  source: "products", 
  display_field: "name",
  normalization_joins: [
    %{table: "categories", key: "category_id"},
    %{table: "brands", key: "brand_id"}
  ]
}

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Functions
  


    
      
        build_dimension_filter_optimization(filter_config)

      


        Build dimension-aware WHERE clause optimization.



    


    
      
        build_fact_table_optimization(selecto, fact_config, join_configs)

      


        Build fact table optimization hints and JOIN ordering.



    


    
      
        build_olap_join_with_optimization(selecto, join, config, olap_type, fc, p, ctes)

      


        Build OLAP-optimized join with pattern detection.



    


    
      
        build_snowflake_dimension_join(selecto, join, config, fc, p, ctes)

      


        Build snowflake schema dimension join with normalization chain.



    


    
      
        build_star_dimension_join(selecto, join, config, fc, p, ctes)

      


        Build star schema dimension join optimized for OLAP queries.



    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


  
    
      
      Link to this function
    
    build_dimension_filter_optimization(filter_config)



  


  

Build dimension-aware WHERE clause optimization.
In OLAP queries, WHERE clause placement significantly affects performance.
Dimension filters should be applied early, while fact table filters
need careful consideration of index usage.

  
  filter-placement-strategy

  
  Filter Placement Strategy


	Dimension filters: Applied at JOIN time for early elimination
	Fact filters: Applied after JOINs for optimal fact table index usage  
	Time dimension filters: Special handling for partitioned fact tables


  
  examples

  
  Examples


build_dimension_filter_optimization(%{
  dimension_filters: [
    {"customers.region", "=", "North America"},
    {"products.category", "IN", ["Electronics", "Books"]}
  ],
  fact_filters: [
    {"sales.amount", ">", 1000},
    {"sales.date", "BETWEEN", ["2023-01-01", "2023-12-31"]}
  ]
})
Returns: {optimized_where_iodata, filter_params}

  



  
    
      
      Link to this function
    
    build_fact_table_optimization(selecto, fact_config, join_configs)



  


  

Build fact table optimization hints and JOIN ordering.
Fact tables in OLAP systems are typically very large, so JOIN ordering
and query hints are critical for performance. This function adds
database-specific optimizations for fact table queries.

  
  optimizations-applied

  
  Optimizations Applied


	Fact table scanned first (for selective WHERE conditions)
	Dimension tables joined in order of selectivity
	Query hints for large table handling
	Index hints for dimensional foreign keys


  
  examples

  
  Examples


build_fact_table_optimization(selecto, :sales_facts, %{
  large_fact_table: true,
  primary_dimensions: [:time, :customer, :product],
  estimated_rows: 10_000_000
})
Returns: {query_hints_iodata, optimization_params}

  



  
    
      
      Link to this function
    
    build_olap_join_with_optimization(selecto, join, config, olap_type, fc, p, ctes)



  


  

Build OLAP-optimized join with pattern detection.
Main entry point for OLAP join building. Detects whether to use
star or snowflake patterns based on configuration and applies
appropriate optimizations.

  
  pattern-detection

  
  Pattern Detection


	Star schema: Single dimension table with denormalized data
	Snowflake schema: Multiple normalization tables in chain

Returns: {from_clause_iodata, params, ctes}

  



  
    
      
      Link to this function
    
    build_snowflake_dimension_join(selecto, join, config, fc, p, ctes)



  


  

Build snowflake schema dimension join with normalization chain.
Snowflake schemas normalize dimension data across multiple tables to
maintain data integrity. This requires chaining multiple JOINs to
reconstruct the full dimensional context.

  
  normalization-chain-handling

  
  Normalization Chain Handling


	Primary dimension table joined to fact
	Secondary normalization tables joined in sequence
	Proper JOIN ordering to avoid Cartesian products
	Optimized for referential integrity queries


  
  parameters

  
  Parameters


	selecto: Main selecto struct
	join: Primary dimension identifier
	config: Snowflake dimension configuration with normalization_joins
	fc: Current from clause iodata
	p: Current parameters list
	ctes: Current CTEs list

Returns: {updated_from_clause, updated_params, updated_ctes}

  



  
    
      
      Link to this function
    
    build_star_dimension_join(selecto, join, config, fc, p, ctes)



  


  

Build star schema dimension join optimized for OLAP queries.
Star schemas prioritize query performance by denormalizing dimension data
into single tables. This creates direct fact-to-dimension joins that are
optimal for aggregation queries and analytical workloads.

  
  optimizations-applied

  
  Optimizations Applied


	Dimension tables joined directly to fact table
	Dimension filters pushed down for early elimination  
	Display fields aliased for clear result presentation
	Faceted filtering enabled for interactive analytics


  
  parameters

  
  Parameters


	selecto: Main selecto struct (contains fact table info)
	join: Join identifier (dimension name)
	config: OLAP dimension configuration  
	fc: Current from clause iodata
	p: Current parameters list
	ctes: Current CTEs list

Returns: {updated_from_clause, updated_params, updated_ctes}

  


        

      



  

    
Selecto.Builder.Sql.Order 
    



      
ORDER BY clause builder for Selecto queries.
Supports field/function selectors, explicit sort directions with NULL handling,
and CASE-based ordering expressions. Returns join dependencies, iodata SQL
fragments, and bind parameters for the ordering clause.
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    Functions
  


    
      
        build(selecto)

      


    


    
      
        order(selecto, order_by)
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      Link to this function
    
    build(selecto)



  


  


  



  
    
      
      Link to this function
    
    order(selecto, order_by)



  


  


  


        

      



  

    
Selecto.Builder.Sql.Select 
    



      
SELECT-expression compiler for Selecto query AST values.
This module normalizes selector terms (fields, literals, functions, CASE,
subqueries, JSON/array helpers, and custom SQL fragments) into iodata SQL
fragments alongside required joins and bind parameters.
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    Functions
  


    
      
        build(selecto, field)

      


    


    
      
        build(selecto, field, pivot_aliases)

      


    


    
      
        build(selecto, field, as, pivot_aliases)

      


    


    
      
        prep_selector(selecto, val)

      


        Process field selectors with various formats



    


    
      
        prep_selector(selecto, val, pivot_aliases)
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      Link to this function
    
    build(selecto, field)



  


  


  



  
    
      
      Link to this function
    
    build(selecto, field, pivot_aliases)



  


  


  



  
    
      
      Link to this function
    
    build(selecto, field, as, pivot_aliases)



  


  


  



  
    
      
      Link to this function
    
    prep_selector(selecto, val)



  


  

Process field selectors with various formats:
Custom SQL support:
  {:custom_sql, sql_template, field_mappings} - safely handle custom column SQL with field validation
Standard formats:
  "field" # - plain old field from one of the tables
  {:field, field } #- same as above disamg for predicate second+ position
  {:literal, "value"} #- for literal values
{:literal, 1.0}
 etc
 (for count(*))
 #...
{:case, [PREDICATE, SELECTOR, ..., :else, SELECTOR]}
{:greatest, [SELECTOR, SELECTOR, ...]}
 #LITERAL_SELECTOR means naked value treated as lit not field

  



  
    
      
      Link to this function
    
    prep_selector(selecto, val, pivot_aliases)



  


  


  


        

      



  

    
Selecto.Builder.Sql.Tagging 
    



      
Many-to-many tagging SQL pattern generation for join table relationships.
Supports tagging patterns through intermediate join tables with aggregation
and faceted filtering capabilities. Handles the complexity of many-to-many
relationships while maintaining proper parameterization.
Phase 3: Full many-to-many implementation with tag aggregation and faceted filtering
Supported Patterns
	Basic many-to-many joins: LEFT JOIN through intermediate table
	Tag aggregation: string_agg for comma-separated tag lists  
	Faceted filtering: EXISTS subqueries for tag filtering
	Tag counting: COUNT-based filtering for minimum tag requirements

Examples
# Basic tagging join: posts ↔ post_tags ↔ tags
config = %{
  source: "tags",
  join_table: "post_tags",  
  tag_field: "name",
  main_foreign_key: "post_id",
  tag_foreign_key: "tag_id"
}

# Generates SQL like:
# LEFT JOIN post_tags pt ON main.id = pt.post_id  
# LEFT JOIN tags t ON pt.tag_id = t.id
# With string_agg(t.name, ', ') for aggregation
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    Functions
  


    
      
        build_faceted_tag_filter(config, tag_values, match_type \\ :any)

      


        Build faceted tag filter using EXISTS subquery.



    


    
      
        build_tag_aggregation_column(tag_table_alias, tag_field, column_alias)

      


        Build tag aggregation column SQL.



    


    
      
        build_tag_count_column(tag_table_alias, column_alias)

      


        Build tag count column SQL.



    


    
      
        build_tag_count_filter(config, arg)

      


        Build tag count filter for minimum tag requirements.



    


    
      
        build_tagging_join_with_aggregation(selecto, join, config, fc, p, ctes)

      


        Build many-to-many tagging join with intermediate table.
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      Link to this function
    
    build_faceted_tag_filter(config, tag_values, match_type \\ :any)



  


  

Build faceted tag filter using EXISTS subquery.
Generates EXISTS subqueries for filtering records that have specific tags.
Supports both single tag and array-based tag filtering.

  
  examples

  
  Examples


# Single tag filter
build_faceted_tag_filter(config, "programming", :single)

# Multiple tags filter (ANY match)
build_faceted_tag_filter(config, ["elixir", "phoenix"], :any)

# Multiple tags filter (ALL required)  
build_faceted_tag_filter(config, ["web", "backend"], :all)
Returns: {where_clause_iodata, params}

  



  
    
      
      Link to this function
    
    build_tag_aggregation_column(tag_table_alias, tag_field, column_alias)



  


  

Build tag aggregation column SQL.
Generates string_agg expressions for displaying comma-separated tag lists.
Handles NULL values and provides proper GROUP BY compatibility.

  
  examples

  
  Examples


build_tag_aggregation_column("tags", "name", "tag_list")
#=> "string_agg(tags.name, ', ') as tag_list"

build_tag_aggregation_column("categories", "title", "category_names")  
#=> "string_agg(categories.title, ', ') as category_names"
Returns: iodata for SELECT clause

  



  
    
      
      Link to this function
    
    build_tag_count_column(tag_table_alias, column_alias)



  


  

Build tag count column SQL.
Generates COUNT expressions for counting distinct tags per record.
Useful for filtering by minimum tag requirements.

  
  examples

  
  Examples


build_tag_count_column("tags", "tag_count")
#=> "COUNT(DISTINCT tags.id) as tag_count"
Returns: iodata for SELECT clause  

  



  
    
      
      Link to this function
    
    build_tag_count_filter(config, arg)



  


  

Build tag count filter for minimum tag requirements.
Generates WHERE conditions that filter records based on the number of tags
they have. Useful for finding "well-tagged" content.

  
  examples

  
  Examples


build_tag_count_filter(config, {:gte, 3})  # At least 3 tags
build_tag_count_filter(config, {:eq, 1})   # Exactly 1 tag  
build_tag_count_filter(config, {:between, 2, 5})  # Between 2-5 tags
Returns: {where_clause_iodata, params}

  



  
    
      
      Link to this function
    
    build_tagging_join_with_aggregation(selecto, join, config, fc, p, ctes)



  


  

Build many-to-many tagging join with intermediate table.
Generates the double-JOIN pattern required for many-to-many relationships:
	Main table → intermediate join table  
	Join table → tag table

Includes support for tag aggregation and proper GROUP BY handling.

  
  parameters

  
  Parameters


	selecto: Main selecto struct
	join: Join identifier (atom)
	config: Join configuration with tagging options
	fc: Current from clause iodata  
	p: Current parameters list
	ctes: Current CTEs list

Returns: {updated_from_clause, updated_params, updated_ctes}

  


        

      



  

    
Selecto.Builder.Sql.Where 
    



      
WHERE-clause compiler for Selecto predicate expressions.
Predicates are translated into iodata fragments plus bind parameters and join
dependencies. The builder supports nested boolean logic, comparison operators,
NULL checks, ranges, text search, subqueries, EXISTS clauses, JSON predicates,
and raw prebuilt filter fragments.
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        build(selecto, other)
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      Link to this function
    
    build(selecto, other)



  


  


  


        

      



  

    
Selecto.Schema 
    



      
Namespace module for schema processing helpers.
Selecto uses schema helpers to normalize domain metadata into structures the
SQL builders can consume. Concrete behavior lives in:
	Selecto.Schema.Join
	Selecto.Schema.Column
	Selecto.Schema.ParameterizedJoin


      





  

    
Selecto.Schema.Column 
    



      
Builds normalized column definitions for domain fields and join fields.
Column configuration merges schema metadata with domain overrides, including:
	generated colid values
	human-readable display names
	filter type overrides
	option provider metadata
	custom columns declared in the domain
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    Functions
  


    
      
        configure(field, join, source, domain)

      


    


    
      
        configure_columns(join, fields, source, domain)

      


    


    
      
        get_custom_columns(join, source, domain)

      


    


    
      
        humanize(atom)
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      Link to this function
    
    configure(field, join, source, domain)



  


  


  



  
    
      
      Link to this function
    
    configure_columns(join, fields, source, domain)



  


  


  



  
    
      
      Link to this function
    
    get_custom_columns(join, source, domain)



  


  


  



  
    
      
      Link to this function
    
    humanize(atom)



  


  


  


        

      



  

    
Selecto.Schema.Join 
    



      
Join Configuration and Patterns
This module handles join configuration for various database join patterns,
providing simplified configuration helpers for common scenarios.
Available Join Types
:dimension (Existing)
Basic dimension table join with ID filtering and name display.
	dimension: Field to use for display (required)
	name: Display name for the join (optional)

:tagging (New)
Many-to-many relationship through a join table (e.g., posts <-> tags).
	tag_field: Field to display from tag table (default: :name)
	name: Display name for the join (optional)
Creates custom columns for tag aggregation and faceted filtering.

:hierarchical (New)
Self-referencing hierarchical relationships with multiple implementation patterns:
	hierarchy_type: :adjacency_list, :materialized_path, or :closure_table
	depth_limit: Maximum recursion depth for adjacency lists (default: 5)
	path_field: Field containing path for materialized path pattern (default: :path)
	path_separator: Separator used in path field (default: "/")
	closure_table: Name of closure table for closure table pattern
	ancestor_field, descendant_field, depth_field: Closure table field names

:star_dimension (New)
Optimized for OLAP star schema dimensions.
	display_field: Field to use for dimension display (default: :name)
	name: Display name for the dimension (optional)
Creates faceted filters optimized for aggregation queries.

:snowflake_dimension (New)
Normalized dimension tables requiring additional joins.
	display_field: Field to use for dimension display (default: :name)
	normalization_joins: List of additional joins needed for full context
	name: Display name for the dimension (optional)

Standard Join Types (Default behavior)
	one_to_one - Standard lookup with all columns available
	one_to_many - Treated like one-to-one
	belongs_to - Treated like one-to-one

Configuration Examples
joins: %{
  # Many-to-many tagging
  tags: %{type: :tagging, tag_field: :name},

  # Hierarchical adjacency list
  manager: %{type: :hierarchical, hierarchy_type: :adjacency_list, depth_limit: 5},

  # Star schema dimension
  customer: %{type: :star_dimension, display_field: :full_name},

  # Snowflake dimension with normalization
  category: %{
    type: :snowflake_dimension,
    display_field: :name,
    normalization_joins: [%{table: "category_groups", alias: "cg"}]
  }
}
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        recurse_joins(source, domain)
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      Link to this function
    
    recurse_joins(source, domain)



  


  

      

          @spec recurse_joins(Selecto.Types.source(), Selecto.Types.domain()) :: %{
  required(atom()) => Selecto.Types.processed_join()
}


      



  


        

      



  

    
Selecto.DomainValidator 
    



      
Domain validation for Selecto configurations.
Validates domain configuration to catch errors early and prevent runtime failures.
Checks for join dependency cycles, missing references, required keys for advanced
join types, and other structural integrity issues.
Usage
# Validate during configure (enabled by default)
domain = %{source: ..., schemas: ..., joins: ...}
selecto = Selecto.configure(domain, postgrex_opts)

# Disable validation for performance-critical scenarios
selecto = Selecto.configure(domain, postgrex_opts, validate: false)

# Or validate explicitly
Selecto.DomainValidator.validate_domain!(domain)
{:ok, _} = Selecto.DomainValidator.validate_domain(domain)
Compile-time Validation
# Validate domain at compile time (recommended for static configurations)
defmodule MyDomain do
  use Selecto.DomainValidator, domain: %{
    source: %{...},
    schemas: %{...},
    joins: %{...}
  }
end
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    Functions
  


    
      
        __using__(opts)

      


        Compile-time domain validation macro.



    


    
      
        format_errors(errors)

      


    


    
      
        validate_domain(domain)

      


        Validates a domain configuration, returning {:ok, domain} or {:error, errors}.



    


    
      
        validate_domain!(domain)

      


        Validates a domain configuration, raising on validation errors.
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      Link to this macro
    
    __using__(opts)



      (macro)

  


  

Compile-time domain validation macro.
When used in a module, validates the provided domain configuration at compile time.
This catches domain configuration errors early and provides better error messages.

  
  options

  
  Options


	:domain - The domain configuration to validate (required)


  
  example

  
  Example


defmodule MyApp.UserDomain do
  use Selecto.DomainValidator, domain: %{
    source: %{
      source_table: "users",
      primary_key: :id,
      fields: [:id, :name, :email],
      columns: %{
        id: %{type: :integer},
        name: %{type: :string},
        email: %{type: :string}
      }
    },
    schemas: %{}
  }

  def domain, do: @validated_domain
end

  



  
    
      
      Link to this function
    
    format_errors(errors)



  


  


  



  
    
      
      Link to this function
    
    validate_domain(domain)



  


  

Validates a domain configuration, returning {:ok, domain} or {:error, errors}.
Non-raising version of validate_domain!/1.

  



  
    
      
      Link to this function
    
    validate_domain!(domain)



  


  

      

          @spec validate_domain!(Selecto.Types.domain()) :: :ok


      


Validates a domain configuration, raising on validation errors.

  
  validations-performed

  
  Validations Performed


	Join dependency cycle detection
	Association existence validation  
	Schema reference validation
	Column/field existence validation
	Advanced join type required key validation
	Custom column/filter reference validation


  
  examples

  
  Examples


iex> domain = %{source: valid_source, schemas: valid_schemas, joins: valid_joins}
iex> Selecto.DomainValidator.validate_domain!(domain)
:ok

iex> domain = %{source: valid_source, schemas: valid_schemas, joins: cyclic_joins}
iex> Selecto.DomainValidator.validate_domain!(domain)
** (Selecto.DomainValidator.ValidationError) Join dependency cycle detected: a -> b -> c -> a

  


        

      



  

    
Selecto.Helpers 
    



      
Shared utility helpers used across Selecto internals.
This module currently focuses on safe phrase validation for values that may be
interpolated into generated SQL metadata (for example aliases or user-facing
configuration fragments).
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        check_safe_phrase(str)
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      Link to this function
    
    check_safe_phrase(str)



  


  


  


        

      



  

    
Selecto.Advanced.ArrayOperations.ValidationError exception
    



      
Error raised when array operation specification is invalid.
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      Link to this type
    
    t()



  


  

      

          @type t() :: %Selecto.Advanced.ArrayOperations.ValidationError{
  __exception__: true,
  details: map(),
  message: String.t(),
  type:
    :invalid_operation
    | :invalid_column
    | :invalid_arguments
    | :invalid_dimension
}


      



  


        

      



  

    
Selecto.Advanced.CTE.ValidationError exception
    



      
Error raised when CTE specification is invalid.
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      Link to this type
    
    t()



  


  

      

          @type t() :: %Selecto.Advanced.CTE.ValidationError{
  __exception__: true,
  details: map(),
  message: String.t(),
  type:
    :invalid_name
    | :invalid_query
    | :circular_dependency
    | :missing_recursive_parts
}


      



  


        

      



  

    
Selecto.Advanced.CaseExpression.ValidationError exception
    



      
Error raised when CASE expression specification is invalid.
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      Link to this type
    
    t()



  


  

      

          @type t() :: %Selecto.Advanced.CaseExpression.ValidationError{
  __exception__: true,
  details: map(),
  message: String.t(),
  type: :invalid_structure | :invalid_when_clauses | :missing_column
}


      



  


        

      



  

    
Selecto.Advanced.JsonOperations.ValidationError exception
    



      
Error raised when JSON operation specification is invalid.
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      Link to this type
    
    t()



  


  

      

          @type t() :: %Selecto.Advanced.JsonOperations.ValidationError{
  __exception__: true,
  details: map(),
  message: String.t(),
  type:
    :invalid_operation | :invalid_path | :invalid_column | :invalid_arguments
}


      



  


        

      



  

    
Selecto.Advanced.LateralJoin.CorrelationError exception
    



      
Error raised when LATERAL join correlations are invalid.
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      Link to this type
    
    t()



  


  

      

          @type t() :: %Selecto.Advanced.LateralJoin.CorrelationError{
  __exception__: true,
  available_fields: [String.t()],
  message: String.t(),
  referenced_field: String.t(),
  type: :invalid_correlation | :missing_field | :validation_error
}


      



  


        

      



  

    
Selecto.Advanced.ValuesClause.ValidationError exception
    



      
Error raised when VALUES clause data is invalid.
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      Link to this type
    
    t()



  


  

      

          @type t() :: %Selecto.Advanced.ValuesClause.ValidationError{
  __exception__: true,
  details: map(),
  message: String.t(),
  type: :inconsistent_columns | :empty_data | :type_mismatch | :validation_error
}


      



  


        

      



  

    
Selecto.DomainValidator.ValidationError exception
    



      
Exception raised when domain validation fails.

      





  

    
Selecto.SetOperations.Validation.SchemaError exception
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      Link to this type
    
    t()



  


  

      

          @type t() :: %Selecto.SetOperations.Validation.SchemaError{
  __exception__: true,
  message: String.t(),
  query1_info: map(),
  query2_info: map(),
  type: :column_count_mismatch | :type_incompatibility | :mapping_error
}


      



  


        

      



  

    
Selecto.Subfilter.Error exception
    



      
Subfilter-specific error structure.
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      Link to this type
    
    error_type()



  


  

      

          @type error_type() ::
  :invalid_relationship_path | :join_path_not_found | :invalid_filter_spec
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