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    Overview

Sifter is an Elixir library that transforms search query strings into optimized Ecto database queries. Inspired by Shopify's search syntax used in their REST APIs, it provides a flexible query language for filtering data with support for field-based predicates, full-text search, boolean logic, and wildcard matching—all while maintaining type safety and security.
Why Sifter?
Modern applications need flexible query capabilities that don't require constant backend changes. When building GraphQL or REST APIs, frontend teams need the ability to:
	Filter records by specific field values without new API endpoints
	Perform text searches across multiple fields dynamically
	Combine multiple conditions with AND/OR logic
	Use wildcards and comparison operators
	Search related data through associations

This library was born from the need to give React frontends flexible query options without constantly tweaking API parameters. Instead of hardcoding filter combinations, frontend clients can build query strings that express exactly what they need.
However, building these features safely and efficiently presents several challenges:
🔐 Security Concerns
	SQL injection prevention: Dynamic query building must be injection-proof
	Field access control: Users should only filter by allowed fields
	Input validation: Malformed queries should be caught before hitting the database

⚡ Performance Issues
	Query optimization: Hand-written dynamic queries can be inefficient
	Full-text search: Implementing PostgreSQL's tsvector features correctly is complex
	Association handling: Joining related tables safely while avoiding N+1 problems

🛠️ Developer Experience
	Maintenance burden: Custom query builders become complex over time
	Type safety: Dynamic queries often bypass Ecto's type casting
	Debugging difficulty: Complex dynamic SQL is hard to troubleshoot

How Sifter Solves These Problems
Safe Query Language
Sifter provides a structured query language that feels natural to users while remaining safe:
status:active priority:>3 urgent
This query filters for records where status equals "active", priority is greater than 3, and performs a full-text search for "urgent" across configured fields.
Automatic Security
	Allow-lists: Explicitly control which fields users can filter by
	Type casting: All values are cast to proper Ecto types
	SQL injection protection: Built on Ecto's dynamic query system
	Field aliasing: Map user-facing field names to internal schema fields

PostgreSQL-First Design
Sifter is built specifically for PostgreSQL applications and provides:
	Native tsvector support: Efficient full-text search with ranking
	Optimized joins: Automatic DISTINCT for many-to-many relationships
	Index-friendly queries: Generated SQL works well with database indexes

Rich Configuration Options
	Multiple full-text strategies: ILIKE for simplicity, tsvector for performance
	Flexible error handling: Choose between lenient and strict validation modes
	Custom sanitization: Pluggable sanitizers for full-text search terms
	Association support: Filter through belongs_to, has_many, and many_to_many

Core Features
Field-Based Filtering
Support for all standard comparison operations:
	Equality: status:published
	Comparison: priority:>5, created_at:<=2024-01-01
	Set membership: category IN (news, blog), type NOT IN (archived), labels ALL (urgent, backend)
	Wildcards: title:acme* (starts with), title:*corp (ends with)

Boolean Logic
Combine conditions with natural operators:
	AND logic: status:live priority:high (implicit AND)
	OR logic: status:draft OR status:review
	Negation: NOT urgent or -spam
	Grouping: (status:draft OR status:review) priority:>3

Full-Text Search
Multiple strategies for text search:
	Simple ILIKE: Case-insensitive pattern matching
	PostgreSQL tsvector: Advanced full-text search with ranking
	Custom sanitization: Clean user input safely

Association Support
Filter through related data:
	One-level paths: organization.name:acme, tags.name:urgent
	Automatic joins: Sifter handles the complexity of joining tables
	Proper aliasing: Map frontend field names to database relationships

Automatic Field Name Conversion
Sifter automatically converts camelCase field names to snake_case, making it perfect for:
	JSON APIs: Users can search with createdAt:>2024-01-01
	GraphQL interfaces: Maintain consistent field naming conventions
	Frontend integration: No need to transform field names in client code

Result Metadata
Sifter provides rich metadata about generated queries:
	Full-text usage: Know when ranking should be applied
	Additional fields: Get required SELECT fields for ranking
	Recommended ordering: Automatic suggestions for search result ranking
	Warnings: Optional feedback about ignored or problematic fields

PostgreSQL Requirement
Sifter is designed specifically for PostgreSQL applications. While the basic filtering works with any database Ecto supports, the full-text search features require PostgreSQL's:
	tsvector and tsquery types
	to_tsvector() and plainto_tsquery() functions  
	Full-text indexing capabilities

If you're using MySQL or SQLite, you can still use Sifter's filtering features, but full-text search will fall back to simple ILIKE pattern matching.
When to Use Sifter
Sifter is ideal for:
GraphQL and REST APIs
Give frontend applications flexible query capabilities without constant backend changes:
# Frontend sends: {"query": "category:tech createdAt:>2024-01-01"}
{query, meta} = Sifter.filter!(Post, params["query"], 
  schema: Post,
  allowed_fields: ["category", "created_at", "author.name"]
)
Admin Interfaces
Provide comprehensive search and filtering tools:
# Search entries with multiple criteria
Sifter.filter!(Entry, "status:published author.name:john urgent")
Search Features
Build sophisticated search interfaces with full-text capabilities:
# Full-text search with field filters
Sifter.filter!(Article, "machine learning status:published", 
  schema: Article,
  search_fields: ["title", "content"],
  search_strategy: {:column, {"english", :searchable}}
)
Data Exploration
Enable complex filtering for reports and analytics:
# Complex filtering for reports
Sifter.filter!(Order, "(status:completed OR status:shipped) total:>100", 
  schema: Order,
  allowed_fields: ["status", "total", "customer.tier"]
)
What's Next?
Continue with the Installation Guide to add Sifter to your application, then check out Getting Started for your first queries.


  

  
    
    Installation - Sifter v0.2.0
    
    

    


  
  

    Installation

This guide walks you through adding Sifter to your Elixir application and configuring it for your specific use case.
Prerequisites
Before installing Sifter, ensure you have:
	Elixir 1.16+ and Erlang/OTP 26+
	Ecto 3.10+ with Ecto SQL 3.10+
	PostgreSQL database (required for full-text search features)

Adding to Your Project
Add Sifter to your mix.exs dependencies:
defp deps do
  [
    {:sifter, "~> 0.1.0"},
    # Your existing dependencies
    {:ecto, "~> 3.10"},
    {:ecto_sql, "~> 3.10"},
    {:postgrex, "~> 0.20"}
  ]
end
Run the dependency installation:
mix deps.get

Basic Configuration
Sifter works with your existing Ecto setup without additional configuration. However, you can customize its behavior through application config:
# config/config.exs
config :sifter, :options,
  unknown_field: :ignore,     # :ignore | :warn | :error
  tsquery_mode: :plainto      # :plainto | :raw
Configuration Options
	unknown_field: How to handle fields not in the allow-list
	:ignore (default) - Silently skip unknown fields
	:warn - Include warnings in metadata but continue
	:error - Return error immediately


	tsquery_mode: PostgreSQL full-text search mode
	:plainto (default) - Use plainto_tsquery (user-friendly)
	:raw - Use to_tsquery (advanced syntax, requires sanitization)



Database Setup for Full-Text Search
If you plan to use full-text search features, you'll need to prepare your PostgreSQL database.
Option 1: ILIKE Strategy (Simple)
No database changes needed. Sifter will use ILIKE for text searches:
Sifter.filter!(Post, "machine learning",
  schema: Post,
  search_fields: ["title", "content"],
  search_strategy: :ilike
)
Option 2: Dynamic TSVector (Flexible)
Use PostgreSQL's to_tsvector function dynamically:
Sifter.filter!(Post, "machine learning",
  schema: Post,
  search_fields: ["title", "content"],
  search_strategy: {:tsquery, "english"}
)
Option 3: Pre-computed TSVector Column (Optimal Performance)
For best performance, add a dedicated tsvector column to your schemas:
# Create migration
defmodule MyApp.Repo.Migrations.AddSearchableColumnToPosts do
  use Ecto.Migration

  def up do
    alter table(:posts) do
      add :searchable, :tsvector
    end

    # Create GIN index for fast full-text search
    execute "CREATE INDEX posts_searchable_idx ON posts USING gin(searchable)"

    # Create trigger to automatically update searchable column
    execute """
    CREATE FUNCTION posts_searchable_trigger() RETURNS trigger AS $$
    BEGIN
      NEW.searchable := to_tsvector('english', 
        coalesce(NEW.title, '') || ' ' || coalesce(NEW.content, '')
      );
      RETURN NEW;
    END;
    $$ LANGUAGE plpgsql;
    """

    execute """
    CREATE TRIGGER posts_searchable_update 
      BEFORE INSERT OR UPDATE ON posts 
      FOR EACH ROW EXECUTE FUNCTION posts_searchable_trigger();
    """

    # Update existing records
    execute """
    UPDATE posts SET searchable = to_tsvector('english', 
      coalesce(title, '') || ' ' || coalesce(content, '')
    )
    """
  end

  def down do
    execute "DROP TRIGGER posts_searchable_update ON posts"
    execute "DROP FUNCTION posts_searchable_trigger()"
    execute "DROP INDEX posts_searchable_idx"
    
    alter table(:posts) do
      remove :searchable
    end
  end
end
Then configure your schema:
defmodule MyApp.Blog.Post do
  use Ecto.Schema
  
  schema "posts" do
    field :title, :string
    field :content, :text
    field :searchable, :string, virtual: true  # Don't select by default
    
    timestamps()
  end
end
Use the pre-computed column:
Sifter.filter!(Post, "machine learning",
  schema: Post,
  search_strategy: {:column, {"english", :searchable}}
)
Verifying Installation
Test your installation with a simple query:
# In your IEx console
iex> alias MyApp.{Repo, Blog.Post}
iex> {query, meta} = Sifter.filter!(Post, "status:published")
iex> Repo.all(query)
You should see a filtered query executed without errors.
Development Setup
For development and testing, you may want to use different configurations:
# config/dev.exs
config :sifter, :options,
  unknown_field: :warn  # Show warnings during development

# config/test.exs
config :sifter, :options,
  unknown_field: :error  # Fail fast in tests

# config/prod.exs
config :sifter, :options,
  unknown_field: :ignore  # Lenient in production
Next Steps
Now that Sifter is installed, continue with:
	Getting Started - Your first queries
	Query Syntax - Complete syntax reference
	Configuration - Advanced configuration options
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    Getting Started

This guide will walk you through your first Sifter queries, from basic filtering to advanced full-text search.
Prerequisites
Before starting, make sure you have:
	Completed the Installation guide
	A running Elixir application with Ecto and Sifter configured
	Some data in your database to query

Your First Query
Basic Filtering
Let's start with a simple field-based filter:
# Filter posts by status
{query, meta} = Sifter.filter!(Post, "status:published", schema: Post)
results = Repo.all(query)
This generates an Ecto query equivalent to:
from p in Post, where: p.status == "published"
Multiple Conditions
Combine multiple filters with implicit AND:
# Multiple field filters (implicit AND)
{query, meta} = Sifter.filter!(Post, "status:published category:tech",
  schema: Post
)
Comparison Operators
Use comparison operators for numeric and date fields:
# Posts with high priority, created recently
{query, meta} = Sifter.filter!(Post, "priority>5 createdAt>=2024-01-01",
  schema: Post
)

# Various comparison operators
{query, meta} = Sifter.filter!(Post, "views>1000 rating<=4.5 createdAt<2024-01-01",
  schema: Post
)
Automatic camelCase Conversion
Sifter automatically converts camelCase field names to snake_case database columns, making it perfect for JSON APIs and GraphQL:
# Users can query with camelCase - Sifter converts automatically
{query, meta} = Sifter.filter!(Post, "createdAt>=2024-01-01 authorId:123",
  schema: Post
)
# Becomes: created_at >= '2024-01-01' AND author_id = 123
This means frontend applications can use their natural camelCase conventions without any conversion needed.
Working with Associations
Filtering Through Relationships
Filter records based on related data using dot notation:
# Posts by specific author
{query, meta} = Sifter.filter!(Post, "author.name:john",
  schema: Post,
  allowed_fields: ["status", "author.name"]
)

# Posts with specific tags
{query, meta} = Sifter.filter!(Post, "tags.name:elixir",
  schema: Post,
  allowed_fields: ["status", "tags.name"]
)
Sifter automatically handles the necessary joins and applies DISTINCT when needed for many-to-many relationships.
Boolean Logic
AND and OR Operations
Combine conditions with explicit boolean operators:
# Explicit OR
{query, meta} = Sifter.filter!(Post, "status:draft OR status:review",
  schema: Post
)

# Mixed AND/OR with precedence
{query, meta} = Sifter.filter!(Post, "priority>3 AND (status:draft OR status:review)",
  schema: Post
)
Negation
Exclude records with NOT:
# Exclude archived posts
{query, meta} = Sifter.filter!(Post, "NOT status:archived",
  schema: Post
)

# Shorthand negation with dash
{query, meta} = Sifter.filter!(Post, "-spam category:tech",
  schema: Post
)
Set Operations
IN, NOT IN, and ALL
Filter by multiple values:
# Posts in multiple categories
{query, meta} = Sifter.filter!(Post, "category IN (tech, science, elixir)",
  schema: Post
)

# Exclude multiple statuses
{query, meta} = Sifter.filter!(Post, "status NOT IN (archived, deleted)",
  schema: Post
)

# Posts that contain ALL specified values
{query, meta} = Sifter.filter!(Post, "labels ALL (urgent, backend)",      # Array field
  schema: Post
)

{query, meta} = Sifter.filter!(Post, "tags.name ALL (urgent, backend)",  # Association
  schema: Post
)

{query, meta} = Sifter.filter!(Post, "status ALL (published)",           # Scalar (with warning)
  schema: Post
)
Wildcard Matching
Prefix and Suffix Searches
Use wildcards for pattern matching with the equality operator:
# Titles starting with "Introduction"
{query, meta} = Sifter.filter!(Post, "title:Introduction*",
  schema: Post
)

# Titles ending with "Guide"
{query, meta} = Sifter.filter!(Post, "title:*Guide",
  schema: Post
)
Note: Wildcards only work with the : (equality) operator and are not allowed in the middle of terms.
Full-Text Search
Basic Full-Text
Perform text searches across multiple fields:
# Search for "machine learning" across title and content
{query, meta} = Sifter.filter!(Post, "machine learning",
  schema: Post,
  search_fields: ["title", "content"],
  search_strategy: :ilike
)
Combined Field and Full-Text
Mix field filters with full-text search:
# Published posts containing "elixir"
{query, meta} = Sifter.filter!(Post, "status:published elixir",
  schema: Post,
  search_fields: ["title", "content"]
)
PostgreSQL Full-Text Search
Use PostgreSQL's advanced full-text capabilities:
# TSVector search with ranking
{query, meta} = Sifter.filter!(Post, "functional programming",
  schema: Post,
  search_fields: ["title", "content"],
  search_strategy: {:tsquery, "english"}
)

# Check if ranking is available
if meta.uses_full_text? do
  query = query |> order_by([p], desc: p.search_rank)
end
Access Control with Allow-Lists
Restricting Allowed Fields
Control which fields users can filter by:
# Only allow specific fields
{query, meta} = Sifter.filter!(Post, "status:published secretField:hacker",
  schema: Post,
  allowed_fields: ["status", "category", "author.name"]  # secretField ignored
)
Field Aliasing for Different Resource Names
Map user-facing field names to actual database fields when they differ:
# GraphQL schema uses different names than database
{query, meta} = Sifter.filter!(Post, "tag.name:elixir team.name:acme",
  schema: Post,
  allowed_fields: [
    "status",
    %{as: "tag.name", field: "tags.name"},           # Singular vs plural
    %{as: "team.clientName", field: "organization.name"}  # Different table naming
  ]
)

# API presents user-friendly names
{query, meta} = Sifter.filter!(Order, "customer:john totalAmount>100",
  schema: Order,
  allowed_fields: [
    %{as: "customer", field: "customer.name"},       # Simplified field name
    %{as: "totalAmount", field: "total_cents"},      # Different representation
    "status"
  ]
)
Error Handling
Graceful Error Handling
Handle malformed queries gracefully:
case Sifter.filter(Post, "invalid syntax ((", schema: Post) do
  {:ok, query, meta} ->
    Repo.all(query)

  {:error, %Sifter.Error{stage: :parse, reason: reason}} ->
    # Handle parsing error
    Logger.warn("Invalid query syntax: #{inspect(reason)}")
    Repo.all(Post)  # Return unfiltered results

  {:error, %Sifter.Error{stage: :build, reason: reason}} ->
    # Handle build error (e.g., unknown field)
    Logger.warn("Query build failed: #{inspect(reason)}")
    Repo.all(Post)
end
Strict vs Lenient Mode
Configure how Sifter handles unknown fields:
# Lenient: ignore unknown fields
{query, meta} = Sifter.filter!(Post, "status:published unknownField:value",
  schema: Post,
  allowed_fields: ["status"],
  mode: :lenient
)

# Strict: error on unknown fields
case Sifter.filter(Post, "status:published unknownField:value",
  schema: Post,
  allowed_fields: ["status"],
  mode: :strict
) do
  {:ok, query, meta} -> Repo.all(query)
  {:error, error} -> # Handle unknown field error
end
Understanding Query Metadata
Sifter returns metadata about the generated query:
{query, meta} = Sifter.filter!(Post, "machine learning status:published",
  schema: Post,
  search_fields: ["title", "content"],
  search_strategy: {:tsquery, "english"}
)

# Check what Sifter added to your query
IO.inspect(meta)
# %{
#   uses_full_text?: true,
#   added_select_fields: [:search_rank],
#   recommended_order: [search_rank: :desc],
#   warnings: []
# }
Use metadata to enhance your queries:
# Apply recommended ordering for full-text search
query = if meta.uses_full_text? do
  order_by(query, [p], desc: p.search_rank, desc: p.inserted_at)
else
  order_by(query, [p], desc: p.inserted_at)
end

results = Repo.all(query)
Real-World Example
Here's how you might use Sifter in a Phoenix controller:
defmodule MyAppWeb.PostController do
  use MyAppWeb, :controller

  def index(conn, params) do
    query_string = params["q"] || ""

    {query, meta} = Sifter.filter!(Post, query_string,
      schema: Post,
      allowed_fields: [
        "status",
        "category",
        "priority",
        %{as: "tag.name", field: "tags.name"},  # Singular for ergonomics
        "author.name"
      ],
      search_fields: ["title", "content"],
      search_strategy: {:tsquery, "english"}
    )

    # Apply ordering based on search context
    query = if meta.uses_full_text? do
      order_by(query, [p], desc: p.search_rank, desc: p.inserted_at)
    else
      order_by(query, [p], desc: p.inserted_at)
    end

    posts = Repo.all(query)

    render(conn, "index.html", posts: posts, meta: meta)
  end
end
Next Steps
Now that you understand the basics, explore:
	Query Syntax - Complete syntax reference
	Configuration - Advanced configuration options
	Full-Text Search - PostgreSQL full-text setup
	Integration Patterns - Real-world usage patterns
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    Query Syntax

Sifter provides a comprehensive query language for filtering data. This guide covers all supported syntax features with detailed examples.
Grammar Overview
Sifter queries are composed of terms separated by whitespace, with support for:
	Field predicates: field:value, field>10, field IN (a, b)
	Boolean logic: AND, OR, NOT, - (negation)
	Grouping: Parentheses for precedence control
	Wildcards: Prefix/suffix matching with *
	Full-text search: Bare terms for text search across fields

Basic Syntax Rules
Whitespace and Implicit AND
Terms separated by whitespace are joined with implicit AND:
status:published priority>3
# Equivalent to: status:published AND priority>3
Case Sensitivity
	Field names: Case-sensitive (status ≠ Status)
	Keywords: Case-sensitive, must be uppercase (AND, OR, NOT, IN, ALL)
	Values: Case-sensitive (published ≠ Published)

Automatic Field Name Conversion
Sifter automatically converts camelCase field names to snake_case:
createdAt>='2024-01-01'    # Becomes: created_at >= '2024-01-01'
authorId:123               # Becomes: author_id = 123
Field-Based Predicates
Equality (:)
Match exact field values:
status:published
category:tech
author_id:123
organization_id:NULL     # Match records where organization_id is NULL
Comparison Operators
Compare numeric, date, and other ordered values:
# Greater than
priority>5
createdAt>'2024-01-01'

# Greater than or equal
rating>=4.0
updatedAt>='2024-01-01T10:00:00Z'

# Less than
views<1000
expiresAt<'2024-12-31'

# Less than or equal
price<=99.99
publishedAt<='2024-01-01'
Set Operations
Test membership in a list of values:
# IN - match any value in the list
status IN (draft, published, review)
category IN (tech, science)

# IN with NULL - match NULL or specific values
organization_id IN (NULL, 123, 456)

# NOT IN - exclude any value in the list
status NOT IN (archived, deleted)
priority NOT IN (1, 2)

# NOT IN with NULL - exclude NULL and specific values
priority NOT IN (NULL, 0)
Notes on Lists:
	Must be enclosed in parentheses
	Values separated by commas
	Whitespace around commas is optional: (a,b,c) = (a, b, c)
	Empty lists are not allowed
	Trailing commas are not allowed

String Quoting and When Values Must Be Quoted
Values That MUST Be Quoted
ISO datetime values with time components:
# ✓ Correct - quoted
createdAt>='2024-01-01T10:30:00Z'
updatedAt<='2021-11-11T12:33:15.661Z'

# ✗ Invalid - unquoted (lexer confused by colons)
createdAt>=2024-01-01T10:30:00Z
Negative numbers:
# ✓ Correct - quoted (avoids confusion with NOT modifier)
temperature>='-5.2'
balance>'-100'

# ✗ Potentially problematic - unquoted
temperature>=-5.2    # Dash might be interpreted as NOT
Values with spaces or special characters:
# ✓ Required - quoted
title:"Introduction to Elixir"
description:"A comprehensive guide"
filename:"report(final).pdf"
path:"/var/log/app.log"

# In lists too
category IN ('high priority', 'urgent-fix', 'archived/deleted')

# ✗ Invalid - unquoted
title:Introduction to Elixir    # Spaces break parsing
When Quoting Is Optional
Simple values without special characters can be unquoted:
Simple field values:
# Both are equivalent
status:published      # ✓ Unquoted works fine
status:'published'    # ✓ Quoted also works

# Simple numbers
priority:5           # ✓ Unquoted works
priority:'5'         # ✓ Quoted also works
Simple dates (no time component):
createdAt>2024-01-01  # ✓ Unquoted works
createdAt>'2024-01-01' # ✓ Quoted also works
Simple values in lists:
# Both work fine for simple values
status IN (draft, published, review)        # ✓ Unquoted
status IN ('draft', 'published', 'review')  # ✓ Quoted

# Mixed quoting is allowed
status IN (draft, 'in progress', archived)  # ✓ Mixed
Floating point numbers:
# Usually work unquoted, but quoting is safer
price>=3.14          # ✓ Usually works
price>='3.14'        # ✓ Safer (avoids potential dot confusion)
rating<=4.5          # ✓ Usually works
rating<='4.5'        # ✓ Safer
Best Practice: When In Doubt, Quote
Recommendation: Quote your values when uncertain. Quoted values are always safe and unambiguous.
# Safe approach - quote problematic values
price>='-5.2'
createdAt>='2024-01-01T10:30:00Z'
rating<='4.5'
category IN ('high priority', urgent, archived)
Special Characters
Characters requiring quotes in values:
	Whitespace: , \t, \r, \n
	Operators: :, <, >, =
	Grouping: (, ), ,
	Quotes: ', "
	Time separators in ISO dates: T, :

Wildcards
Wildcards work only with the equality operator (:) and support prefix/suffix matching:
Prefix Matching
Find values starting with a pattern:
title:Introduction*      # Titles starting with "Introduction"
author.name:John*       # Authors whose names start with "John"
category:tech*          # Categories starting with "tech"
Suffix Matching
Find values ending with a pattern:
title:*Guide            # Titles ending with "Guide"
email:*@company.com     # Emails ending with "@company.com"
filename:*.pdf          # Filenames ending with ".pdf"
Wildcard Restrictions
	Only with equality: title:prefix* ✓, title>prefix* ✗
	No middle wildcards: title:*middle* ✗
	Must quote if literal: title:"*literal*" for actual asterisks
	Not allowed unquoted in lists: category IN (tech*) ✗, category IN ('tech*') ✓

Boolean Logic
AND Operator
Explicit AND (higher precedence than OR):
status:published AND priority>3
(status:draft OR status:review) AND priority>5
OR Operator
Combine alternative conditions (lower precedence than AND):
status:draft OR status:review
category:tech OR category:science OR category:elixir
Operator Precedence
AND binds tighter than OR:
# This query:
status:draft OR status:review AND priority>3

# Is equivalent to:
status:draft OR (status:review AND priority>3)

# Use parentheses for different precedence:
(status:draft OR status:review) AND priority>3
NOT Operator
Negate field-based predicates and groups:
# NOT keyword with field predicates
NOT status:archived
NOT (status:draft OR status:spam)

# Shorthand with dash (no space after)
-status:archived
-(priority>5 AND category:urgent)
Important: NOT works with field predicates, but you cannot negate full-text search terms directly:
# ✓ Works - negating field predicates
NOT status:spam
-category:archived
status:published AND NOT priority<3

# ✗ Does not work - negating full-text search
NOT spam              # Results in {:no_predicates, query}
status:published AND NOT urgent  # Full-text 'urgent' cannot be negated
Grouping with Parentheses
Use parentheses to control evaluation order:
# Simple grouping
(status:draft OR status:review) AND priority>3

# Nested grouping
(status:published AND priority>5) OR (status:featured AND views>1000)

# Complex expressions
((status:draft OR status:review) AND priority>3) OR category:urgent
Association Fields
Access related data using dot notation:
Belongs To / Has One
Single related records:
author.name:john
organization.tier:premium
project.status:active
Has Many / Many To Many
Multiple related records (automatically applies DISTINCT):
tags.name:elixir
comments.status:approved
categories.slug:tech
Nested Associations
Currently limited to one level:
author.organization:acme     # ✓ Supported
author.org.name:acme        # ✗ Not supported (>1 level)
Full-Text Search
Bare terms (not in field:value format) perform full-text search across configured fields:
Simple Terms
elixir              # Search for "elixir" in configured text fields
"machine learning"  # Phrase search (exact match)
Mixed Field and Full-Text
Combine field filters with text search:
status:published elixir           # Published posts containing "elixir"
priority>3 "machine learning"     # High priority posts about "machine learning"
Quoted vs Unquoted
	Unquoted: machine learning → searches for documents containing both words
	Quoted: "machine learning" → searches for the exact phrase

Full-Text Search Limitations
Full-text search terms cannot be negated directly:
# ✓ Works - field filtering with full-text
status:published machine learning
category:tech AND elixir

# ✗ Does not work - negating full-text terms
NOT machine learning    # Results in {:no_predicates, query}
-elixir                # Cannot negate full-text search
Field Names and Paths
Valid Field Names
Field names must:
	Start with letter or underscore: name, _private
	Contain letters, numbers, underscores, hyphens: field_name, field-name
	Support dot notation for associations: author.name

Invalid Field Names
123field        # Cannot start with number
field.          # Cannot end with dot
field..name     # Cannot have consecutive dots
field.123       # Association part cannot start with number
Complete Example Queries
E-commerce Product Search
# Complex product filtering
(category:electronics OR category:computers)
AND price<=500
AND rating>=4.0
AND NOT discontinued:true
AND brand IN (apple, samsung, sony)
Blog Post Management
# Editorial workflow
(status:draft OR status:review)
AND author.role:editor
AND createdAt>='2024-01-01'
AND tags.name:featured
AND NOT status:spam
User Analytics
# Active user analysis
lastLoginAt>'2024-01-01'
AND subscriptionStatus:active
AND organization.tier IN (premium, enterprise)
AND NOT role:guest
Time-based Filtering
# Date range with proper quoting for ISO datetimes
createdAt>='2024-01-01T00:00:00Z'
AND createdAt<='2024-12-31T23:59:59Z'
AND status:published
Content Search with Mixed Conditions
# Content filtering with full-text search
status:published
AND category IN (tech, science)
AND NOT tags.name:archived
AND machine learning    # Full-text search
Error Cases
Syntax Errors
# Invalid operators
field:>value        # ✗ Cannot combine : with >
field IN value      # ✗ IN requires parentheses

# Malformed groups
(field:value        # ✗ Missing closing paren
field:value)        # ✗ Missing opening paren
()                  # ✗ Empty groups not allowed

# Invalid lists
field IN ()         # ✗ Empty lists not allowed
field IN (a,)       # ✗ Trailing commas not allowed
field IN (a b)      # ✗ Missing comma between values

# Unquoted problematic values
createdAt>=2024-01-01T10:30:00Z  # ✗ ISO datetime needs quotes
temperature>=-5.2                # ✗ Negative numbers should be quoted
title:Introduction to Elixir     # ✗ Spaces need quotes
Semantic Errors
# Wildcards in wrong context
field>prefix*       # ✗ Wildcards only work with :
field IN (prefix*)  # ✗ Wildcards not allowed unquoted in lists

# Invalid field paths
field...name        # ✗ Empty path segments
field.              # ✗ Trailing dot
.field             # ✗ Leading dot

# Negating full-text search
NOT machine learning  # ✗ Results in {:no_predicates, query}
-urgent              # ✗ Cannot negate full-text terms
Best Practices
Quote Values Strategically
# Quote when needed for clarity and safety
price>='-5.2'                    # Negative numbers
createdAt>='2024-01-01T10:30:00Z' # ISO datetimes
title:"Introduction to Elixir"   # Values with spaces
category IN ('high priority', urgent, 'auto-generated')  # Mix as needed

# Simple values can remain unquoted
status:active
priority:5
category IN (tech, science, elixir)
Use Appropriate Operators
# Good - semantic operators
priority>5             # Numeric comparison
status:active          # Exact match
createdAt>='2024-01-01' # Date comparison

# Avoid - unclear intent
priority:>5            # Invalid syntax
status>"active"        # Unnecessary comparison for equality
Understand NOT Limitations
# Good - negating field predicates
NOT status:archived
-category:spam
(status:draft OR status:review) AND NOT priority<2

# Avoid - trying to negate full-text search
NOT urgent             # Won't work as expected
status:active AND NOT "machine learning"  # Full-text negation fails
Use Consistent Field Names
# Good - consistent naming
createdAt>='2024-01-01'   # camelCase (converted automatically)
created_at>='2024-01-01'  # snake_case (used directly)

# Avoid - mixing conventions inconsistently within same query
createdAt>='2024-01-01' AND updated_at<='2024-12-31'
This syntax provides a balance of power and simplicity, allowing complex queries while remaining intuitive for end users. Remember: quote values when they contain special characters and NOT only works with field predicates, not full-text search terms.


  

  
    
    Configuration - Sifter v0.2.0
    
    

    


  
  

    Configuration

This guide covers all available configuration options for Sifter, from basic setup to advanced customization.
Configuration Hierarchy
Sifter uses a three-level configuration hierarchy (highest to lowest precedence):
	Per-call options - Passed to Sifter.filter/3 and Sifter.filter!/2
	Per-process/request defaults - Set via Process.put(:sifter_options, ...)
	Application config - Set in your application's configuration files

Application-Wide Configuration
Basic Configuration
Set default options in your application config:
# config/config.exs
config :sifter, :options,
  unknown_field: :warn,      # :ignore | :warn | :error
  tsquery_mode: :plainto     # :plainto | :raw
Mode-Based Configuration
Use predefined modes for common scenarios:
# Lenient mode - ignore unknown fields, permissive behavior
config :sifter, :options, :lenient

# Strict mode - error on unknown fields and invalid operations  
config :sifter, :options, :strict

# Custom mode with specific overrides
config :sifter, :options, [
  mode: :strict,
  unknown_field: :warn  # Override strict mode for this option
]
Environment-Specific Configuration
# config/dev.exs
config :sifter, :options,
  unknown_field: :warn  # Show warnings during development

# config/test.exs  
config :sifter, :options,
  unknown_field: :error  # Fail fast in tests

# config/prod.exs
config :sifter, :options,
  unknown_field: :ignore  # Lenient in production
Configuration Options Reference
Error Handling Options
unknown_field - How to handle fields not in the allow-list
	:ignore (default) - Silently skip unknown fields
	:warn - Include warnings in metadata but continue processing  
	:error - Return error immediately on unknown field

# Ignore unknown fields silently
Sifter.filter!(Post, "status:published unknownField:hack", 
  schema: Post,
  allowed_fields: ["status"],
  unknown_field: :ignore
)

# Include warnings in metadata
{query, meta} = Sifter.filter!(Post, "status:published unknownField:hack",
  schema: Post,
  allowed_fields: ["status"], 
  unknown_field: :warn
)
# meta.warnings will contain information about unknownField
unknown_assoc - How to handle unknown associations
	:ignore (default) - Silently skip unknown association paths
	:warn - Include warnings in metadata
	:error - Return error immediately

invalid_cast - How to handle type casting errors
	:error (default) - Return error on invalid values
	:warn - Include warnings but attempt to continue
	:ignore - Skip predicates with invalid values

# Error on invalid type casting (default)
Sifter.filter(Post, "priority:not_a_number", 
  schema: Post,
  invalid_cast: :error
)
# Returns: {:error, %Sifter.Error{...}}

# Warn but continue processing
{query, meta} = Sifter.filter!(Post, "priority:not_a_number status:published",
  schema: Post,
  invalid_cast: :warn
) 
# meta.warnings contains casting error, query filters only by status
Full-Text Search Configuration
tsquery_mode - PostgreSQL tsquery generation mode
	:plainto (default) - Uses plainto_tsquery() (user-friendly, handles most input safely)
	:raw - Uses to_tsquery() (advanced syntax, requires more careful sanitization)

# Default plainto mode - handles most user input safely
config :sifter, :options,
  tsquery_mode: :plainto

# Raw mode - for advanced tsquery syntax
config :sifter, :options,
  tsquery_mode: :raw,
  full_text_sanitizer: &MyApp.CustomSanitizer.sanitize/1
full_text_sanitizer - Custom sanitization for full-text search terms
	nil (default) - Uses built-in sanitizer based on tsquery_mode
	function/1 - Custom sanitization function
	{module, function, args} - MFA tuple for sanitization

# Function sanitizer
config :sifter, :options,
  full_text_sanitizer: &MyApp.SearchSanitizer.clean/1

# MFA tuple sanitizer  
config :sifter, :options,
  full_text_sanitizer: {MyApp.SearchSanitizer, :sanitize_search, []}

# Per-call override
Sifter.filter!(Post, "machine learning",
  schema: Post,
  search_fields: ["title", "content"],
  full_text_sanitizer: &String.trim/1
)
Future Configuration Options
The following options are planned for future implementation:
max_joins - Maximum number of association joins allowed (not yet configurable)
	Currently fixed at 1 level of association joins
	Will allow customization of join depth limits

join_overflow - How to handle exceeding max_joins (to be implemented)
	:error - Return error when limit exceeded
	:ignore - Silently ignore additional joins

empty_in - How to handle empty IN/NOT IN/ALL lists (to be implemented)
	false - Allow empty lists (results in no matches for IN, all matches for NOT IN/ALL)
	true - Allow and optimize empty lists
	:error - Return error on empty lists

Per-Process Configuration
Set default options for the current process (useful in Plugs or middleware):
# In a Phoenix plug or controller
defmodule MyAppWeb.SifterPlug do
  def call(conn, _opts) do
    # Set lenient defaults for web requests
    Process.put(:sifter_options, [unknown_field: :ignore])
    conn
  end
end

# In a background job
defmodule MyApp.ReportJob do
  def perform(query) do
    # Use strict validation for internal queries
    Process.put(:sifter_options, :strict)
    
    Sifter.filter!(Report, query, schema: Report)
  end
end
Per-Call Configuration
Override defaults for specific calls:
# Strict validation for this query only
{query, meta} = Sifter.filter!(Post, user_input,
  schema: Post,
  allowed_fields: ["status", "category"],
  unknown_field: :error,  # Override default
  tsquery_mode: :raw      # Override default
)
Full-Text Search Strategies
ILIKE Strategy (Simple)
Basic pattern matching across text fields:
Sifter.filter!(Post, "elixir programming",
  schema: Post,
  search_fields: ["title", "content"],
  search_strategy: :ilike
)
TSQuery Strategy (Dynamic)
PostgreSQL full-text search using dynamic tsvector generation:
Sifter.filter!(Post, "elixir & programming", 
  schema: Post,
  search_fields: ["title", "content"],
  search_strategy: {:tsquery, "english"},
  tsquery_mode: :raw  # For advanced tsquery syntax
)
Pre-computed TSVector Column
Use a dedicated tsvector column for optimal performance:
Sifter.filter!(Post, "elixir programming",
  schema: Post, 
  search_strategy: {:column, {"english", :searchable}},
  tsquery_mode: :plainto
)
Custom Sanitization
Built-in Sanitizers
Sifter includes two built-in sanitizers:
# Basic sanitizer (used with :plainto mode)
Sifter.FullText.Sanitizers.Basic.sanitize_plainto("user input!")

# Strict sanitizer (used with :raw mode)  
Sifter.FullText.Sanitizers.Strict.sanitize_tsquery("user & input")
Custom Sanitizer Examples
defmodule MyApp.SearchSanitizer do
  def sanitize_search(term) do
    term
    |> String.trim()
    |> String.replace(~r/[^\w\s]/, "") # Remove special chars
    |> String.slice(0, 100)            # Limit length
  end
  
  def sanitize_with_stemming(term) do
    # Custom logic with stemming, etc.
    term
    |> sanitize_search()
    |> apply_stemming()
  end
  
  defp apply_stemming(term) do
    # Your stemming logic here
    term
  end
end

# Use in configuration
config :sifter, :options,
  full_text_sanitizer: {MyApp.SearchSanitizer, :sanitize_with_stemming, []}
Complete Configuration Example
# config/config.exs
config :sifter, :options, [
  # Error handling
  unknown_field: :warn,
  unknown_assoc: :ignore, 
  invalid_cast: :error,
  
  # Full-text search  
  tsquery_mode: :plainto,
  full_text_sanitizer: {MyApp.SearchSanitizer, :clean_input, []}
]
Advanced Use Cases
Multi-Tenant Applications
defmodule MyAppWeb.TenantSifterPlug do
  def call(conn, _opts) do
    tenant = get_current_tenant(conn)
    
    # Configure based on tenant
    sifter_opts = case tenant.plan do
      :premium -> [unknown_field: :warn]
      :basic   -> [unknown_field: :ignore] 
      :free    -> :strict  # Very restrictive
    end
    
    Process.put(:sifter_options, sifter_opts)
    conn
  end
end
API Versioning
defmodule MyAppWeb.V2.PostController do
  def index(conn, params) do
    # V2 API uses stricter validation
    {query, meta} = Sifter.filter!(Post, params["q"],
      schema: Post,
      allowed_fields: api_v2_allowed_fields(),
      unknown_field: :error,  # V2 is strict
      search_strategy: {:tsquery, "english"}
    )
    
    render(conn, "index.json", posts: Repo.all(query), meta: meta)
  end
end
Development Helpers
# config/dev.exs - Show all warnings during development
config :sifter, :options, [
  unknown_field: :warn,
  unknown_assoc: :warn, 
  invalid_cast: :warn
]

# lib/my_app/dev_helpers.ex
defmodule MyApp.DevHelpers do
  def debug_sifter_query(query_string, schema) do
    {ecto_query, meta} = Sifter.filter!(schema, query_string,
      schema: schema,
      unknown_field: :warn
    )
    
    IO.puts("=== Sifter Debug ===")
    IO.puts("Query: #{query_string}")
    IO.puts("Warnings: #{inspect(meta.warnings)}")
    IO.puts("Uses full-text: #{meta.uses_full_text?}")
    IO.puts("SQL: #{inspect(Repo.to_sql(:all, ecto_query))}")
    
    {ecto_query, meta}
  end
end
This configuration system allows you to tailor Sifter's behavior to your application's specific needs while maintaining sensible defaults for common use cases.
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    Full-Text Search

This guide covers setting up and using PostgreSQL full-text search capabilities with Sifter.
Overview
Sifter provides three strategies for full-text search, each with different performance characteristics and setup requirements:
	ILIKE Strategy - Simple pattern matching (works with any database)
	TSQuery Strategy - Dynamic PostgreSQL full-text search
	Pre-computed TSVector Column - Optimal performance with dedicated search columns

Database Requirements
PostgreSQL Version
	PostgreSQL 9.1+ required for basic full-text features
	PostgreSQL 12+ recommended for optimal performance and features

Required Extensions
Most full-text features are built into PostgreSQL core, but you may want these extensions:
-- For advanced text processing (optional)
CREATE EXTENSION IF NOT EXISTS unaccent;

-- For additional language support (optional)  
CREATE EXTENSION IF NOT EXISTS dict_xsyn;
Strategy 1: ILIKE (Simple)
The ILIKE strategy works with any database that supports case-insensitive LIKE operations.
Setup
No special database setup required.
Usage
{query, meta} = Sifter.filter!(Post, "elixir programming",
  schema: Post,
  search_fields: ["title", "content"],
  search_strategy: :ilike
)
Generated SQL
SELECT * FROM posts 
WHERE (title ILIKE '%elixir%' OR content ILIKE '%elixir%') 
  AND (title ILIKE '%programming%' OR content ILIKE '%programming%')
Performance Characteristics
	✅ Works with any database
	✅ No setup required
	✅ Simple and predictable
	❌ No ranking or relevance scoring
	❌ Slower on large datasets
	❌ No stemming or linguistic features

Strategy 2: TSQuery (Dynamic)
Uses PostgreSQL's to_tsvector() and plainto_tsquery() functions dynamically.
Setup
No special database setup required beyond PostgreSQL.
Usage
{query, meta} = Sifter.filter!(Post, "elixir programming",
  schema: Post,
  search_fields: ["title", "content"],
  search_strategy: {:tsquery, "english"}
)
Generated SQL
SELECT * FROM posts 
WHERE (to_tsvector('english', coalesce(title, '')) @@ plainto_tsquery('english', 'elixir programming'))
   OR (to_tsvector('english', coalesce(content, '')) @@ plainto_tsquery('english', 'elixir programming'))
Performance Characteristics
	✅ Built-in stemming and language support
	✅ Better search quality than ILIKE
	✅ No additional schema changes required
	❌ Slower than pre-computed columns
	❌ No persistent ranking
	❌ Heavy CPU usage on large text fields

Advanced TSQuery Syntax
Use :raw mode for advanced search operators:
{query, meta} = Sifter.filter!(Post, "elixir & (phoenix | liveview)",
  schema: Post,
  search_fields: ["title", "content"],
  search_strategy: {:tsquery, "english"},
  tsquery_mode: :raw
)
TSQuery operators:
	& - AND (both terms must be present)
	| - OR (either term can be present)  
	! - NOT (term must not be present)
	<-> - followed by (terms must be adjacent)
	<N> - distance (terms within N words)

Strategy 3: Pre-computed TSVector Column (Recommended)
Uses dedicated tsvector columns for optimal performance and ranking.
Database Setup
1. Add TSVector Column
# Create migration
defmodule MyApp.Repo.Migrations.AddSearchableToPosts do
  use Ecto.Migration

  def up do
    alter table(:posts) do
      add :searchable, :tsvector
    end
  end

  def down do
    alter table(:posts) do
      remove :searchable
    end
  end
end
2. Create GIN Index
defmodule MyApp.Repo.Migrations.AddSearchIndexToPosts do
  use Ecto.Migration

  def up do
    # GIN index for fast full-text search
    execute "CREATE INDEX posts_searchable_idx ON posts USING gin(searchable)"
  end

  def down do
    execute "DROP INDEX posts_searchable_idx"
  end
end
3. Create Update Trigger
defmodule MyApp.Repo.Migrations.AddSearchTriggerToPosts do
  use Ecto.Migration

  def up do
    # Function to update searchable column
    execute """
    CREATE OR REPLACE FUNCTION posts_searchable_trigger() RETURNS trigger AS $$
    BEGIN
      NEW.searchable := to_tsvector('english', 
        coalesce(NEW.title, '') || ' ' || 
        coalesce(NEW.content, '') || ' ' ||
        coalesce(NEW.tags, '')
      );
      RETURN NEW;
    END;
    $$ LANGUAGE plpgsql;
    """

    # Trigger to automatically update searchable column
    execute """
    CREATE TRIGGER posts_searchable_update 
      BEFORE INSERT OR UPDATE ON posts 
      FOR EACH ROW EXECUTE FUNCTION posts_searchable_trigger();
    """

    # Update existing records
    execute """
    UPDATE posts SET searchable = to_tsvector('english', 
      coalesce(title, '') || ' ' || 
      coalesce(content, '') || ' ' ||
      coalesce(tags, '')
    )
    """
  end

  def down do
    execute "DROP TRIGGER posts_searchable_update ON posts"
    execute "DROP FUNCTION posts_searchable_trigger()"
  end
end
4. Update Schema
defmodule MyApp.Blog.Post do
  use Ecto.Schema
  
  schema "posts" do
    field :title, :string
    field :content, :text
    field :tags, :string
    field :searchable, :string, virtual: true  # Don't select by default
    
    timestamps()
  end
end
Usage with Pre-computed Column
{query, meta} = Sifter.filter!(Post, "elixir programming",
  schema: Post,
  search_strategy: {:column, {"english", :searchable}}
)
Generated SQL with Ranking
SELECT p0.*, 
       ts_rank_cd(p0.searchable, plainto_tsquery('english', 'elixir programming'), 4) AS search_rank
FROM posts AS p0 
WHERE p0.searchable @@ plainto_tsquery('english', 'elixir programming')
ORDER BY search_rank DESC
Performance Characteristics
	✅ Fastest search performance
	✅ Built-in relevance ranking
	✅ Efficient index usage
	✅ Supports complex queries
	❌ Requires schema changes
	❌ Additional storage overhead
	❌ Trigger maintenance complexity

Language Configuration
Supported Languages
PostgreSQL supports many languages out of the box:
-- List available configurations
SELECT cfgname FROM pg_ts_config;

-- Common languages: english, spanish, french, german, italian, portuguese, etc.
Using Different Languages
# Spanish language configuration
{query, meta} = Sifter.filter!(Post, "programación elixir",
  schema: Post,
  search_fields: ["title", "content"],
  search_strategy: {:tsquery, "spanish"}
)

# Multi-language setup (requires custom configuration)
{query, meta} = Sifter.filter!(Post, "programming",
  schema: Post,
  search_strategy: {:column, {"multilingual", :searchable}}
)
Custom Language Configurations
-- Create custom multi-language configuration
CREATE TEXT SEARCH CONFIGURATION multilingual (COPY = english);
-- Add additional language support as needed
Advanced Full-Text Features
Ranking and Ordering
When using TSVector columns, Sifter automatically adds ranking:
{query, meta} = Sifter.filter!(Post, "elixir phoenix",
  schema: Post,
  search_strategy: {:column, {"english", :searchable}}
)

# meta.uses_full_text? == true
# meta.added_select_fields == [:search_rank] 
# meta.recommended_order == [search_rank: :desc]

# Apply recommended ordering
posts = query
  |> order_by([p], desc: p.search_rank, desc: p.inserted_at)
  |> Repo.all()
Combining with Field Filters
# Full-text search with field constraints
{query, meta} = Sifter.filter!(Post, "elixir status:published author.name:jose",
  schema: Post,
  allowed_fields: ["status", "author.name"],
  search_fields: ["title", "content"],
  search_strategy: {:column, {"english", :searchable}}
)
Custom Ranking
For manual ranking control:
defmodule MyApp.SearchQueries do
  def search_posts(term, opts \\ []) do
    {query, meta} = Sifter.filter!(Post, term,
      schema: Post,
      search_strategy: {:column, {"english", :searchable}}
    )
    
    if meta.uses_full_text? do
      # Custom ranking with boost for recent posts
      query
      |> select_merge([p], %{
        final_rank: fragment(
          "? * 0.8 + (EXTRACT(EPOCH FROM ?) / 86400) * 0.2",
          p.search_rank,
          p.inserted_at
        )
      })
      |> order_by([p], desc: p.final_rank)
    else
      order_by(query, [p], desc: p.inserted_at)
    end
  end
end
Performance Tuning
Index Optimization
-- Monitor index usage
SELECT schemaname, tablename, indexname, idx_scan, idx_tup_read, idx_tup_fetch 
FROM pg_stat_user_indexes 
WHERE indexname = 'posts_searchable_idx';

-- Check index size
SELECT pg_size_pretty(pg_relation_size('posts_searchable_idx'));
Query Performance Analysis
-- Analyze query performance
EXPLAIN (ANALYZE, BUFFERS) 
SELECT * FROM posts 
WHERE searchable @@ plainto_tsquery('english', 'elixir programming')
ORDER BY ts_rank_cd(searchable, plainto_tsquery('english', 'elixir programming'), 4) DESC;
TSVector Column Maintenance
-- Reindex if needed (rarely required)
REINDEX INDEX posts_searchable_idx;

-- Update statistics
ANALYZE posts;

-- Check for bloated indexes
SELECT schemaname, tablename, attname, null_frac, avg_width, n_distinct
FROM pg_stats 
WHERE tablename = 'posts' AND attname = 'searchable';
Troubleshooting
Common Issues
Search returns no results:
-- Check if tsvector column has data
SELECT title, searchable FROM posts WHERE searchable IS NULL LIMIT 5;

-- Test tsquery syntax
SELECT plainto_tsquery('english', 'your search term');
Poor ranking quality:
-- Check ranking distribution
SELECT title, ts_rank_cd(searchable, plainto_tsquery('english', 'term'), 4) as rank
FROM posts 
WHERE searchable @@ plainto_tsquery('english', 'term')
ORDER BY rank DESC
LIMIT 10;
Trigger not updating:
-- Test trigger function manually
UPDATE posts SET title = title WHERE id = 1;

-- Check trigger exists
SELECT tgname FROM pg_trigger WHERE tgrelid = 'posts'::regclass;
Performance Issues
Slow search queries:
	Ensure GIN index exists and is being used
	Check if tsvector column is properly maintained
	Consider using simpler search terms
	Monitor index bloat

High CPU usage:
	Use pre-computed columns instead of dynamic TSQuery
	Limit search term complexity
	Add query timeouts

Migration from Other Strategies
From ILIKE to TSQuery:
# Before
search_strategy: :ilike

# After - no schema changes needed
search_strategy: {:tsquery, "english"}
From TSQuery to Pre-computed Column:
# 1. Run migrations to add tsvector column and triggers
# 2. Update configuration
# Before
search_strategy: {:tsquery, "english"}

# After
search_strategy: {:column, {"english", :searchable}}
This comprehensive setup enables sophisticated full-text search capabilities while maintaining excellent performance for your Sifter-powered applications.
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    Integration Patterns

This guide covers tested patterns for integrating Sifter into real-world applications, focusing on result metadata usage and basic integration techniques.
Understanding Result Metadata
Every Sifter query returns metadata alongside the Ecto query, providing valuable information about query characteristics and optimization opportunities.
Metadata Structure
{query, meta} = Sifter.filter!(Post, "machine learning status:published",
  schema: Post,
  search_fields: ["title", "content"],
  search_strategy: {:tsquery, "english"}
)

IO.inspect(meta)
# %{
#   uses_full_text?: true,
#   added_select_fields: [:search_rank],
#   recommended_order: [search_rank: :desc],
#   warnings: []
# }
Metadata Fields
uses_full_text?: boolean()
	Indicates whether full-text search was applied
	Use to determine if ranking and relevance ordering is appropriate

added_select_fields: [atom()]
	Lists additional fields Sifter added to the SELECT clause
	Important for ensuring proper query handling

recommended_order: [{atom(), :asc | :desc}] | nil
	Suggested ORDER BY clauses for optimal results
	nil when no specific ordering is recommended

warnings: [map()]
	Contains warnings about ignored fields, type casting issues, etc.
	Useful for debugging and user feedback

Phoenix Web Applications
Basic Controller Pattern
defmodule MyAppWeb.PostController do
  use MyAppWeb, :controller
  
  def index(conn, params) do
    query_string = params["q"] || ""
    
    {query, meta} = Sifter.filter!(Post, query_string,
      schema: Post,
      allowed_fields: allowed_fields(),
      search_fields: ["title", "content"],
      search_strategy: {:tsquery, "english"}
    )
    
    # Apply metadata-driven optimizations
    query = apply_ordering(query, meta)
    
    posts = Repo.all(query)
    
    render(conn, "index.html", 
      posts: posts, 
      meta: meta,
      query: query_string
    )
  end
  
  defp apply_ordering(query, meta) do
    if meta.uses_full_text? do
      order_by(query, [p], desc: p.search_rank, desc: p.inserted_at)
    else
      order_by(query, [p], desc: p.inserted_at)
    end
  end
  
  defp allowed_fields do
    [
      "status",
      "category", 
      "priority",
      %{as: "tag.name", field: "tags.name"},
      %{as: "authorName", field: "author.name"}
    ]
  end
end
JSON API Pattern
defmodule MyAppWeb.API.V1.PostController do
  use MyAppWeb, :controller
  
  def index(conn, params) do
    page_size = min(params["per_page"] || 20, 100)
    
    {query, meta} = Sifter.filter!(Post, params["q"],
      schema: Post,
      allowed_fields: api_allowed_fields(),
      search_fields: ["title", "content"],
      search_strategy: {:column, {"english", :searchable}},
      unknown_field: :warn  # Include warnings for API users
    )
    
    # Apply ordering and pagination
    posts = query
      |> apply_search_ordering(meta)
      |> limit(^page_size)
      |> Repo.all()
    
    json(conn, %{
      data: posts,
      meta: %{
        query: params["q"],
        uses_search_fields: meta.uses_full_text?,
        warnings: format_api_warnings(meta.warnings)
      }
    })
  end
  
  defp apply_search_ordering(query, %{uses_full_text?: true}) do
    order_by(query, [p], desc: p.search_rank, desc: p.id)
  end
  
  defp apply_search_ordering(query, _meta) do
    order_by(query, [p], desc: p.inserted_at, desc: p.id)
  end
  
  defp format_api_warnings(warnings) do
    Enum.map(warnings, fn warning ->
      %{
        type: warning.type,
        field: warning[:path] || warning[:field],
        message: "Unknown field ignored"
      }
    end)
  end
  
  defp api_allowed_fields do
    [
      "status",
      "category",
      %{as: "authorName", field: "author.name"},
      %{as: "tagName", field: "tags.name"}
    ]
  end
end
Combining Sifter with Ecto Queries
Pre-filtering with Business Logic
defmodule MyApp.PostQueries do
  def user_accessible_posts(user, sifter_query) do
    # Start with user's accessible content
    base_query = from(p in Post,
      join: a in assoc(p, :author),
      where: a.organization_id == ^user.organization_id
    )
    
    # Apply Sifter filtering to the base query
    {filtered_query, meta} = Sifter.filter!(base_query, sifter_query,
      schema: Post,
      allowed_fields: ["status", "category", "tags.name"]
    )
    
    # Apply ordering based on search metadata
    final_query = if meta.uses_full_text? do
      order_by(filtered_query, [p], desc: p.search_rank, desc: p.created_at)
    else
      order_by(filtered_query, [p], desc: p.created_at)
    end
    
    {final_query, meta}
  end
end
Adding Post-Sifter Constraints
defmodule MyApp.ReportQueries do
  def filtered_entries(date_range, sifter_query) do
    {query, meta} = Sifter.filter!(Entry, sifter_query,
      schema: Entry,
      allowed_fields: ["status", "category", "user.name"]
    )
    
    # Add date range constraint after Sifter
    final_query = query
      |> where([e], e.created_at >= ^date_range.start_date)
      |> where([e], e.created_at <= ^date_range.end_date)
    
    {final_query, meta}
  end
end
Error Handling
Basic Error Handling
defmodule MyAppWeb.SearchController do
  def index(conn, params) do
    case Sifter.filter(Post, params["q"], schema: Post) do
      {:ok, query, meta} ->
        posts = Repo.all(query)
        render(conn, "index.html", posts: posts, meta: meta, error: nil)
        
      {:error, error} ->
        # Log error and show user-friendly message
        Logger.warn("Search error: #{Exception.message(error)}")
        posts = []
        render(conn, "index.html", 
          posts: posts, 
          meta: %{}, 
          error: "Invalid search query"
        )
    end
  end
end
Graceful Degradation
defmodule MyAppWeb.SearchHelpers do
  def safe_search(schema, query_string, opts \\ []) do
    try do
      {query, meta} = Sifter.filter!(schema, query_string, opts)
      {:ok, query, meta}
    rescue
      Sifter.Error ->
        # Fall back to unfiltered query
        {:ok, schema, %{uses_full_text?: false, warnings: []}}
    end
  end
end

# Usage in controller
def index(conn, params) do
  {:ok, query, meta} = safe_search(Post, params["q"], 
    schema: Post,
    allowed_fields: ["status", "category"]
  )
  
  posts = Repo.all(query)
  render(conn, "index.html", posts: posts, meta: meta)
end
Working with Metadata
Using Recommended Ordering
defmodule MyApp.SearchHelpers do
  def apply_recommended_ordering(query, meta) do
    case meta.recommended_order do
      nil ->
        # No specific ordering recommended, use default
        order_by(query, [r], desc: r.inserted_at)
        
      ordering ->
        # Apply recommended ordering
        Enum.reduce(ordering, query, fn {field, direction}, acc ->
          order_by(acc, [r], [{^direction, field(r, ^field)}])
        end)
    end
  end
end
Handling Warnings
defmodule MyAppWeb.SearchController do
  def index(conn, params) do
    {query, meta} = Sifter.filter!(Post, params["q"],
      schema: Post,
      allowed_fields: ["status"],
      unknown_field: :warn
    )
    
    # Show warnings to users in development
    if Mix.env() == :dev and not Enum.empty?(meta.warnings) do
      Logger.debug("Search warnings: #{inspect(meta.warnings)}")
    end
    
    posts = Repo.all(query)
    render(conn, "index.html", posts: posts, warnings: meta.warnings)
  end
end
Field Aliasing Patterns
Frontend-Friendly Field Names
# Allow frontend to use user-friendly names
defmodule MyAppWeb.PostController do
  def index(conn, params) do
    {query, meta} = Sifter.filter!(Post, params["q"],
      schema: Post,
      allowed_fields: frontend_field_mapping()
    )
    
    # ... rest of controller
  end
  
  defp frontend_field_mapping do
    [
      # Frontend can use camelCase, maps to snake_case automatically
      "createdAt",        # -> created_at  
      "authorName",       # -> author_name (if field exists)
      
      # Custom mappings for different naming  
      %{as: "tag", field: "tags.name"},           # Singular vs plural
      %{as: "author", field: "author.name"},      # Simplified access
      %{as: "category", field: "post_category"}   # Different field names
    ]
  end
end
Multi-version API Support
defmodule MyAppWeb.API do
  def v1_field_mapping do
    [
      "status",
      "title",
      %{as: "authorId", field: "author_id"}
    ]
  end
  
  def v2_field_mapping do
    [
      "status", 
      "title",
      "category",
      %{as: "author.name", field: "author.name"},    # V2 allows author name filtering
      %{as: "tag.name", field: "tags.name"}          # V2 allows tag filtering
    ]
  end
end
This focused guide covers the tested and reliable patterns for integrating Sifter while avoiding untested advanced features.
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This guide provides comprehensive information about Sifter's error handling, including all error types, their causes, and how to handle them in your applications.
Error Structure
Sifter errors are structured exceptions with three main components:
%Sifter.Error{
  stage: :lex | :parse | :build,  # Which stage failed
  reason: term(),                 # Specific error details
  token: term()                   # Optional token information
}
Error Stages
Sifter processes queries in three stages, each with its own error types:
	Lexing Stage (:lex) - Tokenizing the input string
	Parsing Stage (:parse) - Converting tokens to AST
	Building Stage (:build) - Converting AST to Ecto queries

Lexing Errors (:lex)
Unterminated String
Cause: String quotes not properly closed
# Error examples
"title:'unterminated string"
"author:\"missing quote"

# Error details
%Sifter.Error{
  stage: :lex,
  reason: {:unterminated_string, nil, {offset, length}}
}

# Message: "Unterminated string at position 7. Strings must be closed with a matching quote."
Fix: Ensure all quoted strings have matching opening and closing quotes.
Invalid Comparator
Cause: Using unsupported comparison operators
# Error examples  
"priority=5"        # Use : for equality
"status:=published" # Invalid combination

# Error details
%Sifter.Error{
  stage: :lex,
  reason: {:invalid_comparator, "=", {offset, length}}
}

# Message: "Invalid operator '=' at position 8. Use ':' for equality or '>', '<', '>=', '<=' for comparisons."
Fix: Use : for equality or >, <, >=, <= for comparisons.
Unexpected Character
Cause: Characters that can't be tokenized in their context
# Error examples
"created_at>=2024-01-01T10:30:00Z"  # Colon in unquoted ISO datetime
"field@value"                       # @ symbol not supported

# Error details  
%Sifter.Error{
  stage: :lex,
  reason: {:unexpected_char, ":", {offset, length}}
}

# Message: "Unexpected character ':' at position 25."
Fix: Quote values containing special characters: createdAt>='2024-01-01T10:30:00Z'
Invalid Field Name
Cause: Field names that don't follow naming rules
# Error examples
"123field:value"    # Cannot start with number
"field.:value"      # Cannot end with dot

# Error details
%Sifter.Error{
  stage: :lex, 
  reason: {:invalid_field, "123field", {offset, length}}
}

# Message: "Invalid field name '123field' at position 0. Field names must start with a letter or underscore."
Fix: Ensure field names start with letter or underscore: _field:value or field123:value
Parsing Errors (:parse)
Unexpected Token
Cause: Tokens that don't fit the grammar in their position
# Error examples
"OR status:published"    # Cannot start with OR
"status: AND priority>5" # Missing value after :

# Error details
%Sifter.Error{
  stage: :parse,
  reason: {:unexpected_token, {:OR_CONNECTOR, "OR", "or", {0, 2}}}
}

# Message: "Unexpected token 'OR' at position 0."
Fix: Ensure proper query structure with complete predicates.
Unexpected EOF After Operator
Cause: Operators without following expressions
# Error examples  
"status:published AND"   # AND with no right side
"priority>"             # > with no value

# Error details
%Sifter.Error{
  stage: :parse,
  reason: {:unexpected_eof_after_operator, {:AND_CONNECTOR, "AND", "and", {18, 3}}}
}

# Message: "Expected expression after 'AND' at position 18. Operators must be followed by a value or field."
Fix: Complete all expressions: status:published AND priority>5
Missing Right Parenthesis
Cause: Unmatched opening parentheses
# Error examples
"(status:draft OR status:review"    # Missing closing )
"((priority>5) AND status:live"     # Missing one closing )

# Error details
%Sifter.Error{
  stage: :parse,
  reason: {:missing_right_paren, {:LEFT_PAREN, "(", nil, {0, 1}}}
}

# Message: "Missing closing parenthesis ')' for opening parenthesis at position 0."
Fix: Match every opening parenthesis with a closing one: (status:draft OR status:review)
Empty List
Cause: Lists without any values
# Error examples
"status IN ()"           # Empty parentheses
"category NOT IN (  )"   # Whitespace only

# Error details
%Sifter.Error{
  stage: :parse,
  reason: {:empty_list, {:LEFT_PAREN, "(", nil, {10, 1}}}
}

# Message: "Empty list at position 10. Lists must contain at least one value."
Fix: Include at least one value: status IN (draft, published)
Trailing Comma in List
Cause: Extra comma after last list item
# Error examples
"status IN (draft, published,)"     # Trailing comma
"priority IN (1, 2, 3, )"          # Space before trailing comma

# Error details
%Sifter.Error{
  stage: :parse,
  reason: {:trailing_comma_in_list, {:COMMA, ",", nil, {25, 1}}}
}

# Message: "Trailing comma at position 25. Remove the comma after the last list item."
Fix: Remove trailing comma: status IN (draft, published)
Invalid Wildcard Position
Cause: Wildcards in unsupported positions
# Error examples  
"title:prefix*suffix"    # Middle wildcard
"title:pre*fix*"        # Multiple wildcards

# Error details
%Sifter.Error{
  stage: :parse,
  reason: {:invalid_wildcard_position, {:STRING_VALUE, "pre*fix*", "pre*fix*", {6, 8}}}
}

# Message: "Invalid wildcard pattern 'pre*fix*' at position 6. Use 'field:prefix*' or 'field:*suffix', not middle wildcards."
Fix: Use only prefix or suffix wildcards: title:prefix* or title:*suffix
Empty Group
Cause: Empty parentheses in expressions
# Error examples
"status:published AND ()"        # Empty parentheses
"() OR priority>5"               # Empty group at start

# Error details  
%Sifter.Error{
  stage: :parse,
  reason: {:empty_group, {:LEFT_PAREN, "(", nil, {22, 1}}}
}

# Message: "Empty parentheses at position 22. Parentheses must contain an expression."
Fix: Include expressions within parentheses: status:published AND (priority>5)
Building Errors (:build)
Unknown Field
Cause: Fields not in the allow-list or schema
# Using strict mode or explicit error handling
{:error, error} = Sifter.filter(Post, "unknownField:value",
  schema: Post, 
  allowed_fields: ["status"], 
  unknown_field: :error
)

# Error details
%Sifter.Error{
  stage: :build,
  reason: {:builder, {:unknown_field, "unknownField"}}
}
Fix: Add field to allow-list or fix field name spelling.
Type Casting Errors
Cause: Values that can't be cast to the field's Ecto type
# Examples that cause casting errors
"priority:not_a_number"     # String to integer field
"created_at:invalid_date"   # Invalid date format

# These errors depend on configuration:
# - :ignore - Skip the predicate
# - :warn - Add warning to metadata  
# - :error - Return error
Fix: Provide values in correct format for the field type.
Error Handling Strategies
Per-Call Error Handling
case Sifter.filter(Post, query_string, schema: Post) do
  {:ok, query, meta} ->
    # Handle successful parsing
    posts = Repo.all(query)
    render(conn, "index.html", posts: posts)
    
  {:error, %Sifter.Error{stage: :lex} = error} ->
    # Lexing error - invalid syntax
    Logger.warn("Lexing error: #{Exception.message(error)}")
    render(conn, "error.html", message: "Invalid search syntax")
    
  {:error, %Sifter.Error{stage: :parse} = error} ->
    # Parsing error - malformed query
    Logger.warn("Parsing error: #{Exception.message(error)}")
    render(conn, "error.html", message: "Malformed search query")
    
  {:error, %Sifter.Error{stage: :build} = error} ->
    # Building error - schema/field issues
    Logger.warn("Building error: #{Exception.message(error)}")
    render(conn, "error.html", message: "Invalid field in search")
end
Graceful Degradation
defmodule MyApp.SearchHelpers do
  def safe_search(schema, query_string, opts \\ []) do
    try do
      Sifter.filter!(schema, query_string, opts)
    rescue
      Sifter.Error ->
        # Fall back to unfiltered query
        {schema, %{uses_full_text?: false, warnings: []}}
    end
  end
  
  def safe_search_with_fallback(schema, query_string, opts \\ []) do
    case Sifter.filter(schema, query_string, opts) do
      {:ok, query, meta} ->
        {:ok, query, meta}
        
      {:error, %Sifter.Error{stage: stage}} when stage in [:lex, :parse] ->
        # Syntax errors - return empty results
        empty_query = from(r in schema, where: false)
        {:ok, empty_query, %{uses_full_text?: false, warnings: []}}
        
      {:error, %Sifter.Error{stage: :build}} ->
        # Field errors - return unfiltered results
        {:ok, schema, %{uses_full_text?: false, warnings: []}}
    end
  end
end
User-Friendly Error Messages
defmodule MyApp.ErrorMessages do
  def user_friendly_message(%Sifter.Error{stage: :lex, reason: reason}) do
    case reason do
      {:unterminated_string, _, _} ->
        "Please close your quoted text with matching quotes."
        
      {:invalid_comparator, "=", _} ->
        "Use ':' for equals. Example: status:published"
        
      {:unexpected_char, char, _} when char in [":", "T"] ->
        "Please quote date/time values. Example: createdAt:'2024-01-01T10:00:00Z'"
        
      _ ->
        "Invalid search syntax. Please check your query."
    end
  end
  
  def user_friendly_message(%Sifter.Error{stage: :parse, reason: reason}) do
    case reason do
      {:unexpected_token, _} ->
        "Unexpected word or symbol in your search query."
        
      {:missing_right_paren, _} ->
        "Please close all parentheses in your query."
        
      {:empty_list, _} ->
        "Lists must contain at least one item. Example: status IN (draft, published)"
        
      {:trailing_comma_in_list, _} ->
        "Remove the extra comma at the end of your list."
        
      _ ->
        "Invalid search query structure."
    end
  end
  
  def user_friendly_message(%Sifter.Error{stage: :build}) do
    "One or more fields in your search are not available."
  end
end
Development vs Production Error Handling
# config/dev.exs
config :my_app, :sifter_error_handling, :detailed

# config/prod.exs  
config :my_app, :sifter_error_handling, :user_friendly

# In your controller
def handle_sifter_error(error) do
  case Application.get_env(:my_app, :sifter_error_handling, :user_friendly) do
    :detailed ->
      # Show full error details in development
      Exception.message(error)
      
    :user_friendly ->
      # Show simplified message in production
      MyApp.ErrorMessages.user_friendly_message(error)
  end
end
Configuration-Based Error Handling
Unknown Field Handling
# Ignore unknown fields (default)
{query, meta} = Sifter.filter!(Post, "status:published invalidField:test",
  schema: Post,
  allowed_fields: ["status"],
  unknown_field: :ignore
)
# Result: Filters only by status, ignores invalidField

# Warn about unknown fields
{query, meta} = Sifter.filter!(Post, "status:published invalidField:test", 
  schema: Post,
  allowed_fields: ["status"],
  unknown_field: :warn
)
# Result: Filters by status, meta.warnings contains info about invalidField

# Error on unknown fields
{:error, error} = Sifter.filter(Post, "status:published invalidField:test",
  schema: Post, 
  allowed_fields: ["status"],
  unknown_field: :error
)
# Result: Returns error immediately
Mode-Based Configuration
# Lenient mode - ignore most issues
{query, meta} = Sifter.filter!(Post, "status:published invalidField:test",
  schema: Post,
  mode: :lenient
)

# Strict mode - error on any issues
{:error, error} = Sifter.filter(Post, "status:published invalidField:test",
  schema: Post,
  mode: :strict
)
This comprehensive error handling guide covers all the error types you'll encounter when using Sifter and provides practical strategies for handling them in your applications.
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Internal lexer state for tracking position during string scanning.
This module maintains the lexer's position within the source string and accumulates
tokens as they are recognized during the scanning process.
Fields
	src - Original complete source string
	rest - Remaining unprocessed bytes
	off - Current byte offset in the source
	len - Total length of the source string
	acc - Accumulated tokens (in reverse order)
	prev_term? - Whether the previous token was a term (affects implied AND insertion)

Used internally by the lexer's scanning functions.
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          @type t() :: %Sifter.Query.Lexer.State{
  acc: [Sifter.Query.Lexer.token()],
  len: non_neg_integer(),
  off: non_neg_integer(),
  prev_term?: boolean(),
  rest: binary(),
  src: binary()
}


      


Lexer state for tracking position during string scanning.
	src: Original complete source string
	rest: Remaining bytes to scan
	off: Current byte offset in source
	len: Total source length in bytes
	acc: Accumulated tokens (reversed)
	prev_term?: True after term tokens, false after structural tokens
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Internal parser state for tracking position during token stream processing.
This module maintains the parser's position within the token stream and provides
efficient random access to tokens using a tuple-based representation.
Fields
	toks - Tuple containing all tokens for O(1) access by index
	i - Current position index in the token stream
	len - Total number of tokens in the stream

Used internally by the parser's recursive descent functions.
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          @type t() :: %Sifter.Query.Parser.State{
  i: non_neg_integer(),
  len: non_neg_integer(),
  toks: tuple()
}


      


Parser state for tracking position in token stream.
	toks: All tokens as a tuple for efficient indexing
	i: Current token index (0-based)
	len: Total number of tokens
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Utilities shared by the Sifter lexer/parser.
Snakecase rules per segment (segments are dot-separated):
	Insert _ only at lower|digit → UPPER boundaries (e.g. firstName → first_name, id2X → id2_x)
	No acronym splitting (e.g. APIKey → apikey, not api_key)
	Map - and space to _, collapse consecutive _, lowercase everything
	Apply independently to each dot-separated segment (dots preserved)
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          @spec segment_snake(binary()) :: binary()
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Sifter is a query filtering library for Elixir that converts search syntax from
frontend applications into Ecto queries with full-text search support.
Overview
Sifter enables frontend JavaScript clients to build flexible queries that can be
sent as simple strings to your backend API. It automatically handles field validation,
type casting, association joins, and PostgreSQL full-text search while providing
security through field allow-lists.
Basic Usage
# Simple field filtering
{query, meta} = Sifter.filter!(Post, "status:published priority>3",
  schema: Post,
  allowed_fields: ["status", "priority"]
)

# With full-text search
{query, meta} = Sifter.filter!(Post, "machine learning status:published",
  schema: Post,
  allowed_fields: ["status"],
  search_fields: ["title", "content"],        # Full-text search fields
  search_strategy: {:tsquery, "english"}      # Full-text search strategy
)

posts = Repo.all(query)
Query Syntax
Sifter supports a rich query syntax:
	Field predicates: status:published, priority>5, createdAt<='2024-01-01'
	Boolean logic: status:draft OR status:review, published AND priority>3
	Lists: status IN (draft, published), tag NOT IN (spam, test), labels ALL (urgent, backend)
	Wildcards: title:data*, email:*@example.com
	Full-text search: Any unqualified terms search configured text fields

Configuration
The main configuration options:
	:schema - The Ecto schema module (required if not inferrable from query)
	:allowed_fields - Field allow-list with optional aliases
	:search_fields - Fields to full-text search for unqualified terms
	:search_strategy - How to perform full-text search (:ilike, {:tsquery, "config"}, etc.)
	:unknown_field - How to handle unknown fields (:ignore, :warn, :error)

Result Metadata
Every query returns metadata about the filtering operation:
meta = %{
  uses_full_text?: true,           # Whether full-text search was used
  added_select_fields: [:search_rank],  # Fields added to SELECT
  recommended_order: [search_rank: :desc],  # Suggested ordering
  warnings: []                      # Any warnings generated
}
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          @type meta() :: %{
  uses_full_text?: boolean(),
  added_select_fields: [atom()],
  recommended_order: [{atom(), :asc | :desc}] | nil
}


      



  



  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @type opts() :: [
  schema: module(),
  allowed_fields: [String.t() | %{as: String.t(), field: String.t()}],
  search_fields: :column | [String.t()],
  search_strategy: :ilike | {:tsquery, String.t()}
]
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          @spec filter(Ecto.Queryable.t(), String.t(), opts()) ::
  {:ok, Ecto.Query.t(), meta()} | {:error, Sifter.Error.t()}
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Error handling for Sifter query parsing and execution.
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        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Sifter.Error{
  __exception__: true,
  reason: term(),
  stage: :lex | :parse | :build,
  token: term()
}
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Resolved, runtime options that control Sifter's behavior.
Precedence (highest → lowest):
	Per-call overrides (opts to Sifter.filter/3)
	Per-process/request default (e.g., set by a Plug)
	Application config (config :sifter, :options, ...)

Full-text Search Sanitization
Sifter provides pluggable sanitization for full-text search terms with two built-in
sanitizers and support for custom sanitization functions.
Default Behavior
	:tsquery_mode defaults to :plainto (uses plainto_tsquery)
	When :tsquery_mode is :plainto, defaults to Sifter.FullText.Sanitizers.Basic
	When :tsquery_mode is :raw, defaults to Sifter.FullText.Sanitizers.Strict

Configuration Examples
# Application-wide defaults
config :sifter, :options,
  tsquery_mode: :raw,
  full_text_sanitizer: &MyApp.CustomSanitizer.sanitize/1

# Per-call override
Sifter.filter!(Entry, query,
  schema: Entry,
  search_fields: :searchable,
  search_strategy: {:column, {"english", :searchable}},
  tsquery_mode: :raw,
  full_text_sanitizer: {MyApp.Sanitizer, :custom_sanitize, []}
)
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        Resolve final options from app config, process default, and per-call overrides.
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          @type t() :: %Sifter.Options{
  empty_in: false | true | :error,
  full_text_sanitizer:
    (String.t() -> String.t()) | {module(), atom(), list()} | nil,
  invalid_cast: :ignore | :warn | :error,
  join_overflow: :ignore | :error,
  max_joins: non_neg_integer(),
  tsquery_mode: :plainto | :raw,
  unknown_assoc: :ignore | :warn | :error,
  unknown_field: :ignore | :warn | :error,
  unsupported_op: :warn | :error
}
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Resolve final options from app config, process default, and per-call overrides.
Recognizes :mode (:lenient | :strict) and individual knobs.
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A lexical analyzer for the Sifter query language that tokenizes search queries.
Sifter provides a query language for filtering data with support for:
	Field-based predicates with various operators (field:value, field>10)
	Set operations (field IN (value1, value2))
	Boolean logic with AND, OR, and NOT operators
	Quoted strings and bare text search
	Wildcard prefix/suffix matching (field:prefix*, field:*suffix)

Grammar
Query         = [ whitespace ] , [ Term , { ( whitespace , Connective , whitespace | whitespace ) , Term } ] , [ whitespace ] ;

Connective    = "AND" | "OR" ;           (* AND has higher precedence than OR *)

Term          = [ Modifier ] , ( "(" , [ whitespace ] , Query , [ whitespace ] , ")" | Predicate | FullText ) ;

Modifier      = "-" | "NOT" , whitespace ;          (* "-" has no following space *)

Predicate     = Field , ( ColonOp , ValueOrList | SetOp , List ) ;

ColonOp       = ":" | "<" | "<=" | ">" | ">=" ;

SetOp         = whitespace , "IN" , whitespace | whitespace , "NOT" , whitespace , "IN" , whitespace | whitespace , "ALL" , whitespace ;

Field         = Name , { "." , Name } ;      (* dot paths, e.g. tags.name, project.client.name *)

ValueOrList   = List | Value ;
List          = "(" , [ whitespace ] , Value , { [ whitespace ] , "," , [ whitespace ] , Value } , [ whitespace ] , ")" ;  (* non-empty *)

(* STRICT wildcard rules - only for fielded values:
   field:value*  → starts_with match
   field:*value  → ends_with match
   Note: No middle wildcards like *value* - use FullText for contains-across-fields *)
Value         = PrefixValue | SuffixValue | ScalarValue | NullValue ;
PrefixValue   = ScalarNoStar , "*" ;                       (* starts_with *)
SuffixValue   = "*" , ScalarNoStar ;                       (* ends_with *)
ScalarValue   = Quoted | BareNoStar ;
NullValue     = NULL

(* Bare terms perform FullText search across configured fields *)
FullText      = Quoted | Bare ;

(* Lexical rules *)
Name          = NameStart , { NameCont } ;
NameStart     = ALNUM | "_" ;
NameCont      = ALNUM | "_" | "-" ;                      (* allow hyphen inside names *)
BareNoStar    = { Visible - Special - "*" }- ;          (* one or more visible chars excluding special and asterisk *)
Bare          = { Visible - Special }- ;                 (* one or more visible chars excluding special *)
Quoted        = "'" , { CharEsc | ? not "'" ? } , "'"
              | '"' , { CharEsc | ? not '"' ? } , '"' ;
CharEsc       = "\" , ? any character ? ;
Special       = whitespace | "(" | ")" | ":" | "<" | ">" | "=" | "," ;
whitespace    = { ? space | tab | carriage return | line feed ? }- ;  (* one or more whitespace chars *)
Visible       = ? any visible character ? ;
ALNUM         = "A" | "B" | "C" | "D" | "E" | "F" | "G" | "H" | "I" | "J" | "K" | "L" | "M" | "N" | "O" | "P" | "Q" | "R" | "S" | "T" | "U" | "V" | "W" | "X" | "Y" | "Z" | "a" | "b" | "c" | "d" | "e" | "f" | "g" | "h" | "i" | "j" | "k" | "l" | "m" | "n" | "o" | "p" | "q" | "r" | "s" | "t" | "u" | "v" | "w" | "x" | "y" | "z" | "0" | "1" | "2" | "3" | "4" | "5" | "6" | "7" | "8" | "9" ;
Behavior Notes
	Implied AND: Missing connectives between terms default to AND operation
	Case-sensitive keywords: AND, OR, NOT, IN, ALL, NULL are case-sensitive (must be uppercase)
	Bare text search: Unfielded terms perform "contains" search across configured fields
	Wildcard constraints: Prefix/suffix wildcards (*) only work in fielded values
	Forward progress: Every tokenization step consumes ≥1 byte or returns an error

Token Types
The lexer produces tokens with the following structure: {type, lexeme, literal, location}
	type: Atom identifying the token type (:STRING_VALUE, :FIELD_IDENTIFIER, etc.)
	lexeme: Original text from the source
	literal: Processed/decoded value (e.g., unescaped strings)
	location: {byte_offset, byte_length} tuple for source position


      


      
        Summary


  
    Types
  


    
      
        byte_length()

      


    


    
      
        byte_offset()

      


    


    
      
        loc()

      


        Source location (byte-based): {byte_offset, byte_length}.
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        Token: {type, lexeme, literal, loc}
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        Tokenizes a Sifter query string into a list of tokens for parsing.
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          @type byte_length() :: non_neg_integer()
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          @type byte_offset() :: non_neg_integer()
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          @type loc() :: {byte_offset(), byte_length()}


      


Source location (byte-based): {byte_offset, byte_length}.
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          @type token() ::
  {:STRING_VALUE, binary(), binary(), loc()}
  | {:FIELD_IDENTIFIER, binary(), binary(), loc()}
  | {:EQUALITY_COMPARATOR, binary(), nil, loc()}
  | {:LESS_THAN_COMPARATOR, binary(), nil, loc()}
  | {:LESS_THAN_OR_EQUAL_TO_COMPARATOR, binary(), nil, loc()}
  | {:GREATER_THAN_COMPARATOR, binary(), nil, loc()}
  | {:GREATER_THAN_OR_EQUAL_TO_COMPARATOR, binary(), nil, loc()}
  | {:SET_IN, binary(), atom(), loc()}
  | {:SET_NOT_IN, binary(), atom(), loc()}
  | {:SET_CONTAINS_ALL, binary(), atom(), loc()}
  | {:AND_CONNECTOR, binary(), binary(), loc()}
  | {:OR_CONNECTOR, binary(), binary(), loc()}
  | {:LEFT_PAREN, binary(), nil, loc()}
  | {:RIGHT_PAREN, binary(), nil, loc()}
  | {:COMMA, binary(), nil, loc()}
  | {:NOT_MODIFIER, binary(), nil, loc()}
  | {:EOF, binary(), nil, loc()}


      


Token: {type, lexeme, literal, loc}
	type: atom tag
	lexeme: exact substring
	literal: unescaped/decoded value
	loc: {offset_bytes, length_bytes}
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          @spec tokenize(String.t()) :: {:ok, [token()]} | {:error, term()}


      


Tokenizes a Sifter query string into a list of tokens for parsing.
This is the main entry point for the lexer. It processes a query string and produces
a list of tokens that can be consumed by Sifter.Query.Parser.
Parameters
	src - The query string to tokenize

Return Values
	{:ok, tokens} - Successfully tokenized list of tokens, always ending with :EOF
	{:error, reason} - Tokenization error with details
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Semantic AST for filters. Both the string and JSON front-ends should build these nodes.
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          @type field_path() :: [String.t()]
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          @type op() ::
  :eq
  | :neq
  | :gt
  | :gte
  | :lt
  | :lte
  | :in
  | :nin
  | :contains_all
  | :starts_with
  | :ends_with


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() ::
  Sifter.AST.And.t()
  | Sifter.AST.Or.t()
  | Sifter.AST.Not.t()
  | Sifter.AST.Cmp.t()
  | Sifter.AST.FullText.t()
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          @type t() :: %Sifter.AST.And{children: [Sifter.AST.t()]}
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          @type t() :: %Sifter.AST.Cmp{
  field_path: Sifter.AST.field_path(),
  op: Sifter.AST.op(),
  value: term() | [term()]
}
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          @type t() :: %Sifter.AST.FullText{term: String.t()}
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          @type t() :: %Sifter.AST.Not{expr: Sifter.AST.t()}
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          @type t() :: %Sifter.AST.Or{children: [Sifter.AST.t()]}


      



  


        

      


  

  
    
    Sifter.Query.Parser - Sifter v0.2.0
    
    

    


  
  

    
Sifter.Query.Parser 
    



      
The Parser transforms tokens from Sifter.Query.Lexer into structured Sifter.AST nodes.
This parser implements a recursive descent parser with operator precedence parsing (Pratt parsing)
to handle complex boolean expressions, field predicates, and set operations in the Sifter query language.
Features
	Operator precedence: Handles correct precedence with AND (precedence 20) binding tighter than OR (precedence 10)
	Boolean logic: Supports AND, OR, and NOT operators with proper associativity
	Field predicates: Parses field-based comparisons with various operators (:, <, <=, >, >=)
	Set operations: Handles IN, NOT IN, and ALL operations with list validation
	Wildcard support: Processes prefix/suffix wildcards (field:prefix*, field:*suffix) for equality operations
	Grouping: Supports parentheses for explicit precedence control
	Full-text search: Handles bare terms as full-text search expressions

Parser Architecture
The parser uses a two-phase approach:
	Prefix parsing: Handles terms that can appear at the start of expressions (NOT, parentheses, field predicates, bare terms)
	Infix parsing: Manages binary operators (AND, OR) with precedence climbing

Precedence Rules
From highest to lowest precedence:
	NOT prefix operator (binds to the immediately following term)
	AND connector (precedence 20, left-associative)
	OR connector (precedence 10, left-associative)

Wildcard Processing
For equality operations (: operator), the parser automatically converts wildcard patterns:
	field:prefix* → %AST.Cmp{op: :starts_with, value: "prefix"}
	field:*suffix → %AST.Cmp{op: :ends_with, value: "suffix"}
	field:"*literal*" → %AST.Cmp{op: :eq, value: "*literal*"} (quoted wildcards are literals)

Wildcards are not allowed in:
	Relational comparisons (<, <=, >, >=)
	Set operations (IN, NOT IN, ALL) unless quoted

Error Handling
The parser provides detailed error reporting with the following error types:
	:unrecognized_token - Invalid token in context (e.g., starting with connector)
	:unexpected_eof_after_operator - Missing right-hand side after operator
	:missing_rhs - Missing value after comparison operator
	:invalid_wildcard_position - Wildcard in invalid position (e.g., middle of term)
	:wildcard_not_allowed_for_relop - Wildcard used with relational operator
	:empty_list - Empty parentheses where list expected
	:trailing_comma_in_list - Trailing comma in list
	:missing_comma_in_list - Missing comma between list items

Notes
The parser is designed to be used after tokenization by Sifter.Query.Lexer and produces
AST nodes that can be consumed by a database query builder or further transformation passes.

      


      
        Summary


  
    Types
  


    
      
        token()

      


    





  
    Functions
  


    
      
        parse(tokens)

      


        Parses a list of tokens from Sifter.Query.Lexer into a Sifter.AST tree.
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          @type token() :: {atom(), binary(), any(), {non_neg_integer(), non_neg_integer()}}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      parse(tokens)



        
          
        

    

  


  

      

          @spec parse([token()]) :: {:ok, Sifter.AST.t()} | {:error, {atom(), token()}}


      


Parses a list of tokens from Sifter.Query.Lexer into a Sifter.AST tree.
This is the main entry point for the parser. It takes a list of tokens produced by
the lexer and transforms them into a structured AST that represents the query's
logical structure.
Parameters
	tokens - A list of 4-tuples {type, lexeme, literal, location} produced by Sifter.Query.Lexer.tokenize/1

Return Values
	{:ok, ast} - Successfully parsed AST node
	{:error, {error_type, token}} - Parse error with the problematic token
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The Builder transforms parsed Sifter.AST nodes into Ecto query expressions.
This module serves as the bridge between Sifter's abstract syntax tree representation
and Ecto's query DSL, generating dynamic SQL fragments that can be applied to Ecto queries.
The Builder handles field validation, type casting, association joins, and full-text search
strategies while providing comprehensive metadata about the generated query.
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          @type meta() :: %{
  uses_full_text?: boolean(),
  added_select_fields: [atom()],
  recommended_order: [{atom(), :asc | :desc}] | nil,
  warnings: [map()] | nil
}
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          @spec apply(Ecto.Queryable.t(), Sifter.AST.t(), keyword()) ::
  {:ok, Ecto.Query.t(), meta()}
  | {:ok, :no_predicates, Ecto.Query.t()}
  | {:error, {:builder, term()}}
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Basic sanitizer for plainto_tsquery operations.
This sanitizer provides minimal, safe transformations suitable for use with
PostgreSQL's plainto_tsquery function, which automatically handles most
special characters and provides inherent protection against injection.
Security Features
	Trims whitespace
	Limits input length to prevent DoS attacks  
	Collapses multiple whitespace characters
	Returns empty string for nil/invalid input

Usage
iex> Sifter.FullText.Sanitizers.Basic.sanitize_plainto("search term")
"search term"

iex> Sifter.FullText.Sanitizers.Basic.sanitize_plainto("  multiple   spaces  ")
"multiple spaces"

iex> Sifter.FullText.Sanitizers.Basic.sanitize_plainto(nil)
""
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        Sanitizes a search term for safe use with plainto_tsquery.
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          @spec sanitize_plainto(term :: any()) :: String.t()


      


Sanitizes a search term for safe use with plainto_tsquery.
This function performs minimal sanitization since plainto_tsquery provides
built-in protection against most injection attacks by automatically escaping
special characters and treating input as plain text.
Parameters
	term - The search term to sanitize (binary or other)

Returns
A sanitized string suitable for plainto_tsquery, or empty string for invalid input.
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Strict sanitizer for raw tsquery operations with defense-in-depth security.
This sanitizer implements aggressive filtering providing multiple layers of
protection against OWASP SQL wildcard attacks and PostgreSQL tsquery injection
vulnerabilities.
Security Features
	Input length limitations to prevent DoS attacks
	Aggressive character filtering to remove wildcards and special characters
	Term count limitations to prevent query complexity attacks
	Minimum term length requirements to prevent wildcard-like behavior
	Only allows alphanumeric characters
	Automatically appends prefix matching (:*) to valid terms

Usage
iex> Sifter.FullText.Sanitizers.Strict.sanitize_tsquery("validation system")
"validation:* & system:*"

iex> Sifter.FullText.Sanitizers.Strict.sanitize_tsquery("'; DROP TABLE --")
""

iex> Sifter.FullText.Sanitizers.Strict.sanitize_tsquery("a")
""

iex> Sifter.FullText.Sanitizers.Strict.sanitize_tsquery("test123 data-mining")
"test123:* & datamining:*"
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        Sanitizes a search term for safe use with raw tsquery operations.
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        Validates if a sanitized search query is safe and non-empty.
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          @spec sanitize_tsquery(term :: any()) :: String.t()


      


Sanitizes a search term for safe use with raw tsquery operations.
This function implements defense-in-depth security measures including:
	Limits total query length to 100 characters
	Limits to maximum 10 search terms
	Removes all special characters including wildcards (%, _, ., -, etc.)
	Requires minimum 2 character term length
	Limits final processed terms to 5
	Only allows alphanumeric characters
	Joins terms with ' & ' for AND logic
	Appends ':*' for prefix matching

Parameters
	term - The search term to sanitize (binary or other)

Returns
A sanitized tsquery string ready for use with PostgreSQL's to_tsquery() function,
or empty string for invalid/unsafe input.
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          @spec valid_search_query?(any()) :: boolean()


      


Validates if a sanitized search query is safe and non-empty.
Parameters
	sanitized_query - The query string to validate

Returns
true if the query is safe and non-empty, false otherwise.
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