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    SqlKit

Hex | GitHub | Documentation
Execute raw SQL in strings or .sql files, get maps and structs back. Built on top of ecto_sql.
SqlKit provides two ways to execute SQL with automatic result transformation:
	Direct SQL execution - Execute SQL strings directly with any Ecto repo
	File-based SQL - Keep SQL in dedicated files with compile-time embedding

# Direct SQL execution
defmodule MyApp.Accounts do
  alias MyApp.Accounts.User

  def get_active_users(company_id, min_age) do
    SqlKit.query_all(MyApp.Repo, """
      SELECT id, name, email, age
      FROM users
      WHERE company_id = $1
        AND age >= $2
        AND active = true
      ORDER BY name
    """, [company_id, min_age], as: User)
  end
end

# File-based SQL
defmodule MyApp.Accounts.SQL do
  use SqlKit,
    otp_app: :my_app,
    repo: MyApp.Repo,
    dirname: "accounts",
    files: ["active_users.sql", "another_query.sql"]
end

defmodule MyApp.Accounts do
  alias MyApp.Accounts.SQL
  alias MyApp.Accounts.User

  def get_active_users(company_id, min_age) do
    SQL.query_all("active_users.sql", [company_id, min_age], as: User)
  end
end

# Usage
MyApp.Accounts.get_active_users(123, 21)
# => [%User{id: 1, name: "Alice", email: "alice@example.com", age: 30}, ...]
Why?
Sometimes raw SQL is the right tool for the job. Complex analytical queries, reports with intricate joins, or database-specific features often demand SQL that's awkward to express through an ORM.
You can do this already with Repo.query, however this returns a result struct with separate columns and rows lists. SqlKit handles this for you, returning maps [%{id: 1, name: "Alice"}, ...] or structs [%User{id: 1, name: "Alice"}, ...] directly.
For file-based SQL, keeping queries in .sql files brings other practical benefits like syntax highlighting, and SQL formatter support. It also makes your codebase more accessible to SQL-fluent team members who can read, review, and contribute queries without needing to learn Elixir first. How .sql files are loaded is configurable by environment: Reading from disk in development for fast iteration, and embedding at compile time in production to eliminate unnecessary I/O.
Features
	Just SQL: No DSL or special syntax to learn.
	Automatic result transformation: Query results returned as maps or structs, not raw columns/rows
	Two APIs: Execute SQL strings directly or load from files
	Compile-time embedding: File-based SQL read once at compile time and stored as module attributes
	Dynamic loading in dev/test: Edit SQL files without recompiling
	Multi-database support: Works with PostgreSQL, MySQL/MariaDB, SQLite, SQL Server, ClickHouse, and DuckDB

Supported Databases
	Database	Ecto Adapter	Driver
	PostgreSQL	Ecto.Adapters.Postgres	Postgrex
	SQLite	Ecto.Adapters.SQLite3	Exqlite
	MySQL	Ecto.Adapters.MyXQL	MyXQL
	MariaDB	Ecto.Adapters.MyXQL	MyXQL
	SQL Server	Ecto.Adapters.Tds	Tds
	ClickHouse	Ecto.Adapters.ClickHouse	Ch
	DuckDB	N/A (direct driver)	Duckdbex

Installation
Add sql_kit to your dependencies in mix.exs:
def deps do
  [
    {:sql_kit, "~> 0.2.0"}
  ]
end
For DuckDB support, also add duckdbex:
def deps do
  [
    {:sql_kit, "~> 0.2.0"},
    {:duckdbex, "~> 0.3"}
  ]
end
Configuration
# config/config.exs
config :my_app, SqlKit,
  root_sql_dir: "priv/repo/sql"  # default

# config/dev.exs and config/test.exs
config :my_app, SqlKit,
  load_sql: :dynamic  # read from disk at runtime

# config/prod.exs (or rely on default)
config :my_app, SqlKit,
  load_sql: :compiled  # use compile-time embedded SQL
Quick Start
Direct SQL Execution
Execute SQL strings directly with any Ecto repo:
# Get all rows as a list of maps
SqlKit.query_all(MyApp.Repo, "SELECT * FROM users WHERE age > $1", [21])
# => [%{id: 1, name: "Alice", age: 30}, %{id: 2, name: "Bob", age: 25}]

# Get a single row (raises if no results)
SqlKit.query_one!(MyApp.Repo, "SELECT * FROM users WHERE id = $1", [1])
# => %{id: 1, name: "Alice", age: 30}

# Get a single row or nil (raises on multiple results)
SqlKit.query_one(MyApp.Repo, "SELECT * FROM users WHERE id = $1", [1])
# => %{id: 1, name: "Alice", age: 30}

SqlKit.query_one(MyApp.Repo, "SELECT * FROM users WHERE id = $1", [999])
# => nil

# Cast results to structs
SqlKit.query_all(MyApp.Repo, "SELECT * FROM users", [], as: User)
# => [%User{id: 1, name: "Alice", age: 30}, ...]

# ClickHouse uses named parameters as a map
SqlKit.query_all(ClickHouseRepo, "SELECT * FROM users WHERE age > {age:UInt32}", %{age: 21})
# => [%{id: 1, name: "Alice", age: 30}, ...]
File-Based SQL
For larger queries or better organization, keep SQL in dedicated files:
1. Create SQL files
SQL files are housed in subdirectories under the root SQL directory. This is priv/repo/sql by default but is configurable via :root_sql_dir config option. The priv/ directory is recommended because these files are included in Mix releases by default.
-- priv/repo/sql/reports/stats.sql
SELECT id, name, total_sales
FROM users
WHERE id = $1
2. Define a SQL module
defmodule MyApp.Reports.SQL do
  use SqlKit,
    otp_app: :my_app,
    repo: MyApp.Repo,
    dirname: "reports",
    files: ["stats.sql", "activity.sql"]
end
3. Execute queries
# Get a single row as a map (raises if no results)
MyApp.Reports.SQL.query_one!("stats.sql", [user_id])
# => %{id: 1, name: "Alice", total_sales: 1000}

# Get a single row or nil (raises on multiple results)
MyApp.Reports.SQL.query_one("stats.sql", [user_id])
# => %{id: 1, name: "Alice", total_sales: 1000}

# You can also use query!/3 and query/3, which are aliases for query_one!/3 and query_one/3
MyApp.Reports.SQL.query!("stats.sql", [user_id])
# => %{id: 1, name: "Alice", total_sales: 1000}

# Get all rows
MyApp.Reports.SQL.query_all("activity.sql", [company_id])
# => [%{id: 1, ...}, %{id: 2, ...}]

# Cast results to structs
MyApp.Reports.SQL.query_one!("stats.sql", [id], as: UserStats)
# => %UserStats{id: 1, name: "Alice", total_sales: 1000}

# Load the raw SQL string
MyApp.Reports.SQL.load!("stats.sql")
# => "SELECT id, name, total_sales..."
DuckDB
DuckDB is a high-performance analytical database. Unlike other supported databases, DuckDB is not an Ecto adapter—SqlKit provides direct integration via the duckdbex driver.
Direct Connection
For scripts, one-off analysis, or simple use cases:
# In-memory database
{:ok, conn} = SqlKit.DuckDB.connect(":memory:")
SqlKit.query_all(conn, "SELECT 1 as num", [])
# => [%{num: 1}]
SqlKit.DuckDB.disconnect(conn)

# File-based database
{:ok, conn} = SqlKit.DuckDB.connect("analytics.duckdb")
SqlKit.query_all(conn, "SELECT * FROM events", [])
SqlKit.DuckDB.disconnect(conn)

# With custom configuration
{:ok, conn} = SqlKit.DuckDB.connect("analytics.duckdb",
  config: %Duckdbex.Config{threads: 4})
Pooled Connection (Recommended for Production)
For production use, add the pool to your supervision tree:
# In your application.ex
def start(_type, _args) do
  children = [
    # ... other children
    {SqlKit.DuckDB.Pool,
      name: MyApp.AnalyticsPool,
      database: "priv/analytics.duckdb",
      pool_size: 4}
  ]

  Supervisor.start_link(children, strategy: :one_for_one)
end
Pool options:
	:name - Required. The name to register the pool under
	:database - Required. Path to database file or ":memory:"
	:pool_size - Number of connections. Default: 4
	:config - Optional Duckdbex.Config struct for advanced configuration (threads, memory limits, etc.)

Then query using the pool:
pool = SqlKit.DuckDB.Pool.pool(MyApp.AnalyticsPool)
SqlKit.query_all(pool, "SELECT * FROM events WHERE date > $1", [~D[2024-01-01]])
# => [%{id: 1, date: ~D[2024-01-15], ...}, ...]
File-Based SQL with DuckDB
Use the :backend option instead of :repo:
defmodule MyApp.Analytics.SQL do
  use SqlKit,
    otp_app: :my_app,
    backend: {:duckdb, pool: MyApp.AnalyticsPool},
    dirname: "analytics",
    files: ["daily_summary.sql", "user_activity.sql"]
end

# Usage
MyApp.Analytics.SQL.query_all("daily_summary.sql", [~D[2024-01-01]])
Loading Extensions
DuckDB extensions (Parquet, JSON, HTTPFS, etc.) are loaded via SQL:
pool = SqlKit.DuckDB.Pool.pool(MyApp.AnalyticsPool)
SqlKit.query_one!(pool, "INSTALL 'parquet';", [])
SqlKit.query_one!(pool, "LOAD 'parquet';", [])
SqlKit.query_all(pool, "SELECT * FROM 'data.parquet'", [])
Streaming Large Results
For memory-efficient processing of large result sets:
# Direct connection streaming
conn
|> SqlKit.DuckDB.stream!("SELECT * FROM large_table", [])
|> Stream.flat_map(& &1)
|> Enum.take(100)

# Pool streaming (callback-based)
SqlKit.DuckDB.Pool.with_stream!(pool, "SELECT * FROM events", [], fn stream ->
  stream |> Stream.flat_map(& &1) |> Enum.count()
end)

# File-based SQL streaming (DuckDB backends only)
MyApp.Analytics.SQL.with_stream!("large_query.sql", [], fn stream ->
  stream |> Stream.flat_map(& &1) |> Enum.take(1000)
end)
Pool Options
Pool operations accept these options:
	:timeout - Checkout timeout in milliseconds (default: 5000)
	:cache - Enable prepared statement caching (default: true)

SqlKit.DuckDB.Pool.query!(pool, sql, params, timeout: 10_000, cache: false)
Key Differences from Ecto-Based Databases
	Uses PostgreSQL-style $1, $2, ... parameter placeholders
	In-memory database: use ":memory:" string (not :memory atom)
	Pool uses NimblePool (connections share one database instance)
	Pool automatically caches prepared statements for repeated queries
	Hugeint values are automatically converted to Elixir integers
	Date/Time values are returned as tuples (e.g., {2024, 1, 15} for dates)

Parameter Syntax by Database
Each database uses different parameter placeholder syntax:
	Database	Syntax	Example
	PostgreSQL	$1, $2, ...	WHERE id = $1 AND age > $2
	MySQL	?	WHERE id = ? AND age > ?
	SQLite	?	WHERE id = ? AND age > ?
	SQL Server	@1, @2, ...	WHERE id = @1 AND age > @2
	ClickHouse	{name:Type}	WHERE id = {id:UInt32} AND age > {age:UInt32}
	DuckDB	$1, $2, ...	WHERE id = $1 AND age > $2

ClickHouse Named Parameters
ClickHouse uses named parameters with explicit types. Pass parameters as a map:
# SQL file: user_by_id.sql
# SELECT * FROM users WHERE id = {id:UInt32}

ClickHouseSQL.query_one!("user_by_id.sql", %{id: 1})
Named Parameters for Other Databases
For databases using positional parameters, wrap SqlKit calls in functions to get named parameter ergonomics:
# SQL string
defmodule MyApp.Accounts do
  alias MyApp.Accounts.User

  def get_active_users(company_id, min_age) do
    SqlKit.query_all(MyApp.Repo, """
      SELECT id, name, email, age
      FROM users
      WHERE company_id = $1
        AND age >= $2
        AND active = true
      ORDER BY name
    """, [company_id, min_age], as: User)
  end
end

# SQL file
defmodule MyApp.Accounts do
  alias MyApp.Accounts.SQL # `use SqlKit` module
  alias MyApp.Accounts.User

  def get_active_users(company_id, min_age) do
    SQL.query_all("active_users.sql", [company_id, min_age], as: User)
  end
end

# Usage
MyApp.Accounts.get_active_users(123, 21)
# => [%User{id: 1, name: "Alice", email: "alice@example.com", age: 30}, ...]
This pattern gives you named parameters through Elixir function arguments while keeping queries as plain SQL.
Use SqlKit Options
	:otp_app (required) - Your application name
	:repo - The Ecto repo module to use for queries (required unless :backend is specified)
	:backend - Alternative to :repo for non-Ecto databases. Supports {:duckdb, pool: PoolName}
	:dirname (required) - Subdirectory within root_sql_dir for this module's SQL files
	:files (required) - List of SQL filenames to load

Note: You must specify either :repo or :backend, but not both.
API Reference
Standalone Functions
These functions are defined directly on the SqlKit module and work with any Ecto repo:
SqlKit.query_all(repo, sql, params \\ [], opts \\ [])
Executes SQL and returns all rows as a list of maps. Raises on query execution errors.
Matches Ecto.Repo.all/2 semantics.
SqlKit.query_all(MyApp.Repo, "SELECT * FROM users")
# => [%{id: 1, name: "Alice"}, %{id: 2, name: "Bob"}]

SqlKit.query_all(MyApp.Repo, "SELECT * FROM users WHERE age > $1", [21], as: User)
# => [%User{id: 1, name: "Alice"}, ...]

# ClickHouse uses named parameters as a map
SqlKit.query_all(ClickHouseRepo, "SELECT * FROM users WHERE age > {age:UInt32}", %{age: 21})
# => [%{id: 1, name: "Alice"}, ...]
SqlKit.query_one!(repo, sql, params \\ [], opts \\ [])
Executes SQL and returns exactly one row as a map.
	Raises SqlKit.NoResultsError if no rows returned
	Raises SqlKit.MultipleResultsError if more than one row returned

Matches Ecto.Repo.one!/2 semantics.
SqlKit.query_one!(MyApp.Repo, "SELECT * FROM users WHERE id = $1", [1])
# => %{id: 1, name: "Alice"}

SqlKit.query_one!(MyApp.Repo, "SELECT * FROM users WHERE id = $1", [1], as: User)
# => %User{id: 1, name: "Alice"}

# ClickHouse uses named parameters as a map
SqlKit.query_one!(ClickHouseRepo, "SELECT * FROM users WHERE id = {id:UInt32}", %{id: 1})
# => %{id: 1, name: "Alice"}
SqlKit.query!(repo, sql, params \\ [], opts \\ [])
Alias for SqlKit.query_one!/4. See SqlKit.query_one!/4 documentation.
SqlKit.query_one(repo, sql, params \\ [], opts \\ [])
Executes SQL and returns one row or nil. Raises on query execution errors or multiple results.
Matches Ecto.Repo.one/2 semantics.
	Returns result on exactly one result
	Returns nil on no results
	Raises SqlKit.MultipleResultsError if more than one row returned

SqlKit.query_one(MyApp.Repo, "SELECT * FROM users WHERE id = $1", [1])
# => %{id: 1, name: "Alice"}

SqlKit.query_one(MyApp.Repo, "SELECT * FROM users WHERE id = $1", [999])
# => nil

# ClickHouse uses named parameters as a map
SqlKit.query_one(ClickHouseRepo, "SELECT * FROM users WHERE id = {id:UInt32}", %{id: 1})
# => %{id: 1, name: "Alice"}
SqlKit.query(repo, sql, params \\ [], opts \\ [])
Alias for SqlKit.query_one/4. See SqlKit.query_one/4 documentation.
File-Based Functions
These functions are generated by use SqlKit and available on your SQL modules:
query_all(filename, params \\ [], opts \\ [])
Executes a query and returns all rows as a list of maps. Raises on query execution errors.
Matches Ecto.Repo.all/2 semantics.
SQL.query_all("users.sql", [company_id])
# => [%{id: 1, name: "Alice"}, %{id: 2, name: "Bob"}]

SQL.query_all("users.sql", [company_id], as: User)
# => [%User{id: 1, name: "Alice"}, %User{id: 2, name: "Bob"}]

# ClickHouse uses named parameters as a map
ClickHouseSQL.query_all("users.sql", %{company_id: 123})
# => [%{id: 1, name: "Alice"}, %{id: 2, name: "Bob"}]
query_one!(filename, params \\ [], opts \\ [])
Executes a query and returns a single row as a map.
	Raises SqlKit.NoResultsError if no rows returned
	Raises SqlKit.MultipleResultsError if more than one row returned

SQL.query_one!("user.sql", [user_id])
# => %{id: 1, name: "Alice"}

SQL.query_one!("user.sql", [user_id], as: User)
# => %User{id: 1, name: "Alice"}

# ClickHouse uses named parameters as a map
ClickHouseSQL.query_one!("user.sql", %{user_id: 1})
# => %{id: 1, name: "Alice"}
query!(filename, params \\ [], opts \\ [])
Alias for query_one!/3. See query_one!/3 documentation.
query_one(filename, params \\ [], opts \\ [])
Executes a query and returns one row or nil. Raises on query execution errors or multiple results.
Matches Ecto.Repo.one/2 semantics.
SQL.query_one("user.sql", [user_id])
# => %{id: 1, name: "Alice"}

SQL.query_one("missing_user.sql", [999])
# => nil  # No results returns nil

# Raises SqlKit.MultipleResultsError on multiple results
SQL.query_one("all_users.sql", [])

# ClickHouse uses named parameters as a map
ClickHouseSQL.query_one("user.sql", %{user_id: 1})
# => %{id: 1, name: "Alice"}
query(filename, params \\ [], opts \\ [])
Alias for query_one/3. See query_one/3 documentation.
load!(filename)
Returns the SQL string for the given file.
SQL.load!("users.sql")
# => "SELECT * FROM users"
load(filename)
SQL.load("users.sql")
# => {:ok, "SELECT * FROM users"}
Options
	:as - Struct module to cast results into
	:unsafe_atoms - If true, uses String.to_atom/1 instead of String.to_existing_atom/1 for column names. Default: false
	:query_name - Custom identifier for exceptions (standalone API only; defaults to truncated SQL)

Contributing
Prerequisites
	ASDF (Elixir + Erlang version management)
	Docker (for database containers via docker compose up)
	SQLite3 (installed locally)

Setup
	Clone the repository

	Run asdf install

	Install dependencies and compile:
mix do deps.get, deps.compile, compile


	Start the database containers:
docker compose up


	Run the tests:
mix test



The test suite runs against all supported databases (PostgreSQL, MySQL, SQLite, SQL Server, ClickHouse, and DuckDB). All databases must be running for the full test suite to pass.
Database Ports
	PostgreSQL: 5432
	MySQL: 3306
	SQL Server: 1433
	ClickHouse: 8123, 9000

SQLite and DuckDB use local files/memory and don't require Docker.
Before Pull Request
Run mix check.
License
MIT License. See LICENSE.md for details.


  

    Changelog

0.2.0
Breaking Changes
	API aligned with Ecto Repo conventions - This is a breaking change that simplifies the API to match Ecto.Repo.all/2 and Ecto.Repo.one/2 semantics.query_all/4 now returns list directly (was {:ok, list})# Before
{:ok, users} = SqlKit.query_all(Repo, "SELECT * FROM users")

# After
users = SqlKit.query_all(Repo, "SELECT * FROM users")
query_all!/4 removed (use query_all/4 instead)# Before
users = SqlKit.query_all!(Repo, "SELECT * FROM users")

# After
users = SqlKit.query_all(Repo, "SELECT * FROM users")
query_one/4 now returns result or nil directly (was {:ok, result | nil})
# Before
{:ok, user} = SqlKit.query_one(Repo, "SELECT * FROM users WHERE id = $1", [1])
{:ok, nil} = SqlKit.query_one(Repo, "SELECT * FROM users WHERE id = $1", [999])

# After
user = SqlKit.query_one(Repo, "SELECT * FROM users WHERE id = $1", [1])
nil = SqlKit.query_one(Repo, "SELECT * FROM users WHERE id = $1", [999])
query_one/4 now raises on multiple results (was {:error, MultipleResultsError})# Before
{:error, %SqlKit.MultipleResultsError{}} =
  SqlKit.query_one(Repo, "SELECT * FROM users")

# After
# Raises SqlKit.MultipleResultsError
SqlKit.query_one(Repo, "SELECT * FROM users")
File-based API follows same changes:	MyModule.query_all/3 returns list directly
	MyModule.query_all!/3 removed
	MyModule.query_one/3 returns result or nil, raises on multiple



Added
	DuckDB support via duckdbex driver
	SqlKit.DuckDB.connect/2 and disconnect/1 for direct connections
	SqlKit.DuckDB.Pool - NimblePool-based connection pool with supervision
	File-based SQL support via :backend option (backend: {:duckdb, pool: PoolName})
	Automatic hugeint to integer conversion
	PostgreSQL-style $1, $2, ... parameter placeholders


	Prepared statement caching for DuckDB pools
	Automatic caching of prepared statements per connection
	Configurable via :cache option (default: true)


	Streaming support for DuckDB large result sets
	SqlKit.DuckDB.stream!/3 and stream_with_columns!/3 for direct connections
	SqlKit.DuckDB.Pool.with_stream!/5 and with_stream_and_columns!/6 for pools
	with_stream!/3 and with_stream_and_columns!/4 for file-based SQL modules


	Pool tuning options
	:timeout option for checkout operations (default: 5000ms)
	Lazy connection initialization
	Documented pool behavior and configuration



0.1.0
	Initial release
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Execute raw SQL in strings or .sql files, get maps and structs back.
SqlKit provides two ways to execute SQL with automatic result transformation:
Direct SQL Execution
Execute SQL strings directly with any Ecto repo:
SqlKit.query_all(MyApp.Repo, "SELECT * FROM users WHERE age > $1", [21])
# => [%{id: 1, name: "Alice", age: 30}, ...]

SqlKit.query_one!(MyApp.Repo, "SELECT * FROM users WHERE id = $1", [1], as: User)
# => %User{id: 1, name: "Alice"}
File-Based SQL
For larger queries, keep SQL in dedicated files with compile-time embedding:
defmodule MyApp.Reports.SQL do
  use SqlKit,
    otp_app: :my_app,
    repo: MyApp.Repo,
    dirname: "reports",
    files: ["stats.sql"]
end

MyApp.Reports.SQL.query_one!("stats.sql", [report_id])
DuckDB File-Based SQL
For DuckDB, use the :backend option instead of :repo. The pool must be
started in your supervision tree with the database configuration:
# In your application.ex supervision tree:
children = [
  {SqlKit.DuckDB.Pool,
    name: MyApp.AnalyticsPool,
    database: "priv/analytics.duckdb",
    pool_size: 4}
]

# Then define your SQL module:
defmodule MyApp.Analytics.SQL do
  use SqlKit,
    otp_app: :my_app,
    backend: {:duckdb, pool: MyApp.AnalyticsPool},
    dirname: "analytics",
    files: ["daily_summary.sql"]
end

MyApp.Analytics.SQL.query_all("daily_summary.sql", [~D[2024-01-01]])
Supported Databases
Any Ecto adapter returning a result map containing rows and columns should work.
The test suite covers the following adapters:
	Database	Ecto Adapter	Driver
	PostgreSQL	Ecto.Adapters.Postgres	Postgrex
	SQLite	Ecto.Adapters.SQLite3	Exqlite
	MySQL	Ecto.Adapters.MyXQL	MyXQL
	MariaDB	Ecto.Adapters.MyXQL	MyXQL
	SQL Server	Ecto.Adapters.Tds	Tds
	ClickHouse	Ecto.Adapters.ClickHouse	Ch

Configuration
# config/config.exs
config :my_app, SqlKit,
  root_sql_dir: "priv/repo/sql"  # default

# config/dev.exs and config/test.exs
config :my_app, SqlKit,
  load_sql: :dynamic  # read from disk at runtime

# config/prod.exs (or rely on default)
config :my_app, SqlKit,
  load_sql: :compiled  # use compile-time embedded SQL
Options
	:otp_app (required) - Your application name
	:repo - The Ecto repo module to use for queries (required unless :backend is specified)
	:backend - Alternative to :repo for non-Ecto databases. Currently supports:	{:duckdb, pool: PoolName} - Use a DuckDB connection pool


	:dirname (required) - Subdirectory within root_sql_dir for this module's SQL files
	:files (required) - List of SQL filenames to load

Note: You must specify either :repo or :backend, but not both.
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        A backend for executing SQL queries.
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        query(backend, sql, params \\ [], opts \\ [])

      


        Alias for query_one/4. See query_one/4 documentation.



    


    
      
        query!(backend, sql, params \\ [], opts \\ [])

      


        Alias for query_one!/4. See query_one!/4 documentation.



    


    
      
        query_all(backend, sql, params \\ [], opts \\ [])

      


        Executes a SQL query and returns all rows as a list of maps or structs.



    


    
      
        query_one(backend, sql, params \\ [], opts \\ [])

      


        Executes a SQL query and returns one row as a map or struct, or nil if no results.
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        Executes a SQL query and returns exactly one row as a map or struct.
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          @type backend() :: Ecto.Repo.t() | struct() | atom()


      


A backend for executing SQL queries.
Can be:
	An Ecto repo module (e.g., MyApp.Repo)
	A SqlKit.DuckDB.Connection struct (for direct DuckDB connections)
	A SqlKit.DuckDB.Pool name (atom) for pooled DuckDB connections
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          @spec query(backend(), String.t(), list() | map(), keyword()) ::
  map() | struct() | nil


      


Alias for query_one/4. See query_one/4 documentation.
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          @spec query!(backend(), String.t(), list() | map(), keyword()) :: map() | struct()


      


Alias for query_one!/4. See query_one!/4 documentation.
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          @spec query_all(backend(), String.t(), list() | map(), keyword()) :: [
  map() | struct()
]


      


Executes a SQL query and returns all rows as a list of maps or structs.
Raises on query execution errors. This matches Ecto.Repo.all/2 semantics.
Backend
The first argument can be:
	An Ecto repo module (e.g., MyApp.Repo)
	A SqlKit.DuckDB.Connection struct
	A SqlKit.DuckDB.Pool name (atom)

Options
	:as - Struct module to cast results into
	:unsafe_atoms - If true, uses String.to_atom/1 instead of
String.to_existing_atom/1 for column names. Default: false

Examples
SqlKit.query_all(MyApp.Repo, "SELECT * FROM users")
# => [%{id: 1, name: "Alice"}, %{id: 2, name: "Bob"}]

SqlKit.query_all(MyApp.Repo, "SELECT * FROM users WHERE age > $1", [21])
# => [%{id: 1, name: "Alice", age: 30}]

SqlKit.query_all(MyApp.Repo, "SELECT * FROM users", [], as: User)
# => [%User{id: 1, name: "Alice"}, %User{id: 2, name: "Bob"}]

# With DuckDB connection
{:ok, conn} = SqlKit.DuckDB.connect(":memory:")
SqlKit.query_all(conn, "SELECT 1 as num", [])
# => [%{num: 1}]

# With DuckDB pool
SqlKit.query_all(MyApp.DuckDBPool, "SELECT * FROM events", [])

  



    

    

  
    
      
    
    
      query_one(backend, sql, params \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec query_one(backend(), String.t(), list() | map(), keyword()) ::
  map() | struct() | nil


      


Executes a SQL query and returns one row as a map or struct, or nil if no results.
Returns the result directly, or nil on no results.
Raises SqlKit.MultipleResultsError if more than one row is returned.
Raises on query execution errors. This matches Ecto.Repo.one/2 semantics.
See query_all/4 for backend documentation.
Options
	:as - Struct module to cast result into
	:unsafe_atoms - If true, uses String.to_atom/1 instead of
String.to_existing_atom/1 for column names. Default: false
	:query_name - Custom identifier for exceptions (defaults to truncated SQL)

Examples
SqlKit.query_one(MyApp.Repo, "SELECT * FROM users WHERE id = $1", [1])
# => %{id: 1, name: "Alice"}

SqlKit.query_one(MyApp.Repo, "SELECT * FROM users WHERE id = $1", [999])
# => nil

  



    

    

  
    
      
    
    
      query_one!(backend, sql, params \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec query_one!(backend(), String.t(), list() | map(), keyword()) :: map() | struct()


      


Executes a SQL query and returns exactly one row as a map or struct.
Raises SqlKit.NoResultsError if no rows are returned.
Raises SqlKit.MultipleResultsError if more than one row is returned.
See query_all/4 for backend documentation.
Options
	:as - Struct module to cast result into
	:unsafe_atoms - If true, uses String.to_atom/1 instead of
String.to_existing_atom/1 for column names. Default: false
	:query_name - Custom identifier for exceptions (defaults to truncated SQL)

Examples
SqlKit.query_one!(MyApp.Repo, "SELECT * FROM users WHERE id = $1", [1])
# => %{id: 1, name: "Alice"}

SqlKit.query_one!(MyApp.Repo, "SELECT * FROM users WHERE id = $1", [1], as: User)
# => %User{id: 1, name: "Alice"}

  


        

      


  

    
SqlKit.Config 
    



      
Runtime configuration access for SqlKit.
Users configure SqlKit in their application's config:
# config/config.exs
config :my_app, SqlKit,
  root_sql_dir: "priv/repo/sql"

# config/dev.exs and config/test.exs
config :my_app, SqlKit,
  load_sql: :dynamic  # Read from disk at runtime

# config/prod.exs (or just rely on the default)
config :my_app, SqlKit,
  load_sql: :compiled  # Use compile-time embedded SQL
Configuration Options
	:root_sql_dir - The root directory for SQL files. Defaults to "priv/repo/sql".
	:load_sql - How to load SQL files at runtime:	:compiled (default) - Use SQL embedded at compile time in module attributes.
	:dynamic - Read SQL files from disk at runtime (useful for dev/test).




      


      
        Summary


  
    Functions
  


    
      
        load_sql(otp_app)

      


        Returns the SQL loading mode for the application.



    


    
      
        root_sql_dir(otp_app)

      


        Returns the root directory for SQL files.



    





      


      
        Functions


        


  
    
      
    
    
      load_sql(otp_app)



        
          
        

    

  


  

      

          @spec load_sql(atom()) :: :compiled | :dynamic


      


Returns the SQL loading mode for the application.
	:compiled (default) - Use SQL embedded at compile time.
	:dynamic - Read SQL files from disk at runtime.


  



  
    
      
    
    
      root_sql_dir(otp_app)



        
          
        

    

  


  

      

          @spec root_sql_dir(atom()) :: String.t()


      


Returns the root directory for SQL files.
Looks up the :root_sql_dir key in the application's SqlKit config.
Defaults to "priv/repo/sql" if not configured.

  


        

      


  

    
SqlKit.DuckDB 
    



      
DuckDB support for SqlKit.
Provides two ways to use DuckDB with SqlKit:
Direct Connection (BYO)
For simple use cases, scripts, or explicit control:
{:ok, conn} = SqlKit.DuckDB.connect(":memory:")
SqlKit.query_all(conn, "SELECT 1 as num", [])
# => [%{num: 1}]
SqlKit.DuckDB.disconnect(conn)
Pooled Connection (Recommended for Production)
For production use, add the pool to your supervision tree:
children = [
  {SqlKit.DuckDB.Pool,
    name: MyApp.AnalyticsPool,
    database: "priv/analytics.duckdb",
    pool_size: 4}
]

# Then use the pool name with SqlKit functions
SqlKit.query_all(MyApp.AnalyticsPool, "SELECT * FROM events", [])
Loading Extensions
DuckDB extensions are loaded via SQL (SQL-first philosophy):
SqlKit.query!(conn, "INSTALL 'parquet';", [])
SqlKit.query!(conn, "LOAD 'parquet';", [])
SqlKit.query_all(conn, "SELECT * FROM 'data.parquet'", [])
Notes
	Uses PostgreSQL-style $1, $2, ... parameter placeholders
	In-memory database: use ":memory:" string (not :memory atom)
	Hugeint values are automatically converted to Elixir integers


      


      
        Summary


  
    Types
  


    
      
        connect_opts()

      


    





  
    Functions
  


    
      
        connect(database, opts \\ [])

      


        Opens a DuckDB database and creates a connection.



    


    
      
        connect!(database, opts \\ [])

      


        Opens a DuckDB database and creates a connection. Raises on error.



    


    
      
        convert_hugeints(rows)

      


        Converts hugeint tuples to integers in result rows.



    


    
      
        convert_value(value)

      


        Converts a single value, handling hugeint tuples.



    


    
      
        disconnect(connection)

      


        Closes a DuckDB connection and releases the database.



    


    
      
        query(connection, sql, params)

      


        Executes a SQL query and returns columns and rows.



    


    
      
        query!(conn, sql, params)

      


        Executes a SQL query and returns columns and rows. Raises on error.



    


    
      
        stream!(connection, sql, params)

      


        Executes a SQL query and returns a stream of result chunks.



    


    
      
        stream_with_columns!(connection, sql, params)

      


        Like stream!/3 but also returns column names.
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      connect_opts()



        
          
        

    

  


  

      

          @type connect_opts() :: [{:config, struct()}]


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      connect(database, opts \\ [])



        
          
        

    

  


  

      

          @spec connect(String.t(), connect_opts()) ::
  {:ok, SqlKit.DuckDB.Connection.t()} | {:error, term()}


      


Opens a DuckDB database and creates a connection.
Arguments
	database - Path to database file or ":memory:" for in-memory database

Options
	:config - A Duckdbex.Config struct for advanced configuration

Examples
# In-memory database
{:ok, conn} = SqlKit.DuckDB.connect(":memory:")

# File-based database
{:ok, conn} = SqlKit.DuckDB.connect("analytics.duckdb")

# With configuration
{:ok, conn} = SqlKit.DuckDB.connect("analytics.duckdb",
  config: %Duckdbex.Config{threads: 4})

  



    

  
    
      
    
    
      connect!(database, opts \\ [])



        
          
        

    

  


  

      

          @spec connect!(String.t(), connect_opts()) :: SqlKit.DuckDB.Connection.t()


      


Opens a DuckDB database and creates a connection. Raises on error.
See connect/2 for options.

  



  
    
      
    
    
      convert_hugeints(rows)



        
          
        

    

  


  

      

          @spec convert_hugeints([[term()]]) :: [[term()]]


      


Converts hugeint tuples to integers in result rows.
Duckdbex represents HUGEINT (128-bit integers) as {upper, lower} tuples.
This function recursively converts all such tuples to Elixir integers.
This is safe because other duckdbex tuple types have different arities:
	DATE: {year, month, day}
	TIME: {hour, minute, second, microsecond}
	DECIMAL: {value, precision, scale}
	TIMESTAMP: {{y, m, d}, {h, m, s, us}}

If duckdbex adds another 2-integer-tuple type in the future, this would
need to be updated. Check duckdbex changelog on upgrades.

  



  
    
      
    
    
      convert_value(value)



        
          
        

    

  


  

      

          @spec convert_value(term()) :: term()


      


Converts a single value, handling hugeint tuples.
See convert_hugeints/1 for details.

  



  
    
      
    
    
      disconnect(connection)



        
          
        

    

  


  

      

          @spec disconnect(SqlKit.DuckDB.Connection.t()) :: :ok


      


Closes a DuckDB connection and releases the database.
Examples
{:ok, conn} = SqlKit.DuckDB.connect(":memory:")
:ok = SqlKit.DuckDB.disconnect(conn)

  



  
    
      
    
    
      query(connection, sql, params)



        
          
        

    

  


  

      

          @spec query(SqlKit.DuckDB.Connection.t(), String.t(), list()) ::
  {:ok, {[String.t()], [[term()]]}} | {:error, term()}


      


Executes a SQL query and returns columns and rows.
This is a low-level function. Users should typically use
SqlKit.query_all/3, SqlKit.query_one!/3, etc. instead.
Examples
{:ok, {columns, rows}} = SqlKit.DuckDB.query(conn, "SELECT 1 as num", [])
# => {:ok, {["num"], [[1]]}}

  



  
    
      
    
    
      query!(conn, sql, params)



        
          
        

    

  


  

      

          @spec query!(SqlKit.DuckDB.Connection.t(), String.t(), list()) ::
  {[String.t()], [[term()]]}


      


Executes a SQL query and returns columns and rows. Raises on error.
See query/3 for details.

  



  
    
      
    
    
      stream!(connection, sql, params)



        
          
        

    

  


  

      

          @spec stream!(SqlKit.DuckDB.Connection.t(), String.t(), list()) :: Enumerable.t()


      


Executes a SQL query and returns a stream of result chunks.
Unlike query!/3 which loads all results into memory, stream!/3 returns
a lazy Stream that fetches results in chunks. This is useful for large
result sets that would otherwise consume too much memory.
Each chunk is a list of rows (each row is a list of values). Use
Stream.flat_map/2 to iterate over individual rows.
Examples
# Stream large result set
conn
|> SqlKit.DuckDB.stream!("SELECT * FROM large_table", [])
|> Stream.flat_map(& &1)
|> Enum.take(100)

# With column names (first element of tuple)
{columns, row_stream} = SqlKit.DuckDB.stream_with_columns!(conn, sql, [])
rows = row_stream |> Stream.flat_map(& &1) |> Enum.to_list()
Notes
	The connection is held for the duration of stream consumption
	Hugeint values are automatically converted to Elixir integers
	For pooled connections, use SqlKit.DuckDB.Pool.with_stream!/5


  



  
    
      
    
    
      stream_with_columns!(connection, sql, params)



        
          
        

    

  


  

      

          @spec stream_with_columns!(SqlKit.DuckDB.Connection.t(), String.t(), list()) ::
  {[String.t()], Enumerable.t()}


      


Like stream!/3 but also returns column names.
Returns {columns, row_chunk_stream} where columns is a list of column
names and row_chunk_stream is a stream of row chunks.
Examples
{columns, stream} = SqlKit.DuckDB.stream_with_columns!(conn, "SELECT * FROM users", [])
# columns => ["id", "name", "age"]
rows = stream |> Stream.flat_map(& &1) |> Enum.to_list()

  


        

      


  

    
SqlKit.DuckDB.Connection 
    



      
Struct representing a DuckDB connection.
Contains references to the database and connection that are managed
by duckdbex NIFs. Use SqlKit.DuckDB.connect/1,2 to create and
SqlKit.DuckDB.disconnect/1 to close.
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        t()

      


    





      


      
        Types
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          @type t() :: %SqlKit.DuckDB.Connection{conn: reference(), db: reference()}


      



  


        

      


  

    
SqlKit.DuckDB.Pool 
    



      
A supervised connection pool for DuckDB.
This module manages a pool of DuckDB connections with proper lifecycle
management. The database is opened once and shared across all connections
in the pool, and is properly released when the pool terminates.
Usage
Add the pool to your application's supervision tree:
children = [
  {SqlKit.DuckDB.Pool,
    name: MyApp.AnalyticsPool,
    database: "priv/analytics.duckdb",
    pool_size: 4}
]
Then use the pool with SqlKit functions using the pool reference:
pool = SqlKit.DuckDB.Pool.pool(MyApp.AnalyticsPool)
SqlKit.query_all(pool, "SELECT * FROM events", [])
Or get the pool reference from start_link:
{:ok, pool} = SqlKit.DuckDB.Pool.start_link(name: MyPool, database: ":memory:")
SqlKit.query_all(pool, "SELECT * FROM events", [])
Options
	:name - Required. The name to register the pool under (atom)
	:database - Required. Path to database file or ":memory:"
	:pool_size - Number of connections. Default: 4
	:config - Optional Duckdbex.Config struct for advanced configuration

Architecture
The pool is implemented as a supervision tree:
	A Supervisor manages the overall lifecycle
	A Database GenServer holds the database reference and releases it on terminate
	A NimblePool manages the individual connections

This ensures the database is properly released when the pool stops, avoiding
resource leaks.
Why Pool Connections?
Based on DuckDB's concurrency model:
	Each connection locks during query execution
	Multiple connections enable parallel query execution
	Connection reuse is critical - disconnecting loses the in-memory cache
	Recommended: Pool of ~4 connections for typical workloads

Pool Behavior
	Lazy initialization: Connections are created on-demand when first checked out,
not at pool startup. This avoids startup latency.
	Prepared statement caching: The pool caches prepared statements per connection.
Repeated queries with the same SQL skip the prepare step.
	Checkout timeout: All checkout operations have a configurable timeout
(default: 5000ms). If no connection is available within the timeout,
a NimblePool.TimeoutError is raised.
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    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        checkout!(pool, fun, opts \\ [])

      


        Checks out a connection from the pool and executes a function.



    


    
      
        child_spec(init_arg)

      


        Returns a child specification for the pool.



    


    
      
        pool(name)

      


        Creates a pool reference struct from a pool name.



    


    
      
        query(pool, sql, params, opts \\ [])

      


        Executes a SQL query using prepared statement caching.



    


    
      
        query!(pool, sql, params, opts \\ [])

      


        Executes a SQL query using prepared statement caching.



    


    
      
        start_link(opts)

      


        Starts the connection pool.



    


    
      
        with_stream!(pool, sql, params, fun, opts \\ [])

      


        Executes a SQL query and streams results through a callback function.



    


    
      
        with_stream_and_columns!(pool, sql, params, fun, opts \\ [])

      


        Like with_stream!/5 but also provides column names to the callback.
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          @type t() :: %SqlKit.DuckDB.Pool{name: atom(), pid: pid()}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      checkout!(pool, fun, opts \\ [])



        
          
        

    

  


  

      

          @spec checkout!(t() | atom(), (SqlKit.DuckDB.Connection.t() -> result), keyword()) ::
  result
when result: term()


      


Checks out a connection from the pool and executes a function.
The connection is automatically returned to the pool after the function
completes, even if it raises an exception.
Note: For queries, prefer using query!/4 which supports prepared statement
caching. Use checkout!/2 for operations that need direct connection access.
Options
	:timeout - Checkout timeout in milliseconds. Default: 5000

Examples
pool = SqlKit.DuckDB.Pool.pool(MyPool)
SqlKit.DuckDB.Pool.checkout!(pool, fn conn ->
  SqlKit.DuckDB.query!(conn, "SELECT * FROM events", [])
end)

  



  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a child specification for the pool.
Used by supervisors to start the pool as part of a supervision tree.

  



  
    
      
    
    
      pool(name)



        
          
        

    

  


  

      

          @spec pool(atom()) :: t()


      


Creates a pool reference struct from a pool name.
Use this to get a reference that can be passed to SqlKit functions.
Example
pool = SqlKit.DuckDB.Pool.pool(MyApp.AnalyticsPool)
SqlKit.query_all(pool, "SELECT * FROM events", [])

  



    

  
    
      
    
    
      query(pool, sql, params, opts \\ [])



        
          
        

    

  


  

      

          @spec query(t() | atom(), String.t(), list(), keyword()) ::
  {:ok, {[String.t()], [[term()]]}} | {:error, term()}


      


Executes a SQL query using prepared statement caching.
Returns {:ok, {columns, rows}} on success, {:error, reason} on failure.
See query!/4 for options.

  



    

  
    
      
    
    
      query!(pool, sql, params, opts \\ [])



        
          
        

    

  


  

      

          @spec query!(t() | atom(), String.t(), list(), keyword()) ::
  {[String.t()], [[term()]]}


      


Executes a SQL query using prepared statement caching.
Prepared statements are cached per connection in the pool. Repeated queries
with the same SQL will reuse the prepared statement, skipping the prepare step.
Options
	:cache - Whether to use prepared statement caching. Default: true
	:timeout - Checkout timeout in milliseconds. Default: 5000

Examples
pool = SqlKit.DuckDB.Pool.pool(MyPool)
SqlKit.DuckDB.Pool.query!(pool, "SELECT * FROM events WHERE id = $1", [1])
# => {["id", "name"], [[1, "click"]]}

# With custom timeout
SqlKit.DuckDB.Pool.query!(pool, sql, params, timeout: 10_000)

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: {:ok, t()} | {:error, term()}


      


Starts the connection pool.
Returns {:ok, pool} where pool is a struct that can be passed
directly to SqlKit functions.
Options
	:name - Required. The name to register the pool under
	:database - Required. Path to database file or ":memory:"
	:pool_size - Number of connections. Default: 4
	:config - Optional Duckdbex.Config struct

Note on In-Memory Databases
For in-memory databases, all pool connections share the same database
instance. This ensures data created on one connection is visible to others.

  



    

  
    
      
    
    
      with_stream!(pool, sql, params, fun, opts \\ [])



        
          
        

    

  


  

      

          @spec with_stream!(
  t() | atom(),
  String.t(),
  list(),
  (Enumerable.t() -> result),
  keyword()
) :: result
when result: term()


      


Executes a SQL query and streams results through a callback function.
The connection is held for the duration of the callback, which receives
a stream of result chunks. This is useful for processing large result
sets without loading everything into memory.
Options
	:timeout - Checkout timeout in milliseconds. Default: 5000

Examples
pool = SqlKit.DuckDB.Pool.pool(MyPool)

# Process large result set in chunks
SqlKit.DuckDB.Pool.with_stream!(pool, "SELECT * FROM large_table", [], fn stream ->
  stream
  |> Stream.flat_map(& &1)
  |> Enum.reduce(0, fn _row, count -> count + 1 end)
end)
# => 1000000

# Take first 100 rows
SqlKit.DuckDB.Pool.with_stream!(pool, "SELECT * FROM events", [], fn stream ->
  stream
  |> Stream.flat_map(& &1)
  |> Enum.take(100)
end)
Notes
	The connection is checked out for the entire duration of the callback
	The callback must fully consume or abandon the stream before returning
	Hugeint values are automatically converted to Elixir integers


  



    

  
    
      
    
    
      with_stream_and_columns!(pool, sql, params, fun, opts \\ [])



        
          
        

    

  


  

      

          @spec with_stream_and_columns!(
  t() | atom(),
  String.t(),
  list(),
  ({[String.t()], Enumerable.t()} -> result),
  keyword()
) :: result
when result: term()


      


Like with_stream!/5 but also provides column names to the callback.
The callback receives {columns, stream} where columns is a list of
column names and stream is the chunk stream.
Options
	:timeout - Checkout timeout in milliseconds. Default: 5000

Examples
SqlKit.DuckDB.Pool.with_stream_and_columns!(pool, "SELECT * FROM users", [], fn {cols, stream} ->
  IO.inspect(cols)  # => ["id", "name", "age"]
  stream |> Stream.flat_map(& &1) |> Enum.to_list()
end)

  


        

      


  

    
SqlKit.Helpers 
    



      
Compile-time helper functions for SqlKit.
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        file_atom(filename)

      


        Converts a SQL filename to an atom for module attribute storage.



    





      


      
        Functions


        


  
    
      
    
    
      file_atom(filename)



        
          
        

    

  


  

      

          @spec file_atom(String.t()) :: atom()


      


Converts a SQL filename to an atom for module attribute storage.
Replaces any non-alphanumeric characters (except underscores) with underscores
to ensure valid atom names.
Examples
iex> SqlKit.Helpers.file_atom("stats_query.sql")
:stats_query_sql

iex> SqlKit.Helpers.file_atom("my-complex.query.sql")
:my_complex_query_sql

  


        

      


  

    
SqlKit.MultipleResultsError exception
    



      
Raised when a query expected to return one result returns more than one.
Similar to Ecto.MultipleResultsError but for SqlKit queries.

      




  

    
SqlKit.NoResultsError exception
    



      
Raised when a query expected to return one result returns none.
Similar to Ecto.NoResultsError but for SqlKit queries.
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