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ColBERT-style neural retrieval for Elixir.
Stephen implements late interaction retrieval using per-token embeddings and MaxSim scoring. Instead of compressing text into a single vector, it keeps one embedding per token, enabling fine-grained semantic matching.
Installation
def deps do
  [
    {:stephen, "~> 0.1.0"},
    {:exla, "~> 0.9"}  # optional, for GPU acceleration
  ]
end
For GPU acceleration:
# config/config.exs
config :nx, default_backend: EXLA.Backend
Quick Start
# Load encoder (downloads model on first use)
{:ok, encoder} = Stephen.load_encoder()

# Create index and add documents
index = Stephen.new_index(encoder)
index = Stephen.index(encoder, index, [
  {"colbert", "Stephen Colbert hosted The Colbert Report before The Late Show"},
  {"conan", "Conan O'Brien is known for his self-deprecating humor and tall hair"},
  {"seth", "Seth Meyers was head writer at SNL before hosting Late Night"}
])

# Search
results = Stephen.search(encoder, index, "late night comedy")
# => [%{doc_id: "colbert", score: 15.2}, ...]

# Save/load
:ok = Stephen.save_index(index, "my_index")
{:ok, index} = Stephen.load_index("my_index")
Why ColBERT?
Traditional dense retrieval compresses each text into a single vector. ColBERT keeps per-token embeddings and matches query tokens to document tokens individually:
	Each token gets its own embedding
	For each query token, find the best-matching document token (MaxSim)
	Sum these maximum similarities

This captures nuanced relevance that single-vector methods miss.
Reranking
Use Stephen to rerank candidates from a faster first-stage retriever:
# From indexed documents
results = Stephen.rerank(encoder, index, "query", ["doc1", "doc5", "doc12"])

# From raw text (no index needed)
candidates = [
  {"colbert", "Stephen Colbert interviews politicians with satirical wit"},
  {"conan", "Conan O'Brien traveled the world for his travel show"}
]
results = Stephen.rerank_texts(encoder, "political satire comedy", candidates)
Query Expansion (PRF)
Improve recall with pseudo-relevance feedback:
results = Stephen.search_with_prf(encoder, index, "late night hosts")

# Tune expansion parameters
results = Stephen.search_with_prf(encoder, index, query,
  feedback_docs: 5,
  expansion_tokens: 15,
  expansion_weight: 0.3
)
PRF uses top-ranked documents to expand the query with related terms, finding documents that may not match the exact query.
Debugging Scores
Understand why a document scored the way it did:
explanation = Stephen.explain(encoder, "satirical comedy", "Colbert is a satirical host")

# Print formatted explanation
explanation |> Stephen.Scorer.format_explanation() |> IO.puts()
# Score: 15.20
#
# Query Token          -> Doc Token            Similarity
# --------------------------------------------------------
# satirical            -> satirical            0.95
# comedy               -> host                 0.72
# ...
This shows which query tokens matched which document tokens and their similarity scores.
Index Types
	Index	Use Case
	Stephen.Index	Small-medium collections, fast updates
	Stephen.Plaid	Larger collections, sub-linear search
	Stephen.Index.Compressed	Memory-constrained, 4-32x compression

Documentation
Try the interactive Livebook tutorial to explore Stephen hands-on.
See the guides for detailed documentation:
	Architecture: how ColBERT and Stephen work
	Index Types: choosing and configuring indexes
	Compression: residual quantization for memory efficiency
	Chunking: handling long documents
	Configuration: encoder and index options

License
Copyright (c) 2025 George Guimarães
Licensed under the MIT License. See LICENSE for details.


  

    Getting Started with Stephen

Mix.install([
  {:stephen, "~> 0.1.0"},
  {:exla, "~> 0.9"},
  {:kino, "~> 0.14"}
])

# Use EXLA for faster inference
Nx.global_default_backend(EXLA.Backend)
Introduction
Stephen is a ColBERT-style neural retrieval library for Elixir. Unlike traditional vector search that compresses each document into a single embedding, ColBERT keeps one embedding per token, enabling fine-grained semantic matching.
This notebook walks you through:
	Loading the encoder
	Indexing documents
	Searching and understanding results
	Reranking candidates
	Debugging with explain

Load the Encoder
The encoder downloads the ColBERT model on first use (~500MB). This takes a minute the first time.
{:ok, encoder} = Stephen.load_encoder()
Index Some Documents
Let's index some facts about late night talk show hosts:
documents = [
  {"colbert", "Stephen Colbert hosted The Colbert Report on Comedy Central before taking over The Late Show on CBS"},
  {"conan", "Conan O'Brien is known for his self-deprecating humor, tall hair, and pale complexion"},
  {"seth", "Seth Meyers was head writer at SNL before hosting Late Night on NBC"},
  {"oliver", "John Oliver hosts Last Week Tonight on HBO, focusing on investigative journalism"}
]

index = Stephen.new_index(encoder)
index = Stephen.index(encoder, index, documents)
Search
Now let's search for relevant documents:
query = "late night comedy hosts"
results = Stephen.search(encoder, index, query, top_k: 3)
The results show document IDs ranked by their MaxSim scores. Higher scores mean better semantic matches.
Try Different Queries
queries = [
  "political satire and journalism",
  "SNL comedy writers",
  "tall comedian with red hair"
]

for query <- queries do
  results = Stephen.search(encoder, index, query, top_k: 2)

  IO.puts("\n🔍 Query: #{query}")
  for %{doc_id: id, score: score} <- results do
    IO.puts("   #{id}: #{Float.round(score, 2)}")
  end
end

:ok
Understanding Scores with Explain
Why did a document score the way it did? Use explain/3 to see token-level matching:
explanation = Stephen.explain(
  encoder,
  "political satire journalism",
  "John Oliver hosts Last Week Tonight on HBO, focusing on investigative journalism"
)

explanation
|> Stephen.Scorer.format_explanation()
|> IO.puts()
The explanation shows which query tokens matched which document tokens and their similarity scores. This helps debug unexpected rankings.
Reranking
Stephen excels at reranking candidates from a faster first-stage retriever (like BM25 or Postgres full-text search).
Rerank from Index
# Pretend these came from a keyword search
candidate_ids = ["conan", "oliver", "seth"]

Stephen.rerank(encoder, index, "investigative news show", candidate_ids)
Rerank Raw Text
No index needed for ad-hoc reranking:
candidates = [
  {"wiki1", "The Daily Show is an American late-night talk show"},
  {"wiki2", "60 Minutes is an investigative journalism program"},
  {"wiki3", "Last Week Tonight combines comedy with investigative journalism"}
]

Stephen.rerank_texts(encoder, "comedy investigative journalism", candidates)
Query Expansion with PRF
Pseudo-relevance feedback (PRF) expands queries using terms from top-ranked documents:
# Without PRF
basic = Stephen.search(encoder, index, "comedy writer", top_k: 2)
IO.inspect(basic, label: "Basic search")

# With PRF - finds related terms from top results
expanded = Stephen.search_with_prf(encoder, index, "comedy writer", top_k: 2)
IO.inspect(expanded, label: "With PRF")
PRF can improve recall when queries are short or ambiguous.
Interactive Search
Try your own queries:
query_input = Kino.Input.text("Search query", default: "funny host")
query = Kino.Input.read(query_input)

if query != "" do
  results = Stephen.search(encoder, index, query, top_k: 4)

  rows = Enum.map(results, fn %{doc_id: id, score: score} ->
    {_, text} = Enum.find(documents, fn {doc_id, _} -> doc_id == id end)
    %{id: id, score: Float.round(score, 2), text: text}
  end)

  Kino.DataTable.new(rows)
else
  "Enter a query above"
end
Saving and Loading Indexes
Persist indexes to disk:
# Save
path = Path.join(System.tmp_dir!(), "stephen_demo_index")
:ok = Stephen.save_index(index, path)
IO.puts("Saved to #{path}")

# Load
{:ok, loaded_index} = Stephen.load_index(path)

# Verify it works
Stephen.search(encoder, loaded_index, "comedy", top_k: 1)
Next Steps
	See Index Types for larger collections
	See Compression for memory-constrained environments
	See Chunking for long documents

Cleanup
# Clean up temp files
File.rm_rf!(path)
:ok


  

    Architecture

Stephen implements ColBERT (Contextual Late Interaction over BERT), a neural retrieval architecture that uses per-token embeddings for fine-grained semantic matching.
How ColBERT Works
Traditional dense retrieval compresses each text into a single vector:
Query: "satirical comedy" → [0.1, 0.3, -0.2, ...]  (one vector)
Doc:   "Colbert is satirical"   → [0.2, 0.1, -0.1, ...]  (one vector)
Score: dot_product(query_vec, doc_vec)
ColBERT keeps one embedding per token:
Query: "satirical comedy"
  → "satirical" → [0.1, 0.3, ...]
  → "comedy" → [0.2, -0.1, ...]

Doc: "Colbert is satirical"
  → "Colbert" → [0.0, 0.2, ...]
  → "is" → [0.1, 0.0, ...]
  → "satirical" → [0.1, 0.3, ...]
MaxSim Scoring
For each query token, find the maximum similarity to any document token:
"satirical" best matches "satirical" → 0.95
"comedy" best matches "Colbert" → 0.42

Final score = 0.95 + 0.42 = 1.37
This captures that "satirical" has a perfect match while "comedy" has a weaker match, providing more nuanced scoring than a single vector comparison.
Module Overview
	Module	Purpose
	Stephen.Encoder	BERT-based text to per-token embeddings
	Stephen.Scorer	MaxSim and score normalization
	Stephen.Index	HNSWLib-backed ANN search
	Stephen.Plaid	Centroid-based inverted index
	Stephen.Index.Compressed	PLAID + residual compression
	Stephen.Compression	Quantization codebook
	Stephen.Chunker	Long document handling
	Stephen.Retriever	High-level retrieval orchestration

Retrieval Pipeline
Standard Flow
# 1. Encode query to per-token embeddings
query_embeddings = Encoder.encode_query(encoder, "late night comedy")

# 2. Find candidate documents via ANN search
candidates = Index.search_tokens(index, query_embeddings, k: 50)

# 3. Rerank candidates with full MaxSim
results = candidates
|> Enum.map(fn doc_id ->
  doc_embeddings = Index.get_embeddings(index, doc_id)
  score = Scorer.max_sim(query_embeddings, doc_embeddings)
  %{doc_id: doc_id, score: score}
end)
|> Enum.sort_by(& &1.score, :desc)
Two-Stage Retrieval
For large collections, use a fast first stage (BM25, dense retrieval) then rerank with ColBERT:
# Stage 1: Fast candidate retrieval (external)
candidates = MySearch.bm25_search(query, top_k: 100)

# Stage 2: ColBERT reranking
results = Stephen.rerank(encoder, index, query, candidates)
Query Augmentation
ColBERT pads queries with [MASK] tokens to a fixed length (default 32). The model learns to use these positions for query expansion, matching additional relevant terms.
# Input: "late night host"
# Internal: "[Q] late night host [MASK] [MASK] ... [MASK]"
#           ↑                    ↑─────────────────────────↑
#           Query marker         Padding to 32 tokens
Document Markers
Both queries and documents are prefixed with markers:
	Queries: [Q] prefix
	Documents: [D] prefix

These help the model distinguish query vs document context during encoding.
Pseudo-Relevance Feedback (PRF)
PRF improves recall by expanding the query with information from top-ranked documents:
1. Initial search with original query
2. Take top-k documents as "pseudo-relevant"
3. Extract token embeddings that add new information
4. Combine with original query embeddings
5. Re-search with expanded query
The expansion token selection uses a relevance × novelty score: tokens should be similar enough to the query to be relevant, but different enough to add new matching capability.
# PRF search with default parameters
results = Stephen.search_with_prf(encoder, index, "talk show hosts")

# Custom PRF configuration
results = Stephen.search_with_prf(encoder, index, query,
  feedback_docs: 5,        # Documents for feedback
  expansion_tokens: 15,    # Tokens to add
  expansion_weight: 0.3    # Weight vs original query
)
PRF is useful when:
	Users provide short or ambiguous queries
	You want to find documents with related but different terminology
	Recall is more important than precision

Score Debugging
When you need to understand why a document scored the way it did, use explain:
explanation = Stephen.explain(encoder, "political satire", "Colbert does satirical commentary")
This returns a map with:
	:score - the total MaxSim score
	:matches - list of {query_token, doc_token, similarity} tuples

Format for human-readable output:
explanation |> Stephen.Scorer.format_explanation() |> IO.puts()
# Score: 18.42
#
# Query Token          -> Doc Token            Similarity
# --------------------------------------------------------
# political            -> commentary           0.78
# satire               -> satirical            0.92
# [MASK]               -> Colbert              0.65
# ...
Each row shows which document token best matched each query token. Note that [MASK] tokens from query augmentation also contribute to the score when they match relevant document tokens.
Use this to:
	Debug unexpected rankings
	Understand what terms drive relevance
	Explain search results to users
	Tune document content for better matching



  

    Index Types

Stephen provides three index implementations for different scale and memory requirements.
Standard Index
Stephen.Index uses HNSWLib for approximate nearest neighbor search. Best for small to medium collections with frequent updates.
index = Stephen.Index.new(
  embedding_dim: 128,
  space: :cosine,        # or :l2
  max_tokens: 100_000,   # maximum token embeddings
  m: 16,                 # HNSW M parameter
  ef_construction: 200   # HNSW build quality
)

# Add documents
index = Stephen.Index.add(index, "doc1", embeddings)

# Search
candidates = Stephen.Index.search_tokens(index, query_embeddings, 50)
When to Use
	Collections under ~10K documents
	Need fast add/delete/update operations
	Memory is not a primary concern

Parameters
	Parameter	Default	Description
	:embedding_dim	required	Embedding dimension
	:space	:cosine	Distance metric (:cosine or :l2)
	:max_tokens	100,000	Maximum token embeddings to store
	:m	16	HNSW graph connectivity
	:ef_construction	200	Index build quality

PLAID Index
Stephen.Plaid uses centroid-based inverted lists for sub-linear search time. Best for larger collections.
plaid = Stephen.Plaid.new(
  embedding_dim: 128,
  num_centroids: 1024
)

# Index documents (trains centroids on first call)
plaid = Stephen.Plaid.index_documents(plaid, [
  {"doc1", embeddings1},
  {"doc2", embeddings2}
])

# Search
results = Stephen.Plaid.search(plaid, query_embeddings,
  top_k: 10,
  nprobe: 32
)
How It Works
	Cluster all document token embeddings into K centroids
	Build inverted lists: centroid → [doc_ids with tokens near that centroid]
	At query time, find nearest centroids for query tokens
	Retrieve candidate docs from inverted lists
	Rerank candidates with full MaxSim

When to Use
	Collections over ~10K documents
	Search speed is critical
	Can tolerate slightly lower recall

Parameters
	Parameter	Default	Description
	:embedding_dim	required	Embedding dimension
	:num_centroids	1024	Number of clusters
	:nprobe	32	Centroids to probe per search

Higher num_centroids improves precision but slows search. Higher nprobe improves recall but slows search.
Compressed Index
Stephen.Index.Compressed combines PLAID candidate generation with residual compression for memory efficiency.
index = Stephen.Index.Compressed.new(
  embedding_dim: 128,
  num_centroids: 1024,
  compression_centroids: 2048,
  residual_bits: 8
)

# Train compression codebook (requires sample embeddings)
index = Stephen.Index.Compressed.train(index, training_embeddings)

# Add documents (stores compressed)
index = Stephen.Index.Compressed.add(index, "doc1", embeddings)

# Search (decompresses on-the-fly)
results = Stephen.Index.Compressed.search(index, query_embeddings, top_k: 10)
Compression Levels
	Bits	Compression	Quality Impact
	8	~4x	Minimal
	2	~16x	Moderate
	1	~32x	Noticeable

When to Use
	Large collections with memory constraints
	Willing to trade some quality for memory
	Can train codebook on representative sample

Parameters
	Parameter	Default	Description
	:embedding_dim	required	Embedding dimension
	:num_centroids	1024	PLAID centroids
	:compression_centroids	2048	Compression codebook size
	:residual_bits	8	Quantization depth

Dynamic Updates
All index types support add, delete, and update:
# Add
index = Index.add(index, "doc1", embeddings)

# Delete
index = Index.delete(index, "doc1")

# Update (delete + add)
index = Index.update(index, "doc1", new_embeddings)

# Batch operations
index = Index.add_all(index, [{"doc2", emb2}, {"doc3", emb3}])
index = Index.delete_all(index, ["doc2", "doc3"])
Persistence
All indexes can be saved and loaded:
:ok = Stephen.Index.save(index, "/path/to/index")
{:ok, index} = Stephen.Index.load("/path/to/index")
The save format includes all metadata needed to reconstruct the index.


  

    Compression

Stephen implements ColBERTv2-style residual compression for memory-efficient storage of token embeddings.
How It Works
Instead of storing full float32 embeddings (512 bytes for 128 dimensions), we store:
	Centroid ID (2 bytes): which cluster centroid is closest
	Quantized Residual (variable): the difference from the centroid

To reconstruct: embedding ≈ centroid[id] + dequantize(residual)
Compression Levels
	Bits	Storage per Token	Compression Ratio	Quality
	8	130 bytes	~4x	Excellent
	2	34 bytes	~16x	Good
	1	18 bytes	~32x	Acceptable

Training the Codebook
Compression requires training a codebook on representative embeddings:
# Collect sample embeddings
sample_embeddings = documents
|> Enum.take(1000)
|> Enum.map(fn {_id, text} -> Encoder.encode_document(encoder, text) end)
|> Nx.concatenate(axis: 0)

# Train compression codebook
compression = Stephen.Compression.train(sample_embeddings,
  num_centroids: 2048,
  residual_bits: 8,
  iterations: 20
)
More centroids generally improves quality but increases memory for the codebook itself.
Using Compressed Index
# Create index with compression settings
index = Stephen.Index.Compressed.new(
  embedding_dim: 128,
  num_centroids: 1024,        # PLAID centroids
  compression_centroids: 2048, # compression codebook size
  residual_bits: 8
)

# Train on sample data
index = Stephen.Index.Compressed.train(index, sample_embeddings)

# Add documents (stored compressed)
index = Stephen.Index.Compressed.add(index, "doc1", embeddings)

# Search (decompresses candidates on-the-fly)
results = Stephen.Index.Compressed.search(index, query_embeddings, top_k: 10)
Standalone Compression
You can also use compression independently:
# Train codebook
compression = Stephen.Compression.train(embeddings,
  num_centroids: 2048,
  residual_bits: 8
)

# Compress embeddings
compressed = Stephen.Compression.compress(compression, embeddings)
# => %{centroid_ids: tensor, residuals: tensor}

# Decompress
reconstructed = Stephen.Compression.decompress(compression, compressed)

# Compute approximate similarity directly
score = Stephen.Compression.approximate_similarity(
  compression,
  query_embeddings,
  compressed_doc
)
Saving and Loading
# Save codebook
:ok = Stephen.Compression.save(compression, "codebook.bin")

# Load codebook
{:ok, compression} = Stephen.Compression.load("codebook.bin")
Memory Calculation
For a collection with N documents averaging T tokens each:
	Setting	Memory
	Uncompressed (f32)	N × T × dim × 4 bytes
	8-bit	N × T × (2 + dim) bytes
	2-bit	N × T × (2 + dim/4) bytes
	1-bit	N × T × (2 + dim/8) bytes

Example: 100K documents, 100 tokens/doc, 128-dim embeddings:
	Setting	Memory
	Uncompressed	5.1 GB
	8-bit	1.3 GB
	2-bit	340 MB
	1-bit	180 MB

Quality vs Compression Tradeoff
Lower bit depths reduce memory but increase approximation error. Recommendations:
	8-bit: Default choice, minimal quality loss
	2-bit: When memory is constrained, acceptable for most use cases
	1-bit: Extreme compression, test quality on your data first



  

    Chunking

BERT-based models have a maximum token limit (typically 512 tokens). Stephen's Chunker handles documents that exceed this limit by splitting them into overlapping chunks.
Stephen uses text_chunker for sentence-aware recursive chunking, which splits at semantic boundaries (sentences, paragraphs) similar to LangChain's approach. Research shows ColBERT performs best with sentence-aware chunking.
Basic Usage
documents = [
  {"doc1", "Very long document text..."},
  {"doc2", "Another long document..."}
]

# Chunk documents
{chunks, mapping} = Stephen.Chunker.chunk_documents(documents)

# With custom size (characters, not tokens)
{chunks, mapping} = Stephen.Chunker.chunk_documents(documents,
  chunk_size: 500,     # ~100-125 tokens
  chunk_overlap: 100
)

# For markdown documents
{chunks, mapping} = Stephen.Chunker.chunk_documents(documents,
  format: :markdown
)
Indexing Chunks
Index chunks like regular documents:
index = Stephen.index(encoder, index, chunks)
Merging Results
After search, merge chunk results back to document-level scores:
chunk_results = Stephen.search(encoder, index, "query")
# => [%{doc_id: "doc1__chunk_2", score: 15.2}, ...]

doc_results = Stephen.Chunker.merge_results(chunk_results, mapping,
  aggregation: :max  # or :sum, :mean
)
# => [%{doc_id: "doc1", score: 15.2}, ...]
Aggregation Strategies
	Strategy	Description	Best For
	:max	Highest chunk score	Short queries, specific matches
	:sum	Sum of all chunk scores	Longer queries, topic matching
	:mean	Average chunk score	Balanced ranking

Parameters
	Parameter	Default	Description
	:chunk_size	500	Target chunk size in characters
	:chunk_overlap	100	Overlap between chunks in characters
	:format	:plaintext	Text format (:plaintext or :markdown)

Choosing Parameters
	chunk_size: ~500 characters ≈ 100-125 tokens, ColBERT's sweet spot
	chunk_overlap: 100-200 characters provides good context preservation
	format: Use :markdown for markdown docs to split at headings

Example: Full Pipeline
# 1. Load encoder
{:ok, encoder} = Stephen.load_encoder()

# 2. Prepare documents
documents = [
  {"paper1", File.read!("paper1.txt")},
  {"paper2", File.read!("paper2.txt")}
]

# 3. Chunk long documents
{chunks, mapping} = Stephen.Chunker.chunk_documents(documents)

# 4. Create and populate index
index = Stephen.new_index(encoder)
index = Stephen.index(encoder, index, chunks)

# 5. Search
chunk_results = Stephen.search(encoder, index, "comedy monologue")

# 6. Merge to document-level
doc_results = Stephen.Chunker.merge_results(chunk_results, mapping)
Handling Very Long Documents
For documents with hundreds of chunks, consider:
	Pre-filtering: Use metadata or BM25 to limit candidates before ColBERT
	Hierarchical chunking: Larger chunks for first pass, smaller for reranking
	Passage-level storage: Store only relevant passages, not full documents



  

    Configuration

Encoder Options
{:ok, encoder} = Stephen.Encoder.load(
  model: "colbert-ir/colbertv2.0",
  max_query_length: 32,
  max_doc_length: 180,
  projection_dim: 128
)
Model Selection
	Model	Description
	colbert-ir/colbertv2.0	Official ColBERT v2 with trained projection (recommended)
	colbert-ir/colbertv1.0	Original ColBERT model
	bert-base-uncased	Standard BERT (requires random projection)
	Any HuggingFace BERT	Custom models work with random projection

Parameters
	Parameter	Default	Description
	:model	colbert-ir/colbertv2.0	HuggingFace model name
	:max_query_length	32	Query padding length
	:max_doc_length	180	Max document tokens
	:projection_dim	128	Output dimension (nil to disable)
	:base_module	auto-detected	Override Bumblebee module

ColBERT vs Standard Models
When loading official ColBERT models, Stephen:
	Downloads the model from HuggingFace
	Loads BERT backbone via Bumblebee
	Extracts trained projection weights from SafeTensors

For other models, Stephen initializes a random projection matrix.
Document Encoding Options
embeddings = Stephen.Encoder.encode_document(encoder, text,
  skip_punctuation?: true,
  deduplicate?: true
)
	Option	Default	Description
	:skip_punctuation?	false	Filter punctuation token embeddings
	:deduplicate?	false	Remove near-duplicate embeddings

Index Options
Standard Index
index = Stephen.Index.new(
  embedding_dim: 128,
  space: :cosine,
  max_tokens: 100_000,
  m: 16,
  ef_construction: 200
)
	Parameter	Default	Description
	:embedding_dim	required	Must match encoder output
	:space	:cosine	Distance metric (:cosine or :l2)
	:max_tokens	100,000	Maximum token embeddings
	:m	16	HNSW connectivity
	:ef_construction	200	Build quality

PLAID Index
plaid = Stephen.Plaid.new(
  embedding_dim: 128,
  num_centroids: 1024
)
	Parameter	Default	Description
	:embedding_dim	required	Must match encoder output
	:num_centroids	1024	Number of clusters

Compressed Index
index = Stephen.Index.Compressed.new(
  embedding_dim: 128,
  num_centroids: 1024,
  compression_centroids: 2048,
  residual_bits: 8
)
	Parameter	Default	Description
	:embedding_dim	required	Must match encoder output
	:num_centroids	1024	PLAID centroids
	:compression_centroids	2048	Compression codebook size
	:residual_bits	8	Quantization depth (1, 2, 4, or 8)

Search Options
results = Stephen.search(encoder, index, query,
  top_k: 10,
  rerank?: true,
  candidates_per_token: 50
)
	Option	Default	Description
	:top_k	10	Number of results
	:rerank?	true	Full MaxSim reranking
	:candidates_per_token	50	ANN candidates (Index)
	:nprobe	32	Centroids to probe (PLAID)

PRF Options
Pseudo-relevance feedback expands queries using top-ranked documents:
results = Stephen.search_with_prf(encoder, index, query,
  top_k: 10,
  feedback_docs: 3,
  expansion_tokens: 10,
  expansion_weight: 0.5
)
	Option	Default	Description
	:top_k	10	Final results to return
	:feedback_docs	3	Documents for feedback
	:expansion_tokens	10	Tokens to add from feedback
	:expansion_weight	0.5	Weight for expansion vs original

Tuning tips:
	More feedback_docs adds diversity but may add noise
	Higher expansion_weight emphasizes expansion over original query
	More expansion_tokens broadens matching but may reduce precision

GPU Acceleration
Enable EXLA for GPU acceleration:
# mix.exs
{:exla, "~> 0.9"}

# config/config.exs
config :nx, default_backend: EXLA.Backend
For CPU-only with EXLA optimizations:
config :nx, default_backend: {EXLA.Backend, client: :host}
Batch Processing
For large document sets, process in batches to manage memory:
documents
|> Stream.chunk_every(100)
|> Enum.reduce(index, fn batch, acc ->
  Stephen.index(encoder, acc, batch)
end)
For batch queries:
results = Stephen.Retriever.batch_search(encoder, index, queries, top_k: 10)
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ColBERT-style neural retrieval for Elixir.
Stephen implements late interaction retrieval using per-token
embeddings and MaxSim scoring, enabling high-quality semantic search.
Quick Start
# Load the encoder
{:ok, encoder} = Stephen.load_encoder()

# Create an index
index = Stephen.new_index(encoder)

# Index some documents
documents = [
  {"colbert", "Stephen Colbert hosted The Colbert Report before The Late Show"},
  {"conan", "Conan O'Brien is known for his self-deprecating humor and talk show"},
  {"seth", "Seth Meyers was head writer at SNL before hosting Late Night"}
]
index = Stephen.index(encoder, index, documents)

# Search
results = Stephen.search(encoder, index, "late night comedy")
# => [%{doc_id: "colbert", score: 12.5}, ...]
Architecture
Stephen uses the ColBERT architecture:
	Encoder: Converts text to per-token embeddings using BERT
	Index: Stores document embeddings with ANN search via HNSWLib
	Scorer: Computes MaxSim scores for late interaction
	Retriever: Orchestrates the full retrieval pipeline
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    Functions
  


    
      
        explain(encoder, query, doc_text)

      


        Explains why a document scored the way it did for a query.



    


    
      
        index(encoder, index, documents)

      


        Indexes documents.



    


    
      
        load_encoder(opts \\ [])

      


        Loads the encoder model.



    


    
      
        load_index(path)

      


        Loads an index from disk.



    


    
      
        new_index(encoder, opts \\ [])

      


        Creates a new empty index.



    


    
      
        rerank(encoder, index, query, doc_ids)

      


        Reranks a list of documents against a query.



    


    
      
        rerank_texts(encoder, query, documents, opts \\ [])

      


        Reranks raw text documents against a query without requiring an index.



    


    
      
        save_index(index, path)

      


        Saves an index to disk.



    


    
      
        search(encoder, index, query, opts \\ [])

      


        Searches for documents matching a query.



    


    
      
        search_with_prf(encoder, index, query, opts \\ [])

      


        Searches with pseudo-relevance feedback (PRF) for query expansion.
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          @type encoder() :: Stephen.Encoder.encoder()
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          @type index() :: Stephen.Index.t()
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          @type search_result() :: Stephen.Retriever.search_result()
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          @spec explain(encoder(), String.t(), String.t()) :: map()


      


Explains why a document scored the way it did for a query.
Returns detailed information about which query tokens matched which
document tokens, useful for debugging and understanding retrieval results.
Arguments
	encoder - Loaded encoder
	query - Query string
	doc_text - Document text

Returns
  Map containing:
	:score - Total MaxSim score
	:matches - List of match details for each query token

Examples
explanation = Stephen.explain(encoder, "satirical comedy", "Colbert is a satirical host")
# => %{
#   score: 15.2,
#   matches: [
#     %{query_token: "satirical", doc_token: "satirical", similarity: 0.95, ...},
#     ...
#   ]
# }

# Print formatted explanation
explanation |> Stephen.Scorer.format_explanation() |> IO.puts()
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          @spec index(encoder(), index(), [{doc_id(), String.t()}]) :: index()


      


Indexes documents.
Arguments
	encoder - Loaded encoder
	index - Document index
	documents - List of {doc_id, text} tuples

Examples
documents = [{"colbert", "Stephen Colbert"}, {"conan", "Conan O'Brien"}]
index = Stephen.index(encoder, index, documents)
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          @spec load_encoder(keyword()) :: {:ok, encoder()} | {:error, term()}


      


Loads the encoder model.
Options
	:model - HuggingFace model name (default: sentence-transformers/all-MiniLM-L6-v2)

Examples
{:ok, encoder} = Stephen.load_encoder()
{:ok, encoder} = Stephen.load_encoder(model: "bert-base-uncased")
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          @spec load_index(Path.t()) :: {:ok, index()} | {:error, term()}


      


Loads an index from disk.
Examples
{:ok, index} = Stephen.load_index("/path/to/index")
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          @spec new_index(
  encoder(),
  keyword()
) :: index()


      


Creates a new empty index.
Options
	:max_tokens - Maximum number of token embeddings (default: 100_000)
	:m - HNSW M parameter (default: 16)
	:ef_construction - HNSW ef_construction (default: 200)

Examples
index = Stephen.new_index(encoder)
index = Stephen.new_index(encoder, max_tokens: 1_000_000)
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          @spec rerank(encoder(), index(), String.t(), [doc_id()]) :: [search_result()]


      


Reranks a list of documents against a query.
Useful when you have candidate documents from another source
(e.g., keyword search) and want to rerank them semantically.
Examples
results = Stephen.rerank(encoder, index, "satirical comedy", ["colbert", "conan"])
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          @spec rerank_texts(encoder(), String.t(), [{doc_id(), String.t()}], keyword()) :: [
  search_result()
]


      


Reranks raw text documents against a query without requiring an index.
This is useful for reranking results from external sources like BM25,
Elasticsearch, or any other retrieval system. Documents are encoded
on-the-fly and scored using ColBERT's MaxSim.
Arguments
	encoder - Loaded encoder
	query - Query string
	documents - List of {id, text} tuples to rerank

Options
	:top_k - Number of results to return (default: all)

Returns
  List of %{doc_id: term(), score: float()} sorted by score descending.
Examples
# Rerank search results from Elasticsearch
candidates = [
  {"colbert", "Stephen Colbert does satirical political commentary"},
  {"conan", "Conan O'Brien is known for absurdist comedy bits"},
  {"seth", "Seth Meyers does A Closer Look political segments"}
]
results = Stephen.rerank_texts(encoder, "political comedy", candidates)
# => [%{doc_id: "colbert", score: 18.5}, %{doc_id: "seth", score: 12.1}, ...]

# Return only top 2
results = Stephen.rerank_texts(encoder, query, candidates, top_k: 2)
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          @spec save_index(index(), Path.t()) :: :ok | {:error, term()}


      


Saves an index to disk.
Examples
:ok = Stephen.save_index(index, "/path/to/index")
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          @spec search(encoder(), index(), String.t(), keyword()) :: [search_result()]


      


Searches for documents matching a query.
Options
	:top_k - Number of results to return (default: 10)
	:rerank? - Whether to rerank with full MaxSim (default: true)

Examples
results = Stephen.search(encoder, index, "comedy host")
# => [%{doc_id: "colbert", score: 15.2}, %{doc_id: "conan", score: 8.1}]
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          @spec search_with_prf(encoder(), index(), String.t(), keyword()) :: [search_result()]


      


Searches with pseudo-relevance feedback (PRF) for query expansion.
PRF improves recall by expanding the query with information from
top-ranked documents. Useful when you want to find more relevant
documents that may not match the exact query terms.
Options
	:top_k - Final results to return (default: 10)
	:feedback_docs - Number of docs for feedback (default: 3)
	:expansion_tokens - Tokens to add from feedback (default: 10)
	:expansion_weight - Weight for expansion vs original (default: 0.5)

Examples
results = Stephen.search_with_prf(encoder, index, "late night hosts")

# Tune PRF parameters
results = Stephen.search_with_prf(encoder, index, query,
  feedback_docs: 5,
  expansion_weight: 0.3
)
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Encodes text into per-token embeddings using BERT.
ColBERT uses per-token embeddings rather than pooled [CLS] embeddings,
enabling fine-grained late interaction scoring.
Features
	Query padding with [MASK] tokens for query augmentation
	Configurable max lengths for queries and documents
	Batch encoding for efficient processing
	Optional linear projection to reduce embedding dimension
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    Functions
  


    
      
        embedding_dim(encoder)

      


        Returns the output embedding dimension (after projection if enabled).



    


    
      
        encode(encoder, text)

      


        Encodes text into per-token embeddings without markers.



    


    
      
        encode_document(encoder, text, opts \\ [])

      


        Encodes a document into per-token embeddings.



    


    
      
        encode_documents(encoder, texts, opts \\ [])

      


        Encodes multiple documents in batch.



    


    
      
        encode_queries(encoder, texts, opts \\ [])

      


        Encodes multiple queries in batch.



    


    
      
        encode_query(encoder, text, opts \\ [])

      


        Encodes a query into per-token embeddings.



    


    
      
        hidden_dim(encoder)

      


        Returns the raw model embedding dimension (before projection).



    


    
      
        load(opts \\ [])

      


        Loads a BERT model for encoding.



    


    
      
        tokenize(encoder, text, opts \\ [])

      


        Tokenizes text and returns the token strings.
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          @type embeddings() :: Nx.Tensor.t()
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          @type encoder() :: %{
  model: Axon.t(),
  params: map(),
  tokenizer: Tokenizers.Tokenizer.t(),
  embedding_dim: pos_integer(),
  output_dim: pos_integer(),
  max_query_length: pos_integer(),
  max_doc_length: pos_integer(),
  projection: Nx.Tensor.t() | nil,
  mask_token_id: non_neg_integer(),
  skiplist: MapSet.t()
}
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          @spec embedding_dim(encoder()) :: pos_integer()


      


Returns the output embedding dimension (after projection if enabled).
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          @spec encode(encoder(), String.t()) :: embeddings()


      


Encodes text into per-token embeddings without markers.
Returns normalized embeddings with shape {sequence_length, output_dim}.

  



    

  
    
      
    
    
      encode_document(encoder, text, opts \\ [])



        
          
        

    

  


  

      

          @spec encode_document(encoder(), String.t(), keyword()) :: embeddings()


      


Encodes a document into per-token embeddings.
Prepends the document marker [D] before encoding.
Returns normalized embeddings with shape {sequence_length, output_dim}.
Options
	:skip_punctuation? - Whether to filter out punctuation token embeddings (default: false)
	:deduplicate? - Whether to remove duplicate token embeddings (default: false)


  



    

  
    
      
    
    
      encode_documents(encoder, texts, opts \\ [])



        
          
        

    

  


  

      

          @spec encode_documents(encoder(), [String.t()], keyword()) :: [embeddings()]


      


Encodes multiple documents in batch.
Uses true batched inference for efficiency.
Returns a list of normalized embeddings, one per document.
Options
	:skip_punctuation? - Whether to filter out punctuation token embeddings (default: false)
	:deduplicate? - Whether to remove duplicate token embeddings (default: false)


  



    

  
    
      
    
    
      encode_queries(encoder, texts, opts \\ [])



        
          
        

    

  


  

      

          @spec encode_queries(encoder(), [String.t()], keyword()) :: [embeddings()]


      


Encodes multiple queries in batch.
Returns a list of normalized embeddings, one per query.

  



    

  
    
      
    
    
      encode_query(encoder, text, opts \\ [])



        
          
        

    

  


  

      

          @spec encode_query(encoder(), String.t(), keyword()) :: embeddings()


      


Encodes a query into per-token embeddings.
Prepends the query marker [Q] and pads with [MASK] tokens to max_query_length.
Returns normalized embeddings with shape {max_query_length, output_dim}.
Options
	:pad - Whether to pad with [MASK] tokens (default: true)
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          @spec hidden_dim(encoder()) :: pos_integer()


      


Returns the raw model embedding dimension (before projection).
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          @spec load(keyword()) :: {:ok, encoder()} | {:error, term()}


      


Loads a BERT model for encoding.
Options
	:model - HuggingFace model name (default: colbert-ir/colbertv2.0)
	:max_query_length - Maximum query length in tokens (default: 32)
	:max_doc_length - Maximum document length in tokens (default: 180)
	:projection_dim - Output dimension after projection (default: 128, nil to disable)
	:base_module - Override the Bumblebee module for ColBERT models (auto-detected from config.json)

ColBERT Models
When loading a ColBERT model (e.g., colbert-ir/colbertv2.0), the trained projection
weights are automatically loaded from the model's SafeTensors file. The base model
type is auto-detected from config.json, but can be overridden with :base_module.
Supported base models (auto-detected): BERT, RoBERTa, DistilBERT, ALBERT, XLM-RoBERTa.
Note: Only BERT has been tested with official ColBERT weights. Other architectures
should work if the model provides compatible weights.
Examples
{:ok, encoder} = Stephen.Encoder.load()
{:ok, encoder} = Stephen.Encoder.load(model: "bert-base-uncased", projection_dim: 128)

# Load official ColBERT model with trained weights
{:ok, encoder} = Stephen.Encoder.load(model: "colbert-ir/colbertv2.0")

# Override base model type for custom ColBERT models
{:ok, encoder} = Stephen.Encoder.load(
  model: "custom/roberta-colbert",
  base_module: Bumblebee.Text.Roberta
)
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          @spec tokenize(encoder(), String.t(), keyword()) :: [String.t()]


      


Tokenizes text and returns the token strings.
Useful for visualization and debugging. The tokens correspond to the
embeddings returned by encode_query/2 or encode_document/2.
Options
	:type - :query or :document (default: :document)
	:max_length - Maximum tokens (defaults based on type)

Examples
tokens = Stephen.Encoder.tokenize(encoder, "Stephen Colbert")
# => ["[CLS]", "[D]", "stephen", "colbert", "[SEP]"]

tokens = Stephen.Encoder.tokenize(encoder, "Conan", type: :query)
# => ["[CLS]", "[Q]", "conan", "[MASK]", ..., "[SEP]"]
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High-level retrieval operations combining encoding, indexing, and scoring.
Implements the full ColBERT retrieval pipeline:
	Encode query to per-token embeddings
	Search ANN index for candidate documents
	Rerank candidates using full MaxSim scoring

Two-Stage Retrieval
For large collections, use a two-stage retrieval approach:
	First stage: Fast candidate retrieval (BM25, dense retriever, etc.)

	Second stage: Rerank candidates with ColBERT MaxSim
 # Get candidates from first stage (e.g., BM25)
 candidates = MySearch.bm25_search(query, top_k: 100)
 # Rerank with ColBERT
 results = Stephen.Retriever.rerank(encoder, index, query, candidates)
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        batch_rerank(encoder, index, queries_and_candidates, opts \\ [])

      


        Batch reranks multiple queries against their candidate documents.



    


    
      
        batch_search(encoder, index, queries, opts \\ [])

      


        Searches for documents matching multiple queries.



    


    
      
        extract_expansion_embeddings(index, feedback_results, query_embeddings, num_tokens)

      


        Extracts expansion embeddings from feedback documents.



    


    
      
        index_documents(encoder, index, documents)

      


        Indexes a list of documents.



    


    
      
        rerank(encoder, index, query, doc_ids, opts \\ [])

      


        Reranks a list of documents against a query using full MaxSim scoring.



    


    
      
        rerank_texts(encoder, query, documents, opts \\ [])

      


        Reranks raw text documents against a query without requiring an index.



    


    
      
        rerank_texts_with_embeddings(query_embeddings, encoder, documents, opts \\ [])

      


        Reranks raw text documents with pre-computed query embeddings.



    


    
      
        rerank_with_embeddings(query_embeddings, index, doc_ids, opts \\ [])

      


        Reranks documents with pre-computed query embeddings.



    


    
      
        search(encoder, index, query, opts \\ [])

      


        Searches the index for documents matching the query.



    


    
      
        search_with_embeddings(query_embeddings, index, opts \\ [])

      


        Searches for documents matching a query using pre-computed embeddings.



    


    
      
        search_with_prf(encoder, index, query, opts \\ [])

      


        Searches with pseudo-relevance feedback (PRF) for query expansion.
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          @type search_result() :: %{doc_id: term(), score: float()}
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      batch_rerank(encoder, index, queries_and_candidates, opts \\ [])



        
          
        

    

  


  

      

          @spec batch_rerank(
  Stephen.Encoder.encoder(),
  Stephen.Index.t() | Stephen.Plaid.t() | Stephen.Index.Compressed.t(),
  [{String.t(), [term()]}],
  keyword()
) :: [[search_result()]]


      


Batch reranks multiple queries against their candidate documents.
Arguments
	encoder - Loaded encoder
	index - Document index
	queries_and_candidates - List of {query, doc_ids} tuples

Options
	:top_k - Number of results per query (default: 10)

Returns
  List of result lists, one per query.

  



    

  
    
      
    
    
      batch_search(encoder, index, queries, opts \\ [])



        
          
        

    

  


  

      

          @spec batch_search(
  Stephen.Encoder.encoder(),
  Stephen.Index.t() | Stephen.Plaid.t() | Stephen.Index.Compressed.t(),
  [String.t()],
  keyword()
) :: [[search_result()]]


      


Searches for documents matching multiple queries.
Efficiently encodes all queries together, then searches the index
for each query independently.
Arguments
	encoder - Loaded encoder
	index - Document index (Index, Plaid, or Index.Compressed)
	queries - List of query strings

Options
	:top_k - Number of results per query (default: 10)
	:candidates_per_token - ANN candidates per query token (default: 50)
	:rerank? - Whether to rerank with full MaxSim (default: true)

Returns
  List of result lists, one per query.
Examples
results = Stephen.Retriever.batch_search(encoder, index, ["query 1", "query 2"])
# results[0] contains top_k results for "query 1"
# results[1] contains top_k results for "query 2"

  



  
    
      
    
    
      extract_expansion_embeddings(index, feedback_results, query_embeddings, num_tokens)



        
          
        

    

  


  

      

          @spec extract_expansion_embeddings(
  Stephen.Index.t() | Stephen.Plaid.t() | Stephen.Index.Compressed.t(),
  [search_result()],
  Nx.Tensor.t(),
  pos_integer()
) :: Nx.Tensor.t() | nil


      


Extracts expansion embeddings from feedback documents.
Selects the most relevant token embeddings from feedback documents
that aren't already well-represented in the query.
Arguments
	index - Document index
	feedback_results - Search results to use for feedback
	query_embeddings - Original query embeddings
	num_tokens - Number of expansion tokens to extract

Returns
  Tensor of expansion embeddings with shape {num_tokens, dim}, or nil if no
  feedback documents are available.
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          @spec index_documents(Stephen.Encoder.encoder(), Stephen.Index.t(), [
  {term(), String.t()}
]) ::
  Stephen.Index.t()


      


Indexes a list of documents.
Arguments
	encoder - Loaded encoder
	index - Document index
	documents - List of {doc_id, text} tuples

Returns
  Updated index with all documents added.

  



    

  
    
      
    
    
      rerank(encoder, index, query, doc_ids, opts \\ [])



        
          
        

    

  


  

      

          @spec rerank(
  Stephen.Encoder.encoder(),
  Stephen.Index.t() | Stephen.Plaid.t() | Stephen.Index.Compressed.t(),
  String.t(),
  [term()],
  keyword()
) :: [search_result()]


      


Reranks a list of documents against a query using full MaxSim scoring.
Supports multiple index types: Index, Plaid, and Index.Compressed.
Arguments
	encoder - Loaded encoder
	index - Document index (Index, Plaid, or Index.Compressed)
	query - Query string
	doc_ids - List of document IDs to rerank

Options
	:top_k - Number of results to return (default: all)

Returns
  List of %{doc_id: term(), score: float()} sorted by score descending.
Examples
# Rerank BM25 candidates
candidates = [:doc1, :doc2, :doc3]
results = Stephen.Retriever.rerank(encoder, index, "my query", candidates)

# Return only top 5
results = Stephen.Retriever.rerank(encoder, index, query, candidates, top_k: 5)

  



    

  
    
      
    
    
      rerank_texts(encoder, query, documents, opts \\ [])



        
          
        

    

  


  

      

          @spec rerank_texts(
  Stephen.Encoder.encoder(),
  String.t(),
  [{term(), String.t()}],
  keyword()
) :: [
  search_result()
]


      


Reranks raw text documents against a query without requiring an index.
Documents are encoded on-the-fly and scored using ColBERT's MaxSim.
Useful for reranking results from external sources like BM25 or Elasticsearch.
Arguments
	encoder - Loaded encoder
	query - Query string
	documents - List of {id, text} tuples to rerank

Options
	:top_k - Number of results to return (default: all)

Returns
  List of %{doc_id: term(), score: float()} sorted by score descending.
Examples
candidates = [
  {"colbert", "Stephen Colbert hosts The Late Show with satirical comedy"},
  {"conan", "Conan O'Brien is known for absurdist humor and remotes"}
]
results = rerank_texts(encoder, "political satire", candidates)

  



    

  
    
      
    
    
      rerank_texts_with_embeddings(query_embeddings, encoder, documents, opts \\ [])



        
          
        

    

  


  

      

          @spec rerank_texts_with_embeddings(
  Nx.Tensor.t(),
  Stephen.Encoder.encoder(),
  [{term(), String.t()}],
  keyword()
) :: [search_result()]


      


Reranks raw text documents with pre-computed query embeddings.
Useful when reranking multiple candidate sets with the same query.
Arguments
	query_embeddings - Pre-computed query embeddings tensor
	encoder - Loaded encoder (for encoding documents)
	documents - List of {id, text} tuples to rerank

Options
	:top_k - Number of results to return (default: all)

Returns
  List of %{doc_id: term(), score: float()} sorted by score descending.

  



    

  
    
      
    
    
      rerank_with_embeddings(query_embeddings, index, doc_ids, opts \\ [])



        
          
        

    

  


  

      

          @spec rerank_with_embeddings(
  Nx.Tensor.t(),
  Stephen.Index.t() | Stephen.Plaid.t() | Stephen.Index.Compressed.t(),
  [term()],
  keyword()
) :: [search_result()]


      


Reranks documents with pre-computed query embeddings.
Useful when reranking multiple candidate sets with the same query,
or when query embeddings are already available.
Arguments
	query_embeddings - Pre-computed query embeddings tensor
	index - Document index
	doc_ids - List of document IDs to rerank

Options
	:top_k - Number of results to return (default: all)

Returns
  List of %{doc_id: term(), score: float()} sorted by score descending.

  



    

  
    
      
    
    
      search(encoder, index, query, opts \\ [])



        
          
        

    

  


  

      

          @spec search(
  Stephen.Encoder.encoder(),
  Stephen.Index.t() | Stephen.Plaid.t() | Stephen.Index.Compressed.t(),
  String.t(),
  keyword()
) :: [search_result()]


      


Searches the index for documents matching the query.
Arguments
	encoder - Loaded encoder from Encoder.load/1
	index - Document index from Index.new/1
	query - Query string

Options
	:top_k - Number of results to return (default: 10)
	:candidates_per_token - ANN candidates per query token (default: 50)
	:rerank? - Whether to rerank with full MaxSim (default: true)

Returns
  List of %{doc_id: term(), score: float()} sorted by score descending.

  



    

  
    
      
    
    
      search_with_embeddings(query_embeddings, index, opts \\ [])



        
          
        

    

  


  

      

          @spec search_with_embeddings(
  Nx.Tensor.t(),
  Stephen.Index.t() | Stephen.Plaid.t() | Stephen.Index.Compressed.t(),
  keyword()
) :: [search_result()]


      


Searches for documents matching a query using pre-computed embeddings.
Arguments
	query_embeddings - Pre-computed query embeddings tensor
	index - Document index (Index, Plaid, or Index.Compressed)

Options
	:top_k - Number of results to return (default: 10)
	:candidates_per_token - ANN candidates per query token (default: 50)
	:rerank? - Whether to rerank with full MaxSim (default: true)
	:nprobe - Number of centroids to probe for Plaid/Compressed (default: 32)

Returns
  List of %{doc_id: term(), score: float()} sorted by score descending.

  



    

  
    
      
    
    
      search_with_prf(encoder, index, query, opts \\ [])



        
          
        

    

  


  

      

          @spec search_with_prf(
  Stephen.Encoder.encoder(),
  Stephen.Index.t() | Stephen.Plaid.t() | Stephen.Index.Compressed.t(),
  String.t(),
  keyword()
) :: [search_result()]


      


Searches with pseudo-relevance feedback (PRF) for query expansion.
PRF improves recall by expanding the query with information from
top-ranked documents. The process:
	Run initial search with original query
	Extract representative embeddings from top-k feedback documents
	Combine original query with expansion embeddings
	Re-run search with expanded query

Arguments
	encoder - Loaded encoder
	index - Document index
	query - Query string

Options
	:top_k - Final results to return (default: 10)
	:feedback_docs - Number of docs for feedback (default: 3)
	:expansion_tokens - Tokens to add from feedback (default: 10)
	:expansion_weight - Weight for expansion vs original (default: 0.5)

Returns
  List of %{doc_id: term(), score: float()} sorted by score descending.
Examples
# Basic PRF search
results = Retriever.search_with_prf(encoder, index, "late night comedy")

# Tune PRF parameters
results = Retriever.search_with_prf(encoder, index, query,
  feedback_docs: 5,
  expansion_tokens: 15,
  expansion_weight: 0.3
)

  


        

      


  

    
Stephen.Scorer 
    



      
Implements ColBERT's late interaction scoring mechanism (MaxSim).
MaxSim computes the relevance score between a query and document by:
	Computing cosine similarity between all query-document token pairs
	For each query token, taking the maximum similarity to any document token
	Summing these maximum similarities

This "late interaction" approach captures fine-grained token-level matching
while remaining efficient for retrieval.

      


      
        Summary


  
    Types
  


    
      
        score()

      


    





  
    Functions
  


    
      
        explain(query_embeddings, doc_embeddings, query_tokens, doc_tokens)

      


        Explains the MaxSim scoring between query and document.



    


    
      
        format_explanation(explanation, opts \\ [])

      


        Formats an explanation for display.



    


    
      
        fuse_and_rank(query_embeddings_list, doc_embeddings_list, strategy)

      


        Fuses and ranks documents using multiple queries.



    


    
      
        fuse_queries(query_embeddings_list, doc_embeddings, strategy)

      


        Fuses scores from multiple queries using the specified strategy.



    


    
      
        max_sim(query_embeddings, doc_embeddings)

      


        Computes the MaxSim score between query and document embeddings.



    


    
      
        max_sim_batch(query_embeddings, doc_embeddings_list)

      


        Computes MaxSim scores for a query against multiple documents.



    


    
      
        max_sim_nx(query_embeddings, doc_embeddings)

      


    


    
      
        multi_max_sim(query_embeddings_list, doc_embeddings_list)

      


        Computes MaxSim scores for multiple queries against multiple documents.



    


    
      
        normalize(score, query_length)

      


        Normalizes a MaxSim score to [0, 1] range.



    


    
      
        normalize_minmax(results)

      


        Normalizes results using min-max scaling within the result set.



    


    
      
        normalize_results(results, query_length)

      


        Normalizes search results to [0, 1] range.



    


    
      
        rank(query_embeddings, doc_embeddings_list)

      


        Ranks documents by their MaxSim scores against a query.



    


    
      
        reciprocal_rank_fusion(ranked_lists, k \\ 60)

      


        Reciprocal Rank Fusion (RRF) for combining multiple ranked lists.



    


    
      
        similarity_matrix(query_embeddings, doc_embeddings)

      


        Computes the similarity matrix between query and document tokens.



    





      


      
        Types


        


  
    
      
    
    
      score()



        
          
        

    

  


  

      

          @type score() :: float()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      explain(query_embeddings, doc_embeddings, query_tokens, doc_tokens)



        
          
        

    

  


  

      

          @spec explain(Nx.Tensor.t(), Nx.Tensor.t(), [String.t()], [String.t()]) :: map()


      


Explains the MaxSim scoring between query and document.
Returns detailed information about which query tokens matched which
document tokens, useful for debugging and understanding retrieval results.
Arguments
	query_embeddings - Query token embeddings
	doc_embeddings - Document token embeddings
	query_tokens - List of query token strings
	doc_tokens - List of document token strings

Returns
  Map containing:
	:score - Total MaxSim score
	:matches - List of match details for each query token, including:	:query_token - Query token string
	:query_index - Query token index
	:doc_token - Best matching document token string
	:doc_index - Best matching document token index
	:similarity - Cosine similarity (contribution to score)



Examples
query_emb = Encoder.encode_query(encoder, "satirical comedy")
doc_emb = Encoder.encode_document(encoder, "Colbert is satirical")
query_tokens = Encoder.tokenize(encoder, "satirical comedy", type: :query)
doc_tokens = Encoder.tokenize(encoder, "Colbert is satirical")

explanation = Scorer.explain(query_emb, doc_emb, query_tokens, doc_tokens)
# => %{
#   score: 15.2,
#   matches: [
#     %{query_token: "satirical", doc_token: "satirical", similarity: 0.95, ...},
#     %{query_token: "comedy", doc_token: "Colbert", similarity: 0.42, ...},
#     ...
#   ]
# }

  



    

  
    
      
    
    
      format_explanation(explanation, opts \\ [])



        
          
        

    

  


  

      

          @spec format_explanation(
  map(),
  keyword()
) :: String.t()


      


Formats an explanation for display.
Takes the output of explain/4 and returns a human-readable string.
Options
	:top_k - Only show top-k matches by similarity (default: all)
	:skip_special - Skip special tokens like [CLS], [SEP], [MASK] (default: true)
	:min_similarity - Only show matches above threshold (default: 0.0)

Examples
explanation = Scorer.explain(query_emb, doc_emb, query_tokens, doc_tokens)
IO.puts(Scorer.format_explanation(explanation))
# Score: 15.20
#
# Query Token          -> Doc Token            Similarity
# --------------------------------------------------------
# satirical           -> satirical           0.95
# comedy               -> host                0.72
# ...

  



  
    
      
    
    
      fuse_and_rank(query_embeddings_list, doc_embeddings_list, strategy)



        
          
        

    

  


  

      

          @spec fuse_and_rank(
  [Nx.Tensor.t()],
  [{term(), Nx.Tensor.t()}],
  :max | :avg | {:weighted, [float()]}
) ::
  [map()]


      


Fuses and ranks documents using multiple queries.
Scores each document against all queries and combines using the specified
fusion strategy, returning ranked results.
Arguments
	query_embeddings_list - List of query embedding tensors
	doc_embeddings_list - List of {doc_id, embeddings} tuples
	strategy - Fusion strategy: :max, :avg, or {:weighted, weights}

Returns
  List of %{doc_id: term(), score: float()} maps sorted by score descending.
Examples
queries = [query1_emb, query2_emb]
docs = [{"doc1", emb1}, {"doc2", emb2}]
results = Scorer.fuse_and_rank(queries, docs, :avg)

  



  
    
      
    
    
      fuse_queries(query_embeddings_list, doc_embeddings, strategy)



        
          
        

    

  


  

      

          @spec fuse_queries(
  [Nx.Tensor.t()],
  Nx.Tensor.t(),
  :max | :avg | {:weighted, [float()]}
) :: score()


      


Fuses scores from multiple queries using the specified strategy.
Combines scores from multiple query variants (e.g., query expansions,
reformulations) into a single ranking.
Arguments
	query_embeddings_list - List of query embedding tensors
	doc_embeddings - Document embedding tensor
	strategy - Fusion strategy: :max, :avg, or {:weighted, weights}

Strategies
	:max - Takes the maximum score across all queries (good for OR semantics)
	:avg - Averages scores across queries (good for ensemble)
	{:weighted, weights} - Weighted average with custom weights per query

Examples
# Query expansion: original + synonyms
queries = [
  Encoder.encode_query(encoder, "late night host"),
  Encoder.encode_query(encoder, "talk show comedian"),
  Encoder.encode_query(encoder, "comedy television")
]
score = Scorer.fuse_queries(queries, doc_emb, :max)

# Weighted fusion: prioritize original query
score = Scorer.fuse_queries(queries, doc_emb, {:weighted, [0.6, 0.2, 0.2]})

  



  
    
      
    
    
      max_sim(query_embeddings, doc_embeddings)



        
          
        

    

  


  

      

          @spec max_sim(Nx.Tensor.t(), Nx.Tensor.t()) :: score()


      


Computes the MaxSim score between query and document embeddings.
Arguments
	query_embeddings - Tensor of shape {query_len, dim}
	doc_embeddings - Tensor of shape {doc_len, dim}

Returns
  A scalar float representing the relevance score.
Examples
score = Stephen.Scorer.max_sim(query_emb, doc_emb)

  



  
    
      
    
    
      max_sim_batch(query_embeddings, doc_embeddings_list)



        
          
        

    

  


  

      

          @spec max_sim_batch(Nx.Tensor.t(), [Nx.Tensor.t()]) :: [score()]


      


Computes MaxSim scores for a query against multiple documents.
Arguments
	query_embeddings - Tensor of shape {query_len, dim}
	doc_embeddings_list - List of tensors, each of shape {doc_len, dim}

Returns
  List of scores in the same order as the input documents.

  



  
    
      
    
    
      max_sim_nx(query_embeddings, doc_embeddings)



        
          
        

    

  


  


  



  
    
      
    
    
      multi_max_sim(query_embeddings_list, doc_embeddings_list)



        
          
        

    

  


  

      

          @spec multi_max_sim([Nx.Tensor.t()], [Nx.Tensor.t()]) :: [[score()]]


      


Computes MaxSim scores for multiple queries against multiple documents.
Each query is scored against each document, returning a matrix of scores.
Arguments
	query_embeddings_list - List of query tensors, each of shape {query_len, dim}
	doc_embeddings_list - List of document tensors, each of shape {doc_len, dim}

Returns
  List of lists where result[i][j] is the score of query i against doc j.
Examples
scores = Stephen.Scorer.multi_max_sim(queries, docs)
# scores[0][1] is score of first query against second doc

  



  
    
      
    
    
      normalize(score, query_length)



        
          
        

    

  


  

      

          @spec normalize(score(), pos_integer()) :: float()


      


Normalizes a MaxSim score to [0, 1] range.
Since embeddings are L2-normalized, the maximum per-token similarity is 1.0.
The theoretical maximum score is therefore query_length.
Arguments
	score - Raw MaxSim score
	query_length - Number of query tokens used in scoring

Returns
  Normalized score in [0, 1] range.
Examples
raw_score = Stephen.Scorer.max_sim(query_emb, doc_emb)
normalized = Stephen.Scorer.normalize(raw_score, 32)
# => 0.73

  



  
    
      
    
    
      normalize_minmax(results)



        
          
        

    

  


  

      

          @spec normalize_minmax([map()]) :: [map()]


      


Normalizes results using min-max scaling within the result set.
Scales scores so the highest is 1.0 and lowest is 0.0. Useful when
you want relative ranking within results rather than absolute scores.
Arguments
	results - List of %{doc_id: term(), score: float()} maps

Returns
  Results with scores scaled to [0, 1] range.
Examples
results = Stephen.search(encoder, index, query)
normalized = Stephen.Scorer.normalize_minmax(results)

  



  
    
      
    
    
      normalize_results(results, query_length)



        
          
        

    

  


  

      

          @spec normalize_results([map()], pos_integer()) :: [map()]


      


Normalizes search results to [0, 1] range.
Takes a list of search results and normalizes their scores based on
the query length. Useful for setting thresholds or comparing results
across different queries.
Arguments
	results - List of %{doc_id: term(), score: float()} maps
	query_length - Number of query tokens used in scoring

Returns
  Results with normalized scores.
Examples
results = Stephen.search(encoder, index, "late night comedy")
normalized = Stephen.Scorer.normalize_results(results, 32)
high_quality = Enum.filter(normalized, & &1.score > 0.7)

  



  
    
      
    
    
      rank(query_embeddings, doc_embeddings_list)



        
          
        

    

  


  

      

          @spec rank(Nx.Tensor.t(), [{term(), Nx.Tensor.t()}]) :: [{term(), score()}]


      


Ranks documents by their MaxSim scores against a query.
Arguments
	query_embeddings - Tensor of shape {query_len, dim}
	doc_embeddings_list - List of {doc_id, embeddings} tuples

Returns
  List of {doc_id, score} tuples sorted by score descending.

  



    

  
    
      
    
    
      reciprocal_rank_fusion(ranked_lists, k \\ 60)



        
          
        

    

  


  

      

          @spec reciprocal_rank_fusion([[map()]], pos_integer()) :: [map()]


      


Reciprocal Rank Fusion (RRF) for combining multiple ranked lists.
RRF is a robust fusion method that combines rankings rather than raw scores,
making it effective when score distributions differ across queries.
Arguments
	ranked_lists - List of ranked result lists, each [%{doc_id: term(), score: float()}, ...]
	k - Smoothing constant (default: 60). Higher values reduce the impact of top ranks.

Returns
  Fused results sorted by RRF score descending.
Examples
results1 = Retriever.search_with_embeddings(query1, index)
results2 = Retriever.search_with_embeddings(query2, index)
fused = Scorer.reciprocal_rank_fusion([results1, results2])
References
  Cormack, G. V., Clarke, C. L., & Buettcher, S. (2009).
  Reciprocal rank fusion outperforms condorcet and individual rank learning methods.

  



  
    
      
    
    
      similarity_matrix(query_embeddings, doc_embeddings)



        
          
        

    

  


  

      

          @spec similarity_matrix(Nx.Tensor.t(), Nx.Tensor.t()) :: Nx.Tensor.t()


      


Computes the similarity matrix between query and document tokens.
Useful for visualization and debugging.
Returns
  Tensor of shape {query_len, doc_len} with cosine similarities.

  


        

      


  

    
Stephen.Index 
    



      
Manages the ColBERT document index.
Stores per-token embeddings from documents and enables efficient
approximate nearest neighbor search using HNSWLib.
Each token embedding in the index maps back to its source document,
enabling document-level retrieval through token-level search.

      


      
        Summary


  
    Types
  


    
      
        doc_id()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        add(index, doc_id, embeddings)

      


        Adds a document's embeddings to the index.



    


    
      
        add_all(index, documents)

      


        Adds multiple documents to the index.



    


    
      
        delete(index, doc_id)

      


        Removes a document from the index.



    


    
      
        delete_all(index, doc_ids)

      


        Removes multiple documents from the index.



    


    
      
        doc_ids(index)

      


        Returns all document IDs in the index.



    


    
      
        get_embeddings(index, doc_id)

      


        Gets the stored embeddings for a document.



    


    
      
        has_doc?(index, doc_id)

      


        Checks if a document exists in the index.



    


    
      
        load(path)

      


        Loads an index from disk.



    


    
      
        new(opts \\ [])

      


        Creates a new empty index.



    


    
      
        save(index, path)

      


        Saves the index to disk.



    


    
      
        search_tokens(index, query_embeddings, k \\ 10)

      


        Searches for the k nearest token embeddings to the query tokens.



    


    
      
        size(index)

      


        Returns the number of documents in the index.



    


    
      
        token_count(index)

      


        Returns the number of token embeddings in the index.



    


    
      
        update(index, doc_id, embeddings)

      


        Updates a document in the index by replacing its embeddings.



    





      


      
        Types


        


  
    
      
    
    
      doc_id()



        
          
        

    

  


  

      

          @type doc_id() :: term()


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Stephen.Index{
  deleted_token_ids: [non_neg_integer()],
  doc_count: non_neg_integer(),
  doc_embeddings: %{required(term()) => Nx.Tensor.t()},
  doc_to_tokens: %{required(term()) => [non_neg_integer()]},
  embedding_dim: non_neg_integer(),
  hnsw_index: HNSWLib.Index.t(),
  token_count: non_neg_integer(),
  token_to_doc: %{required(non_neg_integer()) => term()}
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add(index, doc_id, embeddings)



        
          
        

    

  


  

      

          @spec add(t(), doc_id(), Nx.Tensor.t()) :: t()


      


Adds a document's embeddings to the index.
Arguments
	index - The index struct
	doc_id - Unique identifier for the document
	embeddings - Tensor of shape {num_tokens, embedding_dim}

Returns
  Updated index struct.

  



  
    
      
    
    
      add_all(index, documents)



        
          
        

    

  


  

      

          @spec add_all(t(), [{doc_id(), Nx.Tensor.t()}]) :: t()


      


Adds multiple documents to the index.
Arguments
	index - The index struct
	documents - List of {doc_id, embeddings} tuples

Returns
  Updated index struct.

  



  
    
      
    
    
      delete(index, doc_id)



        
          
        

    

  


  

      

          @spec delete(t(), doc_id()) :: t()


      


Removes a document from the index.
The document's token embeddings are marked as deleted in the HNSW index
and their IDs are saved for reuse when new documents are added.
Arguments
	index - The index struct
	doc_id - The document ID to remove

Returns
  Updated index struct, or the original index if doc_id not found.

  



  
    
      
    
    
      delete_all(index, doc_ids)



        
          
        

    

  


  

      

          @spec delete_all(t(), [doc_id()]) :: t()


      


Removes multiple documents from the index.
Arguments
	index - The index struct
	doc_ids - List of document IDs to remove

Returns
  Updated index struct.

  



  
    
      
    
    
      doc_ids(index)



        
          
        

    

  


  

      

          @spec doc_ids(t()) :: [doc_id()]


      


Returns all document IDs in the index.

  



  
    
      
    
    
      get_embeddings(index, doc_id)



        
          
        

    

  


  

      

          @spec get_embeddings(t(), doc_id()) :: Nx.Tensor.t() | nil


      


Gets the stored embeddings for a document.

  



  
    
      
    
    
      has_doc?(index, doc_id)



        
          
        

    

  


  

      

          @spec has_doc?(t(), doc_id()) :: boolean()


      


Checks if a document exists in the index.

  



  
    
      
    
    
      load(path)



        
          
        

    

  


  

      

          @spec load(Path.t()) :: {:ok, t()} | {:error, term()}


      


Loads an index from disk.
Arguments
	path - Directory path where the index was saved


  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Creates a new empty index.
Options
	:embedding_dim - Dimension of embeddings (required)
	:space - Distance space, :cosine or :l2 (default: :cosine)
	:max_tokens - Maximum number of token embeddings (default: 100_000)
	:m - HNSW M parameter (default: 16)
	:ef_construction - HNSW ef_construction parameter (default: 200)


  



  
    
      
    
    
      save(index, path)



        
          
        

    

  


  

      

          @spec save(t(), Path.t()) :: :ok | {:error, term()}


      


Saves the index to disk.
Arguments
	index - The index struct
	path - Directory path to save the index


  



    

  
    
      
    
    
      search_tokens(index, query_embeddings, k \\ 10)



        
          
        

    

  


  

      

          @spec search_tokens(t(), Nx.Tensor.t(), pos_integer()) :: %{
  required(doc_id()) => pos_integer()
}


      


Searches for the k nearest token embeddings to the query tokens.
Returns candidate document IDs with their matching token counts.
Arguments
	index - The index struct
	query_embeddings - Tensor of shape {query_len, embedding_dim}
	k - Number of nearest neighbors per query token (default: 10)

Returns
  Map of doc_id => count of matching tokens

  



  
    
      
    
    
      size(index)



        
          
        

    

  


  

      

          @spec size(t()) :: non_neg_integer()


      


Returns the number of documents in the index.

  



  
    
      
    
    
      token_count(index)



        
          
        

    

  


  

      

          @spec token_count(t()) :: non_neg_integer()


      


Returns the number of token embeddings in the index.

  



  
    
      
    
    
      update(index, doc_id, embeddings)



        
          
        

    

  


  

      

          @spec update(t(), doc_id(), Nx.Tensor.t()) :: t()


      


Updates a document in the index by replacing its embeddings.
This is equivalent to deleting and re-adding the document.
Arguments
	index - The index struct
	doc_id - The document ID to update
	embeddings - New embeddings tensor

Returns
  Updated index struct.

  


        

      


  

    
Stephen.Index.Compressed 
    



      
Compressed document index using residual compression.
Combines PLAID-style centroid indexing with ColBERTv2 residual compression
for memory-efficient storage while maintaining retrieval quality.
Instead of storing full float32 embeddings (~512 bytes per token), stores:
	Centroid ID (2 bytes)
	Quantized residual (dim bytes at 8 bits)

This achieves ~4-6x compression ratio.
Usage
# Train compression on document embeddings
index = Stephen.Index.Compressed.new(embedding_dim: 128)
index = Stephen.Index.Compressed.train(index, all_doc_embeddings)

# Add documents (stores compressed)
index = Stephen.Index.Compressed.add(index, "doc1", embeddings1)
index = Stephen.Index.Compressed.add(index, "doc2", embeddings2)

# Search (decompresses on-the-fly)
results = Stephen.Index.Compressed.search(index, query_embeddings, top_k: 10)

      


      
        Summary


  
    Types
  


    
      
        doc_id()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        add(index, doc_id, embeddings)

      


        Adds a document's embeddings to the index (stores compressed).



    


    
      
        add_all(index, documents)

      


        Adds multiple documents to the index.



    


    
      
        delete(index, doc_id)

      


        Removes a document from the index.



    


    
      
        delete_all(index, doc_ids)

      


        Removes multiple documents from the index.



    


    
      
        doc_ids(index)

      


        Returns all document IDs in the index.



    


    
      
        get_compressed(index, doc_id)

      


        Gets the compressed representation for a document.



    


    
      
        get_embeddings(index, doc_id)

      


        Gets the decompressed embeddings for a document.



    


    
      
        has_doc?(index, doc_id)

      


        Checks if a document exists in the index.



    


    
      
        index_documents(index, documents)

      


        Indexes documents: trains on all embeddings, then adds each document.



    


    
      
        load(path)

      


        Loads a compressed index from disk.



    


    
      
        new(opts \\ [])

      


        Creates a new empty compressed index.



    


    
      
        save(index, path)

      


        Saves the compressed index to disk.



    


    
      
        search(index, query_embeddings, opts \\ [])

      


        Searches the compressed index for documents matching a query.



    


    
      
        size(index)

      


        Returns the number of documents in the index.



    


    
      
        stats(index)

      


        Returns compression statistics for the index.



    


    
      
        train(index, embeddings, opts \\ [])

      


        Trains the compression codebook and PLAID centroids on document embeddings.



    


    
      
        update(index, doc_id, embeddings)

      


        Updates a document in the index by replacing its embeddings.



    





      


      
        Types


        


  
    
      
    
    
      doc_id()



        
          
        

    

  


  

      

          @type doc_id() :: term()


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Stephen.Index.Compressed{
  centroids: Nx.Tensor.t() | nil,
  compressed_embeddings: %{
    required(term()) => Stephen.Compression.compressed_embedding()
  },
  compression: Stephen.Compression.t() | nil,
  doc_count: non_neg_integer(),
  embedding_dim: pos_integer(),
  inverted_index: %{required(non_neg_integer()) => MapSet.t()},
  num_centroids: pos_integer(),
  trained?: boolean()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add(index, doc_id, embeddings)



        
          
        

    

  


  

      

          @spec add(t(), doc_id(), Nx.Tensor.t()) :: t()


      


Adds a document's embeddings to the index (stores compressed).
The index must be trained before adding documents.
Arguments
	index - The compressed index struct
	doc_id - Unique identifier for the document
	embeddings - Tensor of shape {num_tokens, embedding_dim}


  



  
    
      
    
    
      add_all(index, documents)



        
          
        

    

  


  

      

          @spec add_all(t(), [{doc_id(), Nx.Tensor.t()}]) :: t()


      


Adds multiple documents to the index.
Arguments
	index - The compressed index struct
	documents - List of {doc_id, embeddings} tuples


  



  
    
      
    
    
      delete(index, doc_id)



        
          
        

    

  


  

      

          @spec delete(t(), doc_id()) :: t()


      


Removes a document from the index.
Arguments
	index - The compressed index struct
	doc_id - The document ID to remove

Returns
  Updated compressed index, or the original index if doc_id not found.

  



  
    
      
    
    
      delete_all(index, doc_ids)



        
          
        

    

  


  

      

          @spec delete_all(t(), [doc_id()]) :: t()


      


Removes multiple documents from the index.
Arguments
	index - The compressed index struct
	doc_ids - List of document IDs to remove

Returns
  Updated compressed index.

  



  
    
      
    
    
      doc_ids(index)



        
          
        

    

  


  

      

          @spec doc_ids(t()) :: [doc_id()]


      


Returns all document IDs in the index.

  



  
    
      
    
    
      get_compressed(index, doc_id)



        
          
        

    

  


  

      

          @spec get_compressed(t(), doc_id()) ::
  Stephen.Compression.compressed_embedding() | nil


      


Gets the compressed representation for a document.

  



  
    
      
    
    
      get_embeddings(index, doc_id)



        
          
        

    

  


  

      

          @spec get_embeddings(t(), doc_id()) :: Nx.Tensor.t() | nil


      


Gets the decompressed embeddings for a document.

  



  
    
      
    
    
      has_doc?(index, doc_id)



        
          
        

    

  


  

      

          @spec has_doc?(t(), doc_id()) :: boolean()


      


Checks if a document exists in the index.

  



  
    
      
    
    
      index_documents(index, documents)



        
          
        

    

  


  

      

          @spec index_documents(t(), [{doc_id(), Nx.Tensor.t()}]) :: t()


      


Indexes documents: trains on all embeddings, then adds each document.
Convenience function that combines train/3 and add/3.
Arguments
	index - The compressed index struct
	documents - List of {doc_id, embeddings} tuples


  



  
    
      
    
    
      load(path)



        
          
        

    

  


  

      

          @spec load(Path.t()) :: {:ok, t()} | {:error, term()}


      


Loads a compressed index from disk.
Arguments
	path - File path to load from

Returns
  {:ok, index} or {:error, reason}

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Creates a new empty compressed index.
Options
	:embedding_dim - Dimension of embeddings (required)
	:num_centroids - Number of PLAID centroids for candidate generation (default: 1024)
	:compression_centroids - Number of compression centroids (default: 2048)


  



  
    
      
    
    
      save(index, path)



        
          
        

    

  


  

      

          @spec save(t(), Path.t()) :: :ok | {:error, term()}


      


Saves the compressed index to disk.
Arguments
	index - The compressed index struct
	path - File path to save to


  



    

  
    
      
    
    
      search(index, query_embeddings, opts \\ [])



        
          
        

    

  


  

      

          @spec search(t(), Nx.Tensor.t(), keyword()) :: [%{doc_id: doc_id(), score: float()}]


      


Searches the compressed index for documents matching a query.
Uses PLAID-style candidate generation followed by reranking
with decompressed embeddings.
Arguments
	index - The compressed index struct
	query_embeddings - Query token embeddings
	opts - Search options

Options
	:top_k - Number of results to return (default: 10)
	:nprobe - Number of centroids to probe (default: 32)

Returns
  List of %{doc_id: term(), score: float()} sorted by score descending.

  



  
    
      
    
    
      size(index)



        
          
        

    

  


  

      

          @spec size(t()) :: non_neg_integer()


      


Returns the number of documents in the index.

  



  
    
      
    
    
      stats(index)



        
          
        

    

  


  

      

          @spec stats(t()) :: map()


      


Returns compression statistics for the index.

  



    

  
    
      
    
    
      train(index, embeddings, opts \\ [])



        
          
        

    

  


  

      

          @spec train(t(), [Nx.Tensor.t()] | Nx.Tensor.t(), keyword()) :: t()


      


Trains the compression codebook and PLAID centroids on document embeddings.
Must be called before adding documents to the index.
Arguments
	index - The compressed index struct
	embeddings - List of embedding tensors or single concatenated tensor

Options
	:compression_centroids - Number of compression centroids (default: 2048)
	:residual_bits - Bits for residual quantization (default: 8)


  



  
    
      
    
    
      update(index, doc_id, embeddings)



        
          
        

    

  


  

      

          @spec update(t(), doc_id(), Nx.Tensor.t()) :: t()


      


Updates a document in the index by replacing its embeddings.
This is equivalent to deleting and re-adding the document.
Arguments
	index - The compressed index struct
	doc_id - The document ID to update
	embeddings - New embeddings tensor

Returns
  Updated compressed index.

  


        

      


  

    
Stephen.Plaid 
    



      
PLAID-style indexing for efficient ColBERT retrieval.
PLAID (Performance-optimized Late Interaction Driver) uses centroid-based
candidate generation for faster retrieval:
	Cluster all document token embeddings into K centroids
	Build inverted lists: centroid -> [doc_ids with tokens near that centroid]
	At query time, find nearest centroids for query tokens
	Retrieve candidate docs from inverted lists
	Rerank candidates with full MaxSim scoring

This achieves sub-linear search time for large collections.

      


      
        Summary


  
    Types
  


    
      
        doc_id()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        add_document(plaid, doc_id, embeddings)

      


        Adds a single document to the index.



    


    
      
        delete(plaid, doc_id)

      


        Removes a document from the index.



    


    
      
        delete_all(plaid, doc_ids)

      


        Removes multiple documents from the index.



    


    
      
        doc_ids(plaid)

      


        Returns all document IDs in the index.



    


    
      
        get_embeddings(plaid, doc_id)

      


        Gets the embeddings for a document.



    


    
      
        has_doc?(plaid, doc_id)

      


        Checks if a document exists in the index.



    


    
      
        index_documents(plaid, documents)

      


        Indexes documents into the PLAID index.



    


    
      
        load(path)

      


        Loads a PLAID index from disk.



    


    
      
        new(opts \\ [])

      


        Creates a new PLAID index.



    


    
      
        save(plaid, path)

      


        Saves the PLAID index to disk.



    


    
      
        search(plaid, query_embeddings, opts \\ [])

      


        Searches the PLAID index for documents matching a query.



    


    
      
        size(plaid)

      


        Returns the number of documents in the index.



    


    
      
        update(plaid, doc_id, embeddings)

      


        Updates a document in the index by replacing its embeddings.



    





      


      
        Types


        


  
    
      
    
    
      doc_id()



        
          
        

    

  


  

      

          @type doc_id() :: term()


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Stephen.Plaid{
  centroids: Nx.Tensor.t() | nil,
  doc_count: non_neg_integer(),
  doc_embeddings: %{required(term()) => Nx.Tensor.t()},
  embedding_dim: pos_integer(),
  inverted_index: %{required(non_neg_integer()) => MapSet.t()},
  num_centroids: pos_integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add_document(plaid, doc_id, embeddings)



        
          
        

    

  


  

      

          @spec add_document(t(), doc_id(), Nx.Tensor.t()) :: t()


      


Adds a single document to the index.

  



  
    
      
    
    
      delete(plaid, doc_id)



        
          
        

    

  


  

      

          @spec delete(t(), doc_id()) :: t()


      


Removes a document from the index.
Arguments
	plaid - PLAID index
	doc_id - The document ID to remove

Returns
  Updated PLAID index, or the original index if doc_id not found.

  



  
    
      
    
    
      delete_all(plaid, doc_ids)



        
          
        

    

  


  

      

          @spec delete_all(t(), [doc_id()]) :: t()


      


Removes multiple documents from the index.
Arguments
	plaid - PLAID index
	doc_ids - List of document IDs to remove

Returns
  Updated PLAID index.

  



  
    
      
    
    
      doc_ids(plaid)



        
          
        

    

  


  

      

          @spec doc_ids(t()) :: [doc_id()]


      


Returns all document IDs in the index.

  



  
    
      
    
    
      get_embeddings(plaid, doc_id)



        
          
        

    

  


  

      

          @spec get_embeddings(t(), doc_id()) :: Nx.Tensor.t() | nil


      


Gets the embeddings for a document.

  



  
    
      
    
    
      has_doc?(plaid, doc_id)



        
          
        

    

  


  

      

          @spec has_doc?(t(), doc_id()) :: boolean()


      


Checks if a document exists in the index.

  



  
    
      
    
    
      index_documents(plaid, documents)



        
          
        

    

  


  

      

          @spec index_documents(t(), [{doc_id(), Nx.Tensor.t()}]) :: t()


      


Indexes documents into the PLAID index.
The first call will train centroids on the provided embeddings.
Subsequent calls will use the existing centroids.
Arguments
	plaid - PLAID index
	documents - List of {doc_id, embeddings} tuples


  



  
    
      
    
    
      load(path)



        
          
        

    

  


  

      

          @spec load(Path.t()) :: {:ok, t()} | {:error, term()}


      


Loads a PLAID index from disk.
Arguments
	path - File path to load from

Returns
  {:ok, plaid} or {:error, reason}

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Creates a new PLAID index.
Options
	:embedding_dim - Dimension of embeddings (required)
	:num_centroids - Number of centroids for clustering (default: 1024)

Examples
plaid = Stephen.Plaid.new(embedding_dim: 128, num_centroids: 1024)

  



  
    
      
    
    
      save(plaid, path)



        
          
        

    

  


  

      

          @spec save(t(), Path.t()) :: :ok | {:error, term()}


      


Saves the PLAID index to disk.
Arguments
	plaid - PLAID index to save
	path - File path to save to


  



    

  
    
      
    
    
      search(plaid, query_embeddings, opts \\ [])



        
          
        

    

  


  

      

          @spec search(t(), Nx.Tensor.t(), keyword()) :: [%{doc_id: doc_id(), score: float()}]


      


Searches the PLAID index for documents matching a query.
Arguments
	plaid - PLAID index
	query_embeddings - Query token embeddings
	opts - Search options

Options
	:top_k - Number of results to return (default: 10)
	:nprobe - Number of centroids to probe per query token (default: 32)

Returns
  List of %{doc_id: term(), score: float()} sorted by score descending.

  



  
    
      
    
    
      size(plaid)



        
          
        

    

  


  

      

          @spec size(t()) :: non_neg_integer()


      


Returns the number of documents in the index.

  



  
    
      
    
    
      update(plaid, doc_id, embeddings)



        
          
        

    

  


  

      

          @spec update(t(), doc_id(), Nx.Tensor.t()) :: t()


      


Updates a document in the index by replacing its embeddings.
This is equivalent to deleting and re-adding the document.
Arguments
	plaid - PLAID index
	doc_id - The document ID to update
	embeddings - New embeddings tensor

Returns
  Updated PLAID index.

  


        

      


  

    
Stephen.Chunker 
    



      
Passage chunking for long documents.
ColBERT has a maximum document length (typically 180 tokens). For longer
documents, we split them into overlapping chunks and track the mapping
back to original documents.
Stephen uses sentence-aware recursive chunking via text_chunker, which
splits at semantic boundaries (sentences, paragraphs). Research shows
ColBERT performs best with sentence-aware splitting.
Usage
# Split documents into chunks
{chunks, mapping} = Stephen.Chunker.chunk_documents(documents)

# With custom size
{chunks, mapping} = Stephen.Chunker.chunk_documents(documents,
  chunk_size: 500,
  chunk_overlap: 100
)

# For markdown documents
{chunks, mapping} = Stephen.Chunker.chunk_documents(documents,
  format: :markdown
)

# After retrieval, merge results back to document level
merged_results = Stephen.Chunker.merge_results(chunk_results, mapping)

      


      
        Summary


  
    Types
  


    
      
        chunk_id()

      


    


    
      
        chunk_mapping()

      


    


    
      
        doc_id()

      


    





  
    Functions
  


    
      
        chunk_documents(documents, opts \\ [])

      


        Splits documents into overlapping chunks.



    


    
      
        chunk_text(text, opts \\ [])

      


        Chunks a single text into overlapping segments.



    


    
      
        estimate_chunks(text, opts \\ [])

      


        Calculates how many chunks a text will produce.



    


    
      
        get_chunk_ids(doc_id, mapping)

      


        Gets all chunk IDs for a document.



    


    
      
        get_doc_id(chunk_id, mapping)

      


        Returns the original document ID for a chunk.



    


    
      
        merge_results(results, mapping, opts \\ [])

      


        Merges chunk-level results back to document level.



    





      


      
        Types


        


  
    
      
    
    
      chunk_id()



        
          
        

    

  


  

      

          @type chunk_id() :: String.t()


      



  



  
    
      
    
    
      chunk_mapping()



        
          
        

    

  


  

      

          @type chunk_mapping() :: %{
  required(chunk_id()) => %{doc_id: doc_id(), chunk_index: non_neg_integer()}
}


      



  



  
    
      
    
    
      doc_id()



        
          
        

    

  


  

      

          @type doc_id() :: term()


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      chunk_documents(documents, opts \\ [])



        
          
        

    

  


  

      

          @spec chunk_documents(
  [{doc_id(), String.t()}],
  keyword()
) :: {[{chunk_id(), String.t()}], chunk_mapping()}


      


Splits documents into overlapping chunks.
Arguments
	documents - List of {doc_id, text} tuples
	opts - Chunking options

Options
	:chunk_size - Target chunk size in characters (default: 500)
	:chunk_overlap - Overlap between chunks in characters (default: 100)
	:format - Text format for separator selection (:plaintext or :markdown, default: :plaintext)

Returns
  Tuple of {chunks, mapping} where:
	chunks is a list of {chunk_id, text} tuples
	mapping is a map from chunk_id to original doc info


  



    

  
    
      
    
    
      chunk_text(text, opts \\ [])



        
          
        

    

  


  

      

          @spec chunk_text(
  String.t(),
  keyword()
) :: [String.t()]


      


Chunks a single text into overlapping segments.
Arguments
	text - Text to chunk
	opts - Chunking options (same as chunk_documents/2)

Returns
  List of text chunks (strings)

  



    

  
    
      
    
    
      estimate_chunks(text, opts \\ [])



        
          
        

    

  


  

      

          @spec estimate_chunks(
  String.t(),
  keyword()
) :: non_neg_integer()


      


Calculates how many chunks a text will produce.
Useful for estimating index size before indexing.
Arguments
	text - Text to analyze
	opts - Same options as chunk_text/2

Returns
  Number of chunks

  



  
    
      
    
    
      get_chunk_ids(doc_id, mapping)



        
          
        

    

  


  

      

          @spec get_chunk_ids(doc_id(), chunk_mapping()) :: [chunk_id()]


      


Gets all chunk IDs for a document.
Arguments
	doc_id - The original document ID
	mapping - Chunk mapping from chunk_documents/2

Returns
  List of chunk IDs belonging to the document

  



  
    
      
    
    
      get_doc_id(chunk_id, mapping)



        
          
        

    

  


  

      

          @spec get_doc_id(chunk_id(), chunk_mapping()) :: doc_id() | nil


      


Returns the original document ID for a chunk.
Arguments
	chunk_id - The chunk identifier
	mapping - Chunk mapping from chunk_documents/2

Returns
  The original document ID or nil if not found

  



    

  
    
      
    
    
      merge_results(results, mapping, opts \\ [])



        
          
        

    

  


  

      

          @spec merge_results(
  [%{doc_id: chunk_id(), score: float()}],
  chunk_mapping(),
  keyword()
) :: [
  %{doc_id: doc_id(), score: float()}
]


      


Merges chunk-level results back to document level.
Takes the maximum score among all chunks of the same document.
Arguments
	results - List of %{doc_id: chunk_id, score: float} from search
	mapping - Chunk mapping from chunk_documents/2

Options
	:aggregation - How to combine chunk scores (:max, :mean, :sum) (default: :max)

Returns
  List of %{doc_id: original_doc_id, score: float} sorted by score descending.

  


        

      


  

    
Stephen.Compression 
    



      
ColBERTv2-style residual compression for token embeddings.
Compresses embeddings using centroid-based representation:
	Learn K centroids using K-means clustering
	For each embedding, store centroid ID + quantized residual
	Achieves compression while maintaining retrieval quality

Compression Levels
Supports multiple quantization bit depths via :residual_bits:
	residual_bits: 8 (default) - 8-bit quantization, ~4-6x compression
	residual_bits: 2 - 2-bit quantization, ~16x compression
	residual_bits: 1 - Binary/1-bit quantization, ~32x compression

Lower bit depths trade retrieval quality for smaller index size.
Storage Format
For 128-dim embeddings:
	8-bit: 2 bytes (centroid) + 128 bytes (residuals) = 130 bytes
	2-bit: 2 bytes (centroid) + 32 bytes (packed) = 34 bytes
	1-bit: 2 bytes (centroid) + 16 bytes (packed) = 18 bytes

How it works
Instead of storing full float32 embeddings (512 bytes), we store:
	Centroid ID (2 bytes for 65536 centroids)
	Quantized residual (packed bits)

To reconstruct: embedding ≈ centroid[id] + dequantize(residual)

      


      
        Summary


  
    Types
  


    
      
        compressed_embedding()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        approximate_similarity(compression, query_embeddings, compressed_doc)

      


        Computes approximate similarity using compressed representations.



    


    
      
        compress(compression, embeddings)

      


        Compresses embeddings using the trained codebook.



    


    
      
        compression_ratio(embedding_dim, residual_bits)

      


        Returns the compression ratio for given settings.



    


    
      
        decompress(compression, compressed)

      


        Decompresses embeddings from compressed representation.



    


    
      
        load(path)

      


        Loads compression codebook from disk.



    


    
      
        save(compression, path)

      


        Saves compression codebook to disk.



    


    
      
        train(embeddings, opts \\ [])

      


        Trains a compression codebook from a collection of embeddings.



    





      


      
        Types


        


  
    
      
    
    
      compressed_embedding()



        
          
        

    

  


  

      

          @type compressed_embedding() :: %{
  centroid_ids: Nx.Tensor.t(),
  residuals: Nx.Tensor.t()
}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Stephen.Compression{
  centroids: Nx.Tensor.t(),
  embedding_dim: pos_integer(),
  num_centroids: pos_integer(),
  residual_bits: pos_integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      approximate_similarity(compression, query_embeddings, compressed_doc)



        
          
        

    

  


  

      

          @spec approximate_similarity(t(), Nx.Tensor.t(), compressed_embedding()) ::
  Nx.Tensor.t()


      


Computes approximate similarity using compressed representations.
Uses centroid lookup + residual correction for efficient scoring.

  



  
    
      
    
    
      compress(compression, embeddings)



        
          
        

    

  


  

      

          @spec compress(t(), Nx.Tensor.t()) :: compressed_embedding()


      


Compresses embeddings using the trained codebook.
Arguments
	compression - Trained compression codebook
	embeddings - Tensor of shape {n, dim} to compress

Returns
  Compressed embedding struct with centroid IDs and quantized residuals.

  



  
    
      
    
    
      compression_ratio(embedding_dim, residual_bits)



        
          
        

    

  


  

      

          @spec compression_ratio(pos_integer(), pos_integer()) :: float()


      


Returns the compression ratio for given settings.
Examples
iex> Stephen.Compression.compression_ratio(128, 8)
3.94
iex> Stephen.Compression.compression_ratio(128, 1)
28.44

  



  
    
      
    
    
      decompress(compression, compressed)



        
          
        

    

  


  

      

          @spec decompress(t(), compressed_embedding()) :: Nx.Tensor.t()


      


Decompresses embeddings from compressed representation.
Arguments
	compression - Trained compression codebook
	compressed - Compressed embedding struct

Returns
  Reconstructed embeddings tensor of shape {n, dim}.

  



  
    
      
    
    
      load(path)



        
          
        

    

  


  

      

          @spec load(Path.t()) :: {:ok, t()} | {:error, term()}


      


Loads compression codebook from disk.

  



  
    
      
    
    
      save(compression, path)



        
          
        

    

  


  

      

          @spec save(t(), Path.t()) :: :ok


      


Saves compression codebook to disk.

  



    

  
    
      
    
    
      train(embeddings, opts \\ [])



        
          
        

    

  


  

      

          @spec train(
  [Nx.Tensor.t()] | Nx.Tensor.t(),
  keyword()
) :: t()


      


Trains a compression codebook from a collection of embeddings.
Arguments
	embeddings - List of embedding tensors or single tensor of shape {n, dim}
	opts - Options

Options
	:num_centroids - Number of centroids (default: 2048)
	:residual_bits - Bits for residual quantization (default: 8)
	:iterations - K-means iterations (default: 20)

Returns
  A trained compression codebook struct.

  


        

      


  

    
Stephen.KMeans 
    



      
K-means clustering wrapper around Scholar.Cluster.KMeans.
Provides a simplified interface for centroid training with support for
both L2 (default Scholar) and cosine distance use cases.

      


      
        Summary


  
    Functions
  


    
      
        find_nearest(embeddings, centroids, atom)

      


        Finds the nearest centroid for each embedding.



    


    
      
        train(embeddings, k, opts \\ [])

      


        Trains K centroids using K-means clustering.



    





      


      
        Functions


        


  
    
      
    
    
      find_nearest(embeddings, centroids, atom)



        
          
        

    

  


  

      

          @spec find_nearest(Nx.Tensor.t(), Nx.Tensor.t(), :cosine | :l2) :: Nx.Tensor.t()


      


Finds the nearest centroid for each embedding.
Arguments
	embeddings - Tensor of shape {n, dim}
	centroids - Tensor of shape {k, dim}
	distance - Distance metric: :cosine or :l2

Returns
  Tensor of shape {n} with centroid indices.

  



    

  
    
      
    
    
      train(embeddings, k, opts \\ [])



        
          
        

    

  


  

      

          @spec train(Nx.Tensor.t(), pos_integer(), keyword()) :: Nx.Tensor.t()


      


Trains K centroids using K-means clustering.
Arguments
	embeddings - Tensor of shape {n, dim}
	k - Number of centroids to train

Options
	:iterations - Number of K-means iterations (default: 10)
	:distance - Distance metric: :cosine or :l2 (default: :cosine)
	:normalize - Whether to L2-normalize centroids (default: true for cosine)
	:seed - Random seed for initialization (default: 42)

Returns
  Tensor of shape {k, dim} containing trained centroids.
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