

    

        Tenex

        v1.0.0



    


  

    Table of contents

    
      



      	Tenex


      	Changelog





        	
          Modules
          


      	Mix.Tenex


      	Tenex


      	Tenex.Config


      	Tenex.EnsurePlug


      	Tenex.EnsurePlugConfig


      	Tenex.ParamPlug


      	Tenex.ParamPlugConfig


      	Tenex.Plug


      	Tenex.SessionPlug


      	Tenex.SessionPlugConfig


      	Tenex.SubdomainPlug


      	Tenex.SubdomainPlugConfig





        



          	
            Mix Tasks
            

                	mix tenex.gen.migration


                	mix tenex.migrate


                	mix tenex.migrations


                	mix tenex.rollback


            

          


      

    

  

    
Tenex
    

[image: Version]
[image: Downloads]
[image: Coverage Status]
A simple and effective way to build multitenant applications on top of Ecto.
Documentation
Tenex leverages database data segregation techniques (such as Postgres schemas) to keep tenant-specific data separated, while allowing you to continue using the Ecto functions you are familiar with.

  
    
  
  Quick Start


	Add tenex to your list of dependencies in mix.exs:

def deps do
  [
    {:tenex, "~> 1.0.0"},
  ]
end
	Run in your shell:

mix deps.get


  
    
  
  Configuration


Configure the Repo you will use to execute the database commands with:
config :tenex, repo: ExampleApp.Repo

  
    
  
  Additional configuration for MySQL


In MySQL, each tenant will have its own MySQL database.
Tenex used to use a table called tenants in the main Repo to keep track of the different tenants.
If you wish to keep this behavior, generate the migration that will create the table by running:
mix tenex.mysql.install
And then create the table:
mix ecto.migrate
Finally, configure Tenex to use the tenants table:
config :tenex, tenant_table: :tenants
Otherwise, Tenex will continue to use the information_schema.schemata table as the default behavior for storing tenants.

  
    
  
  Usage


Here is a quick overview of what you can do with tenex!

  
    
  
  Creating, renaming and dropping tenants


To create a new tenant:
Tenex.create("your_tenant")
This will create a new database schema and run your migrations—which may take a while depending on your application.
Rename a tenant:
Tenex.rename("your_tenant", "my_tenant")
This is not something you should need to do often. :-)
Delete a tenant:
Tenex.drop("my_tenant")
More information on the API can be found in documentation.

  
    
  
  Creating tenant migrations


To create a migration to run across tenant schemas:
mix tenex.gen.migration your_migration_name

If migrating an existing project to use Tenex, you can move some or all of your existing migrations from priv/YOUR_REPO/migrations to  priv/YOUR_REPO/tenant_migrations.
Tenex and Ecto will automatically add prefixes to standard migration functions.  If you have custom SQL in your migrations, you will need to use the prefix function provided by Ecto. e.g.
def up do
  execute "CREATE INDEX name_trgm_index ON #{prefix()}.users USING gin (nam gin_trgm_ops);"
end

  
    
  
  Running tenant migrations:


mix tenex.migrate

This will migrate all of your existing tenants, one by one.  In the case of failure, the next run will continue from where it stopped.

  
    
  
  Using Ecto


Your Ecto usage only needs the prefix option.  Tenex provides a helper to coerce the tenant value into the proper format, e.g.:
Repo.all(User, prefix: Tenex.to_prefix("my_tenant"))
Repo.get!(User, 123, prefix: Tenex.to_prefix("my_tenant"))

  
    
  
  Fetching the tenant with Plug


Tenex includes configurable plugs that you can use to load the current tenant in your application.
Here is an example loading the tenant from the current subdomain:
plug Tenex.SubdomainPlug, endpoint: MyApp.Endpoint
For more information, check the Tenex.Plug documentation for an overview of our plugs.

  
    
  
  Thanks


This lib is inspired by the gem apartment, which does the same thing in Ruby on Rails world. We also give credit (and a lot of thanks) to @Dania02525 for the work on apartmentex.  A lot of the work here is based on what she has done there.  And also to @jeffdeville, who forked (tenantex) taking a different approach, which gave us additional ideas.


  

    
Changelog
    


  
    
  
  MyXQL Support


	I created a support for myxql package and mariaex package was removed,
to use this update you will need to add the myxql package e.g {:myxql, "~> 0.3.0"}
in your mix.exs file.


  
    
  
  1.3.0



  
    
  
  Bug fixes


	Fixed compilation error when optional adapters are not included in downstream project.


  
    
  
  Changed


	docker-compose configuration that allows easy setup for test databases.
	Tenex.create/1,2 now rolls back the prefix creation if the func fails with error tuple
	Now we support to Ecto 3! :tada: But be aware that this new version does not support
the old versions of Ecto, only 3.0 and up


  
    
  
  Breaking changes


It's not our fault, but there is a breaking change if you upgrade it because migration on
Ecto 3 are ran on a different process.
The problem you may find is basically with this kind of code:
Repo.transaction(fn ->
  {:ok, _} = Tenex.create("tenant")
  User.insert!(%{name: "Demo user 1"})
  User.insert!(%{name: "Demo user 2"})
end)
As Tenex.create/1 runs the tenant migrations, and they will run on different processes,
you will get an error from your db saying that the given tenant prefix (schema or database
depending on the db) does not exist.
That occurs because the new processes will checkout a new connection to db, making them
not aware of the current transaction, since it is on another db connection. But don't panic,
we have a solution for you!
Here is how you could achieve the same results on success or fail:
Tenex.create_schema("tenant", Repo, fn(tenant, repo) ->
  Repo.transaction(fn ->
    {:ok, _} = Tenex.migrate(tenant, repo)
    User.insert!(%{name: "Demo user 1"})
    User.insert!(%{name: "Demo user 2"})

    tenant
  end)
end)
For more details about these function check the online documentation for Tenex.create/1,2
and Tenex.create_schema/1,2,3.

  
    
  
  1.3.0-rc.1



  
    
  
  Bug fixes


	Fixed compilation error when optional adapters are not included in downstream project.


  
    
  
  Changed


	docker-compose configuration that allows easy setup for test databases.


  
    
  
  1.3.0-rc.0



  
    
  
  Added


	Support to MySQL :dolphin:


  
    
  
  Changed


	Tenex.create/1,2 now rolls back the prefix creation if the func fails with error tuple
	Now we support to Ecto 3! :tada: But be aware that this new version does not support
the old versions of Ecto, only 3.0 and up


  
    
  
  Breaking changes


It's not our fault, but there is a breaking change if you upgrade it because migration on
Ecto 3 are ran on a different process.
The problem you may find is basically with this kind of code:
Repo.transaction(fn ->
  {:ok, _} = Tenex.create("tenant")
  User.insert!(%{name: "Demo user 1"})
  User.insert!(%{name: "Demo user 2"})
end)
As Tenex.create/1 runs the tenant migrations, and they will run on different processes,
you will get an error from your db saying that the given tenant prefix (schema or database
depending on the db) does not exist.
That occurs because the new processes will checkout a new connection to db, making them
not aware of the current transaction, since it is on another db connection. But don't panic,
we have a solution for you!
Here is how you could achieve the same results on success or fail:
Tenex.create_schema("tenant", Repo, fn(tenant, repo) ->
  Repo.transaction(fn ->
    {:ok, _} = Tenex.migrate(tenant, repo)
    User.insert!(%{name: "Demo user 1"})
    User.insert!(%{name: "Demo user 2"})

    tenant
  end)
end)
For more details about these function check the online documentation for Tenex.create/1,2
and Tenex.create_schema/1,2,3.


  

    
Mix.Tenex 
    



      
Useful functions for any tenex mix task.
Here is the list of tasks we have for now:
	mix tenex.gen.migration -
generates a tenant migration for the repo
	mix tenex.migrate -
runs the repository tenant migrations
	mix tenex.migrations -
displays the repository migration status
	mix tenex.rollback -
rolls back the repository tenant migrations


      


      
        Summary


  
    Functions
  


    
      
        ensure_started(repo, opts)

      


        Ensures the given repository is started and running.



    


    
      
        ensure_tenant_migrations_path(repo)

      


        Ensures the migrations path exists for the given repo.



    


    
      
        restart_apps_if_migrated(apps, list)

      


        Restarts the app if there was any migration command.



    


    
      
        run_tenant_migrations(args, direction, migrator \\ &Migrator.run/4)

      


        Runs the tenant migrations with the given args and using
migrator function.



    


    
      
        source_repo_priv(repo)

      


        Returns the private repository path relative to the source.



    





      


      
        Functions

        


  
    
      
    
    
      ensure_started(repo, opts)



        
          
        

    

  


  

      

          @spec ensure_started(Mix.Ecto.Repo.t(), Keyword.t()) :: {:ok, pid() | nil, [atom()]}


      


Ensures the given repository is started and running.

  



  
    
      
    
    
      ensure_tenant_migrations_path(repo)



        
          
        

    

  


  

Ensures the migrations path exists for the given repo.
Returns the path for the repo tenant migrations folder if succeeds
or Mix.raise's if it fails.

  



  
    
      
    
    
      restart_apps_if_migrated(apps, list)



        
          
        

    

  


  

      

          @spec restart_apps_if_migrated([atom()], list()) :: :ok


      


Restarts the app if there was any migration command.

  



    

  
    
      
    
    
      run_tenant_migrations(args, direction, migrator \\ &Migrator.run/4)



        
          
        

    

  


  

Runs the tenant migrations with the given args and using
migrator function.

  



  
    
      
    
    
      source_repo_priv(repo)



        
          
        

    

  


  

Returns the private repository path relative to the source.

  


        

      


  

    
Tenex 
    



      
This is the main module of Tenex.
The main objective of it is to make a little bit easier to manage tenants
through postgres db schemas, executing queries and commands
inside and outside the tenant without much boilerplate code.

  
    
  
  Using the tenant


This module has useful functions to manage your tenants, like create/1,
rename/2 and drop/1, but if you're trying to apply the tenant to a
query, changeset or schema, stay with your application Repo, sending the
prefix. Like this:
Repo.all(User, prefix: Tenex.to_prefix("my_tenant"))
It's a good idea to call Tenex.to_prefix on your tenant name, although is
not required. Because, if you configured a tenant_prefix, this function will
return the prefixed one.

      


      
        Summary


  
    Functions
  


    
      
        all(repo \\ config().repo)

      


        Returns all the tenants on the given repo.



    


    
      
        config()

      


        Returns a %Tenex.Config{} struct with all the args loaded from the app
configuration.



    


    
      
        create(tenant, repo \\ config().repo)

      


        Creates the given tenant on the given repo.



    


    
      
        create_schema(tenant, repo \\ config().repo, func \\ nil)

      


        Creates the tenant schema/database on the given repo.



    


    
      
        drop(tenant, repo \\ config().repo)

      


        Drops the given tenant on the given repo.



    


    
      
        exists?(tenant, repo \\ config().repo)

      


        Returns if the given tenant exists or not on the given repo.



    


    
      
        migrate(tenant, repo \\ config().repo)

      


        Migrates the given tenant on your repo.



    


    
      
        migrations_path(repo \\ config().repo)

      


        Returns the path for the tenant migrations on your repo.



    


    
      
        rename(old_tenant, new_tenant, repo \\ config().repo)

      


        Renames the old_tenant to the new_tenant on the given repo.



    


    
      
        reserved_tenant?(tenant)

      


        Returns if the given tenant is reserved or not.



    


    
      
        reserved_tenants()

      


        Returns the list of reserved tenants.



    


    
      
        tenant_field(map)

      


        Returns the value of the configured tenant field on the given map.



    


    
      
        to_prefix(tenant, prefix \\ config().tenant_prefix)

      


        Returns the tenant name with the given prefix.



    





      


      
        Functions

        


    

  
    
      
    
    
      all(repo \\ config().repo)



        
          
        

    

  


  

Returns all the tenants on the given repo.

  



  
    
      
    
    
      config()



        
          
        

    

  


  

Returns a %Tenex.Config{} struct with all the args loaded from the app
configuration.

  



    

  
    
      
    
    
      create(tenant, repo \\ config().repo)



        
          
        

    

  


  

Creates the given tenant on the given repo.
Returns {:ok, tenant} if successful or {:error, reason} otherwise.
Besides creating the database itself, this function also loads their
structure executing all migrations from inside
priv/YOUR_REPO/tenant_migrations folder. By calling create_schema/3
sending migrate/2 as the func callback.
See migrate/2 for more details about the migration running.

  
    
  
  Ecto 3 migrations, tenex and transactions


So on Ecto 3, migrations were changed to run on async tasks. Because of
that it's not possible anymore to run Tenex.create/2 inside of a
transaction anymore.
But there is a way to achieve the same results using create_schema/3
and migrate/2. Here is an example using transaction:
Repo.transaction(fn ->
  {:ok, _} = Tenex.create("tenant")
  User.insert!(%{name: "Demo user 1"})
  User.insert!(%{name: "Demo user 2"})
end)
And here is how you could achieve the same results on success or fail:
Tenex.create_schema("tenant", Repo, fn(tenant, repo) ->
  Repo.transaction(fn ->
    {:ok, _} = Tenex.migrate(tenant, repo)
    User.insert!(%{name: "Demo user 1"})
    User.insert!(%{name: "Demo user 2"})

    # the `create_schema/3` function must return `{:ok, "tenant"}`
    # if succeeded, and `Repo.transaction` transforms the function results
    # on this tuple
    tenant
  end)
end)
So, if the function given to create_schema/3 returns an error tuple, it will
rollback the created schema and return that tuple to you. Check out
create_schema/3 docs for more details.

  



    

    

  
    
      
    
    
      create_schema(tenant, repo \\ config().repo, func \\ nil)



        
          
        

    

  


  

Creates the tenant schema/database on the given repo.
Returns {:ok, tenant} if successful or {:error, reason} otherwise.
After creating it successfully, the given func callback is called with
the tenant and the repo as arguments. The func must return
{:ok, any} if successful or {:error, reason} otherwise. In the case
the func fails, this func will rollback the created schema and
fail with the same reason.
The function to_prefix/1 will be applied to the tenant.

  



    

  
    
      
    
    
      drop(tenant, repo \\ config().repo)



        
          
        

    

  


  

Drops the given tenant on the given repo.
Returns {:ok, tenant} if successful or {:error, reason} otherwise.
The function to_prefix/1 will be applied to the tenant.

  



    

  
    
      
    
    
      exists?(tenant, repo \\ config().repo)



        
          
        

    

  


  

Returns if the given tenant exists or not on the given repo.
The function to_prefix/1 will be applied to the tenant.

  



    

  
    
      
    
    
      migrate(tenant, repo \\ config().repo)



        
          
        

    

  


  

Migrates the given tenant on your repo.
Returns {:ok, migrated_versions} if successful or {:error, reason} otherwise.
The function to_prefix/1 will be applied to the tenant.

  



    

  
    
      
    
    
      migrations_path(repo \\ config().repo)



        
          
        

    

  


  

Returns the path for the tenant migrations on your repo.

  



    

  
    
      
    
    
      rename(old_tenant, new_tenant, repo \\ config().repo)



        
          
        

    

  


  

Renames the old_tenant to the new_tenant on the given repo.
Returns {:ok, new_tenant} if successful or {:error, reason} otherwise.
The function to_prefix/1 will be applied to the old_tenant and
new_tenant.

  



  
    
      
    
    
      reserved_tenant?(tenant)



        
          
        

    

  


  

Returns if the given tenant is reserved or not.
The function to_prefix/1 will be applied to the tenant.

  



  
    
      
    
    
      reserved_tenants()



        
          
        

    

  


  

Returns the list of reserved tenants.
By default, there are some limitations for the name of a tenant depending on
the database, like "public" or anything that start with "pg_".
You also can configure your own reserved tenant names if you want with:
config :tenex, reserved_tenants: ["www", "api", ~r/^db�+$/]
Notice that you can use regexes, and they will be applied to the tenant
names.

  



  
    
      
    
    
      tenant_field(map)



        
          
        

    

  


  

Returns the value of the configured tenant field on the given map.

  



    

  
    
      
    
    
      to_prefix(tenant, prefix \\ config().tenant_prefix)



        
          
        

    

  


  

Returns the tenant name with the given prefix.
If the prefix is omitted, the tenant_prefix configuration from
Tenex.Config will be used.
The tenant can be a string, a map or a struct. For a string it will
be used as the tenant name to concat the prefix. For a map or a struct, it
will get the tenant_field/0 from it to concat the prefix.

  


        

      


  

    
Tenex.Config 
    



      
All the configuration for Tenex basic functionality is here:
	repo: the ecto repo that will be used to execute the schema operations.
	tenant_prefix: a prefix for all tenants.
	reserved_tenants: a list of reserved tenants, which cannot be created
through tenex APIs. The items here can be strings or regexes.
	tenant_field: an atom with the name of the field to get the tenant name
if the given tenant is a struct. By default it's :id.


      




  

    
Tenex.EnsurePlug 
    



      
This is a basic plug that ensure the tenant is loaded.
To plug it on your router, you can use:
plug Tenex.EnsurePlug,
  callback: &TenantHelper.callback/2
  failure_callback: &TenantHelper.failure_callback/2
See Tenex.EnsurePlugConfig to check all the allowed config flags.

      




  

    
Tenex.EnsurePlugConfig 
    



      
This is a struct that holds the configuration for Tenex.EnsurePlug.
Here are the config keys allowed:
	assign: the name of the assign where we must save the tenant.
	callback: function that might be called when the plug succeeded. It
must return a connection.
	failure_callback: function that might be called when the plug failed.
It must return a connection.


      




  

    
Tenex.ParamPlug 
    



      
This is a basic plug that loads the current tenant assign from a given
param.
To plug it on your router, you can use:
plug Tenex.ParamPlug,
  param: :subdomain,
  tenant_handler: &TenantHelper.tenant_handler/1
See Tenex.ParamPlugConfig to check all the allowed config flags.

      




  

    
Tenex.ParamPlugConfig 
    



      
This is a struct that holds all configuration for Tenex.ParamPlug.
Here are the config keys allowed:
	tenant_handler: function to handle the tenant param. Its return will
be used as the tenant.
	assign: the name of the assign where we must save the tenant.
	param: the param name to load the tenant from.


      




  

    
Tenex.Plug 
    



      
This module have some basic functions for our tenex plugs.
The plugs we have for now are:
	Tenex.ParamPlug - loads the tenant from a body or query param
	Tenex.SessionPlug - loads the tenant from a session param
	Tenex.SubdomainPlug - loads the tenant from the url subdomain
	Tenex.EnsurePlug - ensures the current tenant is loaded and halts if not


      


      
        Summary


  
    Functions
  


    
      
        ensure_tenant(conn, config)

      


        Ensure the tenant is loaded, and if not, halts the conn.



    


    
      
        put_tenant(conn, tenant, config)

      


        Puts the given tenant as an assign on the given conn, but only if the
tenant is not reserved.



    





      


      
        Functions

        


  
    
      
    
    
      ensure_tenant(conn, config)



        
          
        

    

  


  

Ensure the tenant is loaded, and if not, halts the conn.
The config map/struct must have:
	assign: the name of the assign where we must save the tenant.


  



  
    
      
    
    
      put_tenant(conn, tenant, config)



        
          
        

    

  


  

Puts the given tenant as an assign on the given conn, but only if the
tenant is not reserved.
The config map/struct must have:
	tenant_handler: function to handle the tenant param. Its return will
be used as the tenant.
	assign: the name of the assign where we must save the tenant.


  


        

      


  

    
Tenex.SessionPlug 
    



      
This is a basic plug that loads the current tenant assign from a given
value set on session.
To plug it on your router, you can use:
plug Tenex.SessionPlug,
  session: :subdomain,
  tenant_handler: &TenantHelper.tenant_handler/1
See Tenex.SessionPlugConfig to check all the allowed config flags.

      




  

    
Tenex.SessionPlugConfig 
    



      
This is a struct that holds the configuration for Tenex.SessionPlug.
Here are the config keys allowed:
	tenant_handler: function to handle the tenant param. Its return will
be used as the tenant.
	assign: the name of the assign where we must save the tenant.
	session: the session param name to load the tenant from.


      




  

    
Tenex.SubdomainPlug 
    



      
This is a basic plug that loads the current tenant assign from a given
value set on subdomain.
To plug it on your router, you can use:
plug Tenex.SubdomainPlug,
  endpoint: MyApp.Endpoint,
  tenant_handler: &TenantHelper.tenant_handler/1
See Tenex.SubdomainPlugConfig to check all the allowed config flags.

      




  

    
Tenex.SubdomainPlugConfig 
    



      
This is a struct that holds the configuration for Tenex.SubdomainPlug.
Here are the config keys allowed:
	tenant_handler: function to handle the tenant param. Its return will
be used as the tenant.
	assign: the name of the assign where we must save the tenant.
	endpoint: the Phoenix.Endpoint to get the host name to discover the
subdomain.


      




  

    
mix tenex.gen.migration 
    



      
Generates a migration.
The repository must be set under :ecto_repos in the
current app configuration or given via the -r option.

  
    
  
  Examples


mix tenex.gen.migration add_posts_table
mix tenex.gen.migration add_posts_table -r Custom.Repo
By default, the migration will be generated to the
"priv/YOUR_REPO/migrations" directory of the current application
but it can be configured to be any subdirectory of priv by
specifying the :priv key under the repository configuration.
This generator will automatically open the generated file if
you have ECTO_EDITOR set in your environment variable.

  
    
  
  Command line options


	-r, --repo - the repo to generate migration for


  
    
  
  PS


All of this code is copied from mix ecto.gen.migration task, if something
does not work, please compare them and try to stay as close to it as possible.

      




  

    
mix tenex.migrate 
    



      
Runs the pending tenant migrations for the given repository.
Tenant migrations are expected at "priv/YOUR_REPO/tenant_migrations" directory
of the current application, where "YOUR_REPO" is the last segment
in your repository name. For example, the repository MyApp.Repo
will use "priv/repo/tenant_migrations". The repository Whatever.MyRepo
will use "priv/my_repo/tenant_migrations".
You can configure a repository to use another directory by specifying
the :priv key under the repository configuration. The "tenant_migrations"
part will be automatically appended to it. For instance, to use
"priv/custom_repo/tenant_migrations":
config :my_app, MyApp.Repo, priv: "priv/custom_repo"
To change the "tenant_migrations" part, you can set the :migrations_path
config under tenex configuration. For example, to use "priv/repo/my_migrations":
config :tenex, migrations_path: "my_migrations"
This task runs all pending tenant migrations by default. To migrate up to a
specific version number, supply --to version_number. To migrate a
specific number of times, use --step n.
The repositories to migrate are the ones specified under the
:ecto_repos option in the current app configuration. However,
if the -r option is given, it replaces the :ecto_repos config.
Since Ecto tasks can only be executed once, if you need to migrate
multiple repositories, set :ecto_repos accordingly or pass the -r
flag multiple times.
If a repository has not yet been started, one will be started outside
your application supervision tree and shutdown afterwards.

  
    
  
  Examples


mix ecto.migrate
mix ecto.migrate -r Custom.Repo

mix ecto.migrate -n 3
mix ecto.migrate --step 3

mix ecto.migrate -v 20080906120000
mix ecto.migrate --to 20080906120000

  
    
  
  Command line options


	-r, --repo - the repo to migrate
	--all - run all pending migrations
	--step / -n - run n number of pending migrations
	--to - run all migrations up to and including version
	--quiet - do not log migration commands
	--pool-size - the pool size if the repository is started only for the task (defaults to 1)
	--log-sql - log the raw sql migrations are running
	--strict-version-order - abort when applying a migration with old timestamp
	--no-compile - does not compile applications before migrating
	--no-deps-check - does not check dependencies before migrating


  
    
  
  PS


All of this code is copied from mix ecto.migrate task, if something does
not work, please compare them and try to stay as close to it as possible.

      




  

    
mix tenex.migrations 
    



      
Displays the up / down migration status for the given repository.
The repository must be set under :ecto_repos in the
current app configuration or given via the -r option.
By default, migrations are expected at "priv/YOUR_REPO/migrations"
directory of the current application but it can be configured
by specifying the :priv key under the repository configuration.
If the repository has not been started yet, one will be
started outside our application supervision tree and shutdown
afterwards.

  
    
  
  Examples


mix tenex.migrations
mix tenex.migrations -r Custom.Repo

  
    
  
  Command line options


	-r, --repo - the repo to obtain the status for


      




  

    
mix tenex.rollback 
    



      
Reverts applied migrations in the given repository.
Tenant migrations are expected at "priv/YOUR_REPO/tenant_migrations" directory
of the current application, where "YOUR_REPO" is the last segment
in your repository name. For example, the repository MyApp.Repo
will use "priv/repo/tenant_migrations". The repository Whatever.MyRepo
will use "priv/my_repo/tenant_migrations".
You can configure a repository to use another directory by specifying
the :priv key under the repository configuration. The "migrations"
part will be automatically appended to it. For instance, to use
"priv/custom_repo/migrations":
config :my_app, MyApp.Repo, priv: "priv/custom_repo"
To change the "tenant_migrations" part, you can set the :migrations_path
config under tenex configuration. For example, to use "priv/repo/my_migrations":
config :tenex, migrations_path: "my_migrations"
This task runs all pending migrations by default. Runs the last
applied migration by default. To roll back to a version number,
supply --to version_number. To roll back a specific number of
times, use --step n. To undo all applied migrations, provide
--all.
The repositories to rollback are the ones specified under the
:ecto_repos option in the current app configuration. However,
if the -r option is given, it replaces the :ecto_repos config.
If a repository has not yet been started, one will be started outside
your application supervision tree and shutdown afterwards.

  
    
  
  Examples


mix ecto.rollback
mix ecto.rollback -r Custom.Repo

mix ecto.rollback -n 3
mix ecto.rollback --step 3

mix ecto.rollback --to 20080906120000

  
    
  
  Command line options


	-r, --repo - the repo to rollback
	--all - revert all applied migrations
	--step / -n - revert n number of applied migrations
	--to - revert all migrations down to and including version
	--quiet - do not log migration commands
	--pool-size - the pool size if the repository is started only for the task (defaults to 1)
	--log-sql - log the raw sql migrations are running
	--no-compile - does not compile applications before rolling back
	--no-deps-check - does not check dependencies before rolling back


  
    
  
  PS


All of this code is copied from mix ecto.rollback task, if something does
not work, please compare them and try to stay as close to it as possible.
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