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TheoryCraft
TheoryCraft is an open-source, event-driven backtesting and execution engine for quantitative trading, written in Elixir.
TheoryCraft provides a GenStage-based streaming architecture for processing market data through configurable processors and data feeds. Build complex trading strategies with multiple timeframes, technical indicators, and custom processors using a fluent, composable API.
For tutorials and guides, see the user documentation:
	https://theorycraft-trading.com/docs/

⚠️ Development Status
This library is under active development and the API is subject to frequent changes.
Breaking changes may occur between releases as we refine the interface and add new features. We recommend pinning to a specific commit hash if you need stability.
Installation
TheoryCraft is not yet available on Hex. To use it in your project, add it to your mix.exs:
def deps do
  [
    {:theory_craft, github: "theorycraft-trading/theory_craft"}
  ]
end
Quick Start
Basic Pipeline
Build a simple market data pipeline with resampling:
alias TheoryCraft.MarketSource

# Create a pipeline that loads tick data and resamples to 5-minute and 1-hour bars
market =
  %MarketSource{}
  |> MarketSource.add_data_ticks_from_csv("ticks.csv", name: "XAUUSD")
  |> MarketSource.resample("m5", name: "XAUUSD_m5")
  |> MarketSource.resample("h1", name: "XAUUSD_h1")

# Stream events through the pipeline
for event <- MarketSource.stream(market) do
  IO.inspect(event)
end
With Technical Indicators
Add technical indicators using parallel processing:
require TheoryCraftTA.TA, as: TA

alias TheoryCraft.MarketSource.MarketEvent

market =
  %MarketSource{}
  |> MarketSource.add_data_ticks_from_csv("ticks.csv", name: "XAUUSD")
  |> MarketSource.resample("m5", name: "XAUUSD_m5")
  # Indicators are processed in parallel with `add_indicators_layer/2`
  |> MarketSource.add_indicators_layer([
    TA.sma(XAUUSD_m5[:close], 20, name: "sma_20"),
    TA.ema(XAUUSD_m5[:close], 50, name: "ema_50"),
    TA.rsi(XAUUSD_m5[:close], 14, name: "rsi_14")
  ])
  |> MarketSource.add_indicator(TA.atr("XAUUSD_m5", 14, name: "atr_14"))

market
|> MarketSource.stream()
|> Enum.take(100)
|> Enum.each(fn %MarketEvent{data: data} ->
  %{
    "XAUUSD_m5" => bar,
    "sma_20" => sma,
    "ema_50" => ema,
    "rsi_14" => rsi,
    "atr_14" => atr
  } = data

  # Your strategy logic here
end)
Aggregate Only Completed Bars
Filter out incomplete bars to avoid redundant calculations:
market =
  %MarketSource{}
  |> MarketSource.add_data_ticks_from_csv("ticks.csv", name: "XAUUSD")
  |> MarketSource.resample("m5", name: "XAUUSD_m5", bar_only: true)
  |> MarketSource.add_indicators_layer([
    TA.sma(XAUUSD_m5[:close], 20, name: "sma_20")
  ])

# Only emits events when bars are complete
for event <- MarketSource.stream(market) do
  # Process only completed bars
end
Features
	GenStage Pipeline Architecture: Backpressure-aware streaming with automatic termination handling
	Parallel Processing: Automatic parallelization of independent processors
	Multiple Timeframes: Resample tick data to any timeframe (m1, m5, h1, D, etc.)
	Bar Aggregation: Filter out incomplete bars to reduce redundant calculations
	Technical Indicators: Integration with TheoryCraftTA for technical analysis
	Custom Processors: Implement the Processor behaviour for custom transformations
	Fluent API: Build complex pipelines with an intuitive, chainable interface
	Memory-Efficient: Streaming architecture processes data without loading everything into memory

Examples
For detailed examples and tutorials, check out the notebooks in the livebooks directory.
License
Copyright (C) 2025 TheoryCraft Trading
Licensed under the Apache License, Version 2.0 (the "License");
you may not use this file except in compliance with the License.
You may obtain a copy of the License at http://www.apache.org/licenses/LICENSE-2.0
Unless required by applicable law or agreed to in writing, software
distributed under the License is distributed on an "AS IS" BASIS,
WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
See the License for the specific language governing permissions and
limitations under the License.
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A read-optimized circular buffer for storing time series data.
DataSeries is a specialized data structure designed for efficiently storing and
accessing historical data in reverse chronological order (newest first). It implements
the Access and Enumerable protocols, allowing bracket notation, Kernel functions
like get_in/2, update_in/3, and get_and_update_in/3, as well as all Enum
functions like Enum.map/2, Enum.filter/2, etc.
Key Features
	Reverse chronological order: Index 0 is the most recent value, index 1 is the
second most recent, etc.
	Circular buffer: When max_size is reached, the oldest value is automatically
dropped when adding new values.
	Read-optimized: Fast access to recent values using list head operations.
	Access protocol: Supports bracket syntax and Kernel helper functions.
	Enumerable protocol: Supports all Enum functions for enumeration and transformation.

Use Cases
DataSeries is ideal for:
	Storing historical bars/bars for technical indicators
	Maintaining lookback windows for calculations (e.g., moving averages)
	Time series data where recent values are accessed more frequently

Circular Buffer Behavior
When a max_size is specified and the buffer is full, adding a new value will:
	Add the new value at the head (index 0)
	Drop the oldest value from the tail
	Keep the size constant at max_size

Access Protocol
DataSeries implements the Access behaviour with the following restrictions:
	fetch/2: Returns {:ok, value} for valid indices, :error otherwise
	get_and_update/3: Allows updating values, but raises if the function returns :pop
	pop/2: Always raises an error (popping is not supported)

Enumerable Protocol
DataSeries implements the Enumerable protocol, allowing you to use all Enum functions:
	Enum.map/2: Transform each value
	Enum.filter/2: Filter values based on a predicate
	Enum.reduce/3: Reduce values to a single value
	Enum.count/1: Count the number of values (equivalent to DataSeries.size/1)
	And all other Enum functions

Note: The enumeration order is the same as the internal list order (newest to oldest).
Performance Characteristics
	Add: O(1) for infinite size, O(n) when max_size is reached (due to tail drop)
	Access by index: O(n) where n is the index (list traversal)
	Last: O(1) (head access)
	Size: O(1)

Examples
# Create an empty DataSeries with infinite size
iex> series = DataSeries.new()
iex> DataSeries.size(series)
0
iex> series.max_size
:infinity

# Create a DataSeries with a maximum size of 5
iex> series = DataSeries.new(max_size: 5)
iex> DataSeries.size(series)
0
iex> series.max_size
5

# Add values (newest values go to index 0)
iex> series = DataSeries.new()
iex> series = DataSeries.add(series, 10)
iex> series = DataSeries.add(series, 20)
iex> series = DataSeries.add(series, 30)
iex> series[0]  # Most recent
30
iex> series[1]
20
iex> series[2]  # Oldest
10

# Circular buffer behavior
iex> series = DataSeries.new(max_size: 3)
iex> series = series |> DataSeries.add(1) |> DataSeries.add(2) |> DataSeries.add(3)
iex> DataSeries.size(series)
3
iex> series = DataSeries.add(series, 4)  # Drops 1
iex> series[0]
4
iex> series[2]
2
iex> series[3]  # Out of bounds
nil

# Using get_in/2
iex> series = DataSeries.new() |> DataSeries.add(10) |> DataSeries.add(20)
iex> get_in(series, [0])
20
iex> get_in(series, [1])
10

# Using update_in/3
iex> series = DataSeries.new() |> DataSeries.add(10) |> DataSeries.add(20)
iex> new_series = update_in(series, [0], fn val -> val * 2 end)
iex> new_series[0]
40
iex> series[0]  # Original unchanged
20

# Using get_and_update_in/3
iex> series = DataSeries.new() |> DataSeries.add(10) |> DataSeries.add(20)
iex> {old_value, new_series} = get_and_update_in(series, [0], fn val -> {val, val + 5} end)
iex> old_value
20
iex> new_series[0]
25

# Get the most recent value
iex> series = DataSeries.new() |> DataSeries.add(10) |> DataSeries.add(20)
iex> DataSeries.last(series)
20

# Get the current size
iex> series = DataSeries.new() |> DataSeries.add(10) |> DataSeries.add(20)
iex> DataSeries.size(series)
2

# Using Enum.map/2
iex> series = DataSeries.new() |> DataSeries.add(10) |> DataSeries.add(20) |> DataSeries.add(30)
iex> Enum.map(series, fn x -> x * 2 end)
[60, 40, 20]

# Using Enum.filter/2
iex> series = DataSeries.new() |> DataSeries.add(10) |> DataSeries.add(20) |> DataSeries.add(30)
iex> Enum.filter(series, fn x -> x > 15 end)
[30, 20]

# Using Enum.reduce/3
iex> series = DataSeries.new() |> DataSeries.add(10) |> DataSeries.add(20) |> DataSeries.add(30)
iex> Enum.reduce(series, 0, fn x, acc -> x + acc end)
60
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        Adds a new value to the DataSeries.
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        Returns the value at the given index.



    


    
      
        fetch(data_series, index)

      


        Fetches the value(s) at the given index or range from the DataSeries.



    


    
      
        get_and_update(series, index, function)

      


        Gets the value at the given index and updates it with a function.
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        Returns the most recent value in the DataSeries.
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        Creates a new empty DataSeries.
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        Pop is not supported for DataSeries.
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        Replaces the value at the given index.
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        Returns the current number of values in the DataSeries.
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        Returns the list of all values in the DataSeries.
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          @type t() :: %TheoryCraft.DataSeries{
  data: list(),
  max_size: pos_integer() | :infinity,
  size: non_neg_integer()
}
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          @type t(data_type) :: %TheoryCraft.DataSeries{
  data: [data_type],
  max_size: pos_integer() | :infinity,
  size: non_neg_integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add(series, value)



        
          
        

    

  


  

      

          @spec add(t(), any()) :: t()


      


Adds a new value to the DataSeries.
The new value is added at index 0 (newest position). If the DataSeries has reached
its max_size, the oldest value (at the tail) is dropped to make room for the new value.
Parameters
	series - The DataSeries to add the value to
	value - The value to add (can be any type)

Returns
	A new DataSeries with the value added

Behavior
	When max_size is :infinity: The value is added and size increases
	When size < max_size: The value is added and size increases
	When size == max_size: The value is added, the oldest value is dropped, size stays constant

Examples
# Adding to an infinite DataSeries
iex> series = DataSeries.new()
iex> series = DataSeries.add(series, 10)
iex> series = DataSeries.add(series, 20)
iex> DataSeries.size(series)
2
iex> series[0]
20
iex> series[1]
10

# Circular buffer with max_size
iex> series = DataSeries.new(max_size: 3)
iex> series = series |> DataSeries.add(1) |> DataSeries.add(2) |> DataSeries.add(3)
iex> series[0]
3
iex> series[2]
1
iex> series = DataSeries.add(series, 4)  # Drops 1
iex> series[0]
4
iex> series[1]
3
iex> series[2]
2
iex> DataSeries.size(series)
3

# Can store any type
iex> series = DataSeries.new()
iex> series = series |> DataSeries.add("hello") |> DataSeries.add(:atom) |> DataSeries.add(42)
iex> series[0]
42
iex> series[1]
:atom
iex> series[2]
"hello"
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          @spec at(t(), integer()) :: any() | nil


      


Returns the value at the given index.
Supports negative indices like Enum.at/2: -1 is the oldest value, -2 is the
second oldest, etc.
Parameters
	series - The DataSeries to get the value from
	index - Zero-based index where:	Positive: 0 is newest, 1 is second newest, etc.
	Negative: -1 is oldest, -2 is second oldest, etc.



Returns
	The value at the index if valid
	nil if the index is out of bounds

Examples
iex> series = DataSeries.new() |> DataSeries.add(10) |> DataSeries.add(20) |> DataSeries.add(30)
iex> DataSeries.at(series, 0)
30
iex> DataSeries.at(series, 1)
20
iex> DataSeries.at(series, -1)
10

iex> series = DataSeries.new() |> DataSeries.add(42)
iex> DataSeries.at(series, 0)
42
iex> DataSeries.at(series, 1)
nil
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Fetches the value(s) at the given index or range from the DataSeries.
This function is part of the Access behaviour and allows using bracket syntax
(series[index] or series[range]) and get_in/2 to access values.
Supports negative indices like Enum.at/2: -1 is the oldest value, -2 is the
second oldest, etc.
Parameters
	series - The DataSeries to fetch from
	index - Zero-based index where:	Positive: 0 is newest, 1 is second newest, etc.
	Negative: -1 is oldest, -2 is second oldest, etc.


	range - A range like 1..5 or -3..-1//1 to fetch a slice of values

Returns
	{:ok, value} if the index is valid
	{:ok, list} if a range is provided (may be empty list)
	:error if the index is out of bounds (for integer indices only)

Examples
# Positive indices
iex> series = DataSeries.new() |> DataSeries.add(10) |> DataSeries.add(20) |> DataSeries.add(30)
iex> Access.fetch(series, 0)
{:ok, 30}
iex> Access.fetch(series, 1)
{:ok, 20}
iex> Access.fetch(series, 2)
{:ok, 10}

# Negative indices
iex> series = DataSeries.new() |> DataSeries.add(10) |> DataSeries.add(20) |> DataSeries.add(30)
iex> Access.fetch(series, -1)
{:ok, 10}
iex> Access.fetch(series, -2)
{:ok, 20}
iex> Access.fetch(series, -3)
{:ok, 30}

# Range with positive indices
iex> series = DataSeries.new() |> DataSeries.add(10) |> DataSeries.add(20) |> DataSeries.add(30) |> DataSeries.add(40) |> DataSeries.add(50)
iex> Access.fetch(series, 1..3)
{:ok, [40, 30, 20]}

# Range with negative indices
iex> series = DataSeries.new() |> DataSeries.add(10) |> DataSeries.add(20) |> DataSeries.add(30) |> DataSeries.add(40) |> DataSeries.add(50)
iex> Access.fetch(series, -3..-1//1)
{:ok, [30, 20, 10]}

# Range with mixed indices
iex> series = DataSeries.new() |> DataSeries.add(10) |> DataSeries.add(20) |> DataSeries.add(30) |> DataSeries.add(40) |> DataSeries.add(50)
iex> Access.fetch(series, 1..-2//1)
{:ok, [40, 30, 20]}

# Empty range
iex> series = DataSeries.new() |> DataSeries.add(10) |> DataSeries.add(20)
iex> Access.fetch(series, 1..0//1)
{:ok, []}

# Out of bounds
iex> series = DataSeries.new() |> DataSeries.add(10)
iex> Access.fetch(series, 1)
:error
iex> Access.fetch(series, -2)
:error

# Using bracket syntax with integer
iex> series = DataSeries.new() |> DataSeries.add(10) |> DataSeries.add(20)
iex> series[0]
20
iex> series[-1]
10

# Using bracket syntax with range
iex> series = DataSeries.new() |> DataSeries.add(10) |> DataSeries.add(20) |> DataSeries.add(30)
iex> series[0..1]
[30, 20]

# Using get_in/2 with integer
iex> series = DataSeries.new() |> DataSeries.add(10) |> DataSeries.add(20)
iex> get_in(series, [0])
20
iex> get_in(series, [-1])
10
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Gets the value at the given index and updates it with a function.
This function is part of the Access behaviour and allows using update_in/3 and
get_and_update_in/3 to modify values in the DataSeries.
Supports negative indices like Enum.at/2: -1 is the oldest value, -2 is the
second oldest, etc.
Important: This function raises an ArgumentError if:
	The index is out of bounds
	The function returns :pop (popping is not supported for DataSeries)

Parameters
	series - The DataSeries to update
	index - Zero-based index of the value to update where:	Positive: 0 is newest, 1 is second newest, etc.
	Negative: -1 is oldest, -2 is second oldest, etc.


	function - A function that receives the current value and returns
{get_value, new_value} where get_value is returned and new_value replaces
the current value

Returns
	{get_value, new_series} where get_value is from the function and new_series
is the updated DataSeries

Raises
	ArgumentError if index is out of bounds
	ArgumentError if function returns :pop

Examples
# Using Access.get_and_update/3 directly with positive index
iex> series = DataSeries.new() |> DataSeries.add(10) |> DataSeries.add(20)
iex> {old, new_series} = Access.get_and_update(series, 0, fn val -> {val, val * 2} end)
iex> old
20
iex> new_series[0]
40
iex> series[0]  # Original unchanged
20

# Using negative index
iex> series = DataSeries.new() |> DataSeries.add(10) |> DataSeries.add(20) |> DataSeries.add(30)
iex> {old, new_series} = Access.get_and_update(series, -1, fn val -> {val, val * 10} end)
iex> old
10
iex> new_series[-1]
100

# Using update_in/3 with negative index
iex> series = DataSeries.new() |> DataSeries.add(10) |> DataSeries.add(20)
iex> new_series = update_in(series, [-1], fn val -> val + 5 end)
iex> new_series[-1]
15
iex> series[-1]
10

# Using get_and_update_in/3
iex> series = DataSeries.new() |> DataSeries.add(10) |> DataSeries.add(20)
iex> {old, new_series} = get_and_update_in(series, [0], fn val -> {val * 10, val + 1} end)
iex> old
200
iex> new_series[0]
21

# Out of bounds raises error
iex> series = DataSeries.new() |> DataSeries.add(10)
iex> Access.get_and_update(series, 5, fn val -> {val, val * 2} end)
** (ArgumentError) index 5 out of bounds for DataSeries of size 1

# Negative index out of bounds
iex> series = DataSeries.new() |> DataSeries.add(10)
iex> Access.get_and_update(series, -5, fn val -> {val, val * 2} end)
** (ArgumentError) index -5 out of bounds for DataSeries of size 1

# Returning :pop raises error
iex> series = DataSeries.new() |> DataSeries.add(10)
iex> Access.get_and_update(series, 0, fn _val -> :pop end)
** (ArgumentError) cannot pop from a DataSeries
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          @spec last(t()) :: any()


      


Returns the most recent value in the DataSeries.
This is equivalent to accessing index 0, but more convenient when you only
need the latest value.
Parameters
	series - The DataSeries to get the last value from

Returns
	The most recent value (head of the internal list)
	nil if the DataSeries is empty

Examples
iex> series = DataSeries.new() |> DataSeries.add(10) |> DataSeries.add(20)
iex> DataSeries.last(series)
20

iex> series = DataSeries.new()
iex> DataSeries.last(series)
nil

iex> series = DataSeries.new() |> DataSeries.add(42)
iex> DataSeries.last(series)
42
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          @spec new(keyword()) :: t()


      


Creates a new empty DataSeries.
Options
	:max_size - Maximum number of values to store. When this limit is reached,
the oldest value is dropped when adding new values. Defaults to :infinity.

Returns
	A new DataSeries struct with empty data and size 0

Examples
# Create an infinite DataSeries
iex> series = DataSeries.new()
iex> DataSeries.size(series)
0
iex> series.max_size
:infinity

# Create a DataSeries with maximum 10 values
iex> series = DataSeries.new(max_size: 10)
iex> series.max_size
10

# Create a DataSeries with maximum 5 values
iex> series = DataSeries.new(max_size: 5)
iex> series.max_size
5
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Pop is not supported for DataSeries.
This function is part of the Access behaviour but always raises an error because
popping values from a DataSeries is not a supported operation.
Raises
	Always raises a RuntimeError with message "you cannot pop a DataSeries"

Examples
iex> series = DataSeries.new() |> DataSeries.add(10)
iex> Access.pop(series, 0)
** (RuntimeError) you cannot pop a DataSeries

# pop_in/2 will also raise
iex> series = DataSeries.new() |> DataSeries.add(10)
iex> pop_in(series, [0])
** (RuntimeError) you cannot pop a DataSeries
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          @spec replace_at(t(), integer(), any()) :: t()


      


Replaces the value at the given index.
This function replaces the value at the specified index with a new value.
It is optimized for replacing the head element (index 0).
Parameters
	series - The DataSeries to update
	index - Zero-based index where:	Positive: 0 is newest, 1 is second newest, etc.
	Negative: -1 is oldest, -2 is second oldest, etc.


	value - The new value to set at the index

Returns
	A new DataSeries with the value replaced
	Returns the original series if the index is out of bounds

Examples
iex> series = DataSeries.new() |> DataSeries.add(10) |> DataSeries.add(20) |> DataSeries.add(30)
iex> series = DataSeries.replace_at(series, 0, 99)
iex> series[0]
99
iex> series[1]
20

iex> series = DataSeries.new() |> DataSeries.add(10) |> DataSeries.add(20)
iex> series = DataSeries.replace_at(series, -1, 99)
iex> series[-1]
99
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          @spec size(t()) :: non_neg_integer()


      


Returns the current number of values in the DataSeries.
Parameters
	series - The DataSeries to get the size of

Returns
	A non-negative integer representing the current number of stored values

Examples
iex> series = DataSeries.new()
iex> DataSeries.size(series)
0

iex> series = DataSeries.new() |> DataSeries.add(10) |> DataSeries.add(20)
iex> DataSeries.size(series)
2

iex> series = DataSeries.new(max_size: 3)
iex> series = series |> DataSeries.add(1) |> DataSeries.add(2) |> DataSeries.add(3)
iex> DataSeries.size(series)
3

# Size stays constant when max_size is reached
iex> series = DataSeries.new(max_size: 3)
iex> series = series |> DataSeries.add(1) |> DataSeries.add(2) |> DataSeries.add(3) |> DataSeries.add(4)
iex> DataSeries.size(series)
3
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          @spec values(t()) :: [any()]


      


Returns the list of all values in the DataSeries.
The values are returned in reverse chronological order (newest first).
Parameters
	series - The DataSeries to get values from

Returns
	A list of values

Examples
iex> series = DataSeries.new()
iex> series = series |> DataSeries.add(10) |> DataSeries.add(20) |> DataSeries.add(30)
iex> DataSeries.values(series)
[30, 20, 10]

iex> series = DataSeries.new()
iex> DataSeries.values(series)
[]
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Main orchestrator for building and running backtesting simulations using GenStage pipelines.
The MarketSource provides a fluent API for constructing complex data processing pipelines
with market data. It uses a builder pattern to configure the pipeline, then materializes it
into a streaming architecture when stream/1 is called.
Usage
require TheoryCraftTA.TA, as: TA

# Build a pipeline with explicit names
market =
  %MarketSource{}
  |> add_data_ticks_from_csv("ticks.csv", name: "XAUUSD")
  |> resample("m5", data: "XAUUSD", name: "XAUUSD_m5")
  |> resample("h1", data: "XAUUSD", name: "XAUUSD_h1")
  |> add_indicators_layer([
    TA.sma(XAUUSD_m5[:close], 20, name: "ind1"),
    TA.ema(XAUUSD_h1[:close], 50, name: "ind2")
  ])

# Stream events
market
|> stream()
|> Enum.each(fn event ->
  # Process each market event
end)

# Simplified usage with default names
%MarketSource{}
|> add_data_ticks_from_csv("ticks.csv", name: "XAUUSD")
|> resample("m5")   # data="XAUUSD", name="XAUUSD_m5" (automatic)
|> resample("h1")   # data="XAUUSD", name="XAUUSD_h1" (automatic)
|> stream()
Default Names
To simplify pipeline construction, the market source provides automatic name generation:
Data Feed Names
When add_data/3 is called without a :name option, the name defaults to "data":
add_data(market, MemoryDataFeed, from: feed)
# name defaults to "data"
Processor Names
When resample/3 is called without :data or :name options:
	:data defaults to the single data feed's name
	:name defaults to "{data}_{timeframe}"

Example:
# With data feed named "XAUUSD"
resample(market, "m5")
# Equivalent to: resample(market, "m5", data: "XAUUSD", name: "XAUUSD_m5")
This allows for concise pipeline construction when working with a single data feed:
%MarketSource{}
|> add_data(MemoryDataFeed, from: feed, name: "XAUUSD")
|> resample("m1")   # Creates "XAUUSD_m1"
|> resample("m5")   # Creates "XAUUSD_m5"
|> resample("h1")   # Creates "XAUUSD_h1"
Bar Aggregation
By default, resampling emits an event for every tick, even if the bar is incomplete.
To emit only completed bars, use either aggregate_bars/2 or the :bar_only option:
# Single resample with bar_only: true
%MarketSource{}
|> add_data_ticks_from_csv("ticks.csv", name: "XAUUSD")
|> resample("m5", bar_only: true)
|> stream()

# Multiple resamples with aggregate_bars
%MarketSource{}
|> add_data_ticks_from_csv("ticks.csv", name: "XAUUSD")
|> resample("m5", name: "XAUUSD_m5")
|> resample("h1", name: "XAUUSD_h1")
|> aggregate_bars(["XAUUSD_m5", "XAUUSD_h1"])
|> stream()
Important: When using :bar_only: true, do NOT add more resample layers after it,
as downstream processors would receive incomplete data. For multiple resamples, use
aggregate_bars/2 after all resampling operations.
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    Functions
  


    
      
        add_data(market, source, opts \\ [])

      


        Adds a data source to the market source.



    


    
      
        add_data_ticks_from_csv(market, file_path, opts \\ [])

      


        Adds a data feed from a CSV file containing tick data.



    


    
      
        add_indicator(market, processor_module, opts)

      


        Adds a single indicator/processor as a new layer.



    


    
      
        add_indicators_layer(market, indicator_specs)

      


        Adds a layer with multiple processors running in parallel.



    


    
      
        add_processor(market, processor_module, opts)

      


        Adds a single processor as a new layer.



    


    
      
        add_processor_layer(market, processor_specs)

      


        Adds a layer with multiple processors running in parallel.



    


    
      
        aggregate_bars(market, bar_name_or_bar_names)

      


        Aggregates bar events by only emitting completed bars.



    


    
      
        data_streams(market_source)

      


        Returns the list of data stream names in the order they were added.



    


    
      
        into_stages(market)

      


        Materializes the market source into a GenStage pipeline and returns the stage PIDs.



    


    
      
        resample(market, timeframe, opts \\ [])

      


        Resamples the data to a different timeframe.



    


    
      
        stream(market)

      


        Materializes the market source into a GenStage pipeline and returns an Enumerable stream.
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          @type t() :: %TheoryCraft.MarketSource{
  data_feed:
    {String.t(), {module(), Keyword.t()}} | {String.t(), Enumerable.t()} | nil,
  data_streams: [String.t()],
  processor_layers: [[TheoryCraft.MarketSource.Processor.spec()]]
}
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      add_data(market, source, opts \\ [])



        
          
        

    

  


  

      

          @spec add_data(t(), module() | Enumerable.t(), Keyword.t()) :: t()


      


Adds a data source to the market source.
The :name option is optional. If not provided, the name defaults to "data".
Currently, only one data feed is supported. An error is raised if you try to add
a second data feed.
Parameters
	market: The market source.
	source: Either:	A module implementing the TheoryCraft.DataFeed behaviour
	An Enumerable (list, stream, etc.) containing Tick or Bar structs


	opts: Options including:	:name - Optional name for this data stream (default: "data")
	For DataFeed modules: other options are passed to the DataFeed module
	For enumerables: :name is the only relevant option



Examples
# With DataFeed module and explicit name
add_data(market, MemoryDataFeed, from: feed, name: "XAUUSD")

# With DataFeed module and default name (will be "data")
add_data(market, MemoryDataFeed, from: feed)

# With enumerable (stream or list)
ticks = [%Tick{...}, %Tick{...}]
add_data(market, ticks, name: "XAUUSD")

# With stream
stream = Stream.map(ticks, & &1)
add_data(market, stream, name: "XAUUSD")
Notes
The :name option is used as the data stream identifier and is NOT passed
to the DataFeed module. All other options are passed through to the DataFeed.

  



    

  
    
      
    
    
      add_data_ticks_from_csv(market, file_path, opts \\ [])



        
          
        

    

  


  

      

          @spec add_data_ticks_from_csv(t(), String.t(), Keyword.t()) :: t()


      


Adds a data feed from a CSV file containing tick data.
Parameters
	market: The market source.
	file_path: The path to the CSV file.
	opts: Optional parameters for the data feed.


  



  
    
      
    
    
      add_indicator(market, processor_module, opts)



        
          
        

    

  


  

      

          @spec add_indicator(t(), module(), Keyword.t()) :: t()


      


Adds a single indicator/processor as a new layer.
This is a convenience function that creates a layer with a single processor.
Equivalent to add_indicators_layer(market, [{module, opts}]).
Default Names
	If :data is not provided, uses the name of the single data feed
	If :name is not provided, generates it from the module name in snake_case
(e.g., TheoryCraft.Indicators.SMA → "sma")
	If the generated name already exists, adds a numeric suffix ("sma_1", "sma_2", etc.)

Parameters
	market: The market source.
	processor_module: The processor/indicator module.
	opts: Options for the processor.

Examples
require TheoryCraftTA.TA, as: TA

# With explicit name
market
|> add_indicator(TA.sma(volume[:value], 14, name: "sma_14"))

# With default name (auto-generated from indicator type)
market
|> add_indicator(TA.sma(eurusd_m5[:close], 14))

# Multiple indicators with different periods
market
|> add_indicator(TA.sma(eurusd_m5[:close], 14))
|> add_indicator(TA.sma(eurusd_m5[:close], 20))
|> add_indicator(TA.sma(eurusd_m5[:close], 50))

  



  
    
      
    
    
      add_indicators_layer(market, indicator_specs)



        
          
        

    

  


  

      

          @spec add_indicators_layer(t(), [TheoryCraft.MarketSource.Indicator.spec()]) :: t()


      


Adds a layer with multiple processors running in parallel.
This creates a layer where multiple processors (indicators) process events
simultaneously. Events are broadcast to all processors, and their outputs
are synchronized and merged by an AggregatorStage.
Default Names
	If :data is not provided in processor opts, uses the name of the single data feed
	If :name is not provided, generates it from the module name in snake_case
(e.g., TheoryCraft.Indicators.SMA → "sma")
	If the generated name already exists, adds a numeric suffix ("sma_1", "sma_2", etc.)

Parameters
	market: The market source.
	processor_specs: List of {module, opts} tuples for each processor.

Examples
require TheoryCraftTA.TA, as: TA

# With explicit data and names
market
|> add_indicators_layer([
  TA.volume(XAUUSD_m5[:volume], name: "volume"),
  TA.sma(XAUUSD_m5[:close], 20, name: "sma_20")
])

# With default names (auto-generated)
market
|> add_indicators_layer([
  TA.volume(XAUUSD_m5[:volume]),
  TA.sma(XAUUSD_m5[:close], 20)
])

  



  
    
      
    
    
      add_processor(market, processor_module, opts)



        
          
        

    

  


  

      

          @spec add_processor(t(), module(), Keyword.t()) :: t()


      


Adds a single processor as a new layer.
This is a convenience function that creates a layer with a single processor.
Equivalent to add_processor_layer(market, [{module, opts}]).
Unlike add_indicator/3, this function accepts a raw processor spec without
wrapping it in IndicatorProcessor. Use this for custom processors that
already implement the Processor behaviour.
Parameters
	market: The market source.
	processor_module: The processor module.
	opts: Options for the processor (must include :name).

Examples
# Add a single processor
market
|> add_processor(ResampleProcessor, timeframe: "m5", name: "xauusd_m5")

# Chain multiple processors
market
|> add_processor(ResampleProcessor, timeframe: "m5", name: "xauusd_m5")
|> add_processor(MyCustomProcessor, some_option: 123, name: "custom")

  



  
    
      
    
    
      add_processor_layer(market, processor_specs)



        
          
        

    

  


  

      

          @spec add_processor_layer(t(), [TheoryCraft.MarketSource.Processor.spec()]) :: t()


      


Adds a layer with multiple processors running in parallel.
This creates a layer where multiple processors process events simultaneously.
Use this when you want to add custom processors.
Parameters
	market: The market source.
	processor_specs: List of {module, opts} tuples for each processor.

Examples
# Add multiple processors in parallel
market
|> add_processor_layer([
  {ResampleProcessor, [timeframe: "m5", name: "xauusd_m5"]},
  {ResampleProcessor, [timeframe: "h1", name: "xauusd_h1"]}
])

# Add custom processors
market
|> add_processor_layer([
  {MyCustomProcessor, [some_option: 123, name: "custom1"]},
  {AnotherProcessor, [name: "custom2"]}
])

  



  
    
      
    
    
      aggregate_bars(market, bar_name_or_bar_names)



        
          
        

    

  


  

      

          @spec aggregate_bars(t(), String.t() | [String.t()]) :: t()


      


Aggregates bar events by only emitting completed bars.
This function adds a BarAggregatorStage that filters out intra-bar tick events,
emitting only when bars are complete (i.e., when new_bar? = true). This is useful
for avoiding redundant indicator calculations on incomplete bars.
Parameters
	market: The market source.
	bar_names: A single bar name (string) or list of bar names to aggregate.

Returns
	The updated market source with the aggregation layer added.

Behavior
The aggregator emits events when at least one of the tracked bars becomes complete
(OR logic). Each completed bar is emitted with its original new_bar? and
new_market? flags from the tick that created it.
Important Notes
	This should be used AFTER all resampling operations are complete
	Do NOT add more resample layers after aggregation, as the data would be incomplete
	For a single resample with aggregation, you can use resample("m5", bar_only: true) instead

1-Tick Lag Warning
Bar aggregation introduces a 1-tick lag in emissions. A bar is only emitted when
the next bar starts. This means:
	The last bar before stream end will only be emitted when the stream terminates
	In live/real-time trading: The last bar of a session (e.g., daily close) will
NOT be emitted until the next session starts (e.g., next day's market open)
	For backtesting, this is usually not an issue as streams end naturally
	For live trading, you may need a timeout mechanism or manual flush to access the
latest incomplete bar immediately

Examples
# Aggregate a single bar
market
|> MarketSource.resample("m5", name: "data_m5")
|> MarketSource.aggregate_bars("data_m5")

# Aggregate multiple bars
market
|> MarketSource.resample("m5", name: "data_m5")
|> MarketSource.resample("h1", name: "data_h1")
|> MarketSource.aggregate_bars(["data_m5", "data_h1"])

# With indicators after aggregation
market
|> MarketSource.resample("m5", name: "data_m5")
|> MarketSource.aggregate_bars("data_m5")
|> MarketSource.add_indicator(TA.sma(data_m5[:close], 20))
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          @spec data_streams(t()) :: [String.t()]


      


Returns the list of data stream names in the order they were added.
Examples
market =
  %MarketSource{}
  |> add_data_ticks_from_csv("ticks.csv", name: "XAUUSD")
  |> resample("m5", name: "XAUUSD_m5")
  |> resample("h1", name: "XAUUSD_h1")

data_streams(market)
# => ["XAUUSD", "XAUUSD_m5", "XAUUSD_h1"]
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          @spec into_stages(t()) :: {GenStage.stage(), GenStage.stage()}


      


Materializes the market source into a GenStage pipeline and returns the stage PIDs.
This function is similar to stream/2 but returns the raw GenStage PIDs instead of
creating a stream. This is useful when you want to manually connect consumers to the
pipeline or integrate it with other GenStage pipelines.
Parameters
	market: The market source.

Returns
A tuple {final_stage_pid, data_feed_pid} where:
	final_stage_pid - The PID of the last stage in the pipeline (producer-consumer or producer)
	data_feed_pid - The PID of the data feed stage (producer)

Examples
# Materialize the pipeline
{final_stage, data_feed} = MarketSource.into_stages(market)

# Manually subscribe a consumer
{:ok, consumer} = MyConsumer.start_link(
  subscribe_to: [{final_stage, cancel: :transient}]
)

# Or use with GenStage.stream/2
stream = GenStage.stream(
  [{final_stage, cancel: :transient}],
  producers: [data_feed]
)
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          @spec resample(t(), String.t(), Keyword.t()) :: t()


      


Resamples the data to a different timeframe.
Creates a new processor layer with a single ResampleProcessor.
Default Names
	If :data is not provided, uses the name of the single data feed
	If :name is not provided, generates it as "{data}_{timeframe}"

Parameters
	market: The market source.
	timeframe: The new timeframe to resample the data to.
	opts: Optional parameters:	:data - Source data name (default: data feed name)
	:name - Output data name (default: "{data}_{timeframe}")
	:bar_only - If true, automatically adds aggregation to emit only completed bars (default: false)
	Other processor options



Important Notes
When using :bar_only: true:
	Do NOT add more resample layers after this one, as they would receive incomplete data
	For multiple resamples, use aggregate_bars/2 after all resamples instead
	1-tick lag: Bars are emitted when the next bar starts. In live trading, the last
bar of a session will not be emitted until the next session begins (see aggregate_bars/2
for details)

Examples
# With explicit data and name
resample(market, "m5", data: "XAUUSD", name: "XAUUSD_m5")

# With default names (if data feed is named "XAUUSD")
resample(market, "m5")  # data="XAUUSD", name="XAUUSD_m5"

# With bar_only to emit only completed bars
resample(market, "m5", bar_only: true)
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          @spec stream(t()) :: Enumerable.t(TheoryCraft.MarketSource.MarketEvent.t())


      


Materializes the market source into a GenStage pipeline and returns an Enumerable stream.
This function:
	Starts a DataFeedStage producer from the data feed spec
	For each processor layer:	Single processor: starts a ProcessorStage
	Multiple processors: starts BroadcastDispatcher → N ProcessorStages → AggregatorStage


	Returns GenStage.stream/1 of the final stage

Parameters
	market: The market source.
	opts: Optional parameters (currently unused).

Returns
An Enumerable that yields MarketEvents.
Examples
market
|> MarketSource.stream()
|> Enum.take(100)

  


        

      


  

    
TheoryCraft.MarketSource.AggregatorStage 
    



      
A GenStage producer_consumer that synchronizes events from multiple parallel producers.
This stage subscribes to N producers running in parallel (e.g., multiple indicators
processing the same events) and synchronizes their outputs by:
	Buffering events from each producer separately
	Emitting events only when ALL producers have sent at least 1 event
	Merging parallel events into a single MarketEvent with combined data

Synchronization Logic
The aggregator maintains a separate buffer for each producer. When events arrive:
	Events are added to the corresponding producer's buffer
	The aggregator calculates min_count = min(all buffer sizes)
	It emits min_count events by:	Taking the first min_count events from each buffer
	Zipping them together (1st from each, 2nd from each, etc.)
	Merging their data maps into single MarketEvents


	It asks for more events when all buffers are at the same level

This ensures synchronized processing where each emitted MarketEvent contains
data from all parallel processors at the same logical time.
Examples
# Start aggregator for 3 parallel processors
{:ok, aggregator} = AggregatorStage.start_link(
  producer_count: 3,
  subscribe_to: [] # Subscriptions added later
)

# Each ProcessorStage subscribes with its index
{:ok, p1} = ProcessorStage.start_link(
  {Indicator1, opts},
  subscribe_to: [{producer, index: 0}]
)
Options
	:producer_count - Number of parallel producers to expect (required)
	:subscribe_to - List of producers to subscribe to (can be empty, added later)
	:min_demand - Minimum demand (default: 0)
	:max_demand - Maximum demand (default: 1000)
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        Options for starting an AggregatorStage.
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        start_link(opts)

      


        Starts an AggregatorStage as a GenStage producer_consumer.
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          @type start_option() ::
  {:producer_count, pos_integer()}
  | {:subscribe_to, [GenStage.stage() | {GenStage.stage(), keyword()}]}
  | {:name, atom()}
  | {:timeout, timeout()}
  | {:debug, Keyword.t()}
  | {:spawn_opt, Process.spawn_opt()}
  | {:hibernate_after, timeout()}
  | {:min_demand, non_neg_integer()}
  | {:max_demand, pos_integer()}
  | {:buffer_size, non_neg_integer()}
  | {:buffer_keep, :first | :last}


      


Options for starting an AggregatorStage.
Stage-specific options:
	:producer_count - Number of producers to aggregate (required)
	:subscribe_to - List of producers to subscribe to (required)

GenStage/GenServer options:
	:name - Register the stage with a name
	:timeout - Timeout for GenServer.start_link
	:debug - Debug options
	:spawn_opt - Options for spawning the process
	:hibernate_after - Hibernate after inactivity

Subscription options:
	:min_demand - Minimum demand
	:max_demand - Maximum demand
	:buffer_size - Size of the buffer (default: 10000)
	:buffer_keep - Whether to keep :first or :last (default: :last)
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      start_link(opts)



        
          
        

    

  


  

      

          @spec start_link([start_option()]) :: GenServer.on_start()


      


Starts an AggregatorStage as a GenStage producer_consumer.
Parameters
	opts - Keyword list of options (must include :producer_count)

Returns
	{:ok, pid} on success
	{:error, reason} on failure

Examples
# Aggregator for 3 parallel processors
{:ok, aggregator} = AggregatorStage.start_link(
  producer_count: 3,
  subscribe_to: [{upstream1, index: 0}, {upstream2, index: 1}, {upstream3, index: 2}]
)

  


        

      


  

    
TheoryCraft.MarketSource.Bar 
    



      
Represents a market bar with open/high/low/close prices and volumes.
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          @type t() :: %TheoryCraft.MarketSource.Bar{
  close: float() | nil,
  high: float() | nil,
  low: float() | nil,
  new_bar?: boolean(),
  new_market?: boolean(),
  open: float() | nil,
  time: DateTime.t(),
  volume: float() | nil
}


      



  


        

      


  

    
TheoryCraft.MarketSource.BarAggregatorStage 
    



      
A GenStage producer_consumer that aggregates bar events, emitting only completed bars.
This stage filters out intra-bar tick events and only emits events when at least
one of the tracked bars becomes complete (i.e., when new_bar? = true for any
tracked bar). This is useful for:
	Avoiding redundant indicator calculations on incomplete bars
	Processing only completed bars in trading strategies
	Reducing downstream event volume

Aggregation Logic
For each tracked bar name:
	On the first new_bar? = true event, store the bar but don't emit (no previous bar)
	On subsequent new_bar? = true events:	Emit the previously stored bar with its original new_bar? and new_market? flags
	Store the new bar


	On new_bar? = false events:	Update the stored bar's OHLCV values while preserving original flags



The stage emits an event when at least one tracked bar has a completed bar to emit
(OR logic across multiple bars).
Flag Preservation
Each completed bar is emitted with the flags from its first tick:
	new_bar? - From the tick that created the bar
	new_market? - From the tick that created the bar

Important: 1-Tick Lag
This stage introduces a 1-tick lag in emissions. A bar is only emitted when the
NEXT bar starts (i.e., when new_bar? = true arrives for the same bar name).
Implications:
	The last bar before stream end will only be emitted when the stream terminates
	In live/real-time scenarios, the last bar of a session may not be emitted until
the next session starts (e.g., last daily bar emitted at next day's market open)
	For backtesting, this is usually not an issue as the stream ends naturally
	For live trading, consider using a timeout mechanism or manual flush if you need
immediate access to the latest incomplete bar

Examples
# Aggregate a single bar
{:ok, aggregator} = BarAggregatorStage.start_link(
  bar_names: ["xauusd_m5"],
  subscribe_to: [upstream_stage]
)

# Aggregate multiple bars (OR logic)
{:ok, aggregator} = BarAggregatorStage.start_link(
  bar_names: ["xauusd_m5", "xauusd_h1"],
  subscribe_to: [upstream_stage]
)
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        Options for starting a BarAggregatorStage.
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        start_link(opts)

      


        Starts a BarAggregatorStage as a GenStage producer_consumer.
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          @type start_option() ::
  {:bar_names, [String.t()]}
  | {:subscribe_to, [GenStage.stage() | {GenStage.stage(), keyword()}]}
  | {:name, atom()}
  | {:timeout, timeout()}
  | {:debug, Keyword.t()}
  | {:spawn_opt, Process.spawn_opt()}
  | {:hibernate_after, timeout()}
  | {:min_demand, non_neg_integer()}
  | {:max_demand, non_neg_integer()}
  | {:buffer_size, non_neg_integer()}
  | {:buffer_keep, :first | :last}


      


Options for starting a BarAggregatorStage.
Stage-specific options:
	:bar_names - List of bar names to aggregate (required)
	:subscribe_to - List of producers to subscribe to (required)

GenStage/GenServer options:
	:name - Register the stage with a name
	:timeout - Timeout for GenServer.start_link
	:debug - Debug options
	:spawn_opt - Options for spawning the process
	:hibernate_after - Hibernate after inactivity

Subscription options:
	:min_demand - Minimum demand
	:max_demand - Maximum demand
	:buffer_size - Size of the buffer (default: 10000)
	:buffer_keep - Whether to keep :first or :last (default: :last)
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          @spec start_link([start_option()]) :: GenServer.on_start()


      


Starts a BarAggregatorStage as a GenStage producer_consumer.
Parameters
	opts - Keyword list of options (must include :bar_names and :subscribe_to)

Returns
	{:ok, pid} on success
	{:error, reason} on failure

Examples
# Basic usage
{:ok, stage} = BarAggregatorStage.start_link(
  bar_names: ["xauusd_m5"],
  subscribe_to: [upstream_stage]
)

# Multiple bars
{:ok, stage} = BarAggregatorStage.start_link(
  bar_names: ["xauusd_m5", "xauusd_h1"],
  subscribe_to: [upstream_stage]
)

  


        

      


  

    
TheoryCraft.MarketSource.BroadcastStage 
    



      
A GenStage producer_consumer that broadcasts events to multiple consumers.
This stage acts as a pass-through that receives events from a single producer
and broadcasts them to multiple consumers using GenStage.BroadcastDispatcher.
Used internally by MarketSource to fan-out events to parallel processors.
Examples
{:ok, broadcast} = BroadcastStage.start_link(subscribe_to: [upstream])

# Multiple consumers can subscribe and each will receive all events
GenStage.sync_subscribe(consumer1, to: broadcast)
GenStage.sync_subscribe(consumer2, to: broadcast)
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        start_link(opts)

      


        Starts a BroadcastStage as a GenStage producer_consumer with BroadcastDispatcher.
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          @spec start_link(Keyword.t()) :: GenServer.on_start()


      


Starts a BroadcastStage as a GenStage producer_consumer with BroadcastDispatcher.
Parameters
	opts - Keyword list of GenStage options (must include :subscribe_to).

Returns
	{:ok, pid} on success
	{:error, reason} on failure


  


        

      


  

    
TheoryCraft.MarketSource.DataFeed behaviour
    



      
Behaviour for data sources that provide streams of market data.
A DataFeed is responsible for providing a continuous, ordered stream of Tick or Bar
structs representing historical or real-time market data. Data feeds are the entry point
for market data into TheoryCraft's processing pipeline.
Characteristics
	Streaming: Data feeds provide lazy enumerables that can handle large datasets efficiently
	Ordered: Data must be ordered by time (ascending), as many processors depend on chronological order
	Type-consistent: A feed should emit either Ticks or Bars, not mixed types
	Configurable: Feeds accept options to customize data source, filtering, etc.

Built-in DataFeed Implementations
	TheoryCraft.MarketSource.MemoryDataFeed - In-memory ETS-based storage for testing and caching
	TheoryCraft.MarketSource.TicksCSVDataFeed - Reads tick data from CSV files

Implementing a DataFeed
To create a custom data feed, use the TheoryCraft.MarketSource.DataFeed module and implement
the stream/1 callback:
defmodule MyDataFeed do
  use TheoryCraft.MarketSource.DataFeed

  @impl true
  def stream(opts) do
    symbol = Keyword.fetch!(opts, :symbol)
    start_date = Keyword.get(opts, :start_date)

    case load_data(symbol, start_date) do
      {:ok, data} ->
        stream = Stream.map(data, &parse_tick/1)
        {:ok, stream}

      {:error, reason} ->
        {:error, reason}
    end
  end
end
The use TheoryCraft.MarketSource.DataFeed macro automatically provides a default stream!/1
implementation that raises on errors.
Usage with MarketSource
Data feeds are typically used as the starting point for a MarketSource pipeline:
{:ok, feed_stream} = MyDataFeed.stream(symbol: "EURUSD", start_date: ~D[2024-01-01])

market =
  %MarketSource{}
  |> MarketSource.add_data(feed_stream, name: "eurusd_ticks")
  |> MarketSource.add_processor(ResampleProcessor, data: "eurusd_ticks", timeframe: "m5")
  |> MarketSource.stream()

# Process the data
Enum.each(market, fn event ->
  # Handle each market event
end)
Examples
# Using a data feed with error handling
case MyDataFeed.stream(symbol: "EURUSD") do
  {:ok, stream} ->
    stream |> Enum.take(10) |> inspect_data()

  {:error, reason} ->
    Logger.error("Failed to create stream: #{inspect(reason)}")
end

# Using the bang version for simpler code (raises on error)
stream = MyDataFeed.stream!(symbol: "EURUSD")
stream |> Enum.take(10) |> inspect_data()
Time Ordering
DataFeeds must provide data in ascending chronological order. This is critical because:
	Processors like ResampleProcessor assume time-ordered data for bar boundary detection
	Strategies depend on receiving events in the order they occurred historically
	The MarketSource does not perform any sorting or time validation

If your data source does not guarantee ordering, you must sort the data before yielding it.

      


      
        Summary


  
    Types
  


    
      
        spec()

      


        A DataFeed specification as a tuple of module and options, or just a module.



    


    
      
        stream()

      


        A stream of market data (Ticks or Bars).



    





  
    Callbacks
  


    
      
        stream(t)

      


        Creates a stream of market data with the given options.



    


    
      
        stream!(t)

      


        Creates a stream of market data, raising on error.
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      spec()



        
          
        

    

  


  

      

          @type spec() :: {module(), Keyword.t()} | module()


      


A DataFeed specification as a tuple of module and options, or just a module.
When only the module is provided, options is an empty list.

  



  
    
      
    
    
      stream()



        
          
        

    

  


  

      

          @type stream() ::
  Enumerable.t(
    TheoryCraft.MarketSource.Tick.t()
    | TheoryCraft.MarketSource.Bar.t()
  )


      


A stream of market data (Ticks or Bars).
The stream must be:
	Lazy (using Stream functions)
	Time-ordered (ascending)
	Type-consistent (all Ticks or all Bars)


  


        

      

      
        Callbacks


        


  
    
      
    
    
      stream(t)



        
          
        

    

  


  

      

          @callback stream(Keyword.t()) :: {:ok, stream()} | {:error, any()}


      


Creates a stream of market data with the given options.
This callback should establish a connection to the data source (file, database, API, etc.),
configure any necessary filters or transformations, and return a lazy enumerable stream
of Tick or Bar structs.
Parameters
	opts - Keyword list of options for configuring the data feed. Common options include:
	:symbol - The market symbol (e.g., "EURUSD", "BTCUSD")
	:start_date / :end_date - Date range for historical data
	:source - Path to file, database connection, etc.

Specific implementations may define additional options.


Returns
	{:ok, stream} - A stream of Tick or Bar structs ordered by time
	{:error, reason} - An error tuple if the stream cannot be created

Examples
# Simple file-based data feed
@impl true
def stream(opts) do
  path = Keyword.fetch!(opts, :path)

  case File.read(path) do
    {:ok, contents} ->
      stream = contents
      |> String.split("\\n")
      |> Stream.map(&parse_line/1)
      |> Stream.reject(&is_nil/1)

      {:ok, stream}

    {:error, reason} ->
      {:error, "Failed to read file: #{reason}"}
  end
end

# Database-based data feed with filtering
@impl true
def stream(opts) do
  symbol = Keyword.fetch!(opts, :symbol)
  start_date = Keyword.get(opts, :start_date)
  end_date = Keyword.get(opts, :end_date)

  query = build_query(symbol, start_date, end_date)

  case Database.query(query) do
    {:ok, rows} ->
      stream = Stream.map(rows, &row_to_tick/1)
      {:ok, stream}

    {:error, reason} ->
      {:error, reason}
  end
end

# In-memory data feed
@impl true
def stream(opts) do
  ticks = Keyword.fetch!(opts, :ticks)

  # Ensure data is sorted by time
  sorted_ticks = Enum.sort_by(ticks, & &1.time, DateTime)
  stream = Stream.map(sorted_ticks, & &1)

  {:ok, stream}
end

  



  
    
      
    
    
      stream!(t)



        
          
        

    

  


  

      

          @callback stream!(Keyword.t()) :: stream()


      


Creates a stream of market data, raising on error.
This is a convenience function that wraps stream/1 and raises an ArgumentError
if the stream cannot be created. This is useful when you want to fail fast rather
than handle errors explicitly.
A default implementation is provided when you use TheoryCraft.MarketSource.DataFeed, but it
can be overridden if needed.
Parameters
	opts - Keyword list of options (same as stream/1)

Returns
	A stream of Tick or Bar structs ordered by time

Raises
	ArgumentError if the stream cannot be created

Examples
# Using stream! for simpler code
stream = MyDataFeed.stream!(path: "data.csv")
Enum.each(stream, &process_tick/1)

# This will raise if the file doesn't exist
stream = MyDataFeed.stream!(path: "nonexistent.csv")
# ** (ArgumentError) Failed to create stream: :enoent

  


        

      


  

    
TheoryCraft.MarketSource.DataFeedStage 
    



      
A GenStage producer that wraps a TheoryCraft.DataFeed behaviour.
This stage acts as a producer in a GenStage pipeline, converting a DataFeed's
enumerable stream into a demand-driven data source with backpressure support.
The stage wraps each tick or bar from the data source in a MarketEvent struct,
associating it with a data stream name. This allows downstream processors to identify
and process data from different sources.
Implementation
This module uses GenStage.from_enumerable/2 to create a GenStage producer from
the DataFeed's stream, providing immediate GenStage integration with backpressure
support and demand-driven processing.
Examples
# Start with DataFeed module and options tuple
{:ok, stage} = DataFeedStage.start_link(
  {TicksCSVDataFeed, [file: "ticks.csv"]},
  name: "XAUUSD"
)

# Start with DataFeed module only (no feed options)
{:ok, stage} = DataFeedStage.start_link(
  MemoryDataFeed,
  name: "XAUUSD"
)

# Start with Enumerable directly
{:ok, stage} = DataFeedStage.start_link(
  [tick1, tick2, tick3],
  name: "XAUUSD"
)

# With named stage
{:ok, stage} = DataFeedStage.start_link(
  {TicksCSVDataFeed, [file: "ticks.csv"]},
  name: "XAUUSD",
  stage_name: :my_feed
)
Source Parameter
The first parameter can be one of:
	A tuple {feed_module, feed_opts} where feed_module implements the TheoryCraft.DataFeed behaviour
	A module implementing the TheoryCraft.DataFeed behaviour (equivalent to {feed_module, []})
	An Enumerable (e.g., list, stream) containing ticks or bars

Options
The second parameter is a keyword list with:
	:name - Name for the data stream in MarketEvent (required)
	:stage_name - Register the stage with a name (optional)
	:max_demand - Maximum demand for the dispatcher (default: 1000)


      


      
        Summary


  
    Types
  


    
      
        start_option()

      


        Options for starting a DataFeedStage.



    





  
    Functions
  


    
      
        start_link(source, opts \\ [])

      


        Starts a DataFeedStage as a GenStage producer.



    





      


      
        Types


        


  
    
      
    
    
      start_option()



        
          
        

    

  


  

      

          @type start_option() ::
  {:name, String.t()}
  | {:stage_name, atom()}
  | {:timeout, timeout()}
  | {:debug, Keyword.t()}
  | {:spawn_opt, Process.spawn_opt()}
  | {:hibernate_after, timeout()}
  | {:max_demand, pos_integer()}
  | {:buffer_size, non_neg_integer()}
  | {:buffer_keep, :first | :last}


      


Options for starting a DataFeedStage.
Stage-specific options:
	:name - Name for the data stream
	:stage_name - Optional name for the GenStage process

GenStage/GenServer options:
	:timeout - Timeout for GenServer.start_link
	:debug - Debug options
	:spawn_opt - Options for spawning the process
	:hibernate_after - Hibernate after inactivity

Producer options:
	:max_demand - Maximum demand from consumers
	:buffer_size - Size of the buffer (default: 10000)
	:buffer_keep - Whether to keep :first or :last (default: :last)


  


        

      

      
        Functions


        


    

  
    
      
    
    
      start_link(source, opts \\ [])



        
          
        

    

  


  

      

          @spec start_link(TheoryCraft.MarketSource.DataFeed.spec() | Enumerable.t(), [
  start_option()
]) ::
  GenServer.on_start()


      


Starts a DataFeedStage as a GenStage producer.
This function creates a GenStage producer from a DataFeed by calling the feed's
stream/1 function and wrapping the result with GenStage.from_enumerable/2.
Parameters
	source - Can be one of:	A tuple {feed_module, feed_opts} where feed_module implements the TheoryCraft.DataFeed behaviour
	A module implementing the TheoryCraft.DataFeed behaviour (equivalent to {feed_module, []})
	An Enumerable (e.g., list, stream)


	opts - Keyword list of options:	:name - Name for the data stream in MarketEvent (required)
	:stage_name - Register the stage with a name (optional)
	:max_demand - Maximum demand for the dispatcher (default: 1000)



Returns
	{:ok, pid} on success
	{:error, reason} on failure

Examples
# With DataFeed module and options
{:ok, stage} = DataFeedStage.start_link(
  {TicksCSVDataFeed, [file: "data.csv"]},
  name: "XAUUSD"
)

# With DataFeed module only (no feed options)
{:ok, stage} = DataFeedStage.start_link(
  MemoryDataFeed,
  name: "XAUUSD"
)

# With Enumerable directly
{:ok, stage} = DataFeedStage.start_link(
  [tick1, tick2, tick3],
  name: "XAUUSD"
)

# With named stage
{:ok, stage} = DataFeedStage.start_link(
  {TicksCSVDataFeed, [file: "data.csv"]},
  name: "XAUUSD",
  stage_name: :my_feed,
  max_demand: 500
)

  


        

      


  

    
TheoryCraft.MarketSource.Indicator behaviour
    



      
Behaviour for stateful indicators that process values to calculate technical indicators.
An Indicator is a specialized component that processes values (typically bar data)
to calculate technical indicators like moving averages, RSI, MACD, etc. Indicators are
wrapped by TheoryCraft.Processors.IndicatorProcessor to integrate into the processing
pipeline.
Indicators vs Processors
While both Indicators and Processors transform data, they serve different purposes:
	Processors (TheoryCraft.Processor): General-purpose data transformation components
that work with MarketEvent structs. Examples: converting ticks to bars, filtering
events, data enrichment.

	Indicators (TheoryCraft.MarketSource.Indicator): Specialized for technical analysis calculations
that work with individual values. Examples: SMA, EMA, RSI, MACD, Bollinger Bands.
They are wrapped by IndicatorProcessor to integrate into the event pipeline.


Indicator Lifecycle
	Initialization (init/1): Called once at the start to set up initial state
	Processing (next/3): Called for each value, receives the value, a flag indicating
if it's a new bar, and the current state, returns the calculated indicator value and new state

Implementing an Indicator
To create a custom indicator, implement the TheoryCraft.MarketSource.Indicator behaviour:
defmodule MyIndicator.SMA do
  @behaviour TheoryCraft.MarketSource.Indicator

  alias TheoryCraft.MarketSource.{IndicatorValue, MarketEvent}

  @impl true
  def init(opts) do
    period = Keyword.get(opts, :period, 20)
    data_name = Keyword.fetch!(opts, :data)
    state = %{period: period, values: [], data_name: data_name}
    {:ok, state}
  end

  @impl true
  def next(event, state) do
    %{period: period, values: values, data_name: data_name} = state

    # Extract value and new_bar? flag using MarketEvent helpers
    value = MarketEvent.extract_value(event, data_name, :close)
    new_bar? = MarketEvent.new_bar?(event, data_name)

    # On a new bar, add the value to history
    new_values =
      if new_bar? do
        [value | values] |> Enum.take(period)
      else
        # Update the last value if it's the same bar
        case values do
          [_last | rest] -> [value | rest]
          [] -> [value]
        end
      end

    # Calculate SMA
    sma_value =
      if length(new_values) > 0 do
        Enum.sum(new_values) / length(new_values)
      else
        nil
      end

    new_state = %{state | values: new_values}

    # Wrap in IndicatorValue
    indicator_value = %IndicatorValue{
      value: sma_value,
      data_name: data_name
    }

    {:ok, indicator_value, new_state}
  end
end
Built-in Indicators
Built-in technical indicators are provided in a separate package: theory_craft_ta.
See https://github.com/ImNotAVirus/theory_craft_ta for available indicators and installation.
Integration with MarketSource
Using Built-in Indicators (from theory_craft_ta)
Built-in indicators from theory_craft_ta use the TA macro for convenient syntax:
require TheoryCraftTA.TA, as: TA

market =
  %MarketSource{}
  |> MarketSource.add_data(bar_stream, name: "eurusd_m5")
  |> MarketSource.add_indicator(TA.sma(eurusd_m5[:close], 20, name: "sma20"))
  |> MarketSource.stream()
The TA macro provides a convenient syntax for defining indicators with automatic
data source and name configuration.
Using Custom Indicators
Custom indicators use the tuple spec syntax {module, opts}:
market =
  %MarketSource{}
  |> MarketSource.add_data(bar_stream, name: "eurusd_m5")
  |> MarketSource.add_indicator({MyIndicator.SMA, [
    data: "eurusd_m5",
    period: 20,
    name: "my_sma20"
  ]})
  |> MarketSource.stream()
See TheoryCraft.MarketSource for more details on building processing pipelines.
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    Types
  


    
      
        spec()

      


        An Indicator specification as a tuple of module and options, or just a module.



    





  
    Callbacks
  


    
      
        init(opts)

      


        Initializes the indicator with the given options.



    


    
      
        next(event, state)

      


        Processes a market event and returns the calculated indicator value wrapped in an IndicatorValue.
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      spec()



        
          
        

    

  


  

      

          @type spec() :: {module(), Keyword.t()} | module()


      


An Indicator specification as a tuple of module and options, or just a module.
When only the module is provided, options is an empty list.

  


        

      

      
        Callbacks


        


  
    
      
    
    
      init(opts)



        
          
        

    

  


  

      

          @callback init(opts :: Keyword.t()) :: {:ok, state :: any()}


      


Initializes the indicator with the given options.
This callback is invoked once when the indicator is added to a pipeline. It should
return {:ok, state} where state is the initial state that will be passed to
subsequent next/3 calls.
Parameters
	opts - Keyword list of options for configuring the indicator. The available
options depend on the specific indicator implementation. Common options include:	:period - Calculation period (e.g., 20 for SMA-20)



Returns
	{:ok, state} - The initial indicator state

Examples
# Simple indicator with default period
def init(opts) do
  period = Keyword.get(opts, :period, 14)
  {:ok, %{period: period, values: []}}
end

# Indicator with required parameters
def init(opts) do
  period = Keyword.fetch!(opts, :period)

  state = %{
    period: period,
    values: []
  }

  {:ok, state}
end

# Indicator that validates configuration
def init(opts) do
  period = Keyword.get(opts, :period, 14)

  if period < 1 do
    raise ArgumentError, "Period must be positive, got: #{period}"
  end

  {:ok, %{period: period, values: []}}
end

  



  
    
      
    
    
      next(event, state)



        
          
        

    

  


  

      

          @callback next(event :: TheoryCraft.MarketSource.MarketEvent.t(), state :: any()) ::
  {:ok, indicator_value :: TheoryCraft.MarketSource.IndicatorValue.t(),
   new_state :: any()}


      


Processes a market event and returns the calculated indicator value wrapped in an IndicatorValue.
This callback is invoked for each market event in the stream. It receives the full event
and the indicator's state, and must return an IndicatorValue struct containing the
calculated value and a reference to the source data name.
The indicator is responsible for:
	Extracting all data it needs from the event (values, temporal flags, etc.)
	Calculating the indicator value
	Wrapping the result in an IndicatorValue with the appropriate data_name

This allows indicators to:
	Access multiple values (e.g., high/low/close for Bollinger Bands)
	Handle bar boundaries as they see fit
	Specify which data stream they're based on for lazy temporal context lookup

Parameters
	event - The MarketEvent to process
	state - The current indicator state (from init/1 or previous next/2 call)

Returns
	{:ok, indicator_value, new_state} - A tuple containing:	indicator_value - An IndicatorValue struct with the calculated value and data_name reference
	new_state - The updated indicator state for the next event



Examples
# Simple indicator that extracts close price
def next(event, state) do
  %{data_name: data_name} = state

  value = MarketEvent.extract_value(event, data_name, :close)

  indicator_value = %IndicatorValue{
    value: value,
    data_name: data_name
  }

  {:ok, indicator_value, state}
end

# Moving average on close price
def next(event, state) do
  %{period: period, values: values, data_name: data_name} = state

  # Extract value and new_bar? flag using MarketEvent helpers
  value = MarketEvent.extract_value(event, data_name, :close)
  new_bar? = MarketEvent.new_bar?(event, data_name)

  # On a new bar, add the value to history
  new_values =
    if new_bar? do
      [value | values] |> Enum.take(period)
    else
      # Update the last value if it's the same bar
      case values do
        [_last | rest] -> [value | rest]
        [] -> [value]
      end
    end

  # Calculate average
  ma_value =
    if length(new_values) > 0 do
      Enum.sum(new_values) / length(new_values)
    else
      nil
    end

  new_state = %{state | values: new_values}

  # Wrap in IndicatorValue
  indicator_value = %IndicatorValue{
    value: ma_value,
    data_name: data_name
  }

  {:ok, indicator_value, new_state}
end

  


        

      


  

    
TheoryCraft.MarketSource.IndicatorProcessor 
    



      
A Processor that wraps a TheoryCraft.Indicator behaviour for integration into processing pipelines.
This processor handles the initialization and delegation of values from market events to the wrapped
indicator module, allowing indicators to be used seamlessly in MarketSource pipelines.
Examples
# Creating an indicator processor for a custom SMA indicator
alias TheoryCraft.MarketSource.IndicatorProcessor

{:ok, processor_state} = IndicatorProcessor.init(
  module: MyIndicators.SMA,
  period: 20,
  name: "sma20"
)

# Process an event through the indicator
event = %MarketEvent{data: %{"eurusd_m5" => bar}}
{:ok, updated_event, new_state} = IndicatorProcessor.next(event, processor_state)

# The updated event now contains the indicator output
updated_event.data["sma20"]  # => SMA value
Integration with MarketSource
Indicators are typically added to a market source using the TA macro syntax:
require TheoryCraftTA.TA, as: TA

market =
  %MarketSource{}
  |> MarketSource.add_data(bar_stream, name: "eurusd_m5")
  |> MarketSource.add_indicator(TA.sma(eurusd_m5[:close], 20, name: "sma20"))
  |> MarketSource.stream()
See TheoryCraft.MarketSource for more details.
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    Types
  


    
      
        t()

      


        The processor state containing the indicator module and its state.



    





  
    Functions
  


    
      
        init(opts)

      


        Initializes the indicator processor with the given options.



    


    
      
        next(event, processor_state)

      


        Processes a MarketEvent by delegating to the indicator.
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          @type t() :: %TheoryCraft.MarketSource.IndicatorProcessor{
  module: module(),
  name: String.t(),
  state: any()
}


      


The processor state containing the indicator module and its state.

  


        

      

      
        Functions


        


  
    
      
    
    
      init(opts)



        
          
        

    

  


  

      

          @spec init(Keyword.t()) :: {:ok, t()}


      


Initializes the indicator processor with the given options.
This function extracts the indicator module from the options, then forwards all
remaining options to the indicator's init/1 callback to construct the processor state.
Options
	:module (required) - The indicator module implementing TheoryCraft.Indicator
	All other options are passed through to the indicator's init/1 callback

The indicator itself is responsible for validating its required options (such as
:data for the data stream name and :name for the output name).
Returns
	{:ok, state} - The initial processor state containing the indicator module
and the indicator's internal state
	{:error, reason} - If the indicator's initialization fails

Examples
# Initialize with a simple moving average indicator
iex> IndicatorProcessor.init(module: MyIndicators.SMA, data: "eurusd_m5", name: "sma20", period: 20)
{:ok, %IndicatorProcessor{
  indicator_module: MyIndicators.SMA,
  indicator_state: %{period: 20, data: "eurusd_m5", name: "sma20"}
}}
Errors
# Missing required module option
iex> IndicatorProcessor.init(data: "eurusd", name: "sma", period: 20)
** (ArgumentError) Missing required option: module

  



  
    
      
    
    
      next(event, processor_state)



        
          
        

    

  


  

      

          @spec next(TheoryCraft.MarketSource.MarketEvent.t(), t()) ::
  {:ok, TheoryCraft.MarketSource.MarketEvent.t(), t()}


      


Processes a MarketEvent by delegating to the indicator.
This function forwards the event to the indicator's next/2 callback and updates
the processor state with the indicator's new state. The indicator is responsible for:
	Extracting the relevant data from the event
	Determining if it's a new bar
	Calculating its output value
	Writing the output to the event

Parameters
	event - The MarketEvent to process
	state - The processor state containing the indicator module and its state

Returns
	{:ok, updated_event, new_state} - A tuple containing:	updated_event - The MarketEvent with the indicator output added by the indicator
	new_state - The updated processor state with new indicator state


	{:error, reason} - If the indicator's processing fails

Examples
# Process a market event through an SMA indicator
{:ok, state} = IndicatorProcessor.init(
  module: MyIndicators.SMA,
  data: "eurusd_m5",
  name: "sma5",
  period: 5
)

bar = %TheoryCraft.Bar{
  time: ~U[2024-01-01 10:00:00Z],
  open: 100.0,
  high: 102.0,
  low: 99.0,
  close: 101.0,
  volume: 1000.0
}

event = %MarketEvent{data: %{"eurusd_m5" => bar}}
{:ok, updated_event, new_state} = IndicatorProcessor.next(event, state)

# The indicator has added its output to the event
updated_event.data["sma5"]  # => SMA value calculated by the indicator

# Process another event
event2 = %MarketEvent{data: %{"eurusd_m5" => updated_bar}}
{:ok, updated_event2, newer_state} = IndicatorProcessor.next(event2, new_state)

  


        

      


  

    
TheoryCraft.MarketSource.IndicatorValue 
    



      
A wrapper for indicator values that enables lazy temporal context lookup.
When indicators calculate values based on bars, ticks, or other indicators, they need
access to temporal context like bar time, new_bar?, and new_session? flags. However,
storing this information directly in the indicator value would create unnecessary coupling
and memory overhead.
IndicatorValue solves this by storing a reference to the source data name, enabling
lazy lookup of temporal context from the MarketEvent data map when needed.
Architecture
An IndicatorValue contains:
	value - The actual indicator calculation result (can be any type)
	data_name - The name of the data source this indicator was calculated from

When you need temporal context (e.g., bar_time, new_bar?), you pass the IndicatorValue
and the event data map to the appropriate helper function, which:
	Looks up the source data using data_name
	If the source is a Bar/Tick, extracts the field directly
	If the source is another IndicatorValue, recursively looks up its source
	Returns the default value if not found

Performance
This lazy lookup approach adds minimal overhead:
	Lookups are O(1) map access
	Recursion depth is typically 1-3 levels (indicator on bar, or indicator on indicator on bar)
	No memory overhead from storing redundant temporal data

Examples
# Create an indicator value
value = %IndicatorValue{
  value: 45.2,
  data_name: "eurusd_m5"
}

# Lazy lookup of bar time from event data
event_data = %{
  "eurusd_m5" => %Bar{time: ~U[2024-01-01 10:00:00Z], close: 1.23, new_bar?: true}
}

IndicatorValue.bar_time(value, event_data)
# => ~U[2024-01-01 10:00:00Z]

IndicatorValue.new_bar?(value, event_data)
# => true

# Nested indicators (indicator on indicator)
sma_value = %IndicatorValue{value: 45.0, data_name: "eurusd_m5"}
ema_on_sma = %IndicatorValue{value: 45.1, data_name: "sma20"}

event_data = %{
  "eurusd_m5" => %Bar{time: ~U[2024-01-01 10:00:00Z], new_bar?: true},
  "sma20" => sma_value
}

# Recursively looks up through sma20 -> eurusd_m5
IndicatorValue.bar_time(ema_on_sma, event_data)
# => ~U[2024-01-01 10:00:00Z]
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    Functions
  


    
      
        bar_time(indicator_value, event_data, default \\ nil)

      


        Extracts the bar time from the indicator's source data.



    


    
      
        new_bar?(indicator_value, event_data)

      


        Extracts the new_bar? flag from the indicator's source data.



    


    
      
        new_market?(indicator_value, event_data)

      


        Extracts the new_market? flag from the indicator's source data.
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      t()



        
          
        

    

  


  

      

          @type t() :: %TheoryCraft.MarketSource.IndicatorValue{
  data_name: String.t(),
  value: any()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      bar_time(indicator_value, event_data, default \\ nil)



        
          
        

    

  


  

      

          @spec bar_time(t(), map(), DateTime.t() | nil) :: DateTime.t() | nil


      


Extracts the bar time from the indicator's source data.
This function performs a lazy lookup by following the data_name reference
to find the source data in the event_data map. If the source is another
IndicatorValue, it recursively follows the chain until it finds a Bar/Tick
with a time field.
Parameters
	indicator_value - The IndicatorValue struct
	event_data - The MarketEvent data map
	default - Default value if time cannot be found (default: nil)

Returns
	DateTime.t() if the source has a time field
	default if the source cannot be found or has no time

Examples
iex> alias TheoryCraft.MarketSource.Bar
iex> value = %IndicatorValue{value: 45.0, data_name: "eurusd_m5"}
iex> event_data = %{"eurusd_m5" => %Bar{time: ~U[2024-01-01 10:00:00Z], close: 1.23}}
iex> IndicatorValue.bar_time(value, event_data)
~U[2024-01-01 10:00:00Z]

iex> alias TheoryCraft.MarketSource.Bar
iex> value = %IndicatorValue{value: 45.0, data_name: "eurusd_m5"}
iex> event_data = %{"eurusd_m5" => %Bar{time: ~U[2024-01-01 10:00:00Z], close: 1.23}}
iex> IndicatorValue.bar_time(value, event_data, ~U[2024-01-01 00:00:00Z])
~U[2024-01-01 10:00:00Z]

iex> value = %IndicatorValue{value: 45.0, data_name: "eurusd_m5"}
iex> IndicatorValue.bar_time(value, %{}, ~U[2024-01-01 00:00:00Z])
~U[2024-01-01 00:00:00Z]

  



  
    
      
    
    
      new_bar?(indicator_value, event_data)



        
          
        

    

  


  

      

          @spec new_bar?(t(), map()) :: boolean()


      


Extracts the new_bar? flag from the indicator's source data.
This function performs a lazy lookup by following the data_name reference
to find the source data in the event_data map. If the source is another
IndicatorValue, it recursively follows the chain until it finds a Bar or Tick.
Behavior
	If source is a Bar with new_bar? field: returns the flag value
	If source is a Tick: returns true (each tick is a new bar)
	If source is another IndicatorValue: recursively follows the chain
	Otherwise: raises an error

Parameters
	indicator_value - The IndicatorValue struct
	event_data - The MarketEvent data map

Returns
	boolean() - The new_bar? flag value

Raises
	If data_name is not found in event_data
	If the source data is not a Bar, Tick, or IndicatorValue

Examples
iex> alias TheoryCraft.MarketSource.Bar
iex> value = %IndicatorValue{value: 45.0, data_name: "eurusd_m5"}
iex> event_data = %{"eurusd_m5" => %Bar{close: 1.23, new_bar?: true}}
iex> IndicatorValue.new_bar?(value, event_data)
true

iex> alias TheoryCraft.MarketSource.Tick
iex> value = %IndicatorValue{value: 1.23, data_name: "eurusd_ticks"}
iex> event_data = %{"eurusd_ticks" => %Tick{time: ~U[2024-01-01 10:00:00Z], ask: 1.23, bid: 1.22, ask_volume: 100.0, bid_volume: 100.0}}
iex> IndicatorValue.new_bar?(value, event_data)
true

  



  
    
      
    
    
      new_market?(indicator_value, event_data)



        
          
        

    

  


  

      

          @spec new_market?(t(), map()) :: boolean()


      


Extracts the new_market? flag from the indicator's source data.
This function performs a lazy lookup by following the data_name reference
to find the source data in the event_data map. If the source is another
IndicatorValue, it recursively follows the chain until it finds a Bar or Tick.
Behavior
	If source is a Bar with new_market? field: returns the flag value
	If source is a Tick: returns false (ticks don't have market boundaries)
	If source is another IndicatorValue: recursively follows the chain
	Otherwise: raises an error

Parameters
	indicator_value - The IndicatorValue struct
	event_data - The MarketEvent data map

Returns
	boolean() - The new_market? flag value

Raises
	If data_name is not found in event_data
	If the source data is not a Bar, Tick, or IndicatorValue

Examples
iex> alias TheoryCraft.MarketSource.Bar
iex> value = %IndicatorValue{value: 45.0, data_name: "eurusd_m5"}
iex> event_data = %{"eurusd_m5" => %Bar{close: 1.23, new_market?: false}}
iex> IndicatorValue.new_market?(value, event_data)
false

iex> alias TheoryCraft.MarketSource.Tick
iex> value = %IndicatorValue{value: 1.23, data_name: "eurusd_ticks"}
iex> event_data = %{"eurusd_ticks" => %Tick{time: ~U[2024-01-01 10:00:00Z], ask: 1.23, bid: 1.22, ask_volume: 100.0, bid_volume: 100.0}}
iex> IndicatorValue.new_market?(value, event_data)
false

  


        

      


  

    
TheoryCraft.MarketSource.MarketEvent 
    



      
Represents a market event flowing through the processing pipeline.
A MarketEvent is a wrapper that carries market data (ticks, bars, indicator values)
through the pipeline, allowing multiple data streams to be processed and
combined in a single event flow.
Structure
	time - The event timestamp (typically the tick time or current data point time)
	source - The name of the originating data source (e.g., "eurusd", "xauusd")
	data - A map of data stream names to their values (bars, ticks, indicators)

Event Time vs Bar Time
The time field represents the actual event time (e.g., when a tick occurred),
while bars and other data in the data map may have their own aligned times.
For example:
	Event time: ~U[2024-01-01 10:02:34Z] (tick time)
	Bar time: ~U[2024-01-01 10:00:00Z] (5-minute bar aligned to 10:00)

Examples
# Event with a single tick
%MarketEvent{
  time: ~U[2024-01-01 10:02:34Z],
  source: "eurusd",
  data: %{
    "eurusd" => %Tick{time: ~U[2024-01-01 10:02:34Z], ask: 1.23, bid: 1.22}
  }
}

# Event with resampled bar and indicators
%MarketEvent{
  time: ~U[2024-01-01 10:02:34Z],
  source: "eurusd",
  data: %{
    "eurusd" => %Tick{...},
    "eurusd_m5" => %Bar{time: ~U[2024-01-01 10:00:00Z], close: 1.23, new_bar?: false},
    "sma20" => %IndicatorValue{value: 1.225, data_name: "eurusd_m5"}
  }
}
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    Functions
  


    
      
        extract_time(market_event, data_name)

      


        Extracts the time from a specific data item in the event.



    


    
      
        extract_value(market_event, data_name, source \\ nil)

      


        Extracts a value from the event's data map.



    


    
      
        new_bar?(market_event, data_name)

      


        Extracts the new_bar? flag from the event's data map.



    


    
      
        new_market?(market_event, data_name)

      


        Extracts the new_market? flag from the event's data map.
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          @type t() :: %TheoryCraft.MarketSource.MarketEvent{
  data: map(),
  source: String.t(),
  time: DateTime.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      extract_time(market_event, data_name)



        
          
        

    

  


  

      

          @spec extract_time(t(), String.t()) :: DateTime.t()


      


Extracts the time from a specific data item in the event.
Parameters
	event - The MarketEvent struct
	data_name - The key to extract from event.data

Returns
	DateTime.t() - The extracted time

Behavior
	If data is an IndicatorValue: calls IndicatorValue.bar_time/2 for lazy lookup
	If data is a Bar or Tick: returns their time field
	Otherwise: raises an error

Raises
	If data_name is not found in event data
	If data doesn't have a time field and is not an IndicatorValue

Examples
iex> alias TheoryCraft.MarketSource.Bar
iex> event = %MarketEvent{time: ~U[2024-01-01 10:02:34Z], data: %{"eurusd_m5" => %Bar{time: ~U[2024-01-01 10:00:00Z], close: 1.23}}}
iex> MarketEvent.extract_time(event, "eurusd_m5")
~U[2024-01-01 10:00:00Z]

iex> alias TheoryCraft.MarketSource.IndicatorValue
iex> alias TheoryCraft.MarketSource.Bar
iex> event = %MarketEvent{time: ~U[2024-01-01 10:02:34Z], data: %{"eurusd_m5" => %Bar{time: ~U[2024-01-01 10:00:00Z], close: 1.23}, "sma20" => %IndicatorValue{value: 1.25, data_name: "eurusd_m5"}}}
iex> MarketEvent.extract_time(event, "sma20")
~U[2024-01-01 10:00:00Z]

  



    

  
    
      
    
    
      extract_value(market_event, data_name, source \\ nil)



        
          
        

    

  


  

      

          @spec extract_value(t(), String.t(), atom() | nil) :: any()


      


Extracts a value from the event's data map.
Handles three cases:
	If the data is a Bar/struct and source is provided, extracts the field specified by source
	If the data is an IndicatorValue, extracts the underlying value
	If the data is a raw value (float/nil), returns it directly

Parameters
	event - The MarketEvent struct
	data_name - The key to extract from event.data
	source - The field to extract from the Bar/struct (optional, e.g., :close, :high)

Returns
	The extracted value (any type)

Raises
	If data_name is not found in event.data
	If source is provided but not found in the Bar/struct

Examples
iex> alias TheoryCraft.MarketSource.Bar
iex> alias TheoryCraft.MarketSource.IndicatorValue
iex> event = %MarketEvent{data: %{"eurusd_m5" => %Bar{close: 1.23, high: 1.25}}}
iex> MarketEvent.extract_value(event, "eurusd_m5", :close)
1.23

iex> alias TheoryCraft.MarketSource.IndicatorValue
iex> event = %MarketEvent{data: %{"sma20" => %IndicatorValue{value: 1.25, data_name: "eurusd_m5"}}}
iex> MarketEvent.extract_value(event, "sma20", nil)
1.25

iex> event = %MarketEvent{data: %{"raw_value" => 42.0}}
iex> MarketEvent.extract_value(event, "raw_value", nil)
42.0

  



  
    
      
    
    
      new_bar?(market_event, data_name)



        
          
        

    

  


  

      

          @spec new_bar?(t(), String.t()) :: boolean()


      


Extracts the new_bar? flag from the event's data map.
Parameters
	event - The MarketEvent struct
	data_name - The key to extract from event.data

Returns
	true or false

Behavior
	If data is a Bar with new_bar? field: returns the flag value
	If data is a Tick: returns true (each tick is a new bar)
	If data is an IndicatorValue: uses lazy lookup to find the source bar/tick
	Otherwise: raises an error

Raises
	If data_name is not found in event data
	If data is not a Bar, Tick, or IndicatorValue

Examples
iex> alias TheoryCraft.MarketSource.Bar
iex> event = %MarketEvent{data: %{"eurusd_m5" => %Bar{close: 1.23, new_bar?: false}}}
iex> MarketEvent.new_bar?(event, "eurusd_m5")
false

iex> alias TheoryCraft.MarketSource.Tick
iex> event = %MarketEvent{data: %{"eurusd_ticks" => %Tick{time: ~U[2024-01-01 10:00:00Z], ask: 1.23, bid: 1.22, ask_volume: 100.0, bid_volume: 100.0}}}
iex> MarketEvent.new_bar?(event, "eurusd_ticks")
true

  



  
    
      
    
    
      new_market?(market_event, data_name)



        
          
        

    

  


  

      

          @spec new_market?(t(), String.t()) :: boolean()


      


Extracts the new_market? flag from the event's data map.
Parameters
	event - The MarketEvent struct
	data_name - The key to extract from event.data

Returns
	true or false

Behavior
	If data is a Bar with new_market? field: returns the flag value
	If data is a Tick: returns false (ticks don't have market boundaries)
	If data is an IndicatorValue: uses lazy lookup to find the source bar/tick
	Otherwise: raises an error

Raises
	If data_name is not found in event data
	If data is not a Bar, Tick, or IndicatorValue

Examples
iex> alias TheoryCraft.MarketSource.Bar
iex> event = %MarketEvent{data: %{"eurusd_m5" => %Bar{close: 1.23, new_market?: true}}}
iex> MarketEvent.new_market?(event, "eurusd_m5")
true

iex> alias TheoryCraft.MarketSource.Tick
iex> event = %MarketEvent{data: %{"eurusd_ticks" => %Tick{time: ~U[2024-01-01 10:00:00Z], ask: 1.23, bid: 1.22, ask_volume: 100.0, bid_volume: 100.0}}}
iex> MarketEvent.new_market?(event, "eurusd_ticks")
false

  


        

      


  

    
TheoryCraft.MarketSource.MemoryDataFeed 
    



      
An in-memory data feed implementation.
This module provides a way to store and stream market data
to an in-memory ETS table.
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    Functions
  


    
      
        close(memory_data_feed)

      


        Delete the ETS table.



    


    
      
        new(enumerable, time_precision \\ :auto)

      


        This function creates a new ETS table and fills it with data from the given data feed.
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          @type t() :: %TheoryCraft.MarketSource.MemoryDataFeed{
  precision: :native | System.time_unit(),
  table: :ets.tid()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      close(memory_data_feed)



        
          
        

    

  


  

      

          @spec close(t()) :: :ok


      


Delete the ETS table.

  



    

  
    
      
    
    
      new(enumerable, time_precision \\ :auto)



        
          
        

    

  


  

      

          @spec new(
  Enumerable.t(TheoryCraft.MarketSource.DataFeed.stream()),
  :auto | :native | System.time_unit()
) :: t()


      


This function creates a new ETS table and fills it with data from the given data feed.
Parameters
	enumerable: The enumerable stream of data to be stored in the ETS table.
	time_precision: The precision to use for timestamps in the data. 
You can use :auto to guess the precision based on data.


  


        

      


  

    
TheoryCraft.MarketSource.Processor behaviour
    



      
Behaviour for stateful stream processors that transform market data.
A Processor is a stateful component that processes a stream of MarketEvent structs,
transforming or enriching the data as it flows through. Processors can perform various
operations such as:
	Data transformation: Convert ticks to bars, apply indicators, etc.
	Data enrichment: Add calculated fields, merge multiple data sources
	Filtering: Remove unwanted events based on criteria
	State tracking: Maintain running calculations across events

Processor Lifecycle
	Initialization (init/1): Called once at the start to set up initial state
	Processing (next/2): Called for each event, receives the event and current state,
returns the transformed event and new state

Implementing a Processor
To create a custom processor, implement the TheoryCraft.MarketSource.Processor behaviour:
defmodule MyProcessor do
  @behaviour TheoryCraft.MarketSource.Processor

  @impl true
  def init(opts) do
    # Initialize your processor state
    state = %{counter: 0}
    {:ok, state}
  end

  @impl true
  def next(event, state) do
    # Process the event and update state
    new_event = transform_event(event)
    new_state = %{state | counter: state.counter + 1}
    {:ok, new_event, new_state}
  end
end
Built-in Processors
	TheoryCraft.MarketSource.ResampleProcessor - Resamples Tick or Bar data to OHLC bars

Integration with MarketSource
Processors are typically used with TheoryCraft.MarketSource which orchestrates
the data flow through multiple processors:
market =
  %MarketSource{}
  |> MarketSource.add_data(tick_stream, name: "eurusd")
  |> MarketSource.add_processor(MyProcessor, processor_opts)
  |> MarketSource.stream()
See TheoryCraft.MarketSource for more details on building processing pipelines.

      


      
        Summary


  
    Types
  


    
      
        spec()

      


        A Processor specification as a tuple of module and options, or just a module.



    





  
    Callbacks
  


    
      
        init(opts)

      


        Initializes the processor with the given options.



    


    
      
        next(event, state)

      


        Processes a single market event and returns the transformed event with updated state.
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          @type spec() :: {module(), Keyword.t()} | module()


      


A Processor specification as a tuple of module and options, or just a module.
When only the module is provided, options is an empty list.
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          @callback init(opts :: Keyword.t()) :: {:ok, state :: any()}


      


Initializes the processor with the given options.
This callback is invoked once when the processor is added to a pipeline. It should
return {:ok, state} where state is the initial state that will be passed to
subsequent next/2 calls.
Parameters
	opts - Keyword list of options for configuring the processor. The available
options depend on the specific processor implementation.

Returns
	{:ok, state} - The initial processor state

Examples
# Simple stateless processor
def init(_opts) do
  {:ok, %{}}
end

# Processor with configuration
def init(opts) do
  threshold = Keyword.get(opts, :threshold, 100)
  {:ok, %{threshold: threshold, count: 0}}
end

# Processor that validates options
def init(opts) do
  case Keyword.fetch(opts, :required_param) do
    {:ok, value} -> {:ok, %{param: value}}
    :error -> raise ArgumentError, "Missing required option: :required_param"
  end
end
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          @callback next(event :: TheoryCraft.MarketSource.MarketEvent.t(), state :: any()) ::
  {:ok, updated_event :: TheoryCraft.MarketSource.MarketEvent.t(),
   new_state :: any()}


      


Processes a single market event and returns the transformed event with updated state.
This callback is invoked for each event in the stream. It receives the current event
and the processor's state, and must return the transformed event along with the new state.
The processor can:
	Transform the event data (add, modify, or remove fields)
	Maintain state across events (counters, accumulators, etc.)
	Read from multiple data streams in the event's data map
	Write to new or existing keys in the event's data map

Parameters
	event - The current MarketEvent to process
	state - The current processor state (from init/1 or previous next/2 call)

Returns
	{:ok, updated_event, new_state} - A tuple containing:	updated_event - The transformed MarketEvent
	new_state - The updated processor state for the next event



Examples
# Simple transformation that adds a field
def next(event, state) do
  updated_data = Map.put(event.data, "processed", true)
  updated_event = %MarketEvent{event | data: updated_data}
  {:ok, updated_event, state}
end

# Stateful processor that counts events
def next(event, state) do
  new_state = Map.update!(state, :count, &(&1 + 1))

  # Add count to event metadata
  metadata = Map.put(event.metadata, :event_count, new_state.count)
  updated_event = %MarketEvent{event | metadata: metadata}

  {:ok, updated_event, new_state}
end

# Processor that reads input and writes output to different keys
def next(event, state) do
  # Read tick from "eurusd_ticks"
  tick = event.data["eurusd_ticks"]

  # Transform to bar
  bar = process_tick(tick, state)

  # Write bar to "eurusd_m5" (preserves original tick)
  updated_data = Map.put(event.data, "eurusd_m5", bar)
  updated_event = %MarketEvent{event | data: updated_data}

  {:ok, updated_event, state}
end

  


        

      


  

    
TheoryCraft.MarketSource.ProcessorStage 
    



      
A GenStage producer_consumer that wraps a TheoryCraft.Processor behaviour.
This stage acts as a transformation layer in a GenStage pipeline, applying
a Processor's stateful transformation to incoming MarketEvent structs while
maintaining backpressure and demand-driven processing.
Implementation
The ProcessorStage preserves the Processor behaviour API (init/1 and next/2)
while adding GenStage capabilities. It maintains the processor's state internally
and applies transformations to each event as they flow through the pipeline.
Examples
# Start a ProcessorStage with ResampleProcessor
{:ok, processor_stage} = ProcessorStage.start_link(
  {ResampleProcessor, [data: "ticks", timeframe: "m5"]},
  subscribe_to: [feed_stage]
)

# With named stage
{:ok, processor_stage} = ProcessorStage.start_link(
  {MyProcessor, [option: :value]},
  subscribe_to: [upstream_stage],
  name: :my_processor
)
Options
The stage requires:
	processor_spec - A tuple {processor_module, processor_opts} where:	processor_module implements the TheoryCraft.Processor behaviour
	processor_opts are passed to processor_module.init/1


	:subscribe_to - List of upstream stages to consume from

Additional GenStage/GenServer options:
	:name - Register the stage with a name
	:timeout, :debug, :spawn_opt, :hibernate_after - GenServer options

Subscription options (control backpressure and buffering):
	:min_demand - Minimum demand for subscription
	:max_demand - Maximum demand for subscription
	:buffer_size - Size of the buffer (default: 10000)
	:buffer_keep - Whether to keep :first or :last items when buffer is full (default: :last)
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        start_option()

      


        Options for starting a ProcessorStage.



    





  
    Functions
  


    
      
        start_link(processor_spec, opts)

      


        Starts a ProcessorStage as a GenStage producer_consumer.



    





      


      
        Types


        


  
    
      
    
    
      start_option()



        
          
        

    

  


  

      

          @type start_option() ::
  {:subscribe_to, [GenStage.stage() | {GenStage.stage(), keyword()}]}
  | {:name, atom()}
  | {:timeout, timeout()}
  | {:debug, Keyword.t()}
  | {:spawn_opt, Process.spawn_opt()}
  | {:hibernate_after, timeout()}
  | {:min_demand, non_neg_integer()}
  | {:max_demand, non_neg_integer()}
  | {:buffer_size, non_neg_integer()}
  | {:buffer_keep, :first | :last}


      


Options for starting a ProcessorStage.
Stage-specific options:
	:subscribe_to - List of producers to subscribe to (required)

GenStage/GenServer options:
	:name - Register the stage with a name
	:timeout - Timeout for GenServer.start_link
	:debug - Debug options
	:spawn_opt - Options for spawning the process
	:hibernate_after - Hibernate after inactivity

Subscription options:
	:min_demand - Minimum demand
	:max_demand - Maximum demand
	:buffer_size - Size of the buffer (default: 10000)
	:buffer_keep - Whether to keep :first or :last (default: :last)
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          @spec start_link(TheoryCraft.MarketSource.Processor.spec(), [start_option()]) ::
  GenServer.on_start()


      


Starts a ProcessorStage as a GenStage producer_consumer.
Parameters
	processor_spec - A tuple {processor_module, processor_opts} where
processor_module implements the TheoryCraft.Processor behaviour
	opts - Keyword list of GenStage options (must include :subscribe_to)

Returns
	{:ok, pid} on success
	{:error, reason} on failure

Examples
# Basic usage
{:ok, stage} = ProcessorStage.start_link(
  {ResampleProcessor, [data: "ticks", timeframe: "m5"]},
  subscribe_to: [feed_stage]
)

# With named stage and custom demand
{:ok, stage} = ProcessorStage.start_link(
  {MyProcessor, [option: :value]},
  subscribe_to: [upstream_stage],
  name: :my_processor,
  min_demand: 5,
  max_demand: 50
)

# With buffer configuration
{:ok, stage} = ProcessorStage.start_link(
  {MyProcessor, [option: :value]},
  subscribe_to: [upstream_stage],
  buffer_size: 5000,
  buffer_keep: :first
)

  


        

      


  

    
TheoryCraft.MarketSource.ResampleProcessor 
    



      
Resamples market data (Ticks or Bars) into bars with configurable timeframes.
This processor converts a stream of Tick or Bar structs into Bar structs (OHLCV data)
by resampling at specified timeframe intervals. It supports:
	Tick → Bar: Convert tick data into bars (e.g., ticks → m5 bars)
	Bar → Bar: Resample bars to larger timeframes (e.g., m1 bars → h1 bars)

Supported Timeframes
	Tick-based (t<N>): Group N ticks into one bar (e.g., "t5" = 5 ticks per bar). Only supports Tick input.
	Second-based (s<N>): N-second bars (e.g., "s5", "s30")
	Minute-based (m<N>): N-minute bars (e.g., "m1", "m5", "m15")
	Hour-based (h<N>): N-hour bars (e.g., "h1", "h4")
	Daily (D<N>): N-day bars (e.g., "D", "D3")
	Weekly (W<N>): N-week bars (e.g., "W", "W2")
	Monthly (M<N>): N-month bars (e.g., "M", "M3")

Options
	:data (required) - Name of the data stream in the MarketEvent
	:timeframe (required) - Timeframe string (e.g., "m5", "h1", "D")
	:name - Custom name for this processor (default: "<data>_<timeframe>")
	:price_type - Price to use from ticks: :mid, :bid, or :ask (default: :mid). Ignored for Bar input.
	:fake_volume? - Use fake volume of 1.0 per tick when volume is missing (default: true). Ignored for Bar input.
	:market_open - Time when the market opens, used for daily/weekly/monthly alignment (default: ~T[00:00:00])
	:weekly_open - Day the week starts (default: :monday)

Alignment Rules
	Tick-based: No alignment, starts with first tick
	Second/Minute/Hour: Aligns to the timeframe boundary (e.g., m5 aligns to 10:00, 10:05, 10:10...)
	Daily: Aligns to market_open time each day
	Weekly: Aligns to weekly_open day + market_open time
	Monthly: Aligns to first day of month + market_open time

Examples
# 5-minute bars with mid price
opts = [data: "eurusd", timeframe: "m5"]
{:ok, state} = TickToBarProcessor.init(opts)

# Daily bars with bid price, market opens at 9:30
opts = [
  data: "xauusd",
  timeframe: "D",
  price_type: :bid,
  market_open: ~T[09:30:00]
]
{:ok, state} = ResampleProcessor.init(opts)

# Weekly bars starting on Sunday
opts = [
  data: "btcusd",
  timeframe: "W",
  weekly_open: :sunday
]
{:ok, state} = ResampleProcessor.init(opts)
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        The processor state containing configuration and current bar information.
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        Initializes the processor with the given options.
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        Processes a MarketEvent containing Tick or Bar data and transforms it into Bar data.
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          @type t() :: %TheoryCraft.MarketSource.ResampleProcessor{
  current_bar: TheoryCraft.MarketSource.Bar.t() | nil,
  data_name: String.t(),
  fake_volume?: boolean(),
  market_open: Time.t(),
  name: String.t(),
  next_time: DateTime.t() | nil,
  price_type: :mid | :bid | :ask,
  tick_counter: non_neg_integer() | nil,
  timeframe: TheoryCraft.TimeFrame.t(),
  weekly_open:
    :monday | :tuesday | :wednesday | :thursday | :friday | :saturday | :sunday
}


      


The processor state containing configuration and current bar information.
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          @spec init(Keyword.t()) :: {:ok, t()}


      


Initializes the processor with the given options.
Options
	:data (required) - Name of the data stream in the MarketEvent
	:timeframe (required) - Timeframe string (e.g., "m5", "h1", "D")
	:name - Custom name for this processor (default: "<data>_<timeframe>")
	:price_type - Price to use: :mid, :bid, or :ask (default: :mid)
	:fake_volume? - Use fake volume when missing (default: true)
	:market_open - Market open time (default: ~T[00:00:00])
	:weekly_open - Week start day: :monday or :sunday (default: :monday)

Examples
iex> ResampleProcessor.init(data: "eurusd", timeframe: "m5")
{:ok, %ResampleProcessor{data_name: "eurusd", timeframe: {"m", 5}, ...}}

iex> ResampleProcessor.init(data: "xauusd", timeframe: "D", price_type: :bid)
{:ok, %ResampleProcessor{data_name: "xauusd", price_type: :bid, ...}}
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          @spec next(TheoryCraft.MarketSource.MarketEvent.t(), t()) ::
  {:ok, TheoryCraft.MarketSource.MarketEvent.t(), t()}


      


Processes a MarketEvent containing Tick or Bar data and transforms it into Bar data.
This function handles both Tick → Bar and Bar → Bar transformation based on the configured
timeframe.
Tick → Bar Transformation
	Tick-based timeframes (t<N>): Accumulates N ticks before creating a new bar.
Also handles market_open transitions by starting a new bar when crossing market open time.

	Time-based timeframes (s, m, h, D, W, M): Creates bars aligned to
timeframe boundaries. Starts a new bar when the tick's time crosses the next_time.


Bar → Bar Transformation
For time-based timeframes (s, m, h, D, W, M), source bars are aggregated:
	open from the first source bar in the period
	high = max of all source bar highs
	low = min of all source bar lows
	close from the last source bar in the period
	volume = sum of all source bar volumes (handles nil gracefully)
	new_bar? and new_market? are recalculated for the target timeframe

Note: Tick-based timeframes (t<N>) only support Tick input and will raise an error for Bar input.
Data Flow
The function reads Tick/Bar data from the :data key in the MarketEvent and writes the generated
Bar data to the :name key. This allows the input data and output bars to coexist in
the event's data map. If :name equals :data, the input will be overwritten by the output.
Examples
# Tick → Bar: Processing first tick (5-minute timeframe)
event = %MarketEvent{data: %{"eurusd" => %Tick{time: ~U[2024-01-15 10:07:30Z], bid: 1.0850, ask: 1.0852}}}
{:ok, state} = ResampleProcessor.init(data: "eurusd", timeframe: "m5")
{:ok, new_event, new_state} = ResampleProcessor.next(event, state)
# new_event.data["eurusd_m5"] is a Bar at time 10:05:00 with OHLC = 1.0851
# new_event.data["eurusd"] still contains the original Tick

# Bar → Bar: Resample m1 bars to m5 bars
bar = %Bar{time: ~U[2024-01-15 10:02:00Z], open: 1.0850, high: 1.0860, low: 1.0845, close: 1.0855, volume: 100.0}
event = %MarketEvent{data: %{"eurusd_m1" => bar}}
{:ok, state} = ResampleProcessor.init(data: "eurusd_m1", timeframe: "m5", name: "eurusd_m5")
{:ok, new_event, new_state} = ResampleProcessor.next(event, state)
# new_event.data["eurusd_m5"] is a Bar at time 10:00:00 (aligned to m5 boundary)
# new_event.data["eurusd_m1"] still contains the original Bar

# Crossing boundary creates new bar
event3 = %MarketEvent{data: %{"eurusd" => %Tick{time: ~U[2024-01-15 10:10:00Z], bid: 1.0860, ask: 1.0862}}}
{:ok, new_event3, new_state3} = ResampleProcessor.next(event3, new_state2)
# new_event3.data["eurusd_m5"] is a NEW Bar at time 10:10:00

  


        

      


  

    
TheoryCraft.MarketSource.Tick 
    



      
Represents a market tick with bid/ask prices and volumes.
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          @type t() :: %TheoryCraft.MarketSource.Tick{
  ask: float() | nil,
  ask_volume: float() | nil,
  bid: float() | nil,
  bid_volume: float() | nil,
  time: DateTime.t()
}


      



  


        

      


  

    
TheoryCraft.MarketSource.TicksCSVDataFeed 
    



      
A data feed for streaming CSV tick data.
This module provides a way to stream Tick data from a CSV file,
implementing the DataFeed behaviour.

      




  

    
TheoryCraft.TimeFrame 
    



      
Helpers for working with time frames.
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        parse!(timeframe)

      


        Parses a timeframe string or atom. Raises on invalid input.
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        Checks if a timeframe string or atom is valid.
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          @type multiplier() :: non_neg_integer()


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: {unit(), multiplier()}
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          @type unit() :: String.t()
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          @spec parse(timeframe) :: {:ok, t()} | {:error, reason}
when timeframe: String.t() | atom(),
     reason:
       {:invalid_unit, String.t()}
       | {:invalid_multiplier, String.t()}
       | :invalid_format


      


Parses a timeframe string or atom.
Examples
iex> TimeFrame.parse("m5")
{:ok, {"m", 5}}

iex> TimeFrame.parse(:h1)
{:ok, {"h", 1}}

iex> TimeFrame.parse("D")
{:ok, {"D", 1}}

iex> TimeFrame.parse("i12")
{:error, {:invalid_unit, "i"}}

iex> TimeFrame.parse("mI")
{:error, {:invalid_multiplier, "I"}}

iex> TimeFrame.parse("")
{:error, :invalid_format}
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          @spec parse!(timeframe) :: t() when timeframe: String.t() | atom()


      


Parses a timeframe string or atom. Raises on invalid input.
Examples
iex> TimeFrame.parse!("m5")
{"m", 5}

iex> TimeFrame.parse!("x5")
** (ArgumentError) Invalid timeframe unit 'x'. Valid units are: t, s, m, h, D, W, M
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          @spec valid?(timeframe) :: boolean() when timeframe: String.t() | atom()


      


Checks if a timeframe string or atom is valid.
Examples
iex> TimeFrame.valid?("m5")
true

iex> TimeFrame.valid?(:h1)
true

iex> TimeFrame.valid?("invalid")
false

  


        

      


  

    
TheoryCraft.TimeSeries 
    



      
A time-indexed series for storing time series data with DateTime keys.
TimeSeries is a wrapper around DataSeries that maintains a synchronized list
of DateTime values alongside the data values. It provides efficient access to
time series data both by index and by DateTime, while enforcing chronological order.
Key Features
	Chronologically ordered: Values must be added in chronological order (newest last)
	Dual access: Access by integer index or by DateTime
	Read-optimized: Fast access to recent values using list head operations
	Access protocol: Supports bracket syntax with both index and DateTime
	Enumerable protocol: Enumerates over {datetime, value} tuples

Use Cases
TimeSeries is ideal for:
	Storing market data (ticks, bars) with timestamps
	Maintaining time-indexed technical indicators
	Time series analysis where temporal lookups are needed

Chronological Order Enforcement
	add/3: Raises if the new datetime is <= the last datetime
	update/3: Raises if the new datetime is < the last datetime, updates if ==, inserts if >

Access Protocol
TimeSeries implements the Access behaviour with dual index support:
	With integer index: Returns the value only (positional lookup)
	With DateTime: Returns the value only (temporal lookup)
	get_and_update/3 supports both index types
	pop/2: Always raises an error (popping is not supported)

Enumerable Protocol
TimeSeries implements the Enumerable protocol, enumerating over {datetime, value} tuples.
Performance Characteristics
	Add/Update: O(1) for adding/updating the most recent value
	Access by index: O(n) where n is the index
	Access by DateTime: O(n) linear search
	Last: O(1) (head access)
	Size: O(1)

Examples
# Create an empty TimeSeries
iex> ts = TimeSeries.new()
iex> TimeSeries.size(ts)
0

# Add values with timestamps
iex> ts = TimeSeries.new()
iex> ts = TimeSeries.add(ts, ~U[2024-01-01 10:00:00Z], 100.0)
iex> ts = TimeSeries.add(ts, ~U[2024-01-01 10:01:00Z], 101.0)
iex> TimeSeries.size(ts)
2
iex> ts[0]
101.0
iex> ts[~U[2024-01-01 10:00:00Z]]
100.0

# Update existing timestamp
iex> ts = TimeSeries.new()
iex> ts = TimeSeries.add(ts, ~U[2024-01-01 10:00:00Z], 100.0)
iex> ts = TimeSeries.update(ts, ~U[2024-01-01 10:00:00Z], 105.0)
iex> ts[0]
105.0

# Using Enum functions
iex> ts = TimeSeries.new()
iex> ts = ts |> TimeSeries.add(~U[2024-01-01 10:00:00Z], 100.0)
iex> ts = ts |> TimeSeries.add(~U[2024-01-01 10:01:00Z], 101.0)
iex> Enum.map(ts, fn {_dt, value} -> value * 2 end)
[202.0, 200.0]
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        add(time_series, datetime, value)

      


        Adds a new value with its timestamp to the TimeSeries.



    


    
      
        at(time_series, index)

      


        Returns the value at the given index or DateTime.



    


    
      
        fetch(time_series, index)

      


        Fetches the value(s) at the given index, range, or datetime.



    


    
      
        get_and_update(series, index, function)

      


        Gets the value at the given index or datetime and updates it with a function.



    


    
      
        keys(time_series)

      


        Returns the list of all DateTime keys (timestamps) in the TimeSeries.



    


    
      
        last(time_series)

      


        Returns the most recent value in the TimeSeries.



    


    
      
        new(opts \\ [])

      


        Creates a new empty TimeSeries.



    


    
      
        pop(series, key)

      


        Pop is not supported for TimeSeries.



    


    
      
        replace_at(series, index, value)

      


        Replaces the value at the given index or datetime.



    


    
      
        size(time_series)

      


        Returns the current number of values in the TimeSeries.



    


    
      
        update(time_series, datetime, value)

      


        Updates or inserts a value at the given timestamp.



    


    
      
        values(time_series)

      


        Returns the list of all values in the TimeSeries.
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          @type t() :: %TheoryCraft.TimeSeries{
  data: TheoryCraft.DataSeries.t(),
  dt: [DateTime.t()]
}
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          @type t(value_type) :: %TheoryCraft.TimeSeries{
  data: TheoryCraft.DataSeries.t(value_type),
  dt: [DateTime.t()]
}
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          @spec add(t(), DateTime.t(), any()) :: t()


      


Adds a new value with its timestamp to the TimeSeries.
The new value must have a datetime that is strictly greater than the last datetime
in the series. If you need to update an existing timestamp, use update/3 instead.
Parameters
	series - The TimeSeries to add the value to
	datetime - The DateTime timestamp for this value
	value - The value to add (can be any type)

Returns
	A new TimeSeries with the value added

Raises
	ArgumentError if datetime <= last datetime in the series

Examples
iex> ts = TimeSeries.new()
iex> ts = TimeSeries.add(ts, ~U[2024-01-01 10:00:00Z], 100.0)
iex> ts = TimeSeries.add(ts, ~U[2024-01-01 10:01:00Z], 101.0)
iex> TimeSeries.size(ts)
2

# Raises if datetime is not strictly increasing
iex> ts = TimeSeries.new()
iex> ts = TimeSeries.add(ts, ~U[2024-01-01 10:00:00Z], 100.0)
iex> TimeSeries.add(ts, ~U[2024-01-01 10:00:00Z], 105.0)
** (ArgumentError) datetime must be strictly greater than the last datetime. Got 2024-01-01T10:00:00Z, last was 2024-01-01T10:00:00Z. Use update/3 if you want to update an existing timestamp.
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          @spec at(t(), integer() | DateTime.t()) :: any() | nil


      


Returns the value at the given index or DateTime.
Parameters
	series - The TimeSeries to get the value from
	key - Can be:	Integer index where 0 is newest, 1 is second newest, etc.
	Negative index where -1 is oldest, -2 is second oldest, etc.
	DateTime for exact datetime match



Returns
	The value if the key is found
	nil if the key is not found or out of bounds

Examples
iex> ts = TimeSeries.new()
iex> ts = ts |> TimeSeries.add(~U[2024-01-01 10:00:00Z], 100.0)
iex> ts = ts |> TimeSeries.add(~U[2024-01-01 10:01:00Z], 101.0)
iex> TimeSeries.at(ts, 0)
101.0
iex> TimeSeries.at(ts, 1)
100.0
iex> TimeSeries.at(ts, -1)
100.0
iex> TimeSeries.at(ts, ~U[2024-01-01 10:00:00Z])
100.0
iex> TimeSeries.at(ts, ~U[2024-01-01 11:00:00Z])
nil
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Fetches the value(s) at the given index, range, or datetime.
This function is part of the Access behaviour and allows using bracket syntax
and get_in/2 to access values.
Parameters
	series - The TimeSeries to fetch from
	key - Can be:	Integer index: returns {:ok, value}
	DateTime: returns {:ok, value}
	Range: returns {:ok, [value]}



Returns
	{:ok, value} for integer index or DateTime
	{:ok, [value]} for Range (list of values)
	:error if not found or out of bounds

Examples
iex> ts = TimeSeries.new()
iex> ts = ts |> TimeSeries.add(~U[2024-01-01 10:00:00Z], 100.0)
iex> ts = ts |> TimeSeries.add(~U[2024-01-01 10:01:00Z], 101.0)
iex> Access.fetch(ts, 0)
{:ok, 101.0}
iex> Access.fetch(ts, ~U[2024-01-01 10:00:00Z])
{:ok, 100.0}
iex> Access.fetch(ts, 0..1)
{:ok, [101.0, 100.0]}
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Gets the value at the given index or datetime and updates it with a function.
This function is part of the Access behaviour and allows using update_in/3 and
get_and_update_in/3.
Parameters
	series - The TimeSeries to update
	key - Can be:	Integer index: accesses by position
	DateTime: accesses by timestamp


	function - A function that receives the current value and returns
{get_value, new_value}

Returns
	{old_value, new_series} for both integer index and DateTime

Raises
	ArgumentError if index/datetime is out of bounds or not found
	ArgumentError if function returns :pop

Examples
iex> ts = TimeSeries.new()
iex> ts = TimeSeries.add(ts, ~U[2024-01-01 10:00:00Z], 100.0)
iex> {old, new_ts} = Access.get_and_update(ts, 0, fn val -> {val, val * 2} end)
iex> old
100.0
iex> new_ts[0]
200.0

iex> ts = TimeSeries.new()
iex> ts = TimeSeries.add(ts, ~U[2024-01-01 10:00:00Z], 100.0)
iex> {old, new_ts} = Access.get_and_update(ts, ~U[2024-01-01 10:00:00Z], fn val -> {val, val * 2} end)
iex> old
100.0
iex> new_ts[~U[2024-01-01 10:00:00Z]]
200.0
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          @spec keys(t()) :: [DateTime.t()]


      


Returns the list of all DateTime keys (timestamps) in the TimeSeries.
The keys are returned in reverse chronological order (newest first).
Parameters
	series - The TimeSeries to get keys from

Returns
	A list of DateTime.t() timestamps

Examples
iex> ts = TimeSeries.new()
iex> ts = ts |> TimeSeries.add(~U[2024-01-01 10:00:00Z], 100.0)
iex> ts = ts |> TimeSeries.add(~U[2024-01-01 10:01:00Z], 101.0)
iex> TimeSeries.keys(ts)
[~U[2024-01-01 10:01:00Z], ~U[2024-01-01 10:00:00Z]]

iex> ts = TimeSeries.new()
iex> TimeSeries.keys(ts)
[]
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          @spec last(t()) :: any() | nil


      


Returns the most recent value in the TimeSeries.
Parameters
	series - The TimeSeries to get the last value from

Returns
	The most recent value
	nil if the TimeSeries is empty

Examples
iex> ts = TimeSeries.new()
iex> ts = ts |> TimeSeries.add(~U[2024-01-01 10:00:00Z], 100.0)
iex> ts = ts |> TimeSeries.add(~U[2024-01-01 10:01:00Z], 101.0)
iex> TimeSeries.last(ts)
101.0

iex> ts = TimeSeries.new()
iex> TimeSeries.last(ts)
nil
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          @spec new(keyword()) :: t()


      


Creates a new empty TimeSeries.
Options
	:max_size - Maximum number of values to store. When this limit is reached,
the oldest value is dropped when adding new values. Defaults to :infinity.

Returns
	A new TimeSeries struct with empty data and no timestamps

Examples
iex> ts = TimeSeries.new()
iex> TimeSeries.size(ts)
0

iex> ts = TimeSeries.new(max_size: 100)
iex> ts.data.max_size
100
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Pop is not supported for TimeSeries.
This function is part of the Access behaviour but always raises an error because
popping values from a TimeSeries is not a supported operation.
Raises
	Always raises a RuntimeError

Examples
iex> ts = TimeSeries.new() |> TimeSeries.add(~U[2024-01-01 10:00:00Z], 100.0)
iex> Access.pop(ts, 0)
** (RuntimeError) you cannot pop a TimeSeries
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          @spec replace_at(t(), integer() | DateTime.t(), any()) :: t()


      


Replaces the value at the given index or datetime.
This function replaces the value at the specified index or datetime with a new value.
It is optimized for replacing the head element (index 0 or most recent datetime).
Parameters
	series - The TimeSeries to update
	key - Can be:	Integer index: 0 is newest, 1 is second newest, etc.
	DateTime: exact datetime match


	value - The new value to set

Returns
	A new TimeSeries with the value replaced
	Returns the original series if the key is not found

Examples
iex> ts = TimeSeries.new()
iex> ts = ts |> TimeSeries.add(~U[2024-01-01 10:00:00Z], 100.0)
iex> ts = ts |> TimeSeries.add(~U[2024-01-01 10:01:00Z], 101.0)
iex> ts = TimeSeries.replace_at(ts, 0, 999.0)
iex> ts[0]
999.0

iex> ts = TimeSeries.new()
iex> ts = ts |> TimeSeries.add(~U[2024-01-01 10:00:00Z], 100.0)
iex> ts = TimeSeries.replace_at(ts, ~U[2024-01-01 10:00:00Z], 999.0)
iex> ts[~U[2024-01-01 10:00:00Z]]
999.0
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          @spec size(t()) :: non_neg_integer()


      


Returns the current number of values in the TimeSeries.
Parameters
	series - The TimeSeries to get the size of

Returns
	A non-negative integer representing the current number of stored values

Examples
iex> ts = TimeSeries.new()
iex> TimeSeries.size(ts)
0

iex> ts = TimeSeries.new()
iex> ts = ts |> TimeSeries.add(~U[2024-01-01 10:00:00Z], 100.0)
iex> ts = ts |> TimeSeries.add(~U[2024-01-01 10:01:00Z], 101.0)
iex> TimeSeries.size(ts)
2
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          @spec update(t(), DateTime.t(), any()) :: t()


      


Updates or inserts a value at the given timestamp.
This function behaves differently based on the datetime comparison:
	If datetime > last datetime: inserts the new value (like add/3)
	If datetime == last datetime: updates the existing value
	If datetime < last datetime: raises an error

Parameters
	series - The TimeSeries to update
	datetime - The DateTime timestamp for this value
	value - The value to update or insert

Returns
	A new TimeSeries with the value updated or inserted

Raises
	ArgumentError if datetime < last datetime in the series

Examples
# Insert new value when datetime > last
iex> ts = TimeSeries.new()
iex> ts = TimeSeries.update(ts, ~U[2024-01-01 10:00:00Z], 100.0)
iex> ts = TimeSeries.update(ts, ~U[2024-01-01 10:01:00Z], 101.0)
iex> TimeSeries.size(ts)
2

# Update existing value when datetime == last
iex> ts = TimeSeries.new()
iex> ts = TimeSeries.update(ts, ~U[2024-01-01 10:00:00Z], 100.0)
iex> ts = TimeSeries.update(ts, ~U[2024-01-01 10:00:00Z], 105.0)
iex> ts[0]
105.0

# Raises if datetime < last
iex> ts = TimeSeries.new()
iex> ts = TimeSeries.update(ts, ~U[2024-01-01 10:01:00Z], 101.0)
iex> TimeSeries.update(ts, ~U[2024-01-01 10:00:00Z], 100.0)
** (ArgumentError) datetime must be >= the last datetime. Got 2024-01-01T10:00:00Z, last was 2024-01-01T10:01:00Z.

  



  
    
      
    
    
      values(time_series)



        
          
        

    

  


  

      

          @spec values(t()) :: [any()]


      


Returns the list of all values in the TimeSeries.
The values are returned in reverse chronological order (newest first),
matching the order of keys returned by keys/1.
Parameters
	series - The TimeSeries to get values from

Returns
	A list of values

Examples
iex> ts = TimeSeries.new()
iex> ts = ts |> TimeSeries.add(~U[2024-01-01 10:00:00Z], 100.0)
iex> ts = ts |> TimeSeries.add(~U[2024-01-01 10:01:00Z], 101.0)
iex> TimeSeries.values(ts)
[101.0, 100.0]

iex> ts = TimeSeries.new()
iex> TimeSeries.values(ts)
[]
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