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TiktokenEx
Pure Elixir TikToken-style byte-level BPE tokenizer (Kimi K2 compatible).
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TiktokenEx is a small, dependency-light implementation of the core TikToken
idea:
	Split text with a Unicode-aware regex (pat_str)
	Encode pieces with byte-pair encoding (BPE) using mergeable_ranks
	Optionally recognize special tokens (e.g. <|im_end|>)

It’s focused on matching the behavior of MoonshotAI’s Kimi K2 tokenizers
that ship a tiktoken.model file and a TikToken-compatible pat_str.
Installation
Add tiktoken_ex to your dependencies:
def deps do
  [
    {:tiktoken_ex, "~> 0.2.0"}
  ]
end
Usage
Build an encoding directly
alias TiktokenEx.Encoding

mergeable_ranks = %{
  "He" => 0,
  "ll" => 1,
  "llo" => 2,
  "H" => 10,
  "e" => 11,
  "l" => 12,
  "o" => 13
}

{:ok, enc} = Encoding.new(pat_str: ".+", mergeable_ranks: mergeable_ranks)

{:ok, ids} = Encoding.encode(enc, "Hello")
{:ok, text} = Encoding.decode(enc, ids)
Load a Kimi K2 encoding from local HuggingFace artifacts
Kimi provides:
	tiktoken.model (mergeable ranks)
	tokenizer_config.json (special tokens, etc)

alias TiktokenEx.{Encoding, Kimi}

{:ok, enc} =
  Kimi.from_hf_files(
    tiktoken_model_path: "/path/to/tiktoken.model",
    tokenizer_config_path: "/path/to/tokenizer_config.json"
  )

{:ok, ids} = Encoding.encode(enc, "Say hi")
{:ok, decoded} = Encoding.decode(enc, ids)
Load a Kimi K2 encoding from a HuggingFace repo (cached)
from_hf_repo/2 downloads and caches tiktoken.model and
tokenizer_config.json under your user cache directory.
alias TiktokenEx.{Encoding, Kimi}

{:ok, enc} =
  Kimi.from_hf_repo(
    "moonshotai/Kimi-K2-Thinking",
    revision: "main",
    encoding_cache: true
  )

{:ok, ids} = Encoding.encode(enc, "Say hi")
To test without network, inject a :fetch_fun (see TiktokenEx.HuggingFace).
Special tokens
Special tokens are recognized by default. To treat them as plain text:
{:ok, ids} = TiktokenEx.Encoding.encode(enc, "<|im_end|>", allow_special_tokens: false)
Special token matching
When special tokens overlap (one is a prefix of another), the matching behavior depends on the
regex alternative order.
	Default: special_token_matching: :parity (unspecified order; closer to upstream tiktoken).
	Optional: special_token_matching: :longest (deterministic "longest match wins").

Regex compatibility note
Kimi’s upstream pat_str uses character-class intersections (&&), which are
not supported by Erlang’s PCRE engine. TiktokenEx.Kimi.pat_str/0 provides a
PCRE-compatible translation.
Development
	Run tests: mix test
	Run oracle parity tests (downloads HF artifacts): mix test --include oracle
	Run tests across backends: scripts/test_backends.sh (add --oracle to include parity)
	Run dialyzer: mix dialyzer

License
MIT © 2025 North-Shore-AI


  

    License


MIT License

Copyright (c) 2025 North-Shore-AI

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the "Software"), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in all
copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.



  

    
TiktokenEx 
    



      
Pure-Elixir implementation of TikToken-style byte-level BPE encoding.
This project targets the subset needed to match MoonshotAI Kimi tokenizers
that ship a tiktoken.model file and a TikToken-compatible pat_str.
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Optional ETS cache for encodings keyed by repo and revision.
This cache is opt-in and safe to ignore in most usage.
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          @spec clear() :: :ok
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          @spec get_or_load(term(), (-> {:ok, term()} | {:error, term()})) ::
  {:ok, term()} | {:error, term()}


      



  


        

      


  

    
TiktokenEx.Encoding 
    



      
A TikToken-style encoding: regex-based splitting + byte-pair encoding + specials.
When special tokens overlap (one is a prefix of another), pass
special_token_matching: :longest to make matching deterministic. The default
:parity mode keeps ordering unspecified (closer to upstream tiktoken).
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          @type t() :: %TiktokenEx.Encoding{
  decoder: %{required(token_id()) => binary()},
  mergeable_ranks: %{required(binary()) => token_id()},
  pat_regex: Regex.t(),
  pat_str: String.t(),
  special_regex: Regex.t() | nil,
  special_token_matching: :parity | :longest,
  special_tokens: %{required(String.t()) => token_id()},
  special_tokens_by_id: %{required(token_id()) => String.t()}
}
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          @type token_id() :: non_neg_integer()
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          @spec decode(t(), [token_id()]) :: {:ok, String.t()} | {:error, term()}
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          @spec encode(t(), String.t(), keyword()) :: {:ok, [token_id()]} | {:error, term()}
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          @spec new(keyword()) :: {:ok, t()} | {:error, term()}


      



  


        

      


  

    
TiktokenEx.HuggingFace 
    



      
Resolve HuggingFace files with a local cache and injectable fetchers.
The default fetcher uses :httpc and writes to the user cache directory.
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          @spec resolve_file(String.t(), String.t(), String.t(), keyword()) ::
  {:ok, String.t()} | {:error, term()}
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Helpers for Kimi K2 TikToken tokenizers.
Kimi tokenizers ship a tiktoken.model file (mergeable ranks) and a
TikToken-compatible pat_str that uses character class intersections (&&)
not supported by PCRE (and therefore Elixir's Regex engine).
This module provides a PCRE-compatible pat_str plus helpers to build a
TiktokenEx.Encoding from HuggingFace-style tokenizer configs.
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        Load a Kimi-compatible encoding from local HuggingFace files.
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        Load a Kimi-compatible encoding from a HuggingFace repo.
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        PCRE-compatible variant of Kimi's pat_str.
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        Kimi's upstream pat_str as authored in tokenization_kimi.py.
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          @spec from_hf_files(keyword()) :: {:ok, TiktokenEx.Encoding.t()} | {:error, term()}


      


Load a Kimi-compatible encoding from local HuggingFace files.
Options
	:pat_str - Override the pattern used for splitting.
	:special_token_matching - Pass-through to TiktokenEx.Encoding.new/1.
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          @spec from_hf_repo(
  String.t(),
  keyword()
) :: {:ok, TiktokenEx.Encoding.t()} | {:error, term()}


      


Load a Kimi-compatible encoding from a HuggingFace repo.
Options
	:revision - Git revision or tag (default: "main").
	:cache_dir - Override the HuggingFace cache root.
	:fetch_fun - Custom fetcher fun.(repo_id, revision, filename, opts).
	:http_timeout_ms - Timeout for the default HTTP fetcher.
	:encoding_cache - When true, reuse an ETS cache keyed by repo + revision.
	:pat_str - Override the pattern used for splitting.
	:special_token_matching - Pass-through to TiktokenEx.Encoding.new/1.
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          @spec pat_str() :: String.t()


      


PCRE-compatible variant of Kimi's pat_str.
Elixir uses Erlang's PCRE engine, which does not support && intersections in
character classes. We translate:
[<CLASS>&&[^\p{Han}]]
into a per-codepoint negative lookahead:
(?:(?!\p{Han})<CLASS>)
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          @spec upstream_pat_str() :: String.t()


      


Kimi's upstream pat_str as authored in tokenization_kimi.py.
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