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    Tiktokenex

Pure Elixir BPE tokenizer compatible with OpenAI's tiktoken. No NIFs, no Python, no external dependencies.
Supports cl100k_base (GPT-4, GPT-3.5) and o200k_base (GPT-4o) encodings.
Usage
# Encode text to token IDs
Tiktokenex.encode("Hello, world!")
#=> [9906, 11, 1917, 0]

# Decode back to text
Tiktokenex.decode([9906, 11, 1917, 0])
#=> "Hello, world!"

# Count tokens
Tiktokenex.count("Hello, world!")
#=> 4

# See the BPE chunks
Tiktokenex.encode_to_chunks("Hello, world!")
#=> ["Hello", ",", " world", "!"]

# Use o200k_base encoding
Tiktokenex.encode("Hello", :o200k_base)
Installation
Add to your mix.exs as a git or path dependency:
def deps do
  [
    # git
    {:tiktokenex, git: "https://github.com/phiat/tiktokenex.git"},
    # …or a sibling working copy for development
    {:tiktokenex, path: "../tiktokenex"}
  ]
end
BPE rank files are not tracked in git — fetch them once with the bundled justfile recipe:
git clone https://github.com/phiat/tiktokenex.git
cd tiktokenex
just setup        # mix deps.get + downloads cl100k_base + o200k_base into priv/ranks/

Or download manually:
mkdir -p priv/ranks
curl -o priv/ranks/cl100k_base.tiktoken \
  https://openaipublic.blob.core.windows.net/encodings/cl100k_base.tiktoken
curl -o priv/ranks/o200k_base.tiktoken \
  https://openaipublic.blob.core.windows.net/encodings/o200k_base.tiktoken

How It Works
	Pre-tokenization (Pretokenizer) — splits text using tiktoken's regex patterns into coarse chunks
	BPE encoding (BPE) — applies byte-pair encoding merges using rank tables
	Rank loading (Ranks) — parses .tiktoken rank files, caches in persistent_term

The algorithm matches tiktoken's output exactly. See test/ for reference vectors.
API
	Function	Description
	encode(text, encoding)	Text to token ID list
	decode(ids, encoding)	Token IDs back to text
	encode_to_chunks(text, encoding)	Text to BPE chunk strings
	count(text, encoding)	Token count

Default encoding is :cl100k_base. Pass :o200k_base as the second argument for GPT-4o tokenization.
Tests
just check    # mix test + credo + compile-with-warnings-as-errors
just test     # tests only

License
MIT — see LICENSE.


  

    LICENSE


MIT License

Copyright (c) 2026 phiat

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the "Software"), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in all
copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.



  

    
Tiktokenex 
    



      
Pure Elixir BPE tokenizer compatible with OpenAI's tiktoken.
Supports :cl100k_base and :o200k_base encodings.
Examples
iex> tokens = Tiktokenex.encode("hello world")
iex> is_list(tokens) and Enum.all?(tokens, &is_integer/1)
true

iex> Tiktokenex.decode(Tiktokenex.encode("hello world"))
"hello world"

iex> Tiktokenex.count("hello world")
2

      


      
        Summary
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        count(text, encoding \\ :cl100k_base)

      


        Returns the number of tokens in the text.



    


    
      
        decode(token_ids, encoding \\ :cl100k_base)

      


        Decodes a list of token IDs back into a binary string.



    


    
      
        encode(text, encoding \\ :cl100k_base)

      


        Encodes text into a list of token IDs.



    


    
      
        encode_to_chunks(text, encoding \\ :cl100k_base)

      


        Encodes text and returns the token byte-string chunks.



    


    
      
        vocab_size(encoding \\ :cl100k_base)

      


        Returns the vocabulary size for the given encoding.
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      count(text, encoding \\ :cl100k_base)



        
          
        

    

  


  

      

          @spec count(binary(), atom()) :: non_neg_integer()


      


Returns the number of tokens in the text.
More efficient than encode/2 |> length/1 as it avoids building
the full token ID list.
Examples
iex> Tiktokenex.count("hello world")
2
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          @spec decode([non_neg_integer()], atom()) :: binary()


      


Decodes a list of token IDs back into a binary string.
The encoding must match the one used to produce the token IDs.
Raises ArgumentError if a token ID is not found in the encoding's vocabulary.
Examples
iex> Tiktokenex.decode([15339, 1917])
"hello world"
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          @spec encode(binary(), atom()) :: [non_neg_integer()]


      


Encodes text into a list of token IDs.
Examples
iex> tokens = Tiktokenex.encode("hello")
iex> is_list(tokens)
true
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          @spec encode_to_chunks(binary(), atom()) :: [binary()]


      


Encodes text and returns the token byte-string chunks.
Each chunk corresponds to one BPE token. Useful for visualizing
how text is tokenized.
Examples
iex> chunks = Tiktokenex.encode_to_chunks("hello world")
iex> is_list(chunks) and Enum.all?(chunks, &is_binary/1)
true
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          @spec vocab_size(atom()) :: non_neg_integer()


      


Returns the vocabulary size for the given encoding.
Examples
iex> Tiktokenex.vocab_size() > 100_000
true

  


        

      


  

    
Tiktokenex.BPE 
    



      
Core Byte-Pair Encoding merge algorithm.
Given a sequence of bytes and a rank map, repeatedly merges the
lowest-ranked adjacent pair until no more merges are possible.
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        encode(chunk, ranks)

      


        Encodes a binary chunk into a list of token rank integers using BPE.
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          @spec encode(binary(), %{required(binary()) => non_neg_integer()}) :: [
  non_neg_integer()
]


      


Encodes a binary chunk into a list of token rank integers using BPE.
The input should be a pre-tokenized chunk (output of Pretokenizer.split/2).
Returns a list of integer token IDs (ranks).

  


        

      


  

    
Tiktokenex.Pretokenizer 
    



      
Regex-based pre-tokenization that splits text into chunks before BPE.
Each encoding uses a specific regex pattern defined by OpenAI's tiktoken.
The regex is compiled once at module load time.

      


      
        Summary


  
    Functions
  


    
      
        split(text, encoding \\ :cl100k_base)

      


        Splits text into pre-tokenized chunks using the encoding's regex pattern.
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          @spec split(binary(), atom()) :: [binary()]


      


Splits text into pre-tokenized chunks using the encoding's regex pattern.
Returns a list of binary strings, each of which will be independently
BPE-encoded.

  


        

      


  

    
Tiktokenex.Ranks 
    



      
Loads and caches tiktoken rank files from priv/ranks/.
Rank files contain base64-encoded token bytes mapped to integer ranks.
Loaded ranks are cached in :persistent_term for fast repeated access.
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        inverse(encoding)

      


        Returns the inverse rank map (rank -> token bytes) for decoding.



    


    
      
        load(encoding)

      


        Returns the rank map for the given encoding.



    


    
      
        supported_encodings()

      


        Returns the list of supported encodings.



    


    
      
        warmup()

      


        Pre-loads rank maps for all supported encodings into persistent_term.
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          @spec inverse(atom()) :: %{required(non_neg_integer()) => binary()}


      


Returns the inverse rank map (rank -> token bytes) for decoding.
Raises ArgumentError for unsupported encodings.
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          @spec load(atom()) :: %{required(binary()) => non_neg_integer()}


      


Returns the rank map for the given encoding.
The rank map is %{binary() => non_neg_integer()} where keys are raw
token bytes and values are their BPE merge ranks.
Results are cached in :persistent_term after first load.
Raises ArgumentError for unsupported encodings.
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          @spec supported_encodings() :: [atom()]


      


Returns the list of supported encodings.
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          @spec warmup() :: :ok


      


Pre-loads rank maps for all supported encodings into persistent_term.
Call this at application startup to avoid first-call latency and
concurrent parsing races.
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