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Tinkex
Elixir SDK for the Tinker ML Training and Inference API
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Tinkex is an Elixir port of the Tinker Python SDK, providing a functional, concurrent interface to the Tinker distributed machine learning platform by Thinking Machines Lab. It enables fine-tuning large language models using LoRA (Low-Rank Adaptation) and performing high-performance text generation.
0.1.17 Highlights
	Log-level parity: TINKER_LOG / config :tinkex, :log_level now set Logger at app start (Python parity); HTTP header dumps stay redacted unless explicitly enabled.
	Telemetry exception capture: ServiceClient, TrainingClient, and SamplingClient entrypoints now wrap exceptions with telemetry reporting and emit session-end events on fatal paths.
	Session heartbeats: Heartbeats pin a 10s timeout with zero retries (Python defaults) while preserving debounce/warning semantics.
	Pool isolation: Finch pools are isolated per pool type (session/training/sampling/futures/telemetry) with Python-aligned sizes; pool names derive from http_pool + base_url.
	Configurable defaults: TINKEX_DEFAULT_HEADERS, TINKEX_DEFAULT_QUERY, TINKEX_HTTP_CLIENT, and TINKEX_HTTP_POOL extend Tinkex.Config merging for default headers/query params and custom HTTP client/pool selection; secrets stay redacted in dumps/inspect.

Features
	TrainingClient: Fine-tune models with forward/backward passes and gradient-based optimization
	Custom Loss Training: TrainingClient.forward_backward_custom/4 computes gradients from per-datum logprobs, sends them to the backend, and returns ForwardBackwardOutput (regularizer terms can be folded into your loss_fn)
	Forward-Only Inference: TrainingClient.forward/4 returns logprobs without backward pass for evaluation or for custom loss functions you run locally
	EXLA Backend: Nx tensors use EXLA for GPU/CPU-accelerated operations out of the box
	SamplingClient: Generate text completions with customizable sampling parameters
	ServiceClient: Manage models, sessions, and service operations
	RestClient: List sessions, enumerate user checkpoints, fetch archive URLs, and delete checkpoints
	CheckpointDownload: Memory-efficient streaming downloads with O(1) memory usage and optional progress reporting
	Async/Concurrent: Built on Elixir's actor model for efficient concurrent operations
	Type Safety: Leverages Elixir typespecs and pattern matching
	HTTP/2: Modern HTTP client with connection pooling and streaming support
	Retry Logic: Configurable retry strategies with exponential backoff
	Telemetry: Comprehensive observability through Elixir's telemetry ecosystem
	Metrics Aggregation: Built-in Tinkex.Metrics for counters, gauges, and latency percentiles with snapshot/export helpers
	Session lifecycle resilience: SessionManager.stop_session/2 waits for heartbeat cleanup, heartbeats use the canonical /api/v1/session_heartbeat path, and sustained heartbeat failures now surface as warnings (after ~2 minutes by default) instead of silently dropping sessions.
	Queue observability: Sampling and training clients expose queue observers that feed Future.poll/2, emitting debounced warnings with human-readable rate limit or capacity reasons.
	REST metadata & inspection APIs: New endpoints surface samplers, weights metadata, and training runs while the SDK exposes GetSamplerResponse, WeightsInfoResponse, ImageChunk.expected_tokens, LoadWeightsRequest.optimizer, and the :cispo/:dro LossFnType tags for richer load/save tooling.
	Checkpoint persistence: TrainingClient.save_state/3, TrainingClient.load_state/3, TrainingClient.load_state_with_optimizer/3, and ServiceClient.create_training_client_from_state/3 enable saving checkpoints and resuming training with optimizer state.
	Multipart uploads: The :files option builds multipart/form-data bodies automatically (path and tuple normalization, bracketed form fields, boundary generation, and tuple metadata) while preserving JSON requests when no files are present; includes a runnable multipart example and path-based helpers.
	Proxy-aware HTTP: Finch pools pick up proxies from Tinkex.Config (or TINKEX_PROXY/TINKEX_PROXY_HEADERS) while masking credentials in logs and inspect output.

Disclaimer
Tinkex is an independent, community-maintained Elixir SDK for the Tinker API. It is not affiliated with, endorsed by, or supported by Thinking Machines Lab or the official Tinker team. Please refer to the official Tinker documentation for canonical behavior, SLAs, and support.
Guides
	Getting started & configuration: docs/guides/getting_started.md, docs/guides/environment_configuration.md
	Custom loss training (per-datum logprobs, backend gradients): docs/guides/custom_loss_training.md and mix run examples/custom_loss_training.exs
	Training persistence: docs/guides/training_persistence.md (live example: examples/training_persistence_live.exs)
	Save-and-sample convenience: mix run examples/save_weights_and_sample.exs demonstrates TrainingClient.save_weights_and_get_sampling_client_sync/2 (requires TINKER_API_KEY)
	Multipart uploads: docs/guides/file_uploads.md (live helper: mix run examples/file_upload_multipart.exs; uploads examples/uploads/sample_upload.bin by default, override via TINKER_UPLOAD_FILE)

Installation
Add tinkex to your list of dependencies in mix.exs:
def deps do
  [
    {:tinkex, "~> 0.1.17"}
  ]
end
Quick Start
For a full walkthrough (installation, configuration, CLI), see docs/guides/getting_started.md. For environment flags and precedence, see docs/guides/environment_configuration.md. For advanced tuning knobs (HTTP pools, retries, telemetry), see docs/guides/advanced_configuration.md.
# Configure your API key
config :tinkex,
  api_key: System.get_env("TINKER_API_KEY"),
  base_url: "https://tinker.thinkingmachines.dev/services/tinker-prod"

# Optional: Cloudflare Access service tokens (ADR-002)
# export CLOUDFLARE_ACCESS_CLIENT_ID=...
# export CLOUDFLARE_ACCESS_CLIENT_SECRET=...
# Tinkex will forward them on every request.

# Create a training client for LoRA fine-tuning
{:ok, service_client} = Tinkex.ServiceClient.new()
{:ok, training_client} = Tinkex.ServiceClient.create_lora_training_client(
  service_client,
  "meta-llama/Llama-3.1-8B"
)

# Prepare training data
datum = %Tinkex.Types.Datum{
  model_input: Tinkex.Types.ModelInput.from_ints(token_ids),
  loss_fn_inputs: %{
    target_tokens: target_token_ids
  }
}

# Run forward-backward pass
{:ok, task} = Tinkex.TrainingClient.forward_backward(
  training_client,
  [datum],
  :cross_entropy
)
{:ok, result} = Task.await(task)

# Custom loss training (per-datum logprobs list)
loss_fn = fn _data, [logprobs] ->
  loss = Nx.negate(Nx.mean(logprobs))
  {loss, %{"custom_perplexity" => Nx.to_number(Nx.exp(loss))}}
end

{:ok, custom_task} =
  Tinkex.TrainingClient.forward_backward_custom(
    training_client,
    [datum],
    loss_fn
  )
{:ok, _custom_output} = Task.await(custom_task)

# Optimize model parameters
{:ok, optim_task} = Tinkex.TrainingClient.optim_step(
  training_client,
  %Tinkex.Types.AdamParams{learning_rate: 1.0e-4}
)

# Save weights and create sampling client
{:ok, sampling_client} = Tinkex.TrainingClient.save_weights_and_get_sampling_client(
  training_client
)

# Generate text
prompt = Tinkex.Types.ModelInput.from_ints(prompt_tokens)
params = %Tinkex.Types.SamplingParams{
  max_tokens: 100,
  temperature: 0.7
}

{:ok, sample_task} = Tinkex.SamplingClient.sample(
  sampling_client,
  prompt: prompt,
  sampling_params: params,
  num_samples: 1
)
{:ok, response} = Task.await(sample_task)
Multipart file uploads
Use the :files option on Tinkex.API.post/3 to build multipart/form-data bodies automatically. File paths are read into memory, filenames are inferred from the path (or tuple), and nested maps/lists are flattened with bracket notation.
config = Tinkex.Config.new(api_key: System.fetch_env!("TINKER_API_KEY"))

files = %{
  "upload" => "/tmp/data.bin",
  "extra" => {"notes.txt", "hello", "text/plain"}
}

body = %{note: "multipart demo"}

path = "/"

case Tinkex.API.post(path, body, config: config, files: files) do
  {:ok, response} -> IO.inspect(response, label: "upload response")
  {:error, error} -> IO.puts("Upload failed: #{inspect(error)}")
end
For a runnable walkthrough, see docs/guides/file_uploads.md and examples/file_upload_multipart.exs (the example uploads the bundled examples/uploads/sample_upload.bin by default; override via TINKER_UPLOAD_FILE).
Sampling retries & backpressure
Sampling clients now accept a retry_config to tune high-level retries and limit concurrent attempts:
retry_config =
  Tinkex.RetryConfig.new(
    base_delay_ms: 750,
    max_delay_ms: 15_000,
    jitter_pct: 0.25,
    max_connections: 25,
    progress_timeout_ms: 120_000
  )

{:ok, sampling_client} =
  Tinkex.ServiceClient.create_sampling_client(service_client,
    base_model: "meta-llama/Llama-3.1-8B",
    retry_config: retry_config
  )

# Disable retries for a client
{:ok, sampling_client} =
  Tinkex.ServiceClient.create_sampling_client(service_client,
    base_model: "meta-llama/Llama-3.1-8B",
    retry_config: [enable_retry_logic: false]
  )
Defaults mirror the Python SDK (0.5s base, 10s cap, 25% jitter, 120m progress timeout, unbounded retries until the timeout, 100 max connections). Retries run at the SamplingClient layer; HTTP sampling still defaults to 0 low-level retries.
Environment configuration
Tinkex.Config.new/1 now defaults from Tinkex.Env (precedence: opts > config :tinkex > env vars > built-ins). Supported env vars:
	TINKER_API_KEY (required) and TINKER_BASE_URL (defaults to https://tinker.thinkingmachines.dev/services/tinker-prod).
	TINKER_TAGS, TINKER_FEATURE_GATES (comma-separated lists), TINKER_TELEMETRY (on by default), and TINKER_LOG (debug/info/warn/error).
	TINKEX_DUMP_HEADERS (debug logging; secrets redacted) and Cloudflare Access tokens CLOUDFLARE_ACCESS_CLIENT_ID / CLOUDFLARE_ACCESS_CLIENT_SECRET per ADR-002 (added to every request when set).
	TINKEX_PROXY (proxy URL like http://proxy.company.com:8080 or http://user:pass@proxy.company.com:8080) and TINKEX_PROXY_HEADERS (JSON array of headers).

App config defaults are also honored:
config :tinkex,
  api_key: System.get_env("TINKER_API_KEY"),
  base_url: System.get_env("TINKER_BASE_URL"),
  cf_access_client_id: System.get_env("CLOUDFLARE_ACCESS_CLIENT_ID"),
  cf_access_client_secret: System.get_env("CLOUDFLARE_ACCESS_CLIENT_SECRET"),
  telemetry_enabled?: true,
  log_level: :info,
  proxy: {:http, "proxy.company.com", 8080, []},
  proxy_headers: [{"proxy-authorization", "Basic " <> Base.encode64("user:pass")}]
See docs/guides/environment_configuration.md for the full matrix and precedence rules (including detailed proxy configuration).
Metrics snapshot
Tinkex.Metrics subscribes to HTTP telemetry automatically. Flush and snapshot after a run to grab counters and latency percentiles without extra scripting:
:ok = Tinkex.Metrics.flush()
snapshot = Tinkex.Metrics.snapshot()

IO.inspect(snapshot.counters, label: "counters")
IO.inspect(snapshot.histograms[:tinkex_request_duration_ms], label: "latency (ms)")
See examples/metrics_live.exs for an end-to-end live sampling + metrics printout.
Examples
Self-contained workflows live in the examples/ directory. Browse examples/README.md for per-script docs or export TINKER_API_KEY and run examples/run_all.sh to execute the curated collection sequentially.
Highlighted live flows:
	mix run examples/multimodal_resume_and_cleanup.exs (multimodal with expected_tokens, optimizer resume helper, default checkpoint cache)
	mix run examples/checkpoint_multi_delete_live.exs (create two checkpoints then delete both with a single CLI call)
	mix run examples/llama3_tokenizer_override_live.exs (Llama-3 tokenizer override via live encode/decode)

Live example
To verify connectivity against a real Tinker deployment, export TINKER_API_KEY (and optionally TINKER_BASE_URL, TINKER_BASE_MODEL, TINKER_PROMPT) and run:
mix run examples/live_capabilities_and_logprobs.exs
# Or run all curated examples (includes the live demo last):
examples/run_all.sh

The demo performs a capabilities + health probe and computes prompt logprobs via a live sampling client.
Sessions & checkpoints (REST)
Use the RestClient for synchronous session and checkpoint management, and CheckpointDownload to pull artifacts locally:
Note: the heartbeat endpoint is /api/v1/session_heartbeat (aligned with the Python SDK). Heartbeats keep retrying on failure and emit a warning if consecutive failures exceed the warning window (default: 120s). For a live check, run mix run examples/heartbeat_probe.exs (requires TINKER_API_KEY).

{:ok, service} = Tinkex.ServiceClient.start_link(config: config)
{:ok, rest} = Tinkex.ServiceClient.create_rest_client(service)

{:ok, sessions} = Tinkex.RestClient.list_sessions(rest, limit: 10)
IO.inspect(sessions.sessions, label: "sessions")

{:ok, checkpoints} = Tinkex.RestClient.list_user_checkpoints(rest, limit: 20)
IO.inspect(Enum.map(checkpoints.checkpoints, & &1.tinker_path), label: "checkpoints")

# Download with streaming (O(1) memory usage)
{:ok, download} =
  Tinkex.CheckpointDownload.download(rest, "tinker://run-123/weights/0001",
    output_dir: "./models",
    force: true,
    progress: fn downloaded, total ->
      percent = if total > 0, do: Float.round(downloaded / total * 100, 1), else: 0
      IO.write("\rProgress: #{percent}%")
    end
  )

IO.puts("\nExtracted to #{download.destination}")
Sampling Workflow
Create a ServiceClient, derive a SamplingClient, and issue sampling requests via Tasks so you can Task.await/2 or orchestrate concurrency with Task.await_many/2 or Task.async_stream/3.
config = Tinkex.Config.new(api_key: "tenant-key")

{:ok, service} = Tinkex.ServiceClient.start_link(config: config)
{:ok, sampler} = Tinkex.ServiceClient.create_sampling_client(service, base_model: "meta-llama/Llama-3.1-8B")

prompt = Tinkex.Types.ModelInput.from_ints([1, 2, 3])
params = %Tinkex.Types.SamplingParams{max_tokens: 64, temperature: 0.7}

{:ok, task} = Tinkex.SamplingClient.sample(sampler, prompt, params, num_samples: 2)
{:ok, response} = Task.await(task, 5_000)
	Sampling requests are lock-free reads from ETS; you can fan out 20–50 tasks safely.
	Rate limits are enforced per {base_url, api_key} bucket using a shared Tinkex.RateLimiter; a 429 sets a backoff window that later sampling calls will wait through before hitting the server again.
	Sampling uses max_retries: 0 at the HTTP layer: server/user errors (e.g., 5xx, 400) surface immediately so callers can decide how to retry.
	Multi-tenant safety: different API keys or base URLs use separate rate limiters and stay isolated even when one tenant is backing off.
	Prefer asynchronous client creation for fan-out workflows: Tinkex.ServiceClient.create_sampling_client_async/2, Tinkex.ServiceClient.create_lora_training_client_async/3, Tinkex.ServiceClient.create_training_client_from_state_async/3, Tinkex.SamplingClient.create_async/2, and Tinkex.TrainingClient.create_sampling_client_async/3 return Tasks you can await or Task.await_many/2.

Telemetry Quickstart
Tinkex emits telemetry for every HTTP request plus queue state changes during future polling. Attach a console logger while debugging a run:
handler = Tinkex.Telemetry.attach_logger(level: :info)

# ... perform training and sampling operations ...

:ok = Tinkex.Telemetry.detach(handler)
Backend telemetry is enabled by default. When you start a ServiceClient, it boots a telemetry reporter and exposes it so you can add custom events without wiring anything else:
{:ok, service} = Tinkex.ServiceClient.start_link(config: config)

with {:ok, reporter} <- Tinkex.ServiceClient.telemetry_reporter(service) do
  Tinkex.Telemetry.Reporter.log(reporter, "app.start", %{"hostname" => System.get_env("HOSTNAME")})
end
You can also attach your own handler to ship metrics to StatsD/OTLP:
:telemetry.attach(
  "tinkex-metrics",
  [[:tinkex, :http, :request, :stop]],
  fn _event, measurements, metadata, _ ->
    duration_ms = System.convert_time_unit(measurements.duration, :native, :millisecond)
    IO.puts("HTTP #{metadata.path} took #{duration_ms}ms (retries=#{metadata.retry_count})")
  end,
  nil
)
To ship telemetry back to Tinker, start a reporter with your session id and config (ServiceClient boots one for you):
{:ok, reporter} = Tinkex.Telemetry.Reporter.start_link(
  session_id: session_id,
  config: config,
  # Optional configuration:
  flush_interval_ms: 10_000,      # periodic flush (default: 10s)
  flush_threshold: 100,           # flush when queue reaches this size
  http_timeout_ms: 5_000,         # HTTP request timeout
  max_retries: 3,                 # retry failed sends with backoff
  retry_base_delay_ms: 1_000      # base delay for exponential backoff
)

# add your own events with severity
Tinkex.Telemetry.Reporter.log(reporter, "checkpoint_saved", %{path: "/tmp/out.pt"}, :info)
Tinkex.Telemetry.Reporter.log_exception(reporter, RuntimeError.exception("boom"), :error)

# fatal exceptions emit SESSION_END and flush synchronously
Tinkex.Telemetry.Reporter.log_fatal_exception(reporter, exception, :critical)

# wait until all events are flushed (useful for graceful shutdown)
true = Tinkex.Telemetry.Reporter.wait_until_drained(reporter, 30_000)

# stop gracefully (emits SESSION_END if not already sent)
:ok = Tinkex.Telemetry.Reporter.stop(reporter)
The reporter emits SESSION_START/SESSION_END automatically and forwards HTTP/queue telemetry that carries session_id metadata (added by default when using ServiceClient). Disable backend telemetry entirely with TINKER_TELEMETRY=0.
Reporter Features:
	Retry with exponential backoff on failed sends
	Wait-until-drained semantics for reliable shutdown
	Stacktrace capture in exception events
	Exception cause chain traversal for user error detection
	Configurable HTTP timeout and flush parameters

See examples/telemetry_live.exs for a basic run and examples/telemetry_reporter_demo.exs for a comprehensive demonstration of all reporter features.
Sampling and training clients automatically tag HTTP telemetry with session_id, sampling_session_id, and model_seq_id, and you can inject your own tags per request:
{:ok, task} =
  Tinkex.SamplingClient.sample(
    sampler,
    prompt,
    params,
    num_samples: 1,
    telemetry_metadata: %{request_id: "demo-123"}
  )
Custom Loss Training
TrainingClient.forward_backward_custom/4 now mirrors the Python SDK: it runs a forward pass, hands per-datum logprobs to your loss function, computes gradients in Nx, sends them back to the backend as synthetic weights, and returns a ForwardBackwardOutput ready for optim_step/2.
Basic Usage
# loss_fn receives the original data and a list of logprob tensors (one per datum)
loss_fn = fn _data, [logprobs] ->
  base = Nx.negate(Nx.mean(logprobs))
  l1 = Nx.multiply(0.01, Nx.sum(Nx.abs(logprobs)))
  total = base + l1

  metrics = %{
    "base_nll" => Nx.to_number(base),
    "l1" => Nx.to_number(l1),
    "custom_perplexity" => Nx.to_number(Nx.exp(base))
  }

  {total, metrics}
end

{:ok, task} = Tinkex.TrainingClient.forward_backward_custom(training_client, data, loss_fn)
{:ok, %Tinkex.Types.ForwardBackwardOutput{} = output} = Task.await(task)

IO.inspect(output.metrics, label: "metrics (merged with server loss)")

# Apply gradients
{:ok, adam} = Tinkex.Types.AdamParams.new(learning_rate: 1.0e-4)
{:ok, optim_task} = Tinkex.TrainingClient.optim_step(training_client, adam)
{:ok, _resp} = Task.await(optim_task)
Regularizer-style terms can be folded directly into your loss function (as shown with l1). For a full script that hits the live API, see examples/custom_loss_training.exs.
HTTP Connection Pools
Tinkex uses Finch for HTTP/2 with dedicated pools per operation type (training, sampling, telemetry, etc.). The application supervisor boots these pools automatically when config :tinkex, :enable_http_pools, true (the default in config/config.exs). For most apps you should keep this enabled so requests reuse the tuned pools. If you need to run in a lightweight environment (e.g., unit tests or host applications that manage their own pools), you can temporarily disable them with:
# config/test.exs
import Config
config :tinkex, :enable_http_pools, false
When you disable the pools, Finch falls back to its default pool configuration. Re-enable them in dev/prod configs to match the retry and pool-routing behavior expected by the SDK.
Architecture
Tinkex follows Elixir conventions and leverages OTP for fault tolerance:
	GenServer-based Clients: Each client type is backed by a GenServer for state management
	Task-based Futures: Asynchronous operations return Elixir Tasks
	Supervisor Trees: Automatic process supervision and restart strategies
	Connection Pooling: Finch-based HTTP/2 connection pools
	Telemetry Events: Standard :telemetry integration for metrics and tracing

Project Status
🚧 Work in Progress - This is an active port of the Python Tinker SDK to Elixir.
Current focus areas:
	Core client implementations (TrainingClient, SamplingClient, ServiceClient)
	Type definitions and validation
	HTTP client integration with Finch
	Async operation handling with Tasks and GenServers
	Comprehensive test suite

Development
# Clone the repository
git clone https://github.com/North-Shore-AI/tinkex.git
cd tinkex

# Install dependencies
mix deps.get

# Run tests
mix test

# Run linting/formatting/type checks + escript build
make qa

# Generate documentation (dev-only; requires :ex_doc)
mix docs

Quality & Verification
Continuous verification commands (also referenced in docs/20251119/port_research/07_porting_strategy.md). Run mix docs in CI or locally to ensure guides/ExDoc compile; it relies on dev-only deps and is not needed in production deployments.
make qa
# or individually:
mix format --check-formatted
mix credo
mix test
mix dialyzer
MIX_ENV=prod mix escript.build
mix docs

Documentation
	HexDocs site (API reference + guides): https://hexdocs.pm/tinkex (generate locally with mix docs, dev-only).
	Getting started + CLI walkthrough: docs/guides/getting_started.md
	Environment & advanced config: docs/guides/environment_configuration.md, docs/guides/advanced_configuration.md
	API overview & parity checklist: docs/guides/api_reference.md
	Futures/retries: docs/guides/futures_and_async.md, docs/guides/retry_and_error_handling.md
	Tokenization and end-to-end training: docs/guides/tokenization.md, docs/guides/training_loop.md
	Custom loss/regularizers: docs/guides/regularizers.md, docs/guides/forward_inference.md
	Checkpoints & persistence: docs/guides/checkpoint_management.md, docs/guides/training_persistence.md
	Model info/unload: docs/guides/model_info_unload.md
	CLI reference: docs/guides/cli_guide.md
	Observability: docs/guides/telemetry.md, docs/guides/metrics.md, docs/guides/streaming.md
	Troubleshooting playbook: docs/guides/troubleshooting.md
	End-to-end examples (sessions, checkpoints, downloads, async factories): see examples/*.exs

Python parity checks
When comparing Elixir and Python responses, hold the base model, prompt text, sampling parameters, and (if supported) seed constant. Expect similar logprobs/stop reasons rather than bit-identical text. See docs/guides/api_reference.md for a template that runs both SDKs side by side.
CLI
See docs/guides/getting_started.md for the full CLI walkthrough and docs/guides/troubleshooting.md for failure modes/backoff tips. Quick reference:
MIX_ENV=prod mix escript.build   # produces ./tinkex

./tinkex checkpoint \
  --base-model meta-llama/Llama-3.1-8B \
  --rank 32 \
  --output ./checkpoint.json \
  --api-key "$TINKER_API_KEY"

The command starts a ServiceClient, creates a LoRA training client, saves weights for sampling, and writes a metadata JSON to --output (including model_id, weights_path and timestamp). The raw weights are stored by the service; the CLI only writes metadata locally. See ./tinkex checkpoint --help for the full option list.
Generate text with a sampling client:
./tinkex run \
  --base-model meta-llama/Llama-3.1-8B \
  --prompt "Hello there" \
  --max-tokens 64 \
  --temperature 0.7 \
  --num-samples 2 \
  --api-key "$TINKER_API_KEY"

Pass --prompt-file to load a prompt from disk (plain text or a JSON array of token IDs), --json to print the full sample response payload, and --output <path> to write the generation output to a file instead of stdout.
Check build metadata:
./tinkex version           # prints version (+ git short SHA when available)
./tinkex version --json    # structured payload {"version": "...", "commit": "..."}

Packaging options:
	MIX_ENV=prod mix escript.build (default) emits ./tinkex
	mix escript.install ./tinkex installs it into ~/.mix/escripts for PATH usage
	MIX_ENV=prod mix release && _build/prod/rel/tinkex/bin/tinkex version for an OTP release binary (optional)

Examples
Run any of the sample scripts with mix run examples/<name>.exs (requires TINKER_API_KEY):
	training_loop.exs – minimal forward/backward + optim + save flow
	custom_loss_training.exs – live custom loss training that sends gradients via forward_backward_custom/4
	forward_inference.exs – forward-only pass with Nx/EXLA tensor conversion for custom loss or evaluation
	structured_regularizers.exs – composable regularizer pipeline demo with mock data (runs offline)
	structured_regularizers_live.exs – custom loss with inline regularizer terms via live Tinker API
	sampling_basic.exs – create a sampling client and decode completions
	sessions_management.exs – explore REST-based session listing and lookup
	checkpoints_management.exs – list user checkpoints and inspect metadata
	checkpoint_download.exs – download, stream, and extract checkpoint archives
	weights_inspection.exs – inspect checkpoints, samplers, and training runs
	async_client_creation.exs – parallel sampling client initialization via tasks
	cli_run_text.exs – call tinkex run programmatically with a text prompt
	cli_run_prompt_file.exs – use a prompt file and JSON output with tinkex run
	telemetry_live.exs – live telemetry with custom events and sampling
	telemetry_reporter_demo.exs – comprehensive reporter demo with retry, drain, and shutdown
	retry_and_capture.exs – retry helper demo with telemetry events and capture macros (uses live session creation when TINKER_API_KEY is set)
	model_info_and_unload.exs – fetch model metadata (including tokenizer id) and unload the model session (unload currently returns 404 on prod; see docs/guides/model_info_unload.md)

Use examples/run_all.sh (requires TINKER_API_KEY) to run the curated set in sequence.
Retry & Telemetry Capture (new)
Use the built-in retry helper with telemetry events, and wrap risky blocks with the capture macros so exceptions get logged to the reporter before being re-raised:
alias Tinkex.{Retry, RetryHandler}
alias Tinkex.Telemetry.Capture

{:ok, service} = Tinkex.ServiceClient.start_link(config: config)
{:ok, reporter} = Tinkex.ServiceClient.telemetry_reporter(service)

result =
  Capture.capture_exceptions reporter: reporter do
    Retry.with_retry(
      fn -> maybe_fails() end,
      handler: RetryHandler.new(max_retries: 2, base_delay_ms: 200),
      telemetry_metadata: %{operation: "demo"}
    )
  end
This emits [:tinkex, :retry, :attempt, ...] telemetry for start/stop/retry/failed, and fatal exceptions will be flushed to telemetry. See examples/retry_and_capture.exs for a runnable script (requires TINKER_API_KEY; auto-creates a session and reporter).
Contributing
Contributions are welcome! Please feel free to submit a Pull Request.
License
Apache License 2.0 - See LICENSE for details.
Related Projects
	Tinker Python SDK - Original Python implementation
	Thinking Machines AI - The Tinker ML platform


Built with ❤️ by the North Shore AI community


  

    Changelog

All notable changes to this project will be documented in this file.
Changelog
All notable changes to this project will be documented in this file.
[0.1.17] - 2025-12-03
Added
	Log-level parity: TINKER_LOG / config :tinkex, :log_level now set Logger at application start (Python parity) while keeping HTTP header dumps redacted unless explicitly enabled.
	Telemetry capture: Service/Training/Sampling client entrypoints wrap exceptions through Tinkex.Telemetry.Capture/Reporter and emit session-end events on fatal paths.
	Config knobs: Added default_headers, default_query, custom http_client/http_pool overrides, and env keys (TINKEX_DEFAULT_HEADERS, TINKEX_DEFAULT_QUERY, TINKEX_HTTP_CLIENT, TINKEX_HTTP_POOL) with opts > app config > env precedence and secret redaction for headers.

Changed
	Session heartbeats pin a 10_000ms timeout with max_retries: 0 for Python parity while preserving debounce/warning semantics.
	Finch pool isolation now routes per pool type (session/training/sampling/futures/telemetry) with Python-aligned sizes and deterministic pool names derived from http_pool + base_url.

[0.1.16] - 2025-12-03
Added
	CLI parity for checkpoint/run management: --format json/--json output with total/shown counts, checkpoint list run filters, --limit 0 fetch-all semantics, and pagination progress indicators for lists.
	Checkpoint info now surfaces checkpoint type, size, visibility, timestamps, and training run IDs alongside base model/LoRA metadata; run list/info surface owner, LoRA rank, statuses, last checkpoints, and user metadata in both table and JSON formats.

Changed
	Checkpoint pagination cursors now use the typed Tinkex.Types.Cursor struct; CLI table outputs include the richer checkpoint/run fields.
	Examples and docs updated for new CLI flags and cursor accessors; version bumped to 0.1.16 in mix/README/getting_started.

[0.1.15] - 2025-12-03
Added
	Checkpoint archive responses now surface expires; CheckpointArchiveUrlResponse parses timestamps and Rest/RestClient expose ID-based archive/delete helpers alongside tinker-path variants.
	Sampling backpressure parity: dispatch semaphore (default 400) gates sampling dispatch and 429s without Retry-After trigger a 1s shared backoff.

Changed
	list_user_checkpoints/2 now defaults to limit: 100 (Python parity).
	RetryConfig default max_connections raised to 1000 to match Python connection limits.
	ServiceClient validation requires base_model or model_path for sampling clients and at least one of train_mlp/train_attn/train_unembed when creating training clients.

Documentation
	README/version bump; checkpoint management guide covers archive expirations + ID helpers; retry guide reflects the new max_connections default.

[0.1.14] - 2025-12-02
Added
	ServiceClient.create_training_client_from_state_with_optimizer/3 (+ async) for weight+optimizer restore with documented weights-only default on the existing helper.
	CLI checkpoint delete now accepts multiple tinker:// paths with upfront validation, a single confirmation prompt (--yes to skip), per-path progress output, and aggregated failure reporting.
	New examples:	examples/multimodal_resume_and_cleanup.exs (multimodal with expected_tokens, optimizer resume helper, multi-delete CLI usage)
	examples/checkpoint_multi_delete_live.exs (creates two checkpoints and deletes both live with one CLI call)
	examples/llama3_tokenizer_override_live.exs (live Llama-3 sampling plus encode/decode using the override tokenizer)


	DELETE HTTP responses now accept empty bodies without raising JSON decode errors, fixing CLI multi-delete against endpoints that return 204/empty responses.
	Retry handler no longer trips progress timeout before the first attempt (attempt 0 is allowed to run).

Changed
	Image chunks: removed height/width/tokens fields from ImageChunk and ImageAssetPointerChunk, added expected_tokens, and made .length/1 raise when missing; JSON encoders now match Python. ModelInput length follows the new contract and training batching counts images by base64/location length to avoid missing expected tokens.
	Retries: default progress timeout increased to 120 minutes and retries now run until that timeout (no attempt cap by default); RetryConfig/RetryHandler defaults and docs updated.
	Tokenizer override: Llama-3 models now use thinkingmachineslabinc/meta-llama-3-tokenizer to avoid gated downloads.
	Documentation updates for CLI multi-delete, optimizer resume helper, retry defaults, expected_tokens schema, and new example references.

[0.1.13] - 2025-12-01
Documentation release: clarifies project status and attribution.
Documentation
	Added disclaimer clarifying Tinkex is an independent, community-maintained project not affiliated with or endorsed by Thinking Machines Lab.
	Added links to official Thinking Machines Lab homepage and Tinker documentation.
	Improved intro section clarity around Tinker's provenance.

[0.1.12] - 2025-11-27
Custom loss training now mirrors the Python SDK while adding multipart uploads, proxy-aware HTTP, streaming checkpoint downloads, queue observers, and richer capabilities metadata.
Added
	Custom loss training parity: TrainingClient.forward_backward_custom/4 preserves per-datum logprobs as Nx tensors, computes gradients locally, sends them back as synthetic weights so the backend trains, and returns ForwardBackwardOutput ready for optim_step/2.
	Structured capabilities metadata: Capabilities responses expose SupportedModel structs with model_id, model_name, and arch; model_names/1 offers backward-compatible name extraction and the capabilities example now prints the full metadata.
	Multipart uploads: Tinkex.API.post/3 normalizes file inputs, flattens nested bodies into bracketed form fields, generates multipart boundaries, and sets Content-Type automatically when :files are present. Added path-based upload helpers and a runnable multipart demo.
	Queue observers: Sampling and training clients register queue state observers that integrate with Future.poll/2, emitting debounced warnings with human-readable reasons for rate limiting or capacity throttling, aligned with the Python SDK.
	Proxy-aware HTTP: Tinkex.Config now wires proxy settings through Finch pool configuration, supporting tuple proxies plus TINKEX_PROXY and TINKEX_PROXY_HEADERS while masking credentials in inspect/log output.

Changed
	Checkpoint downloads: Archive downloads stream via Finch instead of loading into memory, maintaining O(1) memory usage while preserving progress callbacks and extraction semantics.

Documentation
	Guides and examples refreshed for custom loss training, streaming checkpoint downloads, multipart uploads, async client creation, and the richer server capabilities response.

[0.1.11] - 2025-11-27
Achieves full behavioral parity with Python SDK (tinker v1.x) across retry semantics, HTTP connection pooling, and missing type definitions.
Breaking Changes
	ServiceClient.create_lora_training_client/2 → /3: base_model is now a required second argument instead of being passed in opts:
# Before (0.1.10)
create_lora_training_client(service, base_model: "meta-llama/Llama-3.1-8B")

# After (0.1.11)
create_lora_training_client(service, "meta-llama/Llama-3.1-8B", opts)

	TrainingClient.save_weights_for_sampler/2 → /3: name is now a required second argument mapping to the server path field:
# Before (0.1.10)
save_weights_for_sampler(training, name: "checkpoint-001")

# After (0.1.11)
save_weights_for_sampler(training, "checkpoint-001", opts)


Added
Python SDK Retry Parity
	HTTP retry now matches Python _base_client.py behavior:	Retries on 408/409/429/5xx (added 409 Conflict support)
	Uses Python jitter formula (0.75–1.0 range) instead of ±25%
	Caps delay at 10s instead of 8s
	Removes 30s wall-clock timeout; max_retries governs retry attempts


	New Tinkex.API.RetryConfig module with Python parity formulas

HTTP Pool Parity
	Pool defaults now align with Python's httpx.Limits:	pool_size: 50, pool_count: 20 for 1000 total connections
	Matches Python max_connections=1000


	Tinkex.Env.pool_size/1 and pool_count/1 for TINKEX_POOL_SIZE/TINKEX_POOL_COUNT env vars
	Tinkex.Application.default_pool_size/0 and default_pool_count/0 exposed; Application.start/2 respects pool config from env or app config

Missing Type Structs
	FutureRetrieveRequest - request type for future polling
	RequestFailedResponse - structured error response type
	SessionHeartbeatRequest / SessionHeartbeatResponse - heartbeat wire types
	TelemetryResponse - telemetry send response type
	Tinkex.Types.TypeAliases module for ModelInputChunk, LossFnInputs, LossFnOutput union types
	SupportedModel - structured model metadata with model_id, model_name, and arch fields

Server Capabilities Type Improvement
	GetServerCapabilitiesResponse.supported_models now returns [SupportedModel.t()] instead of [String.t()]
	Preserves full model metadata (model_id, model_name, arch) from the API response
	Added GetServerCapabilitiesResponse.model_names/1 convenience helper for backward-compatible name extraction
	Backward compatible: parser handles both object and string formats

API Helpers
	Tinkex.API.Helpers.with_raw_response/1 - Python-style raw response access pattern
	Tinkex.API.Helpers.with_streaming_response/1 - Python-style streaming response access pattern

TensorDtype Helpers
	TensorDtype.from_nx_type/1 now emits warnings for float64→float32 downcast and u64→int64 overflow
	TensorDtype.from_nx_type_quiet/1 - silent conversion without warnings
	TensorDtype.check_precision_loss/1 - explicit precision loss checking

Fixed
	Sampling nil-field fix: SampleRequest JSON encoder now omits nil for optional fields like prompt_logprobs instead of encoding as null (server rejects null). Uses drop_nil?: true in Transform layer.
	Tokenizer resolution: Now strips /variant suffix from three-part model names; added Kimi K2 tokenizer with pinned revision
	CLI checkpoint command: Generates default checkpoint names from base_model when --name not provided
	Example bug fixes:	Fixed .samples → .sequences in examples and docs (field was renamed in response type)
	Fixed prompt.tokens → prompt.chunks[0].tokens access pattern in telemetry_live.exs



Changed
	Training loop example adds detailed step timing and clearer output formatting

Documentation
	Updated all guides to use new create_lora_training_client/3 and save_weights_for_sampler/3 signatures
	Added docs/20251126/gaps_05/gap-analysis-python-to-elixir.md: comprehensive gap analysis showing feature-complete parity with Python SDK
	Added docs/20251126/gaps_05/remaining_gaps_fix_plan.md: concrete remaining gaps and fixes to reach 100% parity
	Updated version references from 0.1.10 to 0.1.11 in README and mix.exs

Tests
	Added test/tinkex/api/retry_parity_test.exs: validates Python retry formula, jitter range (0.75–1.0), 10s delay cap, and 409 retry support
	Added test/tinkex/pool_config_parity_test.exs: verifies pool_size × pool_count = 1000 matching Python max_connections
	Added test/tinkex/types/missing_types_parity_test.exs: round-trip tests for new type structs
	Added test/tinkex/api/helpers_test.exs: with_raw_response and with_streaming_response helpers
	Updated integration tests for new TrainingClient API signatures

[0.1.10] - 2025-11-27
Added
RestClient Async API
	All REST methods now have *_async variants returning Task.t() for parallel requests:	get_session_async/2, list_sessions_async/2, get_sampler_async/2
	get_weights_info_by_tinker_path_async/2, list_checkpoints_async/2
	list_user_checkpoints_async/2, get_checkpoint_archive_url_async/2
	delete_checkpoint_async/2, get_training_run_async/2
	get_training_run_by_tinker_path_async/2, list_training_runs_async/2
	publish_checkpoint_async/2, unpublish_checkpoint_async/2
	Plus convenience aliases (delete_checkpoint_by_tinker_path_async/2, publish_checkpoint_from_tinker_path_async/2, etc.)



TrainingClient Tokenizer Helpers
	TrainingClient.get_tokenizer/2 - fetches tokenizer using model info with ETS caching
	TrainingClient.encode/3 - convenience wrapper for tokenizer encoding from training client
	TrainingClient.decode/3 - convenience wrapper for tokenizer decoding from training client

Config Parity Mode
	New parity_mode: :python option to align timeout/retry defaults with Python SDK:	Set via options: Tinkex.Config.new(parity_mode: :python)
	Set via application config: config :tinkex, parity_mode: :python
	Set via environment variable: TINKEX_PARITY=python


	Python parity defaults: timeout: 60_000 (1 min), max_retries: 10 (11 total attempts)
	BEAM-conservative defaults (unchanged): timeout: 120_000 (2 min), max_retries: 2 (3 total attempts)
	New helper functions: Tinkex.Config.default_timeout/0, Tinkex.Config.default_max_retries/0, Tinkex.Config.python_timeout/0, Tinkex.Config.python_max_retries/0
	Tinkex.Env.parity_mode/1 - reads TINKEX_PARITY environment variable

Typed Telemetry Events
	New structs under Tinkex.Types.Telemetry:	EventType - enum for SESSION_START, SESSION_END, UNHANDLED_EXCEPTION, GENERIC_EVENT
	Severity - enum for DEBUG, INFO, WARNING, ERROR, CRITICAL
	GenericEvent, SessionStartEvent, SessionEndEvent, UnhandledExceptionEvent - typed event structs
	TelemetryEvent - union type with to_map/1, from_map/1, event_type/1 dispatch helpers
	TelemetryBatch - batch grouping with to_list/1, from_list/2, size/1
	TelemetrySendRequest - request structure for API transmission



Changed
	Tinkex.Telemetry.Reporter now emits typed structs internally and converts to wire format maps on send
	Tinkex.Env.snapshot/1 now includes parity_mode field

Tests
	Added test/tinkex/types/telemetry_types_test.exs - 53 tests for telemetry type round-trips and conversions
	Added test/tinkex/rest_client_async_test.exs - 14 tests for async REST client with Bypass
	Added test/tinkex/training_client_tokenizer_test.exs - 11 tests for tokenizer helper wiring
	Added test/tinkex/config_parity_test.exs - 10 tests for parity mode configuration
	Extended test/tinkex/env_test.exs - 4 tests for parity_mode/1

[0.1.9] - 2025-11-26
Added
Env and Configuration Parity
	Tinkex.Env: Introduced as the single source of truth for environment-driven configuration knobs.
	Config precedence: Wired Tinkex.Config.new/1 to use opts > app config > env > defaults.
	New env vars: Support for TINKER_TAGS, TINKER_FEATURE_GATES, TINKER_TELEMETRY, TINKER_LOG, TINKEX_DUMP_HEADERS, CLOUDFLARE_ACCESS_CLIENT_ID, and CLOUDFLARE_ACCESS_CLIENT_SECRET.
	Secret masking: Added masking for API key and Cloudflare secrets in inspect and HTTP dumps.
	Config accessors: Exposed tags, feature_gates, telemetry_enabled?, log_level, dump_headers? on Tinkex.Config; documented in environment_configuration.md.

Cloudflare Access and Header Redaction
	CF headers: Inject CF-Access-Client-Id and CF-Access-Client-Secret from config/env into all requests via build_headers/4.
	Redaction: Redact both x-api-key and cf-access-client-secret in request dump logs.
	Tests: Added tests asserting Cloudflare headers are present when configured and that secrets never appear in logs.

Heartbeat Path and SessionManager Robustness
	Heartbeat alignment: Changed Elixir heartbeat endpoint to POST /api/v1/session_heartbeat (matching Python) instead of /api/v1/heartbeat.
	Warning threshold: Introduced heartbeat_warning_after_ms (default 120,000 ms) and emit warnings when heartbeats have failed for longer than this window.
	Resilient sessions: Stop silently dropping sessions on 4xx; keep sessions alive and continue retrying while surfacing failures via logs.
	ETS persistence: Persist session state in a protected ETS table :tinkex_sessions and reload on SessionManager init so restarts preserve heartbeat state.
	Timer cleanup: Ensure heartbeat timers are tracked and cancelled on terminate.

Sampling Retries, Backpressure, and Connection Limiting
	RetryConfig: Added Tinkex.RetryConfig with max_retries, base_delay_ms, max_delay_ms, jitter_pct, progress_timeout_ms, max_connections, and enable_retry_logic.
	SamplingClient integration: Integrated RetryConfig into SamplingClient; allow per-client configs and a simple keyword shorthand retry_config: [...].
	RetryHandler: Use RetryHandler.from_config/1 to wrap sampling requests with retry logic matching Python semantics (0.5s base, 10s cap, 25% jitter, long progress timeout).
	RetrySemaphore: Introduced Tinkex.RetrySemaphore to cap concurrent sampling attempts per client using an ETS-backed semaphore and max_connections.
	Retry defaults: Removed hardcoded max_retries: 0 in Sampling API; now respects configured max_retries from RetryConfig or opts.
	Tests: Added tests for RetryConfig, RetryHandler jitter, RetrySemaphore, and integration cases for enabled/disabled retries.

Training Persistence and Checkpoint Workflows
	LoadWeightsRequest fix: Fixed wire protocol by renaming load_optimizer_state to optimizer to match Python and server expectations.
	TrainingClient.save_state/3: Implemented to save training checkpoints via /api/v1/save_weights, returning SaveWeightsResponse with tinker:// path.
	TrainingClient.load_state/3: Implemented to load weights via /api/v1/load_weights.
	TrainingClient.load_state_with_optimizer/3: Implemented to load weights with optimizer state.
	ServiceClient.create_training_client_from_state/3: Uses RestClient.get_weights_info_by_tinker_path/2 to derive base_model and LoRA rank, creates a TrainingClient, then loads the checkpoint.
	SaveWeightsForSamplerResponse: Extended to support both path and sampling_session_id-only responses, matching ephemeral sampler flows.
	TrainingClient.save_weights_and_get_sampling_client/2: Added to save sampler weights or ephemeral sessions and return a SamplingClient.
	TrainingClient.save_weights_and_get_sampling_client_sync/2: Synchronous helper variant.
	Docs & examples: Added training_persistence.md guide and examples training_persistence_live.exs and save_weights_and_sample.exs.

Model Info and Unload Endpoints
	Types: Added ModelData, GetInfoRequest, GetInfoResponse, UnloadModelRequest, and UnloadModelResponse types.
	API endpoints: Implemented Tinkex.API.Models.get_info/2 and unload_model/2 on top of /api/v1/get_info and /api/v1/unload_model.
	TrainingClient.get_info/1: Wired to the typed get_info endpoint, returning GetInfoResponse for tokenizer_id and architecture.
	TrainingClient.unload_model/1: Wired to the unload_model endpoint with support for both immediate and future-based responses.
	Example & guide: Added model_info_and_unload.exs example and model_info_unload.md guide.

REST Surface Parity and Tinker-Path Helpers
	RestClient.get_sampler/2: Exposed on top of Rest.get_sampler/2, returning typed GetSamplerResponse.
	RestClient.get_weights_info_by_tinker_path/2: Returns WeightsInfoResponse.
	New helpers:	get_training_run_by_tinker_path/2
	delete_checkpoint_by_tinker_path/2
	publish_checkpoint_from_tinker_path/2
	unpublish_checkpoint_from_tinker_path/2
	get_checkpoint_archive_url_by_tinker_path/2


	Docs: Extended checkpoint_management.md to use the new helpers.

Telemetry and Task Supervision
	Task.Supervisor: Introduced top-level Tinkex.TaskSupervisor and route telemetry HTTP sends through it instead of Task.start/1.
	Child specs: Made SamplingClient and TrainingClient child_spec use restart: :temporary to avoid restart storms and match user-managed lifecycle semantics.
	Telemetry toggle: Keep telemetry_enabled? driven by Tinkex.Config.telemetry_enabled? with TINKER_TELEMETRY as the env fallback.

Docs, Guides, and Examples
	New guides: environment_configuration.md, advanced configuration updates describing env precedence, Cloudflare Access, and heartbeat tuning.
	Retry guide: Extended retry_and_error_handling.md with SamplingClient retry_config details and connection limiting behavior.
	Persistence guides: Added training_persistence.md and model_info_unload.md focused on checkpoints, optimizer state, and model metadata APIs.
	Examples README: Updated examples/README.md and run_all.sh to include new examples: heartbeat_probe.exs, model_info_and_unload.exs, training_persistence_live.exs, save_weights_and_sample.exs.

Tests
	Added unit tests for Env, Config precedence, Cloudflare redaction, RetryConfig, RetryHandler, RetrySemaphore, ModelInfo and Unload types, LoadWeightsRequest wire format, and updated rate limiter behavior.
	Added integration tests covering:	Multi-client concurrency with retry_config enabled/disabled
	Sampling workflows under rate limits and transient errors
	Training loop + checkpoint flows with save/load and from_state
	SessionManager heartbeat path and warning behavior



[0.1.8] - 2025-11-26
Added
	NotGiven + transform layer: Introduced omit/not-given sentinels and request transformation with aliasing/formatting to mirror Python serialization semantics.
	REST client parity: Added RestClient.get_sampler/2, RestClient.get_weights_info_by_tinker_path/2, and tinker-path convenience aliases (training run, delete/archive/publish/unpublish) to match Python ergonomics.
	Response wrappers & SSE: Added Tinkex.API.Response with metadata (headers, status, URL, elapsed, retries) plus SSE decoding helpers and streaming response support for event-stream endpoints.
	Typed responses: New structs for weight save/load responses, training runs, cursors, server capabilities, and health checks; REST training run endpoints now decode into typed structs.
	Service endpoints: Implemented /api/v1/get_server_capabilities and /api/v1/healthz in Tinkex.API.Service.
	Sampling helper: Added SamplingClient.compute_logprobs/3 convenience for prompt token logprobs.
	CLI management: Added checkpoint management subcommands (list/info/publish/unpublish/delete/download) and run management subcommands (list/info) with corresponding tests and docs.
	Live example: New examples/live_capabilities_and_logprobs.exs showing capabilities + health probes and prompt logprobs; included in examples/run_all.sh.
	Centralized env + Cloudflare headers: Tinkex.Env feeds Tinkex.Config/HTTP defaults (API key, base URL, tags, feature gates, telemetry, log level, dump headers, Cloudflare Access) with redaction helpers, matching Python env behavior and ADR-002.

Fixed
	RestClient training run endpoints now return typed structs, and publish/unpublish checkpoint helpers are wired through REST with CLI wrappers.
	Session heartbeat parity: Heartbeats now POST to /api/v1/session_heartbeat (matching Python), continue retrying on all errors, and emit warnings after sustained failure windows instead of silently dropping sessions on 4xx. Added a guarded probe script to verify /api/v1/session_heartbeat = 200 and /api/v1/heartbeat = 404 against a real server.

[0.1.7] - 2025-11-26
Added
	Telemetry Reporter: New Tinkex.Telemetry.Reporter batches client-side telemetry (session start/end, HTTP, queue, custom events, exceptions) with configurable flush interval/threshold, HTTP timeout, and retry/backoff, plus wait-until-drained semantics and fatal-exception flushing. ServiceClient boots a reporter automatically and exposes it via telemetry_reporter/1; telemetry can be disabled with TINKER_TELEMETRY=0.
	Telemetry examples: Added examples/telemetry_live.exs and examples/telemetry_reporter_demo.exs, documented in READMEs and included in examples/run_all.sh, showcasing reporter lifecycle, custom events, retries, drain/wait, and graceful shutdown.
	Coverage: Added test/tinkex/telemetry_reporter_test.exs for reporter lifecycle, backoff, exception handling, and drain semantics; tests disable backend telemetry via TINKER_TELEMETRY=0.

Changed
	Telemetry attribution: Sampling/training/client APIs now merge optional :telemetry_metadata (including session, sampling session, and model sequence IDs) into HTTP telemetry so backend events are session-scoped; telemetry POSTs honor configurable timeouts.
	Docs: README highlights the telemetry reporter, backend shipping flow, and metadata tagging; installation snippet bumped to ~> 0.1.7.

[0.1.6] - 2025-11-25
Added
	Metrics aggregation via Tinkex.Metrics: counters for total/success/failure HTTP requests, latency histograms with p50/p95/p99, snapshot/0, reset/0, and flush/0.
	Automatic telemetry wiring: the metrics server starts under Tinkex.Application and subscribes to [:tinkex, :http, :request, :stop] by default.
	Live metrics example: examples/metrics_live.exs runs a sampling call against the live API and prints the metrics snapshot; added to examples/run_all.sh and documented in examples/README.md.

Changed
	Docs: README now highlights metrics and shows a quick snapshot snippet; installation version bumped to ~> 0.1.6.

[0.1.5] - 2025-11-25
Added
	Structured Regularizer Composition: New TrainingClient.forward_backward_custom/4 API for computing custom loss functions with composable regularizers in Elixir/Nx.
	RegularizerSpec type (lib/tinkex/types/regularizer_spec.ex): Typed configuration struct for regularizers with validation, supporting:	fn - Regularizer function of arity 2 returning {loss_tensor, metrics_map}
	weight - Non-negative float multiplier for loss contribution
	name - String identifier for telemetry and metrics
	async - Boolean flag for Task-returning regularizers


	RegularizerOutput type (lib/tinkex/types/regularizer_output.ex): Metrics struct for individual regularizer results including value, weight, contribution, and optional gradient norms.
	CustomLossOutput type (lib/tinkex/types/custom_loss_output.ex): Structured output from composed loss computation with base loss metrics, per-regularizer outputs, and totals. Implements Jason.Encoder for serialization.
	Regularizer behaviour (lib/tinkex/regularizer/regularizer.ex): Formal interface with @callback compute/3 and optional @callback name/0 for module-based regularizers.
	GradientTracker (lib/tinkex/regularizer/gradient_tracker.ex): Nx-based gradient norm computation using Nx.Defn.grad for monitoring training dynamics:	compute_grad_norm/2 - L2 norm for arbitrary loss functions
	grad_norm_for_regularizer/3 - Per-regularizer gradient norms
	total_grad_norm/4 - Combined gradient norm for full loss composition


	Executor (lib/tinkex/regularizer/executor.ex): Parallel/sequential regularizer execution using Task.async_stream/3:	Configurable parallelism with max_concurrency option
	Timeout handling with task cleanup
	Support for async (Task-returning) regularizers
	Telemetry emission for start/stop/exception events


	Pipeline (lib/tinkex/regularizer/pipeline.ex): Orchestration module coordinating base loss and regularizer execution:	Input validation and duplicate name detection
	Parallel execution by default
	Optional gradient norm tracking
	Comprehensive telemetry events


	Regularizer Telemetry (lib/tinkex/regularizer/telemetry.ex): Convenience helpers for attaching telemetry handlers to regularizer events:	[:tinkex, :custom_loss, :start | :stop | :exception]

	[:tinkex, :regularizer, :compute, :start | :stop | :exception]




Changed
	TrainingClient: Added forward_backward_custom/4 public function and corresponding handle_call clause for custom loss computation with regularizers.

[0.1.4] - 2025-11-25
	Added EXLA dependency ({:exla, "~> 0.7"}) and configured Nx to use EXLA.Backend by default, enabling GPU/CPU-accelerated tensor operations for custom loss computation in Elixir.
	Introduced TrainingClient.forward/4 for forward-only inference without backward pass, returning logprobs that can be converted to Nx tensors via TensorData.to_nx/1.
	Added Training.forward_future/2 API endpoint for server-side future-based forward pass requests.
	Created forward_inference.exs example demonstrating the forward-only API, Nx tensor conversion, and EXLA-accelerated operations.
	Foundation for structured regularizer pipelines where custom loss functions and gradients are computed in Elixir/Nx rather than on the server.

[0.1.3] - 2025-11-25
	Made SessionManager.stop_session/2 a synchronous GenServer call so heartbeat removal finishes before the client returns and refined heartbeat error handling to drop sessions silently on client-visible errors (e.g., 404) just like the Python SDK.
	Added REST endpoints for fetching samplers, weights metadata, and training runs along with the new GetSamplerResponse and WeightsInfoResponse structs, ImageChunk.expected_tokens, LoadWeightsRequest.load_optimizer_state, and the :cispo/:dro LossFnType variants; expanded tests, serialization rounds, and .gitignore coverage to match the higher API parity.
	Introduced the weightsinspection.exs example showing how to query checkpoint metadata, LoRA ranks, and sampler state via REST plus published detailed architectural documentation and a Structured Regularizers design doc that outlines custom loss/telemetry workflows requiring Nx/EXLA gradient computation support.

[0.1.2] - 2025-11-22
	Fixed future polling to handle direct ForwardBackwardOutput payloads (no status/type wrapper) by normalizing them into completed responses, unblocking TrainingClient.forward_backward/3 result parsing.

[0.1.1] - 2025-11-21
	Added Tinkex.RestClient for synchronous session and checkpoint management (list/get/delete and archive URL retrieval) with typed response structs.
	Added Tinkex.CheckpointDownload to fetch and extract checkpoint archives with overwrite and progress callback options.
	Added async client factories (ServiceClient.create_sampling_client_async/2, SamplingClient.create_async/2, TrainingClient.create_sampling_client_async/3) to parallelize client creation.
	Expanded docs and examples to cover sessions, checkpoint management, downloads, and async workflows; included the changelog in HexDocs extras for publishing.
	Fixed REST URL construction so query parameters (e.g., checkpoint archive URLs) are sent correctly, resolving 404s when fetching checkpoint downloads.
	Avoided over-encoding tinker:// paths in checkpoint archive/delete endpoints so sampler checkpoints resolve correctly.

[0.1.0]
	Initial release.



  

    License


                                 Apache License
                           Version 2.0, January 2004
                        http://www.apache.org/licenses/

   TERMS AND CONDITIONS FOR USE, REPRODUCTION, AND DISTRIBUTION

   1. Definitions.

      "License" shall mean the terms and conditions for use, reproduction,
      and distribution as defined by Sections 1 through 9 of this document.

      "Licensor" shall mean the copyright owner or entity authorized by
      the copyright owner that is granting the License.

      "Legal Entity" shall mean the union of the acting entity and all
      other entities that control, are controlled by, or are under common
      control with that entity. For the purpose of this definition,
      "control" means (i) the power, direct or indirect, to cause the
      direction or management of such entity, whether by contract or
      otherwise, or (ii) ownership of fifty percent (50%) or more of the
      outstanding shares, or (iii) beneficial ownership of such entity.

      "You" (or "Your") shall mean an individual or Legal Entity
      exercising permissions granted by this License.

      "Source" form shall mean the preferred form for making modifications,
      including but not limited to software source code, documentation
      source, and configuration files.

      "Object" form shall mean any form resulting from mechanical
      transformation or translation of a Source form, including but
      not limited to compiled object code, generated documentation,
      and conversions to other media types.

      "Work" shall mean the work of authorship, whether in Source or
      Object form, made available under the License, as indicated by a
      copyright notice that is included in or attached to the work
      (an example is provided in the Appendix below).

      "Derivative Works" shall mean any work, whether in Source or Object
      form, that is based on (or derived from) the Work and for which the
      editorial revisions, annotations, elaborations, or other modifications
      represent, as a whole, an original work of authorship. For the purposes
      of this License, Derivative Works shall not include works that remain
      separable from, or merely link (or bind by name) to the interfaces of,
      the Work and Derivative Works thereof.

      "Contribution" shall mean any work of authorship, including
      the original version of the Work and any modifications or additions
      to that Work or Derivative Works thereof, that is intentionally
      submitted to Licensor for inclusion in the Work by the copyright owner
      or by an individual or Legal Entity authorized to submit on behalf of
      the copyright owner. For the purposes of this definition, "submitted"
      means any form of electronic, verbal, or written communication sent
      to the Licensor or its representatives, including but not limited to
      communication on electronic mailing lists, source code control systems,
      and issue tracking systems that are managed by, or on behalf of, the
      Licensor for the purpose of discussing and improving the Work, but
      excluding communication that is conspicuously marked or otherwise
      designated in writing by the copyright owner as "Not a Contribution."

      "Contributor" shall mean Licensor and any individual or Legal Entity
      on behalf of whom a Contribution has been received by Licensor and
      subsequently incorporated within the Work.

   2. Grant of Copyright License. Subject to the terms and conditions of
      this License, each Contributor hereby grants to You a perpetual,
      worldwide, non-exclusive, no-charge, royalty-free, irrevocable
      copyright license to reproduce, prepare Derivative Works of,
      publicly display, publicly perform, sublicense, and distribute the
      Work and such Derivative Works in Source or Object form.

   3. Grant of Patent License. Subject to the terms and conditions of
      this License, each Contributor hereby grants to You a perpetual,
      worldwide, non-exclusive, no-charge, royalty-free, irrevocable
      (except as stated in this section) patent license to make, have made,
      use, offer to sell, sell, import, and otherwise transfer the Work,
      where such license applies only to those patent claims licensable
      by such Contributor that are necessarily infringed by their
      Contribution(s) alone or by combination of their Contribution(s)
      with the Work to which such Contribution(s) was submitted. If You
      institute patent litigation against any entity (including a
      cross-claim or counterclaim in a lawsuit) alleging that the Work
      or a Contribution incorporated within the Work constitutes direct
      or contributory patent infringement, then any patent licenses
      granted to You under this License for that Work shall terminate
      as of the date such litigation is filed.

   4. Redistribution. You may reproduce and distribute copies of the
      Work or Derivative Works thereof in any medium, with or without
      modifications, and in Source or Object form, provided that You
      meet the following conditions:

      (a) You must give any other recipients of the Work or
          Derivative Works a copy of this License; and

      (b) You must cause any modified files to carry prominent notices
          stating that You changed the files; and

      (c) You must retain, in the Source form of any Derivative Works
          that You distribute, all copyright, patent, trademark, and
          attribution notices from the Source form of the Work,
          excluding those notices that do not pertain to any part of
          the Derivative Works; and

      (d) If the Work includes a "NOTICE" text file as part of its
          distribution, then any Derivative Works that You distribute must
          include a readable copy of the attribution notices contained
          within such NOTICE file, excluding those notices that do not
          pertain to any part of the Derivative Works, in at least one
          of the following places: within a NOTICE text file distributed
          as part of the Derivative Works; within the Source form or
          documentation, if provided along with the Derivative Works; or,
          within a display generated by the Derivative Works, if and
          wherever such third-party notices normally appear. The contents
          of the NOTICE file are for informational purposes only and
          do not modify the License. You may add Your own attribution
          notices within Derivative Works that You distribute, alongside
          or as an addendum to the NOTICE text from the Work, provided
          that such additional attribution notices cannot be construed
          as modifying the License.

      You may add Your own copyright statement to Your modifications and
      may provide additional or different license terms and conditions
      for use, reproduction, or distribution of Your modifications, or
      for any such Derivative Works as a whole, provided Your use,
      reproduction, and distribution of the Work otherwise complies with
      the conditions stated in this License.

   5. Submission of Contributions. Unless You explicitly state otherwise,
      any Contribution intentionally submitted for inclusion in the Work
      by You to the Licensor shall be under the terms and conditions of
      this License, without any additional terms or conditions.
      Notwithstanding the above, nothing herein shall supersede or modify
      the terms of any separate license agreement you may have executed
      with Licensor regarding such Contributions.

   6. Trademarks. This License does not grant permission to use the trade
      names, trademarks, service marks, or product names of the Licensor,
      except as required for reasonable and customary use in describing the
      origin of the Work and reproducing the content of the NOTICE file.

   7. Disclaimer of Warranty. Unless required by applicable law or
      agreed to in writing, Licensor provides the Work (and each
      Contributor provides its Contributions) on an "AS IS" BASIS,
      WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or
      implied, including, without limitation, any warranties or conditions
      of TITLE, NON-INFRINGEMENT, MERCHANTABILITY, or FITNESS FOR A
      PARTICULAR PURPOSE. You are solely responsible for determining the
      appropriateness of using or redistributing the Work and assume any
      risks associated with Your exercise of permissions under this License.

   8. Limitation of Liability. In no event and under no legal theory,
      whether in tort (including negligence), contract, or otherwise,
      unless required by applicable law (such as deliberate and grossly
      negligent acts) or agreed to in writing, shall any Contributor be
      liable to You for damages, including any direct, indirect, special,
      incidental, or consequential damages of any character arising as a
      result of this License or out of the use or inability to use the
      Work (including but not limited to damages for loss of goodwill,
      work stoppage, computer failure or malfunction, or any and all
      other commercial damages or losses), even if such Contributor
      has been advised of the possibility of such damages.

   9. Accepting Warranty or Additional Liability. While redistributing
      the Work or Derivative Works thereof, You may choose to offer,
      and charge a fee for, acceptance of support, warranty, indemnity,
      or other liability obligations and/or rights consistent with this
      License. However, in accepting such obligations, You may act only
      on Your own behalf and on Your sole responsibility, not on behalf
      of any other Contributor, and only if You agree to indemnify,
      defend, and hold each Contributor harmless for any liability
      incurred by, or claims asserted against, such Contributor by reason
      of your accepting any such warranty or additional liability.

   END OF TERMS AND CONDITIONS

   APPENDIX: How to apply the Apache License to your work.

      To apply the Apache License to your work, attach the following
      boilerplate notice, with the fields enclosed by brackets "[]"
      replaced with your own identifying information. (Don't include
      the brackets!)  The text should be enclosed in the appropriate
      comment syntax for the file format. We also recommend that a
      file or class name and description of purpose be included on the
      same "printed page" as the copyright notice for easier
      identification within third-party archives.

   Copyright 2025 North Shore AI

   Licensed under the Apache License, Version 2.0 (the "License");
   you may not use this file except in compliance with the License.
   You may obtain a copy of the License at

       http://www.apache.org/licenses/LICENSE-2.0

   Unless required by applicable law or agreed to in writing, software
   distributed under the License is distributed on an "AS IS" BASIS,
   WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
   See the License for the specific language governing permissions and
   limitations under the License.



  

    Tinkex Examples

This directory contains examples demonstrating the core functionality of the Tinkex SDK. Each example is a self-contained script that illustrates specific features and workflows, from basic sampling operations to advanced checkpoint management and training loops.
Overview
The examples are organized by functionality and complexity, ranging from simple single-operation demonstrations to complete end-to-end workflows. All examples require a valid Tinker API key and can be configured through environment variables to customize their behavior.
Example Index
	sampling_basic.exs – basic sampling client creation and prompt decoding
	training_loop.exs – forward/backward pass, optim step, save weights, and optional sampling
	custom_loss_training.exs – live custom loss training that sends gradients to the backend via forward_backward_custom/4
	forward_inference.exs – forward-only pass returning logprobs for custom loss computation/evaluation with Nx/EXLA
	structured_regularizers.exs – composable regularizer pipeline demo with mock data (runs offline)
	structured_regularizers_live.exs – custom loss with inline regularizer terms via live Tinker API
	live_capabilities_and_logprobs.exs – live health/capabilities check plus prompt logprobs (requires API key)
	model_info_and_unload.exs – fetch active model metadata (tokenizer id, arch) and unload the session (requires API key)
	sessions_management.exs – REST session listing and detail queries
	checkpoints_management.exs – user checkpoint listing with metadata inspection
	checkpoint_download.exs – streaming checkpoint download (O(1) memory) with progress callbacks and extraction
	weights_inspection.exs – sampler/weights metadata inspection for LoRA+training run validation
	async_client_creation.exs – parallel sampling client creation via Task-based flows
	cli_run_text.exs – programmatic tinkex run invocation with inline prompts
	cli_run_prompt_file.exs – CLI sampling with prompt files and JSON output capture
	tinkex checkpoint list --limit 0 --format json --api-key "$TINKER_API_KEY" – fetch all checkpoints via the CLI with progress to stderr and JSON totals/shown counts for automation
	tinkex run list --limit 0 --format json --api-key "$TINKER_API_KEY" – emit JSON run listings (owner/LoRA/status/checkpoints/user_metadata) with pagination progress for scripting
	metrics_live.exs – live sampling + metrics snapshot (counters and latency percentiles)
	telemetry_live.exs – live telemetry with custom events and sampling
	telemetry_reporter_demo.exs – comprehensive telemetry reporter demo with all features
	retry_and_capture.exs – retry helper + capture macros with telemetry events
	heartbeat_probe.exs – guarded live probe that asserts /api/v1/session_heartbeat returns 200 and /api/v1/heartbeat returns 404 (opt-in via env)
	training_persistence_live.exs – save a checkpoint, reload it with optimizer state, and spin up a fresh training client from the saved weights (requires only TINKER_API_KEY)
	save_weights_and_sample.exs – use the synchronous helper to save sampler weights and immediately create a SamplingClient, then run a sample with the freshly saved weights (requires TINKER_API_KEY)
	file_upload_multipart.exs – demonstrates multipart/form-data encoding capability (file transformation, form serialization, boundary generation); uses examples/uploads/sample_upload.bin by default (override via TINKER_UPLOAD_FILE). Note: runs without API key to demo encoding; set TINKER_API_KEY and TINKER_UPLOAD_ENDPOINT to test live uploads
	multimodal_resume_and_cleanup.exs – builds a multimodal payload with expected_tokens, tries to pick a vision-capable model from live capabilities (override via TINKER_BASE_MODEL), runs a live sampling request when a vision model is available (otherwise logs and skips), then restores a training client with optimizer state (uses TINKER_CHECKPOINT_PATH override or caches the first checkpoint at tmp/checkpoints/default.path; only TINKER_API_KEY is required) and prints the CLI multi-delete usage
	checkpoint_multi_delete_live.exs – creates two live checkpoints, caches their tinker:// paths under tmp/checkpoints/default.path, and deletes both with a single CLI invocation (one confirmation via --yes; only TINKER_API_KEY is required)
	llama3_tokenizer_override_live.exs – runs a live sample on Llama-3 and demonstrates the tokenizer override (thinkingmachineslabinc/meta-llama-3-tokenizer) via encode/decode around the live output (only TINKER_API_KEY is required)
	Sampling retry tuning is supported in any sampling example via retry_config (e.g., pass
retry_config: [max_connections: 20, progress_timeout_ms: 120_000] to
ServiceClient.create_sampling_client/2 inside sampling_basic.exs if you want to see the
time-bounded retries and semaphore-based limiter in action).
	examples/run_all.sh – helper script that runs each example sequentially

Prerequisites
Before running any example, ensure you have:
	Elixir 1.14 or later installed
	A valid Tinker API key
	Network access to the Tinker API endpoints
	The Tinkex application dependencies installed via mix deps.get

Configuration
All examples use environment variables for configuration. The following variables are commonly used across multiple examples:
Required Variables:
	TINKER_API_KEY - Your Tinker API authentication key

Optional Variables:
	TINKER_BASE_URL - API endpoint URL (defaults to production endpoint)
	TINKER_BASE_MODEL - Model identifier for sampling and training operations
	TINKER_PROMPT - Custom prompt text for sampling examples
	TINKER_MAX_TOKENS - Maximum tokens to generate in sampling operations
	TINKER_TEMPERATURE - Temperature parameter for sampling (controls randomness)
	TINKER_NUM_SAMPLES - Number of sequences to generate
	TINKER_CHECKPOINT_PATH - Optional override for optimizer resume path in multimodal_resume_and_cleanup.exs; falls back to cached tmp/checkpoints/default.path or the first checkpoint discovered via API

Running Examples
Each example can be executed directly using the Mix run command:
export TINKER_API_KEY="your-api-key-here"
mix run examples/example_name.exs

For examples requiring additional configuration, set the relevant environment variables before execution:
export TINKER_API_KEY="your-api-key-here"
export TINKER_BASE_MODEL="meta-llama/Llama-3.1-8B"
export TINKER_PROMPT="Your custom prompt here"
mix run examples/sampling_basic.exs

Run every example in one go
To run the curated set of runnable scripts sequentially, use the helper script:
export TINKER_API_KEY="your-api-key-here"
examples/run_all.sh

The script simply iterates through the example list and executes mix run examples/<name>.exs for each entry, exiting on the first failure. Export any additional variables (e.g., TINKER_BASE_MODEL, TINKER_PROMPT, TINKEX_DEBUG=1) before invoking the script so they apply to every example.
Heartbeat probe
To verify the live heartbeat path, run:
export TINKER_API_KEY="your-api-key-here"
# optional:
# export TINKER_BASE_URL="https://tinker.thinkingmachines.dev/services/tinker-prod"
mix run examples/heartbeat_probe.exs

The probe creates a session, expects POST /api/v1/session_heartbeat to return 200, and asserts POST /api/v1/heartbeat returns 404.
Example Descriptions
sampling_basic.exs
This example demonstrates the fundamental sampling workflow using the Tinkex SDK. It creates a service client, initializes a sampling client with a base model, and generates text completions from a given prompt.
Key Features:
	Service client initialization and configuration
	Sampling client creation from base models
	Prompt encoding and tokenization
	Asynchronous sampling with configurable parameters
	Response decoding and output formatting

Configuration Variables:
	TINKER_API_KEY (required)
	TINKER_BASE_URL (optional)
	TINKER_BASE_MODEL (optional, defaults to Llama-3.1-8B)
	TINKER_PROMPT (optional, defaults to "Hello from Tinkex!")
	TINKER_MAX_TOKENS (optional, defaults to 64)
	TINKER_TEMPERATURE (optional, defaults to 0.7)
	TINKER_NUM_SAMPLES (optional, defaults to 1)
	TINKER_SAMPLE_TIMEOUT (optional, defaults to 30000ms)

training_loop.exs
This example illustrates a complete training workflow including forward-backward passes, optimizer steps, weight persistence, and optional sampling from trained weights. It demonstrates the full lifecycle of fine-tuning a language model using LoRA (Low-Rank Adaptation).
Key Features:
	Training client initialization with LoRA configuration
	Model input preparation and tokenization
	Forward-backward pass execution for gradient computation
	Optimizer step application (Adam)
	Weight saving for inference
	Optional sampling from fine-tuned weights

Configuration Variables:
	TINKER_API_KEY (required)
	TINKER_BASE_URL (optional)
	TINKER_BASE_MODEL (optional, defaults to Llama-3.1-8B)
	TINKER_PROMPT (optional, training prompt)
	TINKER_SAMPLE_AFTER_TRAIN (optional, "1" to enable post-training sampling)
	TINKER_SAMPLE_PROMPT (optional, prompt for post-training sampling)

custom_loss_training.exs
Live custom loss training that mirrors the Python SDK’s forward_backward_custom behavior. The example runs a forward pass to obtain logprobs, computes a user-defined loss in Elixir/Nx (per-datum logprob tensors), sends gradients back to the server, and immediately runs optim_step/2 to apply them.
Key Features:
	Per-datum logprobs passed to a custom Nx loss function
	Gradients are sent to the backend as weights (actual training occurs)
	Returns ForwardBackwardOutput so optim_step/2 works without special handling
	LoRA training client creation against a live model

Configuration Variables:
	TINKER_API_KEY (required)
	TINKER_BASE_URL (optional)
	TINKER_BASE_MODEL (optional, defaults to Llama-3.1-8B)

save_weights_and_sample.exs
Demonstrates the synchronous helper TrainingClient.save_weights_and_get_sampling_client_sync/2: saves sampler weights (or performs an ephemeral sampler save), instantiates a SamplingClient, and performs a sample using the freshly saved weights.
Configuration Variables:
	TINKER_API_KEY (required)
	TINKER_BASE_URL (optional)
	TINKER_BASE_MODEL (optional, defaults to Llama-3.1-8B)
	TINKER_PROMPT (optional, defaults to "Hello from Tinkex!")
	TINKER_MAX_TOKENS (optional, defaults to 32)

forward_inference.exs
This example demonstrates the forward-only API introduced in SDK version 0.1.4 for running inference without a backward pass. It shows how to obtain logprobs from a forward pass and convert them to Nx tensors using the EXLA backend for accelerated custom loss computation.
Key Features:
	Forward-only inference without backward pass overhead
	Logprobs extraction from forward output
	Conversion to Nx tensors via TensorData.to_nx/1
	EXLA-accelerated tensor operations demonstration
	Custom loss computation foundation for advanced training workflows

Configuration Variables:
	TINKER_API_KEY (required)
	TINKER_BASE_URL (optional)
	TINKER_BASE_MODEL (optional, defaults to Llama-3.1-8B)
	TINKER_PROMPT (optional, prompt for forward pass)

Use Cases:
	Custom loss functions computed in Elixir/Nx with EXLA acceleration
	Inference-only workflows that need logprobs
	Building structured regularizer pipelines
	Gradient computation in Elixir rather than on the server

live_capabilities_and_logprobs.exs
This live demo probes server capabilities, checks health, and computes prompt logprobs via the new SamplingClient.compute_logprobs/3 helper. It uses real network calls and therefore requires a valid API key.
Key Features:
	Retrieves supported models from /api/v1/get_server_capabilities with full metadata
	Displays SupportedModel structs with model_id, model_name, and arch fields
	Uses the model_names/1 convenience helper for backward-compatible name extraction
	Performs a /api/v1/healthz readiness check
	Spawns a ServiceClient + SamplingClient to compute prompt logprobs

Server Capabilities Response:
The GetServerCapabilitiesResponse now returns a list of SupportedModel structs instead of plain strings, preserving full model metadata:
%GetServerCapabilitiesResponse{
  supported_models: [
    %SupportedModel{
      model_id: "llama-3-8b",
      model_name: "meta-llama/Meta-Llama-3-8B",
      arch: "llama"
    },
    %SupportedModel{
      model_id: "qwen2-72b",
      model_name: "Qwen/Qwen2-72B",
      arch: "qwen2"
    }
  ]
}

# Convenience helper for just the names:
GetServerCapabilitiesResponse.model_names(resp)
# => ["meta-llama/Meta-Llama-3-8B", "Qwen/Qwen2-72B"]
Configuration Variables:
	TINKER_API_KEY (required)
	TINKER_BASE_URL (optional)
	TINKER_BASE_MODEL (optional, defaults to Llama-3.1-8B)
	TINKER_PROMPT (optional, defaults to "Hello from Tinkex!")

Quickstart:
export TINKER_API_KEY="your-api-key-here"
# Optional:
# export TINKER_BASE_URL="https://custom-endpoint"
# export TINKER_BASE_MODEL="meta-llama/Llama-3.1-8B"
# export TINKER_PROMPT="Hello world"
mix run examples/live_capabilities_and_logprobs.exs
# Or run the full suite (includes this demo last):
examples/run_all.sh

Expected output includes supported models with metadata (model_id, architecture), status: ok for health, and a list of prompt logprobs.
model_info_and_unload.exs
Fetch active model metadata via the TrainingClient (get_info) and explicitly unload the model when finished. This is the quickest way to confirm the tokenizer id returned by the service and to release GPU memory for the session.
Key Features:
	Creates a training client for the configured base model
	Calls /api/v1/get_info to print model_name, arch, and tokenizer_id
	Calls /api/v1/unload_model to end the session

Configuration Variables:
	TINKER_API_KEY (required)
	TINKER_BASE_URL (optional, defaults to production)
	TINKER_BASE_MODEL (optional, defaults to meta-llama/Llama-3.1-8B)

Quickstart:
export TINKER_API_KEY="your-api-key-here"
mix run examples/model_info_and_unload.exs

structured_regularizers.exs
This example demonstrates the structured regularizer composition system introduced in SDK version 0.1.5. It shows how to define composable regularizers, execute them in parallel or sequentially, track gradient norms, and serialize outputs to JSON. This example uses mock data and runs without a Tinker server connection.
Key Features:
	RegularizerSpec configuration with weight and name
	Multiple regularizer types (L1 sparsity, entropy, L2 weight decay)
	Pipeline.compute for orchestrated loss composition
	Parallel vs sequential execution comparison
	Gradient norm tracking for training dynamics monitoring
	Async regularizers for I/O-bound operations
	Direct Executor and GradientTracker usage
	Telemetry integration with attach_logger
	JSON serialization of CustomLossOutput and RegularizerOutput
	Error handling for duplicate names and invalid inputs
	Module-based regularizers using Tinkex.Regularizer behaviour

Configuration Variables:
	None required (uses mock data)

Use Cases:
	Learning the regularizer API without server access
	Testing regularizer functions before live deployment
	Understanding the loss composition formula
	Exploring gradient tracking capabilities

structured_regularizers_live.exs
This example demonstrates custom loss computation with composable regularizers using the live Tinker API. It connects to a real Tinker server, performs a forward pass to obtain logprobs, and computes the composed loss with gradient tracking.
Key Features:
	Live API connection with TrainingClient
	Tokenization of text prompts via ModelInput.from_text
	L1 sparsity and entropy regularizers
	TrainingClient.forward_backward_custom integration
	Real gradient norm computation from server logprobs
	JSON output with complete metrics

Configuration Variables:
	TINKER_API_KEY (required)
	TINKER_BASE_URL (optional)
	TINKER_BASE_MODEL (optional, defaults to Llama-3.1-8B)

Use Cases:
	Production custom loss computation
	Research workflows with real model logprobs
	Training dynamics monitoring with gradient norms
	Composable regularization in live training loops

sessions_management.exs
This example demonstrates the session management capabilities introduced in SDK version 0.1.1. It shows how to create a REST client, list all active sessions, and retrieve detailed information about specific sessions including associated training runs and samplers.
Key Features:
	REST client creation and initialization
	Session listing with pagination support
	Session detail retrieval
	Training run and sampler enumeration

Configuration Variables:
	TINKER_API_KEY (required)
	TINKER_BASE_URL (optional)

checkpoints_management.exs
This example showcases checkpoint management operations including listing user checkpoints, filtering by training run, and viewing detailed checkpoint metadata such as size, creation time, and accessibility status.
Key Features:
	User checkpoint listing with pagination
	Run-specific checkpoint filtering
	Checkpoint metadata inspection
	Size formatting and status reporting

Configuration Variables:
	TINKER_API_KEY (required)
	TINKER_BASE_URL (optional)
	TINKER_RUN_ID (optional, filters checkpoints by training run)

weights_inspection.exs
This example demonstrates the weights and sampler inspection APIs for querying checkpoint metadata, validating LoRA compatibility, and inspecting sampler state. These APIs are useful for validating checkpoints before loading and debugging training workflows.
Key Features:
	Checkpoint metadata inspection (base model, LoRA status, rank)
	Sampler state querying (loaded weights, base model)
	Training run listing and detail retrieval
	LoRA rank compatibility validation
	Training run lookup from tinker:// paths

Configuration Variables:
	TINKER_API_KEY (required)
	TINKER_BASE_URL (optional)
	TINKER_CHECKPOINT_PATH (optional, specific checkpoint to inspect)
	TINKER_SAMPLER_ID (optional, sampler to query)
	TINKER_EXPECTED_RANK (optional, expected LoRA rank for validation)

Use Cases:
	Validate checkpoint compatibility before loading into a sampler
	Debug why a sampler has unexpected behavior (check loaded weights)
	Audit training runs and their associated checkpoints
	Verify LoRA rank matches training configuration

checkpoint_download.exs
This example demonstrates the complete checkpoint download workflow with memory-efficient streaming. Uses Finch.stream_while/5 to download archives directly to disk with O(1) memory usage, making it safe to download large checkpoints (100MB-GBs) without risk of OOM errors. Includes intelligent fallback mechanisms to automatically discover available checkpoints when none are explicitly specified.
Key Features:
	Streaming downloads - O(1) memory usage regardless of file size
	Progress callbacks - Real-time download progress tracking
	Checkpoint discovery and validation
	Archive URL retrieval
	Tar archive extraction with automatic cleanup
	Automatic cleanup of temporary files
	Fallback checkpoint creation for testing

Configuration Variables:
	TINKER_API_KEY (required)
	TINKER_BASE_URL (optional)
	TINKER_CHECKPOINT_PATH (optional, explicit checkpoint to download)
	TINKER_OUTPUT_DIR (optional, defaults to current directory)
	FORCE (optional, "true" to overwrite existing directories)
	TINKER_BASE_MODEL (optional, used for fallback checkpoint generation)

async_client_creation.exs
This example illustrates asynchronous client creation patterns enabling concurrent initialization of multiple sampling clients. It demonstrates the use of Elixir tasks for parallel operations and efficient resource utilization.
Key Features:
	Asynchronous sampling client creation
	Concurrent multi-client initialization
	Task-based parallelism with Task.await_many
	Performance timing and reporting
	Error handling for concurrent operations

Configuration Variables:
	TINKER_API_KEY (required)
	TINKER_BASE_URL (optional)
	TINKER_BASE_MODEL (optional, for single client mode)
	TINKER_CHECKPOINT_PATHS (optional, comma-separated paths for concurrent mode)

cli_run_text.exs
This example demonstrates programmatic usage of the Tinkex CLI interface for text-based sampling operations. It shows how to construct CLI arguments dynamically and invoke the CLI from within Elixir code.
Key Features:
	Programmatic CLI invocation
	Dynamic argument construction
	Configuration via environment variables
	JSON output support
	Error handling and reporting

Configuration Variables:
	TINKER_API_KEY (required)
	TINKER_BASE_URL (optional)
	TINKER_BASE_MODEL (optional)
	TINKER_PROMPT (optional)
	TINKER_MAX_TOKENS (optional)
	TINKER_TEMPERATURE (optional)
	TINKER_NUM_SAMPLES (optional)

cli_run_prompt_file.exs
This example demonstrates CLI usage with file-based prompts, showing how to prepare prompt files, execute CLI commands with file inputs, and capture JSON-formatted outputs to disk.
Key Features:
	Prompt file preparation and management
	File-based CLI invocation
	JSON output capture
	Temporary file handling
	Output preview and verification

Configuration Variables:
	TINKER_API_KEY (required)
	TINKER_BASE_URL (optional)
	TINKER_BASE_MODEL (optional)
	TINKER_PROMPT or TINKER_PROMPT_TOKENS (optional, prompt file content)

metrics_live.exs
Issue a live sampling request, then print the aggregated metrics snapshot so you can confirm latency percentiles and success counters without extra scripting.
Key Features:
	Resets metrics at start for a clean run
	Performs a single live sampling call
	Prints counters plus p50/p95/p99 latency from Tinkex.Metrics

Configuration Variables:
	TINKER_API_KEY (required)
	TINKER_BASE_URL (optional, defaults to production)
	TINKER_BASE_MODEL (optional, defaults to Llama-3.1-8B)
	TINKER_PROMPT (optional)
	TINKER_MAX_TOKENS, TINKER_TEMPERATURE, TINKER_NUM_SAMPLES, TINKER_SAMPLE_TIMEOUT (optional)

telemetry_live.exs
Basic telemetry example that starts a reporter, logs custom events, performs sampling, and flushes telemetry to the Tinker backend.
Key Features:
	Manual reporter lifecycle management
	Custom event logging via Reporter.log/4
	HTTP telemetry capture from sampling operations
	Synchronous flush before shutdown

Configuration Variables:
	TINKER_API_KEY (required)
	TINKER_BASE_URL (optional, defaults to production)
	TINKER_BASE_MODEL (optional, defaults to Llama-3.1-8B)
	TINKER_PROMPT (optional)

telemetry_reporter_demo.exs
Comprehensive demonstration of all Tinkex.Telemetry.Reporter features including session lifecycle, exception logging, retry logic, and graceful shutdown.
Key Features:
	Session lifecycle events (SESSION_START, SESSION_END)
	Generic event logging with custom data and severity levels
	Exception logging (fatal and non-fatal with stacktrace capture)
	Automatic HTTP telemetry capture from sampling
	Retry with exponential backoff (configurable max_retries, retry_base_delay_ms)
	Wait-until-drained semantics for reliable shutdown
	Graceful shutdown with Reporter.stop/2
	Configurable HTTP timeout and flush parameters

Configuration Variables:
	TINKER_API_KEY (required)
	TINKER_BASE_URL (optional, defaults to production)
	TINKER_BASE_MODEL (optional, defaults to Llama-3.1-8B)
	TINKER_PROMPT (optional)

Use Cases:
	Understanding telemetry reporter configuration options
	Testing telemetry integration before production deployment
	Debugging telemetry issues with verbose event logging
	Learning the reporter API and lifecycle management

retry_and_capture.exs
Shows how to combine the new retry helper (Tinkex.Retry.with_retry/3) with telemetry events and exception capture macros. It emits retry telemetry for each attempt, retries synthetic 500 errors, and logs a fatal exception through the telemetry reporter if retries are exhausted.
Key Features:
	Pure Elixir retry loop with jittered backoff and telemetry emission
	Console logging of retry telemetry without sleeps
	Optional telemetry reporter bootstrap via Tinkex.ServiceClient (requires TINKER_API_KEY; uses live session creation)
	Exception capture via telemetry capture macros

Configuration Variables:
	TINKER_API_KEY (optional, required only if you want backend telemetry)
	TINKER_BASE_URL (optional, used when reporter is started)

Use Cases:
	Learning the retry helper and telemetry event shapes
	Exercising capture macros with a real telemetry reporter
	Adding defensive retries to client code paths without external dependencies

Run it:
# sends telemetry if TINKER_API_KEY is set (auto-creates a live session)
TINKER_API_KEY=your-key mix run examples/retry_and_capture.exs
# or run without the env var to stay local/console-only
mix run examples/retry_and_capture.exs

Common Patterns
Several patterns appear consistently across these examples and represent best practices for working with the Tinkex SDK:
Application Startup: All examples begin with Application.ensure_all_started(:tinkex) to ensure proper initialization of the SDK and its dependencies.
Configuration Management: Examples use environment variables extensively, providing sensible defaults while allowing customization for different deployment scenarios.
Error Handling: Examples demonstrate proper error handling using Elixir's tagged tuple pattern, with fallback behaviors and user-friendly error messages.
Resource Cleanup: Examples properly clean up resources by stopping GenServer processes and removing temporary files when operations complete.
Async Operations: Examples that perform network operations use Task-based asynchronous patterns to avoid blocking the caller and enable concurrent operations.
Troubleshooting
If you encounter issues running these examples, consider the following:
Authentication Failures: Verify that your TINKER_API_KEY is valid and has not expired. The key should be set as an environment variable before running any example.
Network Connectivity: Ensure you have network access to the Tinker API endpoints. If using a custom base URL, verify the endpoint is reachable and properly configured.
Model Availability: Some models may not be available in all deployment environments. If you encounter model-related errors, try using a different base model or verify that your account has access to the specified model.
Timeout Issues: Long-running operations may exceed default timeout values. Consider increasing timeout values through configuration or environment variables if you encounter timeout errors.
Checkpoint Not Found: In checkpoint examples, ensure that checkpoints actually exist for your account. The checkpoint download example includes automatic fallback mechanisms, but other examples may require valid checkpoint identifiers.
Additional Resources
For more detailed information about specific SDK features and APIs, refer to the main Tinkex documentation and the implementation guides in the 20251121/tinker-updates/ directory, which provide comprehensive technical specifications and usage patterns.
Expected Output
$ ./examples/run_all.sh

==> Running examples/sampling_basic.exs
Compiling 7 files (.ex)
Generated tinkex app
Sampling 1 sequence(s) from meta-llama/Llama-3.1-8B ...
Received 1 sequence(s):
Sample 1:  A new brand of personalised stationery that is all about adding joy to your day. We create unique personalised stationery that you can use for yourself or gift to your loved ones.
Tinkex is founded by a mother of 3 who is a stationery geek.
We create unique designer stationery that is not readily

==> Running examples/training_loop.exs
----------------------------------------
Base URL: https://tinker.thinkingmachines.dev/services/tinker-prod
Base model: meta-llama/Llama-3.1-8B
Prompt: 'Fine-tuning sample prompt'
Sample after training: false

[step] creating ServiceClient...
[step] creating ServiceClient completed in 606ms
[step] creating TrainingClient (LoRA rank=16)...
[note] this may take 30-120s on first run (model loading)...
[step] creating TrainingClient (LoRA rank=16) completed in 317ms
[step] building model input...
[step] got 6 tokens: [128000, 64816, 2442, 38302, 6205, 10137]
[step] building model input completed in 1.87s
[step] running forward_backward...
[step] forward_backward completed in 9.8s
[metrics] forward_backward: %{"clock_cycle:unique" => 668517.0, "loss:sum" => 85.29592895507812}
[step] running optim_step...
[step] optim_step completed in 873ms
[metrics] optim_step: (none - optimizer doesn't compute metrics)
[step] saving weights for sampler...
[step] save_weights_for_sampler completed in 4.03s
[result] save_weights: %{"path" => "tinker://39b4a59d-e0e4-553d-87d1-2e8ae9db0bd4:train:0/sampler_weights/sampler-weights", "sampling_session_id" => nil, "size_bytes" => nil, "type" => "save_weights_for_sampler"}

[done] Training loop finished in 14.71s

==> Running examples/custom_loss_training.exs
================================================================================
Custom Loss Training (Live)
================================================================================

Base URL : https://tinker.thinkingmachines.dev/services/tinker-prod
Base model : meta-llama/Llama-3.1-8B

Creating training client...
Preparing training datum for prompt: Name three planets in the solar system.

Running forward_backward_custom...
Custom loss completed in 20292 ms

Running optim_step...
optim_step succeeded.

=== ForwardBackwardOutput ===
loss_fn_output_type: CrossEntropyLossReturn
metrics: %{"clock_cycle:unique" => 668522.0, "custom_perplexity" => 201762.703125, "loss:sum" => 12.214847564697266}
loss_fn_outputs (truncated):
[
  %{
    "elementwise_loss" => %{
      "data" => [2.1878914833068848, 1.4284495115280151, 0.9292365312576294,
       1.1109141111373901, 1.0874944925308228, 0.9503259658813477,
       1.0561927556991577, 1.140026330947876, 2.3243160247802734],
      "dtype" => "float32",
      "shape" => ~c"\t"
    },
    "logprobs" => %{
      "data" => [-19.691022872924805, -12.856045722961426, -8.363128662109375,
       -9.9982271194458, -9.787450790405273, -8.552933692932129,
       -9.50573444366455, -10.260236740112305, -20.91884422302246],
      "dtype" => "float32",
      "shape" => ~c"\t"
    }
  }
]

Success! Gradients were sent to the backend and optim_step is ready.

==> Running examples/forward_inference.exs
=== Forward Inference Example ===
Base URL: https://tinker.thinkingmachines.dev/services/tinker-prod
Base model: meta-llama/Llama-3.1-8B
Prompt: Hello from forward inference!

Creating training client...
Building model input from prompt...
Token count: 6

Running forward pass (inference only, no backward)...

Forward pass completed in 10357ms
Output type: CrossEntropyLossReturn
Metrics: %{"clock_cycle:unique" => 3556618.0, "loss:sum" => 71.73094177246094}
Number of loss_fn_outputs: 1

=== Nx Tensor Conversion Demo ===
Nx default backend: {EXLA.Backend, []}
Converted to Nx tensor:
  Shape: {6}
  Type: {:f, 32}
  First 5 values: [-19.69261360168457, -10.21618366241455, -9.270523071289062, -8.560188293457031, -9.272642135620117]

EXLA-accelerated operations:
  Mean: -11.955157279968262
  Min: -19.69261360168457
  Max: -8.560188293457031

==> Running examples/structured_regularizers.exs
================================================================================
Structured Regularizers in Tinkex
================================================================================

This example demonstrates custom loss computation with composable regularizers.
The total loss is computed as:

  loss_total = base_loss + Σ(weight_i × regularizer_i_loss)

Each regularizer can track gradient norms for monitoring training dynamics.


--- 1. Creating RegularizerSpec Configurations ---

Created L1 sparsity regularizer: weight=0.01
Created entropy regularizer: weight=0.001
Created L2 regularizer: weight=0.005

--- 2. Defining Base Loss Function ---

Base loss function: Negative Log-Likelihood with perplexity metric

--- 3. Creating Mock Data ---

Mock logprobs shape: {10}
Mock logprobs values: [-0.5, -1.2000000476837158, -0.800000011920929, -2.0999999046325684, -0.30000001192092896, -1.5, -0.8999999761581421, -1.7999999523162842, -0.6000000238418579, -1.100000023841858]

--- 4. Baseline: Base Loss Only ---

Base loss only:
  loss_total: 1.08
  perplexity: 2.9447

--- 5. With Regularizers (Parallel Execution) ---

Composed loss with 3 regularizers:
  loss_total: 1.2583
  base_loss: 1.08
  regularizer_total: 0.1783

Per-regularizer breakdown:
  entropy:
    value: -3.1972
    weight: 0.001
    contribution: -0.0032
  l1_sparsity:
    value: 10.8
    weight: 0.01
    contribution: 0.108
  l2_weight_decay:
    value: 14.7
    weight: 0.005
    contribution: 0.0735

--- 6. With Gradient Norm Tracking ---

Gradient norms for training dynamics monitoring:
  base_loss grad_norm: 0.3162
  total_grad_norm: 0.3822

Per-regularizer gradient norms:
  entropy:
    grad_norm: 0.6867
    grad_norm_weighted: 6.87e-4
  l1_sparsity:
    grad_norm: 3.1623
    grad_norm_weighted: 0.031623
  l2_weight_decay:
    grad_norm: 7.6681
    grad_norm_weighted: 0.038341

--- 7. Sequential vs Parallel Execution ---

Execution time comparison:
  Parallel: 471 μs
  Sequential: 242 μs
  Results match: true

--- 8. Async Regularizers (for I/O-bound operations) ---

Created async regularizer (simulates external API call)
Async regularizer result:
  loss_total: 1.1016
  async_external_validation contribution: 0.0216
  Execution time: 11387 μs

--- 9. Direct Executor Usage ---

Single regularizer execution via Executor:
  name: l1_sparsity
  value: 10.8
  contribution: 0.108
  grad_norm: 3.1623

All regularizers via Executor.execute_all:
  l1_sparsity: value=10.8, grad_norm=3.1623
  entropy: value=-3.1972, grad_norm=0.6867
  l2_weight_decay: value=14.7, grad_norm=7.6681

--- 10. Direct GradientTracker Usage ---

Gradient norm for sum(x):
  grad_norm: 3.1623
  (Expected: sqrt(n) = sqrt(10) ≈ 3.162)

Gradient norm for sum(x^2):
  grad_norm: 7.6681
  (Gradient is 2x, so norm depends on input values)

--- 11. Telemetry Integration ---


10:32:48.777 [info] The function passed as a handler with ID "tinkex-regularizer-5186" is a local function.
This means that it is either an anonymous function or a capture of a function without a module specified. That may cause a performance penalty when calling that handler. For more details see the note in `telemetry:attach/4` documentation.

https://hexdocs.pm/telemetry/telemetry.html#attach/4
Attached telemetry handler: tinkex-regularizer-5186

Running pipeline with telemetry (watch for log output):

10:32:48.784 [info] Custom loss starting: regularizers=1 track_grad_norms=true

10:32:48.784 [info] Regularizer l1_sparsity starting

10:32:48.784 [info] Regularizer l1_sparsity value=10.8 contribution=0.108 in 0ms grad_norm=3.1623

10:32:48.784 [info] Custom loss computed in 0ms total=1.188 regularizer_total=0.108 regularizers=1
Detached telemetry handler

--- 12. JSON Serialization ---

CustomLossOutput as JSON:
{
  "loss_total": 1.2583030109405517,
  "regularizers": {
    "entropy": {
      "value": -3.1971569061279297,
      "custom": {},
      "weight": 0.001,
      "contribution": -0.0031971569061279297,
      "grad_norm": 0.6867480278015137,
      "grad_norm_weighted": 6.867480278015136e-4
    },
    "l1_sparsity": {
      "value": 10.80000114440918,
      "custom": {},
      "weight": 0.01,
      "contribution": 0.1080000114440918,
      "grad_norm": 3.1622776985168457,
      "grad_norm_weighted":...

(Output truncated for display)

RegularizerOutput as JSON:
{
  "name": "l1_sparsity",
  "value": 10.80000114440918,
  "custom": {},
  "weight": 0.01,
  "contribution": 0.1080000114440918,
  "grad_norm": 3.1622776985168457,
  "grad_norm_weighted": 0.03162277698516846
}

--- 13. Error Handling ---

Caught expected error for duplicate names:
  Duplicate regularizer names: ["dup"]

Caught expected error for invalid base_loss_fn

--- 14. Module-Based Regularizer (Behaviour) ---

Module-based regularizer (implements Tinkex.Regularizer behaviour):
  name: module_l1
  loss: 10.8
  metrics: %{"l1_value" => 10.80000114440918}

--- 15. Live API Usage ---

To use with a real Tinker server, replace Pipeline.compute with TrainingClient:

```elixir
# 1. Connect to server
config = Tinkex.Config.new(
  host: "your-tinker-host",
  api_key: System.get_env("TINKER_API_KEY")
)

# 2. Create training client
{:ok, session} = Tinkex.SessionManager.start_session(config, "your-model")
{:ok, client} = Tinkex.TrainingClient.create(session)

# 3. Prepare training data (tokenized)
data = [
  %Datum{
    inputs: %ModelInput{tokens: [1, 2, 3, 4, 5]},
    targets: %ModelInput{tokens: [6, 7, 8, 9, 10]}
  }
]

# 4. Define regularizers
regularizers = [
  RegularizerSpec.new(fn: &l1_sparsity/2, weight: 0.01, name: "l1"),
  RegularizerSpec.new(fn: &entropy/2, weight: 0.001, name: "entropy")
]

# 5. Call forward_backward_custom (hits live API!)
{:ok, task} = TrainingClient.forward_backward_custom(
  client, data, &base_loss/2,
  regularizers: regularizers,
  track_grad_norms: true
)

{:ok, output} = Task.await(task, :infinity)

# output is a CustomLossOutput with real logprobs from the server!
IO.puts("Total loss: #{output.loss_total}")
```

The Pipeline.compute calls in this example use mock logprobs.
TrainingClient.forward_backward_custom does a real forward pass on the server,
then runs Pipeline.compute with the actual logprobs returned.


================================================================================
Summary
================================================================================

The structured regularizer system provides:

1. **RegularizerSpec** - Type-safe configuration for regularizers
   - fn: Loss computation function (arity 2 or 3)
   - weight: Non-negative multiplier
   - name: Unique identifier for telemetry
   - async: Support for Task-returning functions

2. **Pipeline.compute/4** - Orchestrates full loss composition
   - Base loss + weighted regularizers
   - Parallel or sequential execution
   - Optional gradient norm tracking
   - Comprehensive telemetry

3. **Executor** - Low-level regularizer execution
   - execute_one/4 for single regularizer
   - execute_all/4 for batched execution
   - Timeout and error handling

4. **GradientTracker** - Nx-based gradient computation
   - compute_grad_norm/2 for L2 norms
   - grad_norm_for_regularizer/3 for per-regularizer tracking
   - total_grad_norm/4 for composed loss

5. **Telemetry** - Observable training dynamics
   - [:tinkex, :custom_loss, :start | :stop | :exception]
   - [:tinkex, :regularizer, :compute, :start | :stop | :exception]

6. **JSON Serialization** - Export metrics for analysis
   - CustomLossOutput implements Jason.Encoder
   - RegularizerOutput implements Jason.Encoder

For production use with a Tinker backend, wrap these in:

  {:ok, task} = TrainingClient.forward_backward_custom(
    client, data, base_loss_fn,
    regularizers: regularizers,
    track_grad_norms: true
  )
  {:ok, output} = Task.await(task)

================================================================================


==> Running examples/structured_regularizers_live.exs
================================================================================
Structured Regularizers - Live API Example
================================================================================

Base URL: https://tinker.thinkingmachines.dev/services/tinker-prod
Model: meta-llama/Llama-3.1-8B

Creating training client...
Building training datum from prompt: The quick brown fox jumps over the lazy dog.
Token count: 11

--- Defining Custom Loss + Regularizers ---


--- Running forward_backward_custom (Live API) ---

Completed in 6125ms

=== Metrics ===
base_nll: 12.02071
clock_cycle:unique: 668526.0
custom_perplexity: 166160.59375
entropy: -5.0e-6
l1: 1.322278
loss:sum: 13.343032

================================================================================
Success! Custom loss with regularizer terms computed via live Tinker API.
================================================================================

==> Running examples/sessions_management.exs
=== Tinkex Session Management Example ===

Starting ServiceClient...
Creating RestClient...

--- Listing Sessions ---
Found 10 sessions:
  • 1b237267-9f76-5a03-9ea8-96578ddbe935
  • bef237d2-e7dc-54ae-8055-55b143264cbd
  • 046c901d-5e46-5982-a80d-32fcc2acfb9f
  • e461bab9-a627-5c7b-889b-26b744d46df3
  • 39b4a59d-e0e4-553d-87d1-2e8ae9db0bd4
  • ae3e031a-e2a4-512a-8d85-708e93dd4f1b
  • 0ba9f266-961a-5c66-8bed-a5103ed577bd
  • f9ee4b55-c2b5-59da-9c4a-e15b50d13845
  • f66b0737-c942-5f75-831a-b86dbd5c4d7e
  • c86fee95-7c04-5163-a4ca-9f9002fd49c7

--- Session Details: 1b237267-9f76-5a03-9ea8-96578ddbe935 ---
Training Runs: 0
Samplers: 0

=== Example Complete ===

==> Running examples/checkpoints_management.exs
=== Tinkex Checkpoint Management Example ===

--- All User Checkpoints ---
Found 20 of 93 checkpoints:

  weights/async_demo_checkpoint
    Path: tinker://9677c040-d833-5325-8a9d-4c3a1f816328:train:0/weights/async_demo_checkpoint
    Type: training
    Size: 153.0 MB
    Public: false
    Created: 2025-12-03T20:35:36.090807Z

  sampler_weights/sampler-weights
    Path: tinker://39b4a59d-e0e4-553d-87d1-2e8ae9db0bd4:train:0/sampler_weights/sampler-weights
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-12-03T20:32:09.677474Z

  weights/async_demo_checkpoint
    Path: tinker://170beeb9-9fa9-5011-b896-ba0616c7e94d:train:0/weights/async_demo_checkpoint
    Type: training
    Size: 153.0 MB
    Public: false
    Created: 2025-11-28T02:43:17.958810Z

  sampler_weights/sampler-weights
    Path: tinker://50398661-7150-5042-9891-5611cb535340:train:0/sampler_weights/sampler-weights
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-28T02:40:09.047757Z

  sampler_weights/sampler-weights
    Path: tinker://a5d5031a-72a5-5180-8417-e32c5c0a9598:train:0/sampler_weights/sampler-weights
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-28T02:32:20.546936Z

  weights/async_demo_checkpoint
    Path: tinker://47f7276e-454e-5dde-9188-1c1e3c3536b5:train:0/weights/async_demo_checkpoint
    Type: training
    Size: 153.0 MB
    Public: false
    Created: 2025-11-28T02:31:18.060463Z

  sampler_weights/async_demo_weights
    Path: tinker://a7517405-527c-571e-9fe2-c94e6b3cf548:train:0/sampler_weights/async_demo_weights
    Type: sampler
    Size: 51.0 MB
    Public: false
    Created: 2025-11-28T02:30:25.465448Z

  sampler_weights/async_demo_weights
    Path: tinker://73c466d3-b063-56a2-86d0-d035a1392c23:train:0/sampler_weights/async_demo_weights
    Type: sampler
    Size: 51.0 MB
    Public: false
    Created: 2025-11-28T02:29:56.731159Z

  sampler_weights/sampler-weights
    Path: tinker://53f0586d-3f98-58e5-b04e-297ea717378e:train:0/sampler_weights/sampler-weights
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-27T18:58:37.961274Z

  sampler_weights/sampler-weights
    Path: tinker://f4521144-ef58-53ec-950c-29260c9b1a41:train:0/sampler_weights/sampler-weights
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-27T18:44:47.285732Z

  sampler_weights/sampler-weights
    Path: tinker://1ec257a9-28bf-559c-aa73-e54a09cce5bd:train:0/sampler_weights/sampler-weights
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-27T18:37:23.205082Z

  sampler_weights/sampler-weights
    Path: tinker://046c91d9-d9f4-5dd6-ac42-0135bbde947e:train:0/sampler_weights/sampler-weights
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-27T18:15:50.316094Z

  sampler_weights/sampler-weights
    Path: tinker://fdf7af94-bcce-5bf7-847b-a159e8bfb025:train:0/sampler_weights/sampler-weights
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-27T18:11:28.567500Z

  sampler_weights/sampler-weights
    Path: tinker://8eba0a5a-0dcf-57f3-9d0d-65ec6ef22a1f:train:0/sampler_weights/sampler-weights
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-27T17:53:03.197669Z

  sampler_weights/checkpoint_1764230891.2048833.pt
    Path: tinker://fa0ecefc-83b2-5e26-a2a9-aee483b913ba:train:0/sampler_weights/checkpoint_1764230891.2048833.pt
    Type: sampler
    Size: 5.77 GB
    Public: false
    Created: 2025-11-27T08:09:13.441453Z

  sampler_weights/checkpoint_1764230289.3815918.pt
    Path: tinker://bc33563e-6730-5cbe-9a25-43e11dbe5095:train:0/sampler_weights/checkpoint_1764230289.3815918.pt
    Type: sampler
    Size: 5.77 GB
    Public: false
    Created: 2025-11-27T07:59:06.047243Z

  sampler_weights/checkpoint_1764229717.8670213.pt
    Path: tinker://bfc7c5e5-0b90-55a1-8c97-fc8bdac649c9:train:0/sampler_weights/checkpoint_1764229717.8670213.pt
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-27T07:48:41.184106Z

  sampler_weights/checkpoint_1764229539.9387324.pt
    Path: tinker://9922175e-533d-52e3-a433-5e0fa645462c:train:0/sampler_weights/checkpoint_1764229539.9387324.pt
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-27T07:45:42.982073Z

  weights/demo-checkpoint-1764228622
    Path: tinker://8c4cfd17-df85-5634-badf-e12068d2efc8:train:0/weights/demo-checkpoint-1764228622
    Type: training
    Size: 126.3 MB
    Public: false
    Created: 2025-11-27T07:30:37.300885Z

  sampler_weights/checkpoint_1764215477.2502818.pt
    Path: tinker://daba87c6-4e86-5797-81d5-efe038b44524:train:0/sampler_weights/checkpoint_1764215477.2502818.pt
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-27T03:51:18.921217Z


--- All User Checkpoints (paginated) ---
Fetched 50 (93 total)
  weights/async_demo_checkpoint
    Path: tinker://9677c040-d833-5325-8a9d-4c3a1f816328:train:0/weights/async_demo_checkpoint
    Type: training
    Size: 153.0 MB
    Public: false
    Created: 2025-12-03T20:35:36.090807Z

  sampler_weights/sampler-weights
    Path: tinker://39b4a59d-e0e4-553d-87d1-2e8ae9db0bd4:train:0/sampler_weights/sampler-weights
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-12-03T20:32:09.677474Z

  weights/async_demo_checkpoint
    Path: tinker://170beeb9-9fa9-5011-b896-ba0616c7e94d:train:0/weights/async_demo_checkpoint
    Type: training
    Size: 153.0 MB
    Public: false
    Created: 2025-11-28T02:43:17.958810Z

  sampler_weights/sampler-weights
    Path: tinker://50398661-7150-5042-9891-5611cb535340:train:0/sampler_weights/sampler-weights
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-28T02:40:09.047757Z

  sampler_weights/sampler-weights
    Path: tinker://a5d5031a-72a5-5180-8417-e32c5c0a9598:train:0/sampler_weights/sampler-weights
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-28T02:32:20.546936Z

  weights/async_demo_checkpoint
    Path: tinker://47f7276e-454e-5dde-9188-1c1e3c3536b5:train:0/weights/async_demo_checkpoint
    Type: training
    Size: 153.0 MB
    Public: false
    Created: 2025-11-28T02:31:18.060463Z

  sampler_weights/async_demo_weights
    Path: tinker://a7517405-527c-571e-9fe2-c94e6b3cf548:train:0/sampler_weights/async_demo_weights
    Type: sampler
    Size: 51.0 MB
    Public: false
    Created: 2025-11-28T02:30:25.465448Z

  sampler_weights/async_demo_weights
    Path: tinker://73c466d3-b063-56a2-86d0-d035a1392c23:train:0/sampler_weights/async_demo_weights
    Type: sampler
    Size: 51.0 MB
    Public: false
    Created: 2025-11-28T02:29:56.731159Z

  sampler_weights/sampler-weights
    Path: tinker://53f0586d-3f98-58e5-b04e-297ea717378e:train:0/sampler_weights/sampler-weights
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-27T18:58:37.961274Z

  sampler_weights/sampler-weights
    Path: tinker://f4521144-ef58-53ec-950c-29260c9b1a41:train:0/sampler_weights/sampler-weights
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-27T18:44:47.285732Z

  sampler_weights/sampler-weights
    Path: tinker://1ec257a9-28bf-559c-aa73-e54a09cce5bd:train:0/sampler_weights/sampler-weights
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-27T18:37:23.205082Z

  sampler_weights/sampler-weights
    Path: tinker://046c91d9-d9f4-5dd6-ac42-0135bbde947e:train:0/sampler_weights/sampler-weights
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-27T18:15:50.316094Z

  sampler_weights/sampler-weights
    Path: tinker://fdf7af94-bcce-5bf7-847b-a159e8bfb025:train:0/sampler_weights/sampler-weights
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-27T18:11:28.567500Z

  sampler_weights/sampler-weights
    Path: tinker://8eba0a5a-0dcf-57f3-9d0d-65ec6ef22a1f:train:0/sampler_weights/sampler-weights
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-27T17:53:03.197669Z

  sampler_weights/checkpoint_1764230891.2048833.pt
    Path: tinker://fa0ecefc-83b2-5e26-a2a9-aee483b913ba:train:0/sampler_weights/checkpoint_1764230891.2048833.pt
    Type: sampler
    Size: 5.77 GB
    Public: false
    Created: 2025-11-27T08:09:13.441453Z

  sampler_weights/checkpoint_1764230289.3815918.pt
    Path: tinker://bc33563e-6730-5cbe-9a25-43e11dbe5095:train:0/sampler_weights/checkpoint_1764230289.3815918.pt
    Type: sampler
    Size: 5.77 GB
    Public: false
    Created: 2025-11-27T07:59:06.047243Z

  sampler_weights/checkpoint_1764229717.8670213.pt
    Path: tinker://bfc7c5e5-0b90-55a1-8c97-fc8bdac649c9:train:0/sampler_weights/checkpoint_1764229717.8670213.pt
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-27T07:48:41.184106Z

  sampler_weights/checkpoint_1764229539.9387324.pt
    Path: tinker://9922175e-533d-52e3-a433-5e0fa645462c:train:0/sampler_weights/checkpoint_1764229539.9387324.pt
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-27T07:45:42.982073Z

  weights/demo-checkpoint-1764228622
    Path: tinker://8c4cfd17-df85-5634-badf-e12068d2efc8:train:0/weights/demo-checkpoint-1764228622
    Type: training
    Size: 126.3 MB
    Public: false
    Created: 2025-11-27T07:30:37.300885Z

  sampler_weights/checkpoint_1764215477.2502818.pt
    Path: tinker://daba87c6-4e86-5797-81d5-efe038b44524:train:0/sampler_weights/checkpoint_1764215477.2502818.pt
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-27T03:51:18.921217Z

  sampler_weights/checkpoint_1764127354.6624672.pt
    Path: tinker://d0fde479-adea-5e5a-9974-1196f01fbb82:train:0/sampler_weights/checkpoint_1764127354.6624672.pt
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-26T03:22:37.215881Z

  sampler_weights/checkpoint_1764127169.5448663.pt
    Path: tinker://64c07d46-5af8-5290-b146-8b3b72fcd412:train:0/sampler_weights/checkpoint_1764127169.5448663.pt
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-26T03:19:31.522096Z

  sampler_weights/checkpoint_1764126259.022441.pt
    Path: tinker://8ffd2ac2-df28-5c6d-959f-ca1f3b993f38:train:0/sampler_weights/checkpoint_1764126259.022441.pt
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-26T03:04:20.853521Z

  sampler_weights/eval-checkpoint
    Path: tinker://1a518dcd-98f2-5dbb-8ce1-97659577228e:train:0/sampler_weights/eval-checkpoint
    Type: sampler
    Size: 12.8 MB
    Public: false
    Created: 2025-11-23T23:43:55.884275Z

  sampler_weights/eval-checkpoint
    Path: tinker://4f34e47f-b6c1-5acd-9939-2e87cfd516ac:train:0/sampler_weights/eval-checkpoint
    Type: sampler
    Size: 12.8 MB
    Public: false
    Created: 2025-11-23T23:43:13.608804Z

  sampler_weights/eval-checkpoint
    Path: tinker://4e5865b6-dc04-576a-9776-98935107b89a:train:0/sampler_weights/eval-checkpoint
    Type: sampler
    Size: 12.8 MB
    Public: false
    Created: 2025-11-23T23:42:41.563024Z

  sampler_weights/eval-checkpoint
    Path: tinker://79772ba6-f047-5446-b82f-3467b5cb36c7:train:0/sampler_weights/eval-checkpoint
    Type: sampler
    Size: 12.8 MB
    Public: false
    Created: 2025-11-23T23:41:53.766834Z

  sampler_weights/eval-checkpoint
    Path: tinker://c8874248-0e9b-5aba-9724-82c52ee91ec1:train:0/sampler_weights/eval-checkpoint
    Type: sampler
    Size: 12.8 MB
    Public: false
    Created: 2025-11-23T23:41:01.481661Z

  sampler_weights/eval-checkpoint
    Path: tinker://c9ad0180-7655-50c2-a957-6fd241e7103d:train:0/sampler_weights/eval-checkpoint
    Type: sampler
    Size: 12.8 MB
    Public: false
    Created: 2025-11-23T23:40:13.515136Z

  sampler_weights/eval-checkpoint
    Path: tinker://bbccf257-c3fd-5c91-a2d1-73fbbb8fd00e:train:0/sampler_weights/eval-checkpoint
    Type: sampler
    Size: 12.8 MB
    Public: false
    Created: 2025-11-23T23:38:23.104113Z

  sampler_weights/eval-checkpoint
    Path: tinker://b9102c50-fbff-5f74-a06b-a3dee4d14131:train:0/sampler_weights/eval-checkpoint
    Type: sampler
    Size: 12.8 MB
    Public: false
    Created: 2025-11-23T23:37:12.980263Z

  sampler_weights/eval-checkpoint
    Path: tinker://9e55e0f8-63df-5ea0-aa16-8621bdb9109c:train:0/sampler_weights/eval-checkpoint
    Type: sampler
    Size: 12.8 MB
    Public: false
    Created: 2025-11-23T23:33:52.872673Z

  sampler_weights/checkpoint_1763771890.680426.pt
    Path: tinker://0478a1ab-95af-5eae-bd70-d3d3b441c021:train:0/sampler_weights/checkpoint_1763771890.680426.pt
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-22T00:38:16.947541Z

  sampler_weights/checkpoint_1763771611.2195318.pt
    Path: tinker://f620a60b-7b30-5e7e-bc11-da12b0fb0765:train:0/sampler_weights/checkpoint_1763771611.2195318.pt
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-22T00:33:35.488576Z

  sampler_weights/checkpoint_1763771585.3579679.pt
    Path: tinker://0ad21c1d-0eeb-5518-a6c8-1c497af7c5d5:train:0/sampler_weights/checkpoint_1763771585.3579679.pt
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-22T00:33:06.824152Z

  sampler_weights/checkpoint_1763769127.646869.pt
    Path: tinker://5a3335fe-65fe-5afa-a6b4-d1294887e5bc:train:0/sampler_weights/checkpoint_1763769127.646869.pt
    Type: sampler
    Size: 42.1 MB
    Public: false
    Created: 2025-11-21T23:52:11.116436Z

  sampler_weights/checkpoint_1763768362.9477212.pt
    Path: tinker://bf88076d-f29e-5366-9ab6-80e0c5f2995a:train:0/sampler_weights/checkpoint_1763768362.9477212.pt
    Type: sampler
    Size: 42.1 MB
    Public: false
    Created: 2025-11-21T23:39:24.802998Z

  sampler_weights/checkpoint_1763767972.2357357.pt
    Path: tinker://f9bc9e13-1901-5818-99bd-b2b01ee8bb5b:train:0/sampler_weights/checkpoint_1763767972.2357357.pt
    Type: sampler
    Size: 42.1 MB
    Public: false
    Created: 2025-11-21T23:32:53.740553Z

  sampler_weights/checkpoint_1763767641.9865937.pt
    Path: tinker://d32bb9c6-04c0-5cd1-9793-745e7043e1dc:train:0/sampler_weights/checkpoint_1763767641.9865937.pt
    Type: sampler
    Size: 42.1 MB
    Public: false
    Created: 2025-11-21T23:27:23.422596Z

  sampler_weights/checkpoint_1763766626.1265566.pt
    Path: tinker://e5dfefc6-65fc-57bb-9a90-1bb3ef61f003:train:0/sampler_weights/checkpoint_1763766626.1265566.pt
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-21T23:10:27.549888Z

  sampler_weights/checkpoint_1763765822.8686664.pt
    Path: tinker://96e6f7ba-426a-5854-ae78-0ce919ac48ec:train:0/sampler_weights/checkpoint_1763765822.8686664.pt
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-21T22:57:05.276026Z

  sampler_weights/checkpoint_1763674749.0143857.pt
    Path: tinker://c3ebbb74-61f2-5be9-9f6b-aa8c70d60cb2:train:0/sampler_weights/checkpoint_1763674749.0143857.pt
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-20T21:39:11.188934Z

  sampler_weights/checkpoint_1763674591.9668543.pt
    Path: tinker://3784f9f8-0ac3-5596-9b11-0b2c154954e1:train:0/sampler_weights/checkpoint_1763674591.9668543.pt
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-20T21:36:33.769394Z

  sampler_weights/checkpoint_1763674539.0671499.pt
    Path: tinker://492f6734-8b07-5c76-82d9-23501232c523:train:0/sampler_weights/checkpoint_1763674539.0671499.pt
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-20T21:35:41.390717Z

  sampler_weights/checkpoint_1763674470.2715266.pt
    Path: tinker://ca2be487-be03-5b7e-aead-b9baab3c2aa0:train:0/sampler_weights/checkpoint_1763674470.2715266.pt
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-20T21:34:32.076428Z

  sampler_weights/checkpoint_1763674428.9740841.pt
    Path: tinker://a886468c-bc20-5257-ad57-abaf0c4c6b7b:train:0/sampler_weights/checkpoint_1763674428.9740841.pt
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-20T21:33:51.074219Z

  sampler_weights/checkpoint_1763674248.9320633.pt
    Path: tinker://7921b3ab-d30f-5c76-a574-376e8cd3c12f:train:0/sampler_weights/checkpoint_1763674248.9320633.pt
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-20T21:30:50.657760Z

  sampler_weights/checkpoint_1763674208.8772275.pt
    Path: tinker://457e528f-d601-565e-b1a6-5c7914fcc3f2:train:0/sampler_weights/checkpoint_1763674208.8772275.pt
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-20T21:30:10.982809Z

  sampler_weights/checkpoint_1763674139.0204463.pt
    Path: tinker://eff1740d-a0bb-5d01-a42c-94e95342bb82:train:0/sampler_weights/checkpoint_1763674139.0204463.pt
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-20T21:29:00.808793Z

  sampler_weights/checkpoint_1763674099.0486119.pt
    Path: tinker://8cdb2b79-83c0-5c53-a025-1e7a83d2239f:train:0/sampler_weights/checkpoint_1763674099.0486119.pt
    Type: sampler
    Size: 84.1 MB
    Public: false
    Created: 2025-11-20T21:28:20.577549Z

Fetched 43 (93 total)
  sampler_weights/claim-extractor-scifact-20251119T041117
    Path: tinker://554bb03e-1d71-58cc-824d-1625d267f8be:train:0/sampler_weights/claim-extractor-scifact-20251119T041117
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-19T04:25:05.755741Z

  sampler_weights/claim-extractor-scifact-micro-20251119T023422
    Path: tinker://b484da35-1b57-5519-8e20-74ac4ec6776f:train:0/sampler_weights/claim-extractor-scifact-micro-20251119T023422
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-19T02:34:46.769328Z

  sampler_weights/claim-extractor-scifact-micro-20251119T000437
    Path: tinker://d459b31c-3f66-59dd-8fbc-500f9570b022:train:0/sampler_weights/claim-extractor-scifact-micro-20251119T000437
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-19T00:04:42.381541Z

  sampler_weights/claim-extractor-scifact-20251118T220454
    Path: tinker://8ff091db-2061-5279-ac9d-1dbf50acb114:train:0/sampler_weights/claim-extractor-scifact-20251118T220454
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-18T22:22:12.903958Z

  sampler_weights/claim-extractor-scifact-20251118T173307
    Path: tinker://ad9b0497-d1d0-5338-b603-fece00234d86:train:0/sampler_weights/claim-extractor-scifact-20251118T173307
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-18T17:48:19.509993Z

  sampler_weights/claim-extractor-scifact-20251112T070048
    Path: tinker://c0e9f526-4398-486e-bb03-755037abd8a7/sampler_weights/claim-extractor-scifact-20251112T070048
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-12T07:07:48.144064Z

  sampler_weights/claim-extractor-scifact-debug-20251112T064537
    Path: tinker://4c2d7d55-723d-421c-be56-2e3e71950f73/sampler_weights/claim-extractor-scifact-debug-20251112T064537
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-12T06:46:48.975254Z

  sampler_weights/claim-extractor-scifact-debug-20251112T064537-step20
    Path: tinker://4c2d7d55-723d-421c-be56-2e3e71950f73/sampler_weights/claim-extractor-scifact-debug-20251112T064537-step20
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-12T06:46:20.681625Z

  sampler_weights/claim-extractor-scifact-debug-20251112T004313
    Path: tinker://61541b24-18f0-4e27-a698-40e979fe0fb7/sampler_weights/claim-extractor-scifact-debug-20251112T004313
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-12T00:45:01.525748Z

  sampler_weights/claim-extractor-scifact-debug-20251112T004313-step20
    Path: tinker://61541b24-18f0-4e27-a698-40e979fe0fb7/sampler_weights/claim-extractor-scifact-debug-20251112T004313-step20
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-12T00:44:29.092184Z

  sampler_weights/claim-extractor-scifact-20251111T225459
    Path: tinker://3d88c2d0-ec2e-4f37-90f6-ad8855e1f5bd/sampler_weights/claim-extractor-scifact-20251111T225459
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-11T23:04:09.346257Z

  sampler_weights/claim-extractor-scifact-debug-20251111T220611
    Path: tinker://12d00816-3c6a-4fbd-b792-f30f66c1f6e2/sampler_weights/claim-extractor-scifact-debug-20251111T220611
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-11T22:08:09.959762Z

  sampler_weights/claim-extractor-scifact-debug-20251111T220611-step20
    Path: tinker://12d00816-3c6a-4fbd-b792-f30f66c1f6e2/sampler_weights/claim-extractor-scifact-debug-20251111T220611-step20
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-11T22:07:05.943612Z

  sampler_weights/claim-extractor-scifact-debug-20251111T213557
    Path: tinker://89aa268e-9532-4e5f-97aa-c228d7f86cbf/sampler_weights/claim-extractor-scifact-debug-20251111T213557
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-11T21:37:56.986377Z

  sampler_weights/claim-extractor-scifact-debug-20251111T213557-step20
    Path: tinker://89aa268e-9532-4e5f-97aa-c228d7f86cbf/sampler_weights/claim-extractor-scifact-debug-20251111T213557-step20
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-11T21:37:26.498233Z

  sampler_weights/claim-extractor-scifact-debug
    Path: tinker://7a4a9939-61ec-4982-9240-ecf40f7de451/sampler_weights/claim-extractor-scifact-debug
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-11T21:25:27.074834Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://7808d627-6a6f-4d38-af06-7d7e17662504/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-11T21:00:12.255132Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://9314e28c-6cf6-4b62-9eed-21b24384b2ee/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-09T19:38:29.156765Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://05d83bde-111d-44da-9f3e-80c63053f5dc/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-09T19:14:46.853453Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://216c1da7-a40e-481e-9ff1-91664d32df6f/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-09T19:07:06.230260Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://32e517fc-8980-4244-970a-77598702bb7b/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-09T18:37:33.121097Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://75f238d9-788a-4b15-ad11-4a27c3b6f2fe/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-09T18:35:13.649385Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://ae5c9b07-d765-4fb8-aa74-fb4839781eff/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-09T18:28:36.080161Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://314ca5b7-d1e8-48e7-8e1a-af899f831218/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-09T18:20:51.042305Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://4ca82d74-9e6d-486c-baf4-610f875bbff6/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-09T17:37:28.524613Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://952206f4-ceef-43ff-8ee4-f0dd16557955/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-09T17:34:16.304290Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://7a018085-7ea8-46a2-b070-2e6f64ecc03f/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-09T17:24:42.000819Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://e2261cbf-571b-44ed-ab1c-fb30bad8cb23/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-09T17:20:57.823861Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://672ddb08-c00e-40f9-9cd6-75d96d8f3c88/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-09T17:19:24.871822Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://f8ecb02f-d6a2-4f94-a6e8-90d0e6e0af6e/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-09T17:02:26.826126Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://f97b057b-a5d4-48d0-abee-288d598b959a/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-09T17:01:49.882479Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://83934987-0c45-4b62-8f87-b3098edf8bb0/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-09T16:31:19.498985Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://f781270c-abc7-4eb3-b40d-2b30ba6351d6/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-09T16:29:02.384505Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://a39cba93-8ae8-4134-b440-8c4e81e07929/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-09T16:15:45.231432Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://7f1f72c3-7040-4b11-98b6-c1f0e545b7e7/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-09T16:05:38.226751Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://be882e1a-3bee-42b3-b7c5-e9b41c653dc1/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-09T15:56:49.115534Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://e123b112-5a4f-4957-bc92-6169b580f6fe/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-09T15:46:48.628154Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://fb150365-dc79-4166-812b-a941cb35123f/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-09T15:27:30.872534Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://13fd1023-1433-4b22-bb8d-f2dd78274fc7/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-09T14:11:49.407842Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://8f51c170-e69b-44a5-98a1-241bc4a8ebfd/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-09T14:08:34.714697Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://6565b2a7-4123-4325-bb1c-f1dd4b51f4f0/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-09T13:58:24.829491Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://801ac30a-78b0-4faa-850d-1196f63c38cf/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-09T06:18:13.847517Z

  sampler_weights/claim-extractor-scifact
    Path: tinker://702d77bf-7bd3-474d-817a-fbf90575eb6e/sampler_weights/claim-extractor-scifact
    Type: sampler
    Size: 168.1 MB
    Public: false
    Created: 2025-11-09T06:13:22.659349Z


=== Example Complete ===

==> Running examples/weights_inspection.exs
=== Tinkex Weights Inspection Example ===

--- Training Runs ---
Found 10 training runs:

  bef237d2-e7dc-54ae-8055-55b143264cbd:train:0
    Base Model: meta-llama/Llama-3.1-8B
    Is LoRA: true, Rank: 16
    Corrupted: false
    Last Checkpoint: none
    Owner: tml:organization_user:274df404-aecf-449f-aae2-6a9ba92a62b5

  046c901d-5e46-5982-a80d-32fcc2acfb9f:train:0
    Base Model: meta-llama/Llama-3.1-8B
    Is LoRA: true, Rank: 16
    Corrupted: false
    Last Checkpoint: none
    Owner: tml:organization_user:274df404-aecf-449f-aae2-6a9ba92a62b5

  e461bab9-a627-5c7b-889b-26b744d46df3:train:0
    Base Model: meta-llama/Llama-3.1-8B
    Is LoRA: true, Rank: 16
    Corrupted: false
    Last Checkpoint: none
    Owner: tml:organization_user:274df404-aecf-449f-aae2-6a9ba92a62b5

  39b4a59d-e0e4-553d-87d1-2e8ae9db0bd4:train:0
    Base Model: meta-llama/Llama-3.1-8B
    Is LoRA: true, Rank: 16
    Corrupted: false
    Last Checkpoint: none
    Owner: tml:organization_user:274df404-aecf-449f-aae2-6a9ba92a62b5

  0ba9f266-961a-5c66-8bed-a5103ed577bd:train:0
    Base Model: meta-llama/Llama-3.1-8B
    Is LoRA: true, Rank: 8
    Corrupted: false
    Last Checkpoint: none
    Owner: tml:organization_user:274df404-aecf-449f-aae2-6a9ba92a62b5

  f9ee4b55-c2b5-59da-9c4a-e15b50d13845:train:0
    Base Model: meta-llama/Llama-3.1-8B
    Is LoRA: true, Rank: 8
    Corrupted: false
    Last Checkpoint: none
    Owner: tml:organization_user:274df404-aecf-449f-aae2-6a9ba92a62b5

  598b870d-dc81-5be9-9581-d4c3bffb44be:train:0
    Base Model: meta-llama/Llama-3.2-1B
    Is LoRA: true, Rank: 32
    Corrupted: false
    Last Checkpoint: none
    Owner: tml:organization_user:274df404-aecf-449f-aae2-6a9ba92a62b5

  cd663bca-7892-55cb-be4e-c7b646d850b2:train:0
    Base Model: meta-llama/Llama-3.2-1B
    Is LoRA: true, Rank: 32
    Corrupted: false
    Last Checkpoint: none
    Owner: tml:organization_user:274df404-aecf-449f-aae2-6a9ba92a62b5

  a847bd03-868b-5c68-b726-5a8bd072625a:train:0
    Base Model: meta-llama/Llama-3.2-1B
    Is LoRA: true, Rank: 32
    Corrupted: false
    Last Checkpoint: none
    Owner: tml:organization_user:274df404-aecf-449f-aae2-6a9ba92a62b5

  7c78675f-2d36-5aca-a0ec-bef786762a91:train:0
    Base Model: meta-llama/Llama-3.2-1B
    Is LoRA: true, Rank: 32
    Corrupted: false
    Last Checkpoint: none
    Owner: tml:organization_user:274df404-aecf-449f-aae2-6a9ba92a62b5


--- Training Run Details: bef237d2-e7dc-54ae-8055-55b143264cbd:train:0 ---
  ID: bef237d2-e7dc-54ae-8055-55b143264cbd:train:0
  Base Model: meta-llama/Llama-3.1-8B
  Is LoRA: true
  LoRA Rank: 16
  Corrupted: false
  Last Checkpoint: none
  Last Sampler Checkpoint: none
  Last Request: 2025-12-03 20:32:55.109826Z
  Owner: tml:organization_user:274df404-aecf-449f-aae2-6a9ba92a62b5

--- User Checkpoints ---
Found 10 checkpoint(s):

  tinker://39b4a59d-e0e4-553d-87d1-2e8ae9db0bd4:train:0/sampler_weights/sampler-weights
    Type: sampler
    ID: sampler_weights/sampler-weights
    Size: 84.1 MB
    Time: 2025-12-03T20:32:09.677474Z

  tinker://170beeb9-9fa9-5011-b896-ba0616c7e94d:train:0/weights/async_demo_checkpoint
    Type: training
    ID: weights/async_demo_checkpoint
    Size: 152.98 MB
    Time: 2025-11-28T02:43:17.958810Z

  tinker://50398661-7150-5042-9891-5611cb535340:train:0/sampler_weights/sampler-weights
    Type: sampler
    ID: sampler_weights/sampler-weights
    Size: 84.1 MB
    Time: 2025-11-28T02:40:09.047757Z

  tinker://a5d5031a-72a5-5180-8417-e32c5c0a9598:train:0/sampler_weights/sampler-weights
    Type: sampler
    ID: sampler_weights/sampler-weights
    Size: 84.1 MB
    Time: 2025-11-28T02:32:20.546936Z

  tinker://47f7276e-454e-5dde-9188-1c1e3c3536b5:train:0/weights/async_demo_checkpoint
    Type: training
    ID: weights/async_demo_checkpoint
    Size: 152.98 MB
    Time: 2025-11-28T02:31:18.060463Z

  tinker://a7517405-527c-571e-9fe2-c94e6b3cf548:train:0/sampler_weights/async_demo_weights
    Type: sampler
    ID: sampler_weights/async_demo_weights
    Size: 50.98 MB
    Time: 2025-11-28T02:30:25.465448Z

  tinker://73c466d3-b063-56a2-86d0-d035a1392c23:train:0/sampler_weights/async_demo_weights
    Type: sampler
    ID: sampler_weights/async_demo_weights
    Size: 50.98 MB
    Time: 2025-11-28T02:29:56.731159Z

  tinker://53f0586d-3f98-58e5-b04e-297ea717378e:train:0/sampler_weights/sampler-weights
    Type: sampler
    ID: sampler_weights/sampler-weights
    Size: 84.1 MB
    Time: 2025-11-27T18:58:37.961274Z

  tinker://f4521144-ef58-53ec-950c-29260c9b1a41:train:0/sampler_weights/sampler-weights
    Type: sampler
    ID: sampler_weights/sampler-weights
    Size: 84.1 MB
    Time: 2025-11-27T18:44:47.285732Z

  tinker://1ec257a9-28bf-559c-aa73-e54a09cce5bd:train:0/sampler_weights/sampler-weights
    Type: sampler
    ID: sampler_weights/sampler-weights
    Size: 84.1 MB
    Time: 2025-11-27T18:37:23.205082Z


=== Example Complete ===

==> Running examples/checkpoint_download.exs
=== Tinkex Checkpoint Download Example ===

TINKER_CHECKPOINT_PATH not provided; downloading first available checkpoint:
  tinker://39b4a59d-e0e4-553d-87d1-2e8ae9db0bd4:train:0/sampler_weights/sampler-weights

Downloading checkpoint: tinker://39b4a59d-e0e4-553d-87d1-2e8ae9db0bd4:train:0/sampler_weights/sampler-weights
Output directory: /tmp/tinkex_checkpoints

Progress: 100.0% (84.1 MB / 84.1 MB)

Download complete!
Extracted to: /tmp/tinkex_checkpoints/39b4a59d-e0e4-553d-87d1-2e8ae9db0bd4:train:0_sampler_weights_sampler-weights

Extracted files (3):
  • adapter_config.json (736 B)
  • adapter_model.safetensors (84.1 MB)
  • checkpoint_complete (0 B)

=== Example Complete ===

==> Running examples/async_client_creation.exs
=== Tinkex Async Client Creation Example ===

Creating sampling client asynchronously...
Task created, awaiting result...
✓ Sampling client created: #PID<0.252.0>

Creating LoRA training client asynchronously...
Task created, awaiting result...
✓ LoRA training client created: #PID<0.260.0>

Saving training state to create checkpoint...
✓ Saved state to: tinker://9677c040-d833-5325-8a9d-4c3a1f816328:train:0/weights/async_demo_checkpoint

Restoring training client from checkpoint asynchronously...
✓ Training client restored: #PID<0.278.0>

=== Example Complete ===

==> Running examples/cli_run_text.exs
Running CLI with args: run --base-model meta-llama/Llama-3.1-8B --prompt Hello from the CLI runner --max-tokens 64 --temperature 0.7 --num-samples 1 --api-key tml-mIf5gSt5tyewbDuXjwgeTkbdcgCZUpntGFyVBfKvmfGpb2FpJbfJ9tcFyYC5DXjcrAAAA
Starting sampling...
Sample 1:
.
I'm not sure if this is possible, but I'd like to be able to run tests from the CLI runner that use the test runner, which in turn uses the command runner to execute the test code.
So, for example, I have a test runner file that looks like this:
var testRunner = require
stop_reason=length | avg_logprob=-1.306
Sampling complete (1 sequences)
sampling response: %Tinkex.Types.SampleResponse{
  sequences: [
    %Tinkex.Types.SampledSequence{
      tokens: [627, 40, 2846, 539, 2771, 422, 420, 374, 3284, 11, 719, 358,
       4265, 1093, 311, 387, 3025, 311, 1629, 7177, 505, 279, 40377, 23055, 430,
       1005, 279, 1296, 23055, 11, 902, 304, 2543, 5829, 279, 3290, 23055, 311,
       9203, 279, 1296, 2082, 627, 4516, 11, 369, 3187, ...],
      logprobs: [-3.5795583724975586, -1.0052404403686523, -1.2745513916015625,
       -2.8693130016326904, -0.2649388611316681, -0.8700623512268066,
       -0.559992790222168, -0.04600697010755539, -4.418613433837891,
       -0.4960397779941559, -0.03471290320158005, -0.28530794382095337,
       -1.37711763381958, -0.09592393785715103, -0.015257902443408966,
       -1.4179904460906982, -0.0015180503251031041, -2.4399164249189198e-4,
       -0.7839916944503784, -3.9295105934143066, -1.264305830001831,
       -0.1773315817117691, -1.5910406112670898, -1.316138744354248,
       -1.7571544647216797, -2.5250649452209473, -0.5046882033348083,
       -3.402918577194214, -0.47159984707832336, -2.6524651050567627,
       -3.103660821914673, -1.989617109298706, -0.01729818433523178,
       -0.7375035881996155, -0.14178435504436493, -3.6171159744262695,
       -3.4245076179504395, -2.65036678314209, -1.733647346496582,
       -0.42849284410476685, -1.1295380592346191, -2.542349100112915,
       -0.5898256897926331, -3.905834436416626, -0.7327507734298706,
       -1.018278956413269, ...],
      stop_reason: :length
    }
  ],
  prompt_logprobs: nil,
  topk_prompt_logprobs: nil,
  type: "sample"
}

==> Running examples/cli_run_prompt_file.exs
Running CLI with prompt file /tmp/tinkex_prompt_5826.txt
Starting sampling...
Sampling complete (1 sequences)
JSON output written to /tmp/tinkex_output_5890.json
Preview:
{"prompt_logprobs":null,"sequences":[{"logprobs":[-2.4103214740753174,-1.481612205505371,-1.6993517875671387,-1.6085186004638672,-5.111445426940918,-1.97594153881073,-1.1717655658721924,-0.4643413722515106,-1.3711751699447632,-0.006968954112380743,-1.1871790885925293,-0.04053192213177681,-2.121251106262207,-0.004537524189800024,-1.3446797132492065,-6.138952255249023,-5.222756385803223,-4.653529167175293,-5.804534912109375,-0.8416662216186523,-9.227217674255371,-1.2605887651443481,-1.5938613414764404,-2.1836817264556885,-5.224343299865723,-1.3763225078582764,-0.11617501080036163,-2.9787542819976807,-0.6054537296295166,-5.050826072692871,-0.5107788443565369,-2.1634936332702637,-2.498811960220337,-3.2069690227508545,-2.2543468475341797,-2.579184055328369,-3.743730306625366,-8.058501243591309,-6.793439865112305,-5.710214138031006,-8.676680564880371,-6.139692783355713,-6.30639123916626,-2.062299966812134,-3.8482143878936768,-4.542710781097412,-0.5203852653503418,-3.8335604667663574,-1.6408588886260986,-1.568137288093567,-0.012080245651304722,-1.2023649215698242,-1.4825797080993652,-1.482069969177246,-1.3127667903900146,-0.17095088958740234,-1.4786778688430786,-1.6125874519348145,-0.006843580398708582,-5.21590518951416,-0.05076216533780098,-0.22017771005630493,-5.9606404304504395,-5.549184322357178,-4.7872209548950195,-4.855972766876221,-0.9366350173950195,-0.12604430317878723,-9.595711708068848,-0.7755651473999023,-2.820842742919922,-3.7621843814849854,-5.157322883605957,-2.6577000617980957,-5.21419095993042,-1.5303518772125244,-0.007139763794839382,-1.9781513214111328,-1.3684971332550049,-2.268671751022339,-1.777215600013733,-7.819088935852051,-11.438087463378906,-2.451627254486084,-8.741952896118164,-6.708137512207031,-5.673834800720215,-3.203212261199951,-8.400153160095215,-6.0843095779418945,-16.10692596435547,-3.2539682388305664,-5.298253059387207,-8.841060638427734,-3.1346662044525146,-7.1228485107421875,-2.2069647312164307,-6.067137241363525,-2.42806077003479,-5.857672691345215,-2.4751973152160645,-6.354546546936035,-4.133467674255371,-11.019477844238281,-2.4210262298583984,-0.893137514591217,-3.2921323776245117,-9.257552146911621,-6.81947135925293,-6.079846382141113,-11.751153945922852,-1.789302110671997,-8.758362770080566,-4.224250793457031,-7.154967784881592,-2.3976199626922607,-11.934314727783203,-2.5352611541748047,-2.5792174339294434,-3.3471624851226807,-8.435900688171387,-3.911782741546631,-4.933475494384766,-6.7821455001831055,-2.338259696960449,-1.733213186264038,-0.16573885083198547,-0.8874191641807556,-3.5605456829071045,-0.1679030954837799,-0.15616737306118011,-0.39686769247055054,-0.07913373410701752,-0.4499230682849884,-6.871246150694788e-4,-0.007271964568644762,-3.6272482872009277,-0.07902028411626816,-0.07613808661699295,-0.0017864234978333116,-0.052572790533304214,-0.00722569040954113,-0.02836875058710575,-0.06212211400270462,-3.5470392322167754e-4,-0.002725697821006179,-7.942138671875,-10.012084007263184,-0.07492903620004654,-0.002745907986536622,-0.06627770513296127,-0.10175099223852158,-0.012989195063710213,-0.013234037905931473,-0.07967877388000488,-0.0505918487906456,-5.078217945992947e-4,-0.009351381100714207,-5.694699287414551,-3.7189815044403076,-0.028416143730282784,-0.07267549633979797,-0.0015376898227259517,-0.017790740355849266,-0.011137695983052254,-0.0010033579310402274,-0.0037643304094672203,-5.360727787017822,-0.5493968725204468,-0.1271948218345642,-2.130580425262451,-8.717945098876953,-0.640282392501831,-0.1252182573080063,-0.020092058926820755,-0.6820160746574402,-0.5253106951713562,-10.228569030761719,-6.81758451461792,-8.117961883544922,-2.3921868801116943,-8.689125061035156,-1.7730913162231445,-4.698187828063965,-0.24678246676921844,-4.603797435760498,-2.967658758163452,-5.875194072723389,-18.165441513061523,-4.863584041595459,-0.2899436056613922,-2.8398327827453613,-5.573713779449463,-3.1849451065063477,-11.773632049560547,-0.30232974886894226,-5.63413143157959,-1.2279820442199707,-14.847956657409668,-10.91910171508789,-11.21194076538086,-2.8944525718688965,-0.43136003613471985,-0.6919549107551575,-0.7771584391593933,-1.5401930809020996,-5.155832290649414,-4.753726959228516,-0.96075439453125,-1.223474144935608,-10.294321060180664,-9.029932975769043,-12.407955169677734,-5.040881156921387,-1.532426357269287,-9.444000244140625,-3.103414297103882,-8.488123893737793,-4.926351547241211,-6.718753337860107,-1.0221798419952393,-7.329015731811523,-0.4833906292915344,-7.192741394042969,-4.679009437561035,-4.814059257507324,-13.409563064575195,-7.051697254180908,-9.483461380004883,-5.190164566040039,-6.417781829833984,-9.602149963378906,-9.241943359375,-3.491941452026367,-4.302358150482178,-1.8735932111740112,-4.267017364501953,-3.7181270122528076,-1.7670300006866455,-1.4795916080474854,-2.524857521057129,-9.832592964172363,-0.18930113315582275,-7.060855865478516,-3.470280647277832,-4.026463031768799,-4.834967613220215,-2.6490068435668945,-3.39202880859375,-1.1640807390213013,-7.865609645843506,-0.6302926540374756,-7.037282943725586,-2.540952205657959,-1.1739842891693115,-0.1342141032218933,-1.9657386541366577,-13.7061185836792,-3.214365243911743,-2.070497989654541,-2.3705854415893555,-2.711764335632324,-13.07050609588623,-10.616802215576172,-4.135945796966553,-4.414124965667725,-4.404797554016113,-0.9277579188346863,-9.539392471313477,-4.300154209136963,-1.4321762323379517,-8.916997909545898,-1.6228301525115967,-3.8632383346557617,-8.053675651550293,-5.6849212646484375,-0.23074105381965637,-7.190181255340576,-8.572669982910156,-4.091102600097656,-0.02828427404165268,-5.719094276428223,-4.888680458068848,-2.3962152004241943,-10.532453536987305,-6.399784088134766,-3.3022067546844482,-6.654189109802246,-9.710124969482422,-2.229261636734009,-5.250110626220703,-0.980569064617157,-0.5991645455360413,-8.894183158874512,-6.204658031463623,-0.6972963213920593,-14.117812156677246,-9.730276107788086,-4.162985801696777,-7.3795485496521,-8.472846984863281,-7.300466537475586,-3.631579637527466,-2.0620036125183105,-12.545825004577637,-7.127178192138672,-1.880378007888794,-7.33294677734375,-4.351083755493164,-0.9646018743515015,-4.605457305908203,-3.1085894107818604,-4.044012546539307,-9.295428276062012,-3.486915111541748,-4.781571865081787,-5.992690086364746,-1.0766656398773193,-7.147191047668457,-2.5994911193847656,-5.492531776428223,-7.9876275062561035,-5.285679817199707,-3.2594082355499268,-2.0916457176208496,-8.100872039794922,-11.840993881225586,-2.974590539932251,-7.839136123657227,-4.262036323547363,-5.481948375701904,-10.553565979003906,-7.0019850730896,-6.973628044128418,-2.470111846923828,-9.823935508728027,-0.1414492279291153,-11.930364608764648,-3.5212631225585938,-6.222449779510498,-9.678894996643066,-7.970310211181641,-8.884906768798828,-8.208680152893066,-6.209246635437012,-2.3077828884124756,-2.941310405731201,-8.231354713439941,-3.543962001800537,-9.320425033569336,-2.950599431991577,-4.594964027404785,-3.985895872116089,-3.410745859146118,-2.042266607284546,-5.721744537353516,-6.170266151428223,-1.3732715845108032,-4.510341644287109,-4.921364784240723,-1.452978253364563,-3.3367912769317627,-3.4576730728149414,-4.878668308258057,-1.75033438205719,-6.508336544036865,-1.5457738637924194,-5.313633441925049,-3.0053248405456543,-5.352481842041016,-0.6981807351112366,-5.106980800628662,-5.385060787200928,-8.490257263183594,-10.190001487731934,-0.247206911444664,-3.7554209232330322,-2.4797203540802,-1.8158812522888184,-2.5369791984558105,-2.602865219116211,-2.7751574516296387,-3.1225266456604004,-5.000789642333984,-1.214324712753296,-4.346864700317383,-2.109657049179077,-5.430792331695557,-6.761059284210205,-6.898703575134277,-4.7746968269348145,-2.015768527984619,-5.372612953186035,-1.9969673156738281,-2.989100456237793,-1.8669538497924805,-6.728403091430664,-7.530834197998047,-0.936662495136261,-3.904484748840332,-1.7678725719451904,-4.4931488037109375,-1.889866590499878,-6.541816234588623,-6.394891738891602,-5.447674751281738,-2.8917791843414307,-5.015178680419922,-4.118044853210449,-7.045520782470703,-0.13903780281543732,-5.570929527282715,-1.4497491121292114,-6.02664041519165,-5.345512866973877,-3.697784423828125,-5.528990745544434,-1.119093418121338,-3.6796624660491943,-5.868624687194824,-3.658134937286377,-0.2156352996826172,-6.301939964294434,-4.858808517456055,-6.971897125244141,-2.8257932662963867,-4.060304641723633,-4.664558410644531,-1.4773588180541992,-3.924105405807495,-2.857407569885254,-1.909933090209961,-3.4156386852264404,-6.915688991546631,-2.9088029861450195,-3.8407182693481445,-1.5526909828186035,-0.0837012305855751,-0.07925884425640106,-0.8097116351127625,-5.971117973327637,-2.222133159637451,-3.4983556270599365,-7.906166076660156,-3.9793972969055176,-1.1109726428985596,-1.9890332221984863,-2.1169726848602295,-5.793446063995361,-5.1206207275390625,-8.680839538574219,-0.031018543988466263,-1.6338731050491333,-7.992051124572754,-3.1342926025390625,-2.637775182723999,-4.140921115875244,-2.619992733001709,-3.3330860137939453,-6.303351879119873,-2.9176695346832275,-4.456803798675537,-1.5668621063232422,-5.857741355895996,-1.6906102895736694,-5.212464809417725,-3.2073841094970703,-12.405179023742676,-11.078841209411621,-3.3388383388519287,-7.54919958114624,-11.077221870422363,-7.113646507263184,-6.839696884155273,-0.5240275859832764,-8.117510795593262,-3.773449659347534,-3.436506509780884,-3.421865940093994,-0.7046695947647095,-2.365330696105957,-0.4494428038597107,-1.8536851406097412,-5.814051628112793,-0.15075509250164032,-7.569639205932617,-9.599751472473145,-3.3304550647735596,-1.9099969863891602,-0.003810290014371276,-4.44084358215332,-0.14838072657585144,-0.015774348750710487,-9.892560005187988,-6.56809663772583,-0.7999904155731201,-8.854347229003906,-1.5444003343582153,-6.854297637939453,-2.026348352432251,-3.3447279930114746,-6.2145795822143555,-7.157571792602539,-4.418673515319824,-7.0218353271484375,-4.038987159729004,-1.8179885149002075,-0.22167687118053436,-1.7934563159942627,-7.91077184677124,-5.223263740539551,-10.383594512939453,-0.4000903367996216,-4.405243396759033,-9.333325386047363,-8.555054664611816,-4.383699417114258,-6.802282333374023,-9.053688049316406,-5.417450904846191,-2.7287087440490723,-4.119086742401123,-2.404736280441284,-0.134462371468544,-7.951897621154785,-7.543621063232422,-5.40523624420166,-10.465496063232422,-6.980744361877441,-3.8108181953430176,-7.191021919250488,-1.1321568489074707,-2.5136146545410156,-5.294621467590332,-4.425957679748535,-1.7979824542999268,-7.669944763183594,-3.084674596786499,-3.0852231979370117,-0.1785353124141693,-6.065652370452881,-12.09787654876709,-4.717751502990723,-1.6871678829193115,-4.653213977813721,-2.914987564086914,-2.222034215927124,-6.606910705566406,-1.9629156589508057,-9.310382843017578,-2.0288844108581543,-2.9871809482574463,-0.8337690234184265,-0.06881903111934662,-0.11161081492900848,-7.116535186767578,-3.6248185634613037,-2.492919445037842,-1.9082257747650146,-3.1884868144989014],"stop_reason":"stop","tokens":[13,358,1097,264,11164,11,323,420,1772,574,56168,555,611,84,14,754,347,370,1037,68,4749,13,358,690,2815,304,220,17,4207,505,1457,382,40,690,387,1203,994,328,45456,66313,40124,334,81663,17160,10245,36868,3507,93350,57318,71361,55759,3651,40330,7354,2006,83069,2794,16511,6979,10009,37636,45613,1389,5782,393,25434,44272,15215,39129,19324,16932,2006,16139,1389,7354,63427,50736,34733,63151,57277,2,35390,5211,271,13617,5829,220,19,14774,19930,69338,22071,311,46113,220,1419,3626,1555,279,4272,11,7999,832,51658,311,1855,832,45082,100441,100699,126450,101305,107915,101179,108797,96298,18939,382,2,29438,16067,1432,334,15147,1035,16,13,510,42144,9725,2,50378,340,17,13,510,61032,40227,9725,2,47928,40227,340,18,13,510,35891,65776,9725,2,62344,2427,19253,14164,340,19,13,510,15777,21829,811,9725,2,25615,12,25742,811,12795,2,35907,271,1255,347,370,1037,71853,374,1981,439,7060,264,3560,43012,4029,439,6866,382,4516,102503,3018,306,13,1442,358,8122,36626,433,311,37002,72537,11299,304,3021,449,433,13,3639,1436,387,810,50765,551,49582,382,2,38943,1038,12834,1455,5865,527,22486,311,3566,477,4641,83430,482,2613,3834,1288,12771,20160,2613,16692,13,2030,1148,422,499,617,15860,315,9624,13422,499,2351,1701,11,323,842,709,14324,264,2763,315,892,20505,304,279,7074,13,11930,15987,382,2181,1253,387,17057,389,264,27946,5569,369,320,97525,8,6222,13650,1778,439,4443,26743,13,30013,10925,617,8066,75581,389,1778,13650,439,6696,7512,11,34266,39230,277,311,612,442,8322,11,34507,3674,3772,430,1436,387,9959,304,3938,13042,323,20207,25907,13,3297,1101,5101,1418,21646,22917,13,34863,32855,13,10323,10397,45933,12309,16736,30098,449,1560,83775,23460,5315,14,63879,61912,83663,5922,13122,389,11,9455,502,11983,323,3674,2065,2671,11,3318,12135,449,502,3674,3772,323,1023,6732,13,1398,69597,358,2846,5128,2771,1070,6866,2317,7191,1109,904,832,1732,1436,11000,1440,477,48248,13,1442,358,1518,1403,3062,18845,11,499,3358,617,264,9257,1317,9860,3938,13,1666,264,3682,3157,320,269,8996,374,4560,311,4667,449,1778,3674,29130,28271,8,374,1455,8173,304,2038,5552,4819,323,3674,7640,11,584,617,311,1781,2225,5627,520,279,1890,892,13,18156,433,1253,4097,810,1109,264,3254,3217,1389,4536,956,433,34707,13,358,4510,279,1455,28289,3245,574,279,5133,449,1884,358,27724,16250,323,8661,84257,358,42777,922,1980,2181,1053,1101,387,6555,311,617,520,3325,510,16497,9725,1277,1129,268,34466,2726,705,1095,7636,4815,2,12027,271,9,13688,18939,551,65,14369,512,9,13688,505,832,2055,2,74977,12,5263,16067,55160,5520,9669,2997,912,1862,369,2653,36106,1389,62019,6924,4669,15161,32705,596,8106,6559,269,5471,279,1217,505,34111,21142,382,2,65814,362,482,5649,22166,5560,271,2,65814,426,482,14969,612,35680,1038,128001]}],"topk_prompt_logprobs":null,"type":"sample"}


==> Running examples/metrics_live.exs
Sampling 1 sequence(s) from meta-llama/Llama-3.1-8B ...
Sampled text:
The Tinkex dashboard shows a quick, at-a-glance view of your projects. The dashboard allows you to easily compare projects to see where your time

=== Metrics Snapshot ===
Counters:
  tinkex_requests_success: 4
  tinkex_requests_total: 4

Latency (ms):
  count: 4
  mean: 502.44
  p50:  465.24
  p95:  826.13
  p99:  826.13

==> Running examples/telemetry_live.exs
Starting service client against https://tinker.thinkingmachines.dev/services/tinker-prod ...
Creating sampling client for meta-llama/Llama-3.1-8B ...

10:36:07.331 [info] HTTP post /api/v1/create_sampling_session start (pool=session base=https://tinker.thinkingmachines.dev/services/tinker-prod)

10:36:07.611 [info] HTTP post /api/v1/create_sampling_session ok in 279ms retries=0 base=https://tinker.thinkingmachines.dev/services/tinker-prod
Sending sample request ...

10:36:08.688 [info] HTTP post /api/v1/asample start (pool=sampling base=https://tinker.thinkingmachines.dev/services/tinker-prod)

10:36:09.166 [info] HTTP post /api/v1/asample ok in 477ms retries=0 base=https://tinker.thinkingmachines.dev/services/tinker-prod

10:36:09.185 [info] HTTP post /api/v1/retrieve_future start (pool=futures base=https://tinker.thinkingmachines.dev/services/tinker-prod)

10:36:09.994 [info] HTTP post /api/v1/retrieve_future ok in 808ms retries=0 base=https://tinker.thinkingmachines.dev/services/tinker-prod
Sampled sequences: [
  %Tinkex.Types.SampledSequence{
    tokens: [3639, 374, 433, 30, 8595, 656, 584, 1005, 433, 30, 3639, 527, 279,
     7720, 1980, 6777, 37058, 374, 279, 1920, 315, 26984, 323, 42118, 828, 311,
     8895, 26793, 1139, 279, 5178, 11],
    logprobs: [-1.4004876613616943, -0.21809379756450653, -0.5183565616607666,
     -0.6882222890853882, -1.6689610481262207, -1.3359495401382446,
     -0.507761538028717, -1.121880054473877, -0.017047420144081116,
     -0.21992535889148712, -0.6591378450393677, -0.9404007196426392,
     -0.35884523391723633, -0.8169716000556946, -4.404777526855469,
     -0.4814941883087158, -2.7092601521871984e-4, -0.023718087002635002,
     -0.40297552943229675, -1.0642532110214233, -0.005674799904227257,
     -0.5010918378829956, -0.418936550617218, -0.707565426826477,
     -0.07639224827289581, -1.5775229930877686, -1.2423986196517944,
     -0.3514748513698578, -0.48231393098831177, -0.23728083074092865,
     -0.06967131048440933, -1.6731479167938232],
    stop_reason: :length
  }
]

10:36:10.026 [info] HTTP post /api/v1/telemetry start (pool=telemetry base=https://tinker.thinkingmachines.dev/services/tinker-prod)

10:36:10.249 [info] HTTP post /api/v1/telemetry ok in 222ms retries=0 base=https://tinker.thinkingmachines.dev/services/tinker-prod
Flushed telemetry; detach logger and exit.

==> Running examples/telemetry_reporter_demo.exs
==========================================
Tinkex Telemetry Reporter Demo
==========================================
Base URL: https://tinker.thinkingmachines.dev/services/tinker-prod
Model: meta-llama/Llama-3.1-8B


1. Starting ServiceClient and reporter...
   Reporter started: #PID<0.250.0>

2. Logging generic events...
   Logged: demo.started
   Logged events with different severity levels

3. Logging a non-fatal exception...
   Logged non-fatal exception: Simulated non-fatal error for demonstration

4. Performing live sampling (generates HTTP telemetry)...
   Sampling complete!
   Generated:  Can you say anything about the technology, but also about industry and scope?
T...

5. Demonstrating wait_until_drained...
   Queue drained: true

6. Logging additional events...
   Logged 5 batch events

7. Stopping reporter gracefully...
   Reporter stopped gracefully (SESSION_END event sent)

==========================================
Demo Complete!
==========================================
The following telemetry events were sent:
- SESSION_START (automatic)
- demo.started
- demo.info, demo.warning, demo.debug (severity variants)
- UNHANDLED_EXCEPTION (non-fatal)
- HTTP request telemetry (from sampling)
- demo.sampling_complete
- demo.before_drain
- demo.batch_event (x5)
- demo.completing
- SESSION_END (automatic on stop)

Check your Tinker dashboard to verify telemetry was received.


==> Running examples/retry_and_capture.exs
Telemetry reporter started for live session.
[retry start] attempt=0
[retry retry] attempt=0 delay=200ms duration=0ms error=[api_status (500)] synthetic 500 for retry demo
[retry start] attempt=1
[retry retry] attempt=1 delay=400ms duration=0ms error=[api_status (500)] synthetic 500 for retry demo
[retry start] attempt=2
[retry stop] attempt=2 duration=0ms result=ok
Final result: "succeeded on attempt 3"

==> Running examples/model_info_and_unload.exs
[tinkex] base_url=https://tinker.thinkingmachines.dev/services/tinker-prod
[tinkex] base_model=meta-llama/Llama-3.1-8B
[tinkex] created session_id=a9a84697-074e-5a76-a4f2-f6a6f3a24364
[tinkex] poll #1 create_model request_id=a9a84697-074e-5a76-a4f2-f6a6f3a24364:train:0:0
[tinkex] created model_id=a9a84697-074e-5a76-a4f2-f6a6f3a24364:train:0
[tinkex] model_id=a9a84697-074e-5a76-a4f2-f6a6f3a24364:train:0
- model_name: meta-llama/Llama-3.1-8B
- arch: unknown
- tokenizer_id: baseten/Meta-Llama-3-tokenizer
- is_lora: true
- lora_rank: 32
[tinkex] unload_model
[tinkex] unload failed: [api_status (404)] HTTP 404 status=404
[tinkex] error data: %{"detail" => "Not Found"}



  

    Getting Started

Follow this guide to install Tinkex, configure credentials, and run your first requests through the CLI or SDK. Examples assume Elixir 1.18+ and a valid TINKER_API_KEY.
Install the SDK
Add the dependency and fetch packages:
# mix.exs
def deps do
  [
    {:tinkex, "~> 0.1.17"}
  ]
end
mix deps.get

To build the CLI locally:
MIX_ENV=prod mix escript.build   # emits ./tinkex
# optional: install to PATH
mix escript.install ./tinkex

Configure credentials
Tinkex reads configuration from Tinkex.Config.new/1, pulling fallbacks from the application env and environment variables:
	TINKER_API_KEY (required)
	TINKER_BASE_URL (defaults to the production base URL)
	Optional per-request overrides: :timeout, :max_retries, :http_pool, :user_metadata

config =
  Tinkex.Config.new(
    api_key: System.fetch_env!("TINKER_API_KEY"),
    base_url: System.get_env("TINKER_BASE_URL", "https://tinker.thinkingmachines.dev/services/tinker-prod")
  )
First sampling request (SDK)
{:ok, _} = Application.ensure_all_started(:tinkex)

{:ok, service} = Tinkex.ServiceClient.start_link(config: config)
{:ok, sampler} =
  Tinkex.ServiceClient.create_sampling_client(service,
    base_model: "meta-llama/Llama-3.1-8B"
  )

{:ok, prompt} =
  Tinkex.Types.ModelInput.from_text("Hello there", model_name: "meta-llama/Llama-3.1-8B")

params = %Tinkex.Types.SamplingParams{max_tokens: 64, temperature: 0.7, top_p: 0.9}

{:ok, task} = Tinkex.SamplingClient.sample(sampler, prompt, params, num_samples: 1)
{:ok, response} = Task.await(task, 10_000)
IO.inspect(response.sequences, label: "sequences")
SamplingClient.sample/4 returns a Task.t() so you can await, stream, or supervise requests alongside other work.
Session & checkpoint management (REST)
Use the synchronous RestClient to inspect sessions and checkpoints, then pull artifacts with CheckpointDownload:
{:ok, service} = Tinkex.ServiceClient.start_link(config: config)
{:ok, rest} = Tinkex.ServiceClient.create_rest_client(service)

{:ok, sessions} = Tinkex.RestClient.list_sessions(rest, limit: 10)
IO.inspect(sessions.sessions, label: "sessions")

{:ok, checkpoints} = Tinkex.RestClient.list_user_checkpoints(rest, limit: 20)
IO.inspect(Enum.map(checkpoints.checkpoints, & &1.tinker_path), label: "checkpoints")

{:ok, download} =
  Tinkex.CheckpointDownload.download(rest, "tinker://run-123/weights/0001",
    output_dir: "./models",
    force: true
  )

IO.puts("Extracted to #{download.destination}")
CLI checkpoints and runs
After MIX_ENV=prod mix escript.build, invoke the CLI:
# Save weights metadata for a base model
./tinkex checkpoint \
  --base-model meta-llama/Llama-3.1-8B \
  --rank 32 \
  --output ./checkpoint.json \
  --api-key "$TINKER_API_KEY"

# Generate text with configurable sampling params
./tinkex run \
  --base-model meta-llama/Llama-3.1-8B \
  --prompt "Hello there" \
  --max-tokens 64 \
  --temperature 0.7 \
  --num-samples 2 \
  --api-key "$TINKER_API_KEY"

Flags to know:
	--prompt-file <path> reads a prompt from disk (plain text or JSON array of token IDs).
	--json prints the full response payload instead of decoded text.
	--output <path> writes generation output to a file.
	For parallelism and quicker startup, prefer the async client factories (Tinkex.ServiceClient.create_sampling_client_async/2 and Tinkex.SamplingClient.create_async/2) inside your own scripts; the CLI remains a thin wrapper over the same APIs.

See ./tinkex checkpoint --help and ./tinkex run --help for the full option set, plus the troubleshooting guide for timeout/backoff tips.
Tokenization helpers
Tinkex wraps the tokenizers NIF and caches handles in ETS:
{:ok, ids} = Tinkex.Tokenizer.encode_text("Hello", "gpt2")
{:ok, text} = Tinkex.Tokenizer.decode(ids, "gpt2")
{:ok, model_input} = Tinkex.Types.ModelInput.from_text("Chat prompt", model_name: "gpt2")
Tokenizer resolution honors metadata from TrainingClient.get_info/1 if provided and applies the Llama-3 gating workaround automatically.
What to read next
	API overview: docs/guides/api_reference.md
	Troubleshooting tips and common errors: docs/guides/troubleshooting.md
	End-to-end training loop: docs/guides/training_loop.md
	Tokenization details: docs/guides/tokenization.md



  

    Tokenization Guide

Tinkex ships a thin wrapper around HuggingFace tokenizers for converting plain
text to token IDs. The helpers return tuples ({:ok, ...} | {:error, ...}) to
keep error handling explicit; use the bang variants if you prefer exceptions.
Encoding text
{:ok, ids} = Tinkex.Tokenizer.encode_text("hello", "gpt2")
# or, with training client metadata-driven resolution:
# {:ok, ids} = Tinkex.Tokenizer.encode_text("hello", "gpt2", training_client: training_client)
Building ModelInput for training or sampling
Use Tinkex.Types.ModelInput.from_text/2 to prepare prompts or training data:
{:ok, prompt} =
  Tinkex.Types.ModelInput.from_text("Translate to French: hello", model_name: "gpt2")

datum = %Tinkex.Types.Datum{
  model_input: prompt,
  loss_fn_inputs: %{target_tokens: [/* labels */]}
}
If you prefer to raise on errors, call ModelInput.from_text!/2 with the same
options. Chat templates are not applied by the SDK—provide the fully
formatted text you want to tokenize.


  

    Advanced Configuration

This guide covers advanced configuration options for Tinkex, including environment variables, application-level configuration, HTTP connection pooling, session management, and production best practices.
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Configuration Overview
Tinkex uses a layered configuration approach, with values resolved in this order of precedence:
	Runtime options (highest priority) - passed to Tinkex.Config.new/1
	Application environment - set in config/config.exs
	Environment variables (fallback) - TINKER_API_KEY, TINKER_BASE_URL
	Defaults (lowest priority) - built-in SDK defaults

This design supports multi-tenant usage where different API keys, base URLs, and timeout policies can coexist within a single BEAM VM.
# Runtime options take precedence
config = Tinkex.Config.new(
  api_key: "runtime-key",        # Overrides env/config
  timeout: 60_000                # Overrides default
)
Config Struct Reference
The Tinkex.Config struct contains all configuration needed for API requests:
@type t :: %Tinkex.Config{
  base_url: String.t(),            # API base URL (required)
  api_key: String.t(),             # API authentication key (required)
  http_pool: atom(),               # Finch pool base name/prefix (default: Tinkex.HTTP.Pool)
  http_client: module(),           # HTTP client module (default: Tinkex.API)
  timeout: pos_integer(),          # Request timeout in milliseconds (default: 120_000)
  max_retries: non_neg_integer(),  # Additional retry attempts (default: 2)
  telemetry_enabled?: boolean(),   # Toggle client telemetry (default: true)
  log_level: :debug | :info | :warn | :error | nil, # Logger level (applied at startup)
  dump_headers?: boolean(),        # Dump HTTP headers (redacted)
  default_headers: map(),          # Headers merged into every request
  default_query: map(),            # Query params merged into every request
  cf_access_client_id: String.t() | nil,
  cf_access_client_secret: String.t() | nil,
  tags: [String.t()],              # Session tags (default: ["tinkex-elixir"])
  feature_gates: [String.t()],     # Feature gates (default: [])
  user_metadata: map() | nil       # Custom metadata for sessions (optional)
}
Field Details
base_url (required)
	Production default: "https://tinker.thinkingmachines.dev/services/tinker-prod"
	Must include scheme (https://) and host
	Paths are discarded (Finch pools by host, not path)
	Automatically normalized (lowercased, default ports stripped)

api_key (required)
	Authentication token for Tinkex API
	Retrieved from runtime option > app config > TINKER_API_KEY env var
	Automatically masked in inspect/1 output for security

http_pool (default: Tinkex.HTTP.Pool)
	Base name/prefix for Finch pools
	Must be an atom
	Per-type pools (session/training/sampling/futures/telemetry) derive from this name + base_url
	See HTTP Pool Configuration for custom pools and sizing

http_client (default: Tinkex.API)
	Module implementing the Tinkex.HTTPClient behaviour
	Override for custom HTTP adapters or test stubs

timeout (default: 120_000 ms = 2 minutes)
	Maximum time for a single HTTP request
	Can be overridden per-request with timeout: option
	Does not include retry delays

max_retries (default: 2)
	Number of additional attempts after initial request fails
	Total attempts = 1 + max_retries (default: 3 total)
	Uses exponential backoff: 500ms, 1000ms, 2000ms, capped at 8000ms
	Maximum retry duration: 30 seconds

user_metadata (optional)
	Custom key-value pairs attached to sessions
	Useful for tracking user IDs, experiment names, etc.
	Sent to server during session creation
	Example: %{user_id: "user-123", experiment: "exp-456"}

default_headers / default_query
	Maps merged into every request (opts > app config > env > %{})
	Header values are stringified and secret headers (x-api-key, cf-access-client-secret, auth headers) are redacted in dumps/inspect
	Query values are stringified; nil entries are dropped

telemetry_enabled? / log_level / dump_headers?
	telemetry_enabled? toggles client-side telemetry (default: true)
	log_level sets Logger at application start when provided (:debug | :info | :warn | :error)

	dump_headers? enables HTTP request/response dumps with sensitive headers redacted

Environment Variables
Tinkex reads these environment variables as fallback configuration:
TINKER_API_KEY (required)
Your Tinkex API authentication key.
export TINKER_API_KEY="your-api-key-here"

# Automatically used if no other api_key specified
config = Tinkex.Config.new()  # Uses TINKER_API_KEY
TINKER_BASE_URL (optional)
Override the default API base URL.
export TINKER_BASE_URL="https://staging.example.com"

config = Tinkex.Config.new()  # Uses TINKER_BASE_URL if set
Development vs Production
# Development
export TINKER_API_KEY="dev-key-123"
export TINKER_BASE_URL="https://dev.tinker.example.com"

# Production
export TINKER_API_KEY="prod-key-456"
# Uses default production URL

Application Configuration
Configure defaults in your config/config.exs that apply to all configs unless overridden:
# config/config.exs
import Config

config :tinkex,
  api_key: System.get_env("TINKER_API_KEY"),
  base_url: "https://tinker.thinkingmachines.dev/services/tinker-prod",
  timeout: 120_000,
  max_retries: 2,
  http_pool: Tinkex.HTTP.Pool,
  enable_http_pools: true,
  heartbeat_interval_ms: 10_000,
  heartbeat_warning_after_ms: 120_000,
  metrics_enabled: true,
  metrics_latency_buckets: [1, 2, 5, 10, 20, 50, 100, 200, 500, 1_000, 2_000, 5_000],
  metrics_histogram_max_samples: 1_000,
  suppress_base_url_warning: false
Configuration Options
:api_key
	Fallback when not provided at runtime
	Should use System.get_env/1 for security

:base_url
	Default: "https://tinker.thinkingmachines.dev/services/tinker-prod"
	Determines which Finch pool is created at startup

:timeout
	Default: 120_000 ms
	Global default for all requests

:max_retries
	Default: 2
	Number of retry attempts after initial failure

:http_pool
	Default: Tinkex.HTTP.Pool
	Name of Finch pool for HTTP connections

:enable_http_pools
	Default: true
	Set to false to disable automatic Finch pool startup
	Useful when managing pools manually

:heartbeat_interval_ms
	Default: 10_000 ms (10 seconds)
	How often to send session heartbeats
	Lower values = more frequent health checks
	Higher values = reduced API calls

:heartbeat_warning_after_ms
	Default: 120_000 ms (2 minutes)
	How long heartbeats can fail consecutively before a warning is emitted (heartbeats continue retrying)

:metrics_enabled
	Default: true
	Toggle telemetry metrics collection
	Set to false in test environments for speed

:metrics_latency_buckets
	Default: [1, 2, 5, 10, 20, 50, 100, 200, 500, 1_000, 2_000, 5_000]
	Histogram bucket boundaries in milliseconds

:metrics_histogram_max_samples
	Default: 1_000
	Maximum samples to keep for percentile calculations

:suppress_base_url_warning
	Default: false
	Set to true to suppress warnings about mismatched base URLs
	Useful in multi-tenant scenarios with custom pools

HTTP Pool Configuration
Tinkex uses Finch for HTTP connection pooling and now isolates connections per pool type (session, training, sampling, futures, telemetry) to match Python behavior.
Automatic pools
Tinkex.Application starts per-type Finch pools when :enable_http_pools is true (default). Pool names are derived from http_pool + base_url via Tinkex.PoolKey.pool_name/3. Defaults mirror Python:
	:session: size 5, count 1
	:training: size 5, count 2
	:sampling: size/count from pool_size/pool_count (defaults: 50/20)
	:futures: half of sampling size/count (rounded up)
	:telemetry: size 5, count 1

Example of the generated specs:
pool_map =
  Tinkex.Application.build_pool_map(
    "https://tinker.thinkingmachines.dev/services/tinker-prod",
    50,
    20,
    %{},
    :my_base_pool
  )

# Start pools manually (Application does this for you when enabled)
children =
  Enum.map(pool_map, fn {_type, %{name: name, pools: pools}} ->
    {Finch, name: name, pools: pools}
  end)
Requests resolve pool names via Tinkex.PoolKey.resolve_pool_name/3, falling back to the base http_pool if a typed pool is not running (useful for tests or custom supervisors).
Customizing pools
	Override per-type sizing with config :tinkex, pool_overrides: %{training: %{size: 10, count: 4}}.
	Change the base name/prefix with config :tinkex, :http_pool, :my_pool_prefix.
	Set config :tinkex, :enable_http_pools, false to manage Finch pools yourself (still use PoolKey.pool_name/3 for consistent naming).

Pool Sizing Guidelines
Low traffic (<100 req/s)
size: 10-25
count: 1-2
Medium traffic (100-1000 req/s)
size: 25-50
count: 2-4
High traffic (>1000 req/s)
size: 50-100
count: 4-8
Monitor pool exhaustion via metrics and adjust accordingly.
Timeout Configuration
Tinkex supports both global and per-request timeouts.
Global Timeout
Set a default timeout for all requests via config:
# Via application config
config :tinkex, timeout: 60_000  # 60 seconds

# Via Config.new
config = Tinkex.Config.new(timeout: 60_000)
Per-Request Timeout
Override the global timeout for specific operations:
{:ok, service} = Tinkex.ServiceClient.start_link(config: config)
{:ok, sampler} = Tinkex.ServiceClient.create_sampling_client(service,
  base_model: "meta-llama/Llama-3.1-8B"
)

# Long-running generation with custom timeout
{:ok, task} = Tinkex.SamplingClient.sample(
  sampler,
  prompt,
  params,
  timeout: 300_000  # 5 minutes for this specific request
)
Timeout Recommendations
Operation Type | Recommended Timeout
---|---
Session creation | 30 seconds (30_000)
Simple sampling | 60 seconds (60_000)
Complex generation | 120-300 seconds (120_000 - 300_000)
Checkpoint upload | 600 seconds (600_000)
Checkpoint download | 900 seconds (900_000)
List/query operations | 15-30 seconds (15_000 - 30_000)
Timeout vs Retries
Timeouts and retries work together:
config = Tinkex.Config.new(
  timeout: 30_000,      # Each attempt times out after 30s
  max_retries: 2        # Up to 3 total attempts
)

# Maximum wall time = timeout * (1 + max_retries) + retry_delays
# = 30s * 3 + (0.5s + 1s + 2s) = 93.5s worst case
Session Management
Sessions provide connection reuse and health monitoring via automatic heartbeats.
Heartbeat Configuration
Configure heartbeat frequency globally:
# config/config.exs
config :tinkex, heartbeat_interval_ms: 10_000  # 10 seconds (default)

# More aggressive health checks
config :tinkex, heartbeat_interval_ms: 5_000   # 5 seconds

# Reduce API calls
config :tinkex, heartbeat_interval_ms: 30_000  # 30 seconds
Heartbeat requests use a fixed 10_000ms timeout with max_retries: 0 (Python parity); warnings are debounced to avoid log spam when connectivity is impaired.
Session Lifecycle
Sessions are automatically managed by Tinkex.SessionManager:
	Creation: When ServiceClient.start_link/1 is called
	Heartbeats: Sent every heartbeat_interval_ms automatically
	Cleanup: Session stopped when ServiceClient process exits

# Session created automatically
{:ok, service} = Tinkex.ServiceClient.start_link(config: config)

# Heartbeats sent automatically in background
# No manual intervention needed

# Session cleaned up automatically when service exits
GenServer.stop(service)
Manual Session Management
For advanced use cases, you can manage sessions directly:
{:ok, session_id} = Tinkex.SessionManager.start_session(config)

# Do work with session_id
# ...

# Clean up when done
:ok = Tinkex.SessionManager.stop_session(session_id)
Heartbeat Behavior
	Success (200): Session remains active
	Any error (4xx/5xx/network): Session remains tracked; heartbeat retries on the next interval
	Sustained failures: If failures exceed heartbeat_warning_after_ms (default: 120s), a warning is logged with the last error; the manager keeps retrying

User Metadata
Attach custom metadata to sessions for tracking and debugging:
Basic Usage
config = Tinkex.Config.new(
  api_key: "your-key",
  user_metadata: %{
    user_id: "user-12345",
    experiment: "baseline-v1",
    environment: "production"
  }
)

{:ok, service} = Tinkex.ServiceClient.start_link(config: config)
# Metadata sent to server during session creation
Use Cases
User Tracking
user_metadata: %{
  user_id: current_user.id,
  email: current_user.email,
  tier: current_user.subscription_tier
}
Experiment Tracking
user_metadata: %{
  experiment_id: "exp-789",
  variant: "treatment",
  cohort: "week-2024-47"
}
Environment Tracking
user_metadata: %{
  environment: config_env(),
  node: Node.self(),
  region: System.get_env("AWS_REGION")
}
Cost Attribution
user_metadata: %{
  cost_center: "ml-research",
  project: "llama-fine-tuning",
  budget_code: "FY24-Q4"
}
Metadata Best Practices
	Keep it small: Metadata is sent with every session creation
	Use string keys: For consistency and JSON serialization
	Avoid PII: Unless required for your use case
	Use consistent keys: For easier analysis across sessions
	Version your schemas: Add metadata_version: "v1" field

Multi-Environment Setup
Configure Tinkex for development, staging, and production environments.
Directory Structure
config/
├── config.exs       # Shared config
├── dev.exs          # Development overrides
├── test.exs         # Test overrides
└── prod.exs         # Production overrides
config/config.exs
import Config

# Shared defaults
config :tinkex,
  enable_http_pools: true,
  heartbeat_interval_ms: 10_000,
  metrics_enabled: true,
  max_retries: 2

# Load environment-specific config
import_config "#{config_env()}.exs"
config/dev.exs
import Config

config :tinkex,
  api_key: System.get_env("TINKER_API_KEY_DEV"),
  base_url: "https://dev.tinker.example.com",
  timeout: 30_000,
  heartbeat_interval_ms: 30_000,  # Less frequent in dev
  suppress_base_url_warning: true
config/test.exs
import Config

config :tinkex,
  api_key: "test-api-key",
  base_url: "http://localhost:4000",
  enable_http_pools: false,  # Use mock
  metrics_enabled: false,    # Faster tests
  heartbeat_interval_ms: 60_000  # Minimal heartbeats
config/prod.exs
import Config

config :tinkex,
  api_key: System.get_env("TINKER_API_KEY"),
  base_url: System.get_env("TINKER_BASE_URL") ||
    "https://tinker.thinkingmachines.dev/services/tinker-prod",
  timeout: 120_000,
  max_retries: 3,  # More aggressive retries in prod
  heartbeat_interval_ms: 10_000

# Validate required environment variables at compile time
unless System.get_env("TINKER_API_KEY") do
  raise "TINKER_API_KEY environment variable is required in production"
end
Runtime Configuration
For releases, use runtime configuration in config/runtime.exs:
import Config

if config_env() == :prod do
  config :tinkex,
    api_key: System.fetch_env!("TINKER_API_KEY"),
    base_url: System.get_env("TINKER_BASE_URL") ||
      "https://tinker.thinkingmachines.dev/services/tinker-prod",
    timeout: String.to_integer(System.get_env("TINKER_TIMEOUT") || "120000"),
    max_retries: String.to_integer(System.get_env("TINKER_MAX_RETRIES") || "3"),
    heartbeat_interval_ms: String.to_integer(
      System.get_env("TINKER_HEARTBEAT_MS") || "10000"
    )
end
Production Best Practices
1. Secret Management
Never hardcode API keys:
# ❌ BAD: Hardcoded key
config :tinkex, api_key: "sk-abc123..."

# ✅ GOOD: Environment variable
config :tinkex, api_key: System.get_env("TINKER_API_KEY")

# ✅ BETTER: Runtime config with validation
# config/runtime.exs
config :tinkex, api_key: System.fetch_env!("TINKER_API_KEY")
2. Connection Pooling
Tune pool sizes for your workload:
{Finch,
 name: Tinkex.HTTP.Pool,
 pools: %{
   default: [
     size: 50,              # Adjust based on concurrent requests
     count: 4,              # Number of pools
     protocols: [:http2],   # Prefer HTTP/2 for multiplexing
     pool_max_idle_time: :timer.minutes(5)
   ]
 }}
3. Timeout Strategy
Use operation-appropriate timeouts:
# Short timeout for list operations
{:ok, sessions} = Tinkex.RestClient.list_sessions(rest,
  limit: 10,
  timeout: 15_000  # 15s
)

# Long timeout for generation
{:ok, task} = Tinkex.SamplingClient.sample(sampler, prompt, params,
  timeout: 300_000  # 5 minutes
)
4. Retry Configuration
Balance reliability with latency:
# High-reliability, latency-tolerant
config :tinkex, max_retries: 3

# Low-latency, fail-fast
config :tinkex, max_retries: 1
5. Error Handling
Always handle errors explicitly:
case Tinkex.SamplingClient.sample(sampler, prompt, params) do
  {:ok, task} ->
    case Task.await(task, 120_000) do
      {:ok, response} ->
        process_sequences(response.sequences)

      {:error, %Tinkex.Error{code: :timeout}} ->
        Logger.error("Request timed out")
        {:error, :timeout}

      {:error, %Tinkex.Error{code: :rate_limit_exceeded}} ->
        Logger.warning("Rate limited, backing off")
        Process.sleep(5_000)
        retry_request()

      {:error, error} ->
        Logger.error("Request failed: #{Tinkex.Error.format(error)}")
        {:error, error}
    end

  {:error, error} ->
    Logger.error("Failed to start sample: #{inspect(error)}")
    {:error, error}
end
6. Metrics and Monitoring
Enable metrics in production:
# config/prod.exs
config :tinkex,
  metrics_enabled: true,
  metrics_latency_buckets: [10, 50, 100, 250, 500, 1_000, 2_500, 5_000, 10_000]

# Monitor via Telemetry
:telemetry.attach(
  "tinkex-monitor",
  [:tinkex, :http, :request, :stop],
  &MyApp.Telemetry.handle_event/4,
  nil
)

# Or use built-in metrics
snapshot = Tinkex.Metrics.snapshot()
IO.inspect(snapshot.counters, label: "request counts")
IO.inspect(snapshot.histograms[:tinkex_request_duration_ms], label: "latency")
7. Graceful Shutdown
Ensure sessions are cleaned up:
defmodule MyApp.Application do
  use Application

  def start(_type, _args) do
    children = [
      # ... other children
      {MyApp.TinkexSupervisor, []}
    ]

    opts = [strategy: :one_for_one, name: MyApp.Supervisor]
    Supervisor.start_link(children, opts)
  end
end

defmodule MyApp.TinkexSupervisor do
  use Supervisor

  def start_link(init_arg) do
    Supervisor.start_link(__MODULE__, init_arg, name: __MODULE__)
  end

  @impl true
  def init(_init_arg) do
    config = Tinkex.Config.new()

    children = [
      {Tinkex.ServiceClient, config: config, name: MyApp.TinkexService}
    ]

    # :one_for_one ensures proper cleanup on shutdown
    Supervisor.init(children, strategy: :one_for_one)
  end
end
8. Resource Limits
Set appropriate limits to prevent resource exhaustion:
# Limit concurrent requests
{:ok, pool} = Tinkex.SamplingClient.create_async(config,
  base_model: "meta-llama/Llama-3.1-8B",
  max_concurrency: 10  # Application-level limit
)

# Monitor pool capacity
Finch.pool_status(Tinkex.HTTP.Pool)
9. Health Checks
Implement health checks for your service:
defmodule MyApp.HealthCheck do
  def check_tinkex do
    config = Tinkex.Config.new()

    case Tinkex.ServiceClient.start_link(config: config) do
      {:ok, service} ->
        case Tinkex.ServiceClient.create_rest_client(service) do
          {:ok, rest} ->
            # Simple list query to verify connectivity
            case Tinkex.RestClient.list_sessions(rest, limit: 1, timeout: 5_000) do
              {:ok, _} ->
                GenServer.stop(service)
                {:ok, :healthy}
              {:error, error} ->
                GenServer.stop(service)
                {:error, error}
            end
          {:error, error} ->
            GenServer.stop(service)
            {:error, error}
        end
      {:error, error} ->
        {:error, error}
    end
  end
end
10. Logging and Debugging
Configure appropriate log levels:
# Development
config :logger, level: :debug

# Production
config :logger, level: :info

# Enable request logging in development
config :tinkex, log_requests: true  # If implemented
Complete Examples
Basic Configuration
# Minimal setup using environment variables
config = Tinkex.Config.new()

{:ok, service} = Tinkex.ServiceClient.start_link(config: config)
{:ok, sampler} = Tinkex.ServiceClient.create_sampling_client(service,
  base_model: "meta-llama/Llama-3.1-8B"
)
Multi-Tenant SaaS Application
defmodule MyApp.TenantConfig do
  @spec for_tenant(String.t()) :: Tinkex.Config.t()
  def for_tenant(tenant_id) do
    tenant = MyApp.Tenants.get!(tenant_id)

    Tinkex.Config.new(
      api_key: tenant.tinkex_api_key,
      base_url: tenant.tinkex_base_url || default_base_url(),
      http_pool: :"tenant_#{tenant_id}_pool",
      timeout: tenant.request_timeout_ms || 120_000,
      user_metadata: %{
        tenant_id: tenant_id,
        tier: tenant.subscription_tier,
        environment: config_env()
      }
    )
  end

  defp default_base_url do
    "https://tinker.thinkingmachines.dev/services/tinker-prod"
  end
end

# Usage
config = MyApp.TenantConfig.for_tenant("tenant-123")
{:ok, service} = Tinkex.ServiceClient.start_link(config: config)
High-Throughput Batch Processing
defmodule MyApp.BatchProcessor do
  def process_batch(prompts) do
    config = Tinkex.Config.new(
      timeout: 60_000,
      max_retries: 3,
      user_metadata: %{
        batch_id: Ecto.UUID.generate(),
        batch_size: length(prompts)
      }
    )

    {:ok, service} = Tinkex.ServiceClient.start_link(config: config)
    {:ok, sampler} = Tinkex.ServiceClient.create_sampling_client(service,
      base_model: "meta-llama/Llama-3.1-8B"
    )

    params = %Tinkex.Types.SamplingParams{
      max_tokens: 64,
      temperature: 0.7
    }

    # Process in parallel with Task.async_stream
    results =
      prompts
      |> Task.async_stream(
        fn prompt ->
          {:ok, model_input} = Tinkex.Types.ModelInput.from_text(prompt,
            model_name: "meta-llama/Llama-3.1-8B"
          )

          {:ok, task} = Tinkex.SamplingClient.sample(sampler, model_input, params)
          Task.await(task, 120_000)
        end,
        max_concurrency: 50,
        timeout: 180_000
      )
      |> Enum.to_list()

    GenServer.stop(service)
    results
  end
end
Development with Local Mock Server
# config/dev.exs
config :tinkex,
  api_key: "dev-key",
  base_url: "http://localhost:4000",
  timeout: 5_000,
  max_retries: 0,  # Fail fast in development
  heartbeat_interval_ms: 60_000

# Usage remains the same
config = Tinkex.Config.new()
{:ok, service} = Tinkex.ServiceClient.start_link(config: config)
Troubleshooting
Pool Mismatch Warning
Config base_url differs from Application config.
Requests will use Finch's default pool.
Cause: Your runtime base_url doesn't match the URL configured in Tinkex.Application.
Solution 1: Align base URLs
# config/config.exs
config :tinkex, base_url: "https://custom.api.com"

# Runtime
config = Tinkex.Config.new(base_url: "https://custom.api.com")
Solution 2: Suppress warning in multi-tenant scenarios
config :tinkex, suppress_base_url_warning: true
Solution 3: Create custom pools
# Disable automatic pool
config :tinkex, enable_http_pools: false

# Create your own pools in application supervisor
{Finch, name: :custom_pool, pools: %{default: [...]}}
Timeout Issues
See docs/guides/troubleshooting.md for detailed timeout debugging.
API Key Not Found
api_key is required. Pass :api_key option or set TINKER_API_KEY env var
Solution: Set the environment variable
export TINKER_API_KEY="your-key-here"

Or pass explicitly:
config = Tinkex.Config.new(api_key: "your-key")
Further Reading
	Getting Started Guide - Basic setup and first requests
	API Reference - Complete API documentation
	Troubleshooting - Common issues and solutions
	Finch Documentation - HTTP client details



  

    Environment Configuration

Centralized environment handling is provided by Tinkex.Env and fed into Tinkex.Config so runtime options, application config, and env vars stay consistent. This guide lists the supported knobs, defaults, and precedence.
Precedence
Tinkex.Config.new/1 resolves values in this order:
	Runtime options (Tinkex.Config.new(api_key: ..., dump_headers?: true, ...))
	Application config (config :tinkex, ...)
	Environment variables (via Tinkex.Env)
	Built-in defaults

Supported environment variables
	TINKER_API_KEY (required): API key. Masked in inspect output.
	TINKER_BASE_URL: Base URL override. Default: https://tinker.thinkingmachines.dev/services/tinker-prod.
	TINKER_TAGS: Comma-separated tags. Default: ["tinkex-elixir"].
	TINKER_FEATURE_GATES: Comma-separated feature gates. Default: [].
	TINKER_TELEMETRY: Telemetry toggle (truthy: 1/true/yes/on, falsey: 0/false/no/off). Default: true.
	TINKER_LOG: Log level (debug | info | warn | warning | error), applied at application start. Default: unset.

	TINKEX_DUMP_HEADERS: HTTP dump toggle (same truthy/falsey parsing). Default: false; sensitive headers are redacted.
	TINKEX_DEFAULT_HEADERS: JSON object of default headers merged into every request (e.g., {"x-env":"1"}) with secret headers redacted in dumps/inspect.
	TINKEX_DEFAULT_QUERY: JSON object of default query params merged into every request (e.g., {"trace":"1"}).
	TINKEX_HTTP_CLIENT: Custom HTTP client module name (e.g., Tinkex.API or a test stub).
	TINKEX_HTTP_POOL: Base Finch pool name/prefix; per-type pools derive from this plus base_url (default: Tinkex.HTTP.Pool).
	TINKEX_PROXY: Proxy URL for HTTP/HTTPS connections (e.g., http://proxy.company.com:8080 or http://user:pass@proxy.company.com:8080). Default: none.
	TINKEX_PROXY_HEADERS: JSON array of proxy headers (e.g., [["proxy-authorization", "Basic abc123"]]). Default: [].
	CLOUDFLARE_ACCESS_CLIENT_ID / CLOUDFLARE_ACCESS_CLIENT_SECRET: Forwarded on every request per ADR-002; secret is redacted in logs/inspect.

Tinkex.Env.snapshot/0 returns all parsed values; booleans are normalized using the truthy/falsey lists above, and lists are split on commas with trimming.
Application config example
App config is a stable place to set shared defaults while keeping secrets in env vars:
import Config

config :tinkex,
  api_key: System.get_env("TINKER_API_KEY"),
  base_url: System.get_env("TINKER_BASE_URL"),
  tags: System.get_env("TINKER_TAGS"),
  feature_gates: System.get_env("TINKER_FEATURE_GATES"),
  telemetry_enabled?: true,
  log_level: :info,
  dump_headers?: false,
  default_headers: %{"x-env" => "1"},
  default_query: %{"trace" => "1"},
  http_client: Tinkex.API,
  http_pool: Tinkex.HTTP.Pool,
  cf_access_client_id: System.get_env("CLOUDFLARE_ACCESS_CLIENT_ID"),
  cf_access_client_secret: System.get_env("CLOUDFLARE_ACCESS_CLIENT_SECRET"),
  proxy: {:http, "proxy.company.com", 8080, []},
  proxy_headers: [{"proxy-authorization", "Basic " <> Base.encode64("user:pass")}]
Runtime overrides
Pass options to override everything else for a specific client:
config = Tinkex.Config.new(
  api_key: "override-key",
  base_url: "https://staging.example.com",
  telemetry_enabled?: false,
  dump_headers?: true,
  log_level: :debug,
  tags: ["staging", "canary"],
  default_headers: %{"x-runtime" => "staging"},
  default_query: %{"trace" => "1"},
  proxy: "http://user:pass@proxy.example.com:8080"
)
Proxy configuration
Tinkex supports HTTP/HTTPS proxies for all network connections. Proxy configuration can be provided through environment variables, application config