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    UltraLogLog

Space-efficient distinct counting for the BEAM, ported from Ertl 2024 (VLDB).
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UltraLogLog is a probabilistic data structure for approximate distinct
counting — same constant memory, constant-time inserts, and associative
merge as HyperLogLog, but 24–28% less memory at the same accuracy.
This package is a paper-faithful Elixir port, cross-validated bit-for-bit
against the Hash4j Java reference (v0.17.0) on every estimator.
The algorithm comes from:
Otmar Ertl. UltraLogLog: A Practical and More Space-Efficient
Alternative to HyperLogLog for Approximate Distinct Counting.
PVLDB 17(7), 2024.
[VLDB PDF]]paper · [[arXiv extended]

Quick start
Add to mix.exs:
def deps do
  [{:ultra_log_log, "~> 0.1.0"}]
end
Count distinct values in a stream:
ull = UltraLogLog.new(precision: 12)        # 4 KB, ~1.2% standard error
ull = UltraLogLog.add(ull, "session-abc")
ull = UltraLogLog.add(ull, "session-xyz")
{:ok, count} = UltraLogLog.cardinality(ull)
# count ≈ 2.0
Merge two sketches — merge/2 is commutative, associative, and idempotent:
a = UltraLogLog.new(precision: 12) |> UltraLogLog.add("x")
b = UltraLogLog.new(precision: 12) |> UltraLogLog.add("y")
merged = UltraLogLog.merge(a, b)
{:ok, count} = UltraLogLog.cardinality(merged)
# count ≈ 2.0
Trade memory for accuracy by raising the precision:
small = UltraLogLog.new(precision: 10)   #  1 KB, ~3.1% error
big   = UltraLogLog.new(precision: 14)   # 16 KB, ~0.6% error
Why UltraLogLog
HyperLogLog has been the standard answer for "how many distinct things
have I seen?" since 2007: constant memory, constant-time inserts, and
mergeable across shards or nodes. UltraLogLog keeps all of that.
What UltraLogLog adds is information density. Where HLL packs 6-bit
registers, ULL uses byte-aligned 8-bit ones — two extra bits per slot,
recovered many times over by a 2024 estimator family that extracts more
signal from each register. The net is 24–28% less memory at the same
standard error, depending on which estimator you choose. The byte
alignment is also a BEAM win: registers map directly to plain binaries,
no bit-packing on the hot path.
When not to use it: small N (just use a MapSet), or any case that
requires exact counts. ULL is an approximate counter; the smallest
useful precision (p=10, 1 KB) carries ~3.1% relative standard error.
Estimators
	Estimator	Storage factor	Rel. std. error	Use when
	:fgra (default)	4.895	0.782/√m	Default. Single-pass, no iteration.
	:mle	4.631	0.761/√m	Tightest bound; secant solver runs ~5 iterations per query.
	:martingale	3.466	0.658/√m	Single-stream sketch never merged; returns {:error, :invalidated_by_merge} after merge/2.

{:ok, count} = UltraLogLog.cardinality(ull, estimator: :mle)
Merge is a CRDT operation. Element-wise register merge under the ULL
partial order is commutative, associative, and idempotent — so distributed
cardinality is trivial: shards independently maintain sketches, merge on
demand, and the answer is exactly as if every insert had hit a single
sketch. No coordinator, no quorum, no consensus.
Empirical validation
Every estimator is cross-checked against Hash4j v0.17.0's reference
implementation on the same 16 register snapshots (4 precisions ×
4 checkpoints), then exercised statistically over 450 random trials.
Full reports live under
docs/measurements/
in the repository.
FGRA vs Hash4j (16 fixtures)
	max relative error: 8.4e-16
	mean: 2.6e-16

This is IEEE 754 noise — the implementations agree to the last bit of
double precision.
MLE vs Hash4j (16 fixtures)
	max relative error: 1.3e-16
	mean: 8.4e-18
	secant iterations: mean 4.06, max 6

Most fixtures bit-identical; the worst case is one trailing-bit flip
in floating-point accumulation. The secant solver converges in 3–6
iterations on every fixture and across 100 additional random sketches
per precision (300 total).
Martingale vs Hash4j (16 fixtures)
	max relative error: 0.0
	mean: 0.0

Bit-exact across all 16 fixtures, including the 100k-insert accumulation
cases. The estimator shares Hash4j's branch-free integer formulation
for the per-register state-change probability, so floating-point
divergence has nowhere to come from.
Statistical correctness (15 cells × 30 trials, 450 estimates each)
All three estimators meet the paper's theoretical bounds with significant
headroom on every (p, N) cell:
	Estimator	Worst bias	Bound	Worst stddev ratio	Bound
	:fgra	+0.411% (p=10, N=10⁴)	±1.339%	1.134 (p=14, N=10⁵)	1.5
	:mle	+0.404% (p=10, N=10⁶)	±1.302%	1.034 (p=14, N=10⁵)	1.5
	:martingale	+0.566% (p=10, N=10⁶)	±1.127%	1.070 (p=14, N=100)	1.5

Bias bounds are 3σ around the theoretical relative standard error;
stddev bounds allow up to 50% above the theoretical figure. Run the
suite locally with:
REPORT=1 mix test --include statistical

See fgra-v0.1.txt, mle-v0.1.txt, and
martingale-v0.1.txt in the repository for the full
per-cell tables.
Precision and memory
Precision p allocates 2^p 8-bit registers — state size is exactly
2^p bytes:
p=10 →  1 KB,  ~3.1% error
p=12 →  4 KB,  ~1.2% error   (default)
p=14 → 16 KB,  ~0.6% error
p=16 → 64 KB,  ~0.3% error
Pick the smallest precision whose error fits your use case. p=12 is a
reasonable default.
Status and roadmap
	v0.1 (current) — immutable sketch, FGRA / MLE / martingale
estimators, merge, binary serialization, downsize (full
implementation in v0.2), full validation against Hash4j v0.17.0.
	v0.2 (planned) — lock-free :atomics-backed concurrent insert
path; native 64-bit hash (xxhash3 NIF); benchmarks; GitHub Actions
CI.
	v0.3 (planned) — sharded inserts via PartitionSupervisor and
cluster-wide merge over distributed Erlang.
	v0.4 (potential) — ExaLogLog, the 2024 follow-up to ULL for
exa-scale cardinalities.

Planned items are not promised timelines. Watch the repository or
CHANGELOG.md for releases.
Citation
If you use UltraLogLog in academic work, please cite the underlying
paper:
@article{ertl2024ultraloglog,
  author  = {Otmar Ertl},
  title   = {UltraLogLog: A Practical and More Space-Efficient
             Alternative to HyperLogLog for Approximate Distinct Counting},
  journal = {Proceedings of the VLDB Endowment},
  volume  = {17},
  number  = {7},
  year    = {2024},
  pages   = {1655--1668},
  url     = {https://www.vldb.org/pvldb/vol17/p1655-ertl.pdf}
}
If this package is useful in your production work, a star on the
GitHub repository is appreciated.
Acknowledgements
	Otmar Ertl (@oertl) and Dynatrace
Research for both the paper and the Hash4j Java reference, which
served as ground truth for every byte of register encoding and every
digit of estimator output.
	The Hash4j contributors at Dynatrace — their public source is
what made paper-faithful porting realistic on a reasonable timeline.

License
Apache 2.0.


  

    Changelog

All notable changes to this project will be documented in this file.
The format is based on Keep a Changelog,
and this project adheres to Semantic Versioning.
Unreleased
0.1.0 - 2026-05-15
First public release. Implements the immutable UltraLogLog sketch with
all three estimators from the paper, bit-exact validated against the
Hash4j v0.17.0 Java reference.
Added
	Core encoding from Ertl 2024 §3 (pack / unpack / encode /
merge_registers), ported bit-exact from Hash4j v0.17.0 — the
version dynatrace-research/ultraloglog-paper pins as its
reproducibility ground truth.
	FGRA estimator (UltraLogLog.Estimator.FGRA) — Algorithm 6 from
the paper, paper-faithful inline implementation (no lookup tables).
Computes g(r), λₚ, and the small/large-range corrections
(σ, ψ, φ) directly from the paper's equations.
	MLE estimator (UltraLogLog.Estimator.MLE) — secant solver from
Ertl 2017 Algorithm 8 over the log-likelihood, Jensen lower-bound
initial guess, inline Taylor + doubling recurrence for h(x) (no
:math.exp in the inner loop), first-order bias correction per
paper eq. (11).
	Martingale estimator (UltraLogLog.Estimator.Martingale) — HIP
estimation per Algorithm 2; constant-time μ ← μ − h(r) + h(r')
update per insert. The martingale field of %UltraLogLog{}
carries {estimate, μ} for active sketches and nil after
invalidation by merge/2 or from_binary/1.
	CRDT merge (UltraLogLog.merge/2) — element-wise on registers
under the ULL partial order; commutative, associative, idempotent.
	Binary serialization (UltraLogLog.to_binary/1 /
UltraLogLog.from_binary/1) — versioned compact format
(<<"ULL1", precision::8, registers::binary>>).
	Downsize (UltraLogLog.downsize/2) — accepts target_p == p
(returns the sketch unchanged); for target_p < p raises pending
v0.2 implementation (paper §5).

Validation
	16 byte-for-byte reference vectors against Hash4j v0.17.0
(p ∈ {8, 10, 12, 14} × n ∈ {100, 1k, 10k, 100k}).
	222 encoding-vector cases at p ∈ {3, 8, 10, 12, 14, 26}.
	FGRA / MLE / martingale spot-check vs Hash4j within IEEE 754 noise:
max relative error 8.4e-16, 1.3e-16, and 0.0 respectively.
	Statistical correctness at p ∈ {10, 12, 14}, N ∈ {100, 1k, 10k,
100k, 1M}, 30 trials per cell; worst-case empirical bias 0.566%
against a 3σ bound of 1.127% (martingale, p=10, N=10⁶).
	Property tests for the algebraic laws of merge_registers/2
(commutativity, associativity, idempotence) on the reachable
subset of register bytes.
	Convergence-speed tests for the MLE secant solver: mean 3.05–3.79
iterations per query across 300 random sketches per precision,
max 6 iterations.
	Full empirical baselines committed under
docs/measurements/
in the repository.

Notes
	Paper section numbering: this implementation cites the
conference PVLDB PDF. The arXiv extended version uses different
numbers for the same content (FGRA is §3.3 / Alg. 6 in the
conference PDF; §4.1 in the arXiv extended version).
	Register encoding: nonzero registers carry a +4p − 8 shift
relative to the paper's bare encoding so byte values saturate at
255 regardless of precision. Documented in Ertl 2024 §4 as a
Hash4j choice; reproduced here for bit-exact compatibility.
	Hashing: UltraLogLog.Hash.hash64/1 uses a :erlang.phash2/2
derivation. Adequate for well-distributed inputs; production
workloads with adversarial or skewed keyspaces should pass
pre-computed hashes from a quality 64-bit function. A native
xxhash3 NIF is planned for v0.2.
	Dialyzer runs under MIX_ENV=test to avoid a pre-existing OTP
27+ float-match warning in the :hyper benchmark comparison
dependency (planned for v0.2 benchmarks; not yet exercised in
v0.1). The warning has no effect on this package's code.
	No CI is configured in v0.1. v0.2 will add GitHub Actions.
	Concurrent and cluster paths are deferred: a lock-free
:atomics-backed insert path is planned for v0.2, and a
PartitionSupervisor-sharded cluster-wide merge is planned for
v0.3. No skeleton modules ship in v0.1 — these will land as
complete commits when their respective releases are ready.



  

    Contributing

Thanks for your interest in ultra_log_log. This guide covers how to
set up the project locally, what the testing pyramid looks like, and
what kind of changes the architecture expects.
Setup
git clone https://github.com/thatsme/ultra_log_log.git
cd ultra_log_log
mix deps.get
mix test

mix test runs the default suite — property tests, encoding tests,
doctests, and spot-check fixtures — in roughly one second.
Two additional test tiers, both opt-in:
# 16 byte-for-byte register checks against Hash4j v0.17.0 (~1s)
mix test --include reference_vectors

# 45 statistical cells, 30 trials each (~3 minutes total)
mix test --include statistical

To see the measurement reports the v0.1 README cites, run with
REPORT=1:
REPORT=1 mix test --include statistical

Regenerating fixtures
The byte-for-byte fixtures and the Hash4j ground-truth estimates are
committed to the repository so most contributors never need to touch
them. If you do need to regenerate (e.g. you're investigating a
Hash4j upgrade), use the Docker generator under test/fixtures/java:
./test/fixtures/java/generate.sh

This builds a small Java container, runs the reference UltraLogLog,
and writes deterministic snapshots into test/fixtures/. Requires
Docker (or any compatible runtime — OrbStack, Rancher Desktop). The
container is single-shot, leaves nothing behind, and pins
Hash4j v0.17.0 in its Dockerfile. Re-pinning Hash4j is a deliberate
maintenance event — see dynatrace-research/ultraloglog-paper
for why v0.17.0 is the version used.
Architectural discipline
Three rules shape what gets accepted:
1. Algorithmic correctness is verified against the reference.
Any change to the encoding or an estimator must continue to pass the
spot-check tests in test/. The reference is Hash4j v0.17.0 — the
same version dynatrace-research/ultraloglog-paper pins for its
reproducibility runs. If a change makes our output diverge from
Hash4j, justify it in the commit message; if a change improves on
Hash4j (e.g. better numerical conditioning), include both the
divergence justification and a fresh measurement baseline.
2. Paper constants are named attributes with citations.
Anything that isn't a primitive integer should be a module attribute,
and any module attribute representing a paper constant should carry
an inline comment with the paper section, equation number, and (where
relevant) the corresponding Hash4j source line. Look at
UltraLogLog.Estimator.FGRA for the established pattern.
3. Algorithmic code reads like the paper.
The estimator modules are intentionally not table-optimized: they read
top-to-bottom as transliterations of the paper's algorithm
pseudocode. Performance optimizations (lookup tables, IEEE 754 bit
tricks, etc.) are welcome — but they belong in a separate module or
a separate function, with the paper-faithful version preserved
alongside as documentation.
Testing pyramid
The suite is organized so each tier catches a different bug class:
	Property tests (test/property_test.exs) cover the algebraic
laws — commutativity, associativity, idempotence of
merge_registers/2 over the reachable subset of register bytes.
They catch encoding asymmetries.
	Spot-check fixtures (test/{encoding,fgra,mle,martingale}_test.exs)
pin our output to Hash4j's on deterministic inputs to within
IEEE 754 noise. They catch any drift between this implementation
and the reference.
	Statistical tests (the :statistical tier) run thousands of
random sketches and assert empirical bias and variance against the
paper's theoretical bounds. They catch subtle correctness issues
the spot-check can't see (e.g. an estimator that's exactly right
on the reference fixtures but wrong everywhere else — unlikely but
worth guarding against).
	Doctests (test/doctest_test.exs) wire the moduledoc examples
into the test runner so the documentation stays in sync with the
API.

When you add a feature, add a test in the appropriate tier. When
you fix a bug, add a regression test that would have caught it.
Asking questions
Open a GitHub issue with the question label. There's no formal
discussions forum for v0.1; if discussion volume grows, we'll
re-evaluate. PRs are welcome — the PR template will prompt for the
testing and paper-reference checks above.
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Space-efficient approximate distinct counting on the BEAM.
Implementation of:
Otmar Ertl. UltraLogLog: A Practical and More Space-Efficient Alternative
to HyperLogLog for Approximate Distinct Counting. PVLDB 17(7), 2024.
https://www.vldb.org/pvldb/vol17/p1655-ertl.pdf

UltraLogLog (ULL) is a 2024 successor to HyperLogLog. It keeps every
practical property HLL is famous for — constant memory, constant-time
inserts, commutative/idempotent/associative merge — and adds 24–28%
less memory at the same accuracy, depending on which estimator you
pick. The trade is one extra register bit per slot (8-bit ULL registers
vs 6-bit HLL ones), recovered many times over by a tighter information
density per register.
Quick start
iex> ull = UltraLogLog.new(precision: 12)
iex> ull = UltraLogLog.add(ull, "session-abc")
iex> ull = UltraLogLog.add(ull, "session-xyz")
iex> {:ok, count} = UltraLogLog.cardinality(ull)
iex> abs(count - 2.0) < 0.1
true
Merging two sketches is value-level and associative — no coordinator,
no quorum, no consensus:
iex> a = UltraLogLog.new(precision: 12) |> UltraLogLog.add("x")
iex> b = UltraLogLog.new(precision: 12) |> UltraLogLog.add("y")
iex> {:ok, count} = UltraLogLog.cardinality(UltraLogLog.merge(a, b))
iex> abs(count - 2.0) < 0.1
true
Estimators
Pick one of three estimators via the :estimator option to
cardinality/2. All three are paper-faithful translations of the
algorithms in Ertl 2024, cross-validated against the Hash4j Java
reference (v0.17.0) to floating-point precision.
	Estimator	Storage factor	Rel. std. error	Use when
	:fgra (default)	4.895	0.782/√m	Default. Single-pass, no iteration.
	:mle	4.631	0.761/√m	Tightest bound; secant solver runs ~5 iterations per query.
	:martingale	3.466	0.658/√m	Single-stream sketch never merged; returns {:error, :invalidated_by_merge} after merge/2.

The martingale stderr derives from the memory-variance product
MVP ≈ 5·ln(2) ≈ 3.466 in the paper (§3.7); the 0.658 figure is
√(MVP / 8).
iex> ull = UltraLogLog.new(precision: 12) |> UltraLogLog.add("k")
iex> {:ok, _} = UltraLogLog.cardinality(ull, estimator: :mle)
See UltraLogLog.Estimator.FGRA, UltraLogLog.Estimator.MLE, and
UltraLogLog.Estimator.Martingale for the per-estimator details.
Precision → memory → error
Precision p allocates 2^p 8-bit registers — state size is exactly
2^p bytes:
p=10 →  1 KB,  ~3.1% relative error
p=12 →  4 KB,  ~1.2% relative error  (default)
p=14 → 16 KB,  ~0.6% relative error
p=16 → 64 KB,  ~0.3% relative error
Pick the smallest p whose error fits your use case. p=12 is a
sensible default; bump to 14 if you need sub-percent accuracy.
Mergeability and CRDTs
merge/2 is element-wise on registers under the UltraLogLog partial
order. The operation is commutative, associative, and idempotent —
i.e. ULL sketches form a CRDT under merge. This is what makes
distributed cardinality estimation trivial: shards independently
maintain their own sketches, you merge on demand, and the answer is
exactly as if every insert had hit a single sketch.
Merging invalidates the martingale estimator (its incremental update
history is lost). FGRA and MLE remain valid on merged sketches.
Serialization
to_binary/1 and from_binary/1 round-trip the sketch as a
versioned compact binary; cardinality is preserved exactly:
iex> ull = UltraLogLog.new(precision: 12)
iex> ull = Enum.reduce(1..100, ull, &UltraLogLog.add(&2, &1))
iex> {:ok, before} = UltraLogLog.cardinality(ull)
iex> {:ok, restored} = UltraLogLog.from_binary(UltraLogLog.to_binary(ull))
iex> {:ok, after_} = UltraLogLog.cardinality(restored)
iex> before == after_
true
Deserialization invalidates the martingale field — its incremental
history isn't part of the wire format. A cardinality(restored, estimator: :martingale) call on a reloaded sketch therefore returns
{:error, :invalidated_by_merge}. FGRA and MLE round-trip cleanly.
Hashing
add/2 accepts any term (hashed internally via UltraLogLog.Hash)
or a pre-computed non-negative integer treated as a 64-bit hash. The
v0.1 internal hash is a :erlang.phash2/2 derivation suitable for
well-distributed inputs; production deployments with adversarial or
skewed keyspaces should pass pre-computed hashes from a quality
64-bit function (xxhash3, wyhash). A native xxhash3 NIF is planned
for v0.2.
Status
	v0.1 ships the immutable sketch, all three estimators, merge,
serialize, and downsize (full implementation in v0.2). Bit-exact
validated against Hash4j v0.17.0.
	v0.2 will add a lock-free :atomics-backed insert path, a native
hash function, and benchmarks.
	v0.3 will add PartitionSupervisor-sharded cluster-wide merge.

See CHANGELOG.md for the full release history and README.md for
the empirical-validation summary.
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          @type t() :: %UltraLogLog{
  m: pos_integer(),
  martingale: nil | {float(), float()},
  precision: precision(),
  registers: binary()
}
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          @spec add(t(), term() | non_neg_integer()) :: t()


      


Insert a value into the sketch.
Accepts any term (will be hashed) or a pre-computed 64-bit unsigned hash.
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          @spec cardinality(
  t(),
  keyword()
) :: {:ok, float()} | {:error, term()}


      


Estimate the number of distinct elements added.
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          @spec downsize(t(), precision()) :: t()


      


Reduce the precision of a sketch losslessly (in the ULL sense — error grows
but no information is fabricated).
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          @spec from_binary(binary()) :: {:ok, t()} | {:error, term()}


      


Deserialize a sketch from its binary form.
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          @spec merge([t(), ...]) :: t()


      


Merge a list of sketches.
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          @spec merge(t(), t()) :: t()


      


Merge two sketches. Both must have the same precision.
Merge is element-wise on registers under the UltraLogLog partial order
(see UltraLogLog.Encoding.merge_registers/2). Result is commutative,
associative, and idempotent — i.e. a CRDT.
Note: merging invalidates the martingale estimator on the result.
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          @spec new(keyword()) :: t()


      


Create a new empty UltraLogLog sketch.
Options
	:precision — 3..26, default 12. State size is
2^precision bytes.


  



  
    
      
    
    
      to_binary(ultra_log_log)



        
          
        

    

  


  

      

          @spec to_binary(t()) :: binary()


      


Serialize the sketch to a compact binary form.
Format (v1):
<<"ULL1", precision::8, registers::binary>>
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Register encoding and merge operations for UltraLogLog.
Algorithmic core
Each 8-bit register byte r is interpreted as a 64-bit "hash prefix"
via unpack/1, where:
	the top 6 bits of r encode the position of the leading 1
(offset and negated, see below),
	the bottom 2 bits (the T = d = 2 "extra" bits) encode the two
bits immediately below that leading 1.

The implicit leading 1 is reconstructed by ORing the mantissa with 4
(binary 100). pack/1 inverts the transform, keeping only the
highest set bit plus the two bits below it.
The merge of two registers is pack(unpack(a) ||| unpack(b)).
Combining hash prefixes by bitwise OR before re-packing is what makes
the merge a CRDT operation: commutative, associative, idempotent.
Register normalization (the +4p - 8 shift)
Nonzero register values are stored shifted by +4p - 8 relative to
the paper's encoding, so the range always saturates at byte 255
regardless of precision.
This is a Hash4j implementation choice, explicitly acknowledged in
Ertl 2024 §4 ("Practical Implementation") in the paragraph following
Algorithm 4:
ULL insertions can be implemented entirely branch-free, as
exemplified by the implementation in our Hash4j Java library
[...] which however uses the transformation r → r + 4p − 8 for
non-zero registers, so that the largest possible register state is
always (4w + 3) + 4p − 8 = 255, the maximum value of a byte.

The paper's own algorithms (Algorithm 3 insert, Algorithm 4 pack,
Algorithm 5 unpack) do not include the shift; without it, register
values are bounded by 4w + 3 = 263 - 4p, leaving byte values
≥ 264 - 4p unreachable for any given p and wasting byte space.
The shift is invariant under the full algorithm:
	encode/2 applies it implicitly — it falls out of the pack
formula combined with Hash4j's choice of bit position for the
newly observed update (bit nlz + p - 1 instead of the paper's
bit k + 1, see add/2 line citations below).
	merge_registers/2 is invariant: pack(unpack(a) ||| unpack(b))
moves to the prefix space where merging is bitwise OR; OR
distributes over the precision-dependent left-shift that the
pack/unpack pair effectively performs, so merging shifted bytes
gives the shifted merge.
	The estimator absorbs the shift as a constant offset in its
register-to-table-index mapping (Hash4j's off = 4p + 4 in
OptimalFGRAEstimator). When we port the estimator, the
constants will match the shifted encoding by construction.

Reference (Hash4j v0.17.0)
This module is a bit-exact port of the pack/unpack helpers and
the bit-update step in UltraLogLog.java
at tag v0.17.0 (commit 95834ea9), which is the version that
dynatrace-research/ultraloglog-paper pins as a git submodule and
validates the paper's numerical results against. Specific line
citations in this module refer to that tag, not main HEAD.
Reachable register values
Not every value in 0..255 is a possible output of pack/1. For
precision p, reachable nonzero bytes have a top-6-bit field that
encodes a leading-1 position in {p-1, ..., 63} (with the shift,
bytes < 4p - 4 are unreachable for that p). Bytes outside the
reachable set are never produced by the algorithm; for them,
merge_registers/2 remains total — it returns some byte, never
crashes — but the algebraic laws only hold on the reachable subset.
Property tests should canonicalize via pack(unpack(_)) (or, more
directly, generate via uniform 64-bit prefix → pack/1) before
asserting commutativity/associativity/idempotence.

      


      
        Summary


  
    Functions
  


    
      
        encode(tail, p)

      


        Encode the result of observing a single hash in an otherwise-empty
register.



    


    
      
        leading_zeros_64(n)

      


        Count leading zeros of a 64-bit non-negative integer. Returns 64 if zero.



    


    
      
        merge_binaries(a, b)

      


        Element-wise merge of two register binaries. Both must be the same size.



    


    
      
        merge_registers(a, b)

      


        Merge two register bytes under the UltraLogLog partial order.



    





      


      
        Functions


        


  
    
      
    
    
      encode(tail, p)



        
          
        

    

  


  

      

          @spec encode(non_neg_integer(), 3..26) :: 0..255


      


Encode the result of observing a single hash in an otherwise-empty
register.
tail is the original 64-bit hash with the top p bits (the register
index) already shifted out — i.e. tail = (hash <<< p) &&& 0xFFFF_FFFF_FFFF_FFFF.
Equivalent to the bit-update step of Hash4j UltraLogLog.java
v0.17.0 lines 245–262 (the body of add(long, StateChangeObserver)):
int nlz = Long.numberOfLeadingZeros(~(~hashValue << -q));
hashPrefix |= 1L << (nlz + ~q);
byte newState = pack(hashPrefix);
with ~q = p - 1 (Java q = 64 - p). The leading-zero count
saturates at 64 - p for the all-zero tail.

  



  
    
      
    
    
      leading_zeros_64(n)



        
          
        

    

  


  

      

          @spec leading_zeros_64(non_neg_integer()) :: 0..64


      


Count leading zeros of a 64-bit non-negative integer. Returns 64 if zero.
Pure-Elixir reference. A NIF using BMI/LZCNT is an obvious v0.2 optimization.

  



  
    
      
    
    
      merge_binaries(a, b)



        
          
        

    

  


  

      

          @spec merge_binaries(binary(), binary()) :: binary()


      


Element-wise merge of two register binaries. Both must be the same size.

  



  
    
      
    
    
      merge_registers(a, b)



        
          
        

    

  


  

      

          @spec merge_registers(0..255, 0..255) :: 0..255


      


Merge two register bytes under the UltraLogLog partial order.
Defined as pack(unpack(a) ||| unpack(b)). Idempotent, commutative,
and associative on reachable register values; 0 is the identity.
Total over 0..255 — never raises — but only well-behaved
algebraically on the reachable subset.
Ports Hash4j UltraLogLog.java v0.17.0 line 301:
if (otherR != 0) {
  state[i] = pack(unpack(state[i]) | unpack(otherR));
}

  


        

      


  

    
UltraLogLog.Hash 
    



      
64-bit hash function for UltraLogLog.
v0.1 ships with :erlang.phash2/2 upgraded to 64 bits via concatenation.
This is fine for correctness testing but not statistically ideal for
production sketches at high precision — phash2 is not a high-quality
hash for cardinality estimation.
v0.2 plan
	Pure-Elixir xxhash3 (slow but no NIF) as fallback.
	Optional Rustler NIF for xxhash3 / komihash5 (matches Hash4j reference).
	Pluggable behaviour so callers can pass pre-computed hashes from
whatever they already use.

Why 64 bits
UltraLogLog needs 64 bits because:
	top p bits select the register (up to p=26)
	remaining bits contribute to the geometric leading-zero variable
	at exa-scale (~10^18 distinct items) 64 bits are exactly what's needed
to keep collision probability negligible (Heule++ argument)


      


      
        Summary


  
    Functions
  


    
      
        hash64(term)

      


        Hash a term to a 64-bit unsigned integer.



    





      


      
        Functions


        


  
    
      
    
    
      hash64(term)



        
          
        

    

  


  

      

          @spec hash64(term()) :: non_neg_integer()


      


Hash a term to a 64-bit unsigned integer.
Placeholder using two phash2 calls with different seeds. Replace with a
real 64-bit hash before publishing v0.1 final.

  


        

      


  

    
UltraLogLog.Estimator.FGRA 
    



      
Default UltraLogLog cardinality estimator — Further Generalized Remaining
Area (FGRA), a faithful translation of Algorithm 6 from Ertl 2024
(PVLDB 2024, p. 1664).
The estimator combines:
	a single-pass register sweep that sums the intermediate-range
contribution g(rᵢ) (eq. 15 / §3.3) and counts the eight
special-case bytes that trigger range corrections,
	a small-range correction (§3.5, eq. 23 + the corrected
contributions in eq. 18) when any byte falls into the four
smallest reachable states,
	a large-range correction (§3.6, eq. 24 + the trailing branch
of eq. 18) when any byte saturates,
	the closing λₚ · s^(-1/τ) factor (eq. 12 / Algorithm 6 caption).

Asymptotic relative standard error is √v/m ≈ 0.782/√m; the
memory-variance product (MVP) is 8v ≈ 4.895145 (paper line 624) —
this is the constant the README and UltraLogLog moduledoc cite as
"storage factor 4.895". It is not the same as τ; the FGRA
estimator's exponent constant is τ ≈ 0.819491, defined per
Algorithm 6 caption.
Why paper-faithful and not table-based
Hash4j's reference implementation (OptimalFGRAEstimator in
UltraLogLog.java v0.17.0, lines 481–923) precomputes two arrays:
a 252-entry REGISTER_CONTRIBUTIONS table caching g(byte) for the
intermediate range, and a 24-entry ESTIMATION_FACTORS table caching
λₚ. The numerical math is identical to Algorithm 6 — the tables
only trade memory for a few :math.pow calls. We compute both inline
so that this module reads as a one-to-one translation of the paper
alongside paper/p1655-ertl.pdf. A table-backed variant is v0.2 work;
cross-checked against OPTIMAL_FGRA_ESTIMATOR in test/fgra_test.exs
to within 0.1% relative.
Shifted register convention
This module operates on the shifted byte encoding byte = paper_r + 4p − 8 for nonzero registers (see UltraLogLog.Encoding). That
shift collapses the eight special-case paper-r values
{0, 4, 8, 10, 4w, 4w+1, 4w+2, 4w+3} (with w := 65 − p) into byte
values {0, 4p − 4, 4p, 4p + 2, 252, 253, 254, 255} — the
large-range constants are precision-independent because the +4p−8
shift is what saturates the byte at 255.

      


      
        Summary


  
    Functions
  


    
      
        estimate(ultra_log_log)

      


        Estimate cardinality from the current sketch state, per Ertl 2024
Algorithm 6.



    





      


      
        Functions


        


  
    
      
    
    
      estimate(ultra_log_log)



        
          
        

    

  


  

      

          @spec estimate(UltraLogLog.t()) :: float()


      


Estimate cardinality from the current sketch state, per Ertl 2024
Algorithm 6.

  


        

      


  

    
UltraLogLog.Estimator.MLE 
    



      
Maximum-likelihood cardinality estimator for UltraLogLog.
Asymptotic storage factor 8 · ln(2)/ζ(2, 5/4) ≈ 4.631, relative
standard error √(ln(2)/ζ(2, 5/4)) ≈ 0.761/√m. Gives the full ~28%
space reduction vs HLL (compared to FGRA's ~24%) at the cost of one
iterative root-find per call.
What is being maximized
The log-likelihood under the Poisson model (Ertl 2024 §3.1, line 474):
ln L = -(n/m)·α + Σ_{u=1}^{w-1} β_u · ln(1 − e^(−n/(m·2^u)))
where α and β_u are closed-form weighted sums of register-value
counts c_j (paper lines 480–492). Setting d/dn ln L = 0 gives the
ML equation, which has the same shape as the corresponding HLL one —
so the paper (line 503) reuses the secant solver from Ertl 2017
(arXiv:1702.01284, Algorithm 8).
After reparameterization that solver maximizes
e^(−x·a) · ∏_{k=0}^{n} (1 − e^(−x/2^k))^{b[k]}
i.e. finds the root of
g(x) := −Σb[k] + a·x + Σ_{k} b[k] · h(x/2^k)
with h(x) := 1 − x/(e^x − 1). h is concave and monotonically
increasing on (0, ∞), so g is monotonically increasing and has a
unique root for any non-degenerate sketch.
Algorithm shape (paper-faithful, mirroring Hash4j v0.17.0)
	Map registers → (a, b[]): each register contributes to a and
to up to three b[k] slots. The mapping (contribute/3 below)
ports UltraLogLog.MaximumLikelihoodEstimator.contribute and
follows the paper's α, β_u definitions.

	Initial guess: closed-form Jensen lower bound on the root
(derivation in DistinctCountUtil.java lines 83–104). Provably
≤ root, so the secant method converges monotonically from below.
We deliberately avoid using FGRA.estimate/1 as the initial guess
even though the brief originally proposed it — Jensen's bound is
coherent with the solver's state (no inter-estimator coupling) and
monotonicity is a stronger guarantee.

	Secant iteration: at each step, evaluate g(x) and use the
secant ratio (g − Σb) / (g_prev − g) to update the step size.
Convergence threshold scales with precision: stop when
|Δx|/x ≤ 0.001 · √v_ML / √m. Hash4j-tight tolerance — output
matches MAXIMUM_LIKELIHOOD_ESTIMATOR to ~1e-12 relative.

	Inner-loop h(x) evaluation: avoid :math.exp and :math.log
by computing h(2·x') for small x' ∈ [0, 0.25] via a degree-6
Taylor polynomial (x' − x'²/3 + x'⁴/45 − x'⁶/472.5, the
Bernoulli expansion of 1 − 2x'/(e^(2x') − 1)) and walking up by
the doubling recurrence
h(2z) = (z/2 + h(z)(1−h(z))) / (z/2 + (1−h(z))) to the target
x/2^k. No transcendental evaluations inside the loop.

	Bias correction: divide the secant output by
1 + 0.481.../m (paper eq. 11; the second-order delta-method
correction).


Verification
Spot-checked against UltraLogLog.MAXIMUM_LIKELIHOOD_ESTIMATOR
v0.17.0 on the same 16 register snapshots used for FGRA — see
test/mle_test.exs for the tolerance and statistical-correctness
battery, and test/mle_test.exs again for the convergence-speed
test (mean iterations < 10, max < 50 across 100 random sketches).

      


      
        Summary


  
    Functions
  


    
      
        estimate(ull)

      


        Estimate cardinality from the current sketch state, per Ertl 2024
§3.1 (conference numbering; equivalent to arXiv §4.2).



    


    
      
        estimate_with_iterations(ultra_log_log)

      


        Same as estimate/1, but also returns the secant iteration count.
Used by test/mle_test.exs to assert convergence speed; not intended
for production use.



    





      


      
        Functions


        


  
    
      
    
    
      estimate(ull)



        
          
        

    

  


  

      

          @spec estimate(UltraLogLog.t()) :: float()


      


Estimate cardinality from the current sketch state, per Ertl 2024
§3.1 (conference numbering; equivalent to arXiv §4.2).

  



  
    
      
    
    
      estimate_with_iterations(ultra_log_log)



        
          
        

    

  


  

      

          @spec estimate_with_iterations(UltraLogLog.t()) :: {float(), non_neg_integer()}


      


Same as estimate/1, but also returns the secant iteration count.
Used by test/mle_test.exs to assert convergence speed; not intended
for production use.

  


        

      


  

    
UltraLogLog.Estimator.Martingale 
    



      
Martingale (Historic Inverse Probability) estimator for UltraLogLog.
Asymptotic storage factor 5·ln(2) ≈ 3.466 (Ertl 2024 §3.7 line 845,
via paper eq. 26 with b=2, d=2, q=6 → MVP ≈ 3.4657), relative
standard error ≈ 0.658/√m (= √(MVP/8m)). This is the lowest
variance estimator ULL admits — but at a critical cost:
It is only valid for sketches that have never been merged.

The estimate is maintained incrementally on every successful insert
(Algorithm 2 in the paper). Merging two sketches loses the per-element
update history needed to keep the martingale unbiased, so any
UltraLogLog.merge/2 call invalidates the running martingale state.
After invalidation, UltraLogLog.cardinality/2 with
estimator: :martingale returns {:error, :invalidated_by_merge}.
Algorithm 2 (paper p. 1664)
n̂_martingale ← n̂_martingale + 1/μ        ⊳ update estimate
μ ← μ − h(r) + h(r')                       ⊳ state-change prob
with μ := Σᵢ h(rᵢ) initially equal to 1 (every register is at the
smallest possible state, h(0) = 1/m, summed over m registers).
The increment of 1/μ runs before the μ update — the next insert
sees the post-update μ.
h(r) — per-register state-change probability (paper eq. 25)
Special cases on the four smallest paper-r values:
h(0)  = 1/m
h(4)  = 1/(2m)
h(8)  = 3/(4m)
h(10) = 1/(4m)
Intermediate range for r = 4u + ⟨l₁l₂⟩₂, 3 ≤ u < w:
h(r) = (7 − 2·l₁ − 4·l₂) / (2^u · m)
Saturated range for r = 4w + ⟨l₁l₂⟩₂:
h(r) = (3 − l₁ − 2·l₂) / (2^(w−1) · m)
These four cases collapse into one branch-free integer expression
(h_scaled/2 below) that mirrors Hash4j v0.17.0's
UltraLogLog.getScaledRegisterChangeProbability and exploits
integer-truncation >>> p as a free divide-by-2 for the saturated
range. Algebraically verified against the paper for every special
case in the moduledoc tests.
State shape
The martingale field of %UltraLogLog{} carries a tuple
{estimate :: float(), mu :: float()} for active sketches and nil
for merge-invalidated ones. Initial value at UltraLogLog.new/1 is
{0.0, 1.0} — the empty sketch has cardinality 0 and every register
is fully changeable.

      


      
        Summary


  
    Types
  


    
      
        state()

      


        Active martingale state: {running_estimate, current_μ}.



    





  
    Functions
  


    
      
        delta(arg, old_reg, new_reg, p)

      


        Update the running estimate after a single register transition.



    


    
      
        estimate(ultra_log_log)

      


        Return the current martingale estimate.



    





      


      
        Types


        


  
    
      
    
    
      state()



        
          
        

    

  


  

      

          @type state() :: {float(), float()}


      


Active martingale state: {running_estimate, current_μ}.

  


        

      

      
        Functions


        


  
    
      
    
    
      delta(arg, old_reg, new_reg, p)



        
          
        

    

  


  

      

          @spec delta(state(), 0..255, 0..255, UltraLogLog.precision()) :: state()


      


Update the running estimate after a single register transition.
Called from UltraLogLog.add/2 only when an insert actually changes
a register byte (no-op inserts do not call this — see paper
Algorithm 2's r < r' precondition).
Returns the new {estimate, μ} pair.

  



  
    
      
    
    
      estimate(ultra_log_log)



        
          
        

    

  


  

      

          @spec estimate(UltraLogLog.t()) :: {:ok, float()} | {:error, :invalidated_by_merge}


      


Return the current martingale estimate.
Returns {:ok, value} for active (un-merged) sketches and
{:error, :invalidated_by_merge} for sketches whose martingale
state was nullified by UltraLogLog.merge/2.
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