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    LICENSE


Copyright (c) 2016-2023, Weaviate B.V. (registered @ Dutch Chamber of Commerce no 75231824)

All rights reserved.

Redistribution and use in source and binary forms, with or without
modification, are permitted provided that the following conditions are met:

* Redistributions of source code must retain the above copyright notice, this
  list of conditions and the following disclaimer.

* Redistributions in binary form must reproduce the above copyright notice,
  this list of conditions and the following disclaimer in the documentation
  and/or other materials provided with the distribution.

* Neither the name of Weaviate nor the names of its
  contributors may be used to endorse or promote products derived from
  this software without specific prior written permission.

THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS "AS IS"
AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE
IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE ARE
DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT HOLDER OR CONTRIBUTORS BE LIABLE
FOR ANY DIRECT, INDIRECT, INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSEQUENTIAL
DAMAGES (INCLUDING, BUT NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR
SERVICES; LOSS OF USE, DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER
CAUSED AND ON ANY THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY,
OR TORT (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.
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    Weaviate Installation Guide

This guide provides step-by-step instructions for setting up Weaviate vector database for development with the WeaviateEx Elixir library.
Table of Contents
	Prerequisites
	Quick Start
	Manual Installation
	Configuration
	Verification
	Managing Weaviate
	Troubleshooting

Prerequisites
	Operating System: Ubuntu 24.04 or compatible Linux distribution
	Docker: Version 20.10 or higher
	Docker Compose: Version 2.0 or higher
	curl: For testing HTTP endpoints
	sudo access: Required for Docker installation

Quick Start
The easiest way to set up Weaviate is using the provided installation script:
./install.sh

This script will:
	Check if Docker is installed (and install it if missing)
	Create a .env file with default configuration
	Pull the Weaviate Docker image
	Start Weaviate with docker-compose
	Wait for Weaviate to be healthy
	Verify the connection

After successful installation, Weaviate will be running at:
	HTTP API: http://localhost:8080
	gRPC API: localhost:50051

Manual Installation
If you prefer to install manually, follow these steps:
Step 1: Install Docker
# Update package index
sudo apt-get update

# Install prerequisites
sudo apt-get install -y \
    ca-certificates \
    curl \
    gnupg \
    lsb-release

# Add Docker's official GPG key
sudo install -m 0755 -d /etc/apt/keyrings
curl -fsSL https://download.docker.com/linux/ubuntu/gpg | \
    sudo gpg --dearmor -o /etc/apt/keyrings/docker.gpg
sudo chmod a+r /etc/apt/keyrings/docker.gpg

# Set up the Docker repository
echo \
  "deb [arch=$(dpkg --print-architecture) signed-by=/etc/apt/keyrings/docker.gpg] https://download.docker.com/linux/ubuntu \
  $(lsb_release -cs) stable" | \
  sudo tee /etc/apt/sources.list.d/docker.list > /dev/null

# Install Docker Engine
sudo apt-get update
sudo apt-get install -y docker-ce docker-ce-cli containerd.io docker-buildx-plugin docker-compose-plugin

# Add your user to the docker group
sudo usermod -aG docker $USER

# Start Docker service
sudo systemctl start docker
sudo systemctl enable docker

Note: After adding yourself to the docker group, you may need to log out and back in for the changes to take effect.
Step 2: Verify Docker Installation
# Check Docker version
docker --version

# Check Docker Compose version
docker compose version

# Verify Docker is running
sudo systemctl status docker

Step 3: Create Environment Configuration
Create a .env file in the project root:
cat > .env << 'EOF'
# Weaviate Configuration
WEAVIATE_HOST=localhost
WEAVIATE_PORT=8080
WEAVIATE_GRPC_PORT=50051
WEAVIATE_SCHEME=http

# Weaviate URL (used by Elixir client)
WEAVIATE_URL=http://localhost:8080

# Optional: Authentication (set to 'true' to enable)
WEAVIATE_AUTH_ENABLED=false
WEAVIATE_API_KEY=

# Optional: Vectorizer settings
# DEFAULT_VECTORIZER_MODULE=text2vec-openai
# OPENAI_API_KEY=your_key_here
EOF

Step 4: Start Weaviate
# Pull the Weaviate image
docker compose pull

# Start Weaviate in detached mode
docker compose up -d

# Wait for Weaviate to be healthy (takes 30-60 seconds)
# You can check the status with:
docker compose ps

Step 5: Verify Installation
# Test the HTTP endpoint
curl http://localhost:8080/v1/meta

# You should see JSON output with Weaviate version and configuration

Configuration
Environment Variables
The WeaviateEx library requires the following environment variables:
	Variable	Required	Default	Description
	WEAVIATE_URL	Yes	-	Full URL to Weaviate instance (e.g., http://localhost:8080)
	WEAVIATE_HOST	No	localhost	Weaviate host
	WEAVIATE_PORT	No	8080	Weaviate HTTP port
	WEAVIATE_GRPC_PORT	No	50051	Weaviate gRPC port
	WEAVIATE_SCHEME	No	http	HTTP scheme (http or https)
	WEAVIATE_API_KEY	No	-	API key for authentication (if enabled)
	WEAVIATE_AUTH_ENABLED	No	false	Enable authentication

Elixir Configuration
Add to your config/config.exs:
config :weaviate_ex,
  url: System.get_env("WEAVIATE_URL") || "http://localhost:8080",
  api_key: System.get_env("WEAVIATE_API_KEY"),
  # Optional: gRPC configuration
  grpc_host: System.get_env("WEAVIATE_HOST") || "localhost",
  grpc_port: System.get_env("WEAVIATE_GRPC_PORT") || "50051"
Verification
Check Weaviate Health
# Using curl
curl http://localhost:8080/v1/.well-known/ready

# Using docker
docker compose ps

# Check logs
docker compose logs -f weaviate

Test with Elixir
# Start your Elixir application
iex -S mix

# The WeaviateEx library will automatically check connection on startup
# If configuration is missing, you'll see friendly error messages
Managing Weaviate
Start Weaviate
docker compose up -d

Stop Weaviate
docker compose down

Restart Weaviate
docker compose restart

View Logs
# Follow logs
docker compose logs -f weaviate

# View last 100 lines
docker compose logs --tail=100 weaviate

Check Status
docker compose ps

Remove All Data (Fresh Start)
# Stop and remove containers, networks, and volumes
docker compose down -v

# Start fresh
docker compose up -d

Troubleshooting
Docker Permission Denied
If you get permission denied errors:
# Add your user to docker group
sudo usermod -aG docker $USER

# Log out and back in, or run:
newgrp docker

Port Already in Use
If port 8080 or 50051 is already in use:
	Edit docker-compose.yml and change the port mappings:
ports:
- "8081:8080"  # Changed from 8080:8080
- "50052:50051"  # Changed from 50051:50051

	Update your .env file:
WEAVIATE_PORT=8081
WEAVIATE_GRPC_PORT=50052
WEAVIATE_URL=http://localhost:8081



Weaviate Not Starting
Check the logs for errors:
docker compose logs weaviate

Common issues:
	Insufficient memory (Weaviate needs at least 1GB RAM)
	Disk space full
	Corrupted data volume (try docker compose down -v to reset)

Connection Refused from Elixir
	Verify Weaviate is running:
docker compose ps
curl http://localhost:8080/v1/meta


	Check your .env file has the correct URL

	Ensure the WEAVIATE_URL environment variable is loaded in your Elixir app


Weaviate Container Exits Immediately
Check logs for the specific error:
docker compose logs weaviate

Try removing old volumes and restarting:
docker compose down -v
docker compose up -d

Additional Resources
	Weaviate Documentation
	Weaviate Docker Installation Guide
	WeaviateEx GitHub Repository (coming soon)

Support
If you encounter issues:
	Check the Troubleshooting section
	Review Weaviate logs: docker compose logs weaviate
	Verify environment variables are set correctly
	Ensure Docker and Docker Compose are up to date
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    Getting Started with WeaviateEx

This guide will help you get started with WeaviateEx, the Elixir client for Weaviate vector database.
Prerequisites
	Elixir 1.18+
	Docker (for running Weaviate locally)

Installation
Add WeaviateEx to your mix.exs dependencies:
def deps do
  [
    {:weaviate_ex, "~> 0.7.3"}
  ]
end
Then run:
mix deps.get

Starting Weaviate Locally
WeaviateEx includes Mix tasks for managing a local Weaviate instance:
# Start Weaviate containers
mix weaviate.start

# Check status and health
mix weaviate.status

# Stop containers when done
mix weaviate.stop

For development, you can also start Weaviate directly with Docker:
docker run -d \
  -p 8080:8080 \
  -p 50051:50051 \
  -e AUTHENTICATION_ANONYMOUS_ACCESS_ENABLED=true \
  -e DEFAULT_VECTORIZER_MODULE=none \
  cr.weaviate.io/semitechnologies/weaviate:1.28.14

Configuration
Environment Variables
The simplest way to configure WeaviateEx is through environment variables:
export WEAVIATE_URL=http://localhost:8080
export WEAVIATE_API_KEY=your-api-key  # Optional, for authenticated instances

Application Configuration
You can also configure WeaviateEx in your config/config.exs:
config :weaviate_ex,
  url: "http://localhost:8080",
  api_key: nil  # Optional, for authenticated instances
Runtime Configuration
For runtime configuration, WeaviateEx checks configuration sources in this order:
	Environment variables (WEAVIATE_URL, WEAVIATE_API_KEY)
	Application configuration
	Defaults (http://localhost:8080)

Connecting to Weaviate
Local Instance
If you have Weaviate running locally (e.g., via Docker), WeaviateEx will connect automatically using the configured URL:
# Check if Weaviate is ready
{:ok, true} = WeaviateEx.ready?()

# Get instance metadata
{:ok, meta} = WeaviateEx.health_check()
IO.inspect(meta["version"])
Embedded Mode
WeaviateEx supports running an embedded Weaviate instance, similar to the Python client:
# Start an embedded instance
{:ok, instance} = WeaviateEx.start_embedded(
  version: "1.30.5",
  port: 8090
)

# Use Weaviate normally
{:ok, true} = WeaviateEx.ready?()

# Stop when done
:ok = WeaviateEx.stop_embedded(instance)
See the Embedded Mode Guide for more details.
Weaviate Cloud
To connect to Weaviate Cloud Services (WCS):
config :weaviate_ex,
  url: "https://your-instance.weaviate.network",
  api_key: "your-wcs-api-key"
You can also configure auth per client, including OIDC:
alias WeaviateEx.Auth

# API key
{:ok, client} =
  WeaviateEx.Client.connect(
    base_url: "https://your-instance.weaviate.network",
    auth: Auth.api_key("your-wcs-api-key")
  )

# OIDC client credentials (auto-refresh)
auth = Auth.client_credentials("client-id", "client-secret", scopes: ["openid", "profile"])

{:ok, client} =
  WeaviateEx.Client.connect(
    base_url: "https://your-instance.weaviate.network",
    auth: auth
  )
With AI Provider API Keys
When using vectorizers or generative modules, you need to provide API keys for the AI providers. Use the WeaviateEx.Integrations module:
# Create integration headers
headers = WeaviateEx.Integrations.openai(api_key: "sk-...")

# Or combine multiple providers
headers = WeaviateEx.Integrations.merge([
  WeaviateEx.Integrations.openai(api_key: "sk-..."),
  WeaviateEx.Integrations.cohere(api_key: "cohere-key")
])

# Use with a custom client
{:ok, client} = WeaviateEx.Client.new(
  base_url: "http://localhost:8080",
  headers: headers
)
Skip Init Checks (Optional)
If you want to skip the meta/version/gRPC checks during connect:
{:ok, client} =
  WeaviateEx.Client.connect(
    base_url: "http://localhost:8080",
    skip_init_checks: true
  )
Quick Start Example
Here's a complete example that creates a collection, adds objects, and performs a search:
# 1. Verify connection
{:ok, true} = WeaviateEx.ready?()

# 2. Create a collection
{:ok, _collection} = WeaviateEx.Collections.create("Article", %{
  description: "A collection for articles",
  properties: [
    %{name: "title", dataType: ["text"]},
    %{name: "content", dataType: ["text"]},
    %{name: "category", dataType: ["text"]}
  ],
  vectorizer: "none"  # We'll provide vectors manually
})

# 3. Insert an object with a vector
{:ok, object} = WeaviateEx.Objects.create("Article", %{
  properties: %{
    title: "Introduction to Elixir",
    content: "Elixir is a dynamic, functional language...",
    category: "Programming"
  },
  vector: [0.1, 0.2, 0.3, 0.4, 0.5]  # Example vector
})

IO.puts("Created object with ID: #{object["id"]}")

# 4. Query objects
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.fields(["title", "content", "category"])
  |> WeaviateEx.Query.limit(10)

{:ok, results} = WeaviateEx.Query.execute(query)

Enum.each(results, fn article ->
  IO.puts("- #{article["title"]}")
end)

# 5. Vector similarity search
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.near_vector([0.1, 0.2, 0.3, 0.4, 0.5], certainty: 0.7)
  |> WeaviateEx.Query.fields(["title"])
  |> WeaviateEx.Query.additional(["certainty", "distance"])
  |> WeaviateEx.Query.limit(5)

{:ok, similar} = WeaviateEx.Query.execute(query)

# 6. Clean up
{:ok, _} = WeaviateEx.Collections.delete("Article")
Health Checks
WeaviateEx provides several health check functions:
# Get instance metadata (version, modules, etc.)
{:ok, meta} = WeaviateEx.health_check()

# Check if instance is ready to serve requests
{:ok, true} = WeaviateEx.ready?()

# Check if instance is alive (liveness probe)
{:ok, true} = WeaviateEx.alive?()
Error Handling
WeaviateEx returns errors as {:error, %WeaviateEx.Error{}} tuples:
case WeaviateEx.Collections.get("NonExistent") do
  {:ok, collection} ->
    IO.inspect(collection)

  {:error, %WeaviateEx.Error{type: :not_found, message: msg}} ->
    IO.puts("Collection not found: #{msg}")

  {:error, %WeaviateEx.Error{type: :connection_error}} ->
    IO.puts("Could not connect to Weaviate")

  {:error, error} ->
    IO.puts("Error: #{inspect(error)}")
end
Testing
WeaviateEx supports two testing modes:
Unit Tests (Mocked)
Run fast, isolated tests without a Weaviate instance:
mix test

These tests use Mox to mock HTTP and gRPC responses.
Integration Tests (Live Weaviate)
Run tests against a real Weaviate instance:
# Easiest: Automatic Weaviate management
mix weaviate.test

# Or manual management
mix weaviate.start
mix test --include integration
mix weaviate.stop

Writing Integration Tests
Use the WeaviateEx.IntegrationCase module for consistent test setup:
defmodule MyApp.MyIntegrationTest do
  use WeaviateEx.IntegrationCase

  test "creates and queries data" do
    # Create a unique test collection (auto-cleaned up)
    {name, {:ok, _}} = create_test_collection("MyTest", properties: [
      %{name: "title", dataType: ["text"]}
    ])

    # Test your code
    {:ok, _} = WeaviateEx.Objects.create(name, %{
      properties: %{title: "Test"}
    })

    # Collection is automatically deleted after test
  end
end
Next Steps
	Collections Guide - Learn how to create and configure collections
	CRUD Operations Guide - Insert, update, and delete objects
	Queries Guide - Search with BM25, vector search, and hybrid queries
	Generative Search Guide - RAG with AI providers
	Multi-tenancy Guide - Tenant management

Module Reference
	Module	Description
	WeaviateEx	Main entry point, health checks, configuration
	WeaviateEx.Collections	Collection schema management
	WeaviateEx.Objects	Object CRUD operations
	WeaviateEx.Batch	Batch operations for bulk imports
	WeaviateEx.Query	GraphQL query builder
	WeaviateEx.Client	Low-level HTTP client
	WeaviateEx.Embedded	Embedded Weaviate instance management
	WeaviateEx.Integrations	AI provider API key headers
	WeaviateEx.API.Tenants	Multi-tenancy operations
	WeaviateEx.API.Generative	Generative search (RAG)
	WeaviateEx.API.References	Cross-reference operations
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    Collections Guide

Collections in Weaviate define the structure and configuration of your data. This guide covers creating, configuring, and managing collections with WeaviateEx.
Overview
A collection (called a "class" in Weaviate's REST API) defines:
	Properties and their data types
	Vectorizer configuration
	Index settings (HNSW, inverted index)
	Multi-tenancy settings
	Replication configuration

Creating Collections
Basic Collection
Create a simple collection with text properties:
{:ok, collection} = WeaviateEx.Collections.create("Article", %{
  description: "A collection for news articles",
  properties: [
    %{name: "title", dataType: ["text"]},
    %{name: "content", dataType: ["text"]},
    %{name: "publishedAt", dataType: ["date"]}
  ]
})
Collection with Vectorizer
Configure automatic vectorization with an AI provider:
{:ok, collection} = WeaviateEx.Collections.create("Document", %{
  description: "Documents with automatic vectorization",
  properties: [
    %{name: "title", dataType: ["text"]},
    %{name: "body", dataType: ["text"]}
  ],
  vectorizer: "text2vec-openai",
  moduleConfig: %{
    "text2vec-openai" => %{
      model: "text-embedding-3-small",
      vectorizeClassName: true
    }
  }
})
Collection without Vectorization
For collections where you'll provide vectors manually:
{:ok, collection} = WeaviateEx.Collections.create("CustomVectors", %{
  properties: [
    %{name: "content", dataType: ["text"]}
  ],
  vectorizer: "none"
})
Property Data Types
Weaviate supports various data types for properties:
	Data Type	Elixir Example	Description
	text	"hello"	Text with full-text search
	text[]	["a", "b"]	Array of text values
	int	42	Integer number
	int[]	[1, 2, 3]	Array of integers
	number	3.14	Floating point number
	number[]	[1.0, 2.5]	Array of numbers
	boolean	true	Boolean value
	boolean[]	[true, false]	Array of booleans
	date	"2024-01-15T10:30:00Z"	RFC3339 date string
	date[]	["2024-01-15", "2024-01-16"]	Array of dates
	uuid	"550e8400-e29b-41d4-a716-446655440000"	UUID string
	uuid[]	[uuid1, uuid2]	Array of UUIDs
	geoCoordinates	%{latitude: 52.52, longitude: 13.405}	Geographic coordinates
	phoneNumber	%{input: "+1234567890"}	Phone number
	blob	"base64data..."	Base64-encoded binary
	object	%{nested: "value"}	Nested object
	object[]	[%{a: 1}, %{b: 2}]	Array of objects

Property Configuration Example
{:ok, collection} = WeaviateEx.Collections.create("Product", %{
  properties: [
    # Text with specific tokenization
    %{
      name: "name",
      dataType: ["text"],
      tokenization: "word",
      indexFilterable: true,
      indexSearchable: true
    },
    # Numeric property
    %{
      name: "price",
      dataType: ["number"],
      indexFilterable: true,
      indexRangeFilters: true
    },
    # Date property
    %{
      name: "createdAt",
      dataType: ["date"]
    },
    # Nested object
    %{
      name: "metadata",
      dataType: ["object"],
      nestedProperties: [
        %{name: "source", dataType: ["text"]},
        %{name: "version", dataType: ["int"]}
      ]
    },
    # Cross-reference to another collection
    %{
      name: "belongsToCategory",
      dataType: ["Category"]  # Reference to Category collection
    }
  ],
  vectorizer: "none"
})
Vector Index Configuration
HNSW Index (Default)
Configure the HNSW vector index for similarity search:
{:ok, collection} = WeaviateEx.Collections.create("Vectors", %{
  properties: [
    %{name: "content", dataType: ["text"]}
  ],
  vectorIndexType: "hnsw",
  vectorIndexConfig: %{
    # Distance metric: cosine, l2-squared, dot, hamming, manhattan
    distance: "cosine",
    # HNSW parameters
    efConstruction: 128,  # Build-time quality (higher = better, slower)
    maxConnections: 64,   # Max connections per node
    ef: -1,               # Search-time parameter (-1 = dynamic)
    # Quantization for memory efficiency
    pq: %{
      enabled: false,
      trainingLimit: 100000,
      segments: 0
    }
  }
})
Flat Index
For small collections where exact search is preferred:
{:ok, collection} = WeaviateEx.Collections.create("SmallCollection", %{
  properties: [
    %{name: "data", dataType: ["text"]}
  ],
  vectorIndexType: "flat",
  vectorIndexConfig: %{
    distance: "cosine"
  }
})
Inverted Index Configuration
Configure text search and filtering:
{:ok, collection} = WeaviateEx.Collections.create("Searchable", %{
  properties: [
    %{name: "title", dataType: ["text"]},
    %{name: "body", dataType: ["text"]}
  ],
  invertedIndexConfig: %{
    bm25: %{
      b: 0.75,    # Length normalization
      k1: 1.2     # Term frequency saturation
    },
    stopwords: %{
      preset: "en",
      additions: ["custom", "words"],
      removals: []
    },
    indexTimestamps: true,      # Enable filtering by creation/update time
    indexNullState: true,       # Enable filtering by null values
    indexPropertyLength: true   # Enable filtering by property length
  }
})
Object TTL Configuration
Automatically expire objects using the object TTL config:
alias WeaviateEx.Config.ObjectTTL

ttl = ObjectTTL.delete_by_update_time(86_400, true)

{:ok, _} = WeaviateEx.Collections.create("Session", %{
  properties: [
    %{name: "token", dataType: ["text"]}
  ],
  object_ttl: ttl
})

# Disable TTL later if needed
{:ok, _} = WeaviateEx.Collections.update("Session", %{
  object_ttl: ObjectTTL.disable()
})
Multi-tenancy Configuration
Enable multi-tenancy for data isolation:
{:ok, collection} = WeaviateEx.Collections.create("TenantData", %{
  properties: [
    %{name: "data", dataType: ["text"]}
  ],
  multiTenancyConfig: %{
    enabled: true,
    autoTenantCreation: false,   # Auto-create tenants on insert
    autoTenantActivation: true   # Auto-activate inactive tenants
  }
})
Typed Multi-tenancy Helpers
alias WeaviateEx.Config.AutoTenant
alias WeaviateEx.Schema.MultiTenancyConfig

{:ok, _} = WeaviateEx.Collections.create("TenantData", %{
  properties: [
    %{name: "data", dataType: ["text"]}
  ],
  multi_tenancy_config: MultiTenancyConfig.new(enabled: true, auto_tenant_creation: true),
  auto_tenant: AutoTenant.enable(auto_delete_timeout: 3_600)
})
See the Multi-tenancy Guide for tenant operations.
Replication Configuration
Configure data replication for high availability:
{:ok, collection} = WeaviateEx.Collections.create("Replicated", %{
  properties: [
    %{name: "data", dataType: ["text"]}
  ],
  replicationConfig: %{
    factor: 3,            # Number of replicas
    asyncEnabled: false   # Sync vs async replication
  }
})
Reading Collections
Get All Collections
{:ok, schema} = WeaviateEx.Collections.list()
classes = schema["classes"]

Enum.each(classes, fn class ->
  IO.puts("Collection: #{class["class"]}")
end)
Get a Specific Collection
{:ok, collection} = WeaviateEx.Collections.get("Article")
IO.inspect(collection["properties"])
Check if Collection Exists
case WeaviateEx.Collections.exists?("Article") do
  {:ok, true} -> IO.puts("Collection exists")
  {:ok, false} -> IO.puts("Collection does not exist")
  {:error, error} -> IO.puts("Error: #{inspect(error)}")
end
Updating Collections
Update Collection Configuration
Note: Not all fields can be updated after creation. Check Weaviate documentation for updateable fields.
{:ok, updated} = WeaviateEx.Collections.update("Article", %{
  description: "Updated description",
  invertedIndexConfig: %{
    bm25: %{k1: 1.5}
  }
})
Add a Property
Add a new property to an existing collection:
{:ok, property} = WeaviateEx.Collections.add_property("Article", %{
  name: "author",
  dataType: ["text"],
  description: "The article author",
  indexFilterable: true,
  indexSearchable: true
})
Deleting Collections
Delete a collection and all its data:
{:ok, _} = WeaviateEx.Collections.delete("Article")
Warning: This is irreversible and deletes all objects in the collection.
Shard Management
For distributed setups, manage collection shards:
# Get shard status
{:ok, shards} = WeaviateEx.Collections.get_shards("Article")

Enum.each(shards, fn shard ->
  IO.puts("Shard: #{shard["name"]}, Status: #{shard["status"]}")
end)

# Update shard status
{:ok, _} = WeaviateEx.Collections.update_shard("Article", "shard-1", "READONLY")
Complete Example
Here's a complete example creating a well-configured collection:
# Create a production-ready collection
{:ok, collection} = WeaviateEx.Collections.create("BlogPost", %{
  description: "Blog posts with semantic search",

  properties: [
    %{
      name: "title",
      dataType: ["text"],
      description: "Post title",
      tokenization: "word",
      indexFilterable: true,
      indexSearchable: true
    },
    %{
      name: "content",
      dataType: ["text"],
      description: "Post content",
      tokenization: "word",
      indexFilterable: false,
      indexSearchable: true
    },
    %{
      name: "author",
      dataType: ["text"],
      indexFilterable: true
    },
    %{
      name: "tags",
      dataType: ["text[]"],
      indexFilterable: true
    },
    %{
      name: "publishedAt",
      dataType: ["date"],
      indexFilterable: true
    },
    %{
      name: "viewCount",
      dataType: ["int"],
      indexFilterable: true
    }
  ],

  # Use OpenAI for vectorization
  vectorizer: "text2vec-openai",
  moduleConfig: %{
    "text2vec-openai" => %{
      model: "text-embedding-3-small",
      vectorizeClassName: false
    },
    # Enable generative module
    "generative-openai" => %{
      model: "gpt-4o-mini"
    }
  },

  # Vector index configuration
  vectorIndexType: "hnsw",
  vectorIndexConfig: %{
    distance: "cosine",
    efConstruction: 128,
    maxConnections: 64
  },

  # Inverted index for BM25
  invertedIndexConfig: %{
    bm25: %{b: 0.75, k1: 1.2},
    stopwords: %{preset: "en"},
    indexTimestamps: true
  }
})

IO.puts("Created collection: #{collection["class"]}")
Next Steps
	CRUD Operations - Add and manage objects in collections
	Queries - Search your collections
	Vectorizers - Configure AI vectorization
	Multi-tenancy - Tenant management
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    CRUD Operations Guide

This guide covers creating, reading, updating, and deleting objects in Weaviate collections using WeaviateEx.
Overview
WeaviateEx provides two main modules for data operations:
	WeaviateEx.Objects - Individual object operations
	WeaviateEx.Batch - Bulk operations for efficiency

Creating Objects
Insert a Single Object
{:ok, object} = WeaviateEx.Objects.create("Article", %{
  properties: %{
    title: "Introduction to Vector Databases",
    content: "Vector databases are specialized systems...",
    author: "Jane Smith",
    publishedAt: "2024-01-15T10:30:00Z"
  }
})

IO.puts("Created object with ID: #{object["id"]}")
Insert with Custom UUID
{:ok, object} = WeaviateEx.Objects.create("Article", %{
  id: "550e8400-e29b-41d4-a716-446655440000",
  properties: %{
    title: "My Article",
    content: "Content here..."
  }
})
Insert with Vector
When using vectorizer: "none", provide vectors manually:
{:ok, object} = WeaviateEx.Objects.create("Article", %{
  properties: %{
    title: "Pre-vectorized Content",
    content: "This content has a pre-computed vector"
  },
  vector: [0.1, 0.2, 0.3, 0.4, 0.5, 0.6, 0.7, 0.8]
})
Insert with Named Vectors
For collections with multiple vector spaces:
{:ok, object} = WeaviateEx.Objects.create("MultiVectorDoc", %{
  properties: %{
    title: "Document with multiple vectors",
    summary: "A brief summary",
    content: "Full content here..."
  },
  vectors: %{
    "title_vector" => [0.1, 0.2, 0.3],
    "content_vector" => [0.4, 0.5, 0.6]
  }
})
Insert with References
Create objects with cross-references:
# First, create the referenced object
{:ok, author} = WeaviateEx.Objects.create("Author", %{
  properties: %{name: "Jane Smith"}
})

# Then create an object with a reference
{:ok, article} = WeaviateEx.Objects.create("Article", %{
  properties: %{
    title: "My Article",
    # Reference using beacon format
    hasAuthor: [%{"beacon" => "weaviate://localhost/Author/#{author["id"]}"}]
  }
})
Insert with Tenant
For multi-tenant collections:
{:ok, object} = WeaviateEx.Objects.create("Article", %{
  properties: %{
    title: "Tenant-specific article"
  }
}, tenant: "tenant-a")
Batch Operations
For inserting many objects, batch operations are much more efficient.
Batch Insert
objects = [
  %{class: "Article", properties: %{title: "Article 1", content: "Content 1"}},
  %{class: "Article", properties: %{title: "Article 2", content: "Content 2"}},
  %{class: "Article", properties: %{title: "Article 3", content: "Content 3"}}
]

{:ok, result} = WeaviateEx.Batch.create_objects(objects)

# Check for errors
Enum.each(result.errors, fn {index, error} ->
  IO.puts("Failed at index #{index}: #{inspect(error)}")
end)

IO.puts("Successfully created #{length(result.successes)} objects")
Batch Insert with Vectors
objects = [
  %{
    class: "Article",
    properties: %{title: "Article 1"},
    vector: [0.1, 0.2, 0.3]
  },
  %{
    class: "Article",
    properties: %{title: "Article 2"},
    vector: [0.4, 0.5, 0.6]
  }
]

{:ok, result} = WeaviateEx.Batch.create_objects(objects)
Batch Insert with Custom UUIDs
objects = [
  %{
    class: "Article",
    id: "11111111-1111-1111-1111-111111111111",
    properties: %{title: "Article 1"}
  },
  %{
    class: "Article",
    id: "22222222-2222-2222-2222-222222222222",
    properties: %{title: "Article 2"}
  }
]

{:ok, result} = WeaviateEx.Batch.create_objects(objects)
Batch Summary
Get a summary of batch operations:
{:ok, result} = WeaviateEx.Batch.create_objects(objects, return_summary: true)

IO.puts("Total: #{result.statistics.total}")
IO.puts("Successful: #{result.statistics.successful}")
IO.puts("Failed: #{result.statistics.failed}")
Reading Objects
Get by ID
{:ok, object} = WeaviateEx.Objects.get("Article", "550e8400-e29b-41d4-a716-446655440000")

IO.puts("Title: #{object["properties"]["title"]}")
Get with Vector
Include the object's vector in the response:
{:ok, object} = WeaviateEx.Objects.get("Article", uuid, include: "vector")

IO.inspect(object["vector"])
Get with Additional Metadata
{:ok, object} = WeaviateEx.Objects.get("Article", uuid,
  include: ["vector", "creationTimeUnix", "lastUpdateTimeUnix"]
)
Fetch by IDs
Fetch a specific set of objects while preserving the input ID order:
ids = [
  "550e8400-e29b-41d4-a716-446655440001",
  "550e8400-e29b-41d4-a716-446655440002"
]

{:ok, objects} = WeaviateEx.Objects.fetch_objects_by_ids("Article", ids,
  return_properties: ["title", "content"]
)
List Objects
List objects with pagination:
# Get first 10 objects
{:ok, result} = WeaviateEx.Objects.list("Article", limit: 10)

Enum.each(result["objects"], fn obj ->
  IO.puts("- #{obj["properties"]["title"]}")
end)

# Pagination with offset
{:ok, page2} = WeaviateEx.Objects.list("Article", limit: 10, offset: 10)

# Cursor-based pagination (recommended for large datasets)
{:ok, page1} = WeaviateEx.Objects.list("Article", limit: 10)
last_id = List.last(page1["objects"])["id"]
{:ok, page2} = WeaviateEx.Objects.list("Article", limit: 10, after: last_id)
List with Sorting
{:ok, result} = WeaviateEx.Objects.list("Article",
  limit: 10,
  sort: "title",
  order: "asc"
)
List Objects in a Tenant
{:ok, result} = WeaviateEx.Objects.list("Article",
  tenant: "tenant-a",
  limit: 10
)
Check if Object Exists
case WeaviateEx.Objects.exists?("Article", uuid) do
  {:ok, true} -> IO.puts("Object exists")
  {:ok, false} -> IO.puts("Object not found")
  {:error, _} -> IO.puts("Error checking existence")
end
Updating Objects
Full Update (Replace)
Replace an entire object (PUT operation):
{:ok, updated} = WeaviateEx.Objects.update("Article", uuid, %{
  properties: %{
    title: "Updated Title",
    content: "Completely new content",
    author: "New Author"
  }
})
Partial Update (Patch)
Update only specific properties (PATCH operation):
{:ok, patched} = WeaviateEx.Objects.patch("Article", uuid, %{
  properties: %{
    title: "Just Updated the Title"
    # Other properties remain unchanged
  }
})
Update with New Vector
{:ok, updated} = WeaviateEx.Objects.update("Article", uuid, %{
  properties: %{
    title: "Updated Content",
    content: "New content requiring new vector"
  },
  vector: [0.9, 0.8, 0.7, 0.6, 0.5]
})
Note: PATCH operations do not support updating vectors. Use full update (PUT) for vector changes.
Update in Tenant
{:ok, updated} = WeaviateEx.Objects.update("Article", uuid, %{
  properties: %{title: "Updated"}
}, tenant: "tenant-a")
Deleting Objects
Delete by ID
{:ok, _} = WeaviateEx.Objects.delete("Article", uuid)
Delete with Tenant
{:ok, _} = WeaviateEx.Objects.delete("Article", uuid, tenant: "tenant-a")
Batch Delete with Filter
Delete multiple objects matching a filter:
{:ok, result} = WeaviateEx.Batch.delete_objects(%{
  class: "Article",
  where: %{
    path: ["author"],
    operator: "Equal",
    valueText: "John Doe"
  }
})

IO.puts("Deleted #{result["results"]["matches"]} objects")
Batch Delete with Dry Run
Preview what would be deleted without actually deleting:
{:ok, result} = WeaviateEx.Batch.delete_objects(%{
  class: "Article",
  where: %{
    path: ["status"],
    operator: "Equal",
    valueText: "draft"
  },
  dryRun: true,
  output: "verbose"
})

IO.puts("Would delete #{result["results"]["matches"]} objects")
Enum.each(result["results"]["objects"], fn obj ->
  IO.puts("- #{obj["id"]}")
end)
Complex Filter for Batch Delete
{:ok, result} = WeaviateEx.Batch.delete_objects(%{
  class: "Article",
  where: %{
    operator: "And",
    operands: [
      %{
        path: ["publishedAt"],
        operator: "LessThan",
        valueDate: "2023-01-01T00:00:00Z"
      },
      %{
        path: ["status"],
        operator: "Equal",
        valueText: "archived"
      }
    ]
  }
})
Validation
WeaviateEx performs basic client-side validation before sending data:
	properties is required for insert and update operations
	id and vector are reserved property names and raise ArgumentError

Validate object data without creating it:
case WeaviateEx.Objects.validate("Article", %{
  properties: %{
    title: "Test Article",
    invalidProperty: "This doesn't exist"
  }
}) do
  {:ok, _} -> IO.puts("Valid!")
  {:error, error} -> IO.puts("Invalid: #{inspect(error)}")
end
Error Handling
Handle common errors:
case WeaviateEx.Objects.create("Article", %{properties: %{title: "Test"}}) do
  {:ok, object} ->
    IO.puts("Created: #{object["id"]}")

  {:error, %WeaviateEx.Error{type: :validation_error, message: msg}} ->
    IO.puts("Validation failed: #{msg}")

  {:error, %WeaviateEx.Error{type: :conflict, message: msg}} ->
    IO.puts("Object already exists: #{msg}")

  {:error, %WeaviateEx.Error{type: :not_found}} ->
    IO.puts("Collection not found")

  {:error, error} ->
    IO.puts("Error: #{inspect(error)}")
end
Complete Example
Here's a complete CRUD workflow:
# Setup: Create collection
{:ok, _} = WeaviateEx.Collections.create("Task", %{
  properties: [
    %{name: "title", dataType: ["text"]},
    %{name: "description", dataType: ["text"]},
    %{name: "status", dataType: ["text"]},
    %{name: "priority", dataType: ["int"]}
  ],
  vectorizer: "none"
})

# CREATE: Add tasks
{:ok, task1} = WeaviateEx.Objects.create("Task", %{
  properties: %{
    title: "Complete project",
    description: "Finish the WeaviateEx guide",
    status: "in_progress",
    priority: 1
  },
  vector: [0.1, 0.2, 0.3, 0.4]
})

# READ: Get the task
{:ok, fetched} = WeaviateEx.Objects.get("Task", task1["id"])
IO.puts("Task: #{fetched["properties"]["title"]}")

# UPDATE: Change status
{:ok, _} = WeaviateEx.Objects.patch("Task", task1["id"], %{
  properties: %{status: "completed"}
})

# READ: Verify update
{:ok, updated} = WeaviateEx.Objects.get("Task", task1["id"])
IO.puts("Status: #{updated["properties"]["status"]}")

# DELETE: Remove the task
{:ok, _} = WeaviateEx.Objects.delete("Task", task1["id"])

# Cleanup: Delete collection
{:ok, _} = WeaviateEx.Collections.delete("Task")
Next Steps
	Queries Guide - Search your data
	Batch Operations - Efficient bulk imports
	References Guide - Cross-references between objects
	Multi-tenancy Guide - Tenant-scoped operations
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    Queries Guide

This guide covers searching and querying data in Weaviate using WeaviateEx. Weaviate supports multiple search types including keyword search (BM25), vector similarity search, and hybrid search.
Overview
WeaviateEx provides the WeaviateEx.Query module for building GraphQL queries with a fluent interface:
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.fields(["title", "content"])
  |> WeaviateEx.Query.limit(10)

{:ok, results} = WeaviateEx.Query.execute(query)
Execution Modes (gRPC vs GraphQL)
When you pass a WeaviateEx.Client, Query.execute/2 uses gRPC for supported
features (filters, group_by, target vectors, near_image/near_media, references,
and vector metadata). If you use options not yet supported in gRPC (for example
rerank, sorting, cursor pagination, or hybrid vectors), it automatically falls
back to GraphQL. Calling Query.execute/1 without a client always uses GraphQL.
Basic Queries
Fetch Objects
Retrieve objects with specific fields:
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.fields(["title", "content", "author"])
  |> WeaviateEx.Query.limit(10)

{:ok, articles} = WeaviateEx.Query.execute(query)

Enum.each(articles, fn article ->
  IO.puts("#{article["title"]} by #{article["author"]}")
end)
Fetch Objects by IDs
Fetch multiple objects by UUIDs (results preserve input order):
alias WeaviateEx.API.Data

ids = [
  "550e8400-e29b-41d4-a716-446655440001",
  "550e8400-e29b-41d4-a716-446655440002"
]

{:ok, objects} =
  Data.fetch_objects_by_ids(client, "Article", ids,
    return_properties: ["title", "content"]
  )
Pagination
Use limit and offset for pagination:
# First page
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.fields(["title"])
  |> WeaviateEx.Query.limit(10)
  |> WeaviateEx.Query.offset(0)

# Second page
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.fields(["title"])
  |> WeaviateEx.Query.limit(10)
  |> WeaviateEx.Query.offset(10)
Additional Metadata
Request additional metadata about objects:
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.fields(["title"])
  |> WeaviateEx.Query.additional(["id", "creationTimeUnix", "lastUpdateTimeUnix"])
  |> WeaviateEx.Query.limit(5)

{:ok, results} = WeaviateEx.Query.execute(query)

Enum.each(results, fn article ->
  additional = article["_additional"]
  IO.puts("ID: #{additional["id"]}")
  IO.puts("Created: #{additional["creationTimeUnix"]}")
end)
Available additional fields:
	id - Object UUID
	vector - Object's vector embedding
	creationTimeUnix - Creation timestamp
	lastUpdateTimeUnix - Last update timestamp
	distance - Distance from query (vector search)
	certainty - Certainty score (vector search)
	score - BM25 or hybrid score
	explainScore - Score explanation

BM25 Keyword Search
BM25 (Best Match 25) is a keyword-based search algorithm:
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.bm25("machine learning")
  |> WeaviateEx.Query.fields(["title", "content"])
  |> WeaviateEx.Query.additional(["score"])
  |> WeaviateEx.Query.limit(10)

{:ok, results} = WeaviateEx.Query.execute(query)

Enum.each(results, fn article ->
  IO.puts("#{article["title"]} (score: #{article["_additional"]["score"]})")
end)
BM25 with Property Boosting
Search specific properties:
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.bm25("AI safety", properties: ["title^2", "content"])
  |> WeaviateEx.Query.fields(["title", "content"])
  |> WeaviateEx.Query.limit(10)
The ^2 syntax boosts the title property by a factor of 2.
Vector Similarity Search
Near Text (Semantic Search)
Search using natural language, vectorized by your configured vectorizer:
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.near_text("artificial intelligence applications", certainty: 0.7)
  |> WeaviateEx.Query.fields(["title", "content"])
  |> WeaviateEx.Query.additional(["certainty", "distance"])
  |> WeaviateEx.Query.limit(5)

{:ok, results} = WeaviateEx.Query.execute(query)

Enum.each(results, fn article ->
  IO.puts("#{article["title"]}")
  IO.puts("  Certainty: #{article["_additional"]["certainty"]}")
  IO.puts("  Distance: #{article["_additional"]["distance"]}")
end)
Near Text with Distance
Use distance instead of certainty:
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.near_text("machine learning tutorials", distance: 0.3)
  |> WeaviateEx.Query.fields(["title"])
  |> WeaviateEx.Query.limit(10)
Near Vector
Search with a pre-computed vector:
# Your query vector (e.g., from external embedding API)
query_vector = [0.1, 0.2, 0.3, 0.4, 0.5, 0.6, 0.7, 0.8]

query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.near_vector(query_vector, certainty: 0.8)
  |> WeaviateEx.Query.fields(["title", "content"])
  |> WeaviateEx.Query.additional(["distance"])
  |> WeaviateEx.Query.limit(5)

{:ok, results} = WeaviateEx.Query.execute(query)
Near Object
Find objects similar to an existing object:
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.near_object("550e8400-e29b-41d4-a716-446655440000", certainty: 0.7)
  |> WeaviateEx.Query.fields(["title", "content"])
  |> WeaviateEx.Query.additional(["distance"])
  |> WeaviateEx.Query.limit(5)

{:ok, similar_articles} = WeaviateEx.Query.execute(query)
Hybrid Search
Hybrid search combines keyword (BM25) and vector search:
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.hybrid("machine learning", alpha: 0.5)
  |> WeaviateEx.Query.fields(["title", "content"])
  |> WeaviateEx.Query.additional(["score"])
  |> WeaviateEx.Query.limit(10)

{:ok, results} = WeaviateEx.Query.execute(query)
Alpha Parameter
The alpha parameter controls the balance:
	alpha: 0.0 - Pure keyword search (BM25)
	alpha: 0.5 - Equal weight to both
	alpha: 1.0 - Pure vector search

# Favor vector search
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.hybrid("neural networks", alpha: 0.75)
  |> WeaviateEx.Query.fields(["title"])
  |> WeaviateEx.Query.limit(10)

# Favor keyword search
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.hybrid("API documentation", alpha: 0.25)
  |> WeaviateEx.Query.fields(["title"])
  |> WeaviateEx.Query.limit(10)
Fusion Type
Choose the fusion algorithm for combining results:
# Ranked fusion (default)
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.hybrid("data science",
       alpha: 0.5,
       fusion_type: "rankedFusion"
     )
  |> WeaviateEx.Query.fields(["title"])

# Relative score fusion
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.hybrid("data science",
       alpha: 0.5,
       fusion_type: "relativeScoreFusion"
     )
  |> WeaviateEx.Query.fields(["title"])
Filters
Use where clauses to filter results:
Simple Filter
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.fields(["title", "author"])
  |> WeaviateEx.Query.where(%{
    path: ["author"],
    operator: "Equal",
    valueText: "Jane Smith"
  })
  |> WeaviateEx.Query.limit(10)

{:ok, results} = WeaviateEx.Query.execute(query)
Filter Operators
	Operator	Description	Value Types
	Equal	Exact match	All
	NotEqual	Not equal	All
	GreaterThan	Greater than	int, number, date
	GreaterThanEqual	Greater than or equal	int, number, date
	LessThan	Less than	int, number, date
	LessThanEqual	Less than or equal	int, number, date
	Like	Wildcard match	text
	ContainsAny	Contains any of values	text[], int[], etc.
	ContainsAll	Contains all values	text[], int[], etc.
	IsNull	Is null check	All

Numeric Filter
query = WeaviateEx.Query.get("Product")
  |> WeaviateEx.Query.fields(["name", "price"])
  |> WeaviateEx.Query.where(%{
    path: ["price"],
    operator: "LessThan",
    valueNumber: 100.0
  })
  |> WeaviateEx.Query.limit(20)
Date Filter
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.fields(["title", "publishedAt"])
  |> WeaviateEx.Query.where(%{
    path: ["publishedAt"],
    operator: "GreaterThan",
    valueDate: "2024-01-01T00:00:00Z"
  })
  |> WeaviateEx.Query.limit(10)
Wildcard Filter (Like)
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.fields(["title"])
  |> WeaviateEx.Query.where(%{
    path: ["title"],
    operator: "Like",
    valueText: "*Elixir*"  # Contains "Elixir"
  })
  |> WeaviateEx.Query.limit(10)
Compound Filters (And/Or)
# AND filter
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.fields(["title", "author", "category"])
  |> WeaviateEx.Query.where(%{
    operator: "And",
    operands: [
      %{path: ["author"], operator: "Equal", valueText: "Jane Smith"},
      %{path: ["category"], operator: "Equal", valueText: "Technology"}
    ]
  })
  |> WeaviateEx.Query.limit(10)

# OR filter
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.fields(["title", "category"])
  |> WeaviateEx.Query.where(%{
    operator: "Or",
    operands: [
      %{path: ["category"], operator: "Equal", valueText: "Science"},
      %{path: ["category"], operator: "Equal", valueText: "Technology"}
    ]
  })
  |> WeaviateEx.Query.limit(10)
Nested Compound Filters
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.fields(["title"])
  |> WeaviateEx.Query.where(%{
    operator: "And",
    operands: [
      %{path: ["status"], operator: "Equal", valueText: "published"},
      %{
        operator: "Or",
        operands: [
          %{path: ["category"], operator: "Equal", valueText: "Tech"},
          %{path: ["category"], operator: "Equal", valueText: "Science"}
        ]
      }
    ]
  })
  |> WeaviateEx.Query.limit(10)
Filter with Vector Search
Combine filters with semantic search:
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.near_text("machine learning", certainty: 0.7)
  |> WeaviateEx.Query.where(%{
    path: ["author"],
    operator: "Equal",
    valueText: "Jane Smith"
  })
  |> WeaviateEx.Query.fields(["title", "content"])
  |> WeaviateEx.Query.additional(["certainty"])
  |> WeaviateEx.Query.limit(5)

{:ok, results} = WeaviateEx.Query.execute(query)
Reference Queries
Query objects and their references:
# Assuming Article has a reference to Author
query = """
{
  Get {
    Article(limit: 10) {
      title
      hasAuthor {
        ... on Author {
          name
          email
        }
      }
    }
  }
}
"""

{:ok, client} = WeaviateEx.Client.new(base_url: WeaviateEx.base_url())
{:ok, response} = WeaviateEx.Client.request(client, :post, "/v1/graphql", %{query: query})
Multi-tenant Queries
Query within a specific tenant:
# Using raw GraphQL with tenant header
{:ok, client} = WeaviateEx.Client.new(
  base_url: WeaviateEx.base_url(),
  headers: [{"X-Weaviate-Tenant", "tenant-a"}]
)

query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.fields(["title"])
  |> WeaviateEx.Query.limit(10)

# Build and execute with tenant context
# Note: Tenant support in Query module may require tenant parameter
Complete Example
Here's a comprehensive search example:
defmodule ArticleSearch do
  def search(search_term, opts \\ []) do
    author = Keyword.get(opts, :author)
    category = Keyword.get(opts, :category)
    limit = Keyword.get(opts, :limit, 10)
    search_type = Keyword.get(opts, :search_type, :hybrid)

    query = WeaviateEx.Query.get("Article")
      |> WeaviateEx.Query.fields(["title", "content", "author", "category", "publishedAt"])
      |> WeaviateEx.Query.additional(["id", "score", "certainty"])
      |> WeaviateEx.Query.limit(limit)

    # Add search based on type
    query = case search_type do
      :hybrid -> WeaviateEx.Query.hybrid(query, search_term, alpha: 0.5)
      :semantic -> WeaviateEx.Query.near_text(query, search_term, certainty: 0.7)
      :keyword -> WeaviateEx.Query.bm25(query, search_term)
    end

    # Add filters
    query = add_filters(query, author, category)

    WeaviateEx.Query.execute(query)
  end

  defp add_filters(query, nil, nil), do: query

  defp add_filters(query, author, nil) do
    WeaviateEx.Query.where(query, %{
      path: ["author"],
      operator: "Equal",
      valueText: author
    })
  end

  defp add_filters(query, nil, category) do
    WeaviateEx.Query.where(query, %{
      path: ["category"],
      operator: "Equal",
      valueText: category
    })
  end

  defp add_filters(query, author, category) do
    WeaviateEx.Query.where(query, %{
      operator: "And",
      operands: [
        %{path: ["author"], operator: "Equal", valueText: author},
        %{path: ["category"], operator: "Equal", valueText: category}
      ]
    })
  end
end

# Usage
{:ok, results} = ArticleSearch.search("machine learning",
  author: "Jane Smith",
  category: "Technology",
  search_type: :hybrid,
  limit: 5
)

Enum.each(results, fn article ->
  IO.puts("#{article["title"]} (score: #{article["_additional"]["score"]})")
end)
Next Steps
	Generative Search Guide - RAG with AI providers
	References Guide - Query cross-references
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    Cross-References Guide

This guide covers creating and managing cross-references between objects in Weaviate using WeaviateEx. Cross-references allow you to model relationships between objects, similar to foreign keys in relational databases.
Overview
Weaviate supports two types of references:
	Single-target references - Reference to objects in one specific collection
	Multi-target references - Reference to objects across multiple collections

Defining Reference Properties
First, define reference properties in your collection schema:
Note: property names cannot be id or vector (reserved by Weaviate).
Single-Target Reference
# Create Author collection
{:ok, _} = WeaviateEx.Collections.create("Author", %{
  properties: [
    %{name: "name", dataType: ["text"]},
    %{name: "email", dataType: ["text"]}
  ]
})

# Create Article collection with reference to Author
{:ok, _} = WeaviateEx.Collections.create("Article", %{
  properties: [
    %{name: "title", dataType: ["text"]},
    %{name: "content", dataType: ["text"]},
    # Single-target reference to Author
    %{name: "hasAuthor", dataType: ["Author"]}
  ]
})
Multi-Target Reference
Multi-target references can point to objects in different collections:
{:ok, _} = WeaviateEx.Collections.create("Article", %{
  properties: [
    %{name: "title", dataType: ["text"]},
    # Multi-target reference - can point to Author, Editor, or Reviewer
    %{
      name: "contributors",
      dataType: ["Author", "Editor", "Reviewer"]
    }
  ]
})
Adding References
Use WeaviateEx.API.References for reference operations:
Add Single Reference
alias WeaviateEx.API.References

# Create an author
{:ok, author} = WeaviateEx.Objects.create("Author", %{
  properties: %{name: "Jane Smith", email: "jane@example.com"}
})

# Create an article
{:ok, article} = WeaviateEx.Objects.create("Article", %{
  properties: %{title: "My Article", content: "Content here..."}
})

# Create a client
{:ok, client} = WeaviateEx.Client.new(base_url: WeaviateEx.base_url())

# Add the reference
{:ok, _} = References.add(
  client,
  "Article",           # Source collection
  article["id"],       # Source object UUID
  "hasAuthor",         # Reference property name
  author["id"]         # Target object UUID
)
Add Multi-Target Reference
For multi-target references, specify the target collection:
{:ok, editor} = WeaviateEx.Objects.create("Editor", %{
  properties: %{name: "John Doe"}
})

# Add reference with target collection specified
{:ok, _} = References.add(
  client,
  "Article",
  article["id"],
  "contributors",
  %{target_collection: "Editor", uuids: editor["id"]}
)
Add References During Object Creation
You can also add references when creating objects:
# Create author first
{:ok, author} = WeaviateEx.Objects.create("Author", %{
  properties: %{name: "Jane Smith"}
})

# Create article with reference
{:ok, article} = WeaviateEx.Objects.create("Article", %{
  properties: %{
    title: "Article with Author",
    content: "Content...",
    hasAuthor: [%{"beacon" => "weaviate://localhost/Author/#{author["id"]}"}]
  }
})
Deleting References
Delete Single Reference
{:ok, _} = References.delete(
  client,
  "Article",
  article["id"],
  "hasAuthor",
  author["id"]
)
Delete Multi-Target Reference
{:ok, _} = References.delete(
  client,
  "Article",
  article["id"],
  "contributors",
  %{target_collection: "Editor", uuids: editor["id"]}
)
Replacing References
Replace all references on a property with new ones:
# Create multiple authors
{:ok, author1} = WeaviateEx.Objects.create("Author", %{
  properties: %{name: "Author 1"}
})
{:ok, author2} = WeaviateEx.Objects.create("Author", %{
  properties: %{name: "Author 2"}
})

# Replace all authors on an article
{:ok, _} = References.replace(
  client,
  "Article",
  article["id"],
  "hasAuthors",  # Assuming this is a multi-valued reference
  [author1["id"], author2["id"]]
)
Clear All References
To remove all references, replace with an empty list:
{:ok, _} = References.replace(
  client,
  "Article",
  article["id"],
  "hasAuthors",
  []
)
Batch Reference Operations
Add Many References
Add multiple references in a single request:
# Create multiple articles and authors
articles = for i <- 1..3 do
  {:ok, article} = WeaviateEx.Objects.create("Article", %{
    properties: %{title: "Article #{i}"}
  })
  article
end

authors = for i <- 1..3 do
  {:ok, author} = WeaviateEx.Objects.create("Author", %{
    properties: %{name: "Author #{i}"}
  })
  author
end

# Build reference list
references = Enum.zip(articles, authors)
  |> Enum.map(fn {article, author} ->
    %{
      from_uuid: article["id"],
      from_property: "hasAuthor",
      to_uuid: author["id"]
    }
  end)

# Add all references in batch
{:ok, _} = References.add_many(client, "Article", references)
Batch Add with Legacy API
You can also use the batch API directly:
references = [
  %{
    from: "weaviate://localhost/Article/#{article1_id}/hasAuthor",
    to: "weaviate://localhost/Author/#{author1_id}"
  },
  %{
    from: "weaviate://localhost/Article/#{article2_id}/hasAuthor",
    to: "weaviate://localhost/Author/#{author2_id}"
  }
]

{:ok, result} = WeaviateEx.Batch.add_references(references)
Querying References
Query with References
Retrieve objects with their referenced objects:
# Using raw GraphQL for reference queries
query = """
{
  Get {
    Article(limit: 10) {
      title
      content
      hasAuthor {
        ... on Author {
          name
          email
        }
      }
    }
  }
}
"""

{:ok, client} = WeaviateEx.Client.new(base_url: WeaviateEx.base_url())
{:ok, response} = WeaviateEx.Client.request(client, :post, "/v1/graphql", %{query: query})

articles = response["data"]["Get"]["Article"]
Enum.each(articles, fn article ->
  IO.puts("#{article["title"]}")
  Enum.each(article["hasAuthor"] || [], fn author ->
    IO.puts("  Author: #{author["name"]}")
  end)
end)
Query Multi-Target References
query = """
{
  Get {
    Article(limit: 10) {
      title
      contributors {
        ... on Author {
          name
        }
        ... on Editor {
          name
          department
        }
        ... on Reviewer {
          name
          expertise
        }
      }
    }
  }
}
"""
Filter by Reference Properties
# Find articles by a specific author
query = """
{
  Get {
    Article(
      where: {
        path: ["hasAuthor", "Author", "name"],
        operator: Equal,
        valueText: "Jane Smith"
      }
      limit: 10
    ) {
      title
      hasAuthor {
        ... on Author {
          name
        }
      }
    }
  }
}
"""
Reference Beacon Format
Weaviate uses "beacons" to identify referenced objects:
weaviate://localhost/{Collection}/{UUID}
For example:
weaviate://localhost/Author/550e8400-e29b-41d4-a716-446655440000
Building Beacons
defmodule BeaconHelper do
  def build_beacon(collection, uuid) do
    "weaviate://localhost/#{collection}/#{uuid}"
  end

  def build_beacon(uuid) do
    "weaviate://localhost/#{uuid}"
  end

  def build_reference(collection, uuid) do
    %{"beacon" => build_beacon(collection, uuid)}
  end
end

# Usage
beacon = BeaconHelper.build_beacon("Author", author_id)
reference = BeaconHelper.build_reference("Author", author_id)
Complete Example
Here's a complete example modeling a blog with articles, authors, and categories:
defmodule BlogSetup do
  alias WeaviateEx.API.References

  def setup do
    # Create collections
    create_collections()

    # Create sample data
    {:ok, client} = WeaviateEx.Client.new(base_url: WeaviateEx.base_url())

    # Create categories
    {:ok, tech} = WeaviateEx.Objects.create("Category", %{
      properties: %{name: "Technology", slug: "tech"}
    })

    {:ok, science} = WeaviateEx.Objects.create("Category", %{
      properties: %{name: "Science", slug: "science"}
    })

    # Create authors
    {:ok, jane} = WeaviateEx.Objects.create("Author", %{
      properties: %{name: "Jane Smith", bio: "Tech writer"}
    })

    {:ok, john} = WeaviateEx.Objects.create("Author", %{
      properties: %{name: "John Doe", bio: "Science correspondent"}
    })

    # Create articles with references
    {:ok, article1} = WeaviateEx.Objects.create("Article", %{
      properties: %{
        title: "Introduction to Elixir",
        content: "Elixir is a dynamic, functional language..."
      }
    })

    {:ok, article2} = WeaviateEx.Objects.create("Article", %{
      properties: %{
        title: "Quantum Computing Basics",
        content: "Quantum computers use quantum mechanics..."
      }
    })

    # Add references
    References.add(client, "Article", article1["id"], "hasAuthor", jane["id"])
    References.add(client, "Article", article1["id"], "hasCategory", tech["id"])

    References.add(client, "Article", article2["id"], "hasAuthor", john["id"])
    References.add(client, "Article", article2["id"], "hasCategory", science["id"])

    IO.puts("Blog setup complete!")
    {:ok, %{articles: [article1, article2], authors: [jane, john], categories: [tech, science]}}
  end

  defp create_collections do
    # Category collection
    WeaviateEx.Collections.create("Category", %{
      properties: [
        %{name: "name", dataType: ["text"]},
        %{name: "slug", dataType: ["text"]}
      ]
    })

    # Author collection
    WeaviateEx.Collections.create("Author", %{
      properties: [
        %{name: "name", dataType: ["text"]},
        %{name: "bio", dataType: ["text"]}
      ]
    })

    # Article collection with references
    WeaviateEx.Collections.create("Article", %{
      properties: [
        %{name: "title", dataType: ["text"]},
        %{name: "content", dataType: ["text"]},
        %{name: "hasAuthor", dataType: ["Author"]},
        %{name: "hasCategory", dataType: ["Category"]}
      ]
    })
  end

  def query_articles_with_refs do
    query = """
    {
      Get {
        Article(limit: 10) {
          title
          content
          hasAuthor {
            ... on Author {
              name
              bio
            }
          }
          hasCategory {
            ... on Category {
              name
              slug
            }
          }
        }
      }
    }
    """

    {:ok, client} = WeaviateEx.Client.new(base_url: WeaviateEx.base_url())
    WeaviateEx.Client.request(client, :post, "/v1/graphql", %{query: query})
  end

  def cleanup do
    WeaviateEx.Collections.delete("Article")
    WeaviateEx.Collections.delete("Author")
    WeaviateEx.Collections.delete("Category")
  end
end

# Run the example
{:ok, data} = BlogSetup.setup()
{:ok, results} = BlogSetup.query_articles_with_refs()
BlogSetup.cleanup()
Next Steps
	Collections Guide - Define reference properties
	CRUD Operations - Create objects with references
	Queries Guide - Query referenced objects
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    Generative Search (RAG) Guide

This guide covers Retrieval-Augmented Generation (RAG) with WeaviateEx. Generative search combines Weaviate's search capabilities with Large Language Models (LLMs) to generate context-aware responses.
Overview
Weaviate's generative search:
	Retrieves relevant objects using vector or keyword search
	Passes the retrieved context to an LLM
	Returns the generated response along with the source objects

WeaviateEx supports 20+ AI providers through the WeaviateEx.API.Generative module.
Generative queries execute via GraphQL even when a gRPC channel is available.
Supported Providers
	Provider	Identifier	Models
	OpenAI	:openai	GPT-4o, GPT-4, GPT-3.5, O1, O3
	Anthropic	:anthropic	Claude 3.5 Sonnet, Claude 3
	Cohere	:cohere	Command, Command-R
	Google	:google_gemini, :google_vertex	Gemini, PaLM
	AWS	:aws_bedrock, :aws_sagemaker	Claude, Titan
	Azure	:azure_openai	Azure-hosted OpenAI models
	Mistral	:mistral	Mistral models
	Ollama	:ollama	Local models
	NVIDIA	:nvidia	NIM models
	Databricks	:databricks	Databricks models
	And more...		

Configuration
Enable Generative Module
Configure the generative module when creating a collection:
{:ok, collection} = WeaviateEx.Collections.create("Document", %{
  properties: [
    %{name: "title", dataType: ["text"]},
    %{name: "content", dataType: ["text"]}
  ],
  vectorizer: "text2vec-openai",
  moduleConfig: %{
    "text2vec-openai" => %{model: "text-embedding-3-small"},
    # Enable generative module
    "generative-openai" => %{
      model: "gpt-4o-mini"
    }
  }
})
API Keys
Provide API keys using the WeaviateEx.Integrations module:
headers = WeaviateEx.Integrations.openai(api_key: "sk-...")

{:ok, client} = WeaviateEx.Client.new(
  base_url: WeaviateEx.base_url(),
  headers: headers
)
Or set via environment variable:
export OPENAI_API_KEY=sk-...

Single Prompt Generation
Generate a single result combining all retrieved objects:
alias WeaviateEx.API.Generative

{:ok, client} = WeaviateEx.Client.new(
  base_url: WeaviateEx.base_url(),
  headers: WeaviateEx.Integrations.openai(api_key: "sk-...")
)

# Basic single prompt
{:ok, result} = Generative.single_prompt(
  client,
  "Article",
  "Summarize the main themes from these articles: {title}",
  provider: :openai
)

IO.puts(result["singleResult"])
With Semantic Search
Combine generative AI with semantic search:
{:ok, result} = Generative.single_prompt(
  client,
  "Article",
  "Based on these articles about {title}, explain the key concepts.",
  provider: :openai,
  near_text: "machine learning",
  limit: 5
)

IO.puts(result["singleResult"])
With Model Parameters
Customize the generation:
{:ok, result} = Generative.single_prompt(
  client,
  "Article",
  "Write a professional summary of: {content}",
  provider: :openai,
  model: "gpt-4o",
  temperature: 0.3,       # Lower = more focused
  max_tokens: 500,        # Limit response length
  top_p: 0.9,            # Nucleus sampling
  limit: 3
)
Grouped Task Generation
Generate per-object results (each object gets its own generation):
{:ok, results} = Generative.grouped_task(
  client,
  "Article",
  "Generate a tweet-length summary for: {title}",
  provider: :openai,
  limit: 10
)

Enum.each(results, fn article ->
  IO.puts("Article: #{article["title"]}")
  IO.puts("Summary: #{article["_additional"]["generate"]["groupedResult"]}")
  IO.puts("---")
end)
Property Interpolation
Use {property_name} syntax to include object properties in prompts:
# Single property
{:ok, result} = Generative.single_prompt(
  client,
  "Article",
  "Explain {title} in simple terms.",
  provider: :openai
)

# Multiple properties
{:ok, result} = Generative.single_prompt(
  client,
  "Article",
  "The article '{title}' by {author} discusses: {content}. Provide key takeaways.",
  provider: :openai,
  limit: 1
)
Provider-Specific Examples
OpenAI
headers = WeaviateEx.Integrations.openai(api_key: System.get_env("OPENAI_API_KEY"))
{:ok, client} = WeaviateEx.Client.new(base_url: WeaviateEx.base_url(), headers: headers)

# Standard GPT model
{:ok, result} = Generative.single_prompt(
  client,
  "Document",
  "Analyze the following documents: {content}",
  provider: :openai,
  model: "gpt-4o-mini",
  temperature: 0.7
)

# O1/O3 reasoning models (with reasoning effort)
{:ok, result} = Generative.single_prompt(
  client,
  "Document",
  "Solve this problem step by step: {content}",
  provider: :openai,
  model: "o1-mini",
  reasoning_effort: "medium"  # low, medium, high
)
Anthropic (Claude)
headers = WeaviateEx.Integrations.anthropic(api_key: System.get_env("ANTHROPIC_API_KEY"))
{:ok, client} = WeaviateEx.Client.new(base_url: WeaviateEx.base_url(), headers: headers)

{:ok, result} = Generative.single_prompt(
  client,
  "Document",
  "Provide a detailed analysis of: {content}",
  provider: :anthropic,
  model: "claude-3-5-sonnet-20241022",
  temperature: 0.5,
  max_tokens: 1000
)
Cohere
headers = WeaviateEx.Integrations.cohere(api_key: System.get_env("COHERE_API_KEY"))
{:ok, client} = WeaviateEx.Client.new(base_url: WeaviateEx.base_url(), headers: headers)

{:ok, result} = Generative.single_prompt(
  client,
  "Document",
  "Summarize: {content}",
  provider: :cohere,
  model: "command-r-plus"
)
Ollama (Local Models)
# No API key needed for local Ollama
{:ok, client} = WeaviateEx.Client.new(base_url: WeaviateEx.base_url())

{:ok, result} = Generative.single_prompt(
  client,
  "Document",
  "Explain: {content}",
  provider: :ollama,
  model: "llama3.2"  # or any model you have installed
)
Google Gemini
headers = WeaviateEx.Integrations.google(api_key: System.get_env("GOOGLE_API_KEY"))
{:ok, client} = WeaviateEx.Client.new(base_url: WeaviateEx.base_url(), headers: headers)

{:ok, result} = Generative.single_prompt(
  client,
  "Document",
  "Analyze: {content}",
  provider: :google_gemini,
  model: "gemini-1.5-pro"
)
Databricks
{:ok, result} = Generative.single_prompt(
  client,
  "Document",
  "Summarize: {content}",
  provider: :databricks,
  model: "dbrx",
  log_probs: true,
  top_log_probs: 5,
  n: 2,
  frequency_penalty: 0.2,
  presence_penalty: 0.1,
  stop: ["END"]
)
FriendliAI
{:ok, result} = Generative.single_prompt(
  client,
  "Document",
  "Summarize: {content}",
  provider: :friendliai,
  model: "llama-3.1-70b-instruct",
  n: 2
)
AWS Bedrock
headers = WeaviateEx.Integrations.aws(
  access_key: System.get_env("AWS_ACCESS_KEY_ID"),
  secret_key: System.get_env("AWS_SECRET_ACCESS_KEY")
)
{:ok, client} = WeaviateEx.Client.new(base_url: WeaviateEx.base_url(), headers: headers)

{:ok, result} = Generative.single_prompt(
  client,
  "Document",
  "Summarize: {content}",
  provider: :aws_bedrock,
  model: "anthropic.claude-3-sonnet-20240229-v1:0"
)
Filtering with Generative Search
Combine generation with filters:
{:ok, result} = Generative.single_prompt(
  client,
  "Article",
  "What are the common themes in these technology articles? {title}: {content}",
  provider: :openai,
  where: %{
    path: ["category"],
    operator: "Equal",
    valueText: "Technology"
  },
  limit: 5
)
Building Custom Queries
For more complex generative queries, use the Query module with raw GraphQL:
query = """
{
  Get {
    Article(
      nearText: { concepts: ["machine learning"] }
      limit: 5
    ) {
      title
      content
      _additional {
        generate(
          singleResult: {
            prompt: "Summarize this article about {title}: {content}"
          }
        ) {
          singleResult
          error
        }
      }
    }
  }
}
"""

{:ok, response} = WeaviateEx.Client.request(client, :post, "/v1/graphql", %{query: query})
Error Handling
case Generative.single_prompt(client, "Article", "Summarize {content}", provider: :openai) do
  {:ok, %{"singleResult" => result, "error" => nil}} ->
    IO.puts("Generated: #{result}")

  {:ok, %{"error" => error}} when not is_nil(error) ->
    IO.puts("Generation error: #{error}")

  {:error, %WeaviateEx.Error{type: :validation_error, message: msg}} ->
    IO.puts("Validation error: #{msg}")

  {:error, error} ->
    IO.puts("Error: #{inspect(error)}")
end
Complete RAG Example
Here's a complete RAG application example:
defmodule KnowledgeBase do
  alias WeaviateEx.API.Generative

  @collection "KnowledgeArticle"

  def setup(client) do
    WeaviateEx.Collections.create(@collection, %{
      properties: [
        %{name: "title", dataType: ["text"]},
        %{name: "content", dataType: ["text"]},
        %{name: "category", dataType: ["text"]}
      ],
      vectorizer: "text2vec-openai",
      moduleConfig: %{
        "text2vec-openai" => %{model: "text-embedding-3-small"},
        "generative-openai" => %{model: "gpt-4o-mini"}
      }
    })
  end

  def add_article(title, content, category) do
    WeaviateEx.Objects.create(@collection, %{
      properties: %{
        title: title,
        content: content,
        category: category
      }
    })
  end

  def ask(client, question, opts \\ []) do
    category = Keyword.get(opts, :category)
    limit = Keyword.get(opts, :limit, 5)

    prompt = """
    Based on the following knowledge base articles, answer the question.

    Articles:
    {title}: {content}

    Question: #{question}

    Answer:
    """

    Generative.single_prompt(
      client,
      @collection,
      prompt,
      [
        provider: :openai,
        model: "gpt-4o-mini",
        near_text: question,
        limit: limit,
        temperature: 0.3
      ] ++ build_filter(category)
    )
  end

  def summarize_category(client, category) do
    Generative.single_prompt(
      client,
      @collection,
      "Provide a comprehensive summary of all articles about {title} in this category.",
      provider: :openai,
      where: %{path: ["category"], operator: "Equal", valueText: category},
      limit: 10
    )
  end

  defp build_filter(nil), do: []
  defp build_filter(category) do
    [where: %{path: ["category"], operator: "Equal", valueText: category}]
  end
end

# Usage
headers = WeaviateEx.Integrations.openai(api_key: System.get_env("OPENAI_API_KEY"))
{:ok, client} = WeaviateEx.Client.new(base_url: WeaviateEx.base_url(), headers: headers)

# Setup
KnowledgeBase.setup(client)

# Add articles
KnowledgeBase.add_article(
  "Introduction to Elixir",
  "Elixir is a dynamic, functional language designed for building scalable applications...",
  "Programming"
)

KnowledgeBase.add_article(
  "OTP Basics",
  "OTP (Open Telecom Platform) provides a set of libraries and design principles...",
  "Programming"
)

# Ask a question
{:ok, result} = KnowledgeBase.ask(client, "What is Elixir used for?")
IO.puts(result["singleResult"])

# Get category summary
{:ok, summary} = KnowledgeBase.summarize_category(client, "Programming")
IO.puts(summary["singleResult"])
Best Practices
	Limit retrieved objects - More objects = more tokens = higher cost and latency
	Use specific prompts - Clear instructions produce better results
	Temperature tuning - Lower for factual, higher for creative
	Error handling - Always handle potential generation errors
	Caching - Consider caching generated responses for repeated queries

Next Steps
	Queries Guide - Learn about search methods
	Collections Guide - Configure generative modules
	Vectorizers Guide - Configure text vectorization
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    Multi-Tenancy Guide

This guide covers multi-tenancy in Weaviate using WeaviateEx. Multi-tenancy enables data isolation between different tenants (customers, organizations, etc.) within the same Weaviate instance.
Overview
Multi-tenancy provides:
	Data isolation - Each tenant's data is completely separate
	Cost efficiency - Share infrastructure across tenants
	Performance - Query only your tenant's data
	Activity management - Hot, cold, frozen, and offloaded states

Enabling Multi-Tenancy
Enable multi-tenancy when creating a collection:
{:ok, collection} = WeaviateEx.Collections.create("Document", %{
  properties: [
    %{name: "title", dataType: ["text"]},
    %{name: "content", dataType: ["text"]}
  ],
  vectorizer: "none",
  multiTenancyConfig: %{
    enabled: true,
    autoTenantCreation: false,    # Auto-create tenants on insert
    autoTenantActivation: true    # Auto-activate inactive tenants
  }
})
Typed Config Helpers
alias WeaviateEx.Config.AutoTenant
alias WeaviateEx.Schema.MultiTenancyConfig

{:ok, _} = WeaviateEx.Collections.create("Document", %{
  properties: [
    %{name: "title", dataType: ["text"]},
    %{name: "content", dataType: ["text"]}
  ],
  vectorizer: "none",
  multi_tenancy_config: MultiTenancyConfig.new(
    enabled: true,
    auto_tenant_creation: true,
    auto_tenant_activation: true
  ),
  auto_tenant: AutoTenant.enable(auto_delete_timeout: 86_400)
})
Enable on Existing Collection
{:ok, _} = WeaviateEx.Collections.set_multi_tenancy("Document", true)
Tenant Operations
Use WeaviateEx.API.Tenants for tenant management:
alias WeaviateEx.API.Tenants

{:ok, client} = WeaviateEx.Client.new(base_url: WeaviateEx.base_url())
Create Tenants
Create one or more tenants:
# Create a single tenant
{:ok, _} = Tenants.create(client, "Document", "tenant-a")

# Create multiple tenants
{:ok, _} = Tenants.create(client, "Document", ["tenant-b", "tenant-c", "tenant-d"])

# Create with specific activity status
{:ok, _} = Tenants.create(client, "Document", "tenant-cold", activity_status: :cold)
List Tenants
# List all tenants
{:ok, tenants} = Tenants.list(client, "Document")

Enum.each(tenants, fn tenant ->
  IO.puts("#{tenant["name"]}: #{tenant["activityStatus"]}")
end)

# List only active (HOT) tenants
{:ok, active} = Tenants.list_active(client, "Document")

# List only inactive (COLD/FROZEN) tenants
{:ok, inactive} = Tenants.list_inactive(client, "Document")

# Count tenants
{:ok, count} = Tenants.count(client, "Document")
IO.puts("Total tenants: #{count}")
Get Tenant
{:ok, tenant} = Tenants.get(client, "Document", "tenant-a")
IO.puts("Status: #{tenant["activityStatus"]}")
Check Tenant Existence
case Tenants.exists?(client, "Document", "tenant-a") do
  {:ok, true} -> IO.puts("Tenant exists")
  {:ok, false} -> IO.puts("Tenant does not exist")
end
Delete Tenants
# Delete a single tenant
{:ok, _} = Tenants.delete(client, "Document", "tenant-a")

# Delete multiple tenants
{:ok, _} = Tenants.delete(client, "Document", ["tenant-b", "tenant-c"])
Tenant Activity Status
Tenants can be in different activity states:
	Status	Description	Data Access	Resource Usage
	HOT (Active)	Fully loaded, ready for queries	Yes	Full
	COLD (Inactive)	Not loaded, but can be activated	No	Low
	FROZEN	Persisted but not loaded	No	Minimal
	OFFLOADED	Moved to cold storage	No	None

Activate Tenant
Make a tenant hot (active):
{:ok, _} = Tenants.activate(client, "Document", "tenant-a")

# Or multiple tenants
{:ok, _} = Tenants.activate(client, "Document", ["tenant-a", "tenant-b"])
Deactivate Tenant
Make a tenant cold (inactive):
{:ok, _} = Tenants.deactivate(client, "Document", "tenant-a")
Freeze Tenant
Freeze a tenant (more aggressive than cold):
{:ok, _} = Tenants.freeze(client, "Document", "tenant-a")
Offload Tenant
Move tenant to cold storage:
{:ok, _} = Tenants.offload(client, "Document", "tenant-a")
Update Status Manually
{:ok, _} = Tenants.update(client, "Document", "tenant-a", activity_status: :cold)

# Multiple tenants
{:ok, _} = Tenants.update(client, "Document", ["tenant-a", "tenant-b"], activity_status: :hot)
Tenant-Scoped Operations
All data operations must include a tenant when working with multi-tenant collections.
Create Objects in Tenant
{:ok, object} = WeaviateEx.Objects.create("Document", %{
  properties: %{
    title: "Tenant A Document",
    content: "This belongs to tenant A"
  }
}, tenant: "tenant-a")
List Objects in Tenant
{:ok, result} = WeaviateEx.Objects.list("Document", tenant: "tenant-a", limit: 10)

Enum.each(result["objects"], fn obj ->
  IO.puts("- #{obj["properties"]["title"]}")
end)
Get Object in Tenant
{:ok, object} = WeaviateEx.Objects.get("Document", uuid, tenant: "tenant-a")
Update Object in Tenant
{:ok, updated} = WeaviateEx.Objects.update("Document", uuid, %{
  properties: %{title: "Updated Title"}
}, tenant: "tenant-a")
Delete Object in Tenant
{:ok, _} = WeaviateEx.Objects.delete("Document", uuid, tenant: "tenant-a")
Batch Operations with Tenant
objects = [
  %{class: "Document", properties: %{title: "Doc 1"}, tenant: "tenant-a"},
  %{class: "Document", properties: %{title: "Doc 2"}, tenant: "tenant-a"}
]

{:ok, result} = WeaviateEx.Batch.create_objects(objects)
Querying with Tenants
Using Collections Module
# Get shards for tenant
{:ok, shards} = WeaviateEx.Collections.get_shards("Document", tenant: "tenant-a")
GraphQL Queries with Tenant
For GraphQL queries, set the tenant header:
{:ok, client} = WeaviateEx.Client.new(
  base_url: WeaviateEx.base_url(),
  headers: [{"X-Weaviate-Tenant", "tenant-a"}]
)

query = """
{
  Get {
    Document(limit: 10) {
      title
      content
    }
  }
}
"""

{:ok, response} = WeaviateEx.Client.request(client, :post, "/v1/graphql", %{query: query})
Auto Tenant Creation
When enabled, tenants are automatically created when inserting data:
{:ok, _} = WeaviateEx.Collections.create("AutoTenantDoc", %{
  properties: [
    %{name: "data", dataType: ["text"]}
  ],
  multiTenancyConfig: %{
    enabled: true,
    autoTenantCreation: true  # Enable auto-creation
  }
})

# This will auto-create "new-tenant" if it doesn't exist
{:ok, _} = WeaviateEx.Objects.create("AutoTenantDoc", %{
  properties: %{data: "test"}
}, tenant: "new-tenant")
Auto Tenant Activation
When enabled, cold tenants are automatically activated on access:
{:ok, _} = WeaviateEx.Collections.create("AutoActivateDoc", %{
  properties: [
    %{name: "data", dataType: ["text"]}
  ],
  multiTenancyConfig: %{
    enabled: true,
    autoTenantActivation: true  # Auto-activate on access
  }
})
Complete Example
Here's a complete multi-tenant application example:
defmodule MultiTenantApp do
  alias WeaviateEx.API.Tenants

  @collection "CustomerData"

  def setup do
    # Create multi-tenant collection
    WeaviateEx.Collections.create(@collection, %{
      properties: [
        %{name: "name", dataType: ["text"]},
        %{name: "email", dataType: ["text"]},
        %{name: "data", dataType: ["text"]}
      ],
      vectorizer: "none",
      multiTenancyConfig: %{
        enabled: true,
        autoTenantCreation: false,
        autoTenantActivation: true
      }
    })
  end

  def create_tenant(client, tenant_name) do
    Tenants.create(client, @collection, tenant_name)
  end

  def add_customer(tenant_name, customer) do
    WeaviateEx.Objects.create(@collection, %{
      properties: customer
    }, tenant: tenant_name)
  end

  def list_customers(tenant_name, opts \\ []) do
    limit = Keyword.get(opts, :limit, 100)
    WeaviateEx.Objects.list(@collection, tenant: tenant_name, limit: limit)
  end

  def get_customer(tenant_name, customer_id) do
    WeaviateEx.Objects.get(@collection, customer_id, tenant: tenant_name)
  end

  def delete_customer(tenant_name, customer_id) do
    WeaviateEx.Objects.delete(@collection, customer_id, tenant: tenant_name)
  end

  def deactivate_tenant(client, tenant_name) do
    Tenants.deactivate(client, @collection, tenant_name)
  end

  def activate_tenant(client, tenant_name) do
    Tenants.activate(client, @collection, tenant_name)
  end

  def delete_tenant(client, tenant_name) do
    Tenants.delete(client, @collection, tenant_name)
  end

  def list_all_tenants(client) do
    Tenants.list(client, @collection)
  end

  def cleanup do
    WeaviateEx.Collections.delete(@collection)
  end
end

# Usage
{:ok, client} = WeaviateEx.Client.new(base_url: WeaviateEx.base_url())

# Setup
MultiTenantApp.setup()

# Create tenants for different customers
MultiTenantApp.create_tenant(client, "acme-corp")
MultiTenantApp.create_tenant(client, "globex-inc")

# Add data for each tenant
MultiTenantApp.add_customer("acme-corp", %{
  name: "John Doe",
  email: "john@acme.com",
  data: "VIP customer"
})

MultiTenantApp.add_customer("globex-inc", %{
  name: "Jane Smith",
  email: "jane@globex.com",
  data: "New customer"
})

# Query tenant-specific data
{:ok, acme_customers} = MultiTenantApp.list_customers("acme-corp")
{:ok, globex_customers} = MultiTenantApp.list_customers("globex-inc")

# Each tenant only sees their own data
IO.puts("ACME customers: #{length(acme_customers["objects"])}")
IO.puts("Globex customers: #{length(globex_customers["objects"])}")

# Deactivate unused tenant
MultiTenantApp.deactivate_tenant(client, "globex-inc")

# Later, reactivate when needed
MultiTenantApp.activate_tenant(client, "globex-inc")

# Clean up
MultiTenantApp.cleanup()
Tenant Migration
To migrate data between tenants:
defmodule TenantMigration do
  def migrate(from_tenant, to_tenant, collection) do
    # 1. List all objects from source tenant
    {:ok, result} = WeaviateEx.Objects.list(collection, tenant: from_tenant, limit: 1000)

    # 2. Create objects in target tenant
    for obj <- result["objects"] do
      WeaviateEx.Objects.create(collection, %{
        id: obj["id"],
        properties: obj["properties"],
        vector: obj["vector"]
      }, tenant: to_tenant)
    end

    {:ok, length(result["objects"])}
  end
end
Best Practices
	Use meaningful tenant names - e.g., customer IDs or organization slugs
	Monitor tenant activity - Deactivate unused tenants to save resources
	Plan for tenant limits - Consider sharding strategies for many tenants
	Handle tenant errors - Accessing non-existent or inactive tenants fails
	Batch tenant operations - Create/delete multiple tenants in one call

Next Steps
	Collections Guide - Configure multi-tenancy settings
	CRUD Operations - Tenant-scoped data operations
	Queries Guide - Query within tenants
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    Embedded Mode Guide

This guide covers running Weaviate in embedded mode using WeaviateEx. Embedded mode allows you to run a local Weaviate instance without managing external containers or services.
Overview
Embedded Weaviate:
	Downloads the official Weaviate binary automatically
	Runs as a subprocess managed by your Elixir application
	Persists data locally
	Ideal for development, testing, and edge deployments

Requirements
	Operating System: Linux or macOS (Windows is not supported)
	Architecture: x86_64 (amd64) or arm64 (aarch64)
	Network: Internet connection for initial binary download

Quick Start
# Start an embedded instance
{:ok, instance} = WeaviateEx.start_embedded()

# Verify it's running
{:ok, true} = WeaviateEx.ready?()
{:ok, meta} = WeaviateEx.health_check()
IO.puts("Running Weaviate #{meta["version"]}")

# Use Weaviate normally...
{:ok, _} = WeaviateEx.Collections.create("Test", %{
  properties: [%{name: "data", dataType: ["text"]}]
})

# Stop when done
:ok = WeaviateEx.stop_embedded(instance)
Configuration Options
All Options
{:ok, instance} = WeaviateEx.start_embedded(
  version: "1.30.5",                     # Weaviate version
  hostname: "127.0.0.1",                 # Bind address
  port: 8079,                            # HTTP port
  grpc_port: 50060,                      # gRPC port
  binary_path: "~/.cache/weaviate-embedded",  # Binary cache location
  persistence_data_path: "~/.local/share/weaviate",  # Data storage
  environment_variables: %{},            # Additional env vars
  ready_timeout: 30_000                  # Startup timeout in ms
)
Version Selection
# Specific version
{:ok, instance} = WeaviateEx.start_embedded(version: "1.30.5")

# Latest version
{:ok, instance} = WeaviateEx.start_embedded(version: "latest")

# Version without 'v' prefix
{:ok, instance} = WeaviateEx.start_embedded(version: "1.30.5")

# With 'v' prefix
{:ok, instance} = WeaviateEx.start_embedded(version: "v1.30.5")

# Direct download URL
{:ok, instance} = WeaviateEx.start_embedded(
  version: "https://github.com/weaviate/weaviate/releases/download/v1.30.5/weaviate-v1.30.5-Linux-amd64.tar.gz"
)
Custom Ports
{:ok, instance} = WeaviateEx.start_embedded(
  port: 8090,
  grpc_port: 50061
)

# Update your client configuration
Application.put_env(:weaviate_ex, :url, "http://127.0.0.1:8090")
Custom Data Path
{:ok, instance} = WeaviateEx.start_embedded(
  persistence_data_path: "/path/to/my/weaviate/data"
)
Environment Variables
Configure Weaviate through environment variables:
{:ok, instance} = WeaviateEx.start_embedded(
  environment_variables: %{
    "QUERY_DEFAULTS_LIMIT" => "50",
    "AUTHENTICATION_ANONYMOUS_ACCESS_ENABLED" => "true",
    "ENABLE_MODULES" => "text2vec-openai,generative-openai",
    "DEFAULT_VECTORIZER_MODULE" => "text2vec-openai",
    "OPENAI_APIKEY" => System.get_env("OPENAI_API_KEY")
  }
)
Direct Usage via Embedded Module
For more control, use WeaviateEx.Embedded directly:
alias WeaviateEx.Embedded

# Start with all options
{:ok, instance} = Embedded.start(
  version: "1.30.5",
  port: 8079
)

# Get instance information
IO.inspect(instance.options)     # Configuration used
IO.inspect(instance.executable)  # Path to binary
IO.inspect(instance.os_pid)      # OS process ID

# Stop the instance
:ok = Embedded.stop(instance)
Default Modules
By default, embedded Weaviate enables these modules:
	text2vec-openai - OpenAI embeddings
	text2vec-cohere - Cohere embeddings
	text2vec-huggingface - HuggingFace embeddings
	ref2vec-centroid - Reference vector aggregation
	generative-openai - OpenAI generative AI
	qna-openai - OpenAI Q&A
	reranker-cohere - Cohere reranker

To customize:
{:ok, instance} = WeaviateEx.start_embedded(
  environment_variables: %{
    "ENABLE_MODULES" => "text2vec-openai,text2vec-cohere,generative-openai,generative-anthropic"
  }
)
Binary Caching
WeaviateEx caches downloaded binaries to avoid re-downloading:
	Default location: ~/.cache/weaviate-embedded/ (or $XDG_CACHE_HOME/weaviate-embedded/)
	Binary naming: weaviate-{version}-{hash}

Each version is stored with a unique hash to support multiple versions.
Clear Cache
# Get the default cache path
cache_path = Path.join(System.user_home!(), ".cache/weaviate-embedded")

# Remove all cached binaries
File.rm_rf!(cache_path)
Data Persistence
Data is persisted locally:
	Default location: ~/.local/share/weaviate/ (or $XDG_DATA_HOME/weaviate/)
	Data persists across restarts
	Each instance uses the configured path

Clear Data
data_path = Path.join(System.user_home!(), ".local/share/weaviate")
File.rm_rf!(data_path)
Multiple Instances
Run multiple embedded instances on different ports:
# Instance 1
{:ok, instance1} = WeaviateEx.start_embedded(
  port: 8081,
  grpc_port: 50061,
  persistence_data_path: "/tmp/weaviate-1"
)

# Instance 2
{:ok, instance2} = WeaviateEx.start_embedded(
  port: 8082,
  grpc_port: 50062,
  persistence_data_path: "/tmp/weaviate-2"
)

# Use each instance
client1 = WeaviateEx.Client.new!(base_url: "http://127.0.0.1:8081")
client2 = WeaviateEx.Client.new!(base_url: "http://127.0.0.1:8082")

# Stop both
WeaviateEx.stop_embedded(instance1)
WeaviateEx.stop_embedded(instance2)
Testing with Embedded Weaviate
Use embedded mode in your test setup:
# test/test_helper.exs
{:ok, _instance} = WeaviateEx.start_embedded(port: 8099)
Application.put_env(:weaviate_ex, :url, "http://127.0.0.1:8099")
ExUnit.start()
Or in a test module:
defmodule MyApp.WeaviateTest do
  use ExUnit.Case

  setup_all do
    {:ok, instance} = WeaviateEx.start_embedded(
      port: 8099,
      persistence_data_path: "/tmp/weaviate-test-#{System.unique_integer()}"
    )

    Application.put_env(:weaviate_ex, :url, "http://127.0.0.1:8099")

    on_exit(fn ->
      WeaviateEx.stop_embedded(instance)
    end)

    {:ok, instance: instance}
  end

  test "can create collection" do
    {:ok, _} = WeaviateEx.Collections.create("TestCollection", %{
      properties: [%{name: "data", dataType: ["text"]}]
    })

    {:ok, true} = WeaviateEx.Collections.exists?("TestCollection")
  end
end
Development Workflow
A typical development setup:
defmodule MyApp.DevServer do
  @moduledoc "Development Weaviate server manager"

  def start do
    case WeaviateEx.start_embedded(
      version: "1.30.5",
      port: 8080,
      environment_variables: %{
        "ENABLE_MODULES" => "text2vec-openai,generative-openai",
        "OPENAI_APIKEY" => System.get_env("OPENAI_API_KEY")
      }
    ) do
      {:ok, instance} ->
        IO.puts("Weaviate started on http://127.0.0.1:8080")
        {:ok, instance}

      {:error, reason} ->
        IO.puts("Failed to start Weaviate: #{inspect(reason)}")
        {:error, reason}
    end
  end

  def stop(instance) do
    WeaviateEx.stop_embedded(instance)
    IO.puts("Weaviate stopped")
  end
end

# Usage in IEx
{:ok, instance} = MyApp.DevServer.start()
# ... do development work ...
MyApp.DevServer.stop(instance)
GenServer Wrapper
For long-running applications, wrap in a GenServer:
defmodule MyApp.WeaviateServer do
  use GenServer

  def start_link(opts \\ []) do
    GenServer.start_link(__MODULE__, opts, name: __MODULE__)
  end

  def stop do
    GenServer.call(__MODULE__, :stop)
  end

  @impl true
  def init(opts) do
    case WeaviateEx.start_embedded(opts) do
      {:ok, instance} ->
        {:ok, %{instance: instance}}

      {:error, reason} ->
        {:stop, reason}
    end
  end

  @impl true
  def handle_call(:stop, _from, %{instance: instance} = state) do
    WeaviateEx.stop_embedded(instance)
    {:stop, :normal, :ok, state}
  end

  @impl true
  def terminate(_reason, %{instance: instance}) do
    WeaviateEx.stop_embedded(instance)
  end
end

# Add to your supervision tree
children = [
  {MyApp.WeaviateServer, [version: "1.30.5", port: 8080]}
]
Error Handling
case WeaviateEx.start_embedded(version: "1.30.5") do
  {:ok, instance} ->
    # Success
    instance

  {:error, "Embedded Weaviate is not supported on Windows"} ->
    IO.puts("Please use Docker on Windows")
    :error

  {:error, "Embedded Weaviate did not become ready on " <> url} ->
    IO.puts("Startup timeout - check logs")
    :error

  {:error, reason} ->
    IO.puts("Failed: #{inspect(reason)}")
    :error
end
Comparison with Docker
	Aspect	Embedded	Docker
	Setup	Automatic download	Requires Docker installation
	Resource usage	Lower	Higher (container overhead)
	Platform support	Linux, macOS	All platforms
	Configuration	Environment variables	Docker Compose
	Data persistence	Local filesystem	Docker volumes
	Clustering	Not supported	Supported
	Production use	Edge/development	Recommended

Limitations
	Single node only - No clustering support in embedded mode
	Platform restrictions - Linux and macOS only
	Resource constraints - Shares resources with host process
	No hot reload - Requires restart for configuration changes

Next Steps
	Getting Started - Basic WeaviateEx usage
	Collections Guide - Create and configure collections
	Vectorizers Guide - Configure AI vectorizers
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    Vectorizers Guide

This guide covers configuring vectorizers in Weaviate using WeaviateEx. Vectorizers automatically convert your data into vector embeddings for semantic search.
Overview
Weaviate supports multiple vectorizer types:
	Text vectorizers - Convert text to vectors (text2vec-*)
	Image vectorizers - Convert images to vectors (img2vec-, multi2vec-)
	Multimodal vectorizers - Handle multiple data types (multi2vec-*)
	No vectorizer - Provide your own vectors

Provider API Keys
Most vectorizers require API keys. Use WeaviateEx.Integrations to set them:
headers = WeaviateEx.Integrations.openai(api_key: "sk-...")

{:ok, client} = WeaviateEx.Client.new(
  base_url: WeaviateEx.base_url(),
  headers: headers
)
Or set via environment variables in Weaviate's configuration.
OpenAI (text2vec-openai)
Basic Configuration
{:ok, _} = WeaviateEx.Collections.create("Document", %{
  properties: [
    %{name: "title", dataType: ["text"]},
    %{name: "content", dataType: ["text"]}
  ],
  vectorizer: "text2vec-openai"
})
Advanced Configuration
{:ok, _} = WeaviateEx.Collections.create("Document", %{
  properties: [
    %{name: "title", dataType: ["text"]},
    %{name: "content", dataType: ["text"]}
  ],
  vectorizer: "text2vec-openai",
  moduleConfig: %{
    "text2vec-openai" => %{
      model: "text-embedding-3-small",    # or text-embedding-3-large, text-embedding-ada-002
      modelVersion: "3",
      type: "text",
      baseURL: nil,                        # Custom endpoint
      dimensions: 1536,                    # Output dimensions
      vectorizeClassName: true             # Include class name in embedding
    }
  }
})
Per-Property Configuration
{:ok, _} = WeaviateEx.Collections.create("Article", %{
  properties: [
    %{
      name: "title",
      dataType: ["text"],
      moduleConfig: %{
        "text2vec-openai" => %{skip: false}
      }
    },
    %{
      name: "internalId",
      dataType: ["text"],
      moduleConfig: %{
        "text2vec-openai" => %{skip: true}  # Don't vectorize this property
      }
    }
  ],
  vectorizer: "text2vec-openai"
})
Cohere (text2vec-cohere)
{:ok, _} = WeaviateEx.Collections.create("Document", %{
  properties: [
    %{name: "title", dataType: ["text"]},
    %{name: "content", dataType: ["text"]}
  ],
  vectorizer: "text2vec-cohere",
  moduleConfig: %{
    "text2vec-cohere" => %{
      model: "embed-english-v3.0",     # or embed-multilingual-v3.0
      truncate: "END",                  # END, START, NONE
      vectorizeClassName: true
    }
  }
})
HuggingFace (text2vec-huggingface)
{:ok, _} = WeaviateEx.Collections.create("Document", %{
  properties: [
    %{name: "text", dataType: ["text"]}
  ],
  vectorizer: "text2vec-huggingface",
  moduleConfig: %{
    "text2vec-huggingface" => %{
      model: "sentence-transformers/all-MiniLM-L6-v2",
      options: %{
        waitForModel: true
      }
    }
  }
})
VoyageAI (text2vec-voyageai)
{:ok, _} = WeaviateEx.Collections.create("Document", %{
  properties: [
    %{name: "content", dataType: ["text"]}
  ],
  vectorizer: "text2vec-voyageai",
  moduleConfig: %{
    "text2vec-voyageai" => %{
      model: "voyage-2",               # or voyage-large-2, voyage-code-2
      truncate: true
    }
  }
})
JinaAI (text2vec-jinaai)
{:ok, _} = WeaviateEx.Collections.create("Document", %{
  properties: [
    %{name: "content", dataType: ["text"]}
  ],
  vectorizer: "text2vec-jinaai",
  moduleConfig: %{
    "text2vec-jinaai" => %{
      model: "jina-embeddings-v2-base-en"  # or jina-embeddings-v2-small-en
    }
  }
})
Mistral (text2vec-mistral)
{:ok, _} = WeaviateEx.Collections.create("Document", %{
  properties: [
    %{name: "content", dataType: ["text"]}
  ],
  vectorizer: "text2vec-mistral",
  moduleConfig: %{
    "text2vec-mistral" => %{
      model: "mistral-embed"
    }
  }
})
AWS Bedrock (text2vec-aws)
# Set AWS credentials
headers = WeaviateEx.Integrations.aws(
  access_key: "AKIA...",
  secret_key: "secret"
)

{:ok, _} = WeaviateEx.Collections.create("Document", %{
  properties: [
    %{name: "content", dataType: ["text"]}
  ],
  vectorizer: "text2vec-aws",
  moduleConfig: %{
    "text2vec-aws" => %{
      service: "bedrock",
      region: "us-east-1",
      model: "amazon.titan-embed-text-v1"
    }
  }
})
Google (text2vec-palm / text2vec-google)
Vertex AI
{:ok, _} = WeaviateEx.Collections.create("Document", %{
  properties: [
    %{name: "content", dataType: ["text"]}
  ],
  vectorizer: "text2vec-google",
  moduleConfig: %{
    "text2vec-google" => %{
      projectId: "my-gcp-project",
      modelId: "textembedding-gecko@001",
      apiEndpoint: "us-central1-aiplatform.googleapis.com"
    }
  }
})
Google AI (Gemini)
{:ok, _} = WeaviateEx.Collections.create("Document", %{
  properties: [
    %{name: "content", dataType: ["text"]}
  ],
  vectorizer: "text2vec-google",
  moduleConfig: %{
    "text2vec-google" => %{
      modelId: "text-embedding-004"
    }
  }
})
Azure OpenAI (text2vec-azure-openai)
{:ok, _} = WeaviateEx.Collections.create("Document", %{
  properties: [
    %{name: "content", dataType: ["text"]}
  ],
  vectorizer: "text2vec-azure-openai",
  moduleConfig: %{
    "text2vec-azure-openai" => %{
      resourceName: "my-azure-resource",
      deploymentId: "my-embedding-deployment",
      baseURL: "https://my-azure-resource.openai.azure.com"
    }
  }
})
Ollama (text2vec-ollama)
For local models:
{:ok, _} = WeaviateEx.Collections.create("Document", %{
  properties: [
    %{name: "content", dataType: ["text"]}
  ],
  vectorizer: "text2vec-ollama",
  moduleConfig: %{
    "text2vec-ollama" => %{
      model: "nomic-embed-text",
      apiEndpoint: "http://localhost:11434"
    }
  }
})
NVIDIA NIM (text2vec-nvidia)
{:ok, _} = WeaviateEx.Collections.create("Document", %{
  properties: [
    %{name: "content", dataType: ["text"]}
  ],
  vectorizer: "text2vec-nvidia",
  moduleConfig: %{
    "text2vec-nvidia" => %{
      model: "nvidia/embed-qa-4",
      baseURL: nil  # Uses default NVIDIA API
    }
  }
})
No Vectorizer (Bring Your Own Vectors)
When you want to provide vectors yourself:
{:ok, _} = WeaviateEx.Collections.create("CustomVectors", %{
  properties: [
    %{name: "title", dataType: ["text"]},
    %{name: "content", dataType: ["text"]}
  ],
  vectorizer: "none"
})

# Insert with your own vector
{:ok, _} = WeaviateEx.Objects.create("CustomVectors", %{
  properties: %{
    title: "Pre-vectorized document",
    content: "Content here..."
  },
  vector: [0.1, 0.2, 0.3, 0.4, 0.5, ...]  # Your embedding
})
Named Vectors
Configure multiple vector spaces per collection:
{:ok, _} = WeaviateEx.Collections.create("MultiVectorDoc", %{
  properties: [
    %{name: "title", dataType: ["text"]},
    %{name: "content", dataType: ["text"]},
    %{name: "summary", dataType: ["text"]}
  ],
  vectorConfig: %{
    # Vector for title (small, fast)
    "title_vector" => %{
      vectorizer: %{
        "text2vec-openai" => %{
          model: "text-embedding-3-small",
          sourceProperties: ["title"]
        }
      },
      vectorIndexType: "hnsw",
      vectorIndexConfig: %{
        distance: "cosine"
      }
    },
    # Vector for content (larger, more detailed)
    "content_vector" => %{
      vectorizer: %{
        "text2vec-openai" => %{
          model: "text-embedding-3-large",
          sourceProperties: ["content", "summary"]
        }
      },
      vectorIndexType: "hnsw",
      vectorIndexConfig: %{
        distance: "cosine"
      }
    }
  }
})

# Query specific vector space
query = """
{
  Get {
    MultiVectorDoc(
      nearText: {
        concepts: ["machine learning"]
        targetVectors: ["title_vector"]
      }
      limit: 5
    ) {
      title
      content
    }
  }
}
"""
Image Vectorizers
img2vec-neural
{:ok, _} = WeaviateEx.Collections.create("Image", %{
  properties: [
    %{name: "image", dataType: ["blob"]},
    %{name: "description", dataType: ["text"]}
  ],
  vectorizer: "img2vec-neural",
  moduleConfig: %{
    "img2vec-neural" => %{
      imageFields: ["image"]
    }
  }
})
multi2vec-clip
Multimodal vectorization (text + images):
{:ok, _} = WeaviateEx.Collections.create("Media", %{
  properties: [
    %{name: "title", dataType: ["text"]},
    %{name: "image", dataType: ["blob"]}
  ],
  vectorizer: "multi2vec-clip",
  moduleConfig: %{
    "multi2vec-clip" => %{
      textFields: ["title"],
      imageFields: ["image"],
      weights: %{
        textFields: [0.5],
        imageFields: [0.5]
      }
    }
  }
})
Combining Vectorizers with Modules
Configure both vectorization and generative AI:
{:ok, _} = WeaviateEx.Collections.create("SmartDocument", %{
  properties: [
    %{name: "title", dataType: ["text"]},
    %{name: "content", dataType: ["text"]}
  ],
  vectorizer: "text2vec-openai",
  moduleConfig: %{
    # Vectorizer config
    "text2vec-openai" => %{
      model: "text-embedding-3-small",
      vectorizeClassName: false
    },
    # Generative AI config
    "generative-openai" => %{
      model: "gpt-4o-mini"
    },
    # Reranker config
    "reranker-cohere" => %{
      model: "rerank-english-v3.0"
    }
  }
})
Setting API Keys
Via Headers (Recommended)
# Single provider
headers = WeaviateEx.Integrations.openai(api_key: "sk-...")

# Multiple providers
headers = WeaviateEx.Integrations.merge([
  WeaviateEx.Integrations.openai(api_key: "sk-..."),
  WeaviateEx.Integrations.cohere(api_key: "cohere-key"),
  WeaviateEx.Integrations.anthropic(api_key: "anthropic-key")
])

{:ok, client} = WeaviateEx.Client.new(
  base_url: WeaviateEx.base_url(),
  headers: headers
)
Via Environment Variables
Set in Weaviate's environment (Docker Compose or embedded mode):
{:ok, _} = WeaviateEx.start_embedded(
  environment_variables: %{
    "OPENAI_APIKEY" => System.get_env("OPENAI_API_KEY"),
    "COHERE_APIKEY" => System.get_env("COHERE_API_KEY"),
    "HUGGINGFACE_APIKEY" => System.get_env("HF_API_KEY")
  }
)
Best Practices
	Choose the right model size
	Smaller models: Faster, cheaper, good for prototyping
	Larger models: Better quality, higher cost


	Skip non-semantic properties
%{
  name: "internalId",
  dataType: ["text"],
  moduleConfig: %{"text2vec-openai" => %{skip: true}}
}

	Use named vectors for different search needs
	Fast title search with small embeddings
	Detailed content search with large embeddings


	Batch inserts for efficiency
	Vectorization adds latency per object
	Batch operations amortize this cost


	Monitor token usage
	Text embedding APIs charge per token
	Consider text length limits



Next Steps
	Collections Guide - Full collection configuration
	Queries Guide - Semantic search with vectors
	Generative Search - RAG with AI providers
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    Profiling WeaviateEx

Elixir provides built-in profiling tools via the Erlang/OTP runtime. This guide shows how to use them with WeaviateEx to identify performance bottlenecks.
fprof - Function Profiling
fprof provides detailed function call analysis including call counts and accumulated time. Best for understanding the full call graph.
# Connect to Weaviate
config = WeaviateEx.Connect.to_local()
{:ok, client} = WeaviateEx.Client.connect(config)

# Generate a test vector
vector = for _ <- 1..128, do: :rand.uniform()

# Profile a query operation
:fprof.apply(fn ->
  WeaviateEx.Query.get("MyCollection")
  |> WeaviateEx.Query.near_vector(vector)
  |> WeaviateEx.Query.limit(10)
  |> WeaviateEx.Query.execute(client)
end, [])

# Generate analysis
:fprof.profile()
:fprof.analyse(dest: ~c"fprof.analysis")
The output file fprof.analysis contains detailed timing information for every function called.
eprof - Time Profiling
eprof measures wall-clock time per function. Lighter weight than fprof, good for identifying slow functions.
# Start the profiler
:eprof.start()
:eprof.start_profiling([self()])

# Run your operations
config = WeaviateEx.Connect.to_local()
{:ok, client} = WeaviateEx.Client.connect(config)

# Batch insert
objects = for i <- 1..100 do
  %{
    class: "TestCollection",
    properties: %{title: "Object #{i}"},
    vector: for(_ <- 1..128, do: :rand.uniform())
  }
end
WeaviateEx.Batch.create_objects(client, objects)

# Stop and analyze
:eprof.stop_profiling()
:eprof.analyze()
cprof - Call Count Profiling
cprof counts function calls without timing overhead. Useful for finding hot spots.
# Start counting
:cprof.start()

# Run operations
config = WeaviateEx.Connect.to_local()
{:ok, client} = WeaviateEx.Client.connect(config)
WeaviateEx.Collections.list(client)

# Get results
:cprof.pause()
:cprof.analyse()
Profiling in IEx
You can run profiling interactively in IEx:
# Start IEx with the project
iex -S mix

# Run a quick profile
:fprof.apply(&YourModule.your_function/0, [])
:fprof.profile()
:fprof.analyse(totals: true)
Profiling Tips
1. Profile Representative Operations
Don't just profile a single query - profile the operations your application actually performs:
# Profile a realistic workflow
:fprof.apply(fn ->
  # Your actual workflow here
  {:ok, client} = WeaviateEx.Client.connect(config)

  # Create objects
  WeaviateEx.Batch.create_objects(client, objects)

  # Query them
  WeaviateEx.Query.get("Collection")
  |> WeaviateEx.Query.bm25("search query")
  |> WeaviateEx.Query.execute(client)
end, [])
2. Warm Up Before Profiling
Run operations once before profiling to avoid measuring JIT compilation:
# Warm up
WeaviateEx.Query.get("Collection") |> WeaviateEx.Query.execute(client)

# Now profile
:fprof.apply(fn ->
  WeaviateEx.Query.get("Collection") |> WeaviateEx.Query.execute(client)
end, [])
3. Focus on Your Code
Filter results to show only WeaviateEx modules:
:fprof.analyse(
  dest: ~c"fprof.analysis",
  callers: true,
  sort: :own,
  totals: true
)
# Then grep the output for WeaviateEx
Benchee for Performance Comparison
For comparing different approaches, use the benchmark suite:
# Run all benchmarks
mix weaviate.bench

# Run specific benchmark
mix weaviate.bench query
mix weaviate.bench batch

Results are saved to bench/output/ as HTML files with detailed statistics and comparison charts.
See the bench/ directory for benchmark examples you can adapt for your use case.
Memory Profiling
Elixir processes can be inspected for memory usage:
# Get process info
Process.info(self(), :memory)

# For GenServer state size
:sys.get_state(pid) |> :erts_debug.size()
Tracing with :recon
For production-safe tracing, consider adding recon as a dependency:
# mix.exs
{:recon, "~> 2.5", only: :dev}
Then use it for safe runtime tracing:
# Trace calls to a specific function
:recon_trace.calls({WeaviateEx.Query, :execute, 2}, 10)

# Trace with return values
:recon_trace.calls({WeaviateEx.Query, :execute, :return_trace}, 10)
Further Reading
	Erlang Profiling Documentation
	Erlang fprof Manual
	Benchee Documentation
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    Changelog

All notable changes to this project will be documented in this file.
The format is based on Keep a Changelog,
and this project adheres to Semantic Versioning.
[0.7.4] - 2025-12-30
Added
	CI testing against Weaviate versions 1.31.x through 1.35.x (9 total versions)
	Code coverage reporting via Codecov with excoveralls
	Coverage badge in README
	Supported Weaviate versions table in README

Multi-Target Reference Improvements
	WeaviateEx.Types.Beacon module for parsing and building beacon URLs	Beacon.parse/1 - Extract collection and UUID from beacon URLs
	Beacon.build/2 - Build beacon URLs from UUID and optional collection
	Beacon.to_map/2 - Create beacon maps for API requests
	Beacon.extract_uuid/1, Beacon.extract_collection/1 - Extract components
	Beacon.valid?/1 - Validate beacon URL format


	References.add/5, delete/5 now accept ReferenceToMulti struct directly
	References.replace/5 now accepts list of ReferenceToMulti structs
	Reference.from_beacon/1 and Reference.from_map/1 now extract target collection from beacon
	Improved multi-target reference support in all reference operations

gRPC Reranking
	gRPC-based reranking for search queries via Query.rerank/2
	Rerank.to_grpc/1 for converting rerank config to gRPC Rerank message
	Rerank score parsing in gRPC result metadata (rerankScore)
	Full support with near_text, near_vector, near_object, hybrid, and bm25 queries
	Works with all reranker modules: Cohere, Transformers, VoyageAI, JinaAI, NVIDIA, ContextualAI

Aggregate Variants (Near Object, Hybrid, Near Image)
	Aggregate.with_near_object/4 for similarity-based aggregation by reference object UUID	Supports :distance and :certainty threshold parameters
	Full property metrics support (numeric, text, boolean)


	Aggregate.with_hybrid/4 for hybrid (keyword + vector) search aggregation	:alpha parameter to control keyword/vector weighting (0.0-1.0, default 0.5)
	:fusion_type option (:ranked, :relative_score)
	Full property metrics support


	Aggregate.with_near_image/4 for image similarity aggregation	Supports :distance, :certainty, and :target_vectors parameters
	For multi-modal collections with image vectorizers


	WeaviateEx.Aggregate.Metrics helper module for cleaner metric specifications	Metrics.count/0 - Meta count metric
	Metrics.text/2 - Text property metrics (top_occurrences, count)
	Metrics.number/2 - Numeric property metrics (sum, mean, median, mode, min, max)
	Metrics.integer/2 - Integer property metrics (same as number)
	Metrics.boolean/2 - Boolean property metrics (percentage, totals)
	Metrics.date/2 - Date property metrics (min, max, median, mode)



Fluent Tenant-Scoped API
	WeaviateEx.TenantCollection for fluent tenant-scoped operations
	Collections.with_tenant/3 returns tenant-scoped collection reference
	TenantCollection.insert/3, insert_many/3, get/3, update/4, delete/3
	TenantCollection.query/1 returns tenant-scoped query builder
	TenantCollection.batch/2 starts tenant-scoped batch context
	Query.with_tenant/2 for explicit tenant scoping (alias for Query.tenant/2)

Multi-Modal Search Convenience Methods
	Query.with_near_image/3 for image similarity search with automatic input handling
	Query.with_near_audio/3 for audio similarity search
	Query.with_near_video/3 for video similarity search
	Query.with_near_thermal/3 for thermal image search
	Query.with_near_depth/3 for depth map search
	Query.with_near_imu/3 for IMU data search
	Query.with_near_media/4 for generic multi-modal search with type parameter
	WeaviateEx.Types.MediaInput for flexible media input handling (file paths, base64, raw binary)
	WeaviateEx.Types.MediaType for media type validation

Object TTL Enhancements
	ObjectTTL.from_duration/1 - Human-readable TTL configuration (e.g., from_duration(hours: 24))
	Collections.update_ttl/3 - Convenience function for updating TTL on existing collections
	Extended README documentation with comprehensive Object TTL examples

WCS Compatibility (Weaviate Cloud Service)
	Automatic X-Weaviate-Cluster-URL header for WCS connections	Required for Weaviate embedding service integration
	Auto-added by Connect.to_weaviate_cloud/1


	Proper gRPC host parsing for .weaviate.network clusters	Uses {ident}.grpc.{domain} pattern (e.g., my-cluster.grpc.weaviate.network)
	Other WCS domains use grpc-{host} pattern


	WeaviateEx.Error.VersionError exception for clear version mismatch errors	Includes workaround instructions for skip_init_checks: true


	Server version compatibility check on connect (requires 1.27.0+)
	gRPC availability check on connect
	skip_init_checks option in Connect.to_weaviate_cloud/1 to bypass validation
	Extended README documentation with WCS connection examples

Developer Tooling
	Benchmark suite with Benchee (mix weaviate.bench)
	Batch and query performance benchmarks in bench/
	Pre-commit hooks configuration (.pre-commit-config.yaml)
	Profiling guide (guides/profiling.md)
	Mix.Tasks.Weaviate.Bench task for running benchmarks

gRPC Generative Search (RAG)
	gRPC Generative Module (WeaviateEx.GRPC.Generative):
	build/1 - Build GenerativeSearch message from simple config
	build_with_provider/1 - Build with provider-specific configuration
	parse_generative_result/1 - Parse grouped results from gRPC reply
	extract_single_results/1 - Extract per-object generations from results
	Support for all major providers: OpenAI, Anthropic, Cohere, Mistral, Ollama, Google, AWS, Databricks, FriendliAI, NVIDIA, XAI, ContextualAI, Anyscale
	Provider-specific parameters: model, temperature, max_tokens, top_p, top_k, etc.
	OpenAI reasoning model support (verbosity, reasoning_effort for o1/o3)


	gRPC Search with Generative (WeaviateEx.GRPC.Services.Search):
	New generative option for all search request builders
	Single prompt generation via single_prompt config
	Grouped task generation via grouped_task and grouped_properties
	Works with near_text, near_vector, hybrid, bm25 searches
	~2-3x lower latency compared to GraphQL generative


	GenerativeResult Enhancements (WeaviateEx.Query.GenerativeResult):
	from_grpc_response/1 - Parse gRPC SearchReply into typed result
	Extended struct with :metadata field for usage/debug info
	Proper parsing of grouped and per-object generative results
	Vector parsing from gRPC binary format



HTTP Transport-Level Retry
	HTTP Retry Module (WeaviateEx.Protocol.HTTP.Retry):	with_retry/2 - Execute function with automatic retry on transient errors
	retryable_status_code?/1 - Check if HTTP status code is retryable
	retryable_status_codes/0 - Get list of retryable status codes
	default_retry_opts/0 - Get default retry options
	Retryable status codes: 408, 429, 500, 502, 503, 504
	Exponential backoff with jitter (±10%)
	Configurable: max_retries (default: 3), base_delay_ms (default: 100), max_delay_ms (default: 5000)



Per-Operation Timeout Support
	HTTP Timeout Module (WeaviateEx.Protocol.HTTP.Timeout):	for_operation/2 - Get timeout for specific operation type
	batch_multiplier/0 - Get batch timeout multiplier (10×)
	operation_category/1 - Categorize operation for timeout selection
	Operation types: :query, :insert, :batch, :init
	Batch operations automatically use extended timeout (insert × 10)



HTTP Client Enhancements
	HTTP client now retries on transient HTTP status codes (503, 429, etc.)
	Automatic batch timeout detection for /batch endpoints
	Support for operation option to specify operation type
	Support for retry config in client options
	Merged retry options from client config and per-request options

Batch Safety Features
	Batch Config Module (WeaviateEx.Batch.Config):
	Centralized configuration for batch safety options
	new/1 - Create config with custom options
	auto_retry_enabled?/1 - Check if auto-retry is enabled
	merge/2 - Merge two configurations
	to_keyword/1 - Convert config to keyword list
	Defaults: max_stored_results: 100_000, auto_retry: true, max_retries: 3, retry_delay_ms: 1000


	Retry Queue Module (WeaviateEx.Batch.RetryQueue):
	GenServer for automatic re-queuing of failed batch objects
	enqueue_failed/2 - Add failed objects to retry queue
	drain/1 - Get all queued objects for manual processing
	get_retry_count/2 - Get retry count for specific UUID
	clear/1 - Clear queue and reset retry counts
	calculate_backoff/2 - Exponential backoff calculation
	retryable_error?/1 - Check if error is retryable
	Supports permanent failure callback for objects exceeding max_retries
	Jitter (±20%) for backoff to prevent thundering herd


	Dynamic Batch Auto-Retry (WeaviateEx.Batch.Dynamic):
	New options: :auto_retry, :max_retries, :retry_delay_ms, :on_permanent_failure
	Automatically re-queues failed objects with retryable errors
	Integrates with RetryQueue for retry tracking
	Retryable errors: rate limits, UNAVAILABLE, RESOURCE_EXHAUSTED, ABORTED, DEADLINE_EXCEEDED



Journey Tests (Phoenix/Plug Integration)
	Journey Test Scenarios (WeaviateEx.Journey.Scenarios):	simple/1 - Create collection, insert 100 objects, query, and cleanup
	batch_insert_and_search/1 - Batch insert 1000 objects and perform vector search
	concurrent_operations/1 - Handle 10 concurrent operations without errors


	Phoenix Integration Tests (test/journey/phoenix_test.exs):	Client initialized at startup survives multiple requests
	Concurrent requests share client safely
	Client properly cleaned up on shutdown
	Full journey scenarios executed through Phoenix endpoints


	Plug Integration Tests (test/journey/plug_test.exs):	Client accessible via Application env
	Journey scenarios work through Plug router
	Concurrent Plug requests share client safely


	Test Configuration:	Journey tests excluded by default (run with --include journey)
	Added :journey tag to ExUnit exclusions



Property Value Serialization
	Serializable Protocol (WeaviateEx.Types.Serializable):
	Protocol for serializing Elixir types to Weaviate-compatible values
	Automatic serialization when creating/updating objects
	Implementations for: DateTime, NaiveDateTime, Date, GeoCoordinate, PhoneNumber, Blob
	Extensible - implement protocol for custom types


	Date Type Serialization:
	Date structs serialize to ISO8601 at midnight UTC (e.g., ~D[2024-01-01] → "2024-01-01T00:00:00Z")


	Blob Struct (WeaviateEx.Types.Blob):
	New struct for wrapping binary data: Blob.new(binary_data)
	Blob.from_file/1 / Blob.from_file!/1 - Create from file
	Blob.to_base64/1 - Convert to base64 string
	Blob.from_base64/1 - Create from base64 string
	Automatic base64 encoding when used in object properties


	Deserialize Module (WeaviateEx.Types.Deserialize):
	deserialize/2 - Parse Weaviate response values with type hints
	deserialize!/2 - Same but raises on error
	deserialize_properties/2 - Deserialize map with schema hints
	auto_deserialize/1 - Auto-detect types based on value structure
	Supported types: :date, :geo_coordinates, :phone_number, :blob, :auto



Changed
	Default local test Weaviate version updated to 1.35.0
	Unit tests now generate coverage reports uploaded to Codecov
	WeaviateEx.Objects.Payload now uses Serializable protocol internally for type serialization
	Payload documentation updated to reflect all supported serialization types

[0.7.3] - 2025-12-29
Added
Transport & Auth
	WCS gRPC Host Parsing: .weaviate.network clusters now use ident.grpc.<domain> (matches Python client)
	Proxy + Pool Wiring: client connection/proxy options are applied to Finch pools and gRPC channels
	OIDC Client Auth: Client.connect/1 accepts WeaviateEx.Auth configs and auto-refreshes tokens
	Skip Init Checks: new :skip_init_checks option to bypass meta/version/gRPC health checks
	gRPC Header Forwarding: additional_headers are included in gRPC metadata by default

Batch Operations
	Wait for Vector Indexing (WeaviateEx.Batch.VectorIndexing):	wait_for_indexing/3 - Wait for all vectors to be indexed after batch operations
	wait_for_shards/3 - Wait for specific shards to have vectors indexed
	shard_ready?/3 - Check if a specific shard is ready for queries
	get_queue_status/2 - Get vector queue status for all shards
	total_pending_vectors/2 - Get total pending vector count
	all_indexed?/2 - Check if all vectors are indexed
	Options: :timeout, :poll_interval, :how_many_failures, :tenant
	Exposed via WeaviateEx.API.Batch.wait_for_vector_indexing/3


	All-Fail Batch Errors (WeaviateEx.API.Batch, WeaviateEx.Batch):	Returns :batch_all_failed error when every object in a batch fails


	gRPC Stream Backoff Handling (WeaviateEx.Batch.Stream):	Applies server backoff by updating the stream buffer size



RBAC Enhancements
	User Assignments with Type (WeaviateEx.API.RBAC):
	get_user_assignments/3 - Get users assigned to role with type info
	UserAssignment struct with user_id and user_type fields
	Supports :db_user, :db_env_user, :oidc user types


	Group Assignments with Type (WeaviateEx.API.RBAC):
	get_group_assignments/3 - Get groups assigned to role with type info
	GroupAssignment struct with group_id and group_type fields


	Nodes Permission Collection Filter (WeaviateEx.RBAC.Permissions):
	nodes/2 now supports :collection option for verbose mode
	Example: Permissions.nodes(:verbose, collection: "Article")



Collections/Schema
	Reconfigure Module (WeaviateEx.Reconfigure):	inverted_index/1 - Build inverted index update config (BM25, cleanup, stopwords)
	replication/1 - Build replication update config (factor, async, deletion strategy)
	vector_index_hnsw/1 - Build HNSW index update config (ef, max_connections, etc.)
	named_vectors_update/2 - Build named vector update config
	multi_tenancy/1 - Build multi-tenancy update config
	description/1 - Build description update
	merge/1 - Combine multiple update configs


	Property Range Filters (WeaviateEx.Property):	index_range_filters option maps to indexRangeFilters on schema properties


	Config Struct Serialization (WeaviateEx.Collections, WeaviateEx.API.Collections):	Auto-serializes ObjectTTL, AutoTenant, and MultiTenancyConfig in create/update payloads


	Collection Handle Defaults (WeaviateEx.Collection):	new/3, with_tenant/2, with_consistency/2 and data ops apply default tenant/consistency



Query Enhancements
	Multi-Vector Queries (WeaviateEx.Query.NearVector):	single/2 - Single vector query with options
	list_of_vectors/2 - Query with multiple vectors over single space
	per_target/2 - Query with different vectors per named vector space
	weighted_targets/2 - Weighted multi-target vector query
	to_api/1 - Convert to API format


	gRPC Search Parity (WeaviateEx.GRPC.Services.Search):	gRPC search now includes filters, group_by, target vectors, near_image/near_media, references, and vector metadata
	gRPC parsing now returns reference properties and vector metadata when requested



Data Operations
	Fetch Objects by IDs (WeaviateEx.API.Data):	fetch_objects_by_ids/4 helper with input order preserved


	Fetch Objects by IDs (WeaviateEx.Objects):	fetch_objects_by_ids/3 convenience wrapper using global config


	Payload Validation (WeaviateEx.Objects.Payload):	Client-side checks for required properties and reserved names (id, vector)



Generative AI
	Provider Parameter Parity (WeaviateEx.Generative.Config, WeaviateEx.API.Generative):	Added Databricks options (frequency_penalty, presence_penalty, log_probs, top_log_probs, n, stop)
	Added FriendliAI n parameter support



Aggregation
	Near Image Aggregation (WeaviateEx.API.Aggregate):	with_near_image/4 - Aggregate with near_image similarity constraint
	Support for :certainty, :distance, :target_vectors options



Users Management
	Include Permissions Parameter (WeaviateEx.API.Users.DB):
	get_roles/3 now supports :include_permissions option
	When true, returns roles with full permission details


	Deactivate with Key Revocation (WeaviateEx.API.Users.DB):
	deactivate/3 now supports :revoke_key option
	When true, also revokes the user's API key



Vectorizers
	Multi-Vector Encoding (WeaviateEx.API.MultiVector.Encoding):	muvera/1 - Configure Muvera encoding for ColBERT-style multi-vectors
	Options: :ksim, :dprojections, :repetitions
	none/0 - Raw multi-vectors without encoding



Tenant Statuses
	Transitional Tenant Statuses (WeaviateEx.Types.Tenant):	Added :offloading status - Tenant is being offloaded to cold storage
	Added :onloading status - Tenant is being loaded from cold storage
	Full type support in activity_status type



Cluster API Enhancements
	Shard Name Filtering (WeaviateEx.API.Cluster):
	nodes/2 now supports :shard option to filter nodes by specific shard name
	Combined filtering: Cluster.nodes(client, collection: "Article", shard: "shard-0")


	Delete All Replications (WeaviateEx.API.Cluster):
	delete_all_replications/1 - Batch delete all completed, failed, and cancelled replication records


	Query Sharding State (WeaviateEx.API.Cluster):
	query_sharding_state/3 - Query sharding state to see which shards exist and their replica nodes
	:shard option for filtering by specific shard
	Returns ShardingState struct with collection name and list of ShardReplicas


	ShardingState Module (WeaviateEx.Cluster.ShardingState):
	ShardingState struct for collection sharding information
	ShardReplicas submodule for shard-to-node replica mappings
	from_api/1 - Parse sharding state from API response



Shard Struct Enhancements
	New Shard Fields (WeaviateEx.Cluster.Shard):
	node field - Which node hosts this shard
	loaded field - Boolean indicating if shard is loaded into memory (for lazy loading scenarios)


	LAZY_LOADING Status (WeaviateEx.Cluster.Shard):
	Added :lazy_loading to shard status enum
	parse_status/1 and status_to_api/1 support for "LAZY_LOADING" status



Vectorizer Enhancements
	Text2VecOpenAI Vectorizer (WeaviateEx.API.Vectorizers.Text2VecOpenAI):
	Full OpenAI vectorizer configuration support
	Options: :model, :dimensions, :type, :base_url, :vectorize_collection_name
	to_api/1, from_api/1 for API serialization


	Text2VecCohere Vectorizer (WeaviateEx.API.Vectorizers.Text2VecCohere):
	Full Cohere vectorizer configuration support
	Options: :model, :dimensions, :truncate, :base_url, :vectorize_collection_name
	to_api/1, from_api/1 for API serialization


	New Rerankers (WeaviateEx.API.RerankerConfig):
	nvidia/2 - NVIDIA NIM reranker configuration
	contextualai/2 - ContextualAI reranker configuration



Query Enhancements
	Hybrid Search Improvements (WeaviateEx.Query):	:max_vector_distance option for filtering results by vector distance threshold
	:bm25_operator option for customizing BM25 matching behavior (AND/OR)
	BM25Operator struct for configuring operator and minimum match count



Data Operations
	Fetch Objects by IDs (WeaviateEx.API.Data):
	fetch_objects_by_ids/4 - Efficiently fetch multiple objects by their IDs
	Uses GraphQL ContainsAny filter for optimal performance
	Supports :return_properties and :tenant options


	Iterator References (WeaviateEx.Iterator):
	:return_references option for including cross-references in iteration
	Support for simple references and references with specific properties
	Automatic class name inference from reference names


	Insert Many Convenience (WeaviateEx.Collections):
	insert_many/3 - Batch insert objects with automatic formatting
	Supports both raw property maps and structured objects
	Automatic ID, vector, and tenant handling



Multi-Tenancy Enhancements
	AutoTenant Configuration (WeaviateEx.Config.AutoTenant):	enable/1 - Enable automatic tenant creation
	:auto_delete_timeout option for automatic cleanup of empty tenants
	disable/0, to_map/1, from_map/1 for full lifecycle management



RBAC Enhancements
	Role Scope Parameter (WeaviateEx.RBAC.Permissions):	:scope option in roles/3 for permission scope control
	Supports :match (exact) and :all (wildcard) scopes



Property Enhancements
	Multi-Target References (WeaviateEx.Property):	reference/3 now accepts a list of target collections
	multi_reference/3 alias for explicit multi-target references
	Example: Property.reference("hasContent", ["Article", "BlogPost"])



Integration Enhancements
	Rate Limit Headers (WeaviateEx.Integrations):	OpenAI: :requests_per_minute_embeddings, :tokens_per_minute_embeddings
	Cohere: :requests_per_minute_embeddings
	Custom :base_url support for both providers



Auth Enhancements
	OIDC Grant Type Validation (WeaviateEx.Auth.TokenManager):	Validation of OIDC grant types on startup
	Supported types: :oidc_client_credentials, :oidc_password
	Clear error messages for invalid or missing auth configuration



Fixed
Debug
	REST Debug Options (WeaviateEx.Debug): add node_name and consistency_level query params for object fetches
	gRPC Debug Filters (WeaviateEx.Debug, WeaviateEx.GRPC.Services.Search): accept filter path aliases so ID filters apply correctly

Changed
	Updated @valid_statuses in Tenant to include transitional statuses
	Improved alias ordering in multiple modules for consistency
	Query.execute/3 now falls back to GraphQL when a query uses options not supported by gRPC (rerank, sorting, cursor pagination, hybrid vectors)

Stats
	2612 tests passing (138 new tests added)
	Full Python client parity for gap closure features
	Zero warnings, errors, dialyzer issues, or credo violations

[0.7.2] - 2025-12-29
Added
Multi-Tenancy Enhancements
	Fluent TenantClient API (WeaviateEx.TenantClient):
	with_tenant/2 - Create tenant-scoped client wrapper
	collection/2 - Set collection for subsequent operations
	insert/3, get/3, update/4, replace/4, delete/3 - CRUD operations
	query/2, near_vector/3, near_text/3, hybrid/3, bm25/3 - Search operations
	batch_insert/3, batch_delete/3 - Batch operations
	count/2, exists?/2 - Utility operations
	Automatic tenant injection into all operations


	Batch Tenant Updates (WeaviateEx.API.Tenants):
	batch_update/3 - Update tenants in batches of 100 (matching Python client)
	batch_size/0 - Returns configured batch size


	Tenant Struct (WeaviateEx.Types.Tenant):
	Full typed activity status support: :active, :inactive, :hot, :cold, :frozen, :offloaded
	new/2, to_map/1, from_map/1 - Construction and serialization
	set_status/2, active?/1, inactive?/1 - Status management
	valid_status?/1, valid_statuses/0 - Validation helpers



Backup/Restore Enhancements
	Backup List Sorting (WeaviateEx.API.Backup):
	sort_by_starting_time_asc option in list/3 for chronological ordering


	Cancel with Dynamic Location (WeaviateEx.API.Backup):
	:location option in cancel/4 for dynamic backup location configuration


	BackupInfo Metadata (WeaviateEx.Backup.Status.BackupInfo):
	started_at - When the backup started (DateTime)
	completed_at - When the backup completed (DateTime)
	size_bytes - Total backup size in bytes
	error - Error message if backup failed



Auth/Connection Improvements
	WCS Header Auto-Detection (WeaviateEx.Client.Config):
	is_wcs_host?/1 - Detect Weaviate Cloud Services instances
	maybe_add_wcs_headers/1 - Add WCS-specific headers automatically
	new_with_wcs_detection/1 - Create config with automatic WCS detection
	Detects known WCS domains: weaviate.network, wcs.api.weaviate.io, semi.network, weaviate.cloud


	Server Version Compatibility (WeaviateEx.Version):
	check_compatibility/1 - Validate server version from meta response
	supports_grpc?/1 - Check if version supports gRPC (1.23.0+)
	grpc_minimum_version/0 - Get minimum gRPC version


	OIDC Scope Parsing (WeaviateEx.Auth.OIDC):
	parse_scopes/1 - Parse scope strings (space or comma separated)


	Microsoft Password Flow Validation (WeaviateEx.Auth.Azure):
	validate_password_flow/1 - Validate ROPC flow requirements
	password_flow_configured?/1 - Check if password flow is enabled



Schema/Collections Updates
	Multi-Tenancy Configuration (WeaviateEx.Schema.MultiTenancyConfig):
	auto_tenant_creation - Automatically create tenants on first insert
	auto_tenant_activation - Automatically activate tenants when accessed
	enabled/0, disabled/0 - Convenience constructors
	with_auto_creation/0, with_auto_activation/0, fully_automatic/0 - Preset configurations


	Custom Vectorizer Support (WeaviateEx.API.VectorConfig):
	custom/2 - Configure custom/unlisted vectorizer modules
	with_custom_vectorizer/3 - Add custom vectorizer to collection config



Search/Query Enhancements
	Aggregate near_object (WeaviateEx.API.Aggregate):
	with_near_object/4 - Aggregate with near_object similarity constraint


	Aggregate hybrid (WeaviateEx.API.Aggregate):
	with_hybrid/4 - Aggregate with hybrid search constraint
	:alpha option for vector/keyword balance
	:fusion_type option for fusion strategy (:ranked or :relative_score)



Data Types/Objects Improvements
	Multi-Target References (WeaviateEx.Types.Reference):
	to/3 - Create reference with optional target vectors
	multi_target/3 - Create multi-target reference for named vectors
	from_beacon/1, to_map/1, from_map/1 - Serialization
	extract_id/1, extract_collection/1 - Extraction utilities


	Property Validation (WeaviateEx.Validation.Property):
	validate/2 - Validate property value against data type
	validate_object/2 - Validate entire object against schema
	Supports all Weaviate data types including arrays


	Multi-Dimensional Vectors (WeaviateEx.Types.Vector):
	validate/1 - Validate 1D or 2D vectors (ColBERT support)
	shape/1 - Get vector dimensions
	one_dimensional?/1, multi_dimensional?/1 - Type checks
	dimensionality/1 - Get inner dimension
	normalize/1, dot_product/2, cosine_similarity/2 - Vector operations



HTTP Enhancements
	Rate Limit Header Tracking (WeaviateEx.Protocol.HTTP.RateLimit):	from_headers/1 - Extract rate limit info from response headers
	should_wait?/1 - Check if client should wait
	remaining_percent/1 - Get remaining request percentage
	near_limit?/2 - Check if close to rate limit
	seconds_until_reset/1 - Get seconds until reset
	summary/1 - Human-readable status



HTTP Transport-Level Retry
	HTTP Retry Module (WeaviateEx.Protocol.HTTP.Retry):	with_retry/2 - Execute function with automatic retry on transport errors
	calculate_backoff/1 - Exponential backoff calculation (capped at 32 seconds)
	retryable_transport_error?/1 - Check if error is retryable transport error
	Retryable errors: connection refused, connection reset, transport timeout, closed, nxdomain
	Configurable max_retries (default: 3) and base_delay_ms (default: 500)
	HTTP client now automatically retries on transient transport failures



Per-Operation Timeouts
	HTTP Client Timeout Integration:	Uses WeaviateEx.Config.Timeout module for operation-specific timeouts
	GET/HEAD requests use query timeout (30s default)
	POST/PUT/PATCH/DELETE use insert timeout (90s default)
	GraphQL queries (POST to /v1/graphql) use query timeout
	Added pool_timeout (5s default) for connection pool
	Added timeout_config field to WeaviateEx.Client.Config



Batch Memory Safety
	MAX_STORED_RESULTS Limit (WeaviateEx.Batch.ErrorTracking.Results):	Added 100,000 result limit to prevent memory exhaustion
	Rolling window eviction removes oldest entries when limit reached
	max_stored_results/0 - Get the configured limit
	results_within_limit?/1 - Check if results are within limit



Property Value Serialization
	Payload Serialization (WeaviateEx.Objects.Payload):	DateTime values automatically serialized to RFC3339 format (ISO8601)
	NaiveDateTime values serialized to RFC3339 format (without timezone)
	GeoCoordinate structs serialized to %{"latitude" => lat, "longitude" => lon}
	PhoneNumber structs serialized to %{"input" => number, "defaultCountry" => country}
	Recursive serialization for nested objects and arrays
	Structs preserved through key normalization for proper serialization



UUID Utilities
	Beacon URL Extraction (WeaviateEx.Types.UUID):	extract_from_beacon/1 - Extract UUID from Weaviate beacon URLs
	Supports simple format: weaviate://localhost/<uuid>
	Supports collection-prefixed format: weaviate://localhost/<collection>/<uuid>
	Automatic UUID validation and lowercase normalization



Changed
	Enhanced tenant activity status to include all types (active, inactive, hot, cold, frozen, offloaded)
	Backup list now supports optional sorting parameter

[0.7.1] - 2025-12-29
Added
Custom Headers Support
	Additional Headers Configuration (WeaviateEx.Client.Config):	additional_headers option for custom HTTP headers (e.g., X-OpenAI-Api-Key, X-Cohere-Api-Key)
	Applied to all HTTP requests via Finch
	Applied as gRPC metadata with lowercased keys
	Validation prevents nil header values



Named Vectors in Data Operations
	Named Vectors Support (WeaviateEx.Objects.Payload):	vectors parameter for multiple named vectors (e.g., %{"title_vector" => [0.1, 0.2]})
	Mutual exclusivity validation between vector (single) and vectors (named)
	Supported in insert/4, update/4, and replace/4 operations



References During Insert
	Inline References (WeaviateEx.Objects.Payload):	references parameter in Data.insert/4 for inline reference creation
	Single UUID: %{"hasAuthor" => "uuid-123"}
	Multiple UUIDs: %{"hasAuthors" => ["uuid-1", "uuid-2"]}
	Multi-target: %{"relatedTo" => %{target_collection: "Category", uuids: "cat-uuid"}}
	Automatic beacon format conversion and properties merge



gRPC Exponential Backoff Retry
	Retry Module (WeaviateEx.GRPC.Retry):	with_retry/2 - Execute function with automatic retry on transient errors
	calculate_backoff/1 - Calculate exponential backoff (capped at 32 seconds)
	retryable?/1 - Check if error is retryable
	retryable_status?/1 - Check if gRPC status code is retryable
	Retryable status codes: UNAVAILABLE (14), RESOURCE_EXHAUSTED (8), ABORTED (10), DEADLINE_EXCEEDED (4)
	Configurable max_retries (default: 4) and base_delay_ms (default: 1000)



Changed
	gRPC services now automatically retry on transient failures:	WeaviateEx.GRPC.Services.Search - All search operations
	WeaviateEx.GRPC.Services.Batch - Batch insert, references, delete
	WeaviateEx.GRPC.Services.Aggregate - Aggregation queries
	WeaviateEx.GRPC.Services.Tenants - Tenant operations
	WeaviateEx.GRPC.Services.Health - Health checks (with reduced retry count)



[0.7.0] - 2025-12-29
Added
Multimodal Search Support
	NearImage Search (WeaviateEx.Query.NearImage) - Image-based vector search for multimodal collections:	new/1 - Create near_image search with base64 data or file path
	Supports multi2vec-clip, multi2vec-bind, and other image vectorizers
	Options: :image, :image_file, :certainty, :distance, :target_vectors
	encode_image_file/1 - Base64 encode image files
	to_grpc/1, to_graphql/1 - Protocol conversion utilities


	NearMedia Search (WeaviateEx.Query.NearMedia) - Media-based vector search for multimodal collections:	new/2 - Create near_media search with type and media data
	Supports 5 media types: :audio, :video, :thermal, :depth, :imu
	Options: :media, :media_file, :certainty, :distance, :target_vectors
	media_types/0 - List all supported media types
	to_grpc/1, to_graphql/1 - Protocol conversion utilities


	Query Builder Integration:	Query.near_image/2 - Add image-based search to query
	Query.near_media/3 - Add media-based search to query
	Full GraphQL and gRPC support for multimodal queries



gRPC Health Checking
	gRPC Health Ping (WeaviateEx.GRPC.Services.Health):	ping/2 - Lightweight connectivity check returning :ok or {:error, reason}
	Quick connection verification for startup and heartbeat checks
	Returns {:error, :no_channel} for nil channels



Server Version Detection
	Version Module (WeaviateEx.Version) - Parse and validate Weaviate server versions:	parse/1 - Parse version strings (handles "v" prefix, prereleases, build metadata)
	meets_minimum?/2 - Check if version meets minimum requirement
	get_server_version/1 - Extract version from meta endpoint response
	validate_server/1 - Validate against minimum supported version (1.27.0)
	minimum_version/0, minimum_version_string/0 - Get minimum version info
	format_version/1 - Format version tuple to string



Kubernetes Health Endpoints
	K8s Probe Support (WeaviateEx.Health):	alive?/0, alive?/1 - Liveness probe via /.well-known/live endpoint
	ready?/0, ready?/1 - Readiness probe via /.well-known/ready endpoint
	Client and no-client variants for flexibility
	Returns {:ok, true} or {:ok, false} for consistent handling



Background Batch Processing (Phase 2)
	Background Batcher (WeaviateEx.Batch.Background) - Process-based async batching:	start_link/1 - Start background batcher with configuration
	add_object/3 - Queue object for background processing
	add_reference/5 - Queue reference with UUID tracking
	flush/1 - Trigger immediate flush
	get_results/1 - Get accumulated results
	stop/2 - Stop with optional final flush
	Automatic flushing based on batch size or time interval
	Concurrent request management with configurable limits
	UUID tracking for reference ordering
	Error tracking and callback support


	Batch Module Integration:	Batch.background/3 - Convenience function to start background batcher



Named Vector Query Integration (Phase 2)
	TargetVectors Enhancements (WeaviateEx.Query.TargetVectors):	combine/2 - Create combined target vectors with method (:sum, :average, :minimum)
	weighted/1 - Create manually weighted target vectors
	normalize/1 - Normalize various input formats to Config struct
	to_grpc/1 - Convert to gRPC format
	Config struct for structured target vector configuration


	Query Builder Integration:	Query.near_vector/3 now accepts :target_vectors option
	Query.near_text/3 now accepts :target_vectors option
	Query.near_object/3 now accepts :target_vectors option



Advanced Hybrid Search (Phase 2)
	HybridVector Enhancements (WeaviateEx.Query.HybridVector):	near_text/2 - Text-based vector search with Move operations
	near_vector/2 - Vector-based search with target vectors
	to_grpc/1 - Convert to gRPC format for query execution
	Support for :move_to, :move_away_from, :target_vectors options
	query field for better naming consistency


	Query.hybrid/3 Enhancements:	:vector option accepts HybridVector configuration
	:properties option for BM25 component
	:target_vectors option for multi-vector collections



Connection Pool Configuration (Phase 2)
	Connection Config (WeaviateEx.Config.Connection) - Fine-tune connection settings:	new/1 - Create pool config with size, max connections, timeouts
	to_finch_opts/1 - Convert to Finch HTTP client options
	to_grpc_opts/1 - Convert to gRPC channel options
	Options: :pool_size, :max_connections, :pool_timeout, :max_idle_time



Azure OIDC Support (Phase 2)
	Azure Authentication (WeaviateEx.Auth.Azure) - Azure-specific OIDC handling:	azure_endpoint?/1 - Detect Azure/Microsoft token endpoints
	default_scopes/1 - Generate Azure-style .default scopes
	apply_azure_defaults/1 - Auto-configure Azure authentication
	detect_version/1 - Detect Azure v1/v2 endpoint version
	build_token_params/2 - Build Azure-specific token parameters



Dynamic gRPC Message Size (Phase 2)
	Version Module (WeaviateEx.Version):	get_grpc_max_message_size/1 - Extract gRPC max message size from server meta



Filter Enhancements (Phase 4)
	Property Length Filtering (WeaviateEx.Filter):
	by_property_length/3 - Filter by string or array length
	len/1 - Create length path helper (e.g., len("title"))
	Operators: :equal, :not_equal, :greater_than, :greater_or_equal, :less_than, :less_or_equal
	Use for filtering empty strings, minimum content length, array element counts


	Reference Path Traversal (WeaviateEx.Filter.RefPath):
	through/2, through/3 - Build multi-level reference paths
	property/4 - Terminate path with property filter
	build_path/2 - Build path list from segments
	to_path/1 - Get path without final property
	depth/1 - Get number of hops in reference path
	Enables deep filtering: RefPath.through("hasAuthor", "Author") |> RefPath.through("worksAt", "Company") |> RefPath.property("industry", :equal, "Tech")


	Multi-Target Reference Filters (WeaviateEx.Filter.MultiTargetRef):
	new/2 - Create multi-target reference filter builder
	where/4 - Add property filter on specific target collection
	deep_where/2 - Deep path filtering with RefPath
	as_ref_path/1 - Convert to RefPath for chaining
	Filter different target collections: MultiTargetRef.new("relatedTo", "Article") |> MultiTargetRef.where("title", :like, "Tech*")


	Filter Module Integration:
	by_ref_path/4 - Create filter from RefPath
	by_ref_multi_target/5 - Create multi-target reference filter



Query Reference Enhancements (Phase 4)
	Multi-Target References (WeaviateEx.Query.QueryReference):
	multi_target/3 - Create query for specific target collection
	multi_target?/1 - Check if reference is multi-target
	Query different targets: QueryReference.multi_target("relatedTo", "Article", return_properties: ["title"])


	Return Metadata Option:
	return_metadata option for references
	Accepts :full, :common, or list of atoms (:uuid, :distance, :certainty, :creation_time, etc.)
	Include metadata in referenced objects: QueryReference.new("hasAuthor", return_metadata: [:uuid, :distance])



Named Vector Config Updates (Phase 4)
	Update Configuration (WeaviateEx.API.NamedVectors):	update_config/2 - Create update config for existing named vector
	update_to_api/1 - Convert update to API format
	build_update_config/1 - Build combined update for multiple vectors
	Vector index options: :ef, :dynamic_ef_min, :dynamic_ef_max, :dynamic_ef_factor, :flat_search_cutoff
	Quantizer options: :type (:pq, :bq, :sq), :segments, :centroids, :training_limit, :rescore_limit
	Example: NamedVectors.update_config("title_vector", vector_index: [ef: 200], quantizer: [type: :pq, segments: 128])



Custom Provider Configurations (Phase 4)
	Custom Generative Providers (WeaviateEx.API.GenerativeConfig):
	custom/2 - Create config for unlisted generative AI providers
	Automatic snake_case to camelCase conversion
	Pass any options: api_endpoint, model, api_key_header, temperature, max_tokens, etc.
	Example: GenerativeConfig.custom("my-llm", api_endpoint: "https://llm.example.com", model: "custom-gpt")


	Reranker Configuration Module (WeaviateEx.API.RerankerConfig):
	cohere/2 - Cohere Rerank configuration
	transformers/1 - Local transformers reranker
	voyageai/2 - Voyage AI reranker
	jinaai/2 - Jina AI reranker
	custom/2 - Custom/unlisted reranker providers
	none/0 - Disable reranking
	All providers support :base_url option for custom endpoints



Changed
	Updated Query struct to include near_image and near_media fields
	Enhanced GraphQL query building with nearImage and nearMedia support

Test Infrastructure
Supertester Integration
	Added supertester ~> 0.4.0 as test dependency for robust, async-safe testing
	Eliminated all Process.sleep calls from unit tests using supertester-style patterns:	token_manager_test.exs: Replaced 8 sleep calls with deterministic state polling
	dynamic_test.exs: Replaced 1 sleep call with state-based synchronization
	state_test.exs: Replaced 1 sleep call with explicit time-wait pattern


	New Test Helpers (WeaviateEx.TestHelpers):	wait_until/2 - Polls until condition is met with configurable timeout/interval
	wait_for_genserver_state/3 - Waits for GenServer state to match a condition
	trigger_and_wait/4 - Sends message and waits for state change


	All 2151 tests pass with full async execution support

Stats
	Phase 1-4: 20+ new feature modules/functions
	Phase 4: 6 new modules (RefPath, MultiTargetRef, RerankerConfig) + major enhancements
	Full test coverage for all new features
	Backward compatible with v0.6.0
	Test suite now fully async-safe with zero timing-based synchronization

[0.6.0] - 2025-12-29
Added
Quantizer Support
	Quantizer Module (WeaviateEx.API.Quantizer) - Typed structs for vector quantization:	PQConfig - Product Quantization with segments, centroids, encoder configuration
	BQConfig - Binary Quantization with cache and rescore options
	SQConfig - Scalar Quantization with training limit configuration
	RQConfig - Rotational Quantization with configurable bit depth
	Each config provides new/1, to_api/1, from_api/1 for serialization round-trips
	Convenience aliases: Quantizer.pq/1, Quantizer.bq/1, Quantizer.sq/1, Quantizer.rq/1
	detect_type/1 - Auto-detect quantizer type from API response
	from_api/1 - Parse any quantizer from API response



Core Vectorizer Modules
	Text2VecAWS (WeaviateEx.API.Vectorizers.Text2VecAWS) - AWS vectorizer support:	Bedrock service with model selection (Titan, Cohere, etc.)
	SageMaker service with endpoint, target model, and variant options
	new/1, to_api/1, from_api/1, vectorizer_name/0


	Text2VecGoogle (WeaviateEx.API.Vectorizers.Text2VecGoogle) - Google vectorizer support:	Vertex AI service with project ID and region
	Gemini service (Google AI Studio) with auto-configured endpoint
	Task type, title property, and dimensions configuration
	new/1, to_api/1, from_api/1, vectorizer_name/0


	Text2VecWeaviate (WeaviateEx.API.Vectorizers.Text2VecWeaviate) - Weaviate-hosted embeddings:	Model selection for Weaviate-managed embedding service
	Base URL configuration for custom deployments
	new/1, to_api/1, from_api/1, vectorizer_name/0


	Img2VecNeural (WeaviateEx.API.Vectorizers.Img2VecNeural) - Neural image vectorizer:	Image fields configuration for multi-image objects
	new/1, to_api/1, from_api/1, vectorizer_name/0



OIDC Token Management
	OIDC Module (WeaviateEx.Auth.OIDC) - OpenID Connect support:	discover/1 - OIDC configuration discovery from issuer URL
	get_token/2 - Token exchange for client_credentials and password grants
	refresh_token/2 - Token refresh using refresh tokens
	OIDC.Config struct for provider configuration
	OIDC.TokenResponse struct with expiration helpers:	expires_at/1 - Calculate expiration timestamp
	expired?/1 - Check if token is expired
	expiring_soon?/2 - Check if token expires within buffer time




	TokenManager GenServer (WeaviateEx.Auth.TokenManager) - Automatic token management:	start_link/1 - Start with OIDC config or issuer URL
	get_token/1 - Get current valid token
	get_access_token/1 - Get just the access token string
	force_refresh/1 - Force immediate token refresh
	Automatic background token refresh before expiration
	Configurable refresh buffer (default: 60 seconds before expiry)
	child_spec/1 - Easy integration with supervision trees


	Auth Module Extensions:	get_oidc_headers/1 - Get authorization headers from TokenManager
	oidc_config/1 - Create OIDC configuration for TokenManager



Generative Search Integration
	Query.Generate Module (WeaviateEx.Query.Generate) - Combine search with AI generation:	new/1 - Create generative query for collection
	near_text/3, near_vector/3, near_object/3 - Vector similarity with generation
	bm25/3, hybrid/3 - Keyword and hybrid search with generation
	single/2 - Single-object generation (generate per result)
	grouped/2 - Grouped generation (generate once for all results)
	return_properties/2, where/2, limit/2, offset/2, tenant/2
	additional/2 - Request additional metadata fields
	to_graphql/1 - Convert to GraphQL query string
	execute/2 - Execute query and parse results
	parse_response/2 - Parse API response to GenerativeResult


	GenerativeResult Struct (WeaviateEx.Query.GenerativeResult):	objects - List of result objects with properties
	generated - Grouped generation result
	generated_per_object - List of per-object generation results


	Query Module Integration:	Query.generate/4 - Convert Query struct to Generate query



Nested Properties Support
	Property.Nested Module (WeaviateEx.Property.Nested) - Nested object schema support:	new/1 - Create nested property with name, data_type, nested_properties
	to_api/1 - Serialize to Weaviate API format
	from_api/1 - Parse from API response (supports recursive nesting)
	valid?/1 - Validate nested property configuration
	object_type?/1 - Check if property is object or object_array type


	Property Module Integration:	Property.object/3 - Create object property with nested properties
	Property.object_array/3 - Create object array property with nested properties


	DataType Module:	:object and :object_array data types for nested structures



Batch Improvements
	Concurrent Batch Operations (WeaviateEx.Batch.Concurrent):	insert_many/4 - Parallel batch insertion using Task.async_stream
	Configurable: max_concurrency, batch_size, ordered, timeout
	split_into_batches/2 - Split objects into batches
	aggregate_results/2 - Combine results from parallel batches
	retryable_error?/1 - Detect retryable errors
	Result struct with all_successful?/1, has_failures?/1, summary/1


	Batch Queue (WeaviateEx.Batch.Queue) - FIFO queue for failure tracking:	new/0 - Create empty queue
	enqueue/2 - Add object to pending queue
	dequeue_batch/2 - Get batch of objects for processing
	mark_failed/3 - Move object to failed queue with reason
	requeue_failed/2 - Move failed objects back to pending (respects max_retries)
	pending_count/1, failed_count/1, empty?/1
	FailedObject struct with retry count and failure timestamp


	Rate Limit Detection (WeaviateEx.Batch.RateLimit):	detect/1 - Detect rate limiting from HTTP response
	rate_limited?/1 - Check if error indicates rate limiting
	calculate_backoff/1 - Calculate exponential backoff with jitter
	extract_retry_after/1 - Extract retry-after from headers
	Provider-specific patterns: OpenAI (429), Cohere (rate limit errors)


	Server Queue Monitoring (WeaviateEx.API.Cluster):	batch_stats/1 - Get cluster batch statistics (queue_length, rate_per_second, failed_count)
	Aggregates stats from all nodes for dynamic batch sizing


	Dynamic Batch Sizing (WeaviateEx.Batch.Dynamic):	:monitor_server_stats option - Enable server queue monitoring
	:poll_interval option - Configure stats polling frequency
	get_server_batch_stats/1 - Get current server stats from GenServer



gRPC Batch Streaming (Weaviate 1.34+)
	Batch Stream Service (WeaviateEx.GRPC.Services.BatchStream) - Low-level gRPC streaming:	open/2 - Open bidirectional gRPC stream
	send_objects/2 - Send batch objects over stream
	send_references/2 - Send cross-references over stream
	receive_results/2 - Receive batch results with timeout
	close/1 - Close stream and clean up resources
	start_message/1, stop_message/0, data_message/2 - Protocol message builders


	High-Level Batch Stream (WeaviateEx.Batch.Stream) - Client-side buffered streaming:	new/3 - Create stream session with buffer configuration
	add/2 - Add object to buffer (auto-flush when full)
	flush/1 - Manually flush buffer to server
	close/1 - Close stream and return all results
	Configurable: buffer_size, flush_interval_ms, auto_flush, auto_reconnect
	Automatic connection management and error recovery



RBAC Enhancements
	Scope Permissions (WeaviateEx.API.RBAC.Scope) - Fine-grained access control:	all_collections/0 - Create scope for all collections
	collection/1 - Create scope for specific collection
	collections/1 - Create scope for list of collections
	with_tenants/2 - Add tenant restrictions to scope
	with_shards/2 - Add shard restrictions to scope
	to_api/1, from_api/1 - API serialization


	Permission Builder (WeaviateEx.API.RBAC.Permission) - Permission construction:	new/3 - Create permission with resource, action, and scope
	read_collection/1, manage_data/1 - Common permission shortcuts
	admin/0 - Full administrative permissions
	viewer/0 - Read-only permissions
	to_api/1, from_api/1 - API serialization


	Database User Management (WeaviateEx.API.Users.DB) - DB-backed users:	create/3 - Create DB user (returns API key)
	get/3 - Get DB user details
	list/2 - List all DB users
	delete/3 - Delete DB user
	rotate_api_key/3 - Rotate user's API key
	assign_roles/4, revoke_roles/4 - Role management


	OIDC User Management (WeaviateEx.API.Users.OIDC) - OIDC-backed users:	get/3 - Get OIDC user details
	list/2 - List OIDC users
	assign_roles/4, revoke_roles/4 - Role management
	Note: OIDC users cannot be created/deleted via API



Additional Vectorizers
	Text2VecTransformers (WeaviateEx.API.Vectorizers.Text2VecTransformers) - Local transformer models:	Pooling strategy configuration (:masked_mean, :cls)
	Separate passage/query inference URLs for asymmetric search
	new/1, to_api/1, from_api/1, vectorizer_name/0


	Text2VecOllama (WeaviateEx.API.Vectorizers.Text2VecOllama) - Ollama embeddings:	Model selection (nomic-embed-text, mxbai-embed-large, etc.)
	Custom API endpoint configuration
	new/1, to_api/1, from_api/1, vectorizer_name/0


	Text2VecJinaAI (WeaviateEx.API.Vectorizers.Text2VecJinaAI) - Jina AI embeddings:	Model selection with dimensions support
	new/1, to_api/1, from_api/1, vectorizer_name/0


	Text2VecVoyageAI (WeaviateEx.API.Vectorizers.Text2VecVoyageAI) - VoyageAI embeddings:	Truncation support for long inputs
	new/1, to_api/1, from_api/1, vectorizer_name/0


	Text2VecPalm (WeaviateEx.API.Vectorizers.Text2VecPalm) - Google PaLM/Vertex AI:	Project ID and model ID configuration
	Custom API endpoint support
	new/1, to_api/1, from_api/1, vectorizer_name/0


	Text2VecAzureOpenAI (WeaviateEx.API.Vectorizers.Text2VecAzureOpenAI) - Azure OpenAI:	Resource name and deployment ID configuration
	new/1, to_api/1, from_api/1, vectorizer_name/0


	Multi2VecClip (WeaviateEx.API.Vectorizers.Multi2VecClip) - CLIP multimodal:	Image and text field configuration with weights
	Custom inference URL support
	new/1, to_api/1, from_api/1, vectorizer_name/0


	Multi2VecGoogle (WeaviateEx.API.Vectorizers.Multi2VecGoogle) - Google multimodal:	Image, text, and video field support
	Project ID, location, model ID, dimensions configuration
	new/1, to_api/1, from_api/1, vectorizer_name/0


	Multi2VecCohere (WeaviateEx.API.Vectorizers.Multi2VecCohere) - Cohere multimodal:	Image and text field configuration
	Truncation strategy support (NONE, START, END)
	new/1, to_api/1, from_api/1, vectorizer_name/0


	Multi2VecVoyageAI (WeaviateEx.API.Vectorizers.Multi2VecVoyageAI) - VoyageAI multimodal:	Image and text field configuration with weights
	new/1, to_api/1, from_api/1, vectorizer_name/0


	Ref2VecCentroid (WeaviateEx.API.Vectorizers.Ref2VecCentroid) - Reference centroid:	Reference properties configuration
	Centroid calculation method (mean)
	new/1, to_api/1, from_api/1, vectorizer_name/0



Debug Module
	Debug API (WeaviateEx.Debug) - Protocol comparison and troubleshooting:	get_object_rest/4 - Fetch object via REST/HTTP protocol
	get_object_grpc/4 - Fetch object via gRPC protocol
	compare_protocols/4 - Compare REST and gRPC responses with detailed diff
	connection_info/1 - Get HTTP and gRPC connection diagnostics


	ObjectCompare (WeaviateEx.Debug.ObjectCompare) - Deep object comparison:	compare/2 - Compare two objects and detect differences
	diff/2 - Generate list of differences between objects
	format_diff/1 - Format differences as human-readable report


	RequestLogger (WeaviateEx.Debug.RequestLogger) - Request logging GenServer:	start_link/1 - Start logger with optional name
	enable/1, disable/1 - Toggle request logging
	log_request/2 - Log HTTP/gRPC request details
	get_logs/2 - Retrieve logs with optional filters (protocol, min_duration_ms)
	export_logs/3 - Export logs to file (JSON or text format)
	clear_logs/1 - Clear all logged requests


	Main Module Integration:	WeaviateEx.debug_get_rest/4 - Convenience delegate to Debug.get_object_rest
	WeaviateEx.debug_compare/4 - Convenience delegate to Debug.compare_protocols



Backup Enhancements
	RBAC Restore Options (WeaviateEx.API.Backup):	roles_restore option - Restore role definitions from backup
	users_restore option - Restore user role assignments from backup
	overwrite_alias option - Overwrite existing collection aliases during restore


	Location Struct Support (WeaviateEx.API.Backup):	create/4 now accepts Location structs (Filesystem, S3, GCS, Azure) directly
	restore/4 now accepts Location structs directly
	Dynamic location configuration for programmatic backend selection


	Backup Config Enhancement (WeaviateEx.Backup.Config.Create):	Added chunk_size option - Configure backup chunk size in megabytes



Connection Management
	Pool Configuration (WeaviateEx.Client.Pool) - Connection pool settings:	new/1 - Create pool config with size, overflow, strategy, timeouts
	default/0 - Default pool configuration
	default_http/0 - HTTP-optimized pool (larger pool for parallel requests)
	default_grpc/0 - gRPC-optimized pool (smaller pool due to multiplexing)
	to_finch_opts/1 - Convert to Finch HTTP client options
	to_grpc_opts/1 - Convert to gRPC channel options
	Configurable: size, overflow, strategy (:fifo/:lifo), timeout, idle_timeout, max_age


	Client State Tracking (WeaviateEx.Client.State) - Lifecycle state management:	new/0 - Create initial state with timestamps
	connected/1, disconnected/2, closed/1 - State transitions
	record_request/1 - Track successful requests
	record_error/2 - Track errors with details
	Status tracking: :initializing, :connected, :disconnected, :closed
	Statistics: request_count, error_count, created_at, last_used_at, last_error


	Client Lifecycle (WeaviateEx.Client):	close/1 - Close client and release all connections
	closed?/1 - Check if client has been closed
	status/1 - Get current client status
	stats/1 - Get client statistics (request/error counts, timestamps)
	with_client/2 - Execute function with auto-managed client lifecycle
	Added state field to client struct for tracking lifecycle


	ClosedClientError (WeaviateEx.Error.ClosedClientError) - Exception for closed client:	Raised when operations are attempted on a closed client
	Includes closed_at timestamp for debugging



[0.5.0] - 2025-12-28
Added
Proxy Support
	Proxy Configuration (WeaviateEx.Config.Proxy) - HTTP, HTTPS, and gRPC proxy support:	new/1 - Create proxy config with explicit options
	from_env/0 - Read from environment variables (HTTP_PROXY, HTTPS_PROXY, GRPC_PROXY)
	configured?/1 - Check if any proxy is configured
	http_proxy_for/2 - Get appropriate proxy for a URL scheme
	to_finch_opts/1 - Convert to Finch HTTP client options
	to_grpc_opts/1 - Convert to gRPC channel options


	Environment variable reading with case-insensitive support (uppercase takes precedence)
	Automatic fallback from HTTPS to HTTP proxy when HTTPS not configured

Inverted Index Configuration
	Inverted Index Config (WeaviateEx.API.InvertedIndexConfig) - Collection index configuration:	bm25/1 - BM25 algorithm configuration with b and k1 parameters
	stopwords/1 - Stopwords configuration with preset, additions, and removals
	index_timestamps/1 - Enable/disable timestamp indexing
	index_property_length/1 - Enable/disable property length indexing
	index_null_state/1 - Enable/disable null state indexing
	cleanup_interval_seconds/1 - Set cleanup interval
	build/1 - Build complete inverted index configuration
	merge/2 - Merge two configurations
	validate/1 - Validate configuration values


	Supported stopwords presets: en, none
	BM25 parameter validation (b: 0-1, k1: positive)

Generative Search Configuration
	Generative Config (WeaviateEx.API.GenerativeConfig) - 13+ provider configurations:	openai/1 - OpenAI GPT models
	azure_openai/1 - Azure OpenAI deployments
	cohere/1 - Cohere Command models
	anthropic/1 - Anthropic Claude models
	mistral/1 - Mistral AI models
	google/1 - Google Gemini/PaLM models
	aws/1 - AWS Bedrock/SageMaker models
	ollama/1 - Ollama local models
	databricks/1 - Databricks endpoints
	nvidia/1 - NVIDIA NIM models
	friendliai/1 - FriendliAI models
	xai/1 - XAI Grok models
	anyscale/1 - Anyscale models
	contextualai/1 - ContextualAI models


	providers/0 - List all supported providers
	provider_module/1 - Get Weaviate module name for provider
	Full parameter support: model, temperature, maxTokens, baseURL, topK, topP

Collection Aliases API
	Aliases API (WeaviateEx.API.Aliases) - Zero-downtime collection management (requires Weaviate v1.32.0+):	create/3 - Create an alias for a collection
	delete/2 - Delete an alias
	update/3 - Update alias to point to different collection
	get/2 - Get alias details
	list/2 - List all aliases (optionally filter by collection)
	exists?/2 - Check if alias exists
	minimum_version/0 - Get minimum required Weaviate version


	Alias Struct (WeaviateEx.API.Aliases.Alias):	from_api/1 - Parse API response to struct
	Fields: alias, collection



ZSTD Compression Options
	Extended Compression (WeaviateEx.Backup.Compression) - Additional compression algorithms:	:zstd_default - Balanced ZSTD compression
	:zstd_best_speed - Fast ZSTD compression
	:zstd_best_compression - Maximum ZSTD compression
	:no_compression - Disable compression
	gzip?/1 - Check if compression level uses GZIP
	zstd?/1 - Check if compression level uses ZSTD


	ZSTD provides faster compression with better ratios than GZIP

Query Move Integration
	Move in near_text (WeaviateEx.Query) - Semantic direction control:	near_text/3 now supports :move_to and :move_away options
	Move concepts toward or away from specific terms
	Accepts WeaviateEx.Query.Move structs or keyword options
	Proper GraphQL generation for move parameters


	Example: Query.near_text("technology", move_to: [concepts: ["AI"], force: 0.8])

Changed
	Updated test count to 1575 tests
	Enhanced Query module with Move struct integration
	Extended Backup.Compression with ZSTD support while maintaining backward compatibility

Stats
	6 new feature modules
	Full test coverage for all new features
	Backward compatible with v0.4.0

[0.4.0] - 2025-12-28
Added
Cluster Management
	Cluster API (WeaviateEx.API.Cluster) - Complete cluster management:	nodes/2 - Get cluster node information with optional verbose output
	shards/2 - Get shards for a collection
	statistics/1 - Get cluster-wide statistics
	replicate/4 - Trigger shard replication between nodes
	list_replications/2 - List ongoing replication operations
	get_replication/3 - Get replication operation status
	cancel_replication/2 - Cancel an ongoing replication
	delete_replication/2 - Delete a replication operation record
	wait_for_replications/2 - Wait for all replications to complete


	Cluster Type Structs:	WeaviateEx.Cluster.Node - Node with status, version, shards, stats
	WeaviateEx.Cluster.Shard - Shard with status, vector indexing, object count
	WeaviateEx.Cluster.Replication - Replication operation with progress tracking
	WeaviateEx.Cluster.Replication.Operation - Individual replication operation



Query Rerank & GroupBy Integration
	Query.Rerank enhancements:	to_map/1 - Convert to map format for gRPC
	valid?/1 - Validate rerank configuration
	Improved to_graphql/1 with proper string escaping


	Query.GroupBy enhancements:	Support for list paths (nested properties)
	to_map/1 - Convert to map format for gRPC
	valid?/1 - Validate group_by configuration


	Query Builder Integration:	Query.rerank/2 - Add rerank to query
	Query.group_by/2 - Add group_by to query
	Works with all query types: near_text, near_vector, hybrid, bm25



Batch Advanced Features
	wait_for_vector_indexing (WeaviateEx.Batch):	Poll until all vectors are indexed
	Configurable timeout, poll interval, max failures
	Optional shard filtering


	Auto UUID Generation (WeaviateEx.Batch.FixedSize):	add_object/4 auto-generates UUID if not provided
	Uses WeaviateEx.Types.UUID.generate/0


	Multi-Target References (WeaviateEx.Batch.FixedSize):	add_reference/6 now supports list of targets
	Each target specifies collection and uuid


	DeleteResult Struct (WeaviateEx.Batch.DeleteResult):	Typed result for batch delete operations
	from_api/1 - Parse API response
	all_successful?/1, has_failures?/1
	failed_objects/1, successful_objects/1
	summary/1 - Human-readable summary
	DeletedObject submodule for individual objects



Reranker Configurations
	6 Reranker Types in WeaviateEx.API.VectorConfig:	reranker_cohere/1 - Cohere reranker (existing)
	reranker_transformers/1 - Local transformers reranker
	reranker_voyageai/1 - VoyageAI reranker
	reranker_jinaai/1 - Jina AI reranker
	reranker_nvidia/1 - NVIDIA reranker
	reranker_contextualai/1 - Contextual AI reranker


	Builder Function: with_reranker/3 - Add reranker to collection config

Backup & Restore Module
	Backup API (WeaviateEx.API.Backup) - Complete backup and restore functionality:	create/4 - Create backup with include/exclude collections, config, wait_for_completion
	restore/4 - Restore backup with include/exclude collections, config, wait_for_completion
	get_create_status/3 - Get backup creation status
	get_restore_status/3 - Get restore operation status
	list/2 - List all backups for a storage backend
	cancel/3 - Cancel in-progress backup
	wait_for_completion/5 - Poll until operation completes with configurable timeout


	Storage Backend Enum (WeaviateEx.Backup.Storage) - 4 supported backends:	:filesystem - Local filesystem storage
	:s3 - Amazon S3 or S3-compatible storage
	:gcs - Google Cloud Storage
	:azure - Azure Blob Storage
	Helper functions: all/0, valid?/1, to_api_path/1, from_api/1


	Compression Level Enum (WeaviateEx.Backup.Compression):	:default - Balanced compression
	:best_speed - Faster compression, larger files
	:best_compression - Slower compression, smaller files


	Backup Status Types (WeaviateEx.Backup.Status):	Status values: :started, :transferring, :transferred, :success, :failed, :canceled
	Response structs: CreateResponse, RestoreResponse, BackupInfo
	Helper functions: completed?/1, success?/1, in_progress?/1


	Backup Configuration (WeaviateEx.Backup.Config):	Create struct with cpu_percentage and compression options
	Restore struct with cpu_percentage option
	Factory functions: create/1, restore/1


	Storage Location Structs (WeaviateEx.Backup.Location):	Filesystem - Local path configuration
	S3 - Bucket, path, endpoint, region, credentials, SSL
	GCS - Bucket, path, project ID, credentials
	Azure - Container, path, connection string
	Factory functions: filesystem/1, s3/3, gcs/3, azure/3


	Backup Error Types (WeaviateEx.Error):	backup_not_found/2, backup_already_exists/2, backup_failed/2
	restore_failed/2, backup_timeout/2, invalid_backend/1


	Main Module Backup Functions:	create_backup/4, restore_backup/4, list_backups/2
	cancel_backup/3, get_backup_status/3, get_restore_status/3



Role-Based Access Control (RBAC)
	RBAC Module (WeaviateEx.RBAC) - Complete role-based access control support:	Actions - Action type definitions and conversions for all 11 permission types
	Permission - Permission struct with encoding/decoding for API communication
	Permissions - Builder API for constructing permissions fluently
	Role - Role struct with permission management


	RBAC API (WeaviateEx.API.RBAC) - Role CRUD operations:	list_roles/1 - List all roles
	get_role/2 - Get role by name
	create_role/3 - Create role with permissions
	delete_role/2 - Delete a role
	add_permissions/3 - Add permissions to role
	remove_permissions/3 - Remove permissions from role
	has_permissions?/3 - Check if role has permissions
	get_users_for_role/2 - Get users assigned to role
	get_groups_for_role/2 - Get groups assigned to role
	exists?/2 - Check if role exists


	11 Permission Types: collections, data, tenants, roles, users, groups, cluster, nodes, backups, replicate, alias
	Type-safe Permissions Builder (WeaviateEx.RBAC.Permissions):	collections/2 - Collection schema permissions
	data/3 - Data CRUD permissions with tenant/object filters
	tenants/3 - Tenant management permissions
	roles/2 - Role management permissions
	users/2 - User management permissions
	groups/2 - OIDC group permissions
	cluster/1 - Cluster info permissions
	nodes/1 - Node info permissions (minimal/verbose)
	backups/1 - Backup management permissions
	replicate/2 - Replication permissions
	alias_permission/2 - Collection alias permissions



User Management
	User Structs (WeaviateEx.Users.User):	User.DB - Database-managed users with API key
	User.OIDC - OIDC-managed users with groups
	User.Own - Current authenticated user info


	Users API (WeaviateEx.API.Users) - User lifecycle management:	create/2 - Create DB user (returns API key)
	get/2 - Get user by ID
	list_all/1 - List all users
	delete/2 - Delete user
	activate/2 - Activate user
	deactivate/2 - Deactivate user
	rotate_key/2 - Rotate API key
	assign_roles/3 - Assign roles to user
	revoke_roles/3 - Revoke roles from user
	get_assigned_roles/2 - Get user's roles
	get_my_user/1 - Get current user info



Group Management
	Group Struct (WeaviateEx.Groups.Group) - OIDC group representation
	Groups API (WeaviateEx.API.Groups) - OIDC group operations:	list_known/1 - List known OIDC groups
	get_assigned_roles/2 - Get roles assigned to group
	assign_roles/3 - Assign roles to group
	revoke_roles/3 - Revoke roles from group



Error Types
	Cluster Errors (WeaviateEx.Error):	node_not_found/1 - Node not found in cluster
	shard_not_found/2 - Shard not found in collection
	replication_failed/2 - Replication operation failed
	replication_timeout/1 - Replication timed out
	cluster_not_ready/0 - Cluster not ready
	vector_indexing_timeout/1 - Vector indexing timed out


	RBAC-specific Errors (WeaviateEx.Error):	rbac_error/3 - Create RBAC error with category
	role_not_found/1 - Role not found error
	permission_denied/2 - Permission denied error
	user_not_found/1 - User not found error
	invalid_permission/1 - Invalid permission error



Main Module Delegations
	Cluster convenience functions: cluster_nodes/2, cluster_shards/2, cluster_statistics/1
	Replication functions: replicate_shard/4, list_replications/2, get_replication/3
	Replication control: cancel_replication/2, delete_replication/2, wait_for_replications/2
	list_roles/1, get_role/2, create_role/3, delete_role/2
	create_user/2, get_user/2, list_users/1, delete_user/2, get_my_user/1
	list_groups/1, assign_group_roles/3, revoke_group_roles/3

gRPC Protocol Support
	gRPC Channel Management (WeaviateEx.GRPC.Channel) - Persistent connection management:	connect/3 - Establish gRPC channel with TLS support
	disconnect/1 - Clean channel shutdown
	build_metadata/1 - Auth metadata for gRPC calls
	Automatic reconnection handling


	gRPC Services - High-performance data operations:	WeaviateEx.GRPC.Services.Search - Vector similarity search (near_vector, near_text, near_object, bm25, hybrid)
	WeaviateEx.GRPC.Services.Batch - Batch insert, delete, and reference operations
	WeaviateEx.GRPC.Services.Aggregate - Count and group_by aggregations
	WeaviateEx.GRPC.Services.Tenants - Multi-tenancy operations
	WeaviateEx.GRPC.Services.Health - gRPC health checks


	Protocol Buffer Definitions - Generated from Weaviate v1 protos:	11 proto files in priv/protos/v1/
	Generated Elixir modules in lib/weaviate_ex/grpc/generated/v1/


	gRPC Error Handling (WeaviateEx.Error):	from_grpc_status/3 - Map gRPC status codes to error types
	from_grpc_error/1 - Convert gRPC errors to WeaviateEx.Error
	grpc_retryable?/1 - Identify retryable gRPC errors


	gRPC Retry Logic (WeaviateEx.Retry):	Retry on UNAVAILABLE, RESOURCE_EXHAUSTED, ABORTED status codes
	Exponential backoff with jitter


	Client Configuration (WeaviateEx.Client.Config):	grpc_host - gRPC endpoint hostname
	grpc_port - gRPC port (default: 50051)
	grpc_max_message_size - Maximum message size for gRPC calls
	use_tls?/1 - TLS detection for gRPC connections



Changed
	Updated documentation with new module groups
	Improved test coverage for all new features
	Hybrid Architecture: gRPC for data operations (queries, batch, aggregations), HTTP retained for schema operations (Weaviate gRPC API doesn't support schema management)
	Client Connection (WeaviateEx.Client):	connect/1 now establishes both HTTP (Finch) and gRPC channels
	New grpc_channel field in client struct
	Automatic gRPC fallback to HTTP when channel unavailable


	Query Execution (WeaviateEx.Query):	execute/2 with client uses gRPC when available
	execute/1 without client uses HTTP (backwards compatible)


	Batch Operations (WeaviateEx.API.Batch):	create_objects/3 uses gRPC when client has gRPC channel
	delete_objects/2 uses gRPC for batch deletes


	Aggregations (WeaviateEx.API.Aggregate):	Simple count/group_by use gRPC
	Complex aggregations (multiple properties) use GraphQL


	Tenants (WeaviateEx.API.Tenants):	list/2, get/3, exists?/3 use gRPC
	Create/update/delete remain HTTP (not in gRPC API)



Dependencies
	Added {:grpc, "~> 0.9"} - Elixir gRPC client
	Added {:protobuf, "~> 0.13"} - Protocol Buffer support
	Retained {:finch, "~> 0.18"} - For schema operations and HTTP fallback

Stats
	Full gRPC support for data operations
	Complete Backup & Restore support with 4 storage backends
	Complete RBAC support matching Python client functionality
	Complete Cluster management with replication support
	Backwards compatible - existing code continues to work

[0.3.0] - 2025-12-28
Added
Query Enhancements
	Move Configuration (WeaviateEx.Query.Move) - Move to/away from concepts in near_text queries
	Rerank Configuration (WeaviateEx.Query.Rerank) - Reranking for search results
	Target Vectors (WeaviateEx.Query.TargetVectors) - Named vector targeting with combination strategies (sum, average, minimum, manual weights, relative score)
	BM25 Operator (WeaviateEx.Query.BM25Operator) - AND/OR operators with minimum_should_match
	Hybrid Vector (WeaviateEx.Query.HybridVector) - Vector sub-search for hybrid queries
	GroupBy (WeaviateEx.Query.GroupBy) - Result grouping configuration
	Metadata Helpers (WeaviateEx.Query.Metadata) - Metadata field selection utilities
	Query Reference (WeaviateEx.Query.QueryReference) - Cross-reference query configuration

Reference Operations
	References API (WeaviateEx.API.References) - Full cross-reference CRUD:	add/6 - Add single reference
	delete/6 - Delete reference
	replace/6 - Replace all references on a property
	add_many/4 - Batch add references


	ReferenceToMulti (WeaviateEx.Data.ReferenceToMulti) - Multi-target reference type with to_beacons/1

Generative AI Enhancements
	Typed Provider Configs (WeaviateEx.Generative.Config) - Full configuration structs for 14 providers:	OpenAI, Azure OpenAI, Anthropic, Cohere
	AWS Bedrock/SageMaker, Google Vertex/Gemini
	Mistral, Ollama, XAI, ContextualAI, Anyscale
	NEW: NVIDIA NIM, Databricks, FriendliAI


	Generative Results (WeaviateEx.Generative.Result) - Typed result structures:	Single - Single prompt result with metadata and debug
	Grouped - Grouped task result
	GenerativeObject - Object with generative result
	ResponseParser - Parse API responses to typed structs


	Generative Parameters (WeaviateEx.Generative.Parameters) - Multimodal support:	SinglePrompt / GroupedTask with image support
	image_properties, non_blob_properties options
	metadata and debug options


	20+ AI Providers - Added nvidia, databricks, friendliai to supported providers

Batch Operations
	Error Tracking (WeaviateEx.Batch.ErrorTracking) - Detailed error tracking:	ErrorObject - Failed object details with retry count
	ErrorReference - Failed reference details
	Results - Aggregated results with helpers


	Batch Retry (WeaviateEx.Batch.BatchRetry) - Smart retry logic:	Rate limit detection
	Exponential backoff calculation
	with_retry/2 wrapper function


	Fixed Size Batcher (WeaviateEx.Batch.FixedSize) - Fixed-size batch processor

Tenant Extensions
	freeze/3 - Set tenant to FROZEN state
	offload/3 - Set tenant to OFFLOADED state

Multi-Vector Support
	Multi-Vector API (WeaviateEx.API.MultiVector) - ColBERT-style embeddings:	muvera_encoding/1 - Muvera encoding configuration
	multi_vector_config/1 - Multi-vector index configuration
	self_provided/1 - Self-provided multi-vectors
	text2colbert_jinaai/1 - Jina ColBERT vectorizer
	multi2multivec_jinaai/1 - Jina multi-modal vectorizer



Vectorizers
	New Vectorizers (Dec 2025 Python client sync):	text2vec_voyageai/1 - VoyageAI (voyage-3.5, voyage-3-large, voyage-context-3)
	text2vec_morph/1 - Morph embeddings
	text2vec_model2vec/1 - Model2Vec embeddings
	text2vec_aws_bedrock/1 - AWS Bedrock embeddings
	text2vec_aws_sagemaker/1 - AWS SageMaker endpoints
	text2vec_google_vertex/1 - Google Vertex AI
	text2vec_google_gemini/1 - Google AI Studio (Gemini)
	reranker_cohere/1 - Cohere reranker with baseURL



Other
	Object TTL Configuration (WeaviateEx.Config.ObjectTTL)
	OpenAI O1/O3 Support: verbosity and reasoning_effort parameters
	Cohere Enhancements: dimensions parameter for embeddings
	CI Infrastructure: Full GitHub Actions workflow

Changed
	Updated Docker Compose to Weaviate 1.28.14
	Copied full CI infrastructure from Python client (ci/ directory)
	Added default version to CI start/stop scripts

Stats
	694 tests passing (up from 536)
	Full Python client feature parity for core operations

[0.2.0] - 2025-10-19
Added
	Embedded Mode: Download and manage Weaviate embedded binary lifecycle with WeaviateEx.start_embedded/1 and WeaviateEx.stop_embedded/1
	Comprehensive Docker Environment: Full Docker Compose profiles from Python client (single node, modules, RBAC, async, cluster, proxy, backup, WCS, Okta)
	Mix Tasks for Docker Management:	mix weaviate.start - Start Weaviate stack with version and profile selection
	mix weaviate.stop - Stop running containers with optional volume removal
	mix weaviate.status - Display container status and exposed ports
	mix weaviate.logs - View and follow logs from specific compose files


	Batch API Enhancements: Comprehensive batch operations with detailed summaries, error tracking, and statistics
	Enhanced Examples: Added 07_batch.exs and 08_query.exs with comprehensive batch and query demonstrations
	Objects API Payload Builder: Type-safe payload construction in WeaviateEx.Objects.Payload
	Collections API Extensions: Multi-tenancy support with set_multi_tenancy/2, improved tenant management
	Development Scripts: scripts/weaviate-stack.sh wrapper for unified stack management
	CI/Weaviate Infrastructure: Complete Docker Compose setup under ci/weaviate/ with helper scripts
	Documentation: Extensive planning docs in docs/20251019/ covering essential scope, schema, queries, operations

Changed
	Examples Overhaul: All 8 examples updated with improved error handling, cleaner output, and better demonstrations
	README Improvements: Expanded documentation with embedded mode, Mix tasks, Docker management, and comprehensive usage guides
	Mix Tasks Refactored: Cleaner implementation using WeaviateEx.DevSupport.Compose module for shared logic
	Test Coverage: Added tests for batch operations, collections API, and data operations

Fixed
	Example helper module visibility and formatting
	Collections API tenant operations
	Batch summary statistics and error reporting

[0.1.1] - 2025-10-16
Changed
	Refactored HTTP client implementation into Protocol.HTTP.Client for better protocol-based architecture
	Removed old HTTPClient and HTTPClient.Finch modules in favor of protocol-based implementation
	Updated all examples to use cleaner ExampleHelper patterns with proper module qualification
	Enhanced example output formatting and error handling
	Fixed docker-compose port mapping (40051:50051 for gRPC)
	Improved test cleanup and formatting across all test files

Added
	Added vector support to data examples
	Enhanced Protocol.HTTP.Client with comprehensive error handling
	Added better response parsing and authentication header support

Fixed
	Fixed example helper function visibility (made ANSI color helpers public)
	Fixed client initialization to properly use protocol implementation
	Improved error messages and debugging output

[0.1.0] - 2025-10-16
Added
	Initial release
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WeaviateEx.API.Aggregate 
    



      
Aggregation operations with gRPC support.
Provides statistical aggregation capabilities including:
	Count, sum, mean, median, mode
	Maximum, minimum
	Top occurrences for text fields
	Percentage true/false for boolean fields
	GroupBy aggregations
	Aggregation with semantic search context

Uses gRPC when available for optimal performance, falls back to GraphQL otherwise.

      


      
        Summary


  
    Types
  


    
      
        collection_name()

      


    


    
      
        metric()

      


    


    
      
        opts()

      


    





  
    Functions
  


    
      
        group_by(client, collection_name, property, opts \\ [])

      


        Aggregate results grouped by property.



    


    
      
        over_all(client, collection_name, opts \\ [])

      


        Aggregate entire collection with specified metrics.



    


    
      
        with_hybrid(client, collection_name, query, opts \\ [])

      


        Aggregate with hybrid search constraint.



    


    
      
        with_near_image(client, collection_name, image_data, opts \\ [])

      


        Aggregate with near_image similarity constraint.



    


    
      
        with_near_object(client, collection_name, object_id, opts \\ [])

      


        Aggregate with near_object similarity constraint.



    


    
      
        with_near_text(client, collection_name, concepts, opts \\ [])

      


        Aggregate with semantic text search context.



    


    
      
        with_near_vector(client, collection_name, vector, opts \\ [])

      


        Aggregate with vector similarity search.



    


    
      
        with_where(client, collection_name, filter, opts \\ [])

      


        Aggregate with filter conditions.
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      collection_name()



        
          
        

    

  


  

      

          @type collection_name() :: String.t()


      



  



  
    
      
    
    
      metric()



        
          
        

    

  


  

      

          @type metric() ::
  :count
  | :sum
  | :mean
  | :median
  | :mode
  | :maximum
  | :minimum
  | :topOccurrences
  | :percentageTrue
  | :percentageFalse
  | :totalTrue
  | :totalFalse


      



  



  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @type opts() :: keyword()


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      group_by(client, collection_name, property, opts \\ [])



        
          
        

    

  


  

      

          @spec group_by(WeaviateEx.Client.t(), collection_name(), String.t(), opts()) ::
  {:ok, [map()]} | {:error, WeaviateEx.Error.t()}


      


Aggregate results grouped by property.
Parameters
	client - WeaviateEx client
	collection_name - Name of the collection
	property - Property to group by (supports nested paths like "author.name")
	opts - Options (same as over_all/3)

Examples
{:ok, results} = Aggregate.group_by(client, "Article", "category",
  metrics: [:count]
)

{:ok, results} = Aggregate.group_by(client, "Article", "author",
  properties: [
    {:views, [:mean, :sum]}
  ],
  metrics: [:count]
)
Returns
	{:ok, [map()]} - List of grouped aggregation results
	{:error, Error.t()} - Error if aggregation fails


  



    

  
    
      
    
    
      over_all(client, collection_name, opts \\ [])



        
          
        

    

  


  

      

          @spec over_all(WeaviateEx.Client.t(), collection_name(), opts()) ::
  {:ok, [map()]} | {:error, WeaviateEx.Error.t()}


      


Aggregate entire collection with specified metrics.
Parameters
	client - WeaviateEx client
	collection_name - Name of the collection
	opts - Options:	:metrics - List of meta metrics ([:count])
	:properties - List of {property, metrics} or {property, metrics, opts} tuples



Examples
# Count all objects
{:ok, results} = Aggregate.over_all(client, "Article", metrics: [:count])

# Aggregate numeric properties
{:ok, results} = Aggregate.over_all(client, "Product",
  properties: [
    {:price, [:sum, :mean, :maximum, :minimum]}
  ]
)

# Text property with top occurrences
{:ok, results} = Aggregate.over_all(client, "Article",
  properties: [
    {:category, [:topOccurrences], limit: 5}
  ]
)
Returns
	{:ok, [map()]} - List of aggregation results
	{:error, Error.t()} - Error if aggregation fails


  



    

  
    
      
    
    
      with_hybrid(client, collection_name, query, opts \\ [])



        
          
        

    

  


  

      

          @spec with_hybrid(WeaviateEx.Client.t(), collection_name(), String.t(), opts()) ::
  {:ok, [map()]} | {:error, WeaviateEx.Error.t()}


      


Aggregate with hybrid search constraint.
Combines vector similarity and keyword (BM25) search for aggregation.
Parameters
	client - WeaviateEx client
	collection_name - Name of the collection
	query - Search query string
	opts - Options including:	:alpha - Weight between vector (1.0) and keyword (0.0) search (default: 0.5)
	:fusion_type - Fusion strategy (:ranked or :relative_score)
	Plus standard aggregation options



Examples
{:ok, results} = Aggregate.with_hybrid(client, "Article",
  "machine learning",
  alpha: 0.7,
  metrics: [:count]
)

{:ok, results} = Aggregate.with_hybrid(client, "Article",
  "popular topics",
  alpha: 0.5,
  fusion_type: :ranked,
  properties: [
    {:views, [:mean, :sum]}
  ]
)
Returns
	{:ok, [map()]} - List of aggregation results
	{:error, Error.t()} - Error if aggregation fails


  



    

  
    
      
    
    
      with_near_image(client, collection_name, image_data, opts \\ [])



        
          
        

    

  


  

      

          @spec with_near_image(WeaviateEx.Client.t(), collection_name(), String.t(), opts()) ::
  {:ok, [map()]} | {:error, WeaviateEx.Error.t()}


      


Aggregate with near_image similarity constraint.
Aggregates objects that are semantically similar to a given image.
The image can be provided as a base64-encoded string or a URL.
Requires a multi2vec-clip or similar image-capable vectorizer.
Parameters
	client - WeaviateEx client
	collection_name - Name of the collection
	image_data - Base64-encoded image string or image URL
	opts - Options including:	:certainty - Minimum certainty threshold
	:distance - Maximum distance threshold
	:target_vectors - Target named vectors for multi-vector collections
	Plus standard aggregation options



Examples
# With base64 image
{:ok, results} = Aggregate.with_near_image(client, "Products",
  base64_image_string,
  metrics: [:count]
)

# With certainty threshold
{:ok, results} = Aggregate.with_near_image(client, "Products",
  image_data,
  certainty: 0.7,
  metrics: [:count]
)

# Target specific named vector
{:ok, results} = Aggregate.with_near_image(client, "Products",
  image_data,
  target_vectors: ["image_vector"],
  properties: [{:price, [:mean, :sum]}]
)
Returns
	{:ok, [map()]} - List of aggregation results
	{:error, Error.t()} - Error if aggregation fails


  



    

  
    
      
    
    
      with_near_object(client, collection_name, object_id, opts \\ [])



        
          
        

    

  


  

      

          @spec with_near_object(WeaviateEx.Client.t(), collection_name(), String.t(), opts()) ::
  {:ok, [map()]} | {:error, WeaviateEx.Error.t()}


      


Aggregate with near_object similarity constraint.
Aggregates objects that are semantically similar to a given object.
Parameters
	client - WeaviateEx client
	collection_name - Name of the collection
	object_id - UUID of the reference object
	opts - Options (same as over_all/3 plus :certainty, :distance)

Examples
{:ok, results} = Aggregate.with_near_object(client, "Article",
  "550e8400-e29b-41d4-a716-446655440000",
  metrics: [:count],
  distance: 0.3
)
Returns
	{:ok, [map()]} - List of aggregation results
	{:error, Error.t()} - Error if aggregation fails


  



    

  
    
      
    
    
      with_near_text(client, collection_name, concepts, opts \\ [])



        
          
        

    

  


  

      

          @spec with_near_text(WeaviateEx.Client.t(), collection_name(), String.t(), opts()) ::
  {:ok, [map()]} | {:error, WeaviateEx.Error.t()}


      


Aggregate with semantic text search context.
Parameters
	client - WeaviateEx client
	collection_name - Name of the collection
	concepts - Search concepts/query
	opts - Options (same as over_all/3 plus :certainty, :distance)

Examples
{:ok, results} = Aggregate.with_near_text(client, "Article",
  "artificial intelligence",
  metrics: [:count]
)

{:ok, results} = Aggregate.with_near_text(client, "Article",
  "popular topics",
  certainty: 0.7,
  properties: [
    {:views, [:mean, :sum]}
  ]
)
Returns
	{:ok, [map()]} - List of aggregation results
	{:error, Error.t()} - Error if aggregation fails


  



    

  
    
      
    
    
      with_near_vector(client, collection_name, vector, opts \\ [])



        
          
        

    

  


  

      

          @spec with_near_vector(WeaviateEx.Client.t(), collection_name(), [float()], opts()) ::
  {:ok, [map()]} | {:error, WeaviateEx.Error.t()}


      


Aggregate with vector similarity search.
Parameters
	client - WeaviateEx client
	collection_name - Name of the collection
	vector - Search vector
	opts - Options (same as over_all/3 plus :certainty, :distance)

Examples
{:ok, results} = Aggregate.with_near_vector(client, "Article", vector,
  metrics: [:count]
)
Returns
	{:ok, [map()]} - List of aggregation results
	{:error, Error.t()} - Error if aggregation fails


  



    

  
    
      
    
    
      with_where(client, collection_name, filter, opts \\ [])



        
          
        

    

  


  

      

          @spec with_where(WeaviateEx.Client.t(), collection_name(), map(), opts()) ::
  {:ok, [map()]} | {:error, WeaviateEx.Error.t()}


      


Aggregate with filter conditions.
Parameters
	client - WeaviateEx client
	collection_name - Name of the collection
	filter - Filter map (GraphQL where clause format)
	opts - Options (same as over_all/3)

Examples
filter = %{
  path: ["status"],
  operator: "Equal",
  valueText: "published"
}

{:ok, results} = Aggregate.with_where(client, "Article", filter,
  metrics: [:count]
)
Returns
	{:ok, [map()]} - List of aggregation results
	{:error, Error.t()} - Error if aggregation fails
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Collection aliases API for Weaviate.
Aliases allow you to create alternative names for collections, enabling
zero-downtime collection updates and blue-green deployments.
Requires Weaviate v1.32.0 or later.
Use Cases
	Zero-downtime updates: Create a new collection, populate it, then
update the alias to point to the new collection
	Blue-green deployments: Switch between "blue" and "green" collections
instantly
	Semantic naming: Use descriptive alias names while keeping collection
names versioned

Examples
# Create an alias
{:ok, _} = Aliases.create(client, "articles", "Article_v1")

# List all aliases
{:ok, aliases} = Aliases.list(client)

# Update alias to point to new collection
{:ok, _} = Aliases.update(client, "articles", "Article_v2")

# Check if alias exists
{:ok, true} = Aliases.exists?(client, "articles")

# Get alias details
{:ok, alias_info} = Aliases.get(client, "articles")
# => %Alias{alias: "articles", collection: "Article_v2"}

# Delete alias (collection remains)
{:ok, true} = Aliases.delete(client, "articles")

      


      
        Summary


  
    Functions
  


    
      
        create(client, alias_name, target_collection, opts \\ [])

      


        Create a new alias for a collection.



    


    
      
        delete(client, alias_name, opts \\ [])

      


        Delete an alias.



    


    
      
        exists?(client, alias_name, opts \\ [])

      


        Check if an alias exists.



    


    
      
        get(client, alias_name, opts \\ [])

      


        Get an alias by name.



    


    
      
        list(client, opts \\ [])

      


        List all aliases.



    


    
      
        minimum_version()

      


        Get the minimum Weaviate version required for aliases.



    


    
      
        update(client, alias_name, new_target_collection, opts \\ [])

      


        Update an alias to point to a different collection.



    





      


      
        Functions


        


    

  
    
      
    
    
      create(client, alias_name, target_collection, opts \\ [])



        
          
        

    

  


  

      

          @spec create(WeaviateEx.Client.t(), String.t(), String.t(), keyword()) ::
  {:ok, map()} | {:error, term()}


      


Create a new alias for a collection.
Parameters
	client - WeaviateEx client
	alias_name - Name for the alias
	target_collection - Name of the collection to alias

Examples
{:ok, _} = Aliases.create(client, "articles", "Article")

# With options
{:ok, _} = Aliases.create(client, "articles", "Article", timeout: 30_000)

  



    

  
    
      
    
    
      delete(client, alias_name, opts \\ [])



        
          
        

    

  


  

      

          @spec delete(WeaviateEx.Client.t(), String.t(), keyword()) ::
  {:ok, boolean()} | {:error, term()}


      


Delete an alias.
The underlying collection is not affected.
Parameters
	client - WeaviateEx client
	alias_name - Name of the alias to delete

Returns
	{:ok, true} - Alias was deleted
	{:ok, false} - Alias did not exist

Examples
{:ok, true} = Aliases.delete(client, "articles")

  



    

  
    
      
    
    
      exists?(client, alias_name, opts \\ [])



        
          
        

    

  


  

      

          @spec exists?(WeaviateEx.Client.t(), String.t(), keyword()) ::
  {:ok, boolean()} | {:error, term()}


      


Check if an alias exists.
Parameters
	client - WeaviateEx client
	alias_name - Name of the alias to check

Returns
	{:ok, true} - Alias exists
	{:ok, false} - Alias does not exist

Examples
{:ok, true} = Aliases.exists?(client, "articles")

  



    

  
    
      
    
    
      get(client, alias_name, opts \\ [])



        
          
        

    

  


  

      

          @spec get(WeaviateEx.Client.t(), String.t(), keyword()) ::
  {:ok, WeaviateEx.API.Aliases.Alias.t() | nil} | {:error, term()}


      


Get an alias by name.
Parameters
	client - WeaviateEx client
	alias_name - Name of the alias to get

Returns
	{:ok, %Alias{}} - Alias found
	{:ok, nil} - Alias not found

Examples
{:ok, alias_info} = Aliases.get(client, "articles")
# => %Alias{alias: "articles", collection: "Article"}

  



    

  
    
      
    
    
      list(client, opts \\ [])



        
          
        

    

  


  

      

          @spec list(
  WeaviateEx.Client.t(),
  keyword()
) :: {:ok, [WeaviateEx.API.Aliases.Alias.t()]} | {:error, term()}


      


List all aliases.
Parameters
	client - WeaviateEx client
	opts - Options	:collection - Filter by collection name



Returns
	{:ok, [%Alias{}]} - List of aliases

Examples
# List all aliases
{:ok, aliases} = Aliases.list(client)

# List aliases for a specific collection
{:ok, aliases} = Aliases.list(client, collection: "Article")

  



  
    
      
    
    
      minimum_version()



        
          
        

    

  


  

      

          @spec minimum_version() :: String.t()


      


Get the minimum Weaviate version required for aliases.
Examples
Aliases.minimum_version()
# => "1.32.0"

  



    

  
    
      
    
    
      update(client, alias_name, new_target_collection, opts \\ [])



        
          
        

    

  


  

      

          @spec update(WeaviateEx.Client.t(), String.t(), String.t(), keyword()) ::
  {:ok, boolean()} | {:error, term()}


      


Update an alias to point to a different collection.
Parameters
	client - WeaviateEx client
	alias_name - Name of the alias to update
	new_target_collection - Name of the new target collection

Returns
	{:ok, true} - Alias was updated
	{:ok, false} - Alias did not exist

Examples
{:ok, true} = Aliases.update(client, "articles", "Article_v2")
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WeaviateEx.API.Aliases.Alias 
    



      
Represents a collection alias.
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    Functions
  


    
      
        from_api(map)

      


        Create an Alias struct from API response.
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      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.API.Aliases.Alias{alias: String.t(), collection: String.t()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_api(map)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Create an Alias struct from API response.
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Backup and restore operations for Weaviate.
Provides complete backup management:
	Create backups to filesystem, S3, GCS, or Azure
	Restore backups from any supported backend
	Check backup/restore status
	List and cancel backups
	Wait for operations to complete

Creating a Backup
# Simple backup to filesystem
{:ok, status} = Backup.create(client, "my-backup", :filesystem)

# Backup specific collections to S3
{:ok, status} = Backup.create(client, "my-backup", :s3,
  include_collections: ["Article", "Author"],
  wait_for_completion: true
)

# Backup with configuration
{:ok, status} = Backup.create(client, "my-backup", :filesystem,
  config: Config.create(cpu_percentage: 50, compression: :best_compression)
)
Restoring a Backup
# Simple restore
{:ok, status} = Backup.restore(client, "my-backup", :filesystem)

# Restore with wait
{:ok, status} = Backup.restore(client, "my-backup", :s3,
  wait_for_completion: true
)
Checking Status
{:ok, status} = Backup.get_create_status(client, "my-backup", :filesystem)
{:ok, status} = Backup.get_restore_status(client, "my-backup", :s3)
Listing and Canceling
{:ok, backups} = Backup.list(client, :filesystem)
:ok = Backup.cancel(client, "my-backup", :filesystem)
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    Functions
  


    
      
        build_create_body(backup_id, opts)

      


        Build request body for create operation.



    


    
      
        build_restore_body(opts)

      


        Build request body for restore operation.



    


    
      
        cancel(client, backup_id, backend, opts \\ [])

      


        Cancel an in-progress backup.



    


    
      
        create(client, backup_id, backend, opts \\ [])

      


        Create a new backup.



    


    
      
        get_create_status(client, backup_id, backend)

      


        Get the status of a backup creation.



    


    
      
        get_restore_status(client, backup_id, backend)

      


        Get the status of a backup restoration.



    


    
      
        list(client, backend, opts \\ [])

      


        List all backups for a storage backend.



    


    
      
        restore(client, backup_id, backend, opts \\ [])

      


        Restore a backup.



    


    
      
        wait_for_completion(client, backup_id, backend, operation, opts \\ [])

      


        Wait for a backup operation to complete.



    





      


      
        Functions


        


  
    
      
    
    
      build_create_body(backup_id, opts)



        
          
        

    

  


  

      

          @spec build_create_body(
  String.t(),
  keyword()
) :: map()


      


Build request body for create operation.
Examples
body = Backup.build_create_body("backup-123", include_collections: ["Article"])

  



  
    
      
    
    
      build_restore_body(opts)



        
          
        

    

  


  

      

          @spec build_restore_body(keyword()) :: map()


      


Build request body for restore operation.
Examples
body = Backup.build_restore_body(include_collections: ["Article"])
body = Backup.build_restore_body(roles_restore: :all, users_restore: :none)

  



    

  
    
      
    
    
      cancel(client, backup_id, backend, opts \\ [])



        
          
        

    

  


  

      

          @spec cancel(
  WeaviateEx.Client.t(),
  String.t(),
  WeaviateEx.Backup.Storage.t(),
  keyword()
) ::
  :ok | {:error, WeaviateEx.Error.t()}


      


Cancel an in-progress backup.
Options
	:location - Dynamic backup location configuration (Location struct)

Examples
:ok = Backup.cancel(client, "my-backup", :filesystem)

# Cancel with dynamic location
:ok = Backup.cancel(client, "my-backup", :s3,
  location: Location.s3("my-bucket", "/backups", region: "us-west-2"))

  



    

  
    
      
    
    
      create(client, backup_id, backend, opts \\ [])



        
          
        

    

  


  

      

          @spec create(
  WeaviateEx.Client.t(),
  String.t(),
  WeaviateEx.Backup.Storage.t() | WeaviateEx.Backup.Location.t(),
  keyword()
) ::
  {:ok, WeaviateEx.Backup.Status.CreateResponse.t()}
  | {:error, WeaviateEx.Error.t()}


      


Create a new backup.
The backend can be either an atom (:filesystem, :s3, :gcs, :azure) or
a WeaviateEx.Backup.Location struct for dynamic configuration.
Options
	:include_collections - List of collections to include (default: all)
	:exclude_collections - List of collections to exclude
	:wait_for_completion - Wait for backup to complete (default: false)
	:config - Backup configuration (see WeaviateEx.Backup.Config)
	:poll_interval - Status poll interval in ms (default: 1000)
	:timeout - Maximum wait time in ms (default: 300000)

Examples
{:ok, status} = Backup.create(client, "daily-backup", :filesystem)

# Using dynamic location
{:ok, status} = Backup.create(client, "daily-backup",
  Location.s3("my-bucket", "/backups", region: "us-west-2"),
  wait_for_completion: true
)

{:ok, status} = Backup.create(client, "daily-backup", :s3,
  include_collections: ["Article"],
  wait_for_completion: true,
  config: Config.create(compression: :best_speed)
)

  



  
    
      
    
    
      get_create_status(client, backup_id, backend)



        
          
        

    

  


  

      

          @spec get_create_status(
  WeaviateEx.Client.t(),
  String.t(),
  WeaviateEx.Backup.Storage.t()
) ::
  {:ok, WeaviateEx.Backup.Status.CreateResponse.t()}
  | {:error, WeaviateEx.Error.t()}


      


Get the status of a backup creation.
Examples
{:ok, status} = Backup.get_create_status(client, "my-backup", :filesystem)
if Status.completed?(status.status) do
  IO.puts("Backup complete!")
end

  



  
    
      
    
    
      get_restore_status(client, backup_id, backend)



        
          
        

    

  


  

      

          @spec get_restore_status(
  WeaviateEx.Client.t(),
  String.t(),
  WeaviateEx.Backup.Storage.t()
) ::
  {:ok, WeaviateEx.Backup.Status.RestoreResponse.t()}
  | {:error, WeaviateEx.Error.t()}


      


Get the status of a backup restoration.
Examples
{:ok, status} = Backup.get_restore_status(client, "my-backup", :filesystem)

  



    

  
    
      
    
    
      list(client, backend, opts \\ [])



        
          
        

    

  


  

      

          @spec list(WeaviateEx.Client.t(), WeaviateEx.Backup.Storage.t(), keyword()) ::
  {:ok, [WeaviateEx.Backup.Status.BackupInfo.t()]}
  | {:error, WeaviateEx.Error.t()}


      


List all backups for a storage backend.
Options
	:sort_by_starting_time_asc - Sort backups by start time ascending (default: false)

Examples
{:ok, backups} = Backup.list(client, :filesystem)
Enum.each(backups, fn backup ->
  IO.puts("#{backup.id}: #{backup.status}")
end)

# Sort by start time ascending
{:ok, backups} = Backup.list(client, :s3, sort_by_starting_time_asc: true)

  



    

  
    
      
    
    
      restore(client, backup_id, backend, opts \\ [])



        
          
        

    

  


  

      

          @spec restore(
  WeaviateEx.Client.t(),
  String.t(),
  WeaviateEx.Backup.Storage.t() | WeaviateEx.Backup.Location.t(),
  keyword()
) ::
  {:ok, WeaviateEx.Backup.Status.RestoreResponse.t()}
  | {:error, WeaviateEx.Error.t()}


      


Restore a backup.
The backend can be either an atom (:filesystem, :s3, :gcs, :azure) or
a WeaviateEx.Backup.Location struct for dynamic configuration.
Options
	:include_collections - List of collections to restore (default: all)
	:exclude_collections - List of collections to exclude
	:wait_for_completion - Wait for restore to complete (default: false)
	:config - Restore configuration (see WeaviateEx.Backup.Config)
	:poll_interval - Status poll interval in ms (default: 1000)
	:timeout - Maximum wait time in ms (default: 300000)
	:roles_restore - RBAC roles restore option: :all, :none, or list of role names
	:users_restore - RBAC users restore option: :all, :none, or list of user IDs
	:overwrite_alias - Whether to overwrite existing aliases (default: false)

Examples
{:ok, status} = Backup.restore(client, "daily-backup", :filesystem)

# Using dynamic location
{:ok, status} = Backup.restore(client, "daily-backup",
  Location.s3("my-bucket", "/backups", region: "eu-west-1"))

{:ok, status} = Backup.restore(client, "daily-backup", :s3,
  include_collections: ["Article"],
  wait_for_completion: true
)

# With RBAC options
{:ok, status} = Backup.restore(client, "daily-backup", :filesystem,
  roles_restore: :all,
  users_restore: ["admin@example.com"],
  overwrite_alias: true
)

  



    

  
    
      
    
    
      wait_for_completion(client, backup_id, backend, operation, opts \\ [])



        
          
        

    

  


  

      

          @spec wait_for_completion(
  WeaviateEx.Client.t(),
  String.t(),
  WeaviateEx.Backup.Storage.t(),
  :create | :restore,
  keyword()
) ::
  {:ok,
   WeaviateEx.Backup.Status.CreateResponse.t()
   | WeaviateEx.Backup.Status.RestoreResponse.t()}
  | {:error, WeaviateEx.Error.t()}


      


Wait for a backup operation to complete.
Polls the status endpoint until the operation completes or times out.
Options
	:poll_interval - How often to check status (default: 1000ms)
	:timeout - Maximum wait time (default: 300000ms)

Examples
{:ok, status} = Backup.wait_for_completion(client, "my-backup", :filesystem, :create)
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WeaviateEx.API.Batch 
    



      
Batch API for Weaviate with gRPC support.
This module powers the public WeaviateEx.Batch wrapper while providing
structured summaries for batch create/delete operations.
When used with a client that has an active gRPC connection, operations
use gRPC for optimal performance. Falls back to HTTP otherwise.
Wait for Vector Indexing
After batch operations, vectors are indexed asynchronously. Use
wait_for_vector_indexing/3 to ensure all vectors are queryable:
{:ok, _} = Batch.create_objects(client, objects)
:ok = Batch.wait_for_vector_indexing(client, "Article")
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        t()

      


    





  
    Functions
  


    
      
        create_objects(client, objects, opts \\ [])

      


        Create objects in batch.



    


    
      
        delete_objects(client, criteria, opts \\ [])

      


        Delete objects in batch using match criteria.



    


    
      
        wait_for_vector_indexing(client, collection, opts \\ [])

      


        Wait for all vectors to be indexed after batch operations.
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          @type delete_payload() :: map()
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          @type objects_payload() :: [map()]
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          @type opts() :: keyword()


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: WeaviateEx.API.Batch.Result.t()


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      create_objects(client, objects, opts \\ [])



        
          
        

    

  


  

      

          @spec create_objects(WeaviateEx.Client.t(), objects_payload(), opts()) ::
  {:ok, map() | WeaviateEx.API.Batch.Result.t()}
  | {:error, WeaviateEx.Error.t()}


      


Create objects in batch.
Uses gRPC when available for optimal performance, falls back to HTTP otherwise.
Pass summary: true to receive a %WeaviateEx.API.Batch.Result{} summary instead of the raw payload.

  



    

  
    
      
    
    
      delete_objects(client, criteria, opts \\ [])



        
          
        

    

  


  

      

          @spec delete_objects(WeaviateEx.Client.t(), delete_payload(), opts()) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      


Delete objects in batch using match criteria.
Uses gRPC when available for optimal performance, falls back to HTTP otherwise.

  



    

  
    
      
    
    
      wait_for_vector_indexing(client, collection, opts \\ [])



        
          
        

    

  


  

      

          @spec wait_for_vector_indexing(WeaviateEx.Client.t(), String.t(), keyword()) ::
  :ok | {:error, term()}


      


Wait for all vectors to be indexed after batch operations.
After batch inserts, vectors are indexed asynchronously. This function
polls shard status until all vectors are indexed and queryable.
Options
	:timeout - Maximum wait time in milliseconds (default: 60_000)
	:poll_interval - Milliseconds between status checks (default: 250)
	:how_many_failures - Number of consecutive failures before giving up (default: 5)
	:tenant - Filter to specific tenant (optional)

Examples
# Wait for all shards in a collection
:ok = Batch.wait_for_vector_indexing(client, "Article")

# Wait with custom timeout
:ok = Batch.wait_for_vector_indexing(client, "Article", timeout: 120_000)

# Wait for specific tenant
:ok = Batch.wait_for_vector_indexing(client, "Article", tenant: "tenant-a")
Returns
	:ok - All vectors indexed
	{:error, :timeout} - Timed out waiting for indexing
	{:error, {:max_failures_exceeded, last_error}} - Too many consecutive failures


  


        

      


  

  
    
    WeaviateEx.API.Batch.Result - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.API.Batch.Result 
    



      
Structured summary for batch operations.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        Summary returned when summary: true is passed to batch operations.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.API.Batch.Result{
  errors: list(),
  statistics: %{
    processed: non_neg_integer(),
    successful: non_neg_integer(),
    failed: non_neg_integer()
  },
  successful: list()
}


      


Summary returned when summary: true is passed to batch operations.
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Collection (schema) management API.
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    Functions
  


    
      
        add_property(client, collection_name, property)

      


        Add property to collection



    


    
      
        create(client, config, opts \\ [])

      


        Create a new collection.



    


    
      
        delete(client, collection_name)

      


        Delete a collection



    


    
      
        delete_all(client)

      


        Delete all collections.



    


    
      
        exists?(client, collection_name)

      


        Check if collection exists



    


    
      
        get(client, collection_name)

      


        Get a specific collection configuration.



    


    
      
        get_shards(client, collection_name, opts \\ [])

      


        Retrieve shard information for a collection.



    


    
      
        list(client)

      


        List all collections.



    


    
      
        set_multi_tenancy(client, collection_name, enabled, opts \\ [])

      


        Enable or disable multi-tenancy for a collection.



    


    
      
        update(client, collection_name, updates, opts \\ [])

      


        Update a collection
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      opts()



        
          
        

    

  


  

      

          @type opts() :: keyword()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add_property(client, collection_name, property)



        
          
        

    

  


  

      

          @spec add_property(WeaviateEx.Client.t(), String.t(), map()) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      


Add property to collection

  



    

  
    
      
    
    
      create(client, config, opts \\ [])



        
          
        

    

  


  

      

          @spec create(WeaviateEx.Client.t(), map(), opts()) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      


Create a new collection.
Examples
config = %{
  "class" => "Article",
  "vectorizer" => "text2vec-openai",
  "properties" => [
    %{"name" => "title", "dataType" => ["text"]}
  ]
}
{:ok, created} = WeaviateEx.API.Collections.create(client, config)
Returns
	{:ok, map()} - Created collection config
	{:error, Error.t()} - Error if validation fails or exists


  



  
    
      
    
    
      delete(client, collection_name)



        
          
        

    

  


  

      

          @spec delete(WeaviateEx.Client.t(), String.t()) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      


Delete a collection

  



  
    
      
    
    
      delete_all(client)



        
          
        

    

  


  

      

          @spec delete_all(WeaviateEx.Client.t()) ::
  {:ok, keyword()} | {:error, WeaviateEx.Error.t()}


      


Delete all collections.
Examples
{:ok, result} = WeaviateEx.API.Collections.delete_all(client)
# => {:ok, deleted_count: 5}
Returns
	{:ok, keyword()} - Result with deleted_count and optionally failed_count and failures
	{:error, Error.t()} - Error if listing collections fails


  



  
    
      
    
    
      exists?(client, collection_name)



        
          
        

    

  


  

      

          @spec exists?(WeaviateEx.Client.t(), String.t()) :: {:ok, boolean()}


      


Check if collection exists

  



  
    
      
    
    
      get(client, collection_name)



        
          
        

    

  


  

      

          @spec get(WeaviateEx.Client.t(), String.t()) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      


Get a specific collection configuration.
Examples
{:ok, config} = WeaviateEx.API.Collections.get(client, "Article")
Returns
	{:ok, map()} - Collection configuration
	{:error, Error.t()} - Error if not found


  



    

  
    
      
    
    
      get_shards(client, collection_name, opts \\ [])



        
          
        

    

  


  

      

          @spec get_shards(WeaviateEx.Client.t(), String.t(), opts()) ::
  {:ok, list()} | {:error, WeaviateEx.Error.t()}


      


Retrieve shard information for a collection.
Supports tenant-aware inspection by passing tenant: "tenant-name" in options.

  



  
    
      
    
    
      list(client)



        
          
        

    

  


  

      

          @spec list(WeaviateEx.Client.t()) ::
  {:ok, [String.t()]} | {:error, WeaviateEx.Error.t()}


      


List all collections.
Examples
{:ok, collections} = WeaviateEx.API.Collections.list(client)
["Article", "Author"]
Returns
	{:ok, [String.t()]} - List of collection names
	{:error, Error.t()} - Error if request fails


  



    

  
    
      
    
    
      set_multi_tenancy(client, collection_name, enabled, opts \\ [])



        
          
        

    

  


  

      

          @spec set_multi_tenancy(WeaviateEx.Client.t(), String.t(), boolean(), opts()) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      


Enable or disable multi-tenancy for a collection.
Returns the updated multi-tenancy configuration from the server.

  



    

  
    
      
    
    
      update(client, collection_name, updates, opts \\ [])



        
          
        

    

  


  

      

          @spec update(WeaviateEx.Client.t(), String.t(), map(), opts()) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      


Update a collection
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Data operations API for CRUD operations on objects.
This module provides a clean, protocol-based API for managing data objects
in Weaviate collections with support for:
	Custom UUIDs
	Vector embeddings
	Multi-tenancy
	Consistency levels
	Named vectors (future)

Examples
# Create an object
{:ok, object} = Data.insert(client, "Article", %{
  properties: %{"title" => "Hello", "content" => "World"}
})

# Create with custom UUID
{:ok, object} = Data.insert(client, "Article", %{
  id: "550e8400-e29b-41d4-a716-446655440000",
  properties: %{"title" => "Hello"}
})

# Create with vector
{:ok, object} = Data.insert(client, "Article", %{
  properties: %{"title" => "Hello"},
  vector: [0.1, 0.2, 0.3]
})

# Get object
{:ok, object} = Data.get_by_id(client, "Article", uuid)

# Update (full replacement)
{:ok, updated} = Data.update(client, "Article", uuid, %{
  properties: %{"title" => "Updated"}
})

# Patch (partial update)
{:ok, patched} = Data.patch(client, "Article", uuid, %{
  properties: %{"title" => "Patched"}
})

# Delete
{:ok, _} = Data.delete_by_id(client, "Article", uuid)

# Check existence
{:ok, true} = Data.exists?(client, "Article", uuid)

# Validate before insert
{:ok, result} = Data.validate(client, "Article", %{
  properties: %{"title" => "Test"}
})
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    Functions
  


    
      
        delete_by_id(client, collection_name, id, opts \\ [])

      


        Delete an object by its UUID.



    


    
      
        exists?(client, collection_name, id, opts \\ [])

      


        Check if an object exists.



    


    
      
        fetch_objects_by_ids(client, collection_name, ids, opts \\ [])

      


        Fetch multiple objects by their UUIDs.



    


    
      
        get_by_id(client, collection_name, id, opts \\ [])

      


        Get an object by its UUID.



    


    
      
        insert(client, collection_name, data, opts \\ [])

      


        Insert a new object into a collection.



    


    
      
        patch(client, collection_name, id, data, opts \\ [])

      


        Patch an object (partial update).



    


    
      
        replace(client, collection_name, id, data, opts \\ [])

      


        Replace an object entirely (full replacement using PUT).



    


    
      
        update(client, collection_name, id, data, opts \\ [])

      


        Update an object (full replacement).



    


    
      
        validate(client, collection_name, data, opts \\ [])

      


        Validate object data without creating it.
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          @type collection_name() :: String.t()
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          @type object_data() :: map()


      



  



  
    
      
    
    
      object_id()



        
          
        

    

  


  

      

          @type object_id() :: String.t()


      



  



  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @type opts() :: keyword()
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      delete_by_id(client, collection_name, id, opts \\ [])



        
          
        

    

  


  

      

          @spec delete_by_id(WeaviateEx.Client.t(), collection_name(), object_id(), opts()) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      


Delete an object by its UUID.
Parameters
	client - WeaviateEx client
	collection_name - Name of the collection
	id - Object UUID
	opts - Options (:tenant, :consistency_level)

Examples
Data.delete_by_id(client, "Article", uuid)

Data.delete_by_id(client, "Article", uuid, tenant: "TenantA")
Returns
	{:ok, map()} - Empty map on success
	{:error, Error.t()} - Error if deletion fails


  



    

  
    
      
    
    
      exists?(client, collection_name, id, opts \\ [])



        
          
        

    

  


  

      

          @spec exists?(WeaviateEx.Client.t(), collection_name(), object_id(), opts()) ::
  {:ok, boolean()}


      


Check if an object exists.
Parameters
	client - WeaviateEx client
	collection_name - Name of the collection
	id - Object UUID
	opts - Options (:tenant, :consistency_level)

Examples
Data.exists?(client, "Article", uuid)
# => {:ok, true}

Data.exists?(client, "Article", "non-existent")
# => {:ok, false}
Returns
	{:ok, boolean()} - True if exists, false otherwise


  



    

  
    
      
    
    
      fetch_objects_by_ids(client, collection_name, ids, opts \\ [])



        
          
        

    

  


  

      

          @spec fetch_objects_by_ids(
  WeaviateEx.Client.t(),
  collection_name(),
  [object_id()],
  opts()
) ::
  {:ok, [map()]} | {:error, WeaviateEx.Error.t()}


      


Fetch multiple objects by their UUIDs.
Uses a GraphQL query with ContainsAny filter for efficient batch retrieval.
Parameters
	client - WeaviateEx client
	collection_name - Name of the collection
	ids - List of object UUIDs to fetch
	opts - Options:	:return_properties - List of property names to return (default: all)
	:tenant - Tenant name for multi-tenant collections



Examples
ids = ["uuid-1", "uuid-2", "uuid-3"]
{:ok, objects} = Data.fetch_objects_by_ids(client, "Article", ids)

# With specific properties
{:ok, objects} = Data.fetch_objects_by_ids(client, "Article", ids,
  return_properties: ["title", "content"]
)

# With tenant
{:ok, objects} = Data.fetch_objects_by_ids(client, "Article", ids,
  tenant: "tenant-a"
)
Returns
	{:ok, list()} - List of matching objects
	{:error, Error.t()} - Error if query fails


  



    

  
    
      
    
    
      get_by_id(client, collection_name, id, opts \\ [])



        
          
        

    

  


  

      

          @spec get_by_id(WeaviateEx.Client.t(), collection_name(), object_id(), opts()) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      


Get an object by its UUID.
Parameters
	client - WeaviateEx client
	collection_name - Name of the collection
	id - Object UUID
	opts - Options (:tenant, :consistency_level, :include)

Examples
Data.get_by_id(client, "Article", "550e8400-e29b-41d4-a716-446655440000")

Data.get_by_id(client, "Article", uuid,
  tenant: "TenantA",
  include: "vector"
)
Returns
	{:ok, object} - Retrieved object
	{:error, Error.t()} - Error if not found


  



    

  
    
      
    
    
      insert(client, collection_name, data, opts \\ [])



        
          
        

    

  


  

      

          @spec insert(WeaviateEx.Client.t(), collection_name(), object_data(), opts()) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      


Insert a new object into a collection.
Parameters
	client - WeaviateEx client
	collection_name - Name of the collection
	data - Object data map with :properties and optionally :id, :vector
	opts - Options (:tenant, :consistency_level)

Examples
Data.insert(client, "Article", %{
  properties: %{"title" => "Hello"}
})

Data.insert(client, "Article", %{
  id: "550e8400-e29b-41d4-a716-446655440000",
  properties: %{"title" => "Hello"},
  vector: [0.1, 0.2, 0.3]
}, tenant: "TenantA")
Returns
	{:ok, object} - Created object with UUID
	{:error, Error.t()} - Error if creation fails


  



    

  
    
      
    
    
      patch(client, collection_name, id, data, opts \\ [])



        
          
        

    

  


  

      

          @spec patch(
  WeaviateEx.Client.t(),
  collection_name(),
  object_id(),
  object_data(),
  opts()
) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      


Patch an object (partial update).
This merges changes with existing data.
Parameters
	client - WeaviateEx client
	collection_name - Name of the collection
	id - Object UUID
	data - Partial object data
	opts - Options (:tenant, :consistency_level)

Examples
Data.patch(client, "Article", uuid, %{
  properties: %{"title" => "Updated Title"}
})
Returns
	{:ok, object} - Updated object (retrieved after patch)
	{:error, Error.t()} - Error if patch fails


  



    

  
    
      
    
    
      replace(client, collection_name, id, data, opts \\ [])



        
          
        

    

  


  

      

          @spec replace(
  WeaviateEx.Client.t(),
  collection_name(),
  object_id(),
  object_data(),
  opts()
) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      


Replace an object entirely (full replacement using PUT).
This is a semantic alias for update/5 that makes the intent clearer.
Use this when you want to replace the entire object with new data.
All existing properties will be replaced with the new data.
Properties not included in the new data will be removed.
Parameters
	client - WeaviateEx client
	collection_name - Name of the collection
	id - Object UUID
	data - Complete object data to replace with
	opts - Options (:tenant, :consistency_level, :keep_vector)

Examples
Data.replace(client, "Article", uuid, %{
  properties: %{"title" => "New Title", "content" => "New Content"}
})

# Replace but keep existing vector
Data.replace(client, "Article", uuid, %{
  properties: %{"title" => "New Title"}
}, keep_vector: true)
Returns
	{:ok, object} - Replaced object
	{:error, Error.t()} - Error if replace fails


  



    

  
    
      
    
    
      update(client, collection_name, id, data, opts \\ [])



        
          
        

    

  


  

      

          @spec update(
  WeaviateEx.Client.t(),
  collection_name(),
  object_id(),
  object_data(),
  opts()
) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      


Update an object (full replacement).
This replaces the entire object with new data.
Parameters
	client - WeaviateEx client
	collection_name - Name of the collection
	id - Object UUID
	data - New object data
	opts - Options (:tenant, :consistency_level)

Examples
Data.update(client, "Article", uuid, %{
  properties: %{"title" => "New Title", "content" => "New Content"}
})
Returns
	{:ok, object} - Updated object
	{:error, Error.t()} - Error if update fails


  



    

  
    
      
    
    
      validate(client, collection_name, data, opts \\ [])



        
          
        

    

  


  

      

          @spec validate(WeaviateEx.Client.t(), collection_name(), object_data(), opts()) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      


Validate object data without creating it.
Useful for checking if object data is valid before insertion.
Parameters
	client - WeaviateEx client
	collection_name - Name of the collection
	data - Object data to validate
	opts - Options

Examples
Data.validate(client, "Article", %{
  properties: %{"title" => "Test"}
})
Returns
	{:ok, result} - Validation result
	{:error, Error.t()} - Validation error
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Configuration builders for Weaviate generative search (RAG) providers.
This module provides helper functions to configure generative AI modules
for collection schema definitions. These configurations enable RAG
(Retrieval Augmented Generation) capabilities on collections.
Supported Providers
	OpenAI - GPT-4, GPT-3.5, O1/O3 models
	Azure OpenAI - Azure-hosted OpenAI models
	Anthropic - Claude 3.5 Sonnet, Claude 3 Opus/Haiku
	Cohere - Command R/R+ models
	Mistral - Mistral Large, Medium models
	Google - Gemini Pro, PaLM models
	AWS - Bedrock/SageMaker hosted models
	Ollama - Self-hosted models
	Databricks - Foundation Model APIs
	NVIDIA - NIM models
	FriendliAI - Serverless inference
	XAI - Grok models
	Anyscale - Endpoints
	ContextualAI - Grounded generation

Examples
# Configure OpenAI for a collection
config = GenerativeConfig.openai(model: "gpt-4")
Collections.create("Article", %{
  properties: [...],
  generative_config: config
})

# Configure Anthropic with options
config = GenerativeConfig.anthropic(
  model: "claude-3-5-sonnet-latest",
  temperature: 0.7,
  max_tokens: 4096
)

# Configure Ollama for local inference
config = GenerativeConfig.ollama(
  model: "llama3",
  api_endpoint: "http://localhost:11434"
)
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        anthropic(opts \\ [])

      


        Create Anthropic generative configuration.



    


    
      
        anyscale(opts \\ [])

      


        Create Anyscale generative configuration.



    


    
      
        aws(opts \\ [])

      


        Create AWS (Bedrock/SageMaker) generative configuration.



    


    
      
        azure_openai(opts \\ [])

      


        Create Azure OpenAI generative configuration.



    


    
      
        cohere(opts \\ [])

      


        Create Cohere generative configuration.



    


    
      
        contextualai(opts \\ [])

      


        Create ContextualAI generative configuration.



    


    
      
        custom(name, opts)

      


        Create a configuration for a custom/unlisted generative provider.



    


    
      
        databricks(opts \\ [])

      


        Create Databricks generative configuration.



    


    
      
        friendliai(opts \\ [])

      


        Create FriendliAI generative configuration.



    


    
      
        google(opts \\ [])

      


        Create Google (Gemini/PaLM) generative configuration.



    


    
      
        mistral(opts \\ [])

      


        Create Mistral generative configuration.



    


    
      
        nvidia(opts \\ [])

      


        Create NVIDIA NIM generative configuration.



    


    
      
        ollama(opts \\ [])

      


        Create Ollama generative configuration.



    


    
      
        openai(opts \\ [])

      


        Create OpenAI generative configuration.



    


    
      
        provider_module(provider)

      


        Get the Weaviate module name for a provider.



    


    
      
        providers()

      


        List all supported generative providers.



    


    
      
        xai(opts \\ [])

      


        Create XAI (Grok) generative configuration.
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          @type config() :: %{required(String.t()) => map()}


      



  



  
    
      
    
    
      provider()



        
          
        

    

  


  

      

          @type provider() ::
  :openai
  | :anthropic
  | :cohere
  | :mistral
  | :google
  | :aws
  | :ollama
  | :databricks
  | :nvidia
  | :friendliai
  | :xai
  | :anyscale
  | :contextualai


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      anthropic(opts \\ [])



        
          
        

    

  


  

      

          @spec anthropic(keyword()) :: config()


      


Create Anthropic generative configuration.
Options
	:model - Model name (e.g., "claude-3-5-sonnet-latest")
	:temperature - Sampling temperature
	:max_tokens - Maximum tokens to generate
	:top_k - Top-k sampling parameter
	:top_p - Top-p (nucleus) sampling parameter

Examples
GenerativeConfig.anthropic(model: "claude-3-5-sonnet-latest")

GenerativeConfig.anthropic(
  model: "claude-3-opus-20240229",
  temperature: 0.7,
  max_tokens: 4096
)

  



    

  
    
      
    
    
      anyscale(opts \\ [])



        
          
        

    

  


  

      

          @spec anyscale(keyword()) :: config()


      


Create Anyscale generative configuration.
Options
	:model - Model name (e.g., "meta-llama/Llama-3-70b-chat-hf")
	:base_url - Custom API endpoint URL
	:temperature - Sampling temperature

Examples
GenerativeConfig.anyscale(model: "meta-llama/Llama-3-70b-chat-hf")

  



    

  
    
      
    
    
      aws(opts \\ [])



        
          
        

    

  


  

      

          @spec aws(keyword()) :: config()


      


Create AWS (Bedrock/SageMaker) generative configuration.
Options
	:model - Model ID (e.g., "anthropic.claude-v2")
	:region - AWS region
	:service - AWS service ("bedrock" or "sagemaker")
	:temperature - Sampling temperature
	:max_tokens - Maximum tokens to generate

Examples
GenerativeConfig.aws(
  model: "anthropic.claude-v2",
  region: "us-east-1"
)

GenerativeConfig.aws(
  model: "anthropic.claude-v2",
  region: "us-west-2",
  service: "bedrock"
)

  



    

  
    
      
    
    
      azure_openai(opts \\ [])



        
          
        

    

  


  

      

          @spec azure_openai(keyword()) :: config()


      


Create Azure OpenAI generative configuration.
Options
	:resource_name - Azure resource name (required)
	:deployment_id - Deployment ID (required)
	:temperature - Sampling temperature
	:max_tokens - Maximum tokens to generate

Examples
GenerativeConfig.azure_openai(
  resource_name: "my-resource",
  deployment_id: "gpt-4-deployment"
)

  



    

  
    
      
    
    
      cohere(opts \\ [])



        
          
        

    

  


  

      

          @spec cohere(keyword()) :: config()


      


Create Cohere generative configuration.
Options
	:model - Model name (e.g., "command-r-plus", "command-r")
	:temperature - Sampling temperature
	:max_tokens - Maximum tokens to generate
	:k - Top-k sampling parameter
	:p - Top-p (nucleus) sampling parameter

Examples
GenerativeConfig.cohere(model: "command-r-plus")

GenerativeConfig.cohere(
  model: "command-r",
  temperature: 0.8,
  k: 5
)

  



    

  
    
      
    
    
      contextualai(opts \\ [])



        
          
        

    

  


  

      

          @spec contextualai(keyword()) :: config()


      


Create ContextualAI generative configuration.
Options
	:model - Model name (optional)

Examples
GenerativeConfig.contextualai()

GenerativeConfig.contextualai(model: "grounded-generation")

  



  
    
      
    
    
      custom(name, opts)



        
          
        

    

  


  

      

          @spec custom(
  String.t(),
  keyword()
) :: config()


      


Create a configuration for a custom/unlisted generative provider.
Use this when connecting to a generative AI provider not natively
supported by Weaviate. All options are passed through with automatic
camelCase conversion.
Arguments
	name - Identifier for the custom provider (for your reference)
	opts - Provider configuration options

Common Options
	:api_endpoint - API endpoint URL (required for most providers)
	:model - Model identifier
	:api_key_header - Header name for API key authentication
	:base_url - Base URL for the API

Any additional options are passed through with snake_case to camelCase conversion.
Examples
# Custom LLM endpoint
GenerativeConfig.custom("my-llm",
  api_endpoint: "https://my-llm.example.com/v1/generate",
  model: "custom-model-v1"
)

# Local LLM
GenerativeConfig.custom("local-ollama",
  api_endpoint: "http://localhost:11434",
  model: "llama2"
)

# Enterprise LLM with custom auth header
GenerativeConfig.custom("enterprise-llm",
  api_endpoint: "https://llm.enterprise.com/api",
  model: "enterprise-gpt",
  api_key_header: "X-API-Key"
)

  



    

  
    
      
    
    
      databricks(opts \\ [])



        
          
        

    

  


  

      

          @spec databricks(keyword()) :: config()


      


Create Databricks generative configuration.
Options
	:endpoint - Databricks serving endpoint URL (required)
	:temperature - Sampling temperature
	:max_tokens - Maximum tokens to generate
	:top_k - Top-k sampling parameter
	:top_p - Top-p (nucleus) sampling parameter

Examples
GenerativeConfig.databricks(
  endpoint: "https://my-workspace.cloud.databricks.com"
)

  



    

  
    
      
    
    
      friendliai(opts \\ [])



        
          
        

    

  


  

      

          @spec friendliai(keyword()) :: config()


      


Create FriendliAI generative configuration.
Options
	:model - Model name
	:base_url - Custom API endpoint URL
	:temperature - Sampling temperature
	:max_tokens - Maximum tokens to generate

Examples
GenerativeConfig.friendliai(model: "mixtral-8x7b")

  



    

  
    
      
    
    
      google(opts \\ [])



        
          
        

    

  


  

      

          @spec google(keyword()) :: config()


      


Create Google (Gemini/PaLM) generative configuration.
Options
	:model - Model name (e.g., "gemini-pro", "gemini-1.5-pro")
	:temperature - Sampling temperature
	:max_tokens - Maximum tokens to generate
	:project_id - GCP project ID

Examples
GenerativeConfig.google(model: "gemini-1.5-pro")

GenerativeConfig.google(
  model: "gemini-pro",
  project_id: "my-gcp-project"
)

  



    

  
    
      
    
    
      mistral(opts \\ [])



        
          
        

    

  


  

      

          @spec mistral(keyword()) :: config()


      


Create Mistral generative configuration.
Options
	:model - Model name (e.g., "mistral-large-latest")
	:temperature - Sampling temperature
	:max_tokens - Maximum tokens to generate
	:base_url - Custom API endpoint URL

Examples
GenerativeConfig.mistral(model: "mistral-large-latest")

  



    

  
    
      
    
    
      nvidia(opts \\ [])



        
          
        

    

  


  

      

          @spec nvidia(keyword()) :: config()


      


Create NVIDIA NIM generative configuration.
Options
	:model - Model name (e.g., "meta/llama-3.1-405b-instruct")
	:base_url - Custom API endpoint URL
	:temperature - Sampling temperature
	:max_tokens - Maximum tokens to generate

Examples
GenerativeConfig.nvidia(model: "meta/llama-3.1-405b-instruct")

  



    

  
    
      
    
    
      ollama(opts \\ [])



        
          
        

    

  


  

      

          @spec ollama(keyword()) :: config()


      


Create Ollama generative configuration.
Options
	:model - Model name (e.g., "llama3", "mistral")
	:api_endpoint - Ollama API endpoint URL
	:temperature - Sampling temperature

Examples
GenerativeConfig.ollama(model: "llama3")

GenerativeConfig.ollama(
  model: "llama3:70b",
  api_endpoint: "http://localhost:11434"
)

  



    

  
    
      
    
    
      openai(opts \\ [])



        
          
        

    

  


  

      

          @spec openai(keyword()) :: config()


      


Create OpenAI generative configuration.
Options
	:model - Model name (e.g., "gpt-4", "gpt-3.5-turbo")
	:temperature - Sampling temperature (0.0-2.0)
	:max_tokens - Maximum tokens to generate
	:base_url - Custom API endpoint URL

Examples
GenerativeConfig.openai(model: "gpt-4")

GenerativeConfig.openai(
  model: "gpt-4-turbo",
  temperature: 0.7,
  max_tokens: 1000
)

  



  
    
      
    
    
      provider_module(provider)



        
          
        

    

  


  

      

          @spec provider_module(provider()) :: String.t()


      


Get the Weaviate module name for a provider.
Examples
GenerativeConfig.provider_module(:openai)
# => "generative-openai"

GenerativeConfig.provider_module(:google)
# => "generative-palm"

  



  
    
      
    
    
      providers()



        
          
        

    

  


  

      

          @spec providers() :: [provider()]


      


List all supported generative providers.
Examples
GenerativeConfig.providers()
# => [:openai, :anthropic, :cohere, ...]

  



    

  
    
      
    
    
      xai(opts \\ [])



        
          
        

    

  


  

      

          @spec xai(keyword()) :: config()


      


Create XAI (Grok) generative configuration.
Options
	:model - Model name (e.g., "grok-2")
	:temperature - Sampling temperature
	:max_tokens - Maximum tokens to generate
	:base_url - Custom API endpoint URL

Examples
GenerativeConfig.xai(model: "grok-2")
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WeaviateEx.API.Groups 
    



      
OIDC Group management operations.
This module provides API operations for managing OIDC group role assignments.
Groups are created and managed by the OIDC provider - Weaviate only tracks
which roles are assigned to known groups.
Examples
alias WeaviateEx.API.Groups

# Get known group names
{:ok, groups} = Groups.list_known(client)

# Get roles assigned to group
{:ok, roles} = Groups.get_assigned_roles(client, "engineering-team")

# Assign roles to group
:ok = Groups.assign_roles(client, "engineering-team", ["developer"])

# Revoke roles from group
:ok = Groups.revoke_roles(client, "engineering-team", ["admin"])
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        assign_roles(client, group_id, role_names, opts \\ [])

      


        Assign roles to a group.



    


    
      
        get_assigned_roles(client, group_id, opts \\ [])

      


        Get roles assigned to a group.



    


    
      
        list_known(client, opts \\ [])

      


        List known OIDC group names.



    


    
      
        revoke_roles(client, group_id, role_names, opts \\ [])

      


        Revoke roles from a group.
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          @type opts() :: keyword()
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      assign_roles(client, group_id, role_names, opts \\ [])



        
          
        

    

  


  

      

          @spec assign_roles(WeaviateEx.Client.t(), String.t(), [String.t()], opts()) ::
  :ok | {:error, WeaviateEx.Error.t()}


      


Assign roles to a group.
Examples
:ok = Groups.assign_roles(client, "engineering", ["developer", "viewer"])

  



    

  
    
      
    
    
      get_assigned_roles(client, group_id, opts \\ [])



        
          
        

    

  


  

      

          @spec get_assigned_roles(WeaviateEx.Client.t(), String.t(), opts()) ::
  {:ok, [String.t()]} | {:error, WeaviateEx.Error.t()}


      


Get roles assigned to a group.
Examples
{:ok, roles} = Groups.get_assigned_roles(client, "engineering")

  



    

  
    
      
    
    
      list_known(client, opts \\ [])



        
          
        

    

  


  

      

          @spec list_known(WeaviateEx.Client.t(), opts()) ::
  {:ok, [String.t()]} | {:error, WeaviateEx.Error.t()}


      


List known OIDC group names.
Returns names of groups that Weaviate knows about (groups that have
had roles assigned or whose members have authenticated).
Examples
{:ok, groups} = Groups.list_known(client)

  



    

  
    
      
    
    
      revoke_roles(client, group_id, role_names, opts \\ [])



        
          
        

    

  


  

      

          @spec revoke_roles(WeaviateEx.Client.t(), String.t(), [String.t()], opts()) ::
  :ok | {:error, WeaviateEx.Error.t()}


      


Revoke roles from a group.
Examples
:ok = Groups.revoke_roles(client, "engineering", ["admin"])
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WeaviateEx.API.InvertedIndexConfig 
    



      
Configuration builders for Weaviate inverted index settings.
This module provides helpers for configuring BM25 parameters, stopwords,
and other inverted index settings for collection schema definitions.
BM25 Parameters
BM25 (Best Match 25) is the ranking algorithm used for keyword search:
	b - Length normalization (0.0-1.0), default 0.75
	k1 - Term frequency saturation, default 1.2

Stopwords
Stopwords are common words filtered from indexing:
	:en preset includes English stopwords
	:none disables stopword filtering
	Custom additions and removals can be specified

Examples
# Basic BM25 configuration
bm25 = InvertedIndexConfig.bm25(b: 0.8, k1: 1.5)

# Stopwords with additions
stopwords = InvertedIndexConfig.stopwords(
  preset: :en,
  additions: ["foo", "bar"]
)

# Full configuration for collection creation
config = InvertedIndexConfig.build(
  bm25: [b: 0.8, k1: 1.5],
  stopwords: [preset: :en, additions: ["foo"]],
  cleanup_interval_seconds: 60,
  index_timestamps: true,
  index_property_length: true,
  index_null_state: false
)

Collections.create("Article", %{
  properties: [...],
  invertedIndexConfig: config
})
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        inverted_index_config()
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    Functions
  


    
      
        bm25(opts \\ [])

      


        Create BM25 ranking configuration.



    


    
      
        build(opts \\ [])

      


        Build a complete inverted index configuration from options.



    


    
      
        cleanup_interval_seconds(seconds)

      


        Create configuration for cleanup interval.



    


    
      
        index_null_state(enabled)

      


        Create configuration to enable/disable null state indexing.



    


    
      
        index_property_length(enabled)

      


        Create configuration to enable/disable property length indexing.



    


    
      
        index_timestamps(enabled)

      


        Create configuration to enable/disable timestamp indexing.



    


    
      
        merge(base, override)

      


        Merge two inverted index configurations.



    


    
      
        stopwords(opts \\ [])

      


        Create stopwords configuration.



    


    
      
        validate(config)

      


        Validate an inverted index configuration.
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          @type bm25_config() :: %{b: float(), k1: float()}


      



  



  
    
      
    
    
      inverted_index_config()



        
          
        

    

  


  

      

          @type inverted_index_config() :: %{
  optional(:bm25) => bm25_config(),
  optional(:stopwords) => stopwords_config(),
  optional(:cleanupIntervalSeconds) => non_neg_integer(),
  optional(:indexTimestamps) => boolean(),
  optional(:indexPropertyLength) => boolean(),
  optional(:indexNullState) => boolean()
}


      



  



  
    
      
    
    
      stopwords_config()



        
          
        

    

  


  

      

          @type stopwords_config() :: %{
  optional(:preset) => String.t(),
  optional(:additions) => [String.t()],
  optional(:removals) => [String.t()]
}


      



  



  
    
      
    
    
      stopwords_preset()



        
          
        

    

  


  

      

          @type stopwords_preset() :: :en | :none


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      bm25(opts \\ [])



        
          
        

    

  


  

      

          @spec bm25(keyword()) :: bm25_config()


      


Create BM25 ranking configuration.
Parameters
	:b - Length normalization parameter (0.0-1.0), default: 0.75	0.0 = no length normalization
	1.0 = full length normalization


	:k1 - Term frequency saturation parameter, default: 1.2	Higher values give more weight to term frequency



Examples
# Default configuration
InvertedIndexConfig.bm25()
# => %{b: 0.75, k1: 1.2}

# Custom configuration
InvertedIndexConfig.bm25(b: 0.5, k1: 2.0)
# => %{b: 0.5, k1: 2.0}

  



    

  
    
      
    
    
      build(opts \\ [])



        
          
        

    

  


  

      

          @spec build(keyword()) :: inverted_index_config()


      


Build a complete inverted index configuration from options.
Options
	:bm25 - BM25 configuration options (see bm25/1)
	:stopwords - Stopwords configuration options (see stopwords/1)
	:cleanup_interval_seconds - Cleanup interval in seconds
	:index_timestamps - Enable timestamp indexing
	:index_property_length - Enable property length indexing
	:index_null_state - Enable null state indexing

Examples
InvertedIndexConfig.build(
  bm25: [b: 0.8, k1: 1.5],
  stopwords: [preset: :en],
  cleanup_interval_seconds: 60,
  index_timestamps: true
)

  



  
    
      
    
    
      cleanup_interval_seconds(seconds)



        
          
        

    

  


  

      

          @spec cleanup_interval_seconds(non_neg_integer()) :: map()


      


Create configuration for cleanup interval.
Sets the interval in seconds for cleaning up deleted entries
from the inverted index.
Examples
# Cleanup every 5 minutes
InvertedIndexConfig.cleanup_interval_seconds(300)

# Immediate cleanup (not recommended for production)
InvertedIndexConfig.cleanup_interval_seconds(0)

  



  
    
      
    
    
      index_null_state(enabled)



        
          
        

    

  


  

      

          @spec index_null_state(boolean()) :: map()


      


Create configuration to enable/disable null state indexing.
When enabled, Weaviate indexes whether properties are null,
allowing efficient filtering for null/non-null values.
Examples
InvertedIndexConfig.index_null_state(true)
# => %{indexNullState: true}

  



  
    
      
    
    
      index_property_length(enabled)



        
          
        

    

  


  

      

          @spec index_property_length(boolean()) :: map()


      


Create configuration to enable/disable property length indexing.
When enabled, Weaviate indexes the length of text properties,
allowing efficient filtering by property length.
Examples
InvertedIndexConfig.index_property_length(true)
# => %{indexPropertyLength: true}

  



  
    
      
    
    
      index_timestamps(enabled)



        
          
        

    

  


  

      

          @spec index_timestamps(boolean()) :: map()


      


Create configuration to enable/disable timestamp indexing.
When enabled, Weaviate indexes creation and update timestamps,
allowing filtering by creationTimeUnix and lastUpdateTimeUnix.
Examples
InvertedIndexConfig.index_timestamps(true)
# => %{indexTimestamps: true}

  



  
    
      
    
    
      merge(base, override)



        
          
        

    

  


  

      

          @spec merge(inverted_index_config(), inverted_index_config()) ::
  inverted_index_config()


      


Merge two inverted index configurations.
The second configuration takes precedence for conflicting keys.
Examples
base = %{bm25: %{b: 0.75, k1: 1.2}}
override = %{indexTimestamps: true}
InvertedIndexConfig.merge(base, override)
# => %{bm25: %{b: 0.75, k1: 1.2}, indexTimestamps: true}

  



    

  
    
      
    
    
      stopwords(opts \\ [])



        
          
        

    

  


  

      

          @spec stopwords(keyword()) :: stopwords_config()


      


Create stopwords configuration.
Parameters
	:preset - Stopwords preset (:en or :none)
	:additions - List of words to add to stopwords
	:removals - List of words to remove from stopwords

Examples
# Use English stopwords
InvertedIndexConfig.stopwords(preset: :en)

# English stopwords with custom additions
InvertedIndexConfig.stopwords(
  preset: :en,
  additions: ["foo", "bar"]
)

# Remove specific words from English stopwords
InvertedIndexConfig.stopwords(
  preset: :en,
  removals: ["the", "a"]
)

  



  
    
      
    
    
      validate(config)



        
          
        

    

  


  

      

          @spec validate(inverted_index_config()) ::
  {:ok, inverted_index_config()} | {:error, String.t()}


      


Validate an inverted index configuration.
Returns
	{:ok, config} if valid
	{:error, message} if invalid

Examples
InvertedIndexConfig.validate(%{bm25: %{b: 0.5, k1: 1.2}})
# => {:ok, %{bm25: %{b: 0.5, k1: 1.2}}}

InvertedIndexConfig.validate(%{bm25: %{b: 1.5, k1: 1.2}})
# => {:error, "b must be between 0 and 1"}

  


        

      


  

  
    
    WeaviateEx.API.MultiVector - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.API.MultiVector 
    



      
Multi-vector configuration for ColBERT-style embeddings.
Multi-vectors allow storing multiple vectors per document,
enabling late interaction retrieval methods like MaxSim.
Examples
# Self-provided multi-vectors
MultiVector.self_provided(
  name: "custom_multivec",
  encoding: MultiVector.muvera_encoding(ksim: 64)
)

# text2colbert-jinaai for ColBERT embeddings
MultiVector.text2colbert_jinaai(
  name: "colbert_vector",
  model: "jina-colbert-v2",
  source_properties: ["title", "content"],
  encoding: MultiVector.muvera_encoding(ksim: 64, dprojections: 128),
  multi_vector_config: MultiVector.multi_vector_config(aggregation: :max_sim)
)

      


      
        Summary


  
    Types
  


    
      
        aggregation()

      


    





  
    Functions
  


    
      
        multi2multivec_jinaai(opts)

      


        Create a multi2multivec-jinaai configuration for multimodal multi-vectors.



    


    
      
        multi_vector_config(opts \\ [])

      


        Configure multi-vector aggregation.



    


    
      
        muvera_encoding(opts \\ [])

      


        Configure Muvera encoding for multi-vectors.



    


    
      
        self_provided(opts)

      


        Create a self-provided multi-vector configuration.



    


    
      
        text2colbert_jinaai(opts)

      


        Create a text2colbert-jinaai multi-vector configuration.



    





      


      
        Types


        


  
    
      
    
    
      aggregation()



        
          
        

    

  


  

      

          @type aggregation() :: :max_sim


      



  


        

      

      
        Functions


        


  
    
      
    
    
      multi2multivec_jinaai(opts)



        
          
        

    

  


  

      

          @spec multi2multivec_jinaai(keyword()) :: map()


      


Create a multi2multivec-jinaai configuration for multimodal multi-vectors.
Supports image and text fields for multimodal embeddings.
Options
	:name - Vector name (required)
	:model - Jina model (e.g., "jina-clip-v2")
	:dimensions - Output dimensions
	:image_fields - Image property fields
	:text_fields - Text property fields
	:vectorize_collection_name - Whether to vectorize collection name
	:encoding - Encoding configuration
	:multi_vector_config - Multi-vector config

Examples
MultiVector.multi2multivec_jinaai(
  name: "multivec",
  model: "jina-clip-v2",
  image_fields: ["image"],
  text_fields: ["caption"]
)

  



    

  
    
      
    
    
      multi_vector_config(opts \\ [])



        
          
        

    

  


  

      

          @spec multi_vector_config(keyword()) :: map()


      


Configure multi-vector aggregation.
Options
	:aggregation - Aggregation method (:max_sim for MaxSim)

Examples
MultiVector.multi_vector_config(aggregation: :max_sim)

  



    

  
    
      
    
    
      muvera_encoding(opts \\ [])



        
          
        

    

  


  

      

          @spec muvera_encoding(keyword()) :: map()


      


Configure Muvera encoding for multi-vectors.
Muvera is an encoding scheme optimized for multi-vector representations.
Options
	:ksim - Number of similar vectors to consider
	:dprojections - Dimension of projections
	:repetitions - Number of repetitions

Examples
MultiVector.muvera_encoding()
MultiVector.muvera_encoding(ksim: 64, dprojections: 128)

  



  
    
      
    
    
      self_provided(opts)



        
          
        

    

  


  

      

          @spec self_provided(keyword()) :: map()


      


Create a self-provided multi-vector configuration.
Use this when you want to provide your own multi-vector embeddings
rather than using automatic vectorization.
Options
	:name - Vector name (required)
	:encoding - Encoding configuration (e.g., from muvera_encoding/1)
	:multi_vector_config - Multi-vector config (e.g., from multi_vector_config/1)
	:hnsw_opts - HNSW index options

Examples
MultiVector.self_provided(
  name: "custom_multivec",
  encoding: MultiVector.muvera_encoding(ksim: 64)
)

  



  
    
      
    
    
      text2colbert_jinaai(opts)



        
          
        

    

  


  

      

          @spec text2colbert_jinaai(keyword()) :: map()


      


Create a text2colbert-jinaai multi-vector configuration.
ColBERT (Contextualized Late Interaction over BERT) produces
multiple token-level embeddings for each document.
Options
	:name - Vector name (required)
	:model - Jina ColBERT model (e.g., "jina-colbert-v2")
	:dimensions - Output dimensions
	:source_properties - Properties to vectorize
	:vectorize_collection_name - Whether to vectorize collection name
	:encoding - Encoding configuration (e.g., from muvera_encoding/1)
	:multi_vector_config - Multi-vector config (e.g., from multi_vector_config/1)
	:hnsw_opts - HNSW index options

Examples
MultiVector.text2colbert_jinaai(
  name: "colbert_vector",
  model: "jina-colbert-v2",
  source_properties: ["title", "content"],
  encoding: MultiVector.muvera_encoding(ksim: 64, dprojections: 128)
)

  


        

      


  

  
    
    WeaviateEx.API.MultiVector.Encoding - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.API.MultiVector.Encoding 
    



      
Multi-vector encoding configurations.
Provides configuration builders for multi-vector encoding strategies,
particularly for ColBERT-style multi-vector representations.
Muvera Encoding
Muvera is an efficient encoding scheme for multi-vector search that
projects multiple vectors into a compressed representation.
Example
alias WeaviateEx.API.MultiVector.Encoding

# Default Muvera encoding
encoding = Encoding.muvera()

# Custom Muvera parameters
encoding = Encoding.muvera(
  ksim: 15,
  dprojections: 512,
  repetitions: 8
)

# Use in vector index config
VectorConfig.hnsw_index(
  multi_vector: %{
    aggregation: :max_sim,
    encoding: encoding
  }
)

      


      
        Summary


  
    Types
  


    
      
        encoding_type()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        from_api(data)

      


        Parse encoding configuration from API response.



    


    
      
        muvera(opts \\ [])

      


        Create a Muvera encoding configuration.



    


    
      
        none()

      


        Create a no-encoding configuration (raw multi-vectors).



    


    
      
        to_api(config)

      


        Convert encoding configuration to API format.



    





      


      
        Types


        


  
    
      
    
    
      encoding_type()



        
          
        

    

  


  

      

          @type encoding_type() :: :muvera | :none


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.API.MultiVector.Encoding{
  dprojections: non_neg_integer() | nil,
  ksim: non_neg_integer() | nil,
  repetitions: non_neg_integer() | nil,
  type: encoding_type()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_api(data)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse encoding configuration from API response.
Examples
Encoding.from_api(%{"type" => "muvera", "ksim" => 10})

  



    

  
    
      
    
    
      muvera(opts \\ [])



        
          
        

    

  


  

      

          @spec muvera(keyword()) :: t()


      


Create a Muvera encoding configuration.
Muvera encoding is used for efficient multi-vector search, particularly
with ColBERT-style token embeddings.
Options
	:ksim - Number of similar vectors to consider (default: 10)
	:dprojections - Dimensionality of projections (default: 256)
	:repetitions - Number of repetitions for hashing (default: 4)

Examples
# Default settings
Encoding.muvera()
# => %Encoding{type: :muvera, ksim: 10, dprojections: 256, repetitions: 4}

# Custom settings
Encoding.muvera(ksim: 15, dprojections: 512)

  



  
    
      
    
    
      none()



        
          
        

    

  


  

      

          @spec none() :: t()


      


Create a no-encoding configuration (raw multi-vectors).
Use this when you want to store multi-vectors without any encoding
compression. This preserves full precision but uses more memory.
Examples
Encoding.none()
# => %Encoding{type: :none}

  



  
    
      
    
    
      to_api(config)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert encoding configuration to API format.
Examples
encoding = Encoding.muvera(ksim: 15)
Encoding.to_api(encoding)
# => %{
#   "type" => "muvera",
#   "ksim" => 15,
#   "dProjections" => 256,
#   "repetitions" => 4
# }
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WeaviateEx.API.NamedVectors 
    



      
Named vectors configuration for multi-vector collections.
Enables creating collections with multiple named vectors, each with
its own vectorizer and configuration.
Examples
# Create collection with multiple named vectors
vectorizer_config = NamedVectors.build_vectorizer_config([
  NamedVectors.text2vec_openai(
    name: "title_vector",
    source_properties: ["title"],
    model: "text-embedding-3-small"
  ),
  NamedVectors.text2vec_openai(
    name: "content_vector",
    source_properties: ["content"],
    model: "text-embedding-3-large",
    dimensions: 1024
  ),
  NamedVectors.self_provided(name: "custom_vector")
])

WeaviateEx.Collections.create("Article", %{
  vectorConfig: vectorizer_config,
  properties: [...]
})

      


      
        Summary


  
    Types
  


    
      
        config()

      


    


    
      
        opts()

      


    


    
      
        update_config()

      


    





  
    Functions
  


    
      
        build_update_config(updates)

      


        Build update configs for multiple named vectors.



    


    
      
        build_vectorizer_config(named_vectors)

      


        Build vectorConfig map for collection creation from list of named vector configs.



    


    
      
        multi2vec_bind(opts)

      


        Create a multi2vec-bind named vector.



    


    
      
        multi2vec_clip(opts)

      


        Create a multi2vec-clip named vector.



    


    
      
        self_provided(opts)

      


        Create a self-provided named vector (no automatic vectorization).



    


    
      
        text2vec_azure_openai(opts)

      


        Create a text2vec-azure-openai named vector.



    


    
      
        text2vec_cohere(opts)

      


        Create a text2vec-cohere named vector.



    


    
      
        text2vec_google_vertex(opts)

      


        Create a text2vec-google (Vertex AI) named vector.



    


    
      
        text2vec_huggingface(opts)

      


        Create a text2vec-huggingface named vector.



    


    
      
        text2vec_jinaai(opts)

      


        Create a text2vec-jinaai named vector.



    


    
      
        text2vec_mistral(opts)

      


        Create a text2vec-mistral named vector.



    


    
      
        text2vec_nvidia(opts)

      


        Create a text2vec-nvidia named vector.



    


    
      
        text2vec_ollama(opts)

      


        Create a text2vec-ollama named vector.



    


    
      
        text2vec_openai(opts)

      


        Create a text2vec-openai named vector.



    


    
      
        text2vec_voyageai(opts)

      


        Create a text2vec-voyageai named vector.



    


    
      
        update_config(name, opts)

      


        Create an update configuration for an existing named vector.



    


    
      
        update_to_api(update)

      


        Convert an update config to API format for Collections.update.



    





      


      
        Types


        


  
    
      
    
    
      config()



        
          
        

    

  


  

      

          @type config() :: map()


      



  



  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @type opts() :: keyword()


      



  



  
    
      
    
    
      update_config()



        
          
        

    

  


  

      

          @type update_config() :: %{
  name: String.t(),
  vector_index_config: map() | nil,
  quantizer_config: map() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      build_update_config(updates)



        
          
        

    

  


  

      

          @spec build_update_config([update_config()]) :: map()


      


Build update configs for multiple named vectors.
Examples
updates = NamedVectors.build_update_config([
  NamedVectors.update_config("title_vector", vector_index: [ef: 200]),
  NamedVectors.update_config("content_vector", vector_index: [ef: 150])
])

  



  
    
      
    
    
      build_vectorizer_config(named_vectors)



        
          
        

    

  


  

      

          @spec build_vectorizer_config([config()]) :: map()


      


Build vectorConfig map for collection creation from list of named vector configs.
Examples
configs = [
  NamedVectors.text2vec_openai(name: "title_vector"),
  NamedVectors.self_provided(name: "custom_vector")
]

NamedVectors.build_vectorizer_config(configs)

  



  
    
      
    
    
      multi2vec_bind(opts)



        
          
        

    

  


  

      

          @spec multi2vec_bind(opts()) :: config()


      


Create a multi2vec-bind named vector.
Options
	:name - Vector name (required)
	:image_fields - Image property names
	:text_fields - Text property names
	:audio_fields - Audio property names
	:video_fields - Video property names
	:depth_fields - Depth property names
	:thermal_fields - Thermal property names
	:imu_fields - IMU property names

Examples
NamedVectors.multi2vec_bind(name: "bind_vector")

  



  
    
      
    
    
      multi2vec_clip(opts)



        
          
        

    

  


  

      

          @spec multi2vec_clip(opts()) :: config()


      


Create a multi2vec-clip named vector.
Options
	:name - Vector name (required)
	:image_fields - Image property names
	:text_fields - Text property names

Examples
NamedVectors.multi2vec_clip(
  name: "clip_vector",
  image_fields: ["image"],
  text_fields: ["caption"]
)

  



  
    
      
    
    
      self_provided(opts)



        
          
        

    

  


  

      

          @spec self_provided(opts()) :: config()


      


Create a self-provided named vector (no automatic vectorization).
Options
	:name - Vector name (required)
	:vector_index_type - Index type: "hnsw", "flat", "dynamic" (default: "hnsw")
	:hnsw_opts - HNSW index options
	:quantizer - Quantization config

Examples
NamedVectors.self_provided(name: "custom_vector")

  



  
    
      
    
    
      text2vec_azure_openai(opts)



        
          
        

    

  


  

      

          @spec text2vec_azure_openai(opts()) :: config()


      


Create a text2vec-azure-openai named vector.
Options
	:name - Vector name (required)
	:source_properties - Properties to vectorize
	:resource_name - Azure resource name (required)
	:deployment_id - Azure deployment ID (required)
	:base_url - Custom API endpoint

Examples
NamedVectors.text2vec_azure_openai(
  name: "azure_vector",
  resource_name: "my-resource",
  deployment_id: "my-deployment"
)

  



  
    
      
    
    
      text2vec_cohere(opts)



        
          
        

    

  


  

      

          @spec text2vec_cohere(opts()) :: config()


      


Create a text2vec-cohere named vector.
Options
	:name - Vector name (required)
	:source_properties - Properties to vectorize
	:model - Cohere model name
	:truncate - Truncation mode

Examples
NamedVectors.text2vec_cohere(name: "cohere_vector", model: "embed-v4.0")

  



  
    
      
    
    
      text2vec_google_vertex(opts)



        
          
        

    

  


  

      

          @spec text2vec_google_vertex(opts()) :: config()


      


Create a text2vec-google (Vertex AI) named vector.
Options
	:name - Vector name (required)
	:project_id - Google Cloud project ID (required)
	:source_properties - Properties to vectorize
	:model - Model name
	:api_endpoint - API endpoint

Examples
NamedVectors.text2vec_google_vertex(
  name: "vertex_vector",
  project_id: "my-project"
)

  



  
    
      
    
    
      text2vec_huggingface(opts)



        
          
        

    

  


  

      

          @spec text2vec_huggingface(opts()) :: config()


      


Create a text2vec-huggingface named vector.
Options
	:name - Vector name (required)
	:source_properties - Properties to vectorize
	:model - HuggingFace model name
	:passage_model - Model for passages
	:query_model - Model for queries
	:wait_for_model - Wait for model to load
	:use_gpu - Use GPU inference
	:use_cache - Use caching

Examples
NamedVectors.text2vec_huggingface(name: "hf_vector")

  



  
    
      
    
    
      text2vec_jinaai(opts)



        
          
        

    

  


  

      

          @spec text2vec_jinaai(opts()) :: config()


      


Create a text2vec-jinaai named vector.
Options
	:name - Vector name (required)
	:source_properties - Properties to vectorize
	:model - Jina model name (e.g., "jina-embeddings-v3", "jina-embeddings-v4")
	:dimensions - Output dimensions
	:base_url - Custom API endpoint

Examples
NamedVectors.text2vec_jinaai(name: "jina_vector", model: "jina-embeddings-v3")

  



  
    
      
    
    
      text2vec_mistral(opts)



        
          
        

    

  


  

      

          @spec text2vec_mistral(opts()) :: config()


      


Create a text2vec-mistral named vector.
Options
	:name - Vector name (required)
	:source_properties - Properties to vectorize
	:model - Mistral model name

Examples
NamedVectors.text2vec_mistral(name: "mistral_vector", model: "mistral-embed")

  



  
    
      
    
    
      text2vec_nvidia(opts)



        
          
        

    

  


  

      

          @spec text2vec_nvidia(opts()) :: config()


      


Create a text2vec-nvidia named vector.
Options
	:name - Vector name (required)
	:source_properties - Properties to vectorize
	:model - NVIDIA model name
	:base_url - Custom API endpoint

Examples
NamedVectors.text2vec_nvidia(name: "nvidia_vector")

  



  
    
      
    
    
      text2vec_ollama(opts)



        
          
        

    

  


  

      

          @spec text2vec_ollama(opts()) :: config()


      


Create a text2vec-ollama named vector.
Options
	:name - Vector name (required)
	:source_properties - Properties to vectorize
	:model - Ollama model name
	:api_endpoint - Ollama API endpoint (default: http://localhost:11434)

Examples
NamedVectors.text2vec_ollama(
  name: "ollama_vector",
  model: "llama2",
  api_endpoint: "http://localhost:11434"
)

  



  
    
      
    
    
      text2vec_openai(opts)



        
          
        

    

  


  

      

          @spec text2vec_openai(opts()) :: config()


      


Create a text2vec-openai named vector.
Options
	:name - Vector name (required)
	:source_properties - Properties to vectorize
	:model - OpenAI model name
	:dimensions - Output dimensions
	:base_url - Custom API endpoint
	:vectorize_collection_name - Whether to include collection name (default: true)

Examples
NamedVectors.text2vec_openai(
  name: "title_vector",
  source_properties: ["title"],
  model: "text-embedding-3-small"
)

  



  
    
      
    
    
      text2vec_voyageai(opts)



        
          
        

    

  


  

      

          @spec text2vec_voyageai(opts()) :: config()


      


Create a text2vec-voyageai named vector.
Options
	:name - Vector name (required)
	:source_properties - Properties to vectorize
	:model - VoyageAI model name (e.g., "voyage-3", "voyage-3.5")
	:truncation - Truncation mode
	:base_url - Custom API endpoint

Examples
NamedVectors.text2vec_voyageai(name: "voyage_vector", model: "voyage-3")

  



  
    
      
    
    
      update_config(name, opts)



        
          
        

    

  


  

      

          @spec update_config(
  String.t(),
  keyword()
) :: update_config()


      


Create an update configuration for an existing named vector.
This allows updating the vector index parameters (like HNSW ef values)
or quantizer settings for an existing named vector in a collection.
Options
	:vector_index - Vector index settings to update	:ef - ef parameter for HNSW search
	:dynamic_ef_min - Minimum dynamic ef
	:dynamic_ef_max - Maximum dynamic ef
	:dynamic_ef_factor - Dynamic ef factor
	:flat_search_cutoff - Flat search cutoff


	:quantizer - Quantizer settings to update	:type - Quantizer type: :pq, :bq, :sq
	:segments - Number of segments (PQ)
	:centroids - Number of centroids (PQ)
	:training_limit - Training limit
	:rescore_limit - Rescore limit (BQ)



Examples
# Update HNSW ef parameter
NamedVectors.update_config("title_vector",
  vector_index: [ef: 200, dynamic_ef_max: 500]
)

# Update quantizer
NamedVectors.update_config("content_vector",
  quantizer: [type: :pq, segments: 128]
)

# Update both
NamedVectors.update_config("embedding",
  vector_index: [ef: 150],
  quantizer: [type: :bq, rescore_limit: 200]
)

  



  
    
      
    
    
      update_to_api(update)



        
          
        

    

  


  

      

          @spec update_to_api(update_config()) :: map()


      


Convert an update config to API format for Collections.update.
Examples
update = NamedVectors.update_config("title_vector",
  vector_index: [ef: 200]
)

api_format = NamedVectors.update_to_api(update)
# => %{"vectorConfig" => %{"title_vector" => %{"vectorIndexConfig" => %{"ef" => 200}}}}
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Quantizer configuration structs for vector index compression.
Provides typed structs for configuring vector quantization methods:
	PQConfig - Product Quantization
	BQConfig - Binary Quantization
	SQConfig - Scalar Quantization
	RQConfig - Rotational Quantization

Each struct provides new/1, to_api/1, and from_api/1 functions
for creating, serializing, and deserializing configurations.
Usage
# Create a PQ configuration
pq = Quantizer.pq(segments: 128, centroids: 256)

# Use with HNSW index
VectorConfig.hnsw_index(quantizer: Quantizer.to_api(pq))

# Parse from API response
config = Quantizer.from_api(api_response)
Quantization Methods
	Product Quantization (PQ): Compresses vectors by dividing them into segments
and quantizing each segment independently. Good for memory reduction.

	Binary Quantization (BQ): Converts vectors to binary representations.
Most aggressive compression, fastest search, some accuracy loss.

	Scalar Quantization (SQ): Quantizes each dimension independently.
Good balance of compression and accuracy.

	Rotational Quantization (RQ): Uses rotational transformations before
quantization. Advanced method with configurable bit depth.
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        quantizer_config()

      


    


    
      
        quantizer_type()

      


    





  
    Functions
  


    
      
        bq(opts \\ [])

      


        Create a Binary Quantization configuration.



    


    
      
        detect_type(api_data)

      


        Detect the quantizer type from an API response map.



    


    
      
        from_api(api_data)

      


        Parse a quantizer configuration from an API response.



    


    
      
        pq(opts \\ [])

      


        Create a Product Quantization configuration.



    


    
      
        rq(opts \\ [])

      


        Create a Rotational Quantization configuration.



    


    
      
        sq(opts \\ [])

      


        Create a Scalar Quantization configuration.



    


    
      
        to_api(config)

      


        Convert a quantizer config struct to API format.
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      quantizer_config()



        
          
        

    

  


  

      

          @type quantizer_config() ::
  WeaviateEx.API.Quantizer.PQConfig.t()
  | WeaviateEx.API.Quantizer.BQConfig.t()
  | WeaviateEx.API.Quantizer.SQConfig.t()
  | WeaviateEx.API.Quantizer.RQConfig.t()


      



  



  
    
      
    
    
      quantizer_type()



        
          
        

    

  


  

      

          @type quantizer_type() :: :pq | :bq | :sq | :rq


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      bq(opts \\ [])



        
          
        

    

  


  

      

          @spec bq(keyword()) :: WeaviateEx.API.Quantizer.BQConfig.t()


      


Create a Binary Quantization configuration.
Convenience alias for BQConfig.new/1.
Options
	:enabled - Enable BQ (default: true)
	:cache - Enable vector cache
	:rescore_limit - Number of candidates to rescore

Examples
iex> Quantizer.bq(cache: true)
%BQConfig{enabled: true, cache: true}

  



  
    
      
    
    
      detect_type(api_data)



        
          
        

    

  


  

      

          @spec detect_type(map()) :: quantizer_type() | nil


      


Detect the quantizer type from an API response map.
Returns :pq, :bq, :sq, :rq, or nil if no quantizer is configured.
Examples
iex> Quantizer.detect_type(%{"pq" => %{"enabled" => true}})
:pq

iex> Quantizer.detect_type(%{})
nil

  



  
    
      
    
    
      from_api(api_data)



        
          
        

    

  


  

      

          @spec from_api(map()) :: quantizer_config() | nil


      


Parse a quantizer configuration from an API response.
Automatically detects the quantizer type and returns the appropriate struct.
Returns nil if no quantizer is configured.
Examples
iex> Quantizer.from_api(%{"pq" => %{"enabled" => true, "segments" => 128}})
%PQConfig{enabled: true, segments: 128}

iex> Quantizer.from_api(%{})
nil

  



    

  
    
      
    
    
      pq(opts \\ [])



        
          
        

    

  


  

      

          @spec pq(keyword()) :: WeaviateEx.API.Quantizer.PQConfig.t()


      


Create a Product Quantization configuration.
Convenience alias for PQConfig.new/1.
Options
	:enabled - Enable PQ (default: true)
	:training_limit - Number of vectors to train on
	:segments - Number of segments (0 for auto)
	:centroids - Number of centroids per segment (default: 256)
	:encoder - Encoder configuration map with :type and :distribution

Examples
iex> Quantizer.pq(segments: 128, centroids: 256)
%PQConfig{enabled: true, segments: 128, centroids: 256}

  



    

  
    
      
    
    
      rq(opts \\ [])



        
          
        

    

  


  

      

          @spec rq(keyword()) :: WeaviateEx.API.Quantizer.RQConfig.t()


      


Create a Rotational Quantization configuration.
Convenience alias for RQConfig.new/1.
Options
	:enabled - Enable RQ (default: true)
	:bits - Number of bits for quantization (4, 8, or 16)
	:cache - Enable vector cache
	:rescore_limit - Number of candidates to rescore
	:training_limit - Number of vectors to train on

Examples
iex> Quantizer.rq(bits: 8, cache: true)
%RQConfig{enabled: true, bits: 8, cache: true}

  



    

  
    
      
    
    
      sq(opts \\ [])



        
          
        

    

  


  

      

          @spec sq(keyword()) :: WeaviateEx.API.Quantizer.SQConfig.t()


      


Create a Scalar Quantization configuration.
Convenience alias for SQConfig.new/1.
Options
	:enabled - Enable SQ (default: true)
	:cache - Enable vector cache
	:rescore_limit - Number of candidates to rescore
	:training_limit - Number of vectors to train on

Examples
iex> Quantizer.sq(training_limit: 50_000)
%SQConfig{enabled: true, training_limit: 50_000}
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          @spec to_api(quantizer_config() | nil) :: map()


      


Convert a quantizer config struct to API format.
Returns an empty map for nil.
Examples
iex> pq = PQConfig.new(segments: 128)
iex> Quantizer.to_api(pq)
%{"pq" => %{"enabled" => true, "segments" => 128}}

iex> Quantizer.to_api(nil)
%{}
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Binary Quantization (BQ) configuration.
BQ converts vectors to binary representations, providing the most aggressive
compression and fastest search. However, it may result in some accuracy loss.
Fields
	:enabled - Whether BQ is enabled (default: true)
	:cache - Enable vector cache for faster rescoring
	:rescore_limit - Number of candidates to rescore with original vectors
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        from_api(map)

      


        Parse a BQ configuration from API response.



    


    
      
        new(opts \\ [])

      


        Create a new BQ configuration.



    


    
      
        to_api(config)

      


        Convert a BQ configuration to API format.
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      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.API.Quantizer.BQConfig{
  cache: boolean() | nil,
  enabled: boolean(),
  rescore_limit: non_neg_integer() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_api(map)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse a BQ configuration from API response.
Examples
iex> BQConfig.from_api(%{"bq" => %{"enabled" => true, "cache" => true}})
%BQConfig{enabled: true, cache: true}

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new BQ configuration.
Options
	:enabled - Enable BQ (default: true)
	:cache - Enable vector cache
	:rescore_limit - Number of candidates to rescore

Examples
iex> BQConfig.new()
%BQConfig{enabled: true}

iex> BQConfig.new(cache: true, rescore_limit: 200)
%BQConfig{enabled: true, cache: true, rescore_limit: 200}

  



  
    
      
    
    
      to_api(config)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert a BQ configuration to API format.
Examples
iex> config = BQConfig.new(cache: true)
iex> BQConfig.to_api(config)
%{"bq" => %{"enabled" => true, "cache" => true}}
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Product Quantization (PQ) configuration.
PQ compresses vectors by dividing them into segments and quantizing each
segment independently. This provides significant memory reduction while
maintaining reasonable search accuracy.
Fields
	:enabled - Whether PQ is enabled (default: true)
	:training_limit - Number of vectors to use for training the quantizer
	:segments - Number of segments to divide vectors into (0 for auto)
	:centroids - Number of centroids per segment (default: 256)
	:encoder - Encoder configuration with type and distribution

Encoder Types
	"kmeans" - Standard k-means clustering (default)
	"tile" - Tile encoder for specific distributions

Encoder Distributions
	"log-normal" - Log-normal distribution (default)
	"normal" - Normal/Gaussian distribution
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    Functions
  


    
      
        from_api(map)

      


        Parse a PQ configuration from API response.



    


    
      
        new(opts \\ [])

      


        Create a new PQ configuration.



    


    
      
        to_api(config)

      


        Convert a PQ configuration to API format.
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          @type t() :: %WeaviateEx.API.Quantizer.PQConfig{
  centroids: non_neg_integer() | nil,
  enabled: boolean(),
  encoder: map() | nil,
  segments: non_neg_integer() | nil,
  training_limit: non_neg_integer() | nil
}
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      from_api(map)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse a PQ configuration from API response.
Examples
iex> PQConfig.from_api(%{"pq" => %{"enabled" => true, "segments" => 128}})
%PQConfig{enabled: true, segments: 128}

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new PQ configuration.
Options
	:enabled - Enable PQ (default: true)
	:training_limit - Number of vectors to train on
	:segments - Number of segments (0 for auto)
	:centroids - Number of centroids per segment
	:encoder - Encoder configuration map

Examples
iex> PQConfig.new()
%PQConfig{enabled: true}

iex> PQConfig.new(segments: 128, centroids: 256)
%PQConfig{enabled: true, segments: 128, centroids: 256}

  



  
    
      
    
    
      to_api(config)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert a PQ configuration to API format.
Examples
iex> config = PQConfig.new(segments: 128)
iex> PQConfig.to_api(config)
%{"pq" => %{"enabled" => true, "segments" => 128}}
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Rotational Quantization (RQ) configuration.
RQ uses rotational transformations before quantization, which can provide
better accuracy than other methods at similar compression ratios.
Fields
	:enabled - Whether RQ is enabled (default: true)
	:bits - Number of bits for quantization (4, 8, or 16)
	:cache - Enable vector cache for faster rescoring
	:rescore_limit - Number of candidates to rescore with original vectors
	:training_limit - Number of vectors to use for training
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        t()

      


    





  
    Functions
  


    
      
        from_api(map)

      


        Parse an RQ configuration from API response.



    


    
      
        new(opts \\ [])

      


        Create a new RQ configuration.



    


    
      
        to_api(config)

      


        Convert an RQ configuration to API format.
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      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.API.Quantizer.RQConfig{
  bits: non_neg_integer() | nil,
  cache: boolean() | nil,
  enabled: boolean(),
  rescore_limit: non_neg_integer() | nil,
  training_limit: non_neg_integer() | nil
}
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      from_api(map)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse an RQ configuration from API response.
Examples
iex> RQConfig.from_api(%{"rq" => %{"enabled" => true, "bits" => 8}})
%RQConfig{enabled: true, bits: 8}

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new RQ configuration.
Options
	:enabled - Enable RQ (default: true)
	:bits - Number of bits (4, 8, or 16)
	:cache - Enable vector cache
	:rescore_limit - Number of candidates to rescore
	:training_limit - Number of vectors to train on

Examples
iex> RQConfig.new()
%RQConfig{enabled: true}

iex> RQConfig.new(bits: 8, cache: true)
%RQConfig{enabled: true, bits: 8, cache: true}

  



  
    
      
    
    
      to_api(config)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert an RQ configuration to API format.
Examples
iex> config = RQConfig.new(bits: 8, cache: true)
iex> RQConfig.to_api(config)
%{"rq" => %{"enabled" => true, "bits" => 8, "cache" => true}}
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Scalar Quantization (SQ) configuration.
SQ quantizes each dimension independently, providing a good balance
between compression ratio and search accuracy.
Fields
	:enabled - Whether SQ is enabled (default: true)
	:cache - Enable vector cache for faster rescoring
	:rescore_limit - Number of candidates to rescore with original vectors
	:training_limit - Number of vectors to use for training
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    Functions
  


    
      
        from_api(map)

      


        Parse an SQ configuration from API response.



    


    
      
        new(opts \\ [])

      


        Create a new SQ configuration.



    


    
      
        to_api(config)

      


        Convert an SQ configuration to API format.
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          @type t() :: %WeaviateEx.API.Quantizer.SQConfig{
  cache: boolean() | nil,
  enabled: boolean(),
  rescore_limit: non_neg_integer() | nil,
  training_limit: non_neg_integer() | nil
}
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          @spec from_api(map()) :: t()


      


Parse an SQ configuration from API response.
Examples
iex> SQConfig.from_api(%{"sq" => %{"enabled" => true, "trainingLimit" => 50_000}})
%SQConfig{enabled: true, training_limit: 50_000}

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new SQ configuration.
Options
	:enabled - Enable SQ (default: true)
	:cache - Enable vector cache
	:rescore_limit - Number of candidates to rescore
	:training_limit - Number of vectors to train on

Examples
iex> SQConfig.new()
%SQConfig{enabled: true}

iex> SQConfig.new(cache: true, training_limit: 50_000)
%SQConfig{enabled: true, cache: true, training_limit: 50_000}

  



  
    
      
    
    
      to_api(config)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert an SQ configuration to API format.
Examples
iex> config = SQConfig.new(cache: true, training_limit: 50_000)
iex> SQConfig.to_api(config)
%{"sq" => %{"enabled" => true, "cache" => true, "trainingLimit" => 50_000}}
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Advanced query operations for Phase 2.
Provides advanced search capabilities including:
	Image similarity search (near_image)
	Multi-media search (near_audio, near_video, near_thermal, etc.)
	Result sorting
	Result grouping
	Automatic result cutoff (autocut)
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        query()

      


    





  
    Functions
  


    
      
        autocut(query, max_results)

      


        Add autocut to automatically limit results based on score quality.



    


    
      
        group_by(query, property, opts \\ [])

      


        Group query results by property.



    


    
      
        near_image(client, collection_name, image_data, opts \\ [])

      


        Perform image similarity search using base64-encoded image data.



    


    
      
        near_media(client, collection_name, media_type, media_data, opts \\ [])

      


        Perform multi-media similarity search.



    


    
      
        sort(query, sort_fields)

      


        Add sorting to a query.
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          @type collection_name() :: String.t()
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          @type media_type() :: :audio | :video | :image | :depth | :thermal | :imu
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          @type opts() :: keyword()


      



  



  
    
      
    
    
      query()



        
          
        

    

  


  

      

          @type query() :: map()
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          @spec autocut(query(), pos_integer()) :: query()


      


Add autocut to automatically limit results based on score quality.
Autocut uses the score distribution to determine a natural cutoff point,
only returning results that are significantly better than the rest.
Parameters
	query - Query map to modify
	max_results - Maximum number of results to return

Examples
query
|> QueryAdvanced.autocut(5)
Returns
	query - Modified query with autocut parameter


  



    

  
    
      
    
    
      group_by(query, property, opts \\ [])



        
          
        

    

  


  

      

          @spec group_by(query(), String.t(), opts()) :: query()


      


Group query results by property.
Parameters
	query - Query map to modify
	property - Property to group by (supports nested paths like "author.name")
	opts - Options (:groups, :objects_per_group)

Examples
query
|> QueryAdvanced.group_by("category", groups: 5, objects_per_group: 3)

query
|> QueryAdvanced.group_by("author.name")
Returns
	query - Modified query with groupBy parameters


  



    

  
    
      
    
    
      near_image(client, collection_name, image_data, opts \\ [])



        
          
        

    

  


  

      

          @spec near_image(WeaviateEx.Client.t(), collection_name(), binary(), opts()) ::
  {:ok, [map()]} | {:error, WeaviateEx.Error.t()}


      


Perform image similarity search using base64-encoded image data.
Parameters
	client - WeaviateEx client
	collection_name - Name of the collection
	image_data - Base64-encoded image data
	opts - Options (:limit, :certainty, :distance, :fields)

Examples
{:ok, results} = QueryAdvanced.near_image(client, "Article", base64_image,
  limit: 10,
  certainty: 0.7
)
Returns
	{:ok, [map()]} - List of matching objects
	{:error, Error.t()} - Error if search fails


  



    

  
    
      
    
    
      near_media(client, collection_name, media_type, media_data, opts \\ [])



        
          
        

    

  


  

      

          @spec near_media(
  WeaviateEx.Client.t(),
  collection_name(),
  media_type(),
  binary(),
  opts()
) ::
  {:ok, [map()]} | {:error, WeaviateEx.Error.t()}


      


Perform multi-media similarity search.
Supports various media types for multi2vec-bind module:
	:audio - Audio similarity (nearAudio)
	:video - Video similarity (nearVideo)
	:image - Image similarity (nearImage, alternative to near_image/4)
	:depth - Depth map similarity (nearDepth)
	:thermal - Thermal image similarity (nearThermal)
	:imu - IMU data similarity (nearIMU)

Parameters
	client - WeaviateEx client
	collection_name - Name of the collection
	media_type - Type of media (:audio, :video, etc.)
	media_data - Base64-encoded media data
	opts - Options (:limit, :certainty, :distance, :fields)

Examples
{:ok, results} = QueryAdvanced.near_media(client, "Podcast", :audio, audio_data,
  limit: 5,
  certainty: 0.75
)
Returns
	{:ok, [map()]} - List of matching objects
	{:error, Error.t()} - Error if search fails or media type unsupported
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          @spec sort(query(), [{atom() | String.t(), :asc | :desc}]) :: query()


      


Add sorting to a query.
Parameters
	query - Query map to modify
	sort_fields - List of {field, direction} tuples where direction is :asc or :desc

Examples
query
|> QueryAdvanced.sort([{:publishedAt, :desc}, {:title, :asc}])

query
|> QueryAdvanced.sort([{:views, :desc}])
Returns
	query - Modified query with sort parameters
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Role-Based Access Control operations.
This module provides API operations for managing roles and permissions in Weaviate's
RBAC system. Use this module to create, modify, and query roles.
Examples
alias WeaviateEx.API.RBAC
alias WeaviateEx.RBAC.Permissions

# Create a role with permissions
permissions = [
  Permissions.collections("Article", [:read]),
  Permissions.data("Article", [:read, :create])
]
{:ok, role} = RBAC.create_role(client, "article-reader", permissions)

# List all roles
{:ok, roles} = RBAC.list_roles(client)

# Check if role has permission
permission = Permissions.data("Article", :read)
{:ok, true} = RBAC.has_permissions?(client, "article-reader", [permission])

# Delete role
:ok = RBAC.delete_role(client, "article-reader")
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    Functions
  


    
      
        add_permissions(client, role_name, permissions, opts \\ [])

      


        Add permissions to an existing role.



    


    
      
        create_role(client, role_name, permissions, opts \\ [])

      


        Create a role with permissions.



    


    
      
        delete_role(client, role_name, opts \\ [])

      


        Delete a role.



    


    
      
        exists?(client, role_name, opts \\ [])

      


        Check if a role exists.



    


    
      
        get_group_assignments(client, role_name, opts \\ [])

      


        Get groups assigned to a role with type information.



    


    
      
        get_groups_for_role(client, role_name, opts \\ [])

      


        Get groups assigned to a role.



    


    
      
        get_role(client, role_name, opts \\ [])

      


        Get a role by name.



    


    
      
        get_user_assignments(client, role_name, opts \\ [])

      


        Get users assigned to a role with type information.



    


    
      
        get_users_for_role(client, role_name, opts \\ [])

      


        Get users assigned to a role.



    


    
      
        has_permissions?(client, role_name, permissions, opts \\ [])

      


        Check if a role has specific permissions.



    


    
      
        list_roles(client, opts \\ [])

      


        List all roles.



    


    
      
        remove_permissions(client, role_name, permissions, opts \\ [])

      


        Remove permissions from a role.



    





      


      
        Types


        


  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @type opts() :: keyword()


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      add_permissions(client, role_name, permissions, opts \\ [])



        
          
        

    

  


  

      

          @spec add_permissions(
  WeaviateEx.Client.t(),
  String.t(),
  [WeaviateEx.RBAC.Permission.t()] | WeaviateEx.RBAC.Permission.t(),
  opts()
) :: :ok | {:error, WeaviateEx.Error.t()}


      


Add permissions to an existing role.
Examples
permissions = [Permissions.data("Product", :read)]
:ok = RBAC.add_permissions(client, "editor", permissions)

  



    

  
    
      
    
    
      create_role(client, role_name, permissions, opts \\ [])



        
          
        

    

  


  

      

          @spec create_role(
  WeaviateEx.Client.t(),
  String.t(),
  [WeaviateEx.RBAC.Permission.t()] | WeaviateEx.RBAC.Permission.t(),
  opts()
) :: {:ok, WeaviateEx.RBAC.Role.t()} | {:error, WeaviateEx.Error.t()}


      


Create a role with permissions.
Parameters
	client - WeaviateEx client
	role_name - Name for the new role
	permissions - List of permissions (or nested lists that will be flattened)

Examples
permissions = [
  Permissions.collections("Article", :read),
  Permissions.data("Article", [:create, :read])
]
{:ok, role} = RBAC.create_role(client, "article-editor", permissions)

  



    

  
    
      
    
    
      delete_role(client, role_name, opts \\ [])



        
          
        

    

  


  

      

          @spec delete_role(WeaviateEx.Client.t(), String.t(), opts()) ::
  :ok | {:error, WeaviateEx.Error.t()}


      


Delete a role.
Examples
:ok = RBAC.delete_role(client, "old-role")

  



    

  
    
      
    
    
      exists?(client, role_name, opts \\ [])



        
          
        

    

  


  

      

          @spec exists?(WeaviateEx.Client.t(), String.t(), opts()) ::
  {:ok, boolean()} | {:error, WeaviateEx.Error.t()}


      


Check if a role exists.
Examples
{:ok, true} = RBAC.exists?(client, "admin")
{:ok, false} = RBAC.exists?(client, "nonexistent")

  



    

  
    
      
    
    
      get_group_assignments(client, role_name, opts \\ [])



        
          
        

    

  


  

      

          @spec get_group_assignments(WeaviateEx.Client.t(), String.t(), opts()) ::
  {:ok, [WeaviateEx.RBAC.GroupAssignment.t()]} | {:error, WeaviateEx.Error.t()}


      


Get groups assigned to a role with type information.
Returns a list of GroupAssignment structs containing group ID and type.
Currently, only OIDC groups are supported.
Examples
{:ok, assignments} = RBAC.get_group_assignments(client, "viewer")
for assignment <- assignments do
  IO.puts("#{assignment.group_id} (#{assignment.group_type})")
end
Returns
	{:ok, [GroupAssignment.t()]} - List of group assignments with types
	{:error, Error.t()} - Error if request fails


  



    

  
    
      
    
    
      get_groups_for_role(client, role_name, opts \\ [])



        
          
        

    

  


  

      

          @spec get_groups_for_role(WeaviateEx.Client.t(), String.t(), opts()) ::
  {:ok, [String.t()]} | {:error, WeaviateEx.Error.t()}


      


Get groups assigned to a role.
Examples
{:ok, groups} = RBAC.get_groups_for_role(client, "editor")

  



    

  
    
      
    
    
      get_role(client, role_name, opts \\ [])



        
          
        

    

  


  

      

          @spec get_role(WeaviateEx.Client.t(), String.t(), opts()) ::
  {:ok, WeaviateEx.RBAC.Role.t()} | {:error, WeaviateEx.Error.t()}


      


Get a role by name.
Examples
{:ok, role} = RBAC.get_role(client, "editor")

  



    

  
    
      
    
    
      get_user_assignments(client, role_name, opts \\ [])



        
          
        

    

  


  

      

          @spec get_user_assignments(WeaviateEx.Client.t(), String.t(), opts()) ::
  {:ok, [WeaviateEx.RBAC.UserAssignment.t()]} | {:error, WeaviateEx.Error.t()}


      


Get users assigned to a role with type information.
Returns a list of UserAssignment structs containing user ID and type.
The user type indicates how the user was created/authenticated:
	:db_user - Database-backed user
	:db_env_user - Database user from environment variables
	:oidc - OpenID Connect authenticated user

Examples
{:ok, assignments} = RBAC.get_user_assignments(client, "editor")
for assignment <- assignments do
  IO.puts("#{assignment.user_id} (#{assignment.user_type})")
end
Returns
	{:ok, [UserAssignment.t()]} - List of user assignments with types
	{:error, Error.t()} - Error if request fails


  



    

  
    
      
    
    
      get_users_for_role(client, role_name, opts \\ [])



        
          
        

    

  


  

      

          @spec get_users_for_role(WeaviateEx.Client.t(), String.t(), opts()) ::
  {:ok, [String.t()]} | {:error, WeaviateEx.Error.t()}


      


Get users assigned to a role.
Examples
{:ok, users} = RBAC.get_users_for_role(client, "editor")

  



    

  
    
      
    
    
      has_permissions?(client, role_name, permissions, opts \\ [])



        
          
        

    

  


  

      

          @spec has_permissions?(
  WeaviateEx.Client.t(),
  String.t(),
  [WeaviateEx.RBAC.Permission.t()] | WeaviateEx.RBAC.Permission.t(),
  opts()
) :: {:ok, boolean()} | {:error, WeaviateEx.Error.t()}


      


Check if a role has specific permissions.
Examples
permissions = [Permissions.data("Article", :read)]
{:ok, true} = RBAC.has_permissions?(client, "reader", permissions)

  



    

  
    
      
    
    
      list_roles(client, opts \\ [])



        
          
        

    

  


  

      

          @spec list_roles(WeaviateEx.Client.t(), opts()) ::
  {:ok, [WeaviateEx.RBAC.Role.t()]} | {:error, WeaviateEx.Error.t()}


      


List all roles.
Examples
{:ok, roles} = RBAC.list_roles(client)

  



    

  
    
      
    
    
      remove_permissions(client, role_name, permissions, opts \\ [])



        
          
        

    

  


  

      

          @spec remove_permissions(
  WeaviateEx.Client.t(),
  String.t(),
  [WeaviateEx.RBAC.Permission.t()] | WeaviateEx.RBAC.Permission.t(),
  opts()
) :: :ok | {:error, WeaviateEx.Error.t()}


      


Remove permissions from a role.
Examples
permissions = [Permissions.data("Product", :delete)]
:ok = RBAC.remove_permissions(client, "editor", permissions)
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WeaviateEx.API.RBAC.Permission 
    



      
Permission definitions for RBAC.
Permissions define what actions can be taken on what resources,
optionally scoped to specific collections, tenants, or shards.
Actions
	:create - Create new resources
	:read - Read/view resources
	:update - Modify existing resources
	:delete - Delete resources
	:manage - Full control (create, read, update, delete)
	:assign_and_revoke - Assign/revoke roles (for users/groups)

Resources
	:collections - Collection schema operations
	:data - Object CRUD operations
	:tenants - Multi-tenancy management
	:roles - Role management
	:users - User management
	:groups - OIDC group management
	:cluster - Cluster information
	:nodes - Node information
	:backups - Backup operations

Examples
# Basic permission
perm = Permission.new(:read, :collections)

# Permission with scope
perm = Permission.new(:read, :data, collection: "Article")

# Convenience constructors
perm = Permission.read_collection("Article")
perm = Permission.manage_data("Article")

# Admin permissions
perms = Permission.admin()

      


      
        Summary


  
    Types
  


    
      
        action()

      


    


    
      
        resource()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        action_from_api(action_str)

      


        Parses an action string from API format.



    


    
      
        action_to_api(action, resource)

      


        Converts an action and resource to API string format.



    


    
      
        admin()

      


        Returns a list of permissions for full admin access.



    


    
      
        create_data(name)

      


        Creates a create permission for data in a collection.



    


    
      
        delete_data(name)

      


        Creates a delete permission for data in a collection.



    


    
      
        from_api(api)

      


        Parses a permission from API response.



    


    
      
        manage_collection(name)

      


        Creates a manage permission for a collection schema.



    


    
      
        manage_data(name)

      


        Creates a manage permission for data in a collection.



    


    
      
        new(action, resource, opts \\ [])

      


        Creates a new permission.



    


    
      
        read_collection(name)

      


        Creates a read permission for a collection schema.



    


    
      
        read_data(name)

      


        Creates a read permission for data in a collection.



    


    
      
        to_api(permission)

      


        Converts a permission to API format.



    


    
      
        update_data(name)

      


        Creates an update permission for data in a collection.



    


    
      
        valid_action?(action)

      


        Checks if an action is valid.



    


    
      
        valid_resource?(resource)

      


        Checks if a resource is valid.



    


    
      
        viewer()

      


        Returns a list of permissions for read-only access.



    





      


      
        Types


        


  
    
      
    
    
      action()



        
          
        

    

  


  

      

          @type action() :: :create | :read | :update | :delete | :manage | :assign_and_revoke


      



  



  
    
      
    
    
      resource()



        
          
        

    

  


  

      

          @type resource() ::
  :collections
  | :data
  | :tenants
  | :roles
  | :users
  | :groups
  | :cluster
  | :nodes
  | :backups
  | :replicate
  | :alias


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.API.RBAC.Permission{
  action: action(),
  resource: resource(),
  scope: WeaviateEx.API.RBAC.Scope.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      action_from_api(action_str)



        
          
        

    

  


  

      

          @spec action_from_api(String.t()) :: {action(), resource()}


      


Parses an action string from API format.
Examples
action_from_api("read_collections")
# => {:read, :collections}

  



  
    
      
    
    
      action_to_api(action, resource)



        
          
        

    

  


  

      

          @spec action_to_api(action(), resource()) :: String.t()


      


Converts an action and resource to API string format.
Examples
action_to_api(:read, :collections)
# => "read_collections"

  



  
    
      
    
    
      admin()



        
          
        

    

  


  

      

          @spec admin() :: [t()]


      


Returns a list of permissions for full admin access.

  



  
    
      
    
    
      create_data(name)



        
          
        

    

  


  

      

          @spec create_data(String.t()) :: t()


      


Creates a create permission for data in a collection.

  



  
    
      
    
    
      delete_data(name)



        
          
        

    

  


  

      

          @spec delete_data(String.t()) :: t()


      


Creates a delete permission for data in a collection.

  



  
    
      
    
    
      from_api(api)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parses a permission from API response.

  



  
    
      
    
    
      manage_collection(name)



        
          
        

    

  


  

      

          @spec manage_collection(String.t()) :: t()


      


Creates a manage permission for a collection schema.

  



  
    
      
    
    
      manage_data(name)



        
          
        

    

  


  

      

          @spec manage_data(String.t()) :: t()


      


Creates a manage permission for data in a collection.

  



    

  
    
      
    
    
      new(action, resource, opts \\ [])



        
          
        

    

  


  

      

          @spec new(action(), resource(), keyword()) :: t()


      


Creates a new permission.
Options
	:scope - A Scope struct to restrict the permission
	:collection - Shorthand to create a collection scope
	:tenant - Shorthand to add a tenant to the scope

Examples
Permission.new(:read, :collections)
Permission.new(:read, :data, scope: Scope.collection("Article"))
Permission.new(:read, :data, collection: "Article", tenant: "tenant-a")

  



  
    
      
    
    
      read_collection(name)



        
          
        

    

  


  

      

          @spec read_collection(String.t()) :: t()


      


Creates a read permission for a collection schema.

  



  
    
      
    
    
      read_data(name)



        
          
        

    

  


  

      

          @spec read_data(String.t()) :: t()


      


Creates a read permission for data in a collection.

  



  
    
      
    
    
      to_api(permission)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Converts a permission to API format.
Example
Permission.read_collection("Article") |> Permission.to_api()
# => %{"action" => "read_collections", "collection" => "Article"}

  



  
    
      
    
    
      update_data(name)



        
          
        

    

  


  

      

          @spec update_data(String.t()) :: t()


      


Creates an update permission for data in a collection.

  



  
    
      
    
    
      valid_action?(action)



        
          
        

    

  


  

      

          @spec valid_action?(atom()) :: boolean()


      


Checks if an action is valid.

  



  
    
      
    
    
      valid_resource?(resource)



        
          
        

    

  


  

      

          @spec valid_resource?(atom()) :: boolean()


      


Checks if a resource is valid.

  



  
    
      
    
    
      viewer()



        
          
        

    

  


  

      

          @spec viewer() :: [t()]


      


Returns a list of permissions for read-only access.
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WeaviateEx.API.RBAC.Scope 
    



      
Role scope permissions for fine-grained RBAC.
Scopes define the boundary of permissions, allowing you to restrict
access to specific collections, tenants, or shards.
Examples
# All collections
scope = Scope.all_collections()

# Single collection
scope = Scope.collection("Article")

# Multiple collections
scope = Scope.collections(["Article", "Author"])

# Collection with tenant restriction
scope =
  Scope.collection("Article")
  |> Scope.with_tenants(["tenant-a", "tenant-b"])

# Use in permission
perm = Permission.new(:read, :data, scope: scope)

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        all_collections()

      


        Creates a scope matching all collections.



    


    
      
        collection(name)

      


        Creates a scope for a single collection.



    


    
      
        collections(names)

      


        Creates a scope for multiple collections.



    


    
      
        from_api(api)

      


        Parses a scope from API response.



    


    
      
        new(opts \\ [])

      


        Creates a new scope with the given options.



    


    
      
        to_api(scope)

      


        Converts a scope to API format.



    


    
      
        with_shards(scope, shards)

      


        Adds shard restrictions to a scope.



    


    
      
        with_tenants(scope, tenants)

      


        Adds tenant restrictions to a scope.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.API.RBAC.Scope{
  collections: [String.t()] | :all | nil,
  shards: [String.t()] | :all | nil,
  tenants: [String.t()] | :all | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      all_collections()



        
          
        

    

  


  

      

          @spec all_collections() :: t()


      


Creates a scope matching all collections.
Example
Scope.all_collections()

  



  
    
      
    
    
      collection(name)



        
          
        

    

  


  

      

          @spec collection(String.t()) :: t()


      


Creates a scope for a single collection.
Example
Scope.collection("Article")

  



  
    
      
    
    
      collections(names)



        
          
        

    

  


  

      

          @spec collections([String.t()]) :: t()


      


Creates a scope for multiple collections.
Example
Scope.collections(["Article", "Author", "Comment"])

  



  
    
      
    
    
      from_api(api)



        
          
        

    

  


  

      

          @spec from_api(map() | nil) :: t() | nil


      


Parses a scope from API response.
Example
Scope.from_api(%{"collection" => "Article", "tenant" => "tenant-a"})

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Creates a new scope with the given options.
Options
	:collections - List of collection names or :all
	:tenants - List of tenant names or :all
	:shards - List of shard names or :all

Examples
Scope.new(collections: :all)
Scope.new(collections: ["Article"], tenants: ["tenant-a"])

  



  
    
      
    
    
      to_api(scope)



        
          
        

    

  


  

      

          @spec to_api(t() | nil) :: map()


      


Converts a scope to API format.
Examples
Scope.all_collections() |> Scope.to_api()
# => %{"collection" => "*"}

Scope.collection("Article") |> Scope.to_api()
# => %{"collection" => "Article"}

  



  
    
      
    
    
      with_shards(scope, shards)



        
          
        

    

  


  

      

          @spec with_shards(t(), [String.t()] | :all) :: t()


      


Adds shard restrictions to a scope.
Example
Scope.collection("Article")
|> Scope.with_shards(["shard-0", "shard-1"])

  



  
    
      
    
    
      with_tenants(scope, tenants)



        
          
        

    

  


  

      

          @spec with_tenants(t(), [String.t()] | :all) :: t()


      


Adds tenant restrictions to a scope.
Examples
Scope.collection("Article")
|> Scope.with_tenants(["tenant-a"])

Scope.collection("Article")
|> Scope.with_tenants(:all)
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WeaviateEx.API.RerankerConfig 
    



      
Reranker configuration for collections.
Configure reranking models to improve search result relevance.
Rerankers re-score search results using more sophisticated models
to improve ranking quality.
Built-in Providers
	cohere/2 - Cohere Rerank
	transformers/1 - Local transformers model
	voyageai/2 - Voyage AI
	jinaai/2 - Jina AI
	nvidia/2 - NVIDIA Rerank
	contextualai/2 - Contextual AI Rerank

Custom Providers
	custom/2 - Any unlisted provider

Examples
# Cohere reranker
config = RerankerConfig.cohere("rerank-english-v3.0")
Collections.create("Article", %{
  properties: [...],
  reranker_config: config
})

# Custom reranker
config = RerankerConfig.custom("my-reranker",
  api_endpoint: "https://reranker.example.com",
  model: "rerank-v1"
)

      


      
        Summary


  
    Types
  


    
      
        config()

      


    





  
    Functions
  


    
      
        cohere(model \\ "rerank-english-v2.0", opts \\ [])

      


        Create a Cohere reranker configuration.



    


    
      
        contextualai(model \\ nil, opts \\ [])

      


        Create a Contextual AI reranker configuration.



    


    
      
        custom(name, opts)

      


        Create a custom reranker configuration for unlisted providers.



    


    
      
        jinaai(model, opts \\ [])

      


        Create a Jina AI reranker configuration.



    


    
      
        none()

      


        Disable reranking.



    


    
      
        nvidia(model \\ nil, opts \\ [])

      


        Create an NVIDIA reranker configuration.



    


    
      
        transformers(opts \\ [])

      


        Create a local transformers reranker configuration.



    


    
      
        voyageai(model, opts \\ [])

      


        Create a Voyage AI reranker configuration.



    





      


      
        Types


        


  
    
      
    
    
      config()



        
          
        

    

  


  

      

          @type config() :: %{required(String.t()) => map()}


      



  


        

      

      
        Functions


        


    

    

  
    
      
    
    
      cohere(model \\ "rerank-english-v2.0", opts \\ [])



        
          
        

    

  


  

      

          @spec cohere(
  String.t(),
  keyword()
) :: config()


      


Create a Cohere reranker configuration.
Arguments
	model - Cohere model name (default: "rerank-english-v2.0")

Options
	:base_url - Custom API endpoint URL

Examples
RerankerConfig.cohere()
RerankerConfig.cohere("rerank-english-v3.0")
RerankerConfig.cohere("rerank-multilingual-v3.0", base_url: "https://api.cohere.ai")

  



    

    

  
    
      
    
    
      contextualai(model \\ nil, opts \\ [])



        
          
        

    

  


  

      

          @spec contextualai(
  String.t() | nil,
  keyword()
) :: config()


      


Create a Contextual AI reranker configuration.
Arguments
	model - Contextual AI model name (optional)

Options
	:base_url - Custom API endpoint URL
	:instruction - Instruction for the reranker

Examples
RerankerConfig.contextualai()
RerankerConfig.contextualai("ctxai-rerank-v1")
RerankerConfig.contextualai("ctxai-rerank", base_url: "https://api.contextual.ai", instruction: "Rank by relevance")

  



  
    
      
    
    
      custom(name, opts)



        
          
        

    

  


  

      

          @spec custom(
  String.t(),
  keyword()
) :: config()


      


Create a custom reranker configuration for unlisted providers.
All options are passed through with automatic snake_case to camelCase conversion.
Arguments
	name - Identifier for the custom provider
	opts - Provider configuration options

Common Options
	:api_endpoint - API endpoint URL
	:model - Model identifier
	:base_url - Base URL for the API

Examples
RerankerConfig.custom("my-reranker",
  api_endpoint: "https://reranker.example.com",
  model: "rerank-v1"
)

RerankerConfig.custom("local-reranker",
  api_endpoint: "http://localhost:9000",
  max_tokens: 512,
  batch_size: 32
)

  



    

  
    
      
    
    
      jinaai(model, opts \\ [])



        
          
        

    

  


  

      

          @spec jinaai(
  String.t(),
  keyword()
) :: config()


      


Create a Jina AI reranker configuration.
Arguments
	model - Jina AI model name

Options
	:base_url - Custom API endpoint URL

Examples
RerankerConfig.jinaai("jina-reranker-v1-base-en")
RerankerConfig.jinaai("jina-reranker-v1-turbo-en")

  



  
    
      
    
    
      none()



        
          
        

    

  


  

      

          @spec none() :: config()


      


Disable reranking.
Examples
RerankerConfig.none()

  



    

    

  
    
      
    
    
      nvidia(model \\ nil, opts \\ [])



        
          
        

    

  


  

      

          @spec nvidia(
  String.t() | nil,
  keyword()
) :: config()


      


Create an NVIDIA reranker configuration.
Arguments
	model - NVIDIA model name (optional)

Options
	:base_url - Custom API endpoint URL

Examples
RerankerConfig.nvidia()
RerankerConfig.nvidia("nvidia-nemo-retriever-qa-mistral-4b-instruct")
RerankerConfig.nvidia("nvidia-rerank", base_url: "https://api.nvidia.com")

  



    

  
    
      
    
    
      transformers(opts \\ [])



        
          
        

    

  


  

      

          @spec transformers(keyword()) :: config()


      


Create a local transformers reranker configuration.
Uses a locally deployed transformers model for reranking.
Options
	:query_key - Key for the query in the input
	:passage_key - Key for the passage in the input
	:inference_url - URL of the inference service

Examples
RerankerConfig.transformers()
RerankerConfig.transformers(inference_url: "http://localhost:8080")

  



    

  
    
      
    
    
      voyageai(model, opts \\ [])



        
          
        

    

  


  

      

          @spec voyageai(
  String.t(),
  keyword()
) :: config()


      


Create a Voyage AI reranker configuration.
Arguments
	model - Voyage AI model name

Options
	:base_url - Custom API endpoint URL
	:truncation - Truncation mode

Examples
RerankerConfig.voyageai("rerank-1")
RerankerConfig.voyageai("rerank-lite-1", base_url: "https://api.voyageai.com")
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User management operations.
This module provides API operations for managing users in Weaviate.
Users can be database-managed (DB users) or OIDC-managed.
Examples
alias WeaviateEx.API.Users

# Create a new DB user (returns API key)
{:ok, user} = Users.create(client, "new-user-id")
IO.puts("API Key: #{user.api_key}")

# Get current user info
{:ok, me} = Users.get_my_user(client)

# Assign roles to user
:ok = Users.assign_roles(client, "user-id", ["admin", "reader"])

# Deactivate user
:ok = Users.deactivate(client, "user-id")

# Rotate API key
{:ok, new_key} = Users.rotate_key(client, "user-id")
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        opts()

      


    





  
    Functions
  


    
      
        activate(client, user_id, opts \\ [])

      


        Activate a user.



    


    
      
        assign_roles(client, user_id, role_names, opts \\ [])

      


        Assign roles to a user.



    


    
      
        create(client, user_id, opts \\ [])

      


        Create a new DB user.



    


    
      
        deactivate(client, user_id, opts \\ [])

      


        Deactivate a user.



    


    
      
        delete(client, user_id, opts \\ [])

      


        Delete a user.



    


    
      
        get(client, user_id, opts \\ [])

      


        Get a user by ID.



    


    
      
        get_assigned_roles(client, user_id, opts \\ [])

      


        Get roles assigned to a user.



    


    
      
        get_my_user(client, opts \\ [])

      


        Get the current authenticated user.



    


    
      
        list_all(client, opts \\ [])

      


        List all users.



    


    
      
        revoke_roles(client, user_id, role_names, opts \\ [])

      


        Revoke roles from a user.



    


    
      
        rotate_key(client, user_id, opts \\ [])

      


        Rotate a user's API key.



    





      


      
        Types


        


  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @type opts() :: keyword()


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      activate(client, user_id, opts \\ [])



        
          
        

    

  


  

      

          @spec activate(WeaviateEx.Client.t(), String.t(), opts()) ::
  :ok | {:error, WeaviateEx.Error.t()}


      


Activate a user.
Examples
:ok = Users.activate(client, "john.doe")

  



    

  
    
      
    
    
      assign_roles(client, user_id, role_names, opts \\ [])



        
          
        

    

  


  

      

          @spec assign_roles(WeaviateEx.Client.t(), String.t(), [String.t()], opts()) ::
  :ok | {:error, WeaviateEx.Error.t()}


      


Assign roles to a user.
Examples
:ok = Users.assign_roles(client, "john.doe", ["admin", "editor"])

  



    

  
    
      
    
    
      create(client, user_id, opts \\ [])



        
          
        

    

  


  

      

          @spec create(WeaviateEx.Client.t(), String.t(), opts()) ::
  {:ok, WeaviateEx.Users.User.DB.t()} | {:error, WeaviateEx.Error.t()}


      


Create a new DB user.
Returns the created user with their generated API key.
Examples
{:ok, user} = Users.create(client, "john.doe")
IO.puts("API Key: #{user.api_key}")

  



    

  
    
      
    
    
      deactivate(client, user_id, opts \\ [])



        
          
        

    

  


  

      

          @spec deactivate(WeaviateEx.Client.t(), String.t(), opts()) ::
  :ok | {:error, WeaviateEx.Error.t()}


      


Deactivate a user.
Examples
:ok = Users.deactivate(client, "john.doe")

  



    

  
    
      
    
    
      delete(client, user_id, opts \\ [])



        
          
        

    

  


  

      

          @spec delete(WeaviateEx.Client.t(), String.t(), opts()) ::
  :ok | {:error, WeaviateEx.Error.t()}


      


Delete a user.
Examples
:ok = Users.delete(client, "john.doe")

  



    

  
    
      
    
    
      get(client, user_id, opts \\ [])



        
          
        

    

  


  

      

          @spec get(WeaviateEx.Client.t(), String.t(), opts()) ::
  {:ok, WeaviateEx.Users.User.DB.t() | WeaviateEx.Users.User.OIDC.t()}
  | {:error, WeaviateEx.Error.t()}


      


Get a user by ID.
Returns either a DB user or OIDC user depending on the user type.
Examples
{:ok, user} = Users.get(client, "john.doe")

  



    

  
    
      
    
    
      get_assigned_roles(client, user_id, opts \\ [])



        
          
        

    

  


  

      

          @spec get_assigned_roles(WeaviateEx.Client.t(), String.t(), opts()) ::
  {:ok, [String.t()]} | {:error, WeaviateEx.Error.t()}


      


Get roles assigned to a user.
Examples
{:ok, roles} = Users.get_assigned_roles(client, "john.doe")

  



    

  
    
      
    
    
      get_my_user(client, opts \\ [])



        
          
        

    

  


  

      

          @spec get_my_user(WeaviateEx.Client.t(), opts()) ::
  {:ok, WeaviateEx.Users.User.Own.t()} | {:error, WeaviateEx.Error.t()}


      


Get the current authenticated user.
Examples
{:ok, me} = Users.get_my_user(client)

  



    

  
    
      
    
    
      list_all(client, opts \\ [])



        
          
        

    

  


  

      

          @spec list_all(WeaviateEx.Client.t(), opts()) ::
  {:ok, [WeaviateEx.Users.User.DB.t() | WeaviateEx.Users.User.OIDC.t()]}
  | {:error, WeaviateEx.Error.t()}


      


List all users.
Returns both DB users and OIDC users.
Examples
{:ok, users} = Users.list_all(client)

  



    

  
    
      
    
    
      revoke_roles(client, user_id, role_names, opts \\ [])



        
          
        

    

  


  

      

          @spec revoke_roles(WeaviateEx.Client.t(), String.t(), [String.t()], opts()) ::
  :ok | {:error, WeaviateEx.Error.t()}


      


Revoke roles from a user.
Examples
:ok = Users.revoke_roles(client, "john.doe", ["admin"])

  



    

  
    
      
    
    
      rotate_key(client, user_id, opts \\ [])



        
          
        

    

  


  

      

          @spec rotate_key(WeaviateEx.Client.t(), String.t(), opts()) ::
  {:ok, String.t()} | {:error, WeaviateEx.Error.t()}


      


Rotate a user's API key.
Returns the new API key. Only works for DB users.
Examples
{:ok, new_key} = Users.rotate_key(client, "john.doe")
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Database-backed user management.
This module manages users that are stored in Weaviate's database,
as opposed to OIDC users which are managed by an external identity provider.
DB users:
	Have API keys for authentication
	Can be created and deleted via this API
	Can have their API keys rotated
	Can be activated/deactivated

Examples
alias WeaviateEx.API.Users.DB

# Create a new DB user
{:ok, user} = DB.create(client, "new-user")
IO.puts("API Key: #{user.api_key}")

# Rotate API key
{:ok, new_key} = DB.rotate_api_key(client, "new-user")

# Assign roles
:ok = DB.assign_roles(client, "new-user", ["editor", "viewer"])

# Delete user
:ok = DB.delete(client, "new-user")
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    Functions
  


    
      
        activate(client, user_id, opts \\ [])

      


        Activates a user.



    


    
      
        assign_roles(client, user_id, role_names, opts \\ [])

      


        Assigns roles to a user.



    


    
      
        create(client, user_id, opts \\ [])

      


        Creates a new database user.



    


    
      
        deactivate(client, user_id, opts \\ [])

      


        Deactivates a user.



    


    
      
        delete(client, user_id, opts \\ [])

      


        Deletes a database user.



    


    
      
        get(client, user_id, opts \\ [])

      


        Gets a database user by ID.



    


    
      
        get_roles(client, user_id, opts \\ [])

      


        Gets roles assigned to a user.



    


    
      
        list(client, opts \\ [])

      


        Lists all database users.



    


    
      
        revoke_roles(client, user_id, role_names, opts \\ [])

      


        Revokes roles from a user.



    


    
      
        rotate_api_key(client, user_id, opts \\ [])

      


        Rotates a user's API key.



    





      


      
        Types


        


  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @type opts() :: keyword()


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      activate(client, user_id, opts \\ [])



        
          
        

    

  


  

      

          @spec activate(WeaviateEx.Client.t(), String.t(), opts()) ::
  :ok | {:error, WeaviateEx.Error.t()}


      


Activates a user.
Examples
:ok = DB.activate(client, "john.doe")

  



    

  
    
      
    
    
      assign_roles(client, user_id, role_names, opts \\ [])



        
          
        

    

  


  

      

          @spec assign_roles(WeaviateEx.Client.t(), String.t(), [String.t()], opts()) ::
  :ok | {:error, WeaviateEx.Error.t()}


      


Assigns roles to a user.
Examples
:ok = DB.assign_roles(client, "john.doe", ["admin", "editor"])

  



    

  
    
      
    
    
      create(client, user_id, opts \\ [])



        
          
        

    

  


  

      

          @spec create(WeaviateEx.Client.t(), String.t(), opts()) ::
  {:ok, WeaviateEx.Users.User.DB.t()} | {:error, WeaviateEx.Error.t()}


      


Creates a new database user.
Returns the user with their generated API key.
Examples
{:ok, user} = DB.create(client, "john.doe")
IO.puts("API Key: #{user.api_key}")

  



    

  
    
      
    
    
      deactivate(client, user_id, opts \\ [])



        
          
        

    

  


  

      

          @spec deactivate(WeaviateEx.Client.t(), String.t(), opts()) ::
  :ok | {:error, WeaviateEx.Error.t()}


      


Deactivates a user.
Options
	:revoke_key - If true, also revokes the user's API key (default: false)

Examples
# Deactivate user, keeping API key
:ok = DB.deactivate(client, "john.doe")

# Deactivate user and revoke their API key
:ok = DB.deactivate(client, "john.doe", revoke_key: true)

  



    

  
    
      
    
    
      delete(client, user_id, opts \\ [])



        
          
        

    

  


  

      

          @spec delete(WeaviateEx.Client.t(), String.t(), opts()) ::
  :ok | {:error, WeaviateEx.Error.t()}


      


Deletes a database user.
Examples
:ok = DB.delete(client, "john.doe")

  



    

  
    
      
    
    
      get(client, user_id, opts \\ [])



        
          
        

    

  


  

      

          @spec get(WeaviateEx.Client.t(), String.t(), opts()) ::
  {:ok, WeaviateEx.Users.User.DB.t()} | {:error, WeaviateEx.Error.t()}


      


Gets a database user by ID.
Examples
{:ok, user} = DB.get(client, "john.doe")

  



    

  
    
      
    
    
      get_roles(client, user_id, opts \\ [])



        
          
        

    

  


  

      

          @spec get_roles(WeaviateEx.Client.t(), String.t(), opts()) ::
  {:ok, [String.t()] | map()} | {:error, WeaviateEx.Error.t()}


      


Gets roles assigned to a user.
Options
	:include_permissions - If true, returns a map of role names to Role structs
with full permission details instead of just role names (default: false)

Examples
# Get role names only
{:ok, ["admin", "editor"]} = DB.get_roles(client, "john.doe")

# Get roles with full permission details
{:ok, %{"admin" => %Role{...}}} = DB.get_roles(client, "john.doe", include_permissions: true)

  



    

  
    
      
    
    
      list(client, opts \\ [])



        
          
        

    

  


  

      

          @spec list(WeaviateEx.Client.t(), opts()) ::
  {:ok, [WeaviateEx.Users.User.DB.t()]} | {:error, WeaviateEx.Error.t()}


      


Lists all database users.
Examples
{:ok, users} = DB.list(client)

  



    

  
    
      
    
    
      revoke_roles(client, user_id, role_names, opts \\ [])



        
          
        

    

  


  

      

          @spec revoke_roles(WeaviateEx.Client.t(), String.t(), [String.t()], opts()) ::
  :ok | {:error, WeaviateEx.Error.t()}


      


Revokes roles from a user.
Examples
:ok = DB.revoke_roles(client, "john.doe", ["admin"])

  



    

  
    
      
    
    
      rotate_api_key(client, user_id, opts \\ [])



        
          
        

    

  


  

      

          @spec rotate_api_key(WeaviateEx.Client.t(), String.t(), opts()) ::
  {:ok, String.t()} | {:error, WeaviateEx.Error.t()}


      


Rotates a user's API key.
Returns the new API key.
Examples
{:ok, new_key} = DB.rotate_api_key(client, "john.doe")
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OIDC-backed user management.
This module manages users that are authenticated via OIDC (OpenID Connect).
OIDC users are created and managed by the external identity provider,
so this module only provides operations for:
	Getting user information
	Listing known OIDC users
	Assigning/revoking roles

Note: OIDC users cannot be created or deleted via this API - they are
provisioned by the identity provider.
Examples
alias WeaviateEx.API.Users.OIDC

# Get an OIDC user
{:ok, user} = OIDC.get(client, "user@example.com")
IO.puts("Groups: #{inspect(user.groups)}")

# List all OIDC users
{:ok, users} = OIDC.list(client)

# Assign roles
:ok = OIDC.assign_roles(client, "user@example.com", ["viewer"])
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    Functions
  


    
      
        assign_roles(client, user_id, role_names, opts \\ [])

      


        Assigns roles to an OIDC user.



    


    
      
        get(client, user_id, opts \\ [])

      


        Gets an OIDC user by ID.



    


    
      
        get_roles(client, user_id, opts \\ [])

      


        Gets roles assigned to an OIDC user.



    


    
      
        list(client, opts \\ [])

      


        Lists all known OIDC users.



    


    
      
        revoke_roles(client, user_id, role_names, opts \\ [])

      


        Revokes roles from an OIDC user.
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          @type opts() :: keyword()


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      assign_roles(client, user_id, role_names, opts \\ [])



        
          
        

    

  


  

      

          @spec assign_roles(WeaviateEx.Client.t(), String.t(), [String.t()], opts()) ::
  :ok | {:error, WeaviateEx.Error.t()}


      


Assigns roles to an OIDC user.
Examples
:ok = OIDC.assign_roles(client, "user@example.com", ["editor", "viewer"])

  



    

  
    
      
    
    
      get(client, user_id, opts \\ [])



        
          
        

    

  


  

      

          @spec get(WeaviateEx.Client.t(), String.t(), opts()) ::
  {:ok, WeaviateEx.Users.User.OIDC.t()} | {:error, WeaviateEx.Error.t()}


      


Gets an OIDC user by ID.
Examples
{:ok, user} = OIDC.get(client, "user@example.com")

  



    

  
    
      
    
    
      get_roles(client, user_id, opts \\ [])



        
          
        

    

  


  

      

          @spec get_roles(WeaviateEx.Client.t(), String.t(), opts()) ::
  {:ok, [String.t()]} | {:error, WeaviateEx.Error.t()}


      


Gets roles assigned to an OIDC user.
Examples
{:ok, roles} = OIDC.get_roles(client, "user@example.com")

  



    

  
    
      
    
    
      list(client, opts \\ [])



        
          
        

    

  


  

      

          @spec list(WeaviateEx.Client.t(), opts()) ::
  {:ok, [WeaviateEx.Users.User.OIDC.t()]} | {:error, WeaviateEx.Error.t()}


      


Lists all known OIDC users.
Returns users that have authenticated at least once or had roles assigned.
Examples
{:ok, users} = OIDC.list(client)

  



    

  
    
      
    
    
      revoke_roles(client, user_id, role_names, opts \\ [])



        
          
        

    

  


  

      

          @spec revoke_roles(WeaviateEx.Client.t(), String.t(), [String.t()], opts()) ::
  :ok | {:error, WeaviateEx.Error.t()}


      


Revokes roles from an OIDC user.
Examples
:ok = OIDC.revoke_roles(client, "user@example.com", ["editor"])

  


        

      


  

  
    
    WeaviateEx.API.Vectorizers.Img2VecNeural - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.API.Vectorizers.Img2VecNeural 
    



      
Img2Vec-Neural vectorizer configuration.
Uses neural networks to create vector embeddings from images.
This module runs locally using ResNet-based models.
Example
Img2VecNeural.new(image_fields: ["image", "thumbnail"])
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        from_api(map)

      


        Parse configuration from API response.



    


    
      
        new(opts \\ [])

      


        Create a new Img2Vec-Neural configuration.



    


    
      
        to_api(config)

      


        Convert configuration to API format.



    


    
      
        vectorizer_name()

      


        Returns the vectorizer name for the API.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.API.Vectorizers.Img2VecNeural{
  image_fields: [String.t()] | nil
}
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      from_api(map)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse configuration from API response.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new Img2Vec-Neural configuration.
Options
	:image_fields - List of property names containing image data


  



  
    
      
    
    
      to_api(config)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert configuration to API format.

  



  
    
      
    
    
      vectorizer_name()



        
          
        

    

  


  

      

          @spec vectorizer_name() :: String.t()


      


Returns the vectorizer name for the API.
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Multi2Vec-CLIP vectorizer configuration.
Uses CLIP models for multimodal (image + text) embedding.
Example
Multi2VecClip.new(
  image_fields: [%{name: "image", weight: 0.7}],
  text_fields: [%{name: "caption", weight: 0.3}]
)
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        from_api(map)

      


        Parse configuration from API response.



    


    
      
        new(opts \\ [])

      


        Create a new Multi2Vec-CLIP configuration.



    


    
      
        to_api(config)

      


        Convert configuration to API format.



    


    
      
        vectorizer_name()

      


        Returns the vectorizer name for the API.
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          @type field_config() :: %{:name => String.t(), optional(:weight) => float()}
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          @type t() :: %WeaviateEx.API.Vectorizers.Multi2VecClip{
  image_fields: [field_config()] | nil,
  inference_url: String.t() | nil,
  text_fields: [field_config()] | nil,
  vectorize_collection_name: boolean()
}
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          @spec from_api(map()) :: t()


      


Parse configuration from API response.
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          @spec new(keyword()) :: t()


      


Create a new Multi2Vec-CLIP configuration.
Options
	:image_fields - List of image field configs with name and optional weight
	:text_fields - List of text field configs with name and optional weight
	:inference_url - Custom inference URL
	:vectorize_collection_name - Include collection name (default: true)

Field Config
Fields can be specified as:
	Simple strings: ["image", "caption"]
	Maps with weights: [%{name: "image", weight: 0.7}]
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          @spec to_api(t()) :: map()


      


Convert configuration to API format.

  



  
    
      
    
    
      vectorizer_name()



        
          
        

    

  


  

      

          @spec vectorizer_name() :: String.t()


      


Returns the vectorizer name for the API.
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Multi2Vec-Cohere vectorizer configuration.
Uses Cohere's multimodal embedding models for image and text.
Example
Multi2VecCohere.new(
  model: "embed-english-v3.0",
  image_fields: [%{name: "image", weight: 0.5}],
  text_fields: [%{name: "description", weight: 0.5}]
)
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        from_api(map)

      


        Parse configuration from API response.



    


    
      
        new(opts \\ [])

      


        Create a new Multi2Vec-Cohere configuration.



    


    
      
        to_api(config)

      


        Convert configuration to API format.



    


    
      
        vectorizer_name()

      


        Returns the vectorizer name for the API.
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          @type field_config() :: %{:name => String.t(), optional(:weight) => float()}
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          @type t() :: %WeaviateEx.API.Vectorizers.Multi2VecCohere{
  base_url: String.t() | nil,
  image_fields: [field_config()] | nil,
  model: String.t() | nil,
  text_fields: [field_config()] | nil,
  truncate: String.t() | nil,
  vectorize_collection_name: boolean()
}
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          @spec from_api(map()) :: t()


      


Parse configuration from API response.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new Multi2Vec-Cohere configuration.
Options
	:model - Cohere model name (e.g., "embed-english-v3.0", "embed-multilingual-v3.0")
	:base_url - Custom API endpoint
	:truncate - Truncation strategy ("NONE", "START", "END")
	:image_fields - List of image field configs with name and optional weight
	:text_fields - List of text field configs with name and optional weight
	:vectorize_collection_name - Include collection name (default: true)

Field Config
Fields can be specified as:
	Simple strings: ["image", "caption"]
	Maps with weights: [%{name: "image", weight: 0.7}]


  



  
    
      
    
    
      to_api(config)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert configuration to API format.

  



  
    
      
    
    
      vectorizer_name()



        
          
        

    

  


  

      

          @spec vectorizer_name() :: String.t()


      


Returns the vectorizer name for the API.

  


        

      


  

  
    
    WeaviateEx.API.Vectorizers.Multi2VecGoogle - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.API.Vectorizers.Multi2VecGoogle 
    



      
Multi2Vec-Google (Vertex AI) vectorizer configuration.
Uses Google's multimodal embedding models for image, text, and video.
Example
Multi2VecGoogle.new(
  project_id: "my-gcp-project",
  location: "us-central1",
  image_fields: [%{name: "image", weight: 0.5}],
  text_fields: [%{name: "description", weight: 0.5}]
)

      


      
        Summary


  
    Types
  


    
      
        field_config()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        from_api(map)

      


        Parse configuration from API response.



    


    
      
        new(opts \\ [])

      


        Create a new Multi2Vec-Google configuration.



    


    
      
        to_api(config)

      


        Convert configuration to API format.



    


    
      
        vectorizer_name()

      


        Returns the vectorizer name for the API.



    





      


      
        Types


        


  
    
      
    
    
      field_config()



        
          
        

    

  


  

      

          @type field_config() :: %{:name => String.t(), optional(:weight) => float()}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.API.Vectorizers.Multi2VecGoogle{
  dimensions: pos_integer() | nil,
  image_fields: [field_config()] | nil,
  location: String.t() | nil,
  model_id: String.t() | nil,
  project_id: String.t() | nil,
  text_fields: [field_config()] | nil,
  vectorize_collection_name: boolean(),
  video_fields: [field_config()] | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_api(map)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse configuration from API response.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new Multi2Vec-Google configuration.
Options
	:project_id - Google Cloud project ID (required)
	:location - Google Cloud location (e.g., "us-central1")
	:model_id - Model ID (e.g., "multimodalembedding@001")
	:dimensions - Output dimensions
	:image_fields - List of image field configs with name and optional weight
	:text_fields - List of text field configs with name and optional weight
	:video_fields - List of video field configs with name and optional weight
	:vectorize_collection_name - Include collection name (default: true)

Field Config
Fields can be specified as:
	Simple strings: ["image", "caption"]
	Maps with weights: [%{name: "image", weight: 0.7}]


  



  
    
      
    
    
      to_api(config)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert configuration to API format.

  



  
    
      
    
    
      vectorizer_name()



        
          
        

    

  


  

      

          @spec vectorizer_name() :: String.t()


      


Returns the vectorizer name for the API.

  


        

      


  

  
    
    WeaviateEx.API.Vectorizers.Multi2VecVoyageAI - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.API.Vectorizers.Multi2VecVoyageAI 
    



      
Multi2Vec-VoyageAI vectorizer configuration.
Uses VoyageAI's multimodal embedding models for image and text.
Example
Multi2VecVoyageAI.new(
  model: "voyage-multimodal-3",
  image_fields: [%{name: "image", weight: 0.5}],
  text_fields: [%{name: "description", weight: 0.5}]
)

      


      
        Summary


  
    Types
  


    
      
        field_config()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        from_api(map)

      


        Parse configuration from API response.



    


    
      
        new(opts \\ [])

      


        Create a new Multi2Vec-VoyageAI configuration.



    


    
      
        to_api(config)

      


        Convert configuration to API format.



    


    
      
        vectorizer_name()

      


        Returns the vectorizer name for the API.



    





      


      
        Types


        


  
    
      
    
    
      field_config()



        
          
        

    

  


  

      

          @type field_config() :: %{:name => String.t(), optional(:weight) => float()}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.API.Vectorizers.Multi2VecVoyageAI{
  base_url: String.t() | nil,
  image_fields: [field_config()] | nil,
  model: String.t() | nil,
  text_fields: [field_config()] | nil,
  truncate: boolean() | nil,
  vectorize_collection_name: boolean()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_api(map)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse configuration from API response.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new Multi2Vec-VoyageAI configuration.
Options
	:model - VoyageAI model name (e.g., "voyage-multimodal-3")
	:base_url - Custom API endpoint
	:truncate - Whether to truncate long inputs
	:image_fields - List of image field configs with name and optional weight
	:text_fields - List of text field configs with name and optional weight
	:vectorize_collection_name - Include collection name (default: true)

Field Config
Fields can be specified as:
	Simple strings: ["image", "caption"]
	Maps with weights: [%{name: "image", weight: 0.7}]


  



  
    
      
    
    
      to_api(config)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert configuration to API format.

  



  
    
      
    
    
      vectorizer_name()



        
          
        

    

  


  

      

          @spec vectorizer_name() :: String.t()


      


Returns the vectorizer name for the API.

  


        

      


  

  
    
    WeaviateEx.API.Vectorizers.Ref2VecCentroid - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.API.Vectorizers.Ref2VecCentroid 
    



      
Ref2Vec-Centroid vectorizer configuration.
Calculates vectors based on the centroid of referenced objects' vectors.
This is useful for creating aggregate vectors from cross-references.
Example
Ref2VecCentroid.new(
  reference_properties: ["hasArticles", "hasComments"],
  method: "mean"
)
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    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_api(map)

      


        Parse configuration from API response.



    


    
      
        new(opts \\ [])

      


        Create a new Ref2Vec-Centroid configuration.



    


    
      
        to_api(config)

      


        Convert configuration to API format.



    


    
      
        vectorizer_name()

      


        Returns the vectorizer name for the API.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.API.Vectorizers.Ref2VecCentroid{
  method: String.t() | nil,
  reference_properties: [String.t()] | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_api(map)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse configuration from API response.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new Ref2Vec-Centroid configuration.
Options
	:reference_properties - List of cross-reference property names to include
	:method - Centroid calculation method ("mean")


  



  
    
      
    
    
      to_api(config)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert configuration to API format.

  



  
    
      
    
    
      vectorizer_name()



        
          
        

    

  


  

      

          @spec vectorizer_name() :: String.t()


      


Returns the vectorizer name for the API.

  


        

      


  

  
    
    WeaviateEx.API.Vectorizers.Text2VecAWS - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.API.Vectorizers.Text2VecAWS 
    



      
Text2Vec-AWS vectorizer configuration.
Supports both AWS Bedrock and AWS SageMaker services for text embedding.
Services
	:bedrock - Use AWS Bedrock models (e.g., Titan, Cohere)
	:sagemaker - Use custom SageMaker endpoints

Bedrock Example
Text2VecAWS.new(
  service: :bedrock,
  model: "amazon.titan-embed-text-v1",
  region: "us-east-1"
)
SageMaker Example
Text2VecAWS.new(
  service: :sagemaker,
  endpoint: "my-endpoint",
  region: "us-west-2",
  target_model: "target",
  target_variant: "variant"
)

      


      
        Summary


  
    Types
  


    
      
        service()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        from_api(map)

      


        Parse configuration from API response.



    


    
      
        new(opts \\ [])

      


        Create a new Text2Vec-AWS configuration.



    


    
      
        to_api(config)

      


        Convert configuration to API format.



    


    
      
        vectorizer_name()

      


        Returns the vectorizer name for the API.



    





      


      
        Types


        


  
    
      
    
    
      service()



        
          
        

    

  


  

      

          @type service() :: :bedrock | :sagemaker


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.API.Vectorizers.Text2VecAWS{
  endpoint: String.t() | nil,
  model: String.t() | nil,
  region: String.t() | nil,
  service: service(),
  target_model: String.t() | nil,
  target_variant: String.t() | nil,
  vectorize_collection_name: boolean()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_api(map)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse configuration from API response.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new Text2Vec-AWS configuration.
Options
Common
	:service - Service type: :bedrock or :sagemaker (default: :bedrock)
	:region - AWS region (required)
	:vectorize_collection_name - Include collection name in vectorization (default: true)

Bedrock-specific
	:model - Model ID (e.g., "amazon.titan-embed-text-v1")

SageMaker-specific
	:endpoint - SageMaker endpoint name
	:target_model - Target model for multi-model endpoints
	:target_variant - Target variant for A/B testing


  



  
    
      
    
    
      to_api(config)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert configuration to API format.

  



  
    
      
    
    
      vectorizer_name()



        
          
        

    

  


  

      

          @spec vectorizer_name() :: String.t()


      


Returns the vectorizer name for the API.

  


        

      


  

  
    
    WeaviateEx.API.Vectorizers.Text2VecAzureOpenAI - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.API.Vectorizers.Text2VecAzureOpenAI 
    



      
Text2Vec-Azure-OpenAI vectorizer configuration.
Uses Azure OpenAI's embedding models for text vectorization.
Example
Text2VecAzureOpenAI.new(
  resource_name: "my-azure-resource",
  deployment_id: "my-embedding-deployment"
)

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_api(map)

      


        Parse configuration from API response.



    


    
      
        new(opts \\ [])

      


        Create a new Text2Vec-Azure-OpenAI configuration.



    


    
      
        to_api(config)

      


        Convert configuration to API format.



    


    
      
        vectorizer_name()

      


        Returns the vectorizer name for the API.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.API.Vectorizers.Text2VecAzureOpenAI{
  base_url: String.t() | nil,
  deployment_id: String.t() | nil,
  resource_name: String.t() | nil,
  vectorize_collection_name: boolean()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_api(map)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse configuration from API response.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new Text2Vec-Azure-OpenAI configuration.
Options
	:resource_name - Azure resource name (required)
	:deployment_id - Azure deployment ID (required)
	:base_url - Custom API endpoint
	:vectorize_collection_name - Include collection name (default: true)


  



  
    
      
    
    
      to_api(config)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert configuration to API format.

  



  
    
      
    
    
      vectorizer_name()



        
          
        

    

  


  

      

          @spec vectorizer_name() :: String.t()


      


Returns the vectorizer name for the API.

  


        

      


  

  
    
    WeaviateEx.API.Vectorizers.Text2VecCohere - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.API.Vectorizers.Text2VecCohere 
    



      
Text2Vec-Cohere vectorizer configuration.
Uses Cohere's embedding models for text vectorization.
Example
# Basic usage with model
Text2VecCohere.new(model: "embed-english-v3.0")

# With dimensions and truncation
Text2VecCohere.new(
  model: "embed-multilingual-v3.0",
  dimensions: 512,
  truncate: :end
)

# Full configuration
Text2VecCohere.new(
  model: "embed-english-v3.0",
  dimensions: 384,
  truncate: :end,
  base_url: "https://api.cohere.ai",
  vectorize_collection_name: false
)

      


      
        Summary


  
    Types
  


    
      
        t()

      


    


    
      
        truncate_mode()

      


    





  
    Functions
  


    
      
        from_api(map)

      


        Parse configuration from API response.



    


    
      
        new(opts \\ [])

      


        Create a new Text2Vec-Cohere configuration.



    


    
      
        to_api(config)

      


        Convert configuration to API format.



    


    
      
        vectorizer_name()

      


        Returns the vectorizer name for the API.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.API.Vectorizers.Text2VecCohere{
  base_url: String.t() | nil,
  dimensions: pos_integer() | nil,
  model: String.t() | nil,
  truncate: truncate_mode() | nil,
  vectorize_collection_name: boolean()
}


      



  



  
    
      
    
    
      truncate_mode()



        
          
        

    

  


  

      

          @type truncate_mode() :: :none | :start | :end


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_api(map)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse configuration from API response.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new Text2Vec-Cohere configuration.
Options
	:model - Cohere model name (e.g., "embed-english-v3.0", "embed-multilingual-v3.0")
	:dimensions - Output dimensions
	:truncate - Truncation mode: :none, :start, or :end
	:base_url - Custom Cohere API endpoint
	:vectorize_collection_name - Include collection name in vectorization (default: true)


  



  
    
      
    
    
      to_api(config)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert configuration to API format.

  



  
    
      
    
    
      vectorizer_name()



        
          
        

    

  


  

      

          @spec vectorizer_name() :: String.t()


      


Returns the vectorizer name for the API.

  


        

      


  

  
    
    WeaviateEx.API.Vectorizers.Text2VecGoogle - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.API.Vectorizers.Text2VecGoogle 
    



      
Text2Vec-Google vectorizer configuration.
Supports both Google Vertex AI and Google AI Studio (Gemini) services.
Services
	:vertex - Google Vertex AI (requires project_id)
	:gemini - Google AI Studio (Gemini, uses generativelanguage.googleapis.com)

Vertex AI Example
Text2VecGoogle.new(
  service: :vertex,
  project_id: "my-project",
  model: "textembedding-gecko@001"
)
Gemini Example
Text2VecGoogle.new(
  service: :gemini,
  model: "text-embedding-004"
)
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    Types
  


    
      
        service()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        from_api(map)

      


        Parse configuration from API response.



    


    
      
        new(opts \\ [])

      


        Create a new Text2Vec-Google configuration.



    


    
      
        to_api(config)

      


        Convert configuration to API format.



    


    
      
        vectorizer_name()

      


        Returns the vectorizer name for the API.



    





      


      
        Types


        


  
    
      
    
    
      service()



        
          
        

    

  


  

      

          @type service() :: :vertex | :gemini


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.API.Vectorizers.Text2VecGoogle{
  api_endpoint: String.t() | nil,
  dimensions: non_neg_integer() | nil,
  model: String.t() | nil,
  project_id: String.t() | nil,
  service: service(),
  task_type: String.t() | nil,
  title_property: String.t() | nil,
  vectorize_collection_name: boolean()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_api(map)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse configuration from API response.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new Text2Vec-Google configuration.
Options
Common
	:service - Service type: :vertex or :gemini (default: :vertex)
	:model - Model ID
	:dimensions - Output dimensions
	:title_property - Property to use as title
	:task_type - Task type for embeddings (e.g., "RETRIEVAL_DOCUMENT")
	:vectorize_collection_name - Include collection name (default: true)

Vertex AI specific
	:project_id - Google Cloud project ID (required for Vertex)
	:api_endpoint - API endpoint (optional, default varies by region)

Gemini specific
	For Gemini, :api_endpoint defaults to "generativelanguage.googleapis.com"


  



  
    
      
    
    
      to_api(config)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert configuration to API format.

  



  
    
      
    
    
      vectorizer_name()



        
          
        

    

  


  

      

          @spec vectorizer_name() :: String.t()


      


Returns the vectorizer name for the API.

  


        

      


  

  
    
    WeaviateEx.API.Vectorizers.Text2VecJinaAI - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.API.Vectorizers.Text2VecJinaAI 
    



      
Text2Vec-JinaAI vectorizer configuration.
Uses Jina AI's embedding models for text vectorization.
Example
Text2VecJinaAI.new(
  model: "jina-embeddings-v2-base-en",
  dimensions: 768
)
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    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_api(map)

      


        Parse configuration from API response.



    


    
      
        new(opts \\ [])

      


        Create a new Text2Vec-JinaAI configuration.



    


    
      
        to_api(config)

      


        Convert configuration to API format.



    


    
      
        vectorizer_name()

      


        Returns the vectorizer name for the API.
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      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.API.Vectorizers.Text2VecJinaAI{
  base_url: String.t() | nil,
  dimensions: pos_integer() | nil,
  model: String.t() | nil,
  vectorize_collection_name: boolean()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_api(map)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse configuration from API response.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new Text2Vec-JinaAI configuration.
Options
	:model - Jina model name (e.g., "jina-embeddings-v2-base-en", "jina-embeddings-v3")
	:dimensions - Output dimensions
	:base_url - Custom API endpoint
	:vectorize_collection_name - Include collection name (default: true)


  



  
    
      
    
    
      to_api(config)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert configuration to API format.

  



  
    
      
    
    
      vectorizer_name()



        
          
        

    

  


  

      

          @spec vectorizer_name() :: String.t()


      


Returns the vectorizer name for the API.

  


        

      


  

  
    
    WeaviateEx.API.Vectorizers.Text2VecOllama - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.API.Vectorizers.Text2VecOllama 
    



      
Text2Vec-Ollama vectorizer configuration.
Uses Ollama for local text embedding. Requires a running Ollama instance.
Example
Text2VecOllama.new(
  api_endpoint: "http://localhost:11434",
  model: "llama2"
)

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_api(map)

      


        Parse configuration from API response.



    


    
      
        new(opts \\ [])

      


        Create a new Text2Vec-Ollama configuration.



    


    
      
        to_api(config)

      


        Convert configuration to API format.



    


    
      
        vectorizer_name()

      


        Returns the vectorizer name for the API.
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      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.API.Vectorizers.Text2VecOllama{
  api_endpoint: String.t() | nil,
  model: String.t() | nil,
  vectorize_collection_name: boolean()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_api(map)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse configuration from API response.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new Text2Vec-Ollama configuration.
Options
	:api_endpoint - Ollama API endpoint (default: http://localhost:11434)
	:model - Ollama model name (e.g., "llama2", "mistral")
	:vectorize_collection_name - Include collection name (default: true)


  



  
    
      
    
    
      to_api(config)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert configuration to API format.

  



  
    
      
    
    
      vectorizer_name()



        
          
        

    

  


  

      

          @spec vectorizer_name() :: String.t()


      


Returns the vectorizer name for the API.

  


        

      


  

  
    
    WeaviateEx.API.Vectorizers.Text2VecOpenAI - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.API.Vectorizers.Text2VecOpenAI 
    



      
Text2Vec-OpenAI vectorizer configuration.
Uses OpenAI's embedding models for text vectorization.
Example
# Basic usage with default model
Text2VecOpenAI.new(model: "text-embedding-ada-002")

# With dimensions (for text-embedding-3-* models)
Text2VecOpenAI.new(
  model: "text-embedding-3-small",
  dimensions: 512
)

# Full configuration
Text2VecOpenAI.new(
  model: "text-embedding-3-large",
  dimensions: 1024,
  base_url: "https://custom.openai.com",
  type: :text,
  vectorize_collection_name: false
)

      


      
        Summary


  
    Types
  


    
      
        embedding_type()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        from_api(map)

      


        Parse configuration from API response.



    


    
      
        new(opts \\ [])

      


        Create a new Text2Vec-OpenAI configuration.



    


    
      
        to_api(config)

      


        Convert configuration to API format.



    


    
      
        vectorizer_name()

      


        Returns the vectorizer name for the API.



    





      


      
        Types


        


  
    
      
    
    
      embedding_type()



        
          
        

    

  


  

      

          @type embedding_type() :: :text | :code


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.API.Vectorizers.Text2VecOpenAI{
  base_url: String.t() | nil,
  dimensions: pos_integer() | nil,
  model: String.t() | nil,
  type: embedding_type() | nil,
  vectorize_collection_name: boolean()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_api(map)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse configuration from API response.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new Text2Vec-OpenAI configuration.
Options
	:model - OpenAI model name (e.g., "text-embedding-ada-002", "text-embedding-3-small")
	:dimensions - Output dimensions (only for text-embedding-3-* models)
	:base_url - Custom OpenAI API endpoint
	:type - Embedding type, either :text or :code
	:vectorize_collection_name - Include collection name in vectorization (default: true)


  



  
    
      
    
    
      to_api(config)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert configuration to API format.

  



  
    
      
    
    
      vectorizer_name()



        
          
        

    

  


  

      

          @spec vectorizer_name() :: String.t()


      


Returns the vectorizer name for the API.

  


        

      


  

  
    
    WeaviateEx.API.Vectorizers.Text2VecPalm - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.API.Vectorizers.Text2VecPalm 
    



      
Text2Vec-Palm (Google Vertex AI) vectorizer configuration.
Uses Google's PaLM/Vertex AI embedding models.
Example
Text2VecPalm.new(
  project_id: "my-gcp-project",
  model_id: "textembedding-gecko@001"
)

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_api(map)

      


        Parse configuration from API response.



    


    
      
        new(opts \\ [])

      


        Create a new Text2Vec-Palm configuration.



    


    
      
        to_api(config)

      


        Convert configuration to API format.



    


    
      
        vectorizer_name()

      


        Returns the vectorizer name for the API.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.API.Vectorizers.Text2VecPalm{
  api_endpoint: String.t() | nil,
  model_id: String.t() | nil,
  project_id: String.t() | nil,
  vectorize_collection_name: boolean()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_api(map)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse configuration from API response.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new Text2Vec-Palm configuration.
Options
	:project_id - Google Cloud project ID (required)
	:model_id - Model ID (e.g., "textembedding-gecko@001")
	:api_endpoint - Custom API endpoint
	:vectorize_collection_name - Include collection name (default: true)


  



  
    
      
    
    
      to_api(config)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert configuration to API format.

  



  
    
      
    
    
      vectorizer_name()



        
          
        

    

  


  

      

          @spec vectorizer_name() :: String.t()


      


Returns the vectorizer name for the API.

  


        

      


  

  
    
    WeaviateEx.API.Vectorizers.Text2VecTransformers - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.API.Vectorizers.Text2VecTransformers 
    



      
Text2Vec-Transformers vectorizer configuration.
Uses local transformer models for text embedding. This module requires
a running transformers inference service.
Example
Text2VecTransformers.new(
  pooling_strategy: :masked_mean,
  inference_url: "http://localhost:8080"
)
Passage/Query Models
For asymmetric search (different embeddings for queries vs documents):
Text2VecTransformers.new(
  passage_inference_url: "http://localhost:8081",
  query_inference_url: "http://localhost:8082"
)

      


      
        Summary


  
    Types
  


    
      
        pooling_strategy()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        from_api(map)

      


        Parse configuration from API response.



    


    
      
        new(opts \\ [])

      


        Create a new Text2Vec-Transformers configuration.



    


    
      
        to_api(config)

      


        Convert configuration to API format.



    


    
      
        vectorizer_name()

      


        Returns the vectorizer name for the API.



    





      


      
        Types


        


  
    
      
    
    
      pooling_strategy()



        
          
        

    

  


  

      

          @type pooling_strategy() :: :masked_mean | :cls


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.API.Vectorizers.Text2VecTransformers{
  inference_url: String.t() | nil,
  passage_inference_url: String.t() | nil,
  pooling_strategy: pooling_strategy() | nil,
  query_inference_url: String.t() | nil,
  vectorize_collection_name: boolean()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_api(map)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse configuration from API response.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new Text2Vec-Transformers configuration.
Options
	:pooling_strategy - Pooling strategy (:masked_mean, :cls)
	:inference_url - URL of the transformers inference service
	:passage_inference_url - URL for passage/document inference
	:query_inference_url - URL for query inference
	:vectorize_collection_name - Include collection name (default: true)


  



  
    
      
    
    
      to_api(config)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert configuration to API format.

  



  
    
      
    
    
      vectorizer_name()



        
          
        

    

  


  

      

          @spec vectorizer_name() :: String.t()


      


Returns the vectorizer name for the API.

  


        

      


  

  
    
    WeaviateEx.API.Vectorizers.Text2VecVoyageAI - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.API.Vectorizers.Text2VecVoyageAI 
    



      
Text2Vec-VoyageAI vectorizer configuration.
Uses VoyageAI's embedding models for text vectorization.
Example
Text2VecVoyageAI.new(
  model: "voyage-large-2",
  truncate: true
)

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_api(map)

      


        Parse configuration from API response.



    


    
      
        new(opts \\ [])

      


        Create a new Text2Vec-VoyageAI configuration.



    


    
      
        to_api(config)

      


        Convert configuration to API format.



    


    
      
        vectorizer_name()

      


        Returns the vectorizer name for the API.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.API.Vectorizers.Text2VecVoyageAI{
  base_url: String.t() | nil,
  model: String.t() | nil,
  truncate: boolean() | nil,
  vectorize_collection_name: boolean()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_api(map)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse configuration from API response.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new Text2Vec-VoyageAI configuration.
Options
	:model - VoyageAI model name (e.g., "voyage-large-2", "voyage-3")
	:base_url - Custom API endpoint
	:truncate - Whether to truncate long inputs
	:vectorize_collection_name - Include collection name (default: true)


  



  
    
      
    
    
      to_api(config)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert configuration to API format.

  



  
    
      
    
    
      vectorizer_name()



        
          
        

    

  


  

      

          @spec vectorizer_name() :: String.t()


      


Returns the vectorizer name for the API.

  


        

      


  

  
    
    WeaviateEx.API.Vectorizers.Text2VecWeaviate - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.API.Vectorizers.Text2VecWeaviate 
    



      
Text2Vec-Weaviate vectorizer configuration.
Uses Weaviate-hosted embedding models for text vectorization.
This is Weaviate's managed embedding service.
Example
Text2VecWeaviate.new(
  model: "Snowflake/snowflake-arctic-embed-m-v1.5"
)

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_api(map)

      


        Parse configuration from API response.



    


    
      
        new(opts \\ [])

      


        Create a new Text2Vec-Weaviate configuration.



    


    
      
        to_api(config)

      


        Convert configuration to API format.



    


    
      
        vectorizer_name()

      


        Returns the vectorizer name for the API.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.API.Vectorizers.Text2VecWeaviate{
  base_url: String.t() | nil,
  model: String.t() | nil,
  vectorize_collection_name: boolean()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_api(map)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse configuration from API response.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new Text2Vec-Weaviate configuration.
Options
	:model - Model name (e.g., "Snowflake/snowflake-arctic-embed-m-v1.5")
	:base_url - Custom API base URL
	:vectorize_collection_name - Include collection name (default: true)


  



  
    
      
    
    
      to_api(config)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert configuration to API format.

  



  
    
      
    
    
      vectorizer_name()



        
          
        

    

  


  

      

          @spec vectorizer_name() :: String.t()


      


Returns the vectorizer name for the API.

  


        

      


  

  
    
    WeaviateEx.Aggregate.Metrics - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.Aggregate.Metrics 
    



      
Helper module for building aggregate metrics.
Provides a cleaner API for specifying which metrics to compute during
aggregation operations.
Usage
alias WeaviateEx.Aggregate.Metrics

# Use metrics in aggregation
Aggregate.over_all(client, "Products",
  metrics: [Metrics.count()],
  properties: [
    Metrics.number("price", sum: true, mean: true, minimum: true, maximum: true),
    Metrics.text("category", top_occurrences: 5),
    Metrics.boolean("inStock")
  ]
)

      


      
        Summary


  
    Types
  


    
      
        metric_opt()

      


    





  
    Functions
  


    
      
        boolean(property, opts \\ [])

      


        Build a boolean property metric specification.



    


    
      
        count()

      


        Count metric for meta aggregation.



    


    
      
        date(property, opts \\ [])

      


        Build a date property metric specification.



    


    
      
        integer(property, opts \\ [])

      


        Build an integer property metric specification.



    


    
      
        number(property, opts \\ [])

      


        Build a number property metric specification.



    


    
      
        text(property, opts \\ [])

      


        Build a text property metric specification.



    





      


      
        Types


        


  
    
      
    
    
      metric_opt()



        
          
        

    

  


  

      

          @type metric_opt() ::
  {:count, boolean()}
  | {:sum, boolean()}
  | {:mean, boolean()}
  | {:median, boolean()}
  | {:mode, boolean()}
  | {:minimum, boolean()}
  | {:maximum, boolean()}
  | {:top_occurrences, non_neg_integer()}
  | {:percentage_true, boolean()}
  | {:percentage_false, boolean()}
  | {:total_true, boolean()}
  | {:total_false, boolean()}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      boolean(property, opts \\ [])



        
          
        

    

  


  

      

          @spec boolean(
  String.t() | atom(),
  keyword()
) :: {atom() | String.t(), list()}


      


Build a boolean property metric specification.
Options
	:count - Include count (default: true)
	:percentage_true - Include percentage of true values (default: true)
	:percentage_false - Include percentage of false values (default: true)
	:total_true - Include count of true values (default: true)
	:total_false - Include count of false values (default: true)

Examples
# Get all boolean metrics
Metrics.boolean("inStock")

# Only percentages
Metrics.boolean("isActive", percentage_true: true, percentage_false: true)

  



  
    
      
    
    
      count()



        
          
        

    

  


  

      

          @spec count() :: :count


      


Count metric for meta aggregation.
Returns the total number of objects.
Examples
Aggregate.over_all(client, "Articles", metrics: [Metrics.count()])

  



    

  
    
      
    
    
      date(property, opts \\ [])



        
          
        

    

  


  

      

          @spec date(
  String.t() | atom(),
  keyword()
) :: {atom() | String.t(), list()}


      


Build a date property metric specification.
Options
	:count - Include count (default: false)
	:median - Include median date (default: false)
	:mode - Include mode date (default: false)
	:minimum - Include earliest date (default: false)
	:maximum - Include latest date (default: false)

Examples
Metrics.date("createdAt", minimum: true, maximum: true)

  



    

  
    
      
    
    
      integer(property, opts \\ [])



        
          
        

    

  


  

      

          @spec integer(
  String.t() | atom(),
  keyword()
) :: {atom() | String.t(), list()}


      


Build an integer property metric specification.
Same options as number/2.
Examples
Metrics.integer("quantity", sum: true, mean: true)

  



    

  
    
      
    
    
      number(property, opts \\ [])



        
          
        

    

  


  

      

          @spec number(
  String.t() | atom(),
  keyword()
) :: {atom() | String.t(), list()}


      


Build a number property metric specification.
Options
	:count - Include count (default: false)
	:sum - Include sum (default: false)
	:mean - Include mean (default: false)
	:median - Include median (default: false)
	:mode - Include mode (default: false)
	:minimum - Include minimum (default: false)
	:maximum - Include maximum (default: false)

Examples
# Get basic stats
Metrics.number("price", sum: true, mean: true, minimum: true, maximum: true)

# All stats
Metrics.number("quantity",
  count: true, sum: true, mean: true, median: true,
  mode: true, minimum: true, maximum: true
)

  



    

  
    
      
    
    
      text(property, opts \\ [])



        
          
        

    

  


  

      

          @spec text(
  String.t() | atom(),
  keyword()
) :: {atom() | String.t(), list(), keyword()}


      


Build a text property metric specification.
Options
	:count - Include count of values (default: false)
	:top_occurrences - Number of top values to return (default: nil)

Examples
# Get top 5 categories
Metrics.text("category", top_occurrences: 5)

# Just count
Metrics.text("title", count: true)

  


        

      


  

  
    
    WeaviateEx.Auth - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.Auth 
    



      
Authentication configuration for Weaviate connections.
Supports multiple authentication methods:
	API Key authentication (Weaviate Cloud)
	Bearer token authentication
	OIDC Client Credentials flow
	OIDC Password flow

Examples
# API Key (Weaviate Cloud)
auth = Auth.api_key("your-api-key")

# Bearer Token
auth = Auth.bearer_token("access-token", expires_in: 3600)

# OIDC Client Credentials
auth = Auth.client_credentials("client-id", "client-secret")

# OIDC Password
auth = Auth.client_password("username", "password",
  client_id: "my-client",
  scopes: ["openid", "profile"]
)

      


      
        Summary


  
    Types
  


    
      
        api_key_auth()

      


    


    
      
        auth_type()

      


    


    
      
        bearer_token_auth()

      


    


    
      
        client_credentials_auth()

      


    


    
      
        password_auth()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        api_key(key)

      


        Create API key authentication.



    


    
      
        bearer_token(token, opts \\ [])

      


        Create bearer token authentication.



    


    
      
        client_credentials(client_id, client_secret, opts \\ [])

      


        Create OIDC Client Credentials authentication.



    


    
      
        client_password(username, password, opts \\ [])

      


        Create OIDC Password (Resource Owner Password Credentials) authentication.



    


    
      
        get_oidc_headers(token_manager)

      


        Get headers from an OIDC TokenManager.



    


    
      
        oidc_config(opts)

      


        Create OIDC configuration for use with TokenManager.



    


    
      
        to_headers(map)

      


        Convert authentication config to HTTP headers.



    





      


      
        Types


        


  
    
      
    
    
      api_key_auth()



        
          
        

    

  


  

      

          @type api_key_auth() :: %{type: :api_key, api_key: String.t()}


      



  



  
    
      
    
    
      auth_type()



        
          
        

    

  


  

      

          @type auth_type() ::
  :api_key | :bearer_token | :oidc_client_credentials | :oidc_password


      



  



  
    
      
    
    
      bearer_token_auth()



        
          
        

    

  


  

      

          @type bearer_token_auth() :: %{
  type: :bearer_token,
  access_token: String.t(),
  expires_in: integer() | nil,
  refresh_token: String.t() | nil
}


      



  



  
    
      
    
    
      client_credentials_auth()



        
          
        

    

  


  

      

          @type client_credentials_auth() :: %{
  type: :oidc_client_credentials,
  client_id: String.t(),
  client_secret: String.t(),
  scopes: [String.t()]
}


      



  



  
    
      
    
    
      password_auth()



        
          
        

    

  


  

      

          @type password_auth() :: %{
  type: :oidc_password,
  username: String.t(),
  password: String.t(),
  client_id: String.t() | nil,
  client_secret: String.t() | nil,
  scopes: [String.t()]
}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() ::
  api_key_auth()
  | bearer_token_auth()
  | client_credentials_auth()
  | password_auth()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      api_key(key)



        
          
        

    

  


  

      

          @spec api_key(String.t()) :: api_key_auth()


      


Create API key authentication.
This is the most common authentication method for Weaviate Cloud.
Examples
auth = Auth.api_key("your-weaviate-api-key")

  



    

  
    
      
    
    
      bearer_token(token, opts \\ [])



        
          
        

    

  


  

      

          @spec bearer_token(
  String.t(),
  keyword()
) :: bearer_token_auth()


      


Create bearer token authentication.
Options
	:expires_in - Token expiration time in seconds
	:refresh_token - Refresh token for token renewal

Examples
auth = Auth.bearer_token("access-token")
auth = Auth.bearer_token("access-token", expires_in: 3600)

  



    

  
    
      
    
    
      client_credentials(client_id, client_secret, opts \\ [])



        
          
        

    

  


  

      

          @spec client_credentials(String.t(), String.t(), keyword()) ::
  client_credentials_auth()


      


Create OIDC Client Credentials authentication.
Used for service-to-service authentication.
Options
	:scopes - OAuth scopes to request (default: [])

Examples
auth = Auth.client_credentials("client-id", "client-secret")
auth = Auth.client_credentials("client-id", "client-secret", scopes: ["openid"])

  



    

  
    
      
    
    
      client_password(username, password, opts \\ [])



        
          
        

    

  


  

      

          @spec client_password(String.t(), String.t(), keyword()) :: password_auth()


      


Create OIDC Password (Resource Owner Password Credentials) authentication.
Options
	:client_id - Client ID (optional for some providers)
	:client_secret - Client secret (optional)
	:scopes - OAuth scopes to request (default: [])

Examples
auth = Auth.client_password("user@example.com", "password")
auth = Auth.client_password("user", "pass",
  client_id: "my-client",
  scopes: ["openid", "profile"]
)

  



  
    
      
    
    
      get_oidc_headers(token_manager)



        
          
        

    

  


  

      

          @spec get_oidc_headers(GenServer.server()) ::
  {:ok, [{String.t(), String.t()}]} | {:error, term()}


      


Get headers from an OIDC TokenManager.
This is a convenience function to get authorization headers when using
OIDC authentication with a TokenManager.
Examples
{:ok, headers} = Auth.get_oidc_headers(MyApp.TokenManager)
# => [{"Authorization", "Bearer <access-token>"}]

  



  
    
      
    
    
      oidc_config(opts)



        
          
        

    

  


  

      

          @spec oidc_config(keyword()) :: %{issuer_url: String.t(), auth: map()}


      


Create OIDC configuration for use with TokenManager.
This creates a configuration that can be passed to TokenManager.start_link/1.
Options
	:issuer_url - OIDC issuer URL (required)
	:client_id - Client ID (required)
	:client_secret - Client secret (required for client_credentials)
	:username - Username (required for password grant)
	:password - Password (required for password grant)
	:scopes - OAuth scopes (default: [])
	:grant_type - Grant type: :client_credentials or :password (default: :client_credentials)

Examples
# Client credentials grant
config = Auth.oidc_config(
  issuer_url: "https://auth.example.com",
  client_id: "my-client",
  client_secret: "my-secret"
)

{:ok, _pid} = WeaviateEx.Auth.TokenManager.start_link(
  issuer_url: config.issuer_url,
  auth: config.auth,
  name: MyApp.WeaviateTokenManager
)

# Password grant
config = Auth.oidc_config(
  issuer_url: "https://auth.example.com",
  grant_type: :password,
  username: "user@example.com",
  password: "secret",
  client_id: "my-client"
)

  



  
    
      
    
    
      to_headers(map)



        
          
        

    

  


  

      

          @spec to_headers(t()) :: [{String.t(), String.t()}]


      


Convert authentication config to HTTP headers.
For OIDC types, this returns an empty list as tokens must be obtained
via the OIDC token manager first.
Examples
auth = Auth.api_key("my-key")
headers = Auth.to_headers(auth)
# => [{"Authorization", "Bearer my-key"}]

  


        

      


  

  
    
    WeaviateEx.Auth.Azure - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.Auth.Azure 
    



      
Azure-specific OIDC handling.
Detects Azure/Microsoft endpoints and applies appropriate defaults
for authentication configuration.
Azure OIDC Specifics
	Uses {client_id}/.default scope format
	Different token endpoint patterns for v1 and v2
	Resource-based authentication for v1 endpoints

Examples
# Check if endpoint is Azure
Azure.azure_endpoint?("https://login.microsoftonline.com/tenant/oauth2/token")
# => true

# Apply Azure defaults to auth options
opts = [token_endpoint: "https://login.microsoftonline.com/...", client_id: "my-id"]
Azure.apply_azure_defaults(opts)
# => [token_endpoint: "...", client_id: "my-id", scopes: ["my-id/.default"]]

      


      
        Summary


  
    Functions
  


    
      
        apply_azure_defaults(opts)

      


        Apply Azure-specific defaults to authentication options.



    


    
      
        azure_endpoint?(endpoint)

      


        Check if a token endpoint is an Azure/Microsoft endpoint.



    


    
      
        build_token_params(atom, client_id)

      


        Build Azure-specific token request parameters.



    


    
      
        default_scopes(client_id)

      


        Get default scopes for Azure authentication.



    


    
      
        detect_version(endpoint)

      


        Detect Azure endpoint version from URL.



    


    
      
        format_resource(client_id)

      


        Format resource for Azure v1 endpoints.



    


    
      
        password_flow_configured?(arg1)

      


        Check if password flow (ROPC) is configured in the auth options.



    


    
      
        validate_password_flow(arg1)

      


        Validates Microsoft/Azure password flow requirements.



    





      


      
        Functions


        


  
    
      
    
    
      apply_azure_defaults(opts)



        
          
        

    

  


  

      

          @spec apply_azure_defaults(keyword()) :: keyword()


      


Apply Azure-specific defaults to authentication options.
If the token endpoint is detected as Azure and no scopes are provided,
automatically adds the .default scope.
Examples
opts = [
  token_endpoint: "https://login.microsoftonline.com/tenant/oauth2/token",
  client_id: "my-client-id"
]
Azure.apply_azure_defaults(opts)
# => [token_endpoint: "...", client_id: "my-client-id", scopes: ["my-client-id/.default"]]

  



  
    
      
    
    
      azure_endpoint?(endpoint)



        
          
        

    

  


  

      

          @spec azure_endpoint?(String.t() | nil) :: boolean()


      


Check if a token endpoint is an Azure/Microsoft endpoint.
Examples
Azure.azure_endpoint?("https://login.microsoftonline.com/tenant/oauth2/token")
# => true

Azure.azure_endpoint?("https://auth.example.com/token")
# => false

  



  
    
      
    
    
      build_token_params(atom, client_id)



        
          
        

    

  


  

      

          @spec build_token_params(:v1 | :v2, String.t()) :: [{String.t(), String.t()}]


      


Build Azure-specific token request parameters.
For v1 endpoints, uses resource parameter.
For v2 endpoints, uses scope parameter.
Examples
Azure.build_token_params(:v2, "my-client-id")
# => [{"scope", "my-client-id/.default"}]

  



  
    
      
    
    
      default_scopes(client_id)



        
          
        

    

  


  

      

          @spec default_scopes(String.t()) :: [String.t()]


      


Get default scopes for Azure authentication.
Azure uses the {client_id}/.default scope format to request
all configured permissions for the application.
Examples
Azure.default_scopes("my-client-id")
# => ["my-client-id/.default"]

  



  
    
      
    
    
      detect_version(endpoint)



        
          
        

    

  


  

      

          @spec detect_version(String.t()) :: :v1 | :v2 | :unknown


      


Detect Azure endpoint version from URL.
Returns :v1 or :v2 based on the endpoint URL pattern.
Examples
Azure.detect_version("https://login.microsoftonline.com/tenant/oauth2/v2.0/token")
# => :v2

Azure.detect_version("https://login.microsoftonline.com/tenant/oauth2/token")
# => :v1

  



  
    
      
    
    
      format_resource(client_id)



        
          
        

    

  


  

      

          @spec format_resource(String.t()) :: String.t()


      


Format resource for Azure v1 endpoints.
Some Azure v1 endpoints use resource instead of scope.
Examples
Azure.format_resource("my-client-id")
# => "my-client-id"

  



  
    
      
    
    
      password_flow_configured?(arg1)



        
          
        

    

  


  

      

          @spec password_flow_configured?(map()) :: boolean()


      


Check if password flow (ROPC) is configured in the auth options.
Examples
Azure.password_flow_configured?(%{type: :oidc_password, username: "user", password: "pass"})
# => true

Azure.password_flow_configured?(%{type: :api_key})
# => false

  



  
    
      
    
    
      validate_password_flow(arg1)



        
          
        

    

  


  

      

          @spec validate_password_flow(map()) :: :ok | {:error, String.t()}


      


Validates Microsoft/Azure password flow requirements.
Microsoft password flow (ROPC - Resource Owner Password Credential) requires:
	Username (must be a valid email address for Microsoft auth)
	Password (non-empty)
	Client ID

Examples
Azure.validate_password_flow(%{username: "user@example.com", password: "pass", client_id: "id"})
# => :ok

Azure.validate_password_flow(%{username: "invalid", password: "pass", client_id: "id"})
# => {:error, "Username must be a valid email address for Microsoft auth"}

Azure.validate_password_flow(%{password: "pass"})
# => {:error, "Microsoft password flow requires username, password, and client_id"}
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OIDC (OpenID Connect) authentication support.
Provides functions for:
	Discovering OIDC configuration from issuer
	Obtaining tokens via client_credentials or password grant
	Refreshing tokens

Example
# Discover OIDC configuration
{:ok, config} = OIDC.discover("https://auth.example.com")

# Get token with client credentials
auth = %{type: :oidc_client_credentials, client_id: "id", client_secret: "secret", scopes: []}
{:ok, token} = OIDC.get_token(config, auth)

# Refresh token
{:ok, new_token} = OIDC.refresh_token(config, token.refresh_token)

      


      
        Summary


  
    Functions
  


    
      
        discover(issuer_url)

      


        Discover OIDC configuration from the issuer's well-known endpoint.



    


    
      
        get_token(config, auth)

      


        Exchange credentials for an access token.



    


    
      
        parse_scopes(scopes)

      


        Parses scope string into list of scopes.



    


    
      
        refresh_token(config, refresh_token)

      


        Refresh an access token using a refresh token.



    





      


      
        Functions


        


  
    
      
    
    
      discover(issuer_url)



        
          
        

    

  


  

      

          @spec discover(String.t()) ::
  {:ok, WeaviateEx.Auth.OIDC.Config.t()} | {:error, term()}


      


Discover OIDC configuration from the issuer's well-known endpoint.
Example
{:ok, config} = OIDC.discover("https://auth.example.com")

  



  
    
      
    
    
      get_token(config, auth)



        
          
        

    

  


  

      

          @spec get_token(WeaviateEx.Auth.OIDC.Config.t(), map()) ::
  {:ok, WeaviateEx.Auth.OIDC.TokenResponse.t()} | {:error, term()}


      


Exchange credentials for an access token.
Supports both client_credentials and password grant types.

  



  
    
      
    
    
      parse_scopes(scopes)



        
          
        

    

  


  

      

          @spec parse_scopes(String.t() | [String.t()] | nil) :: [String.t()]


      


Parses scope string into list of scopes.
Handles both space-separated (OAuth standard) and comma-separated formats.
Examples
iex> OIDC.parse_scopes("openid profile email")
["openid", "profile", "email"]

iex> OIDC.parse_scopes("openid,profile,email")
["openid", "profile", "email"]

iex> OIDC.parse_scopes(["openid", "profile"])
["openid", "profile"]

iex> OIDC.parse_scopes(nil)
[]

  



  
    
      
    
    
      refresh_token(config, refresh_token)



        
          
        

    

  


  

      

          @spec refresh_token(WeaviateEx.Auth.OIDC.Config.t(), String.t()) ::
  {:ok, WeaviateEx.Auth.OIDC.TokenResponse.t()} | {:error, term()}


      


Refresh an access token using a refresh token.
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WeaviateEx.Auth.OIDC.Config 
    



      
OIDC provider configuration discovered from well-known endpoint.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Auth.OIDC.Config{
  authorization_endpoint: String.t() | nil,
  issuer: String.t() | nil,
  jwks_uri: String.t() | nil,
  token_endpoint: String.t() | nil,
  userinfo_endpoint: String.t() | nil
}
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WeaviateEx.Auth.OIDC.TokenResponse 
    



      
OIDC token response from token endpoint.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        expired?(token)

      


        Check if the token is expired.



    


    
      
        expires_at(token_response)

      


        Calculate the expiration timestamp from issued_at and expires_in.



    


    
      
        expiring_soon?(token, buffer_seconds \\ 60)

      


        Check if the token will expire within the given buffer time (in seconds).
Default buffer is 60 seconds.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Auth.OIDC.TokenResponse{
  access_token: String.t() | nil,
  expires_in: non_neg_integer() | nil,
  id_token: String.t() | nil,
  issued_at: DateTime.t() | nil,
  refresh_token: String.t() | nil,
  scope: String.t() | nil,
  token_type: String.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      expired?(token)



        
          
        

    

  


  

      

          @spec expired?(t()) :: boolean()


      


Check if the token is expired.

  



  
    
      
    
    
      expires_at(token_response)



        
          
        

    

  


  

      

          @spec expires_at(t()) :: DateTime.t() | nil


      


Calculate the expiration timestamp from issued_at and expires_in.

  



    

  
    
      
    
    
      expiring_soon?(token, buffer_seconds \\ 60)



        
          
        

    

  


  

      

          @spec expiring_soon?(t(), non_neg_integer()) :: boolean()


      


Check if the token will expire within the given buffer time (in seconds).
Default buffer is 60 seconds.

  


        

      


  

  
    
    WeaviateEx.Auth.TokenManager - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.Auth.TokenManager 
    



      
GenServer for managing OIDC tokens with automatic refresh.
The TokenManager handles:
	Initial token acquisition
	Automatic token refresh before expiration
	Thread-safe token access
	Error recovery and retry logic

Usage
# Start with OIDC config
{:ok, pid} = TokenManager.start_link(
  oidc_config: oidc_config,
  auth: %{type: :oidc_client_credentials, client_id: "id", client_secret: "secret", scopes: []}
)

# Or start with issuer URL (auto-discovers OIDC config)
{:ok, pid} = TokenManager.start_link(
  issuer_url: "https://auth.example.com",
  auth: auth
)

# Get current token
{:ok, token} = TokenManager.get_token(pid)

# Get just the access token string
{:ok, access_token} = TokenManager.get_access_token(pid)

# Force immediate refresh
:ok = TokenManager.force_refresh(pid)
Options
	:oidc_config - Pre-configured OIDC config struct
	:issuer_url - Issuer URL for auto-discovery (alternative to :oidc_config)
	:auth - Authentication credentials (required)
	:name - GenServer name (optional)
	:refresh_buffer_seconds - Refresh token this many seconds before expiry (default: 60)


      


      
        Summary


  
    Types
  


    
      
        state()

      


    





  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a child specification for starting TokenManager under a supervisor.



    


    
      
        force_refresh(server)

      


        Force an immediate token refresh.



    


    
      
        get_access_token(server)

      


        Get just the access token string.



    


    
      
        get_token(server)

      


        Get the current token.



    


    
      
        start_link(opts)

      


        Start the TokenManager GenServer.



    





      


      
        Types


        


  
    
      
    
    
      state()



        
          
        

    

  


  

      

          @type state() :: %{
  oidc_config: WeaviateEx.Auth.OIDC.Config.t() | nil,
  auth: map(),
  token: WeaviateEx.Auth.OIDC.TokenResponse.t() | nil,
  refresh_buffer_seconds: non_neg_integer(),
  refresh_timer: reference() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a child specification for starting TokenManager under a supervisor.
Examples
# In your supervision tree
children = [
  {WeaviateEx.Auth.TokenManager,
   issuer_url: "https://auth.example.com",
   auth: %{type: :oidc_client_credentials, client_id: "id", client_secret: "secret", scopes: []},
   name: MyApp.WeaviateTokenManager}
]

Supervisor.start_link(children, strategy: :one_for_one)

  



  
    
      
    
    
      force_refresh(server)



        
          
        

    

  


  

      

          @spec force_refresh(GenServer.server()) :: :ok


      


Force an immediate token refresh.

  



  
    
      
    
    
      get_access_token(server)



        
          
        

    

  


  

      

          @spec get_access_token(GenServer.server()) :: {:ok, String.t()} | {:error, :no_token}


      


Get just the access token string.
Convenience function that extracts the access_token from the token response.

  



  
    
      
    
    
      get_token(server)



        
          
        

    

  


  

      

          @spec get_token(GenServer.server()) ::
  {:ok, WeaviateEx.Auth.OIDC.TokenResponse.t()} | {:error, :no_token}


      


Get the current token.
Returns {:ok, token} if a valid token is available,
or {:error, :no_token} if no token has been acquired.

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      


Start the TokenManager GenServer.
Options
	:oidc_config - Pre-configured OIDC config struct
	:issuer_url - Issuer URL for auto-discovery
	:auth - Authentication credentials (required)
	:name - GenServer name (optional)
	:refresh_buffer_seconds - Seconds before expiry to refresh (default: 60)
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Backup compression level options.
GZIP Compression Levels
	:default - Balanced GZIP compression (default)
	:best_speed - Faster GZIP compression, larger files
	:best_compression - Slower GZIP compression, smaller files

ZSTD Compression Levels
	:zstd_default - Balanced ZSTD compression
	:zstd_best_speed - Faster ZSTD compression, larger files
	:zstd_best_compression - Slower ZSTD compression, smaller files

No Compression
	:no_compression - No compression (fastest, largest files)

Examples
iex> Compression.to_api(:best_speed)
"BestSpeed"

iex> Compression.to_api(:zstd_default)
"ZstdDefaultCompression"

iex> Compression.from_api("BestCompression")
{:ok, :best_compression}

iex> Compression.gzip?(:default)
true

iex> Compression.zstd?(:zstd_best_speed)
true

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        all()

      


        List all available compression levels.



    


    
      
        from_api(arg1)

      


        Parse from API response.



    


    
      
        gzip?(level)

      


        Check if compression level is a GZIP variant.



    


    
      
        to_api(atom)

      


        Convert to API format.



    


    
      
        valid?(level)

      


        Check if compression level is valid.



    


    
      
        zstd?(level)

      


        Check if compression level is a ZSTD variant.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() ::
  :default
  | :best_speed
  | :best_compression
  | :zstd_default
  | :zstd_best_speed
  | :zstd_best_compression
  | :no_compression


      



  


        

      

      
        Functions


        


  
    
      
    
    
      all()



        
          
        

    

  


  

      

          @spec all() :: [t()]


      


List all available compression levels.
Examples
iex> Compression.all()
[:default, :best_speed, :best_compression, :zstd_default, :zstd_best_speed, :zstd_best_compression, :no_compression]

  



  
    
      
    
    
      from_api(arg1)



        
          
        

    

  


  

      

          @spec from_api(String.t()) :: {:ok, t()} | {:error, :invalid_compression}


      


Parse from API response.
Examples
iex> Compression.from_api("BestSpeed")
{:ok, :best_speed}

iex> Compression.from_api("ZstdDefaultCompression")
{:ok, :zstd_default}

iex> Compression.from_api("invalid")
{:error, :invalid_compression}

  



  
    
      
    
    
      gzip?(level)



        
          
        

    

  


  

      

          @spec gzip?(atom()) :: boolean()


      


Check if compression level is a GZIP variant.
Examples
iex> Compression.gzip?(:default)
true

iex> Compression.gzip?(:zstd_default)
false

  



  
    
      
    
    
      to_api(atom)



        
          
        

    

  


  

      

          @spec to_api(t()) :: String.t()


      


Convert to API format.
Examples
iex> Compression.to_api(:default)
"DefaultCompression"

iex> Compression.to_api(:best_speed)
"BestSpeed"

iex> Compression.to_api(:zstd_default)
"ZstdDefaultCompression"

iex> Compression.to_api(:no_compression)
"NoCompression"

  



  
    
      
    
    
      valid?(level)



        
          
        

    

  


  

      

          @spec valid?(atom()) :: boolean()


      


Check if compression level is valid.
Examples
iex> Compression.valid?(:best_speed)
true

iex> Compression.valid?(:zstd_default)
true

iex> Compression.valid?(:invalid)
false

  



  
    
      
    
    
      zstd?(level)



        
          
        

    

  


  

      

          @spec zstd?(atom()) :: boolean()


      


Check if compression level is a ZSTD variant.
Examples
iex> Compression.zstd?(:zstd_default)
true

iex> Compression.zstd?(:default)
false
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Configuration options for backup operations.
Create Configuration
Configure how backups are created:
config = Config.create(
  cpu_percentage: 50,
  compression: :best_compression
)
Restore Configuration
Configure how backups are restored:
config = Config.restore(cpu_percentage: 80)
Options
Create Options
	:cpu_percentage - Maximum CPU percentage to use (1-100)
	:compression - Compression level (:default, :best_speed, :best_compression)

Restore Options
	:cpu_percentage - Maximum CPU percentage to use (1-100)


      


      
        Summary


  
    Functions
  


    
      
        create(opts \\ [])

      


        Create backup creation config.



    


    
      
        restore(opts \\ [])

      


        Create backup restoration config.



    





      


      
        Functions


        


    

  
    
      
    
    
      create(opts \\ [])



        
          
        

    

  


  

      

          @spec create(keyword()) :: WeaviateEx.Backup.Config.Create.t()


      


Create backup creation config.
Options
	:cpu_percentage - Maximum CPU percentage to use (1-100)
	:compression - Compression level (:default, :best_speed, :best_compression)

Examples
iex> Config.create(cpu_percentage: 50, compression: :best_compression)
%Config.Create{cpu_percentage: 50, compression: :best_compression}

iex> Config.create()
%Config.Create{cpu_percentage: nil, compression: nil}

  



    

  
    
      
    
    
      restore(opts \\ [])



        
          
        

    

  


  

      

          @spec restore(keyword()) :: WeaviateEx.Backup.Config.Restore.t()


      


Create backup restoration config.
Options
	:cpu_percentage - Maximum CPU percentage to use (1-100)

Examples
iex> Config.restore(cpu_percentage: 80)
%Config.Restore{cpu_percentage: 80}

iex> Config.restore()
%Config.Restore{cpu_percentage: nil}
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WeaviateEx.Backup.Config.Create 
    



      
Configuration for backup creation

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(opts \\ [])

      


        Create new backup create config.



    


    
      
        to_api(config)

      


        Convert to API format.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Backup.Config.Create{
  chunk_size: pos_integer() | nil,
  compression: WeaviateEx.Backup.Compression.t() | nil,
  cpu_percentage: pos_integer() | nil
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create new backup create config.
Options
	:cpu_percentage - Maximum CPU percentage to use (1-100)
	:chunk_size - Chunk size in bytes (default: 128MB)
	:compression - Compression level (:default, :best_speed, :best_compression)

Examples
iex> Config.Create.new(cpu_percentage: 50, compression: :best_speed)
%Config.Create{cpu_percentage: 50, chunk_size: nil, compression: :best_speed}

iex> Config.Create.new(chunk_size: 134_217_728)
%Config.Create{cpu_percentage: nil, chunk_size: 134_217_728, compression: nil}

iex> Config.Create.new()
%Config.Create{cpu_percentage: nil, chunk_size: nil, compression: nil}

  



  
    
      
    
    
      to_api(config)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert to API format.
Excludes nil values from the resulting map.
Examples
iex> Config.Create.to_api(%Config.Create{cpu_percentage: 50, compression: :best_speed})
%{CPUPercentage: 50, CompressionLevel: "BestSpeed"}

iex> Config.Create.to_api(%Config.Create{chunk_size: 268_435_456})
%{ChunkSize: 268_435_456}

iex> Config.Create.to_api(%Config.Create{})
%{}
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WeaviateEx.Backup.Config.Restore 
    



      
Configuration for backup restoration

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(opts \\ [])

      


        Create new backup restore config.



    


    
      
        to_api(restore)

      


        Convert to API format.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Backup.Config.Restore{cpu_percentage: pos_integer() | nil}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create new backup restore config.
Examples
iex> Config.Restore.new(cpu_percentage: 80)
%Config.Restore{cpu_percentage: 80}

iex> Config.Restore.new()
%Config.Restore{cpu_percentage: nil}

  



  
    
      
    
    
      to_api(restore)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert to API format.
Examples
iex> Config.Restore.to_api(%Config.Restore{cpu_percentage: 80})
%{CPUPercentage: 80}

iex> Config.Restore.to_api(%Config.Restore{cpu_percentage: nil})
%{}
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Backup storage location configurations.
Provides location configuration structs for each supported storage backend.
Examples
# Local filesystem
Location.filesystem("/var/backups")

# Amazon S3
Location.s3("my-bucket", "/backups",
  endpoint: "s3.us-west-2.amazonaws.com",
  region: "us-west-2"
)

# Google Cloud Storage
Location.gcs("my-bucket", "/backups",
  credentials: %{...}
)

# Azure Blob Storage
Location.azure("my-container", "/backups",
  connection_string: "..."
)

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        azure(container, path, opts \\ [])

      


        Create Azure location.



    


    
      
        backend(arg1)

      


        Get storage backend type from location.



    


    
      
        filesystem(path)

      


        Create filesystem location.



    


    
      
        gcs(bucket, path, opts \\ [])

      


        Create GCS location.



    


    
      
        s3(bucket, path, opts \\ [])

      


        Create S3 location.



    


    
      
        to_api(loc)

      


        Convert location to API format.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() ::
  WeaviateEx.Backup.Location.Filesystem.t()
  | WeaviateEx.Backup.Location.S3.t()
  | WeaviateEx.Backup.Location.GCS.t()
  | WeaviateEx.Backup.Location.Azure.t()


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      azure(container, path, opts \\ [])



        
          
        

    

  


  

      

          @spec azure(String.t(), String.t(), keyword()) :: WeaviateEx.Backup.Location.Azure.t()


      


Create Azure location.
Options
	:connection_string - Azure connection string

Examples
iex> Location.azure("my-container", "/backups")
%Location.Azure{container: "my-container", path: "/backups"}

  



  
    
      
    
    
      backend(arg1)



        
          
        

    

  


  

      

          @spec backend(t()) :: atom()


      


Get storage backend type from location.
Examples
iex> Location.backend(Location.filesystem("/backups"))
:filesystem

iex> Location.backend(Location.s3("bucket", "/path"))
:s3

  



  
    
      
    
    
      filesystem(path)



        
          
        

    

  


  

      

          @spec filesystem(String.t()) :: WeaviateEx.Backup.Location.Filesystem.t()


      


Create filesystem location.
Examples
iex> Location.filesystem("/var/backups")
%Location.Filesystem{path: "/var/backups"}

  



    

  
    
      
    
    
      gcs(bucket, path, opts \\ [])



        
          
        

    

  


  

      

          @spec gcs(String.t(), String.t(), keyword()) :: WeaviateEx.Backup.Location.GCS.t()


      


Create GCS location.
Options
	:project_id - GCP project ID
	:credentials - Service account credentials map

Examples
iex> Location.gcs("my-bucket", "/backups")
%Location.GCS{bucket: "my-bucket", path: "/backups"}

iex> Location.gcs("my-bucket", "/backups", project_id: "my-project")
%Location.GCS{bucket: "my-bucket", path: "/backups", project_id: "my-project"}

  



    

  
    
      
    
    
      s3(bucket, path, opts \\ [])



        
          
        

    

  


  

      

          @spec s3(String.t(), String.t(), keyword()) :: WeaviateEx.Backup.Location.S3.t()


      


Create S3 location.
Options
	:endpoint - S3 endpoint URL
	:region - AWS region
	:access_key_id - AWS access key ID
	:secret_access_key - AWS secret access key
	:use_ssl - Use SSL (default: true)

Examples
iex> Location.s3("my-bucket", "/backups")
%Location.S3{bucket: "my-bucket", path: "/backups", use_ssl: true}

iex> Location.s3("my-bucket", "/backups", region: "us-west-2")
%Location.S3{bucket: "my-bucket", path: "/backups", region: "us-west-2", use_ssl: true}

  



  
    
      
    
    
      to_api(loc)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert location to API format.
Examples
iex> Location.to_api(Location.filesystem("/backups"))
%{path: "/backups"}

iex> Location.to_api(Location.s3("bucket", "/path"))
%{bucket: "bucket", path: "/path", useSSL: true}
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Azure Blob Storage backup location

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(container, path, opts \\ [])

      


        Create new Azure location



    


    
      
        to_api(loc)

      


        Convert to API format



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Backup.Location.Azure{
  connection_string: String.t() | nil,
  container: String.t(),
  path: String.t()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      new(container, path, opts \\ [])



        
          
        

    

  


  

      

          @spec new(String.t(), String.t(), keyword()) :: t()


      


Create new Azure location

  



  
    
      
    
    
      to_api(loc)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert to API format
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Local filesystem backup location

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(path)

      


        Create new filesystem location



    


    
      
        to_api(filesystem)

      


        Convert to API format



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Backup.Location.Filesystem{path: String.t()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(path)



        
          
        

    

  


  

      

          @spec new(String.t()) :: t()


      


Create new filesystem location

  



  
    
      
    
    
      to_api(filesystem)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert to API format
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WeaviateEx.Backup.Location.GCS 
    



      
Google Cloud Storage backup location

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(bucket, path, opts \\ [])

      


        Create new GCS location



    


    
      
        to_api(loc)

      


        Convert to API format



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Backup.Location.GCS{
  bucket: String.t(),
  credentials: map() | nil,
  path: String.t(),
  project_id: String.t() | nil
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      new(bucket, path, opts \\ [])



        
          
        

    

  


  

      

          @spec new(String.t(), String.t(), keyword()) :: t()


      


Create new GCS location

  



  
    
      
    
    
      to_api(loc)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert to API format
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WeaviateEx.Backup.Location.S3 
    



      
Amazon S3 backup location

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(bucket, path, opts \\ [])

      


        Create new S3 location



    


    
      
        to_api(loc)

      


        Convert to API format



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Backup.Location.S3{
  access_key_id: String.t() | nil,
  bucket: String.t(),
  endpoint: String.t() | nil,
  path: String.t(),
  region: String.t() | nil,
  secret_access_key: String.t() | nil,
  use_ssl: boolean()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      new(bucket, path, opts \\ [])



        
          
        

    

  


  

      

          @spec new(String.t(), String.t(), keyword()) :: t()


      


Create new S3 location

  



  
    
      
    
    
      to_api(loc)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert to API format
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Backup operation status types and response structs.
Status Values
	:started - Backup operation has started
	:transferring - Data is being transferred
	:transferred - Transfer complete, finalizing
	:success - Operation completed successfully
	:failed - Operation failed
	:canceled - Operation was canceled

Response Structs
	CreateResponse - Response from backup create operation
	RestoreResponse - Response from backup restore operation
	BackupInfo - Backup metadata from list operation


      


      
        Summary


  
    Types
  


    
      
        status()

      


    





  
    Functions
  


    
      
        all()

      


        List all status values.



    


    
      
        backup_info_from_api(map)

      


        Parse BackupInfo from API response map.



    


    
      
        completed?(status)

      


        Check if status indicates completion.



    


    
      
        create_response_from_api(map)

      


        Parse CreateResponse from API response map.



    


    
      
        from_api(binary)

      


        Parse status from API response.



    


    
      
        in_progress?(status)

      


        Check if status indicates operation is in progress.



    


    
      
        restore_response_from_api(map)

      


        Parse RestoreResponse from API response map.



    


    
      
        success?(arg1)

      


        Check if status indicates success.



    


    
      
        to_api(atom)

      


        Convert status atom to API string.



    





      


      
        Types


        


  
    
      
    
    
      status()



        
          
        

    

  


  

      

          @type status() ::
  :started | :transferring | :transferred | :success | :failed | :canceled


      



  


        

      

      
        Functions


        


  
    
      
    
    
      all()



        
          
        

    

  


  

      

          @spec all() :: [status()]


      


List all status values.
Examples
iex> Status.all()
[:started, :transferring, :transferred, :success, :failed, :canceled]

  



  
    
      
    
    
      backup_info_from_api(map)



        
          
        

    

  


  

      

          @spec backup_info_from_api(map()) :: {:ok, WeaviateEx.Backup.Status.BackupInfo.t()}


      


Parse BackupInfo from API response map.
Examples
iex> Status.backup_info_from_api(%{"id" => "backup-1", "backend" => "azure", "status" => "SUCCESS"})
{:ok, %Status.BackupInfo{id: "backup-1", backend: :azure, status: :success}}

  



  
    
      
    
    
      completed?(status)



        
          
        

    

  


  

      

          @spec completed?(status()) :: boolean()


      


Check if status indicates completion.
Returns true for :success, :failed, or :canceled.
Examples
iex> Status.completed?(:success)
true

iex> Status.completed?(:transferring)
false

  



  
    
      
    
    
      create_response_from_api(map)



        
          
        

    

  


  

      

          @spec create_response_from_api(map()) ::
  {:ok, WeaviateEx.Backup.Status.CreateResponse.t()}


      


Parse CreateResponse from API response map.
Examples
iex> Status.create_response_from_api(%{"id" => "backup-1", "backend" => "s3", "status" => "SUCCESS"})
{:ok, %Status.CreateResponse{id: "backup-1", backend: :s3, status: :success}}

  



  
    
      
    
    
      from_api(binary)



        
          
        

    

  


  

      

          @spec from_api(String.t()) :: status()


      


Parse status from API response.
Examples
iex> Status.from_api("SUCCESS")
:success

iex> Status.from_api("TRANSFERRING")
:transferring

  



  
    
      
    
    
      in_progress?(status)



        
          
        

    

  


  

      

          @spec in_progress?(status()) :: boolean()


      


Check if status indicates operation is in progress.
Returns true for :started, :transferring, or :transferred.
Examples
iex> Status.in_progress?(:transferring)
true

iex> Status.in_progress?(:success)
false

  



  
    
      
    
    
      restore_response_from_api(map)



        
          
        

    

  


  

      

          @spec restore_response_from_api(map()) ::
  {:ok, WeaviateEx.Backup.Status.RestoreResponse.t()}


      


Parse RestoreResponse from API response map.
Examples
iex> Status.restore_response_from_api(%{"id" => "backup-1", "backend" => "gcs", "status" => "SUCCESS"})
{:ok, %Status.RestoreResponse{id: "backup-1", backend: :gcs, status: :success}}

  



  
    
      
    
    
      success?(arg1)



        
          
        

    

  


  

      

          @spec success?(status()) :: boolean()


      


Check if status indicates success.
Examples
iex> Status.success?(:success)
true

iex> Status.success?(:failed)
false

  



  
    
      
    
    
      to_api(atom)



        
          
        

    

  


  

      

          @spec to_api(status()) :: String.t()


      


Convert status atom to API string.
Examples
iex> Status.to_api(:success)
"SUCCESS"

iex> Status.to_api(:transferring)
"TRANSFERRING"
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WeaviateEx.Backup.Status.BackupInfo 
    



      
Backup metadata from list operation.
Includes timing information and size metrics when available:
	started_at - When the backup started
	completed_at - When the backup completed
	size_bytes - Total size of the backup in bytes


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Backup.Status.BackupInfo{
  backend: atom(),
  collections: [String.t()],
  completed_at: DateTime.t() | nil,
  error: String.t() | nil,
  id: String.t(),
  path: String.t(),
  size_bytes: non_neg_integer() | nil,
  started_at: DateTime.t() | nil,
  status: atom()
}
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WeaviateEx.Backup.Status.CreateResponse 
    



      
Response from backup create operation

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Backup.Status.CreateResponse{
  backend: atom(),
  collections: [String.t()],
  error: String.t() | nil,
  id: String.t(),
  path: String.t() | nil,
  status: atom()
}
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Response from backup restore operation

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Backup.Status.RestoreResponse{
  backend: atom(),
  collections: [String.t()],
  error: String.t() | nil,
  id: String.t(),
  path: String.t() | nil,
  status: atom()
}
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Backup storage backend types.
Available Backends
	:filesystem - Local filesystem storage
	:s3 - Amazon S3 or S3-compatible storage
	:gcs - Google Cloud Storage
	:azure - Azure Blob Storage

Examples
iex> Storage.valid?(:s3)
true

iex> Storage.to_api_path(:filesystem)
"filesystem"

iex> Storage.from_api("gcs")
{:ok, :gcs}

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        all()

      


        List all available storage backends.



    


    
      
        from_api(arg1)

      


        Parse from API response.



    


    
      
        to_api_path(atom)

      


        Convert to API path segment.



    


    
      
        valid?(backend)

      


        Check if backend is valid.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: :filesystem | :s3 | :gcs | :azure


      



  


        

      

      
        Functions


        


  
    
      
    
    
      all()



        
          
        

    

  


  

      

          @spec all() :: [t()]


      


List all available storage backends.
Examples
iex> Storage.all()
[:filesystem, :s3, :gcs, :azure]

  



  
    
      
    
    
      from_api(arg1)



        
          
        

    

  


  

      

          @spec from_api(String.t()) :: {:ok, t()} | {:error, :invalid_backend}


      


Parse from API response.
Examples
iex> Storage.from_api("s3")
{:ok, :s3}

iex> Storage.from_api("invalid")
{:error, :invalid_backend}

  



  
    
      
    
    
      to_api_path(atom)



        
          
        

    

  


  

      

          @spec to_api_path(t()) :: String.t()


      


Convert to API path segment.
Examples
iex> Storage.to_api_path(:filesystem)
"filesystem"

iex> Storage.to_api_path(:s3)
"s3"

  



  
    
      
    
    
      valid?(backend)



        
          
        

    

  


  

      

          @spec valid?(atom()) :: boolean()


      


Check if backend is valid.
Examples
iex> Storage.valid?(:s3)
true

iex> Storage.valid?(:invalid)
false
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Background batch processor using Elixir processes.
Provides continuous, asynchronous batch processing similar to Python's
daemon thread model, but using Elixir's OTP patterns.
Features
	Automatic flushing based on batch size or time interval
	Concurrent request management with configurable limits
	UUID tracking for reference ordering
	Error tracking and retry support
	Graceful shutdown with final flush

Examples
{:ok, batcher} = Background.start_link(
  client: client,
  collection: "Article",
  batch_size: 100,
  concurrent_requests: 2
)

# Add objects asynchronously
for article <- articles do
  :ok = Background.add_object(batcher, article)
end

# Get results and stop
results = Background.stop(batcher, flush: true)

      


      
        Summary


  
    Types
  


    
      
        option()

      


    





  
    Functions
  


    
      
        add_object(server, properties, opts \\ [])

      


        Add an object to the batch queue.



    


    
      
        add_reference(server, from_uuid, property, to_uuid, opts \\ [])

      


        Add a reference to the batch queue.



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        flush(server)

      


        Trigger an immediate flush of queued items.



    


    
      
        get_results(server)

      


        Get current accumulated results.



    


    
      
        get_state(server)

      


        Get current state (for debugging/testing).



    


    
      
        start_link(opts)

      


        Start a background batch processor.



    


    
      
        stop(server, opts \\ [])

      


        Stop the background processor.



    





      


      
        Types


        


  
    
      
    
    
      option()



        
          
        

    

  


  

      

          @type option() ::
  {:client, WeaviateEx.Client.t()}
  | {:collection, String.t()}
  | {:batch_size, pos_integer()}
  | {:concurrent_requests, pos_integer()}
  | {:flush_interval, pos_integer()}
  | {:on_flush, (WeaviateEx.Batch.ErrorTracking.Results.t() -> any())}
  | {:on_error, (WeaviateEx.Batch.ErrorTracking.ErrorObject.t() -> any())}
  | {:tenant, String.t()}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      add_object(server, properties, opts \\ [])



        
          
        

    

  


  

      

          @spec add_object(GenServer.server(), map(), keyword()) :: :ok


      


Add an object to the batch queue.
Options
	:uuid - Explicit UUID for the object
	:vector - Vector embedding
	:vectors - Named vectors map


  



    

  
    
      
    
    
      add_reference(server, from_uuid, property, to_uuid, opts \\ [])



        
          
        

    

  


  

      

          @spec add_reference(GenServer.server(), String.t(), String.t(), String.t(), keyword()) ::
  :ok


      


Add a reference to the batch queue.
References are held until both the source and target objects
have been successfully processed.

  



  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      flush(server)



        
          
        

    

  


  

      

          @spec flush(GenServer.server()) :: :ok


      


Trigger an immediate flush of queued items.

  



  
    
      
    
    
      get_results(server)



        
          
        

    

  


  

      

          @spec get_results(GenServer.server()) :: WeaviateEx.Batch.ErrorTracking.Results.t()


      


Get current accumulated results.

  



  
    
      
    
    
      get_state(server)



        
          
        

    

  


  

      

          @spec get_state(GenServer.server()) :: map()


      


Get current state (for debugging/testing).

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

      

          @spec start_link([option()]) :: GenServer.on_start()


      


Start a background batch processor.
Options
	:client - WeaviateEx client (required)
	:collection - Collection name (required)
	:batch_size - Objects per batch (default: 100)
	:concurrent_requests - Max concurrent requests (default: 2)
	:flush_interval - Auto-flush interval in ms (default: 1000)
	:on_flush - Callback on each flush completion
	:on_error - Callback on each error
	:tenant - Tenant name for multi-tenancy


  



    

  
    
      
    
    
      stop(server, opts \\ [])



        
          
        

    

  


  

      

          @spec stop(
  GenServer.server(),
  keyword()
) :: WeaviateEx.Batch.ErrorTracking.Results.t() | :ok


      


Stop the background processor.
Options
	:flush - Whether to flush remaining items before stopping (default: true)
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WeaviateEx.Batch.BatchRetry 
    



      
Retry logic for batch operations with rate limit detection.
Provides exponential backoff and automatic retry for transient failures,
especially rate limit errors from vectorizer APIs (OpenAI, Cohere, etc.).
Examples
if BatchRetry.should_retry?(error_message, retry_count) do
  Process.sleep(BatchRetry.calculate_backoff(retry_count))
  retry_operation()
end

      


      
        Summary


  
    Functions
  


    
      
        calculate_backoff(attempt)

      


        Calculate the backoff delay in milliseconds for a given retry attempt.



    


    
      
        max_retries()

      


        Get the maximum number of retry attempts.



    


    
      
        rate_limit_error?(message)

      


        Check if an error message indicates a rate limit error.



    


    
      
        should_retry?(error_message, retry_count)

      


        Determine if an operation should be retried based on the error and attempt count.



    


    
      
        with_retry(fun, opts \\ [])

      


        Execute a function with automatic retry on rate limit errors.



    





      


      
        Functions


        


  
    
      
    
    
      calculate_backoff(attempt)



        
          
        

    

  


  

      

          @spec calculate_backoff(non_neg_integer()) :: non_neg_integer()


      


Calculate the backoff delay in milliseconds for a given retry attempt.
Uses exponential backoff: 2^attempt * 1000 ms, capped at max_backoff.

  



  
    
      
    
    
      max_retries()



        
          
        

    

  


  

      

          @spec max_retries() :: non_neg_integer()


      


Get the maximum number of retry attempts.

  



  
    
      
    
    
      rate_limit_error?(message)



        
          
        

    

  


  

      

          @spec rate_limit_error?(String.t() | nil) :: boolean()


      


Check if an error message indicates a rate limit error.
Detects rate limit errors from various vectorizer APIs including
OpenAI, Cohere, and others.

  



  
    
      
    
    
      should_retry?(error_message, retry_count)



        
          
        

    

  


  

      

          @spec should_retry?(String.t() | nil, non_neg_integer()) :: boolean()


      


Determine if an operation should be retried based on the error and attempt count.
Only rate limit errors are eligible for retry, and only up to max_retries.

  



    

  
    
      
    
    
      with_retry(fun, opts \\ [])



        
          
        

    

  


  

      

          @spec with_retry(
  (-> {:ok, term()} | {:error, term()}),
  keyword()
) :: {:ok, term()} | {:error, term()}


      


Execute a function with automatic retry on rate limit errors.
Options
	:max_retries - Maximum retry attempts (default: 5)
	:on_retry - Callback function called before each retry with (attempt, error)
	:sleep - Function used to sleep between retries (default: &Process.sleep/1)

Examples
BatchRetry.with_retry(fn ->
  send_batch(objects)
end)
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Concurrent batch operations for high-throughput data insertion.
Provides parallel batch processing using Task.async_stream to maximize
insertion throughput while managing concurrency limits.
Features
	Configurable concurrency level
	Automatic batch splitting
	Result aggregation
	Optional ordered results
	Graceful partial failure handling

Examples
# Insert many objects concurrently
objects = [
  %{class: "Article", properties: %{title: "First"}},
  %{class: "Article", properties: %{title: "Second"}}
]

{:ok, result} = Concurrent.insert_many(client, "Article", objects,
  max_concurrency: 4,
  batch_size: 100
)

IO.puts("Inserted: #{result.successful_count}")
IO.puts("Failed: #{result.failed_count}")

      


      
        Summary


  
    Functions
  


    
      
        aggregate_results(batch_results, opts \\ [])

      


        Aggregates results from multiple batch operations.



    


    
      
        default_options()

      


        Returns the default options for concurrent batch operations.



    


    
      
        insert_many(client, collection, objects, opts \\ [])

      


        Inserts many objects concurrently using parallel batch requests.



    


    
      
        merge_options(opts)

      


        Merges custom options with defaults.



    


    
      
        retryable_error?(arg1)

      


        Checks if an error is retryable.



    


    
      
        split_into_batches(objects, opts)

      


        Splits objects into batches based on batch_size option.



    





      


      
        Functions


        


    

  
    
      
    
    
      aggregate_results(batch_results, opts \\ [])



        
          
        

    

  


  

      

          @spec aggregate_results(
  [ok: map(), error: term()],
  keyword()
) :: WeaviateEx.Batch.Concurrent.Result.t()


      


Aggregates results from multiple batch operations.

  



  
    
      
    
    
      default_options()



        
          
        

    

  


  

      

          @spec default_options() :: keyword()


      


Returns the default options for concurrent batch operations.

  



    

  
    
      
    
    
      insert_many(client, collection, objects, opts \\ [])



        
          
        

    

  


  

      

          @spec insert_many(WeaviateEx.Client.t(), String.t(), [map()], keyword()) ::
  {:ok, WeaviateEx.Batch.Concurrent.Result.t()} | {:error, term()}


      


Inserts many objects concurrently using parallel batch requests.
Options
	:max_concurrency - Number of parallel batch requests (default: 4)
	:batch_size - Objects per request (default: 100)
	:ordered - Maintain insertion order in results (default: false)
	:timeout - Timeout per batch in milliseconds (default: 30_000)

Examples
{:ok, result} = Concurrent.insert_many(client, "Article", objects)
{:ok, result} = Concurrent.insert_many(client, "Article", objects,
  max_concurrency: 8,
  batch_size: 50
)

  



  
    
      
    
    
      merge_options(opts)



        
          
        

    

  


  

      

          @spec merge_options(keyword()) :: keyword()


      


Merges custom options with defaults.

  



  
    
      
    
    
      retryable_error?(arg1)



        
          
        

    

  


  

      

          @spec retryable_error?(term()) :: boolean()


      


Checks if an error is retryable.

  



  
    
      
    
    
      split_into_batches(objects, opts)



        
          
        

    

  


  

      

          @spec split_into_batches(
  [map()],
  keyword()
) :: [[map()]]


      


Splits objects into batches based on batch_size option.
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WeaviateEx.Batch.Concurrent.Result 
    



      
Result of a concurrent batch operation.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        all_successful?(result)

      


        Checks if all objects were inserted successfully.



    


    
      
        has_failures?(result)

      


        Checks if there were any failures.



    


    
      
        summary(result)

      


        Returns a summary of the batch operation.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Batch.Concurrent.Result{
  batch_errors: non_neg_integer(),
  execution_time_ms: non_neg_integer(),
  failed: [map()],
  failed_count: non_neg_integer(),
  successful: [map()],
  successful_count: non_neg_integer(),
  total_batches: non_neg_integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      all_successful?(result)



        
          
        

    

  


  

      

          @spec all_successful?(t()) :: boolean()


      


Checks if all objects were inserted successfully.

  



  
    
      
    
    
      has_failures?(result)



        
          
        

    

  


  

      

          @spec has_failures?(t()) :: boolean()


      


Checks if there were any failures.

  



  
    
      
    
    
      summary(result)



        
          
        

    

  


  

      

          @spec summary(t()) :: String.t()


      


Returns a summary of the batch operation.

  


        

      


  

  
    
    WeaviateEx.Batch.Config - WeaviateEx v0.7.4
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Configuration options for batch operations.
This module provides centralized configuration for batch safety features
including MAX_STORED_RESULTS limits, auto-retry settings, and callbacks.
Examples
# Create config with defaults
config = Batch.Config.new()

# Customize options
config = Batch.Config.new(
  max_stored_results: 50_000,
  auto_retry: true,
  max_retries: 5,
  retry_delay_ms: 2000,
  on_permanent_failure: fn objects ->
    Logger.error("Permanent failures: #{length(objects)}")
  end
)

# Use with batch operations
{:ok, results} = Batch.with_batch(client, [config: config], fn batch ->
  batch |> Batch.add_object("Article", %{title: "Test"})
end)

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        auto_retry_enabled?(config)

      


        Check if auto-retry is enabled in the config.



    


    
      
        default_max_retries()

      


        Get the default maximum retries.



    


    
      
        default_max_stored_results()

      


        Get the default maximum stored results.



    


    
      
        default_retry_delay_ms()

      


        Get the default retry delay in milliseconds.



    


    
      
        merge(base, override)

      


        Merge two configurations, with the second taking precedence.



    


    
      
        new(opts \\ [])

      


        Create a new batch configuration with optional overrides.



    


    
      
        to_keyword(config)

      


        Convert config to keyword list (for passing to functions).



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Batch.Config{
  auto_retry: boolean(),
  max_retries: pos_integer(),
  max_retry_delay_ms: pos_integer(),
  max_stored_results: pos_integer(),
  on_permanent_failure: ([map()] -> any()) | nil,
  on_retry: ([map()], non_neg_integer() -> any()) | nil,
  retry_delay_ms: pos_integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      auto_retry_enabled?(config)



        
          
        

    

  


  

      

          @spec auto_retry_enabled?(t()) :: boolean()


      


Check if auto-retry is enabled in the config.

  



  
    
      
    
    
      default_max_retries()



        
          
        

    

  


  

      

          @spec default_max_retries() :: pos_integer()


      


Get the default maximum retries.

  



  
    
      
    
    
      default_max_stored_results()



        
          
        

    

  


  

      

          @spec default_max_stored_results() :: pos_integer()


      


Get the default maximum stored results.

  



  
    
      
    
    
      default_retry_delay_ms()



        
          
        

    

  


  

      

          @spec default_retry_delay_ms() :: pos_integer()


      


Get the default retry delay in milliseconds.

  



  
    
      
    
    
      merge(base, override)



        
          
        

    

  


  

      

          @spec merge(t(), t() | keyword()) :: t()


      


Merge two configurations, with the second taking precedence.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new batch configuration with optional overrides.
Options
	:max_stored_results - Maximum stored result UUIDs (default: 100,000)
	:auto_retry - Automatically re-queue failed objects (default: true)
	:max_retries - Maximum retry attempts per object (default: 3)
	:retry_delay_ms - Base delay for retry backoff in ms (default: 1000)
	:max_retry_delay_ms - Maximum retry delay in ms (default: 60,000)
	:on_permanent_failure - Callback for objects exceeding max_retries
	:on_retry - Callback when objects are retried

Examples
config = Config.new(max_retries: 5)
config = Config.new(auto_retry: false)

  



  
    
      
    
    
      to_keyword(config)



        
          
        

    

  


  

      

          @spec to_keyword(t()) :: keyword()


      


Convert config to keyword list (for passing to functions).
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WeaviateEx.Batch.DeleteResult.DeletedObject 
    



      
Represents a single object from a batch delete operation.
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    Types
  


    
      
        status()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        dry_run?(deleted_object)

      


        Check if this was a dry run (object not actually deleted).



    


    
      
        failed?(deleted_object)

      


        Check if the object deletion failed.



    


    
      
        from_api(map)

      


        Parse a deleted object from the API response.



    


    
      
        success?(deleted_object)

      


        Check if the object was successfully deleted.



    





      


      
        Types


        


  
    
      
    
    
      status()



        
          
        

    

  


  

      

          @type status() :: :success | :failed | :dry_run


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Batch.DeleteResult.DeletedObject{
  errors: [map()] | nil,
  status: status(),
  uuid: String.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      dry_run?(deleted_object)



        
          
        

    

  


  

      

          @spec dry_run?(t()) :: boolean()


      


Check if this was a dry run (object not actually deleted).

  



  
    
      
    
    
      failed?(deleted_object)



        
          
        

    

  


  

      

          @spec failed?(t()) :: boolean()


      


Check if the object deletion failed.

  



  
    
      
    
    
      from_api(map)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse a deleted object from the API response.

  



  
    
      
    
    
      success?(deleted_object)



        
          
        

    

  


  

      

          @spec success?(t()) :: boolean()


      


Check if the object was successfully deleted.

  


        

      


  

  
    
    WeaviateEx.Batch.ErrorTracking - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.Batch.ErrorTracking 
    



      
Error tracking structures for batch operations.
Provides detailed error information for failed objects and references
during batch operations.
Examples
alias WeaviateEx.Batch.ErrorTracking.{ErrorObject, Results}

results = Results.new()
  |> Results.add_success(0, "uuid-123")
  |> Results.add_error(%ErrorObject{message: "Invalid", object: %{title: "Bad"}})

Results.has_errors?(results)  # => true
Results.number_errors(results)  # => 1
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WeaviateEx.Batch.ErrorTracking.ErrorObject 
    



      
Represents a failed object in a batch operation.
Fields
	:message - Error message from the server
	:object - The original object that failed
	:original_uuid - The UUID that was attempted (if provided)
	:retry_count - Number of retry attempts made


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Batch.ErrorTracking.ErrorObject{
  message: String.t(),
  object: map(),
  original_uuid: String.t() | nil,
  retry_count: non_neg_integer() | nil
}
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WeaviateEx.Batch.ErrorTracking.ErrorReference 
    



      
Represents a failed reference in a batch operation.
Fields
	:message - Error message from the server
	:reference - The reference that failed (from/to/property info)


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Batch.ErrorTracking.ErrorReference{
  message: String.t(),
  reference: map()
}
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WeaviateEx.Batch.ErrorTracking.Results 
    



      
Aggregated results from a batch operation.
Tracks both successful and failed operations.
Memory Safety
To prevent memory exhaustion with very large batches, a maximum of
100,000 successful UUIDs are stored. When the limit is exceeded,
oldest entries (lowest indices) are evicted using a rolling window
strategy. Use max_stored_results/0 to get the current limit.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        add_error(results, error)

      


        Add an error (object or reference) to the results.



    


    
      
        add_success(results, index, uuid)

      


        Record a successful object insertion with its index and UUID.



    


    
      
        errors(results)

      


        Get errors list.



    


    
      
        has_errors?(results)

      


        Check if any errors occurred during the batch operation.



    


    
      
        max_stored_results()

      


        Get the maximum number of stored results.



    


    
      
        new()

      


        Create a new empty results struct.



    


    
      
        number_errors(results)

      


        Get the total number of errors (objects + references).



    


    
      
        results_within_limit?(results)

      


        Check if results are within the maximum stored limit.



    


    
      
        set_elapsed(results, seconds)

      


        Set the elapsed time for the batch operation.



    


    
      
        statistics(results)

      


        Get statistics summary for the results.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Batch.ErrorTracking.Results{
  elapsed_seconds: float(),
  failed_objects: [WeaviateEx.Batch.ErrorTracking.ErrorObject.t()],
  failed_references: [WeaviateEx.Batch.ErrorTracking.ErrorReference.t()],
  successful_uuids: %{required(non_neg_integer()) => String.t()}
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add_error(results, error)



        
          
        

    

  


  

      

          @spec add_error(
  t(),
  WeaviateEx.Batch.ErrorTracking.ErrorObject.t()
  | WeaviateEx.Batch.ErrorTracking.ErrorReference.t()
) :: t()


      


Add an error (object or reference) to the results.

  



  
    
      
    
    
      add_success(results, index, uuid)



        
          
        

    

  


  

      

          @spec add_success(t(), non_neg_integer(), String.t()) :: t()


      


Record a successful object insertion with its index and UUID.
When the number of stored results exceeds the maximum (100,000),
oldest entries (lowest indices) are evicted to prevent memory exhaustion.

  



  
    
      
    
    
      errors(results)



        
          
        

    

  


  

      

          @spec errors(t()) :: [
  WeaviateEx.Batch.ErrorTracking.ErrorObject.t()
  | WeaviateEx.Batch.ErrorTracking.ErrorReference.t()
]


      


Get errors list.

  



  
    
      
    
    
      has_errors?(results)



        
          
        

    

  


  

      

          @spec has_errors?(t()) :: boolean()


      


Check if any errors occurred during the batch operation.

  



  
    
      
    
    
      max_stored_results()



        
          
        

    

  


  

      

          @spec max_stored_results() :: pos_integer()


      


Get the maximum number of stored results.
Results beyond this limit will have oldest entries evicted.

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          @spec new() :: t()


      


Create a new empty results struct.

  



  
    
      
    
    
      number_errors(results)



        
          
        

    

  


  

      

          @spec number_errors(t()) :: non_neg_integer()


      


Get the total number of errors (objects + references).

  



  
    
      
    
    
      results_within_limit?(results)



        
          
        

    

  


  

      

          @spec results_within_limit?(t()) :: boolean()


      


Check if results are within the maximum stored limit.

  



  
    
      
    
    
      set_elapsed(results, seconds)



        
          
        

    

  


  

      

          @spec set_elapsed(t(), float()) :: t()


      


Set the elapsed time for the batch operation.

  



  
    
      
    
    
      statistics(results)



        
          
        

    

  


  

      

          @spec statistics(t()) :: %{
  processed: non_neg_integer(),
  successful: non_neg_integer(),
  failed: non_neg_integer()
}


      


Get statistics summary for the results.
Returns a map with processed, successful, and failed counts.
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WeaviateEx.Batch.Queue 
    



      
Queue for managing batch operation objects with failure tracking and retry support.
Provides a structured way to manage objects during batch operations, including:
	FIFO pending queue for objects to be inserted
	Failed object tracking with retry counts
	Automatic re-queue with configurable max retries

Examples
# Create a queue and add objects
queue = Queue.new()
  |> Queue.enqueue_many(objects)

# Process in batches
{batch, queue} = Queue.dequeue_batch(queue, 100)

# Track failures
queue = Queue.mark_failed(queue, failed_object, "Validation error")

# Re-queue failed objects for retry
queue = Queue.requeue_failed(queue, max_retries: 3)
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    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        clear_failed(queue)

      


        Clears all failed objects.



    


    
      
        dequeue_batch(queue, size)

      


        Removes up to size objects from the pending queue.



    


    
      
        empty?(queue)

      


        Checks if the queue has no pending objects.



    


    
      
        enqueue(queue, object)

      


        Adds an object to the pending queue.



    


    
      
        enqueue_many(queue, objects)

      


        Adds multiple objects to the pending queue.



    


    
      
        failed_count(queue)

      


        Returns the number of failed objects.



    


    
      
        get_failed(queue)

      


        Returns all failed objects.



    


    
      
        mark_failed(queue, object, reason)

      


        Marks an object as failed with a reason.



    


    
      
        new()

      


        Creates a new empty queue.



    


    
      
        pending_count(queue)

      


        Returns the number of pending objects.



    


    
      
        requeue_failed(queue, opts \\ [])

      


        Moves failed objects back to the pending queue for retry.



    


    
      
        stats(queue)

      


        Returns statistics about the queue.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Batch.Queue{
  failed: [WeaviateEx.Batch.Queue.FailedObject.t()],
  pending: :queue.queue(map()),
  retry_count: %{required(String.t()) => non_neg_integer()}
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      clear_failed(queue)



        
          
        

    

  


  

      

          @spec clear_failed(t()) :: t()


      


Clears all failed objects.
Examples
queue = Queue.clear_failed(queue)

  



  
    
      
    
    
      dequeue_batch(queue, size)



        
          
        

    

  


  

      

          @spec dequeue_batch(t(), pos_integer()) :: {[map()], t()}


      


Removes up to size objects from the pending queue.
Returns a tuple of {objects, updated_queue}.
Examples
{batch, queue} = Queue.dequeue_batch(queue, 100)

  



  
    
      
    
    
      empty?(queue)



        
          
        

    

  


  

      

          @spec empty?(t()) :: boolean()


      


Checks if the queue has no pending objects.
Examples
Queue.empty?(queue)
# => true

  



  
    
      
    
    
      enqueue(queue, object)



        
          
        

    

  


  

      

          @spec enqueue(t(), map()) :: t()


      


Adds an object to the pending queue.
Examples
queue = Queue.enqueue(queue, %{id: "uuid-1", properties: %{name: "Test"}})

  



  
    
      
    
    
      enqueue_many(queue, objects)



        
          
        

    

  


  

      

          @spec enqueue_many(t(), [map()]) :: t()


      


Adds multiple objects to the pending queue.
Examples
queue = Queue.enqueue_many(queue, objects)

  



  
    
      
    
    
      failed_count(queue)



        
          
        

    

  


  

      

          @spec failed_count(t()) :: non_neg_integer()


      


Returns the number of failed objects.
Examples
Queue.failed_count(queue)
# => 2

  



  
    
      
    
    
      get_failed(queue)



        
          
        

    

  


  

      

          @spec get_failed(t()) :: [WeaviateEx.Batch.Queue.FailedObject.t()]


      


Returns all failed objects.
Examples
failed = Queue.get_failed(queue)

  



  
    
      
    
    
      mark_failed(queue, object, reason)



        
          
        

    

  


  

      

          @spec mark_failed(t(), map(), String.t()) :: t()


      


Marks an object as failed with a reason.
If the same object (by id) is marked failed again, increments the retry count.
Examples
queue = Queue.mark_failed(queue, object, "Validation error")

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          @spec new() :: t()


      


Creates a new empty queue.
Examples
queue = Queue.new()

  



  
    
      
    
    
      pending_count(queue)



        
          
        

    

  


  

      

          @spec pending_count(t()) :: non_neg_integer()


      


Returns the number of pending objects.
Examples
Queue.pending_count(queue)
# => 5

  



    

  
    
      
    
    
      requeue_failed(queue, opts \\ [])



        
          
        

    

  


  

      

          @spec requeue_failed(
  t(),
  keyword()
) :: t()


      


Moves failed objects back to the pending queue for retry.
Only objects with retry_count < max_retries are requeued.
Options
	:max_retries - Maximum number of retries allowed (default: 3)

Examples
queue = Queue.requeue_failed(queue, max_retries: 3)

  



  
    
      
    
    
      stats(queue)



        
          
        

    

  


  

      

          @spec stats(t()) :: map()


      


Returns statistics about the queue.
Examples
stats = Queue.stats(queue)
# => %{pending: 5, failed: 2, total: 7}
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Represents a failed object with metadata.
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      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Batch.Queue.FailedObject{
  failed_at: DateTime.t(),
  object: map(),
  reason: String.t(),
  retry_count: non_neg_integer()
}
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Provider-specific rate limit detection for batch operations.
Detects rate limiting from various AI providers and calculates
appropriate backoff times.
Supported Patterns
	Generic: HTTP 429 status with optional Retry-After header
	OpenAI: rate_limit or insufficient_quota error types
	Cohere: X-RateLimit-* headers
	Weaviate: Rate limit errors in batch result messages

Examples
case RateLimit.detect(response) do
  {:rate_limited, retry_after_ms} ->
    Process.sleep(retry_after_ms)
    retry_request()

  :ok ->
    handle_response(response)
end
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    Functions
  


    
      
        calculate_backoff(attempt)

      


        Calculates exponential backoff with jitter for retry attempts.



    


    
      
        detect(response)

      


        Detects if a response indicates rate limiting.



    


    
      
        extract_retry_after(headers)

      


        Extracts the Retry-After value from response headers.



    


    
      
        rate_limited?(arg1)

      


        Checks if a response or error indicates rate limiting.



    





      


      
        Types


        


  
    
      
    
    
      detect_result()



        
          
        

    

  


  

      

          @type detect_result() :: :ok | {:rate_limited, non_neg_integer()}


      



  



  
    
      
    
    
      response()



        
          
        

    

  


  

      

          @type response() :: map()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      calculate_backoff(attempt)



        
          
        

    

  


  

      

          @spec calculate_backoff(non_neg_integer()) :: non_neg_integer()


      


Calculates exponential backoff with jitter for retry attempts.
Uses the formula: min(max_backoff, base * 2^attempt) + jitter
Examples
RateLimit.calculate_backoff(0)  # => ~1000ms
RateLimit.calculate_backoff(1)  # => ~2000ms
RateLimit.calculate_backoff(2)  # => ~4000ms

  



  
    
      
    
    
      detect(response)



        
          
        

    

  


  

      

          @spec detect(response()) :: detect_result()


      


Detects if a response indicates rate limiting.
Returns :ok if not rate limited, or {:rate_limited, retry_after_ms}
with the recommended wait time in milliseconds.
Examples
case RateLimit.detect(response) do
  {:rate_limited, 30_000} -> Process.sleep(30_000)
  :ok -> process_response()
end

  



  
    
      
    
    
      extract_retry_after(headers)



        
          
        

    

  


  

      

          @spec extract_retry_after(map()) :: non_neg_integer()


      


Extracts the Retry-After value from response headers.
Returns the retry duration in milliseconds.
Examples
RateLimit.extract_retry_after(%{"retry-after" => "30"})
# => 30_000

  



  
    
      
    
    
      rate_limited?(arg1)



        
          
        

    

  


  

      

          @spec rate_limited?(term()) :: boolean()


      


Checks if a response or error indicates rate limiting.
Examples
RateLimit.rate_limited?(%{status: 429})
# => true

RateLimit.rate_limited?({:error, %{status: 429}})
# => true
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Manages automatic re-queuing of failed batch objects.
This GenServer tracks failed objects and provides automatic retry with
exponential backoff. Objects are tracked by UUID and dropped after
exceeding the maximum retry count.
Features
	Track retry count per object UUID
	Exponential backoff between retries with jitter
	Drop objects after max_retries
	Permanent failure callback for objects that exceed retry limit
	Drain queue to get all pending retries

Examples
# Start the retry queue
{:ok, pid} = RetryQueue.start_link(
  client: client,
  max_retries: 3,
  base_delay_ms: 1000,
  on_permanent_failure: fn objects ->
    Logger.error("Permanent failures: #{length(objects)}")
  end
)

# Enqueue failed objects for retry
:ok = RetryQueue.enqueue_failed(pid, failed_objects)

# Get retry count for a specific UUID
count = RetryQueue.get_retry_count(pid, "uuid-123")

# Drain all queued objects (for manual processing)
{:ok, objects} = RetryQueue.drain(pid)

# Clear the queue
:ok = RetryQueue.clear(pid)
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        failed_object()

      


    


    
      
        state()

      


    





  
    Functions
  


    
      
        calculate_backoff(attempt, base_delay_ms)

      


        Calculate exponential backoff delay for a given attempt.



    


    
      
        calculate_backoff_with_jitter(attempt, base_delay_ms)

      


        Calculate exponential backoff with jitter (±20%).



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        clear(pid)

      


        Clear all queued objects and reset retry counts.



    


    
      
        drain(pid)

      


        Drain all queued objects for manual processing.



    


    
      
        enqueue_failed(pid, failed_objects)

      


        Enqueue failed objects for retry.



    


    
      
        get_retry_count(pid, uuid)

      


        Get the retry count for a specific UUID.



    


    
      
        get_state(pid)

      


        Get the current state (for debugging/testing).



    


    
      
        rate_limit_error?(message)

      


        Check if an error message indicates a rate limit error.



    


    
      
        retryable_error?(arg1)

      


        Check if an error is retryable.



    


    
      
        size(pid)

      


        Get the current queue size.



    


    
      
        start_link(opts)

      


        Start the retry queue GenServer.



    





      


      
        Types


        


  
    
      
    
    
      failed_object()



        
          
        

    

  


  

      

          @type failed_object() :: %{
  :uuid => String.t(),
  :properties => map(),
  :collection => String.t(),
  optional(:vector) => [float()],
  optional(:tenant) => String.t()
}


      



  



  
    
      
    
    
      state()



        
          
        

    

  


  

      

          @type state() :: %{
  client: map(),
  queue: :queue.queue(failed_object()),
  retry_counts: %{required(String.t()) => non_neg_integer()},
  max_retries: pos_integer(),
  base_delay_ms: pos_integer(),
  on_permanent_failure: ([failed_object()] -> any()) | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      calculate_backoff(attempt, base_delay_ms)



        
          
        

    

  


  

      

          @spec calculate_backoff(non_neg_integer(), pos_integer()) :: pos_integer()


      


Calculate exponential backoff delay for a given attempt.
Returns delay in milliseconds, capped at max_delay (60 seconds).

  



  
    
      
    
    
      calculate_backoff_with_jitter(attempt, base_delay_ms)



        
          
        

    

  


  

      

          @spec calculate_backoff_with_jitter(non_neg_integer(), pos_integer()) :: pos_integer()


      


Calculate exponential backoff with jitter (±20%).
Jitter helps prevent thundering herd when multiple retries happen simultaneously.

  



  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      clear(pid)



        
          
        

    

  


  

      

          @spec clear(GenServer.server()) :: :ok


      


Clear all queued objects and reset retry counts.

  



  
    
      
    
    
      drain(pid)



        
          
        

    

  


  

      

          @spec drain(GenServer.server()) :: {:ok, [failed_object()]}


      


Drain all queued objects for manual processing.
Returns all pending objects and clears the queue.

  



  
    
      
    
    
      enqueue_failed(pid, failed_objects)



        
          
        

    

  


  

      

          @spec enqueue_failed(GenServer.server(), [failed_object()]) :: :ok


      


Enqueue failed objects for retry.
Objects are tracked by UUID. If an object has already been retried
max_retries times, the on_permanent_failure callback is invoked
and the object is dropped.

  



  
    
      
    
    
      get_retry_count(pid, uuid)



        
          
        

    

  


  

      

          @spec get_retry_count(GenServer.server(), String.t()) :: non_neg_integer()


      


Get the retry count for a specific UUID.

  



  
    
      
    
    
      get_state(pid)



        
          
        

    

  


  

      

          @spec get_state(GenServer.server()) :: map()


      


Get the current state (for debugging/testing).

  



  
    
      
    
    
      rate_limit_error?(message)



        
          
        

    

  


  

      

          @spec rate_limit_error?(String.t()) :: boolean()


      


Check if an error message indicates a rate limit error.

  



  
    
      
    
    
      retryable_error?(arg1)



        
          
        

    

  


  

      

          @spec retryable_error?(map()) :: boolean()


      


Check if an error is retryable.
Retryable errors include:
	gRPC status codes: UNAVAILABLE, RESOURCE_EXHAUSTED, ABORTED, DEADLINE_EXCEEDED
	Rate limit errors (detected by message patterns)


  



  
    
      
    
    
      size(pid)



        
          
        

    

  


  

      

          @spec size(GenServer.server()) :: non_neg_integer()


      


Get the current queue size.

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      


Start the retry queue GenServer.
Options
	:client - WeaviateEx client (required)
	:max_retries - Maximum retry attempts per object (default: 3)
	:base_delay_ms - Base delay for exponential backoff (default: 1000)
	:on_permanent_failure - Callback for objects that exceed max retries
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Stream-based batch insertion with server-side batching.
Provides a high-level API for streaming batch insertions to Weaviate using
bidirectional gRPC streaming. This is more efficient than traditional batch
APIs for continuous data ingestion, as it maintains a persistent connection
and allows the server to manage batching.
Features
	Bidirectional gRPC streaming for high throughput
	Client-side buffering with configurable size
	Auto-flush based on buffer size or time interval
	Server-side batching mode (Weaviate 1.34+)
	Automatic reconnection on stream failure
	Result tracking and error collection

Example
alias WeaviateEx.Batch.Stream

# Create a new stream
{:ok, stream} = Stream.new(client, "Article", buffer_size: 100)

# Add objects - they're buffered locally
{:ok, stream} = Stream.add(stream, %{properties: %{title: "Article 1"}})
{:ok, stream} = Stream.add(stream, %{properties: %{title: "Article 2"}})

# Add many objects at once
objects = Enum.map(1..100, &%{properties: %{title: "Article #{&1}"}})
{:ok, stream} = Stream.add_many(stream, objects)

# Manually flush if needed
{:ok, stream} = Stream.flush(stream)

# Close the stream and get final results
{:ok, results} = Stream.close(stream)

IO.puts("Inserted #{length(results)} objects")
With Multi-tenancy
{:ok, stream} = Stream.new(client, "Article",
  buffer_size: 100,
  tenant: "tenant-a"
)

# All objects will be inserted with the tenant
{:ok, stream} = Stream.add_many(stream, objects)
{:ok, results} = Stream.close(stream)
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        batch_result()

      


        Batch stream result entries (uuid, beacon, status, error).



    


    
      
        object()

      


    


    
      
        prepared_object()
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    Functions
  


    
      
        add(stream, object)

      


        Adds a single object to the buffer.



    


    
      
        add_many(stream, objects)

      


        Adds multiple objects to the buffer.



    


    
      
        buffer_full?(stream)

      


        Checks if the buffer is full.



    


    
      
        close(stream)

      


        Closes the stream and returns all results.



    


    
      
        connect(stream)

      


        Opens the gRPC stream connection.



    


    
      
        error_count(stream)

      


        Returns the number of failed insertions.



    


    
      
        flush(stream)

      


        Flushes the current buffer to the server.



    


    
      
        get_errors(stream)

      


        Returns only the error results.



    


    
      
        new(client, collection, opts \\ [])

      


        Creates a new batch stream for the given collection.



    


    
      
        pending_count(stream)

      


        Returns the number of objects currently in the buffer.



    


    
      
        prepare_object(stream, object)

      


        Prepares an object for insertion.



    


    
      
        reconnect(stream, max_attempts \\ 3)

      


        Attempts to reconnect the stream after a failure.



    


    
      
        results_count(stream)

      


        Returns the total number of results received.



    


    
      
        should_flush?(stream)

      


        Determines if the stream should auto-flush.



    


    
      
        success_count(stream)

      


        Returns the number of successful insertions.



    


    
      
        valid_state?(state)

      


        Checks if a state is valid.



    





      


      
        Types


        


  
    
      
    
    
      batch_result()



        
          
        

    

  


  

      

          @type batch_result() :: map()


      


Batch stream result entries (uuid, beacon, status, error).

  



  
    
      
    
    
      object()



        
          
        

    

  


  

      

          @type object() :: WeaviateEx.GRPC.Services.BatchStream.object()


      



  



  
    
      
    
    
      prepared_object()



        
          
        

    

  


  

      

          @type prepared_object() :: %{
  :uuid => String.t(),
  :collection => String.t(),
  optional(:tenant) => String.t(),
  optional(:vector) => [float()],
  optional(:vectors) => %{required(String.t()) => [float()]},
  optional(:properties) => map()
}


      



  



  
    
      
    
    
      state()



        
          
        

    

  


  

      

          @type state() :: :initialized | :connected | :streaming | :closing | :closed | :error


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Batch.Stream{
  buffer: [prepared_object()],
  buffer_size: pos_integer(),
  client: map(),
  collection: String.t(),
  consistency_level: :all | :quorum | :one | nil,
  flush_interval_ms: pos_integer(),
  last_flush_at: DateTime.t() | nil,
  max_reconnect_attempts: pos_integer(),
  reconnect_attempts: non_neg_integer(),
  results: [batch_result()],
  server_side_batching: boolean(),
  state: state(),
  stream_handle: WeaviateEx.GRPC.Services.BatchStream.stream_handle() | nil,
  tenant: String.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add(stream, object)



        
          
        

    

  


  

      

          @spec add(t(), object()) :: {:ok, t()} | {:error, term()}


      


Adds a single object to the buffer.
The object will be buffered locally until the buffer is full or flush
is called. If no UUID is provided, one will be generated.
Example
{:ok, stream} = Stream.add(stream, %{
  properties: %{title: "My Article", content: "..."}
})

  



  
    
      
    
    
      add_many(stream, objects)



        
          
        

    

  


  

      

          @spec add_many(t(), [object()]) :: {:ok, t()} | {:error, term()}


      


Adds multiple objects to the buffer.
UUIDs will be generated for objects that don't have them.
May trigger multiple flushes if objects exceed buffer size.
Example
objects = Enum.map(1..1000, &%{properties: %{index: &1}})
{:ok, stream} = Stream.add_many(stream, objects)

  



  
    
      
    
    
      buffer_full?(stream)



        
          
        

    

  


  

      

          @spec buffer_full?(t()) :: boolean()


      


Checks if the buffer is full.

  



  
    
      
    
    
      close(stream)



        
          
        

    

  


  

      

          @spec close(t()) :: {:ok, [batch_result()]} | {:error, term()}


      


Closes the stream and returns all results.
Any remaining buffered objects will be flushed before closing.
Example
{:ok, results} = Stream.close(stream)
IO.puts("Inserted #{length(results)} objects")

  



  
    
      
    
    
      connect(stream)



        
          
        

    

  


  

      

          @spec connect(t()) :: {:ok, t()} | {:error, term()}


      


Opens the gRPC stream connection.
This is called automatically on first flush, but can be called manually
to establish the connection early.

  



  
    
      
    
    
      error_count(stream)



        
          
        

    

  


  

      

          @spec error_count(t()) :: non_neg_integer()


      


Returns the number of failed insertions.

  



  
    
      
    
    
      flush(stream)



        
          
        

    

  


  

      

          @spec flush(t()) :: {:ok, t()} | {:error, term()}


      


Flushes the current buffer to the server.
This sends all buffered objects through the gRPC stream. If the stream
is not yet connected, it will be connected first.
Example
{:ok, stream} = Stream.flush(stream)

  



  
    
      
    
    
      get_errors(stream)



        
          
        

    

  


  

      

          @spec get_errors(t()) :: [batch_result()]


      


Returns only the error results.

  



    

  
    
      
    
    
      new(client, collection, opts \\ [])



        
          
        

    

  


  

      

          @spec new(map(), String.t(), keyword()) :: {:ok, t()} | {:error, term()}


      


Creates a new batch stream for the given collection.
Options
	:buffer_size - Number of objects to buffer before auto-flush (default: 100)
	:flush_interval_ms - Auto-flush interval in milliseconds (default: 1000)
	:server_side_batching - Let Weaviate manage batching (default: true, requires 1.34+)
	:consistency_level - Consistency level (:all, :quorum, :one)
	:tenant - Tenant name for multi-tenancy
	:max_reconnect_attempts - Maximum reconnection attempts (default: 3)

Example
{:ok, stream} = Stream.new(client, "Article",
  buffer_size: 200,
  flush_interval_ms: 2000,
  consistency_level: :quorum
)

  



  
    
      
    
    
      pending_count(stream)



        
          
        

    

  


  

      

          @spec pending_count(t()) :: non_neg_integer()


      


Returns the number of objects currently in the buffer.

  



  
    
      
    
    
      prepare_object(stream, object)



        
          
        

    

  


  

      

          @spec prepare_object(t(), object()) :: prepared_object()


      


Prepares an object for insertion.
Adds collection, generates UUID if missing, and adds tenant if specified.

  



    

  
    
      
    
    
      reconnect(stream, max_attempts \\ 3)



        
          
        

    

  


  

      

          @spec reconnect(t(), pos_integer()) :: {:ok, t()} | {:error, term()}


      


Attempts to reconnect the stream after a failure.
Returns an error if max reconnection attempts have been exceeded.

  



  
    
      
    
    
      results_count(stream)



        
          
        

    

  


  

      

          @spec results_count(t()) :: non_neg_integer()


      


Returns the total number of results received.

  



  
    
      
    
    
      should_flush?(stream)



        
          
        

    

  


  

      

          @spec should_flush?(t()) :: boolean()


      


Determines if the stream should auto-flush.
Returns true if the buffer is full or the flush interval has passed.

  



  
    
      
    
    
      success_count(stream)



        
          
        

    

  


  

      

          @spec success_count(t()) :: non_neg_integer()


      


Returns the number of successful insertions.

  



  
    
      
    
    
      valid_state?(state)



        
          
        

    

  


  

      

          @spec valid_state?(atom()) :: boolean()


      


Checks if a state is valid.
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Wait for vector indexing completion after batch operations.
When objects are inserted via batch operations, their vectors are indexed
asynchronously. This module provides functions to wait for indexing completion,
ensuring all vectors are queryable before continuing.
Features
	Poll shard status until vectors are indexed
	Configurable timeout and poll interval
	Support for specific shards or all collection shards
	Failure tolerance with configurable retry limits

Example
alias WeaviateEx.Batch.VectorIndexing

# After batch insert, wait for indexing
{:ok, _} = WeaviateEx.Batch.create_objects(client, objects)
:ok = VectorIndexing.wait_for_indexing(client, "Article")

# Wait for specific tenant shard
:ok = VectorIndexing.wait_for_indexing(client, "Article",
  tenant: "tenant-a",
  timeout: 120_000,
  poll_interval: 500
)

# Check if a specific shard is ready
{:ok, true} = VectorIndexing.shard_ready?(client, "Article", "shard-0")
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    Functions
  


    
      
        all_indexed?(client, collection)

      


        Check if all vectors are indexed for a collection.



    


    
      
        get_queue_status(client, collection)

      


        Get the vector queue status for all shards in a collection.



    


    
      
        shard_ready?(client, collection, shard_name)

      


        Check if a shard is ready for queries.



    


    
      
        total_pending_vectors(client, collection)

      


        Get the total pending vector count across all shards.



    


    
      
        wait_for_indexing(client, collection, opts \\ [])

      


        Wait for all vectors to be indexed.



    


    
      
        wait_for_shards(client, shards, opts \\ [])

      


        Wait for specific shards to have vectors indexed.
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      opts()



        
          
        

    

  


  

      

          @type opts() :: keyword()


      



  



  
    
      
    
    
      shard_spec()



        
          
        

    

  


  

      

          @type shard_spec() :: %{collection: String.t(), tenant: String.t() | nil}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      all_indexed?(client, collection)



        
          
        

    

  


  

      

          @spec all_indexed?(WeaviateEx.Client.t(), String.t()) ::
  {:ok, boolean()} | {:error, WeaviateEx.Error.t()}


      


Check if all vectors are indexed for a collection.
Examples
{:ok, true} = VectorIndexing.all_indexed?(client, "Article")
Returns
	{:ok, boolean()} - Whether all vectors are indexed
	{:error, Error.t()} - Error fetching status


  



  
    
      
    
    
      get_queue_status(client, collection)



        
          
        

    

  


  

      

          @spec get_queue_status(WeaviateEx.Client.t(), String.t()) ::
  {:ok, [WeaviateEx.Cluster.Shard.t()]} | {:error, WeaviateEx.Error.t()}


      


Get the vector queue status for all shards in a collection.
Returns a list of shards with their current vector queue sizes.
Examples
{:ok, statuses} = VectorIndexing.get_queue_status(client, "Article")
for status <- statuses do
  IO.puts("#{status.name}: #{status.vector_queue_size} vectors pending")
end
Returns
	{:ok, [Shard.t()]} - List of shards with queue status
	{:error, Error.t()} - Error fetching status


  



  
    
      
    
    
      shard_ready?(client, collection, shard_name)



        
          
        

    

  


  

      

          @spec shard_ready?(WeaviateEx.Client.t(), String.t(), String.t()) ::
  {:ok, boolean()} | {:error, WeaviateEx.Error.t()}


      


Check if a shard is ready for queries.
A shard is ready when its vector queue is empty, meaning all vectors
have been indexed.
Examples
{:ok, true} = VectorIndexing.shard_ready?(client, "Article", "shard-0")
{:ok, false} = VectorIndexing.shard_ready?(client, "Article", "shard-0")
Returns
	{:ok, boolean()} - Whether shard is ready
	{:error, Error.t()} - Error fetching shard status


  



  
    
      
    
    
      total_pending_vectors(client, collection)



        
          
        

    

  


  

      

          @spec total_pending_vectors(WeaviateEx.Client.t(), String.t()) ::
  {:ok, non_neg_integer()} | {:error, WeaviateEx.Error.t()}


      


Get the total pending vector count across all shards.
Examples
{:ok, 1500} = VectorIndexing.total_pending_vectors(client, "Article")
Returns
	{:ok, non_neg_integer()} - Total pending vectors
	{:error, Error.t()} - Error fetching status


  



    

  
    
      
    
    
      wait_for_indexing(client, collection, opts \\ [])



        
          
        

    

  


  

      

          @spec wait_for_indexing(WeaviateEx.Client.t(), String.t(), opts()) ::
  :ok | {:error, term()}


      


Wait for all vectors to be indexed.
Polls shard status until all shards have an empty vector queue,
indicating all vectors have been indexed and are queryable.
Options
	:timeout - Maximum wait time in milliseconds (default: 60_000)
	:poll_interval - Milliseconds between status checks (default: 250)
	:how_many_failures - Number of consecutive failures before giving up (default: 5)
	:tenant - Filter to specific tenant (optional)

Examples
# Wait for all shards in a collection
:ok = VectorIndexing.wait_for_indexing(client, "Article")

# Wait with custom timeout
:ok = VectorIndexing.wait_for_indexing(client, "Article", timeout: 120_000)

# Wait for specific tenant
:ok = VectorIndexing.wait_for_indexing(client, "Article", tenant: "tenant-a")
Returns
	:ok - All vectors indexed
	{:error, :timeout} - Timed out waiting for indexing
	{:error, {:max_failures_exceeded, last_error}} - Too many consecutive failures


  



    

  
    
      
    
    
      wait_for_shards(client, shards, opts \\ [])



        
          
        

    

  


  

      

          @spec wait_for_shards(WeaviateEx.Client.t(), [shard_spec()], opts()) ::
  :ok | {:error, term()}


      


Wait for specific shards to have vectors indexed.
Similar to wait_for_indexing/3 but accepts a list of shard specifications.
Examples
shards = [
  %{collection: "Article", tenant: nil},
  %{collection: "Product", tenant: "tenant-a"}
]
:ok = VectorIndexing.wait_for_shards(client, shards)
Returns
	:ok - All specified shards have vectors indexed
	{:error, :timeout} - Timed out waiting
	{:error, term()} - Other error
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Client configuration for WeaviateEx.
Configuration Options
	:base_url - HTTP base URL for schema operations (default: "http://localhost:8080")
	:grpc_host - gRPC host for data operations (default: derived from base_url or "localhost")
	:grpc_port - gRPC port (default: 50051)
	:api_key - API key for authentication (optional)
	:auth - Authentication config (WeaviateEx.Auth) for API key, bearer token, or OIDC
	:timeout - Default timeout in milliseconds (default: 60000)
	:grpc_max_message_size - Max gRPC message size in bytes (default: 100MB)
	:additional_headers - Extra headers to include in HTTP/gRPC requests (default: %{})
Common use cases: X-OpenAI-Api-Key, X-Cohere-Api-Key for vectorizer/generative modules
	:skip_wcs_headers - Skip auto-detection of WCS headers (default: false)
	:connection - Connection pool settings (WeaviateEx.Config.Connection or keyword list)
	:proxy - Proxy settings (WeaviateEx.Config.Proxy, keyword list, or :env)
	:finch_name - Finch instance name to use (default: WeaviateEx.Finch)
	:token_manager - Existing OIDC TokenManager to attach (optional)

WCS Auto-Detection
When connecting to Weaviate Cloud Services (WCS) instances, the client automatically
detects the cluster URL and adds appropriate headers. This is controlled by detecting
known WCS domains in the base_url.
Examples
# Local Weaviate
Config.new(base_url: "http://localhost:8080")

# Weaviate Cloud
Config.new(
  base_url: "https://my-cluster.weaviate.network",
  grpc_host: "my-cluster.grpc.weaviate.network",
  grpc_port: 443,
  api_key: "your-api-key"
)

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        maybe_add_wcs_headers(config)

      


        Adds WCS-specific headers if the host is a WCS instance.



    


    
      
        new(opts \\ [])

      


        Create config from keyword list.



    


    
      
        new_with_wcs_detection(opts \\ [])

      


        Creates a new config with automatic WCS header detection.



    


    
      
        use_tls?(config)

      


        Check if TLS should be used for gRPC connection.



    


    
      
        wcs_host?(host)

      


        Detects if the host is a Weaviate Cloud Services instance.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Client.Config{
  additional_headers: %{optional(String.t()) => String.t()},
  api_key: String.t() | nil,
  auth: WeaviateEx.Auth.t() | nil,
  base_url: String.t(),
  connection: WeaviateEx.Config.Connection.t() | nil,
  finch_name: atom(),
  finch_owner: boolean(),
  grpc_host: String.t(),
  grpc_max_message_size: integer(),
  grpc_port: integer(),
  proxy: WeaviateEx.Config.Proxy.t() | nil,
  timeout: integer(),
  timeout_config: WeaviateEx.Config.Timeout.t() | nil,
  token_manager: GenServer.server() | nil,
  token_manager_owner: boolean()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      maybe_add_wcs_headers(config)



        
          
        

    

  


  

      

          @spec maybe_add_wcs_headers(t()) :: t()


      


Adds WCS-specific headers if the host is a WCS instance.
Returns the config with updated additional_headers including the
X-Weaviate-Cluster-URL header for WCS instances.
Examples
config = Config.new(base_url: "https://my-cluster.weaviate.network")
config = Config.maybe_add_wcs_headers(config)
# config.additional_headers now contains X-Weaviate-Cluster-URL

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create config from keyword list.
If grpc_host is not provided, it will be derived from base_url.
Examples
Config.new(base_url: "http://localhost:8080")
# => %Config{grpc_host: "localhost", grpc_port: 50051, ...}

Config.new(base_url: "https://my-cluster.weaviate.network")
# => %Config{grpc_host: "my-cluster.weaviate.network", grpc_port: 443, ...}

  



    

  
    
      
    
    
      new_with_wcs_detection(opts \\ [])



        
          
        

    

  


  

      

          @spec new_with_wcs_detection(keyword()) :: t()


      


Creates a new config with automatic WCS header detection.
This is equivalent to calling new/1 followed by maybe_add_wcs_headers/1.
Options
All options from new/1 plus:
	:skip_wcs_headers - Skip WCS header auto-detection (default: false)

Examples
config = Config.new_with_wcs_detection(base_url: "https://my-cluster.weaviate.network")
# WCS headers are automatically added

  



  
    
      
    
    
      use_tls?(config)



        
          
        

    

  


  

      

          @spec use_tls?(t()) :: boolean()


      


Check if TLS should be used for gRPC connection.
Returns true if the base_url uses HTTPS or grpc_port is 443.

  



  
    
      
    
    
      wcs_host?(host)



        
          
        

    

  


  

      

          @spec wcs_host?(String.t()) :: boolean()


      


Detects if the host is a Weaviate Cloud Services instance.
Examples
iex> Config.wcs_host?("https://my-cluster.weaviate.network")
true

iex> Config.wcs_host?("http://localhost:8080")
false
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Connection pool configuration for HTTP and gRPC connections.
Provides configuration structs for managing connection pools to optimize
performance and resource usage.
Example
# Create custom pool config
http_pool = Pool.new(size: 20, overflow: 10, timeout: 10_000)

# Use with client creation
{:ok, client} = Client.new(
  base_url: "http://localhost:8080",
  http_pool: http_pool
)

# Or use presets
{:ok, client} = Client.new(
  base_url: "http://localhost:8080",
  http_pool: Pool.default_http(),
  grpc_pool: Pool.default_grpc()
)

      


      
        Summary


  
    Types
  


    
      
        strategy()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        default()

      


        Returns default pool configuration.



    


    
      
        default_grpc()

      


        Returns default pool configuration optimized for gRPC connections.



    


    
      
        default_http()

      


        Returns default pool configuration optimized for HTTP/Finch connections.



    


    
      
        new(opts \\ [])

      


        Create a new pool configuration.



    


    
      
        to_finch_opts(pool)

      


        Convert pool configuration to Finch pool options.



    


    
      
        to_grpc_opts(pool)

      


        Convert pool configuration to gRPC channel options.



    





      


      
        Types


        


  
    
      
    
    
      strategy()



        
          
        

    

  


  

      

          @type strategy() :: :fifo | :lifo


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Client.Pool{
  idle_timeout: pos_integer(),
  max_age: pos_integer() | nil,
  overflow: non_neg_integer(),
  size: pos_integer(),
  strategy: strategy(),
  timeout: pos_integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      default()



        
          
        

    

  


  

      

          @spec default() :: t()


      


Returns default pool configuration.
Example
pool = Pool.default()

  



  
    
      
    
    
      default_grpc()



        
          
        

    

  


  

      

          @spec default_grpc() :: t()


      


Returns default pool configuration optimized for gRPC connections.
gRPC connections are multiplexed, so fewer connections are typically needed.
Example
pool = Pool.default_grpc()

  



  
    
      
    
    
      default_http()



        
          
        

    

  


  

      

          @spec default_http() :: t()


      


Returns default pool configuration optimized for HTTP/Finch connections.
HTTP pools typically benefit from more connections for parallel requests.
Example
pool = Pool.default_http()

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new pool configuration.
Options
	:size - Number of connections in the pool (default: 10)
	:overflow - Maximum overflow connections (default: 5)
	:strategy - Connection selection strategy, :fifo or :lifo (default: :lifo)
	:timeout - Checkout timeout in milliseconds (default: 5000)
	:idle_timeout - Idle connection timeout in milliseconds (default: 60000)
	:max_age - Maximum connection age before recycling (default: nil, no limit)

Example
Pool.new(size: 20, overflow: 10, timeout: 10_000)

  



  
    
      
    
    
      to_finch_opts(pool)



        
          
        

    

  


  

      

          @spec to_finch_opts(t()) :: keyword()


      


Convert pool configuration to Finch pool options.
Example
opts = Pool.to_finch_opts(pool)
# Returns: [size: 10, count: 1]

  



  
    
      
    
    
      to_grpc_opts(pool)



        
          
        

    

  


  

      

          @spec to_grpc_opts(t()) :: keyword()


      


Convert pool configuration to gRPC channel options.
Example
opts = Pool.to_grpc_opts(pool)
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WeaviateEx.Client.State 
    



      
Client lifecycle state tracking.
Tracks the state of a client connection including:
	Connection status
	Request and error counts
	Timestamps for lifecycle events

Example
state = State.new()
|> State.connected()
|> State.record_request()
|> State.record_request()

IO.puts("Request count: #{state.request_count}")

      


      
        Summary


  
    Types
  


    
      
        status()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        closed(state)

      


        Transition to closed status.



    


    
      
        connected(state)

      


        Transition to connected status.



    


    
      
        disconnected(state, reason)

      


        Transition to disconnected status with reason.



    


    
      
        new()

      


        Create new client state.



    


    
      
        record_error(state, error)

      


        Record an error.



    


    
      
        record_request(state)

      


        Record a successful request.



    





      


      
        Types


        


  
    
      
    
    
      status()



        
          
        

    

  


  

      

          @type status() :: :initializing | :connected | :disconnected | :closed


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Client.State{
  created_at: DateTime.t(),
  error_count: non_neg_integer(),
  last_error: term() | nil,
  last_used_at: DateTime.t() | nil,
  request_count: non_neg_integer(),
  status: status()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      closed(state)



        
          
        

    

  


  

      

          @spec closed(t()) :: t()


      


Transition to closed status.
Example
state = State.connected(state) |> State.closed()

  



  
    
      
    
    
      connected(state)



        
          
        

    

  


  

      

          @spec connected(t()) :: t()


      


Transition to connected status.
Example
state = State.new() |> State.connected()

  



  
    
      
    
    
      disconnected(state, reason)



        
          
        

    

  


  

      

          @spec disconnected(t(), reason :: term()) :: t()


      


Transition to disconnected status with reason.
Example
state = State.connected(state) |> State.disconnected(:network_error)

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          @spec new() :: t()


      


Create new client state.
Initializes state with :initializing status and current timestamp.
Example
state = State.new()

  



  
    
      
    
    
      record_error(state, error)



        
          
        

    

  


  

      

          @spec record_error(t(), error :: term()) :: t()


      


Record an error.
Increments the error count and stores the last error.
Example
state = State.record_error(state, %RuntimeError{message: "connection timeout"})

  



  
    
      
    
    
      record_request(state)



        
          
        

    

  


  

      

          @spec record_request(t()) :: t()


      


Record a successful request.
Increments the request count and updates the last_used_at timestamp.
Example
state = State.record_request(state)
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WeaviateEx.Cluster.Replication.Operation 
    



      
A shard replication operation.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        completed?(arg1)

      


        Check if operation is complete (success, failure, or cancelled).



    


    
      
        from_api(map)

      


        Parse operation from API response.



    


    
      
        in_progress?(arg1)

      


        Check if operation is still in progress.



    


    
      
        success?(arg1)

      


        Check if operation succeeded.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Cluster.Replication.Operation{
  collection: String.t(),
  completed_at: DateTime.t() | nil,
  created_at: DateTime.t() | nil,
  error: String.t() | nil,
  id: String.t(),
  progress: float() | nil,
  shard: String.t(),
  source_node: String.t(),
  status: atom(),
  target_node: String.t(),
  type: atom()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      completed?(arg1)



        
          
        

    

  


  

      

          @spec completed?(t()) :: boolean()


      


Check if operation is complete (success, failure, or cancelled).
Examples
iex> Operation.completed?(%Operation{status: :completed})
true

iex> Operation.completed?(%Operation{status: :running})
false

  



  
    
      
    
    
      from_api(map)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse operation from API response.
Examples
iex> Operation.from_api(%{"id" => "uuid-123", "status" => "RUNNING", "progress" => 0.5})
%Operation{id: "uuid-123", status: :running, progress: 0.5}

  



  
    
      
    
    
      in_progress?(arg1)



        
          
        

    

  


  

      

          @spec in_progress?(t()) :: boolean()


      


Check if operation is still in progress.
Examples
iex> Operation.in_progress?(%Operation{status: :running})
true

  



  
    
      
    
    
      success?(arg1)



        
          
        

    

  


  

      

          @spec success?(t()) :: boolean()


      


Check if operation succeeded.
Examples
iex> Operation.success?(%Operation{status: :completed})
true
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Represents the sharding state of a collection.
Contains information about which shards exist and their replica nodes.
Examples
%ShardingState{
  collection: "Article",
  shards: [
    %ShardReplicas{name: "shard-0", replicas: ["node-0", "node-1"]},
    %ShardReplicas{name: "shard-1", replicas: ["node-1", "node-2"]}
  ]
}

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_api(map)

      


        Parse sharding state from API response.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Cluster.ShardingState{
  collection: String.t(),
  shards: [WeaviateEx.Cluster.ShardingState.ShardReplicas.t()]
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_api(map)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse sharding state from API response.
Examples
iex> ShardingState.from_api(%{
...>   "shardingState" => %{
...>     "collection" => "Article",
...>     "shards" => [%{"shard" => "shard-0", "replicas" => ["node-0"]}]
...>   }
...> })
%ShardingState{collection: "Article", shards: [%ShardReplicas{name: "shard-0", replicas: ["node-0"]}]}
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Represents a shard and its replica nodes.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_api(map)

      


        Parse shard replicas from API response.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Cluster.ShardingState.ShardReplicas{
  name: String.t(),
  replicas: [String.t()]
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_api(map)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse shard replicas from API response.
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Collection handle with default tenant and consistency settings.
Use this when you want to reuse tenant/consistency defaults across data operations.
Examples
collection =
  WeaviateEx.Collection.new(client, "Article",
    tenant: "tenant-a",
    consistency_level: "QUORUM"
  )

{:ok, _} = WeaviateEx.Collection.insert(collection, %{properties: %{title: "Hello"}})

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        delete(collection, id, opts \\ [])

      


    


    
      
        exists?(collection, id, opts \\ [])

      


    


    
      
        get(collection, id, opts \\ [])

      


    


    
      
        insert(collection, data, opts \\ [])

      


    


    
      
        new(client, name, opts \\ [])

      


    


    
      
        patch(collection, id, data, opts \\ [])

      


    


    
      
        replace(collection, id, data, opts \\ [])

      


    


    
      
        update(collection, id, data, opts \\ [])

      


    


    
      
        validate(collection, data, opts \\ [])

      


    


    
      
        with_consistency(collection, consistency_level)

      


    


    
      
        with_tenant(collection, tenant)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Collection{
  client: WeaviateEx.Client.t(),
  consistency_level: String.t() | atom() | nil,
  name: String.t(),
  tenant: String.t() | nil
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      delete(collection, id, opts \\ [])



        
          
        

    

  


  

      

          @spec delete(t(), String.t(), keyword()) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      



  



    

  
    
      
    
    
      exists?(collection, id, opts \\ [])



        
          
        

    

  


  

      

          @spec exists?(t(), String.t(), keyword()) ::
  {:ok, boolean()} | {:error, WeaviateEx.Error.t()}


      



  



    

  
    
      
    
    
      get(collection, id, opts \\ [])



        
          
        

    

  


  

      

          @spec get(t(), String.t(), keyword()) :: {:ok, map()} | {:error, WeaviateEx.Error.t()}


      



  



    

  
    
      
    
    
      insert(collection, data, opts \\ [])



        
          
        

    

  


  

      

          @spec insert(t(), map(), keyword()) :: {:ok, map()} | {:error, WeaviateEx.Error.t()}


      



  



    

  
    
      
    
    
      new(client, name, opts \\ [])



        
          
        

    

  


  

      

          @spec new(WeaviateEx.Client.t(), String.t(), keyword()) :: t()


      



  



    

  
    
      
    
    
      patch(collection, id, data, opts \\ [])



        
          
        

    

  


  

      

          @spec patch(t(), String.t(), map(), keyword()) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      



  



    

  
    
      
    
    
      replace(collection, id, data, opts \\ [])



        
          
        

    

  


  

      

          @spec replace(t(), String.t(), map(), keyword()) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      



  



    

  
    
      
    
    
      update(collection, id, data, opts \\ [])



        
          
        

    

  


  

      

          @spec update(t(), String.t(), map(), keyword()) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      



  



    

  
    
      
    
    
      validate(collection, data, opts \\ [])



        
          
        

    

  


  

      

          @spec validate(t(), map(), keyword()) :: {:ok, map()} | {:error, WeaviateEx.Error.t()}


      



  



  
    
      
    
    
      with_consistency(collection, consistency_level)



        
          
        

    

  


  

      

          @spec with_consistency(t(), String.t() | atom() | nil) :: t()


      



  



  
    
      
    
    
      with_tenant(collection, tenant)



        
          
        

    

  


  

      

          @spec with_tenant(t(), String.t() | nil) :: t()
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Auto-tenant configuration for multi-tenant collections.
Weaviate supports automatic tenant management that can:
	Automatically create tenants when inserting data for non-existent tenants
	Automatically activate tenants (set to HOT) on first operation
	Automatically delete empty tenants after a specified period

Usage
# Enable auto-tenant creation
auto_tenant = WeaviateEx.Config.AutoTenant.enable()

# Enable with auto-deletion of empty tenants
auto_tenant = WeaviateEx.Config.AutoTenant.enable(auto_delete_timeout: 86400)

# Enable with auto-creation and auto-activation
auto_tenant = WeaviateEx.Config.AutoTenant.new(
  auto_creation: true,
  auto_activation: true
)

# Include in collection creation
WeaviateEx.Collections.create(client, "MyClass", %{
  properties: [...],
  multi_tenancy: %{enabled: true},
  auto_tenant: auto_tenant
})

# Disable auto-tenant
WeaviateEx.Collections.update("MyClass", %{
  auto_tenant: WeaviateEx.Config.AutoTenant.disable()
})

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        disable()

      


        Disable auto-tenant functionality.



    


    
      
        enable(opts \\ [])

      


        Enable auto-tenant creation.



    


    
      
        from_map(map)

      


        Create an auto-tenant config from a map (e.g., from API response).



    


    
      
        fully_automatic()

      


        Create a fully automatic tenant configuration.



    


    
      
        new(opts)

      


        Create an auto-tenant config with custom settings.



    


    
      
        to_map(config)

      


        Convert an auto-tenant config struct to a map for the Weaviate API.



    


    
      
        with_auto_activation()

      


        Create a configuration with auto-tenant activation enabled.



    


    
      
        with_auto_creation()

      


        Create a configuration with auto-tenant creation enabled.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Config.AutoTenant{
  auto_activation: boolean(),
  auto_creation: boolean(),
  auto_delete_timeout: non_neg_integer() | nil,
  enabled: boolean()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      disable()



        
          
        

    

  


  

      

          @spec disable() :: t()


      


Disable auto-tenant functionality.
Use this when updating a collection to turn off automatic tenant management.
Examples
WeaviateEx.Collections.update("MyClass", %{
  auto_tenant: WeaviateEx.Config.AutoTenant.disable()
})

  



    

  
    
      
    
    
      enable(opts \\ [])



        
          
        

    

  


  

      

          @spec enable(keyword()) :: t()


      


Enable auto-tenant creation.
When enabled, Weaviate will automatically create tenants when data is
inserted for a tenant that doesn't exist yet.
Options
	:auto_creation - Enable auto-creation of tenants (default: true when using enable/1)
	:auto_activation - Enable auto-activation of tenants (default: false)
	:auto_delete_timeout - Time in seconds after which empty tenants are
automatically deleted. If not specified, auto-deletion is disabled.

Examples
# Just enable auto-creation
WeaviateEx.Config.AutoTenant.enable()

# Enable with auto-deletion after 24 hours of inactivity
WeaviateEx.Config.AutoTenant.enable(auto_delete_timeout: 86400)

# Enable with auto-activation
WeaviateEx.Config.AutoTenant.enable(auto_activation: true)

# Enable both auto-creation and auto-activation
WeaviateEx.Config.AutoTenant.enable(auto_creation: true, auto_activation: true)

  



  
    
      
    
    
      from_map(map)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      


Create an auto-tenant config from a map (e.g., from API response).
Examples
iex> map = %{"enabled" => true, "autoDeleteTimeout" => 3600}
iex> WeaviateEx.Config.AutoTenant.from_map(map)
%WeaviateEx.Config.AutoTenant{enabled: true, auto_creation: false, auto_activation: false, auto_delete_timeout: 3600}

iex> map = %{"autoTenantCreation" => true, "autoTenantActivation" => true}
iex> WeaviateEx.Config.AutoTenant.from_map(map)
%WeaviateEx.Config.AutoTenant{enabled: false, auto_creation: true, auto_activation: true, auto_delete_timeout: nil}

  



  
    
      
    
    
      fully_automatic()



        
          
        

    

  


  

      

          @spec fully_automatic() :: t()


      


Create a fully automatic tenant configuration.
This enables both auto-tenant creation and activation.
Examples
WeaviateEx.Config.AutoTenant.fully_automatic()
# => %WeaviateEx.Config.AutoTenant{enabled: true, auto_creation: true, auto_activation: true}

  



  
    
      
    
    
      new(opts)



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create an auto-tenant config with custom settings.
Options
	:enabled - Enable auto-tenant features (default: false)
	:auto_creation - Enable auto-creation of tenants (default: false)
	:auto_activation - Enable auto-activation of tenants (default: false)
	:auto_delete_timeout - Time in seconds after which empty tenants are
automatically deleted. If not specified, auto-deletion is disabled.

Examples
# Custom configuration with auto-deletion
WeaviateEx.Config.AutoTenant.new(enabled: true, auto_delete_timeout: 3600)

# Enable auto-creation and auto-activation
WeaviateEx.Config.AutoTenant.new(auto_creation: true, auto_activation: true)

# Full configuration
WeaviateEx.Config.AutoTenant.new(
  enabled: true,
  auto_creation: true,
  auto_activation: true,
  auto_delete_timeout: 86400
)

  



  
    
      
    
    
      to_map(config)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Convert an auto-tenant config struct to a map for the Weaviate API.
Examples
iex> config = WeaviateEx.Config.AutoTenant.enable(auto_delete_timeout: 3600)
iex> WeaviateEx.Config.AutoTenant.to_map(config)
%{
  "enabled" => true,
  "autoTenantCreation" => true,
  "autoTenantActivation" => false,
  "autoDeleteTimeout" => 3600
}

iex> config = WeaviateEx.Config.AutoTenant.new(auto_creation: true, auto_activation: true)
iex> WeaviateEx.Config.AutoTenant.to_map(config)
%{
  "enabled" => false,
  "autoTenantCreation" => true,
  "autoTenantActivation" => true
}

  



  
    
      
    
    
      with_auto_activation()



        
          
        

    

  


  

      

          @spec with_auto_activation() :: t()


      


Create a configuration with auto-tenant activation enabled.
When auto-tenant activation is enabled, inactive tenants are automatically
activated (set to HOT) when they are accessed.
Examples
WeaviateEx.Config.AutoTenant.with_auto_activation()
# => %WeaviateEx.Config.AutoTenant{enabled: true, auto_creation: false, auto_activation: true}

  



  
    
      
    
    
      with_auto_creation()



        
          
        

    

  


  

      

          @spec with_auto_creation() :: t()


      


Create a configuration with auto-tenant creation enabled.
When auto-tenant creation is enabled, tenants are automatically created
when data is first inserted for a non-existent tenant.
Examples
WeaviateEx.Config.AutoTenant.with_auto_creation()
# => %WeaviateEx.Config.AutoTenant{enabled: true, auto_creation: true, auto_activation: false}
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Connection pool configuration for HTTP and gRPC connections.
Fine-tune connection settings for high-load production scenarios.
Examples
# Create client with custom connection pool
{:ok, client} = Client.connect(
  base_url: "http://localhost:8080",
  connection: Connection.new(
    pool_size: 20,
    max_connections: 200,
    pool_timeout: 10_000
  )
)

# Or pass options directly
{:ok, client} = Client.connect(
  base_url: "http://localhost:8080",
  connection: [
    pool_size: 20,
    max_connections: 200
  ]
)

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(opts \\ [])

      


        Create a new connection configuration.



    


    
      
        to_finch_opts(config)

      


        Convert to Finch pool options.



    


    
      
        to_grpc_opts(config)

      


        Convert to gRPC channel options.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Config.Connection{
  max_connections: pos_integer(),
  max_idle_time: pos_integer(),
  pool_size: pos_integer(),
  pool_timeout: pos_integer()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new connection configuration.
Options
	:pool_size - Number of connections to keep in pool (default: 10)
	:max_connections - Maximum total connections (default: 100)
	:pool_timeout - Timeout for acquiring connection from pool in ms (default: 5000)
	:max_idle_time - Max idle time before closing connection in ms (default: 60000)

Examples
Connection.new(pool_size: 20, max_connections: 200)

  



  
    
      
    
    
      to_finch_opts(config)



        
          
        

    

  


  

      

          @spec to_finch_opts(t()) :: keyword()


      


Convert to Finch pool options.
Examples
config = Connection.new(pool_size: 15)
opts = Connection.to_finch_opts(config)
# => [size: 15, count: 6, pool_timeout: 5000]

  



  
    
      
    
    
      to_grpc_opts(config)



        
          
        

    

  


  

      

          @spec to_grpc_opts(t()) :: keyword()


      


Convert to gRPC channel options.
Examples
config = Connection.new(max_connections: 50)
opts = Connection.to_grpc_opts(config)
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Object Time-To-Live (TTL) configuration for automatic object expiration.
Weaviate 1.35+ supports automatic object expiration based on:
	Object creation time
	Object last update time
	Custom date property values

Usage
# Delete objects 24 hours after last update
ttl = WeaviateEx.Config.ObjectTTL.delete_by_update_time(86400)

# Delete objects 1 hour after creation
ttl = WeaviateEx.Config.ObjectTTL.delete_by_creation_time(3600)

# Delete objects based on a custom expiry_date property
ttl = WeaviateEx.Config.ObjectTTL.delete_by_date_property("expiry_date")

# Include in collection creation
WeaviateEx.Collections.create(client, "MyClass", %{
  properties: [...],
  object_ttl: ttl
})
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        t()

      


    





  
    Functions
  


    
      
        delete_by_creation_time(time_to_live, filter_expired_objects \\ nil)

      


        Create TTL config that deletes objects based on their creation time.



    


    
      
        delete_by_date_property(property_name, ttl_offset \\ nil, filter_expired_objects \\ nil)

      


        Create TTL config that deletes objects based on a custom date property.



    


    
      
        delete_by_update_time(time_to_live, filter_expired_objects \\ nil)

      


        Create TTL config that deletes objects based on their last update time.



    


    
      
        disable()

      


        Create a config to disable TTL for a collection.



    


    
      
        from_duration(duration)

      


        Creates a TTL config from a human-readable duration.



    


    
      
        from_map(map)

      


        Create a TTL config from a map (e.g., from API response).



    


    
      
        to_map(config)

      


        Convert a TTL config struct to a map for the Weaviate API.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Config.ObjectTTL{
  default_ttl: integer() | nil,
  delete_on: String.t() | nil,
  enabled: boolean(),
  filter_expired_objects: boolean() | nil
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      delete_by_creation_time(time_to_live, filter_expired_objects \\ nil)



        
          
        

    

  


  

      

          @spec delete_by_creation_time(integer(), boolean() | nil) :: t()


      


Create TTL config that deletes objects based on their creation time.
Parameters
	time_to_live - TTL in seconds (positive integer)
	filter_expired_objects - If true, exclude expired but not yet deleted
objects from search results (optional)

Examples
# Objects expire 1 hour after creation
WeaviateEx.Config.ObjectTTL.delete_by_creation_time(3600)

  



    

    

  
    
      
    
    
      delete_by_date_property(property_name, ttl_offset \\ nil, filter_expired_objects \\ nil)



        
          
        

    

  


  

      

          @spec delete_by_date_property(String.t(), integer() | nil, boolean() | nil) :: t()


      


Create TTL config that deletes objects based on a custom date property.
This allows objects to expire based on any date property in the schema.
Parameters
	property_name - The name of the date property to use for expiration
	ttl_offset - Optional offset in seconds relative to the property date.
Can be negative for indicating objects should expire before the date.
Defaults to 0.
	filter_expired_objects - If true, exclude expired but not yet deleted
objects from search results (optional)

Examples
# Delete when "expiry_date" property value is reached
WeaviateEx.Config.ObjectTTL.delete_by_date_property("expiry_date")

# Delete 1 hour after "event_date" property value
WeaviateEx.Config.ObjectTTL.delete_by_date_property("event_date", 3600)

# Delete 1 day before "deadline" property value
WeaviateEx.Config.ObjectTTL.delete_by_date_property("deadline", -86400)

  



    

  
    
      
    
    
      delete_by_update_time(time_to_live, filter_expired_objects \\ nil)



        
          
        

    

  


  

      

          @spec delete_by_update_time(integer(), boolean() | nil) :: t()


      


Create TTL config that deletes objects based on their last update time.
Parameters
	time_to_live - TTL in seconds (positive integer)
	filter_expired_objects - If true, exclude expired but not yet deleted
objects from search results (optional)

Examples
# Objects expire 24 hours after last update
WeaviateEx.Config.ObjectTTL.delete_by_update_time(86400)

# With filtering of expired objects
WeaviateEx.Config.ObjectTTL.delete_by_update_time(86400, true)

  



  
    
      
    
    
      disable()



        
          
        

    

  


  

      

          @spec disable() :: t()


      


Create a config to disable TTL for a collection.
Use this when updating a collection to turn off automatic object expiration.
Examples
WeaviateEx.Collections.update("MyClass", %{
  object_ttl: WeaviateEx.Config.ObjectTTL.disable()
})

  



  
    
      
    
    
      from_duration(duration)



        
          
        

    

  


  

      

          @spec from_duration(keyword()) :: t()


      


Creates a TTL config from a human-readable duration.
This is a convenience function that creates a TTL configuration
based on creation time with the specified duration.
Options
	:days - Number of days
	:hours - Number of hours
	:minutes - Number of minutes
	:seconds - Number of seconds

Multiple units can be combined.
Examples
# Objects expire 24 hours after creation
ObjectTTL.from_duration(hours: 24)

# Objects expire 7 days after creation
ObjectTTL.from_duration(days: 7)

# Objects expire 30 minutes after creation
ObjectTTL.from_duration(minutes: 30)

# Combined: 1 day, 12 hours after creation
ObjectTTL.from_duration(days: 1, hours: 12)

  



  
    
      
    
    
      from_map(map)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      


Create a TTL config from a map (e.g., from API response).
Examples
iex> map = %{"enabled" => true, "deleteOn" => "_creationTimeUnix", "defaultTtl" => 3600}
iex> WeaviateEx.Config.ObjectTTL.from_map(map)
%WeaviateEx.Config.ObjectTTL{
  enabled: true,
  delete_on: "_creationTimeUnix",
  default_ttl: 3600,
  filter_expired_objects: nil
}

  



  
    
      
    
    
      to_map(config)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Convert a TTL config struct to a map for the Weaviate API.
This function handles the conversion of Elixir-style keys to the
camelCase format expected by the Weaviate REST API.
Examples
iex> config = WeaviateEx.Config.ObjectTTL.delete_by_update_time(3600)
iex> WeaviateEx.Config.ObjectTTL.to_map(config)
%{
  "enabled" => true,
  "deleteOn" => "_lastUpdateTimeUnix",
  "defaultTtl" => 3600
}
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Proxy configuration for HTTP, HTTPS, and gRPC connections.
This module provides proxy support for Weaviate client connections,
reading from environment variables or explicit configuration.
Environment Variables
The following environment variables are read (case-insensitive):
	HTTP_PROXY / http_proxy - HTTP proxy URL
	HTTPS_PROXY / https_proxy - HTTPS proxy URL
	GRPC_PROXY / grpc_proxy - gRPC proxy URL

Uppercase variables take precedence over lowercase.
Examples
# From environment variables
proxy = Proxy.from_env()

# Explicit configuration
proxy = Proxy.new(
  http: "http://proxy.example.com:8080",
  https: "https://proxy.example.com:8443",
  grpc: "grpc://proxy.example.com:50051"
)

# Check if proxy is configured
Proxy.configured?(proxy)
# => true

# Get proxy for a specific URL
Proxy.http_proxy_for(proxy, "https://weaviate.example.com")
# => "https://proxy.example.com:8443"

# Get Finch HTTP client options
Proxy.to_finch_opts(proxy)
# => [proxy: {:https, "proxy.example.com", 8443, []}]

# Get gRPC channel options
Proxy.to_grpc_opts(proxy)
# => [http_proxy: "grpc://proxy.example.com:50051"]
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        t()

      


    





  
    Functions
  


    
      
        configured?(proxy)

      


        Check if any proxy is configured.



    


    
      
        from_env()

      


        Create proxy configuration from environment variables.



    


    
      
        http_proxy_for(proxy, url)

      


        Get the appropriate HTTP proxy for a given URL.



    


    
      
        new(opts \\ [])

      


        Create a new proxy configuration from explicit options.



    


    
      
        to_finch_opts(proxy)

      


        Convert proxy configuration to Finch HTTP client options.



    


    
      
        to_grpc_opts(proxy)

      


        Convert proxy configuration to gRPC channel options.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Config.Proxy{
  grpc: String.t() | nil,
  http: String.t() | nil,
  https: String.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      configured?(proxy)



        
          
        

    

  


  

      

          @spec configured?(t()) :: boolean()


      


Check if any proxy is configured.
Examples
proxy = Proxy.new()
Proxy.configured?(proxy)
# => false

proxy = Proxy.new(http: "http://proxy:8080")
Proxy.configured?(proxy)
# => true

  



  
    
      
    
    
      from_env()



        
          
        

    

  


  

      

          @spec from_env() :: t()


      


Create proxy configuration from environment variables.
Reads from the following environment variables (case-insensitive):
	HTTP_PROXY / http_proxy
	HTTPS_PROXY / https_proxy
	GRPC_PROXY / grpc_proxy

Uppercase variables take precedence over lowercase.
Examples
# With HTTP_PROXY=http://proxy:8080 set
proxy = Proxy.from_env()
proxy.http
# => "http://proxy:8080"

  



  
    
      
    
    
      http_proxy_for(proxy, url)



        
          
        

    

  


  

      

          @spec http_proxy_for(t(), String.t()) :: String.t() | nil


      


Get the appropriate HTTP proxy for a given URL.
Returns the HTTPS proxy for https:// URLs and HTTP proxy for http:// URLs.
Falls back to HTTP proxy if HTTPS proxy is not configured.
Examples
proxy = Proxy.new(http: "http://proxy:8080", https: "https://proxy:8443")

Proxy.http_proxy_for(proxy, "http://api.example.com")
# => "http://proxy:8080"

Proxy.http_proxy_for(proxy, "https://api.example.com")
# => "https://proxy:8443"

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new proxy configuration from explicit options.
Options
	:http - HTTP proxy URL (e.g., "http://proxy:8080")
	:https - HTTPS proxy URL (e.g., "https://proxy:8443")
	:grpc - gRPC proxy URL (e.g., "http://proxy:8080")

Examples
Proxy.new(
  http: "http://proxy.example.com:8080",
  https: "https://proxy.example.com:8443"
)

  



  
    
      
    
    
      to_finch_opts(proxy)



        
          
        

    

  


  

      

          @spec to_finch_opts(t()) :: keyword()


      


Convert proxy configuration to Finch HTTP client options.
Returns options suitable for passing to Finch.build/3.
Examples
proxy = Proxy.new(https: "https://proxy.example.com:8443")
Proxy.to_finch_opts(proxy)
# => [proxy: {:https, "proxy.example.com", 8443, []}]

  



  
    
      
    
    
      to_grpc_opts(proxy)



        
          
        

    

  


  

      

          @spec to_grpc_opts(t()) :: keyword()


      


Convert proxy configuration to gRPC channel options.
Returns options suitable for passing to GRPC.Stub.connect/2.
Examples
proxy = Proxy.new(grpc: "http://grpc-proxy.example.com:8080")
Proxy.to_grpc_opts(proxy)
# => [http_proxy: "http://grpc-proxy.example.com:8080"]
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Timeout configuration for Weaviate client operations.
Provides different timeout values for different operation types:
	:init - Connection initialization (default: 2s)
	:query - Search and read operations (default: 30s)
	:insert - Write and batch operations (default: 90s)

Examples
# Use default timeouts
timeout = Timeout.new()

# Custom timeouts
timeout = Timeout.new(
  init: 5_000,
  query: 60_000,
  insert: 120_000
)

# Get timeout for specific method
Timeout.for_method(timeout, :get)
# => 30_000
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        t()

      


    





  
    Functions
  


    
      
        for_method(timeout, arg2)

      


        Get timeout for HTTP method.



    


    
      
        for_operation(timeout, op)

      


        Get timeout for operation type.



    


    
      
        new(opts \\ [])

      


        Create a new timeout configuration.
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      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Config.Timeout{
  init: pos_integer(),
  insert: pos_integer(),
  query: pos_integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      for_method(timeout, arg2)



        
          
        

    

  


  

      

          @spec for_method(t(), atom()) :: pos_integer()


      


Get timeout for HTTP method.
	:init - Returns init timeout
	:get - Returns query timeout
	:post, :put, :patch, :delete - Returns insert timeout

Examples
iex> timeout = Timeout.new()
iex> Timeout.for_method(timeout, :get)
30000

iex> Timeout.for_method(timeout, :post)
90000

  



  
    
      
    
    
      for_operation(timeout, op)



        
          
        

    

  


  

      

          @spec for_operation(t(), atom()) :: pos_integer()


      


Get timeout for operation type.
	:search, :query, :aggregate - Returns query timeout
	:insert, :update, :batch - Returns insert timeout

Examples
iex> timeout = Timeout.new()
iex> Timeout.for_operation(timeout, :search)
30000

iex> Timeout.for_operation(timeout, :batch)
90000

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new timeout configuration.
Options
	:init - Connection initialization timeout in milliseconds (default: 2000)
	:query - Query/search timeout in milliseconds (default: 30000)
	:insert - Insert/batch timeout in milliseconds (default: 90000)

Examples
iex> Timeout.new()
%Timeout{init: 2000, query: 30000, insert: 90000}

iex> Timeout.new(query: 60_000)
%Timeout{init: 2000, query: 60000, insert: 90000}
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Connection configuration factory for Weaviate.
Provides factory functions for creating connection configurations
for different Weaviate deployment types.
Examples
# Weaviate Cloud
config = Connect.to_weaviate_cloud(
  cluster_url: "my-cluster.weaviate.network",
  api_key: "my-api-key"
)

# Local instance
config = Connect.to_local()
config = Connect.to_local(host: "192.168.1.100", port: 9080)

# Custom deployment
config = Connect.to_custom(
  http_host: "weaviate.example.com",
  http_port: 443,
  http_secure: true
)

# Embedded (for testing)
config = Connect.to_embedded(version: "1.30.5")

      


      
        Summary


  
    Types
  


    
      
        connection_config()

      


    





  
    Functions
  


    
      
        to_custom(opts)

      


        Create connection config for custom Weaviate deployment.



    


    
      
        to_embedded(opts \\ [])

      


        Create connection config for embedded Weaviate.



    


    
      
        to_local(opts \\ [])

      


        Create connection config for local Weaviate instance.



    


    
      
        to_weaviate_cloud(opts)

      


        Create connection config for Weaviate Cloud.



    





      


      
        Types


        


  
    
      
    
    
      connection_config()



        
          
        

    

  


  

      

          @type connection_config() :: %{
  :base_url => String.t(),
  :grpc_host => String.t() | nil,
  :grpc_port => pos_integer() | nil,
  :grpc_secure => boolean(),
  :api_key => String.t() | nil,
  :headers => [{String.t(), String.t()}],
  :embedded => boolean(),
  :version => String.t() | nil,
  optional(:binary_path) => String.t() | nil,
  optional(:skip_init_checks) => boolean()
}
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      to_custom(opts)



        
          
        

    

  


  

      

          @spec to_custom(keyword()) :: connection_config()


      


Create connection config for custom Weaviate deployment.
Options
	:http_host - HTTP hostname (required)
	:http_port - HTTP port (default: 8080)
	:http_secure - Use HTTPS (default: false)
	:grpc_host - gRPC hostname (optional)
	:grpc_port - gRPC port (optional)
	:grpc_secure - Use secure gRPC (default: false)
	:api_key - API key for authentication
	:headers - Additional HTTP headers

Examples
Connect.to_custom(
  http_host: "weaviate.example.com",
  http_port: 443,
  http_secure: true
)

  



    

  
    
      
    
    
      to_embedded(opts \\ [])



        
          
        

    

  


  

      

          @spec to_embedded(keyword()) :: connection_config()


      


Create connection config for embedded Weaviate.
Used for testing and development with embedded Weaviate binary.
Options
	:port - HTTP port (default: 8079)
	:grpc_port - gRPC port (default: 50050)
	:version - Weaviate version to use
	:binary_path - Path to Weaviate binary (optional)

Examples
Connect.to_embedded()
Connect.to_embedded(version: "1.30.5", port: 8090)

  



    

  
    
      
    
    
      to_local(opts \\ [])



        
          
        

    

  


  

      

          @spec to_local(keyword()) :: connection_config()


      


Create connection config for local Weaviate instance.
Options
	:host - Hostname (default: "localhost")
	:port - HTTP port (default: 8080)
	:grpc_port - gRPC port (default: 50051)
	:api_key - API key for authentication
	:headers - Additional HTTP headers

Examples
Connect.to_local()
Connect.to_local(host: "192.168.1.100", port: 9080)

  



  
    
      
    
    
      to_weaviate_cloud(opts)



        
          
        

    

  


  

      

          @spec to_weaviate_cloud(keyword()) :: connection_config()


      


Create connection config for Weaviate Cloud.
Automatically adds the X-Weaviate-Cluster-URL header required by
Weaviate Cloud Services for embedding service integration.
Options
	:cluster_url - Weaviate Cloud cluster URL (required)
	:api_key - API key for authentication
	:headers - Additional HTTP headers
	:skip_init_checks - Skip version and gRPC health checks (default: false)

Examples
Connect.to_weaviate_cloud(
  cluster_url: "my-cluster.weaviate.network",
  api_key: "my-api-key"
)

# Skip version checks (not recommended)
Connect.to_weaviate_cloud(
  cluster_url: "my-cluster.weaviate.network",
  api_key: "my-api-key",
  skip_init_checks: true
)
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Multi-target reference specification.
Use this when you have a reference property that can point to
multiple different collections (multi-target reference).
Examples
# Single target in a multi-target property
ref = ReferenceToMulti.new("Category", "cat-uuid")

# Multiple targets
ref = ReferenceToMulti.new("Category", ["uuid1", "uuid2"])

# Use with References API
References.add(client, "Article", source_uuid, "relatedTo",
  ReferenceToMulti.to_map(ref))

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(target_collection, uuids)

      


        Create a new multi-target reference.



    


    
      
        to_beacons(reference_to_multi)

      


        Convert to beacon format for API requests.



    


    
      
        to_map(ref)

      


        Convert to map format for use with References API.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Data.ReferenceToMulti{
  target_collection: String.t(),
  uuids: String.t() | [String.t()]
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(target_collection, uuids)



        
          
        

    

  


  

      

          @spec new(String.t(), String.t() | [String.t()]) :: t()


      


Create a new multi-target reference.
Parameters
	target_collection - The target collection name
	uuids - Single UUID or list of UUIDs

Examples
ReferenceToMulti.new("Category", "cat-uuid")
ReferenceToMulti.new("Category", ["uuid1", "uuid2"])

  



  
    
      
    
    
      to_beacons(reference_to_multi)



        
          
        

    

  


  

      

          @spec to_beacons(t()) :: [map()]


      


Convert to beacon format for API requests.
Returns a list of beacon maps suitable for the Weaviate API.
Examples
ref = ReferenceToMulti.new("Category", "cat-uuid")
ReferenceToMulti.to_beacons(ref)
# => [%{"beacon" => "weaviate://localhost/Category/cat-uuid"}]

  



  
    
      
    
    
      to_map(ref)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Convert to map format for use with References API.
Examples
ref = ReferenceToMulti.new("Category", "cat-uuid")
ReferenceToMulti.to_map(ref)
# => %{target_collection: "Category", uuids: "cat-uuid"}
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WeaviateEx.Debug 
    



      
Debug utilities for troubleshooting Weaviate operations.
Provides REST-based object retrieval for comparison with gRPC results,
request/response logging, and diagnostic helpers.
Features
	Protocol Comparison: Compare objects retrieved via REST vs gRPC
	Request Logging: Track all requests for debugging
	Connection Info: Inspect current connection state

Example
# Compare REST and gRPC responses
{:ok, result} = Debug.compare_protocols(client, "Article", uuid)
if result.match do
  IO.puts("Responses match!")
else
  IO.puts(Debug.ObjectCompare.format_diff(result.differences))
end

# Get connection details
{:ok, info} = Debug.connection_info(client)
IO.puts("Connected to: #{info.base_url}")

      


      
        Summary


  
    Types
  


    
      
        client()

      


    


    
      
        collection()

      


    


    
      
        comparison_result()

      


    


    
      
        connection_info()

      


    


    
      
        uuid()

      


    





  
    Functions
  


    
      
        compare_protocols(client, collection, uuid, opts \\ [])

      


        Fetch object via both protocols and compare results.



    


    
      
        connection_info(client)

      


        Get current connection state and configuration.



    


    
      
        get_object_grpc(client, collection, uuid, opts \\ [])

      


        Retrieve object via gRPC API.



    


    
      
        get_object_rest(client, collection, uuid, opts \\ [])

      


        Retrieve object via REST API (bypasses gRPC for comparison).



    





      


      
        Types


        


  
    
      
    
    
      client()



        
          
        

    

  


  

      

          @type client() :: WeaviateEx.Client.t()


      



  



  
    
      
    
    
      collection()



        
          
        

    

  


  

      

          @type collection() :: String.t()


      



  



  
    
      
    
    
      comparison_result()



        
          
        

    

  


  

      

          @type comparison_result() :: WeaviateEx.Debug.ObjectCompare.comparison_result()


      



  



  
    
      
    
    
      connection_info()



        
          
        

    

  


  

      

          @type connection_info() :: %{
  base_url: String.t(),
  grpc_host: String.t(),
  grpc_port: non_neg_integer(),
  grpc_connected: boolean(),
  tls_enabled: boolean(),
  api_key_configured: boolean()
}


      



  



  
    
      
    
    
      uuid()



        
          
        

    

  


  

      

          @type uuid() :: String.t()


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      compare_protocols(client, collection, uuid, opts \\ [])



        
          
        

    

  


  

      

          @spec compare_protocols(client(), collection(), uuid(), keyword()) ::
  {:ok, comparison_result()} | {:error, WeaviateEx.Error.t()}


      


Fetch object via both protocols and compare results.
Returns a comparison result showing whether the objects match and
detailing any differences found.
Parameters
	client - WeaviateEx client
	collection - Collection name
	uuid - Object UUID
	opts - Options passed to both REST and gRPC calls

Example
{:ok, result} = Debug.compare_protocols(client, "Article", uuid)
if result.match do
  IO.puts("Objects are identical")
else
  IO.puts(ObjectCompare.format_diff(result.differences))
end

  



  
    
      
    
    
      connection_info(client)



        
          
        

    

  


  

      

          @spec connection_info(client()) ::
  {:ok, connection_info()} | {:error, WeaviateEx.Error.t()}


      


Get current connection state and configuration.
Returns information about the client's connection including:
	HTTP base URL
	gRPC host and port
	Whether gRPC is connected
	TLS status
	API key configuration status

Example
{:ok, info} = Debug.connection_info(client)
IO.puts("Base URL: #{info.base_url}")
IO.puts("gRPC connected: #{info.grpc_connected}")

  



    

  
    
      
    
    
      get_object_grpc(client, collection, uuid, opts \\ [])



        
          
        

    

  


  

      

          @spec get_object_grpc(client(), collection(), uuid(), keyword()) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      


Retrieve object via gRPC API.
Parameters
	client - WeaviateEx client
	collection - Collection name
	uuid - Object UUID
	opts - Options:	:tenant - Tenant name for multi-tenant collections
	:include - List of additional fields to include



Example
{:ok, object} = Debug.get_object_grpc(client, "Article", uuid)

  



    

  
    
      
    
    
      get_object_rest(client, collection, uuid, opts \\ [])



        
          
        

    

  


  

      

          @spec get_object_rest(client(), collection(), uuid(), keyword()) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      


Retrieve object via REST API (bypasses gRPC for comparison).
Parameters
	client - WeaviateEx client
	collection - Collection name
	uuid - Object UUID
	opts - Options:	:tenant - Tenant name for multi-tenant collections
	:include - List of additional fields to include (e.g., ["vector"])
	:node_name - Target node for debug reads in clustered setups
	:consistency_level - Read consistency level (e.g., "ONE", "QUORUM", "ALL")



Example
{:ok, object} = Debug.get_object_rest(client, "Article", uuid)
{:ok, object} = Debug.get_object_rest(client, "Article", uuid, tenant: "tenant-a")
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WeaviateEx.Debug.ObjectCompare 
    



      
Object comparison utilities for debugging REST vs gRPC responses.
Provides deep comparison of objects retrieved via different protocols,
helping to identify discrepancies between REST and gRPC implementations.
Example
{:ok, rest_obj} = Debug.get_object_rest(client, "Article", uuid)
{:ok, grpc_obj} = Debug.get_object_grpc(client, "Article", uuid)

result = ObjectCompare.compare(rest_obj, grpc_obj)

if result.match do
  IO.puts("Objects are identical")
else
  IO.puts(ObjectCompare.format_diff(result.differences))
end

      


      
        Summary


  
    Types
  


    
      
        comparison_result()

      


    


    
      
        difference()

      


    





  
    Functions
  


    
      
        compare(rest_object, grpc_object)

      


        Compare two objects and return detailed comparison result.



    


    
      
        diff(rest_object, grpc_object)

      


        Calculate differences between two objects.



    


    
      
        format_diff(differences)

      


        Format differences as a human-readable string.



    





      


      
        Types


        


  
    
      
    
    
      comparison_result()



        
          
        

    

  


  

      

          @type comparison_result() :: %{
  match: boolean(),
  rest_object: map(),
  grpc_object: map(),
  differences: [difference()]
}


      



  



  
    
      
    
    
      difference()



        
          
        

    

  


  

      

          @type difference() :: %{path: [String.t()], rest_value: term(), grpc_value: term()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      compare(rest_object, grpc_object)



        
          
        

    

  


  

      

          @spec compare(rest_object :: map(), grpc_object :: map()) :: comparison_result()


      


Compare two objects and return detailed comparison result.
Parameters
	rest_object - Object retrieved via REST API
	grpc_object - Object retrieved via gRPC API

Returns
A comparison result map containing:
	:match - boolean indicating if objects are identical
	:rest_object - the original REST object
	:grpc_object - the original gRPC object
	:differences - list of differences found

Example
result = ObjectCompare.compare(rest_obj, grpc_obj)
if result.match, do: :ok, else: handle_differences(result.differences)

  



  
    
      
    
    
      diff(rest_object, grpc_object)



        
          
        

    

  


  

      

          @spec diff(map(), map()) :: [difference()]


      


Calculate differences between two objects.
Returns a list of difference maps, each containing:
	:path - list of keys showing where the difference is located
	:rest_value - value from REST object (or :missing)
	:grpc_value - value from gRPC object (or :missing)

Example
diffs = ObjectCompare.diff(rest_obj, grpc_obj)
Enum.each(diffs, fn d ->
  IO.puts("Difference at #{Enum.join(d.path, ".")}")
end)

  



  
    
      
    
    
      format_diff(differences)



        
          
        

    

  


  

      

          @spec format_diff([difference()]) :: String.t()


      


Format differences as a human-readable string.
Example
diffs = ObjectCompare.diff(rest_obj, grpc_obj)
IO.puts(ObjectCompare.format_diff(diffs))
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WeaviateEx.Debug.RequestLogger 
    



      
Request/response logging GenServer for debugging Weaviate operations.
Provides centralized logging of HTTP and gRPC requests with timestamps,
filtering, and export capabilities.
Example
# Start the logger
{:ok, _pid} = RequestLogger.start_link(name: :my_logger, max_logs: 1000)

# Enable logging
RequestLogger.enable(:my_logger)

# Perform operations...

# Get recent logs
logs = RequestLogger.get_logs(:my_logger, limit: 10)

# Export to file
RequestLogger.export_logs(:my_logger, "/tmp/debug.json", :json)

      


      
        Summary


  
    Types
  


    
      
        log_entry()

      


    


    
      
        protocol()

      


    


    
      
        state()

      


    





  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        clear_logs(server)

      


        Clear all logged requests.



    


    
      
        disable(server)

      


        Disable request logging.



    


    
      
        enable(server)

      


        Enable request logging.



    


    
      
        enabled?(server)

      


        Check if logging is enabled.



    


    
      
        export_logs(server, path, format)

      


        Export logs to a file.



    


    
      
        get_logs(server, opts \\ [])

      


        Get logged requests.



    


    
      
        log_request(server, entry)

      


        Log a request/response.



    


    
      
        start_link(opts \\ [])

      


        Start the RequestLogger GenServer.



    





      


      
        Types


        


  
    
      
    
    
      log_entry()



        
          
        

    

  


  

      

          @type log_entry() :: %{
  timestamp: DateTime.t(),
  protocol: protocol(),
  method: atom() | String.t(),
  path: String.t(),
  request_body: term() | nil,
  response_status: pos_integer() | atom(),
  response_body: term() | nil,
  duration_ms: non_neg_integer()
}


      



  



  
    
      
    
    
      protocol()



        
          
        

    

  


  

      

          @type protocol() :: :http | :grpc


      



  



  
    
      
    
    
      state()



        
          
        

    

  


  

      

          @type state() :: %{enabled: boolean(), logs: [log_entry()], max_logs: pos_integer()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      clear_logs(server)



        
          
        

    

  


  

      

          @spec clear_logs(GenServer.server()) :: :ok


      


Clear all logged requests.
Example
RequestLogger.clear_logs(:my_logger)

  



  
    
      
    
    
      disable(server)



        
          
        

    

  


  

      

          @spec disable(GenServer.server()) :: :ok


      


Disable request logging.
Example
RequestLogger.disable(:my_logger)

  



  
    
      
    
    
      enable(server)



        
          
        

    

  


  

      

          @spec enable(GenServer.server()) :: :ok


      


Enable request logging.
Example
RequestLogger.enable(:my_logger)

  



  
    
      
    
    
      enabled?(server)



        
          
        

    

  


  

      

          @spec enabled?(GenServer.server()) :: boolean()


      


Check if logging is enabled.
Example
if RequestLogger.enabled?(:my_logger) do
  # logging is active
end

  



  
    
      
    
    
      export_logs(server, path, format)



        
          
        

    

  


  

      

          @spec export_logs(GenServer.server(), String.t(), :json | :text) ::
  :ok | {:error, String.t()}


      


Export logs to a file.
Parameters
	server - The logger GenServer
	path - File path to write to
	format - :json or :text

Example
RequestLogger.export_logs(:my_logger, "/tmp/logs.json", :json)

  



    

  
    
      
    
    
      get_logs(server, opts \\ [])



        
          
        

    

  


  

      

          @spec get_logs(
  GenServer.server(),
  keyword()
) :: [log_entry()]


      


Get logged requests.
Options
	:limit - Maximum number of logs to return
	:protocol - Filter by protocol (:http or :grpc)
	:since - Only return logs after this DateTime

Example
logs = RequestLogger.get_logs(:my_logger, limit: 10, protocol: :http)

  



  
    
      
    
    
      log_request(server, entry)



        
          
        

    

  


  

      

          @spec log_request(GenServer.server(), map()) :: :ok


      


Log a request/response.
The entry should contain:
	:protocol - :http or :grpc
	:method - HTTP method or gRPC procedure name
	:path - Request path
	:request_body - Request body (optional)
	:response_status - HTTP status code or gRPC status
	:response_body - Response body (optional)
	:duration_ms - Request duration in milliseconds

Example
RequestLogger.log_request(:my_logger, %{
  protocol: :http,
  method: :get,
  path: "/v1/objects/Article/uuid",
  response_status: 200,
  duration_ms: 45
})

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      


Start the RequestLogger GenServer.
Options
	:name - GenServer name (required for most operations)
	:max_logs - Maximum number of logs to keep (default: 10000)

Example
{:ok, pid} = RequestLogger.start_link(name: :debug_logger, max_logs: 5000)
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WeaviateEx.Embedded.Instance 
    



      
Opaque handle returned by start/1.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        Opaque handle describing the spawned embedded instance.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Embedded.Instance{
  executable: String.t(),
  options: map(),
  os_pid: non_neg_integer() | nil,
  process_port: port()
}


      


Opaque handle describing the spawned embedded instance.
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WeaviateEx.Filter 
    



      
Filter system for building complex query filters.
Provides a fluent API for constructing filters with operators and combinators
that can be converted to GraphQL format for Weaviate queries.
Examples
# Simple equality filter
Filter.equal("status", "published")

# Numeric comparison
Filter.greater_than("views", 100)

# Combining filters with AND
Filter.all_of([
  Filter.equal("status", "published"),
  Filter.greater_than("views", 100)
])

# Complex nested filters
Filter.all_of([
  Filter.any_of([
    Filter.equal("type", "article"),
    Filter.equal("type", "post")
  ]),
  Filter.greater_than("createdAt", "2024-01-01")
])

      


      
        Summary


  
    Types
  


    
      
        filter()

      


    


    
      
        operator()

      


    


    
      
        path()

      


    


    
      
        value()

      


    





  
    Functions
  


    
      
        all_of(filters)

      


        Combine filters with AND logic.



    


    
      
        any_of(filters)

      


        Combine filters with OR logic.



    


    
      
        by_creation_time(operator, datetime)

      


        Filter by object creation time.



    


    
      
        by_id(operator, uuid)

      


        Create a filter by ID.



    


    
      
        by_property(property, operator, value)

      


        Create a filter by property with an operator.



    


    
      
        by_property_length(property, operator, value)

      


        Filter by property string or array length.



    


    
      
        by_ref(ref_property, target_class, operator, value)

      


        Create a filter by reference property.



    


    
      
        by_ref_count(property, operator, count)

      


        Filter by reference count.



    


    
      
        by_ref_multi_target(property, target_collection, target_property, operator, value)

      


        Create a filter for a multi-target reference property.



    


    
      
        by_ref_path(ref_path, property, operator, value)

      


        Create a filter using a reference path.



    


    
      
        by_update_time(operator, datetime)

      


        Filter by object update time.



    


    
      
        contains_all(property, values)

      


        Contains all operator (array subset)



    


    
      
        contains_any(property, values)

      


        Contains any operator (array intersection)



    


    
      
        contains_none(property, values)

      


        Contains none operator (array contains none of the values).



    


    
      
        equal(property, value)

      


        Equal operator



    


    
      
        greater_or_equal(property, value)

      


        Greater than or equal operator



    


    
      
        greater_than(property, value)

      


        Greater than operator



    


    
      
        len(property)

      


        Create a length path for a property.



    


    
      
        less_or_equal(property, value)

      


        Less than or equal operator



    


    
      
        less_than(property, value)

      


        Less than operator



    


    
      
        like(property, pattern)

      


        Like operator (wildcard matching)



    


    
      
        not_(filter)

      


        Negate a filter.



    


    
      
        not_equal(property, value)

      


        Not equal operator



    


    
      
        null?(property)

      


        Null check operator



    


    
      
        to_graphql(filter)

      


        Convert a filter to GraphQL format.



    


    
      
        within_geo_range(property, arg, distance)

      


        Within geo range operator.



    





      


      
        Types


        


  
    
      
    
    
      filter()



        
          
        

    

  


  

      

          @type filter() :: map()


      



  



  
    
      
    
    
      operator()



        
          
        

    

  


  

      

          @type operator() :: atom()


      



  



  
    
      
    
    
      path()



        
          
        

    

  


  

      

          @type path() :: String.t() | [String.t()]


      



  



  
    
      
    
    
      value()



        
          
        

    

  


  

      

          @type value() :: any()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      all_of(filters)



        
          
        

    

  


  

      

          @spec all_of([filter()]) :: filter()


      


Combine filters with AND logic.
All filters must match for the result to be included.
Examples
Filter.all_of([
  Filter.equal("status", "published"),
  Filter.greater_than("views", 100)
])

  



  
    
      
    
    
      any_of(filters)



        
          
        

    

  


  

      

          @spec any_of([filter()]) :: filter()


      


Combine filters with OR logic.
At least one filter must match for the result to be included.
Examples
Filter.any_of([
  Filter.equal("status", "draft"),
  Filter.equal("status", "published")
])

  



  
    
      
    
    
      by_creation_time(operator, datetime)



        
          
        

    

  


  

      

          @spec by_creation_time(operator(), String.t()) :: filter()


      


Filter by object creation time.
Examples
Filter.by_creation_time(:greater_than, "2024-01-01T00:00:00Z")

  



  
    
      
    
    
      by_id(operator, uuid)



        
          
        

    

  


  

      

          @spec by_id(operator(), String.t()) :: filter()


      


Create a filter by ID.
Examples
Filter.by_id(:equal, "00000000-0000-0000-0000-000000000001")

  



  
    
      
    
    
      by_property(property, operator, value)



        
          
        

    

  


  

      

          @spec by_property(String.t(), operator(), value()) :: filter()


      


Create a filter by property with an operator.
Examples
Filter.by_property("status", :equal, "published")
Filter.by_property("views", :greater_than, 1000)

  



  
    
      
    
    
      by_property_length(property, operator, value)



        
          
        

    

  


  

      

          @spec by_property_length(String.t(), operator(), non_neg_integer()) :: filter()


      


Filter by property string or array length.
Use this to filter based on the length of text properties or the number
of elements in array properties.
Arguments
	property - Property name
	operator - Comparison operator: :equal, :not_equal, :greater_than,
:greater_or_equal, :less_than, :less_or_equal
	value - Length value (non-negative integer)

Examples
# Title must be at least 10 characters
Filter.by_property_length("title", :greater_or_equal, 10)

# Tags array must have exactly 3 elements
Filter.by_property_length("tags", :equal, 3)

# Content must be less than 5000 characters
Filter.by_property_length("content", :less_than, 5000)

  



  
    
      
    
    
      by_ref(ref_property, target_class, operator, value)



        
          
        

    

  


  

      

          @spec by_ref(String.t(), String.t(), operator(), value()) :: filter()


      


Create a filter by reference property.
Examples
Filter.by_ref("hasAuthor", "Author", :equal, "John Doe")

  



  
    
      
    
    
      by_ref_count(property, operator, count)



        
          
        

    

  


  

      

          @spec by_ref_count(String.t(), operator(), integer()) :: filter()


      


Filter by reference count.
Examples
Filter.by_ref_count("hasAuthor", :greater_than, 0)

  



  
    
      
    
    
      by_ref_multi_target(property, target_collection, target_property, operator, value)



        
          
        

    

  


  

      

          @spec by_ref_multi_target(String.t(), String.t(), String.t(), operator(), value()) ::
  filter()


      


Create a filter for a multi-target reference property.
For reference properties that can point to multiple collections,
this allows filtering by a specific target collection.
Arguments
	property - Multi-target reference property name
	target_collection - Specific target collection to filter
	target_property - Property in the target collection
	operator - Filter operator
	value - Filter value

Examples
Filter.by_ref_multi_target("relatedTo", "Article", "title", :equal, "Test")
Filter.by_ref_multi_target("mentions", "Person", "verified", :equal, true)

  



  
    
      
    
    
      by_ref_path(ref_path, property, operator, value)



        
          
        

    

  


  

      

          @spec by_ref_path(WeaviateEx.Filter.RefPath.t(), String.t(), operator(), value()) ::
  filter()


      


Create a filter using a reference path.
This is a convenience wrapper around WeaviateEx.Filter.RefPath.
Examples
alias WeaviateEx.Filter.RefPath

path = RefPath.through("hasAuthor", "Author")
Filter.by_ref_path(path, "name", :equal, "John")

  



  
    
      
    
    
      by_update_time(operator, datetime)



        
          
        

    

  


  

      

          @spec by_update_time(operator(), String.t()) :: filter()


      


Filter by object update time.
Examples
Filter.by_update_time(:greater_than, "2024-01-01T00:00:00Z")

  



  
    
      
    
    
      contains_all(property, values)



        
          
        

    

  


  

      

          @spec contains_all(String.t(), [String.t()]) :: filter()


      


Contains all operator (array subset)

  



  
    
      
    
    
      contains_any(property, values)



        
          
        

    

  


  

      

          @spec contains_any(String.t(), [String.t()]) :: filter()


      


Contains any operator (array intersection)

  



  
    
      
    
    
      contains_none(property, values)



        
          
        

    

  


  

      

          @spec contains_none(String.t(), [String.t()]) :: filter()


      


Contains none operator (array contains none of the values).
Examples
Filter.contains_none("tags", ["draft", "archived"])

  



  
    
      
    
    
      equal(property, value)



        
          
        

    

  


  

      

          @spec equal(String.t(), value()) :: filter()


      


Equal operator

  



  
    
      
    
    
      greater_or_equal(property, value)



        
          
        

    

  


  

      

          @spec greater_or_equal(String.t(), number()) :: filter()


      


Greater than or equal operator

  



  
    
      
    
    
      greater_than(property, value)



        
          
        

    

  


  

      

          @spec greater_than(String.t(), number()) :: filter()


      


Greater than operator

  



  
    
      
    
    
      len(property)



        
          
        

    

  


  

      

          @spec len(String.t()) :: String.t()


      


Create a length path for a property.
This wraps the property name in the len() function for length-based filtering.
Examples
Filter.len("description")
#=> "len(description)"

  



  
    
      
    
    
      less_or_equal(property, value)



        
          
        

    

  


  

      

          @spec less_or_equal(String.t(), number()) :: filter()


      


Less than or equal operator

  



  
    
      
    
    
      less_than(property, value)



        
          
        

    

  


  

      

          @spec less_than(String.t(), number()) :: filter()


      


Less than operator

  



  
    
      
    
    
      like(property, pattern)



        
          
        

    

  


  

      

          @spec like(String.t(), String.t()) :: filter()


      


Like operator (wildcard matching)

  



  
    
      
    
    
      not_(filter)



        
          
        

    

  


  

      

          @spec not_(filter()) :: filter()


      


Negate a filter.
Examples
Filter.not_(Filter.equal("archived", true))

  



  
    
      
    
    
      not_equal(property, value)



        
          
        

    

  


  

      

          @spec not_equal(String.t(), value()) :: filter()


      


Not equal operator

  



  
    
      
    
    
      null?(property)



        
          
        

    

  


  

      

          @spec null?(String.t()) :: filter()


      


Null check operator

  



  
    
      
    
    
      to_graphql(filter)



        
          
        

    

  


  

      

          @spec to_graphql(filter()) :: map()


      


Convert a filter to GraphQL format.
Examples
filter = Filter.equal("status", "published")
Filter.to_graphql(filter)
# => %{path: ["status"], operator: "Equal", valueText: "published"}

  



  
    
      
    
    
      within_geo_range(property, arg, distance)



        
          
        

    

  


  

      

          @spec within_geo_range(String.t(), {float(), float()}, float()) :: filter()


      


Within geo range operator.
Examples
Filter.within_geo_range("location", {40.7128, -74.0060}, 5000.0)
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WeaviateEx.Filter.MultiTargetRef 
    



      
Filter builder for multi-target reference properties.
When a reference property can point to multiple collections,
use this module to filter by a specific target collection.
Examples
# Filter where "relatedTo" points to an Article with specific title
MultiTargetRef.new("relatedTo", "Article")
|> MultiTargetRef.where("title", :equal, "My Article")

# Filter where "mentions" points to a verified Person
MultiTargetRef.new("mentions", "Person")
|> MultiTargetRef.where("verified", :equal, true)

# Use with Filter combinators
Filter.all_of([
  MultiTargetRef.new("relatedTo", "Article")
  |> MultiTargetRef.where("status", :equal, "published"),
  Filter.equal("featured", true)
])

# Deep path filtering
MultiTargetRef.new("mentions", "Person")
|> MultiTargetRef.deep_where(fn path ->
  path
  |> RefPath.through("worksAt", "Company")
  |> RefPath.property("industry", :equal, "Tech")
end)
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    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        as_ref_path(multi_target_ref)

      


        Create a reference path for chaining with RefPath.



    


    
      
        deep_where(multi_target_ref, path_fn)

      


        Build a deep path filter through the multi-target reference.



    


    
      
        new(property, target_collection)

      


        Create a new multi-target reference filter builder.



    


    
      
        where(multi_target_ref, property, operator, value)

      


        Add a property filter condition.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Filter.MultiTargetRef{
  property: String.t(),
  target: String.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      as_ref_path(multi_target_ref)



        
          
        

    

  


  

      

          @spec as_ref_path(t()) :: WeaviateEx.Filter.RefPath.t()


      


Create a reference path for chaining with RefPath.
Use this when you want to start a RefPath from a multi-target reference.
Examples
MultiTargetRef.new("mentions", "Person")
|> MultiTargetRef.as_ref_path()
|> RefPath.through("worksAt", "Company")
|> RefPath.property("name", :equal, "Acme")

  



  
    
      
    
    
      deep_where(multi_target_ref, path_fn)



        
          
        

    

  


  

      

          @spec deep_where(t(), (WeaviateEx.Filter.RefPath.t() -> map())) :: map()


      


Build a deep path filter through the multi-target reference.
Use this when you need to filter through multiple levels of references
starting from a multi-target reference.
Examples
MultiTargetRef.new("mentions", "Person")
|> MultiTargetRef.deep_where(fn path ->
  path
  |> RefPath.through("worksAt", "Company")
  |> RefPath.property("industry", :equal, "Tech")
end)

  



  
    
      
    
    
      new(property, target_collection)



        
          
        

    

  


  

      

          @spec new(String.t(), String.t()) :: t()


      


Create a new multi-target reference filter builder.
Arguments
	property - The multi-target reference property name
	target_collection - The specific collection to filter on

Examples
MultiTargetRef.new("relatedTo", "Article")
MultiTargetRef.new("mentions", "Person")

  



  
    
      
    
    
      where(multi_target_ref, property, operator, value)



        
          
        

    

  


  

      

          @spec where(t(), String.t(), atom(), term()) :: map()


      


Add a property filter condition.
Arguments
	ref - The MultiTargetRef struct
	property - Property name in the target collection
	operator - Filter operator
	value - Filter value

Examples
MultiTargetRef.new("relatedTo", "Article")
|> MultiTargetRef.where("title", :equal, "Test")

MultiTargetRef.new("mentions", "Person")
|> MultiTargetRef.where("verified", :equal, true)
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WeaviateEx.Filter.RefPath 
    



      
Fluent API for building deep reference path filters.
Allows filtering through chains of references to reach nested properties.
This enables complex filtering scenarios where you need to filter based
on properties of objects that are multiple reference hops away.
Examples
# Filter articles where the author's company is in technology
RefPath.through("hasAuthor", "Author")
|> RefPath.through("worksAt", "Company")
|> RefPath.property("industry", :equal, "Technology")

# Filter by author name
RefPath.through("hasAuthor", "Author")
|> RefPath.property("name", :like, "John*")

# Use with Filter combinators
Filter.all_of([
  RefPath.through("hasAuthor", "Author")
  |> RefPath.property("verified", :equal, true),
  Filter.equal("status", "published")
])
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        segment()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        build_path(segments, final_property)

      


        Build the full path list from segments.



    


    
      
        depth(ref_path)

      


        Get the number of hops in the reference path.



    


    
      
        property(ref_path, property, operator, value)

      


        Terminate the path with a property filter.



    


    
      
        through(property, target_collection)

      


        Start a reference path with the first reference.



    


    
      
        through(ref_path, property, target_collection)

      


        Continue a reference path with another reference hop.



    


    
      
        to_path(ref_path)

      


        Get the path without a final property.



    





      


      
        Types


        


  
    
      
    
    
      segment()



        
          
        

    

  


  

      

          @type segment() :: {String.t(), String.t()}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Filter.RefPath{segments: [segment()]}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      build_path(segments, final_property)



        
          
        

    

  


  

      

          @spec build_path([segment()], String.t()) :: [String.t()]


      


Build the full path list from segments.
Examples
segments = [{"hasAuthor", "Author"}, {"worksAt", "Company"}]
RefPath.build_path(segments, "name")
#=> ["hasAuthor", "Author", "worksAt", "Company", "name"]

  



  
    
      
    
    
      depth(ref_path)



        
          
        

    

  


  

      

          @spec depth(t()) :: non_neg_integer()


      


Get the number of hops in the reference path.
Examples
RefPath.through("hasAuthor", "Author")
|> RefPath.through("worksAt", "Company")
|> RefPath.depth()
#=> 2

  



  
    
      
    
    
      property(ref_path, property, operator, value)



        
          
        

    

  


  

      

          @spec property(t(), String.t(), atom(), term()) :: map()


      


Terminate the path with a property filter.
Creates a filter that can be used with WeaviateEx.Filter combinators.
Arguments
	ref_path - The reference path built with through/2
	property - Final property name to filter on
	operator - Filter operator (:equal, :greater_than, etc.)
	value - Filter value

Examples
RefPath.through("hasAuthor", "Author")
|> RefPath.property("name", :equal, "John")

RefPath.through("hasAuthor", "Author")
|> RefPath.through("worksAt", "Company")
|> RefPath.property("industry", :equal, "Technology")

  



  
    
      
    
    
      through(property, target_collection)



        
          
        

    

  


  

      

          @spec through(String.t(), String.t()) :: t()


      


Start a reference path with the first reference.
Arguments
	property - Reference property name
	target_collection - Target collection name

Examples
RefPath.through("hasAuthor", "Author")

  



  
    
      
    
    
      through(ref_path, property, target_collection)



        
          
        

    

  


  

      

          @spec through(t(), String.t(), String.t()) :: t()


      


Continue a reference path with another reference hop.
Arguments
	ref_path - Existing reference path
	property - Reference property name
	target_collection - Target collection name

Examples
RefPath.through("hasAuthor", "Author")
|> RefPath.through("worksAt", "Company")

  



  
    
      
    
    
      to_path(ref_path)



        
          
        

    

  


  

      

          @spec to_path(t()) :: [String.t()]


      


Get the path without a final property.
Useful for reference count filters or other operations
that don't need a final property.
Examples
path = RefPath.through("hasAuthor", "Author")
RefPath.to_path(path)
#=> ["hasAuthor", "Author"]
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WeaviateEx.GRPC.Channel 
    



      
Manages gRPC channel connections to Weaviate server.
This module provides functions for establishing, managing, and disconnecting
gRPC channels to Weaviate's gRPC endpoint.
Usage
config = %{
  grpc_host: "localhost",
  grpc_port: 50051,
  api_key: "your-api-key"
}

{:ok, channel} = WeaviateEx.GRPC.Channel.connect(config)

# Use the channel for RPC calls...

:ok = WeaviateEx.GRPC.Channel.disconnect(channel)
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        config()

      


    





  
    Functions
  


    
      
        build_metadata(config)

      


        Builds gRPC metadata from config.



    


    
      
        connect(config, opts \\ [])

      


        Establishes a gRPC channel connection to the Weaviate server.



    


    
      
        connected?(channel)

      


        Checks if a channel is connected.



    


    
      
        disconnect(channel)

      


        Disconnects a gRPC channel.



    





      


      
        Types


        


  
    
      
    
    
      config()



        
          
        

    

  


  

      

          @type config() :: %{
  :grpc_host => String.t(),
  :grpc_port => non_neg_integer(),
  :api_key => String.t() | nil,
  optional(:tls) => boolean(),
  optional(:max_message_size) => non_neg_integer(),
  optional(:auth) => WeaviateEx.Auth.t() | nil,
  optional(:token_manager) => GenServer.server() | nil,
  optional(:additional_headers) => map(),
  optional(:connection) => WeaviateEx.Config.Connection.t() | nil,
  optional(:proxy) => WeaviateEx.Config.Proxy.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      build_metadata(config)



        
          
        

    

  


  

      

          @spec build_metadata(config() | map() | keyword()) :: map()


      


Builds gRPC metadata from config.
Adds authorization header if API key is present.
Includes additional_headers with lowercased keys.
Accepts either a map or keyword list.
Examples
%{"authorization" => "Bearer key"} = Channel.build_metadata(%{api_key: "key"})
%{"authorization" => "Bearer key"} = Channel.build_metadata(api_key: "key")
%{} = Channel.build_metadata(%{api_key: nil})

# With additional headers (keys are lowercased for gRPC)
config = %{api_key: "key", additional_headers: %{"X-OpenAI-Api-Key" => "sk-123"}}
metadata = Channel.build_metadata(config)
# => %{"authorization" => "Bearer key", "x-openai-api-key" => "sk-123"}

  



    

  
    
      
    
    
      connect(config, opts \\ [])



        
          
        

    

  


  

      

          @spec connect(
  config(),
  keyword()
) :: {:ok, GRPC.Channel.t()} | {:error, WeaviateEx.Error.t()}


      


Establishes a gRPC channel connection to the Weaviate server.
Options
	:timeout - Connection timeout in milliseconds (default: 30000)

Examples
{:ok, channel} = Channel.connect(%{grpc_host: "localhost", grpc_port: 50051, api_key: nil})
{:error, error} = Channel.connect(%{grpc_host: "invalid", grpc_port: 50051, api_key: nil})

  



  
    
      
    
    
      connected?(channel)



        
          
        

    

  


  

      

          @spec connected?(GRPC.Channel.t()) :: boolean()


      


Checks if a channel is connected.
Examples
true = Channel.connected?(channel)

  



  
    
      
    
    
      disconnect(channel)



        
          
        

    

  


  

      

          @spec disconnect(GRPC.Channel.t()) :: :ok


      


Disconnects a gRPC channel.
Examples
:ok = Channel.disconnect(channel)
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WeaviateEx.GRPC.Generative 
    



      
Builds gRPC GenerativeSearch messages from WeaviateEx generative config.
This module converts the user-friendly generative config into the protobuf
format expected by Weaviate's gRPC API.
Examples
# Simple single prompt
config = %{single_prompt: "Summarize this article"}
generative = Generative.build(config)

# With provider configuration
config = %{
  single_prompt: "Summarize",
  provider: :openai,
  model: "gpt-4",
  temperature: 0.7
}
generative = Generative.build_with_provider(config)
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        config()

      


    


    
      
        generative_result()

      


    





  
    Functions
  


    
      
        build(config)

      


        Builds a gRPC GenerativeSearch message from a simple config map.



    


    
      
        build_with_provider(config)

      


        Builds a gRPC GenerativeSearch message with provider configuration.



    


    
      
        extract_single_results(results)

      


        Extracts single generative results from a list of search results.



    


    
      
        parse_generative_result(reply)

      


        Parses a generative result from a gRPC search reply.
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      config()



        
          
        

    

  


  

      

          @type config() :: %{
  optional(:single_prompt) => String.t(),
  optional(:grouped_task) => String.t(),
  optional(:grouped_properties) => [String.t()],
  optional(:provider) => atom(),
  optional(:model) => String.t(),
  optional(:temperature) => float(),
  optional(:max_tokens) => integer(),
  optional(:top_p) => float(),
  optional(:top_k) => integer(),
  optional(:debug) => boolean()
}


      



  



  
    
      
    
    
      generative_result()



        
          
        

    

  


  

      

          @type generative_result() :: %{
  optional(:grouped_result) => String.t() | nil,
  optional(:single_results) => [String.t()]
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      build(config)



        
          
        

    

  


  

      

          @spec build(config() | nil) :: struct() | nil


      


Builds a gRPC GenerativeSearch message from a simple config map.
Returns nil for nil input. This is the basic version that uses
deprecated fields for backward compatibility.

  



  
    
      
    
    
      build_with_provider(config)



        
          
        

    

  


  

      

          @spec build_with_provider(config() | nil) :: struct() | nil


      


Builds a gRPC GenerativeSearch message with provider configuration.
This version uses the new Single/Grouped message structure with
provider-specific queries.

  



  
    
      
    
    
      extract_single_results(results)



        
          
        

    

  


  

      

          @spec extract_single_results([map()]) :: [String.t()]


      


Extracts single generative results from a list of search results.

  



  
    
      
    
    
      parse_generative_result(reply)



        
          
        

    

  


  

      

          @spec parse_generative_result(map()) :: generative_result()


      


Parses a generative result from a gRPC search reply.
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WeaviateEx.GRPC.Retry 
    



      
Exponential backoff retry mechanism for gRPC calls.
Automatically retries gRPC calls that fail with transient errors:
	UNAVAILABLE (14)
	RESOURCE_EXHAUSTED (8)
	ABORTED (10)
	DEADLINE_EXCEEDED (4)

Usage
alias WeaviateEx.GRPC.Retry

result = Retry.with_retry(fn ->
  WeaviateStub.search(channel, request, opts)
end)
Options
	:max_retries - Maximum number of retry attempts (default: 4)
	:base_delay_ms - Base delay in milliseconds for backoff calculation (default: 1000)

Backoff Strategy
Uses exponential backoff: min(2^attempt * base_delay_ms, 32000) milliseconds.
Attempt 0: 1 second
Attempt 1: 2 seconds
Attempt 2: 4 seconds
Attempt 3: 8 seconds
Attempt 4+: 32 seconds (capped)

      


      
        Summary


  
    Functions
  


    
      
        calculate_backoff(attempt)

      


        Calculate exponential backoff delay for a given attempt number.



    


    
      
        retryable?(rpc_error)

      


        Check if a gRPC error is retryable.



    


    
      
        retryable_status?(status)

      


        Check if a gRPC status code is retryable.



    


    
      
        with_retry(fun, opts \\ [])

      


        Execute a function with automatic retry on transient gRPC errors.
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      calculate_backoff(attempt)



        
          
        

    

  


  

      

          @spec calculate_backoff(non_neg_integer()) :: non_neg_integer()


      


Calculate exponential backoff delay for a given attempt number.
Returns delay in milliseconds, capped at 32 seconds.
Examples
Retry.calculate_backoff(0)  # => 1000 (1 second)
Retry.calculate_backoff(1)  # => 2000 (2 seconds)
Retry.calculate_backoff(2)  # => 4000 (4 seconds)
Retry.calculate_backoff(5)  # => 32000 (32 seconds, capped)

  



  
    
      
    
    
      retryable?(rpc_error)



        
          
        

    

  


  

      

          @spec retryable?(GRPC.RPCError.t()) :: boolean()


      


Check if a gRPC error is retryable.
Examples
Retry.retryable?(%GRPC.RPCError{status: 14})  # => true (unavailable)
Retry.retryable?(%GRPC.RPCError{status: 3})   # => false (invalid argument)

  



  
    
      
    
    
      retryable_status?(status)



        
          
        

    

  


  

      

          @spec retryable_status?(integer()) :: boolean()


      


Check if a gRPC status code is retryable.
Retryable status codes:
	4: DEADLINE_EXCEEDED
	8: RESOURCE_EXHAUSTED
	10: ABORTED
	14: UNAVAILABLE

Examples
Retry.retryable_status?(14)  # => true
Retry.retryable_status?(3)   # => false

  



    

  
    
      
    
    
      with_retry(fun, opts \\ [])



        
          
        

    

  


  

      

          @spec with_retry(
  (-> result),
  keyword()
) :: result
when result: any()


      


Execute a function with automatic retry on transient gRPC errors.
Options
	:max_retries - Maximum retry attempts (default: 4)
	:base_delay_ms - Base delay for exponential backoff (default: 1000)

Examples
Retry.with_retry(fn ->
  WeaviateStub.search(channel, request, opts)
end)

Retry.with_retry(
  fn -> WeaviateStub.search(channel, request, opts) end,
  max_retries: 3
)

  


        

      


  

  
    
    WeaviateEx.GRPC.Services.Aggregate - WeaviateEx v0.7.4
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gRPC Aggregate service for aggregation queries.
This module provides high-level functions for performing aggregations
on Weaviate collections using gRPC.
Usage
{:ok, channel} = WeaviateEx.GRPC.Channel.connect(config)

{:ok, result} = Aggregate.count(channel, "Article")
{:ok, result} = Aggregate.over_property(channel, "Article", "wordCount",
  aggregations: [:sum, :mean, :minimum, :maximum]
)
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    Functions
  


    
      
        count(channel, collection, opts \\ [])

      


        Count objects in a collection.



    


    
      
        execute(channel, request, opts \\ [])

      


        Execute a raw AggregateRequest.



    


    
      
        group_by(channel, collection, property, opts \\ [])

      


        Aggregate with grouping.



    


    
      
        over_property(channel, collection, property, opts \\ [])

      


        Aggregate over a specific property.



    





      


      
        Types


        


  
    
      
    
    
      aggregate_opts()



        
          
        

    

  


  

      

          @type aggregate_opts() :: [
  tenant: String.t(),
  filters: map(),
  group_by: String.t() | [String.t()],
  near_vector: [float()],
  near_text: String.t(),
  aggregations: [atom()],
  limit: non_neg_integer(),
  timeout: non_neg_integer()
]
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      count(channel, collection, opts \\ [])



        
          
        

    

  


  

      

          @spec count(GRPC.Channel.t(), String.t(), aggregate_opts()) ::
  {:ok, struct()} | {:error, WeaviateEx.Error.t()}


      


Count objects in a collection.
Examples
{:ok, result} = Aggregate.count(channel, "Article")
{:ok, result} = Aggregate.count(channel, "Article", tenant: "tenant_a")

  



    

  
    
      
    
    
      execute(channel, request, opts \\ [])



        
          
        

    

  


  

      

          @spec execute(GRPC.Channel.t(), struct(), keyword()) ::
  {:ok, struct()} | {:error, WeaviateEx.Error.t()}


      


Execute a raw AggregateRequest.
Examples
request = %AggregateRequest{
  collection: "Article",
  count_by_meta: true
}
{:ok, result} = Aggregate.execute(channel, request)

  



    

  
    
      
    
    
      group_by(channel, collection, property, opts \\ [])



        
          
        

    

  


  

      

          @spec group_by(GRPC.Channel.t(), String.t(), String.t(), aggregate_opts()) ::
  {:ok, struct()} | {:error, WeaviateEx.Error.t()}


      


Aggregate with grouping.
Examples
{:ok, result} = Aggregate.group_by(channel, "Article", "category",
  aggregations: [:count]
)

  



    

  
    
      
    
    
      over_property(channel, collection, property, opts \\ [])



        
          
        

    

  


  

      

          @spec over_property(GRPC.Channel.t(), String.t(), String.t(), aggregate_opts()) ::
  {:ok, struct()} | {:error, WeaviateEx.Error.t()}


      


Aggregate over a specific property.
Options
	:aggregations - List of aggregation types to compute	For numbers: :count, :sum, :mean, :median, :mode, :minimum, :maximum
	For text: :count, :top_occurrences
	For boolean: :count, :total_true, :total_false, :percentage_true, :percentage_false



Examples
{:ok, result} = Aggregate.over_property(channel, "Article", "wordCount",
  aggregations: [:sum, :mean, :minimum, :maximum]
)
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WeaviateEx.GRPC.Services.Batch 
    



      
gRPC Batch service for bulk operations.
This module provides high-level functions for batch insert, update,
and delete operations using gRPC. Supports both unary and streaming modes.
Usage
{:ok, channel} = WeaviateEx.GRPC.Channel.connect(config)

objects = [
  %{collection: "Article", properties: %{title: "First"}},
  %{collection: "Article", properties: %{title: "Second"}}
]

{:ok, result} = Batch.insert_objects(channel, objects)

      


      
        Summary


  
    Types
  


    
      
        batch_opts()

      


    


    
      
        batch_ref()

      


    


    
      
        object()

      


    





  
    Functions
  


    
      
        delete_objects(channel, collection, filter, opts \\ [])

      


        Delete multiple objects matching a filter.



    


    
      
        insert_objects(channel, objects, opts \\ [])

      


        Insert multiple objects in a single batch request.



    


    
      
        insert_references(channel, references, opts \\ [])

      


        Insert multiple references in a single batch request.



    


    
      
        parse_result(arg1)

      


        Parse batch result and return failure counts and errors.



    





      


      
        Types


        


  
    
      
    
    
      batch_opts()



        
          
        

    

  


  

      

          @type batch_opts() :: [
  consistency_level: :one | :quorum | :all,
  timeout: non_neg_integer()
]


      



  



  
    
      
    
    
      batch_ref()



        
          
        

    

  


  

      

          @type batch_ref() :: %{
  :from_collection => String.t(),
  :from_uuid => String.t(),
  :from_property => String.t(),
  :to_uuid => String.t(),
  optional(:to_collection) => String.t(),
  optional(:tenant) => String.t()
}


      



  



  
    
      
    
    
      object()



        
          
        

    

  


  

      

          @type object() :: %{
  :collection => String.t(),
  :properties => map(),
  optional(:uuid) => String.t(),
  optional(:vector) => [float()],
  optional(:tenant) => String.t()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      delete_objects(channel, collection, filter, opts \\ [])



        
          
        

    

  


  

      

          @spec delete_objects(GRPC.Channel.t(), String.t(), map(), batch_opts()) ::
  {:ok, struct()} | {:error, WeaviateEx.Error.t()}


      


Delete multiple objects matching a filter.
Examples
filter = %{path: ["category"], operator: :equal, value_text: "old"}

{:ok, result} = Batch.delete_objects(channel, "Article", filter)

  



    

  
    
      
    
    
      insert_objects(channel, objects, opts \\ [])



        
          
        

    

  


  

      

          @spec insert_objects(GRPC.Channel.t(), [object()], batch_opts()) ::
  {:ok, struct()} | {:error, WeaviateEx.Error.t()}


      


Insert multiple objects in a single batch request.
Options
	:consistency_level - Consistency level (:one, :quorum, :all)
	:timeout - Request timeout in milliseconds (default: 90000)

Examples
objects = [
  %{collection: "Article", properties: %{"title" => "First"}},
  %{collection: "Article", properties: %{"title" => "Second"}}
]

{:ok, result} = Batch.insert_objects(channel, objects)

  



    

  
    
      
    
    
      insert_references(channel, references, opts \\ [])



        
          
        

    

  


  

      

          @spec insert_references(GRPC.Channel.t(), [batch_ref()], batch_opts()) ::
  {:ok, struct()} | {:error, WeaviateEx.Error.t()}


      


Insert multiple references in a single batch request.
Examples
refs = [
  %{from_collection: "Article", from_uuid: "uuid1", from_property: "author", to_uuid: "uuid2"},
  %{from_collection: "Article", from_uuid: "uuid3", from_property: "author", to_uuid: "uuid4"}
]

{:ok, result} = Batch.insert_references(channel, refs)

  



  
    
      
    
    
      parse_result(arg1)



        
          
        

    

  


  

      

          @spec parse_result(struct()) :: %{
  failed: non_neg_integer(),
  errors: [map()],
  took_ms: float()
}


      


Parse batch result and return failure counts and errors.
Note: The successful count is not directly available from the gRPC reply.
Use the object count minus failed count to derive successful count.
Examples
{:ok, reply} = Batch.insert_objects(channel, objects)
%{failed: 2, errors: [...]} = Batch.parse_result(reply)
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WeaviateEx.GRPC.Services.BatchStream 
    



      
Bidirectional gRPC streaming for batch operations (Weaviate 1.34+).
This module provides low-level gRPC streaming operations for batch object
and reference insertion. For most use cases, prefer WeaviateEx.Batch.Stream
which provides a higher-level API.
Protocol Flow
	Client sends a Start message to initiate the stream
	Server responds with Started
	Client sends Data messages containing objects/references
	Server responds with Acks (acknowledgments) or Results (final results)
	Server may send Backoff to request slower sending
	Client sends Stop to close the stream
	Server responds with ShuttingDown, then Shutdown

Example
alias WeaviateEx.GRPC.Services.BatchStream

# Open stream
{:ok, stream} = BatchStream.open(channel)

# Send start message
:ok = GRPC.Stub.send_request(stream, BatchStream.start_message())

# Wait for started confirmation
{:ok, reply} = GRPC.Stub.recv(stream)
{:started, _} = BatchStream.parse_reply(reply)

# Send data
objects = [%{uuid: "...", collection: "Test", properties: %{}}]
:ok = GRPC.Stub.send_request(stream, BatchStream.data_message(objects, []))

# Receive results
{:ok, reply} = GRPC.Stub.recv(stream)
{:results, results} = BatchStream.parse_reply(reply)

# Close stream
:ok = GRPC.Stub.send_request(stream, BatchStream.stop_message())

      


      
        Summary


  
    Types
  


    
      
        batch_ref()

      


    


    
      
        batch_result()

      


    


    
      
        consistency_level()

      


    


    
      
        object()

      


    


    
      
        reply()

      


    


    
      
        stream_handle()

      


    





  
    Functions
  


    
      
        build_batch_object(obj)

      


        Builds a BatchObject from a map.



    


    
      
        build_batch_reference(ref)

      


        Builds a BatchReference from a map.



    


    
      
        close(stream)

      


        Closes the batch stream gracefully.



    


    
      
        consistency_level_to_proto(atom)

      


        Converts a consistency level atom to the protobuf enum value.



    


    
      
        data_message(objects, references)

      


        Creates a Data message containing objects and/or references.



    


    
      
        open(channel, opts \\ [])

      


        Opens a bidirectional batch stream on the given gRPC channel.



    


    
      
        parse_reply(batch_stream_reply)

      


        Parses a BatchStreamReply into a more usable format.



    


    
      
        receive_results(stream, timeout \\ 30000)

      


        Receives results from the batch stream.



    


    
      
        send_objects(stream, objects)

      


        Sends objects through an open batch stream.



    


    
      
        send_references(stream, references)

      


        Sends references through an open batch stream.



    


    
      
        start_message(opts \\ [])

      


        Creates a Start message for initiating the batch stream.



    


    
      
        stop_message()

      


        Creates a Stop message for gracefully closing the batch stream.



    





      


      
        Types


        


  
    
      
    
    
      batch_ref()



        
          
        

    

  


  

      

          @type batch_ref() :: map()


      



  



  
    
      
    
    
      batch_result()



        
          
        

    

  


  

      

          @type batch_result() :: %{
  uuid: String.t() | nil,
  beacon: String.t() | nil,
  status: :success | :error,
  error: String.t() | nil
}


      



  



  
    
      
    
    
      consistency_level()



        
          
        

    

  


  

      

          @type consistency_level() :: :all | :quorum | :one | nil


      



  



  
    
      
    
    
      object()



        
          
        

    

  


  

      

          @type object() :: map()


      



  



  
    
      
    
    
      reply()



        
          
        

    

  


  

      

          @type reply() ::
  {:started, map()}
  | {:shutdown, map()}
  | {:shutting_down, map()}
  | {:backoff, %{batch_size: non_neg_integer() | nil}}
  | {:acks, %{uuids: [String.t()], beacons: [String.t()]}}
  | {:results, %{successes: [batch_result()], errors: [batch_result()]}}
  | {:unknown, map()}


      



  



  
    
      
    
    
      stream_handle()



        
          
        

    

  


  

      

          @type stream_handle() :: GRPC.Client.Stream.t()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      build_batch_object(obj)



        
          
        

    

  


  

      

          @spec build_batch_object(object()) :: struct()


      


Builds a BatchObject from a map.

  



  
    
      
    
    
      build_batch_reference(ref)



        
          
        

    

  


  

      

          @spec build_batch_reference(batch_ref()) :: struct()


      


Builds a BatchReference from a map.

  



  
    
      
    
    
      close(stream)



        
          
        

    

  


  

      

          @spec close(stream_handle()) :: :ok | {:error, term()}


      


Closes the batch stream gracefully.
Sends a stop message and waits for the server to acknowledge shutdown.

  



  
    
      
    
    
      consistency_level_to_proto(atom)



        
          
        

    

  


  

      

          @spec consistency_level_to_proto(consistency_level()) :: atom() | nil


      


Converts a consistency level atom to the protobuf enum value.

  



  
    
      
    
    
      data_message(objects, references)



        
          
        

    

  


  

      

          @spec data_message([object()], [batch_ref()]) :: struct()


      


Creates a Data message containing objects and/or references.

  



    

  
    
      
    
    
      open(channel, opts \\ [])



        
          
        

    

  


  

      

          @spec open(
  GRPC.Channel.t(),
  keyword()
) :: {:ok, stream_handle()} | {:error, term()}


      


Opens a bidirectional batch stream on the given gRPC channel.
Options
	:timeout - Stream open timeout in milliseconds (default: 30000)
	:metadata - Additional gRPC metadata headers


  



  
    
      
    
    
      parse_reply(batch_stream_reply)



        
          
        

    

  


  

      

          @spec parse_reply(struct()) :: reply()


      


Parses a BatchStreamReply into a more usable format.

  



    

  
    
      
    
    
      receive_results(stream, timeout \\ 30000)



        
          
        

    

  


  

      

          @spec receive_results(stream_handle(), timeout()) :: {:ok, term()} | {:error, term()}


      


Receives results from the batch stream.
Returns the next reply from the stream, or an error if the stream
is closed or times out.

  



  
    
      
    
    
      send_objects(stream, objects)



        
          
        

    

  


  

      

          @spec send_objects(stream_handle(), [object()]) :: stream_handle()


      


Sends objects through an open batch stream.

  



  
    
      
    
    
      send_references(stream, references)



        
          
        

    

  


  

      

          @spec send_references(stream_handle(), [batch_ref()]) :: stream_handle()


      


Sends references through an open batch stream.

  



    

  
    
      
    
    
      start_message(opts \\ [])



        
          
        

    

  


  

      

          @spec start_message(keyword()) :: struct()


      


Creates a Start message for initiating the batch stream.
Options
	:consistency_level - Consistency level (:all, :quorum, :one)


  



  
    
      
    
    
      stop_message()



        
          
        

    

  


  

      

          @spec stop_message() :: struct()


      


Creates a Stop message for gracefully closing the batch stream.
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gRPC Health service for health checks.
This module provides functions for checking the health status
of the Weaviate gRPC server.
Usage
{:ok, channel} = WeaviateEx.GRPC.Channel.connect(config)

{:ok, :serving} = Health.check(channel)
# or
{:error, :not_serving} = Health.check(channel)

      


      
        Summary


  
    Types
  


    
      
        health_opts()

      


    





  
    Functions
  


    
      
        check(channel, opts \\ [])

      


        Check the health status of the Weaviate gRPC server.



    


    
      
        healthy?(channel, opts \\ [])

      


        Check if the server is healthy (returns boolean).



    


    
      
        ping(channel, opts \\ [])

      


        Ping the gRPC server to verify connectivity.



    


    
      
        wait_for_ready(channel, opts \\ [])

      


        Wait for the server to become healthy.



    





      


      
        Types


        


  
    
      
    
    
      health_opts()



        
          
        

    

  


  

      

          @type health_opts() :: [timeout: non_neg_integer(), service: String.t()]


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      check(channel, opts \\ [])



        
          
        

    

  


  

      

          @spec check(GRPC.Channel.t(), health_opts()) ::
  {:ok, :serving} | {:error, WeaviateEx.Error.t()}


      


Check the health status of the Weaviate gRPC server.
Returns :serving if the server is healthy, otherwise an error.
Options
	:timeout - Request timeout in milliseconds (default: 5000)
	:service - Service name to check (default: "")

Examples
{:ok, :serving} = Health.check(channel)
{:error, %Error{type: :service_unavailable}} = Health.check(channel)

  



    

  
    
      
    
    
      healthy?(channel, opts \\ [])



        
          
        

    

  


  

      

          @spec healthy?(GRPC.Channel.t(), health_opts()) :: boolean()


      


Check if the server is healthy (returns boolean).
Examples
true = Health.healthy?(channel)
false = Health.healthy?(channel)

  



    

  
    
      
    
    
      ping(channel, opts \\ [])



        
          
        

    

  


  

      

          @spec ping(
  GRPC.Channel.t() | nil,
  keyword()
) :: :ok | {:error, term()}


      


Ping the gRPC server to verify connectivity.
This is a lightweight check that returns :ok if the server responds,
{:error, reason} otherwise. Use this for quick connection verification
at startup or for heartbeat checks.
Options
	:timeout - Request timeout in milliseconds (default: 5000)

Examples
:ok = Health.ping(channel)
{:error, reason} = Health.ping(nil)

  



    

  
    
      
    
    
      wait_for_ready(channel, opts \\ [])



        
          
        

    

  


  

      

          @spec wait_for_ready(
  GRPC.Channel.t(),
  keyword()
) :: :ok | {:error, :timeout | WeaviateEx.Error.t()}


      


Wait for the server to become healthy.
Polls the health endpoint until the server is serving or timeout is reached.
Options
	:timeout - Total timeout in milliseconds (default: 30000)
	:interval - Polling interval in milliseconds (default: 1000)

Examples
:ok = Health.wait_for_ready(channel, timeout: 60_000)
{:error, :timeout} = Health.wait_for_ready(channel, timeout: 5_000)
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gRPC Search service for vector queries.
This module provides high-level functions for performing vector searches
against Weaviate using gRPC, including generative search (RAG) support.
Usage
{:ok, channel} = WeaviateEx.GRPC.Channel.connect(config)

{:ok, results} = Search.near_vector(channel, "Article", [0.1, 0.2, ...],
  limit: 10,
  return_properties: ["title", "content"]
)
Generative Search
{:ok, results} = Search.near_text(channel, "Article", "machine learning",
  generative: %{
    single_prompt: "Summarize this article: {content}",
    provider: :openai,
    model: "gpt-4"
  }
)

      


      
        Summary


  
    Types
  


    
      
        search_opts()

      


    





  
    Functions
  


    
      
        bm25(channel, collection, query, opts \\ [])

      


        Perform a BM25 keyword search.



    


    
      
        execute(channel, request, opts \\ [])

      


        Execute a raw SearchRequest.



    


    
      
        hybrid(channel, collection, query, opts \\ [])

      


        Perform a hybrid search combining vector and keyword search.



    


    
      
        near_image(channel, collection, near_image, opts \\ [])

      


        Perform a multimodal image search.



    


    
      
        near_media(channel, collection, near_media, opts \\ [])

      


        Perform a multimodal media search (audio, video, depth, thermal, IMU).



    


    
      
        near_object(channel, collection, object_id, opts \\ [])

      


        Perform a search for objects similar to a given object.



    


    
      
        near_text(channel, collection, query, opts \\ [])

      


        Perform a text-based vector search using a text-to-vector model.



    


    
      
        near_vector(channel, collection, vector, opts \\ [])

      


        Perform a vector similarity search.



    


    
      
        search(channel, collection, request, opts \\ [])

      


        Perform a generic search with a filter request map.



    





      


      
        Types


        


  
    
      
    
    
      search_opts()



        
          
        

    

  


  

      

          @type search_opts() :: [
  limit: non_neg_integer(),
  offset: non_neg_integer(),
  return_properties: [String.t()],
  return_references: [WeaviateEx.Query.QueryReference.t()],
  return_metadata: [atom()],
  filters: map(),
  group_by: WeaviateEx.Query.GroupBy.t(),
  tenant: String.t(),
  certainty: float(),
  distance: float(),
  move_to: map(),
  move_away: map(),
  target_vectors: WeaviateEx.Query.TargetVectors.t(),
  bm25_search_operator: map(),
  max_vector_distance: float(),
  fusion_type: atom(),
  after: String.t(),
  sort: list(),
  autocut: non_neg_integer(),
  generative: WeaviateEx.GRPC.Generative.config()
]


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      bm25(channel, collection, query, opts \\ [])



        
          
        

    

  


  

      

          @spec bm25(GRPC.Channel.t(), String.t(), String.t(), search_opts()) ::
  {:ok, struct()} | {:error, WeaviateEx.Error.t()}


      


Perform a BM25 keyword search.
Options
	:properties - List of properties to search in

Examples
{:ok, results} = Search.bm25(channel, "Article", "machine learning",
  properties: ["title", "content"],
  limit: 10
)

  



    

  
    
      
    
    
      execute(channel, request, opts \\ [])



        
          
        

    

  


  

      

          @spec execute(GRPC.Channel.t(), struct(), keyword()) ::
  {:ok, struct()} | {:error, WeaviateEx.Error.t()}


      


Execute a raw SearchRequest.
Useful for complex queries that need full control over the request.
Examples
request = %SearchRequest{
  collection: "Article",
  limit: 10,
  near_vector: %NearVector{vector_bytes: <<...>>}
}
{:ok, results} = Search.execute(channel, request)

  



    

  
    
      
    
    
      hybrid(channel, collection, query, opts \\ [])



        
          
        

    

  


  

      

          @spec hybrid(GRPC.Channel.t(), String.t(), String.t(), search_opts()) ::
  {:ok, struct()} | {:error, WeaviateEx.Error.t()}


      


Perform a hybrid search combining vector and keyword search.
Options
	:alpha - Weight between vector (1.0) and keyword (0.0) search
	:fusion_type - Fusion algorithm (:ranked or :relative_score)
	:properties - Properties to search for BM25

Examples
{:ok, results} = Search.hybrid(channel, "Article", "machine learning",
  alpha: 0.5,
  limit: 10
)

  



    

  
    
      
    
    
      near_image(channel, collection, near_image, opts \\ [])



        
          
        

    

  


  

      

          @spec near_image(
  GRPC.Channel.t(),
  String.t(),
  WeaviateEx.Query.NearImage.t(),
  search_opts()
) ::
  {:ok, struct()} | {:error, WeaviateEx.Error.t()}


      


Perform a multimodal image search.
Options
	:limit - Maximum number of results (default: 10)
	:offset - Number of results to skip
	:return_properties - List of property names to return
	:return_metadata - List of metadata fields (e.g., [:uuid, :distance, :vector])
	:tenant - Tenant name for multi-tenant collections


  



    

  
    
      
    
    
      near_media(channel, collection, near_media, opts \\ [])



        
          
        

    

  


  

      

          @spec near_media(
  GRPC.Channel.t(),
  String.t(),
  WeaviateEx.Query.NearMedia.t(),
  search_opts()
) ::
  {:ok, struct()} | {:error, WeaviateEx.Error.t()}


      


Perform a multimodal media search (audio, video, depth, thermal, IMU).

  



    

  
    
      
    
    
      near_object(channel, collection, object_id, opts \\ [])



        
          
        

    

  


  

      

          @spec near_object(GRPC.Channel.t(), String.t(), String.t(), search_opts()) ::
  {:ok, struct()} | {:error, WeaviateEx.Error.t()}


      


Perform a search for objects similar to a given object.
Examples
{:ok, results} = Search.near_object(channel, "Article", "uuid-of-object",
  limit: 10
)

  



    

  
    
      
    
    
      near_text(channel, collection, query, opts \\ [])



        
          
        

    

  


  

      

          @spec near_text(
  GRPC.Channel.t(),
  String.t(),
  String.t() | [String.t()],
  search_opts()
) ::
  {:ok, struct()} | {:error, WeaviateEx.Error.t()}


      


Perform a text-based vector search using a text-to-vector model.
Options
	:move_to - Concepts to move towards
	:move_away - Concepts to move away from
	Plus all options from near_vector/4

Examples
{:ok, results} = Search.near_text(channel, "Article", "machine learning",
  limit: 10
)

  



    

  
    
      
    
    
      near_vector(channel, collection, vector, opts \\ [])



        
          
        

    

  


  

      

          @spec near_vector(GRPC.Channel.t(), String.t(), [float()], search_opts()) ::
  {:ok, struct()} | {:error, WeaviateEx.Error.t()}


      


Perform a vector similarity search.
Options
	:limit - Maximum number of results (default: 10)
	:offset - Number of results to skip
	:return_properties - List of property names to return
	:return_metadata - List of metadata fields (e.g., [:uuid, :distance, :vector])
	:tenant - Tenant name for multi-tenant collections
	:certainty - Minimum certainty threshold (0.0 to 1.0)
	:distance - Maximum distance threshold

Examples
{:ok, results} = Search.near_vector(channel, "Article", vector,
  limit: 10,
  return_properties: ["title", "content"]
)

  



    

  
    
      
    
    
      search(channel, collection, request, opts \\ [])



        
          
        

    

  


  

      

          @spec search(GRPC.Channel.t(), String.t(), map(), keyword()) ::
  {:ok, struct()} | {:error, WeaviateEx.Error.t()}


      


Perform a generic search with a filter request map.
This is a lower-level function used by the Debug module for protocol comparison.
Options
	:metadata - gRPC metadata headers

Examples
request = %{collection: "Article", filters: %{...}, limit: 1}
{:ok, results} = Search.search(channel, "Article", request, metadata: metadata)
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gRPC Tenants service for multi-tenancy operations.
This module provides high-level functions for managing tenants
in multi-tenant Weaviate collections using gRPC.
Usage
{:ok, channel} = WeaviateEx.GRPC.Channel.connect(config)

{:ok, tenants} = Tenants.list(channel, "Article")
{:ok, tenant} = Tenants.get(channel, "Article", "tenant_a")

      


      
        Summary


  
    Types
  


    
      
        tenant_opts()

      


    





  
    Functions
  


    
      
        exists?(channel, collection, tenant_name, opts \\ [])

      


        Check if a tenant exists.



    


    
      
        get(channel, collection, tenant_names, opts \\ [])

      


        Get specific tenants by name.



    


    
      
        list(channel, collection, opts \\ [])

      


        List all tenants for a collection.



    


    
      
        parse_status(arg1)

      


        Parse tenant activity status.



    





      


      
        Types


        


  
    
      
    
    
      tenant_opts()



        
          
        

    

  


  

      

          @type tenant_opts() :: [timeout: non_neg_integer(), api_key: String.t() | nil]


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      exists?(channel, collection, tenant_name, opts \\ [])



        
          
        

    

  


  

      

          @spec exists?(GRPC.Channel.t(), String.t(), String.t(), tenant_opts()) ::
  {:ok, boolean()} | {:error, WeaviateEx.Error.t()}


      


Check if a tenant exists.
Examples
{:ok, exists} = Tenants.exists?(channel, "Article", "tenant_a")

  



    

  
    
      
    
    
      get(channel, collection, tenant_names, opts \\ [])



        
          
        

    

  


  

      

          @spec get(GRPC.Channel.t(), String.t(), String.t() | [String.t()], tenant_opts()) ::
  {:ok, struct()} | {:error, WeaviateEx.Error.t()}


      


Get specific tenants by name.
Examples
{:ok, reply} = Tenants.get(channel, "Article", ["tenant_a", "tenant_b"])
{:ok, reply} = Tenants.get(channel, "Article", "tenant_a")

  



    

  
    
      
    
    
      list(channel, collection, opts \\ [])



        
          
        

    

  


  

      

          @spec list(GRPC.Channel.t(), String.t(), tenant_opts()) ::
  {:ok, struct()} | {:error, WeaviateEx.Error.t()}


      


List all tenants for a collection.
Examples
{:ok, reply} = Tenants.list(channel, "Article")
tenants = reply.tenants

  



  
    
      
    
    
      parse_status(arg1)



        
          
        

    

  


  

      

          @spec parse_status(atom() | integer()) :: atom()


      


Parse tenant activity status.
Examples
status = Tenants.parse_status(:TENANT_ACTIVITY_STATUS_HOT)
# => :hot
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WeaviateEx.Generative.Config 
    



      
Typed configuration structs for each generative AI provider.
Each provider has its own struct with provider-specific parameters.
Use the factory functions to create configurations:
Examples
# OpenAI with all options
config = Config.openai(
  model: "gpt-4",
  temperature: 0.7,
  max_tokens: 500,
  frequency_penalty: 0.5
)

# Azure OpenAI
config = Config.azure_openai(
  model: "gpt-4",
  deployment_id: "my-deployment",
  resource_name: "my-resource"
)

# Anthropic Claude
config = Config.anthropic(
  model: "claude-3-5-sonnet-20241022",
  max_tokens: 1000,
  top_k: 40
)

# Use with generative query
Generative.single_prompt(client, "Article", "Summarize {title}",
  provider_config: config
)
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    Types
  


    
      
        config()

      


    





  
    Functions
  


    
      
        anthropic(opts \\ [])

      


        Create Anthropic configuration



    


    
      
        anyscale(opts \\ [])

      


        Create Anyscale configuration



    


    
      
        aws_bedrock(opts \\ [])

      


        Create AWS Bedrock configuration



    


    
      
        aws_sagemaker(opts \\ [])

      


        Create AWS SageMaker configuration



    


    
      
        azure_openai(opts \\ [])

      


        Create Azure OpenAI configuration



    


    
      
        cohere(opts \\ [])

      


        Create Cohere configuration



    


    
      
        contextualai(opts \\ [])

      


        Create ContextualAI configuration



    


    
      
        databricks(opts \\ [])

      


        Create Databricks configuration



    


    
      
        friendliai(opts \\ [])

      


        Create FriendliAI configuration



    


    
      
        google_gemini(opts \\ [])

      


        Create Google Gemini configuration



    


    
      
        google_vertex(opts \\ [])

      


        Create Google Vertex AI configuration



    


    
      
        mistral(opts \\ [])

      


        Create Mistral configuration



    


    
      
        nvidia(opts \\ [])

      


        Create NVIDIA configuration



    


    
      
        ollama(opts \\ [])

      


        Create Ollama configuration



    


    
      
        openai(opts \\ [])

      


        Create OpenAI configuration



    


    
      
        provider_name(arg1)

      


        Get provider name from config struct



    


    
      
        to_graphql_params(config)

      


        Convert config to GraphQL parameters map



    


    
      
        xai(opts \\ [])

      


        Create XAI (Grok) configuration



    





      


      
        Types


        


  
    
      
    
    
      config()



        
          
        

    

  


  

      

          @type config() ::
  WeaviateEx.Generative.Config.OpenAI.t()
  | WeaviateEx.Generative.Config.Anthropic.t()
  | WeaviateEx.Generative.Config.Cohere.t()
  | WeaviateEx.Generative.Config.AWS.t()
  | WeaviateEx.Generative.Config.Google.t()
  | WeaviateEx.Generative.Config.Mistral.t()
  | WeaviateEx.Generative.Config.Ollama.t()
  | WeaviateEx.Generative.Config.XAI.t()
  | WeaviateEx.Generative.Config.ContextualAI.t()
  | WeaviateEx.Generative.Config.Nvidia.t()
  | WeaviateEx.Generative.Config.Databricks.t()
  | WeaviateEx.Generative.Config.FriendliAI.t()
  | WeaviateEx.Generative.Config.Anyscale.t()


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      anthropic(opts \\ [])



        
          
        

    

  


  

      

          @spec anthropic(keyword()) :: WeaviateEx.Generative.Config.Anthropic.t()


      


Create Anthropic configuration

  



    

  
    
      
    
    
      anyscale(opts \\ [])



        
          
        

    

  


  

      

          @spec anyscale(keyword()) :: WeaviateEx.Generative.Config.Anyscale.t()


      


Create Anyscale configuration

  



    

  
    
      
    
    
      aws_bedrock(opts \\ [])



        
          
        

    

  


  

      

          @spec aws_bedrock(keyword()) :: WeaviateEx.Generative.Config.AWS.t()


      


Create AWS Bedrock configuration

  



    

  
    
      
    
    
      aws_sagemaker(opts \\ [])



        
          
        

    

  


  

      

          @spec aws_sagemaker(keyword()) :: WeaviateEx.Generative.Config.AWS.t()


      


Create AWS SageMaker configuration

  



    

  
    
      
    
    
      azure_openai(opts \\ [])



        
          
        

    

  


  

      

          @spec azure_openai(keyword()) :: WeaviateEx.Generative.Config.OpenAI.t()


      


Create Azure OpenAI configuration

  



    

  
    
      
    
    
      cohere(opts \\ [])



        
          
        

    

  


  

      

          @spec cohere(keyword()) :: WeaviateEx.Generative.Config.Cohere.t()


      


Create Cohere configuration

  



    

  
    
      
    
    
      contextualai(opts \\ [])



        
          
        

    

  


  

      

          @spec contextualai(keyword()) :: WeaviateEx.Generative.Config.ContextualAI.t()


      


Create ContextualAI configuration

  



    

  
    
      
    
    
      databricks(opts \\ [])



        
          
        

    

  


  

      

          @spec databricks(keyword()) :: WeaviateEx.Generative.Config.Databricks.t()


      


Create Databricks configuration

  



    

  
    
      
    
    
      friendliai(opts \\ [])



        
          
        

    

  


  

      

          @spec friendliai(keyword()) :: WeaviateEx.Generative.Config.FriendliAI.t()


      


Create FriendliAI configuration

  



    

  
    
      
    
    
      google_gemini(opts \\ [])



        
          
        

    

  


  

      

          @spec google_gemini(keyword()) :: WeaviateEx.Generative.Config.Google.t()


      


Create Google Gemini configuration

  



    

  
    
      
    
    
      google_vertex(opts \\ [])



        
          
        

    

  


  

      

          @spec google_vertex(keyword()) :: WeaviateEx.Generative.Config.Google.t()


      


Create Google Vertex AI configuration

  



    

  
    
      
    
    
      mistral(opts \\ [])



        
          
        

    

  


  

      

          @spec mistral(keyword()) :: WeaviateEx.Generative.Config.Mistral.t()


      


Create Mistral configuration

  



    

  
    
      
    
    
      nvidia(opts \\ [])



        
          
        

    

  


  

      

          @spec nvidia(keyword()) :: WeaviateEx.Generative.Config.Nvidia.t()


      


Create NVIDIA configuration

  



    

  
    
      
    
    
      ollama(opts \\ [])



        
          
        

    

  


  

      

          @spec ollama(keyword()) :: WeaviateEx.Generative.Config.Ollama.t()


      


Create Ollama configuration

  



    

  
    
      
    
    
      openai(opts \\ [])



        
          
        

    

  


  

      

          @spec openai(keyword()) :: WeaviateEx.Generative.Config.OpenAI.t()


      


Create OpenAI configuration

  



  
    
      
    
    
      provider_name(arg1)



        
          
        

    

  


  

      

          @spec provider_name(config()) :: atom()


      


Get provider name from config struct

  



  
    
      
    
    
      to_graphql_params(config)



        
          
        

    

  


  

      

          @spec to_graphql_params(config()) :: map()


      


Convert config to GraphQL parameters map

  



    

  
    
      
    
    
      xai(opts \\ [])



        
          
        

    

  


  

      

          @spec xai(keyword()) :: WeaviateEx.Generative.Config.XAI.t()


      


Create XAI (Grok) configuration
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AWS Bedrock/SageMaker generative configuration
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    Types
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          @type t() :: %WeaviateEx.Generative.Config.AWS{
  endpoint: String.t() | nil,
  max_tokens: integer() | nil,
  model: String.t() | nil,
  region: String.t() | nil,
  service: String.t() | nil,
  stop_sequences: [String.t()] | nil,
  target_model: String.t() | nil,
  target_variant: String.t() | nil,
  temperature: float() | nil,
  top_k: integer() | nil,
  top_p: float() | nil
}
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Anthropic Claude generative configuration
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    Types
  


    
      
        t()
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          @type t() :: %WeaviateEx.Generative.Config.Anthropic{
  base_url: String.t() | nil,
  max_tokens: integer() | nil,
  model: String.t() | nil,
  stop_sequences: [String.t()] | nil,
  temperature: float() | nil,
  top_k: integer() | nil,
  top_p: float() | nil
}
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Anyscale generative configuration
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    Types
  


    
      
        t()
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          @type t() :: %WeaviateEx.Generative.Config.Anyscale{
  base_url: String.t() | nil,
  max_tokens: integer() | nil,
  model: String.t() | nil,
  temperature: float() | nil,
  top_p: float() | nil
}


      



  


        

      


  

  
    
    WeaviateEx.Generative.Config.Cohere - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.Generative.Config.Cohere 
    



      
Cohere generative configuration
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    Types
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          @type t() :: %WeaviateEx.Generative.Config.Cohere{
  base_url: String.t() | nil,
  k: integer() | nil,
  max_tokens: integer() | nil,
  model: String.t() | nil,
  p: float() | nil,
  presence_penalty: float() | nil,
  stop_sequences: [String.t()] | nil,
  temperature: float() | nil
}
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ContextualAI generative configuration

      


      
        Summary


  
    Types
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          @type t() :: %WeaviateEx.Generative.Config.ContextualAI{
  avoid_commentary: boolean() | nil,
  knowledge: [String.t()] | nil,
  max_new_tokens: integer() | nil,
  max_tokens: integer() | nil,
  model: String.t() | nil,
  system_prompt: String.t() | nil,
  temperature: float() | nil,
  top_p: float() | nil
}
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Databricks generative configuration

      


      
        Summary


  
    Types
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          @type t() :: %WeaviateEx.Generative.Config.Databricks{
  endpoint: String.t() | nil,
  frequency_penalty: float() | nil,
  log_probs: boolean() | nil,
  max_tokens: integer() | nil,
  model: String.t() | nil,
  n: integer() | nil,
  presence_penalty: float() | nil,
  stop: [String.t()] | nil,
  temperature: float() | nil,
  top_log_probs: integer() | nil,
  top_p: float() | nil
}


      



  


        

      


  

  
    
    WeaviateEx.Generative.Config.FriendliAI - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.Generative.Config.FriendliAI 
    



      
FriendliAI generative configuration
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          @type t() :: %WeaviateEx.Generative.Config.FriendliAI{
  base_url: String.t() | nil,
  max_tokens: integer() | nil,
  model: String.t() | nil,
  n: integer() | nil,
  temperature: float() | nil,
  top_p: float() | nil
}
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Google Vertex AI/Gemini generative configuration
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    Types
  


    
      
        t()
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      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Generative.Config.Google{
  api_endpoint: String.t() | nil,
  endpoint_id: String.t() | nil,
  frequency_penalty: float() | nil,
  max_tokens: integer() | nil,
  model: String.t() | nil,
  presence_penalty: float() | nil,
  project_id: String.t() | nil,
  region: String.t() | nil,
  stop_sequences: [String.t()] | nil,
  temperature: float() | nil,
  top_k: integer() | nil,
  top_p: float() | nil
}
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Mistral generative configuration
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    Types
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      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Generative.Config.Mistral{
  base_url: String.t() | nil,
  max_tokens: integer() | nil,
  model: String.t() | nil,
  temperature: float() | nil,
  top_p: float() | nil
}
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NVIDIA NIM generative configuration
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    Types
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      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Generative.Config.Nvidia{
  base_url: String.t() | nil,
  max_tokens: integer() | nil,
  model: String.t() | nil,
  temperature: float() | nil,
  top_p: float() | nil
}
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Ollama (local) generative configuration

      


      
        Summary


  
    Types
  


    
      
        t()
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      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Generative.Config.Ollama{
  api_endpoint: String.t() | nil,
  max_tokens: integer() | nil,
  model: String.t() | nil,
  temperature: float() | nil,
  top_p: float() | nil
}
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OpenAI/Azure OpenAI generative configuration

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Generative.Config.OpenAI{
  api_version: String.t() | nil,
  base_url: String.t() | nil,
  deployment_id: String.t() | nil,
  frequency_penalty: float() | nil,
  is_azure: boolean(),
  max_tokens: integer() | nil,
  model: String.t() | nil,
  presence_penalty: float() | nil,
  reasoning_effort: :minimal | :low | :medium | :high | nil,
  resource_name: String.t() | nil,
  stop: [String.t()] | nil,
  temperature: float() | nil,
  top_p: float() | nil,
  verbosity: :low | :medium | :high | nil
}
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XAI (Grok) generative configuration

      


      
        Summary


  
    Types
  


    
      
        t()
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      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Generative.Config.XAI{
  base_url: String.t() | nil,
  max_tokens: integer() | nil,
  model: String.t() | nil,
  temperature: float() | nil,
  top_p: float() | nil
}
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WeaviateEx.Generative.Parameters 
    



      
Parameters for generative queries with multimodal support.
Use these structs to create typed generation parameters including
support for images and advanced options like metadata and debug.
Examples
# Basic single prompt
param = Parameters.single_prompt("Summarize: {content}")

# With metadata and debug
param = Parameters.single_prompt("Summarize: {content}",
  metadata: true,
  debug: true
)

# Multimodal with external images
param = Parameters.single_prompt("Describe this image",
  images: [base64_image_data]
)

# Use image properties from objects
param = Parameters.grouped_task("Compare products",
  image_properties: ["product_image"],
  non_blob_properties: ["name", "price"]
)

      


      
        Summary


  
    Types
  


    
      
        params()

      


    





  
    Functions
  


    
      
        grouped_task(prompt, opts \\ [])

      


        Create a grouped task parameter object.



    


    
      
        single_prompt(prompt, opts \\ [])

      


        Create a single prompt parameter object.



    


    
      
        to_graphql_clause(param)

      


        Convert parameters to GraphQL generate clause.



    


    
      
        to_query_options(param)

      


        Extract query options from parameters.



    





      


      
        Types


        


  
    
      
    
    
      params()



        
          
        

    

  


  

      

          @type params() ::
  WeaviateEx.Generative.Parameters.SinglePrompt.t()
  | WeaviateEx.Generative.Parameters.GroupedTask.t()


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      grouped_task(prompt, opts \\ [])



        
          
        

    

  


  

      

          @spec grouped_task(
  String.t(),
  keyword()
) :: WeaviateEx.Generative.Parameters.GroupedTask.t()


      


Create a grouped task parameter object.
Parameters
	prompt - The generation prompt
	opts - Options (same as single_prompt, except no debug option)

Examples
param = Parameters.grouped_task("Compare these articles about {title}")

  



    

  
    
      
    
    
      single_prompt(prompt, opts \\ [])



        
          
        

    

  


  

      

          @spec single_prompt(
  String.t(),
  keyword()
) :: WeaviateEx.Generative.Parameters.SinglePrompt.t()


      


Create a single prompt parameter object.
Parameters
	prompt - The generation prompt with optional {property} interpolation
	opts - Options:	:images - List of base64-encoded images or file paths
	:image_properties - Object properties containing images
	:non_blob_properties - Properties to include (excluding blobs)
	:metadata - Return generation metadata (default: false)
	:debug - Return debug info including full prompt (default: false)



Examples
# Basic prompt
param = Parameters.single_prompt("Summarize: {content}")

# With options
param = Parameters.single_prompt("Describe this",
  images: ["base64data..."],
  metadata: true,
  debug: true
)

  



  
    
      
    
    
      to_graphql_clause(param)



        
          
        

    

  


  

      

          @spec to_graphql_clause(params()) :: String.t()


      


Convert parameters to GraphQL generate clause.
Examples
param = Parameters.single_prompt("Summarize {title}")
clause = Parameters.to_graphql_clause(param)
# => "singleResult: { prompt: """Summarize {title}""" }"

  



  
    
      
    
    
      to_query_options(param)



        
          
        

    

  


  

      

          @spec to_query_options(params()) :: keyword()


      


Extract query options from parameters.
Returns keyword list of options that should be passed to the query.
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Parameters for grouped task generation

      


      
        Summary
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          @type t() :: %WeaviateEx.Generative.Parameters.GroupedTask{
  image_properties: [String.t()] | nil,
  images: [String.t()] | nil,
  metadata: boolean(),
  non_blob_properties: [String.t()] | nil,
  prompt: String.t()
}
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Parameters for single prompt generation
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          @type t() :: %WeaviateEx.Generative.Parameters.SinglePrompt{
  debug: boolean(),
  image_properties: [String.t()] | nil,
  images: [String.t()] | nil,
  metadata: boolean(),
  non_blob_properties: [String.t()] | nil,
  prompt: String.t()
}
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Typed result structures for generative queries.
These structs provide structured access to generation results including:
	Generated text
	Provider-specific metadata (tokens, latency)
	Debug information (full prompt)
	Error handling

Examples
# Parse a generative response
result = Result.ResponseParser.parse(response, "Article")

# Access single prompt results
for obj <- result.objects do
  IO.puts(obj.generative.text)
  IO.inspect(obj.generative.metadata)
end

# Access grouped task result
IO.puts(result.generative.text)
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Object with associated generative result
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    Types
  


    
      
        t()
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      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Generative.Result.GenerativeObject{
  collection: String.t() | nil,
  generative: WeaviateEx.Generative.Result.Single.t() | nil,
  properties: map(),
  references: map() | nil,
  uuid: String.t() | nil,
  vector: map() | nil
}
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Full return type for generative queries
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          @type t() :: %WeaviateEx.Generative.Result.GenerativeReturn{
  generative: WeaviateEx.Generative.Result.Grouped.t() | nil,
  objects: [WeaviateEx.Generative.Result.GenerativeObject.t()]
}
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WeaviateEx.Generative.Result.Grouped 
    



      
Result for grouped task generation
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          @type t() :: %WeaviateEx.Generative.Result.Grouped{
  error: String.t() | nil,
  metadata: map() | nil,
  text: String.t() | nil
}
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Parser for generative API responses
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        Parse a generative response into typed structs.
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          @spec parse(map(), String.t()) :: WeaviateEx.Generative.Result.GenerativeReturn.t()


      


Parse a generative response into typed structs.
Parameters
	response - The raw API response map
	collection - The collection name to extract results from

Returns
  A GenerativeReturn struct with parsed objects and grouped result
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Result for single prompt generation per object
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          @type debug_info() :: %{full_prompt: String.t()}
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          @type t() :: %WeaviateEx.Generative.Result.Single{
  debug: debug_info() | nil,
  error: String.t() | nil,
  metadata: map() | nil,
  text: String.t() | nil
}
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OIDC Group representation.
Groups are used in Weaviate when OIDC authentication is enabled.
Users authenticated via OIDC can belong to groups, and roles can be
assigned to these groups.
Examples
%Group{
  name: "engineering",
  roles: ["developer", "viewer"]
}
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        Decode a group from API response.
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          @type t() :: %WeaviateEx.Groups.Group{name: String.t(), roles: [String.t()]}
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          @spec from_api(map()) :: {:ok, t()}


      


Decode a group from API response.
Examples
{:ok, group} = Group.from_api(%{
  "name" => "engineering",
  "roles" => ["developer"]
})
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Health check utilities for Weaviate connections.
Provides functions to validate connectivity and perform health checks
against Weaviate instances with configurable strictness.
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        alive?()

      


    


    
      
        alive?(client)

      


        Check if Weaviate is alive (liveness probe).



    


    
      
        check_connection(opts \\ [])

      


        Checks connection to Weaviate without raising errors.



    


    
      
        ready?()

      


    


    
      
        ready?(client)

      


        Check if Weaviate is ready (readiness probe).



    


    
      
        validate_connection!(opts \\ [])

      


        Validates connection to Weaviate with configurable strictness.



    


    
      
        wait_until_ready(opts \\ [])

      


        Waits for Weaviate to become ready.
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          @type health_result() :: {:ok, map()} | {:error, term()}
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          @type strict_mode() :: :strict | :relaxed
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          @spec alive?() :: {:ok, boolean()}
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          @spec alive?(WeaviateEx.Client.t()) :: {:ok, boolean()}


      


Check if Weaviate is alive (liveness probe).
Uses the /.well-known/live endpoint for Kubernetes compatibility.
Returns {:ok, true} if alive, {:ok, false} otherwise.
With Client
{:ok, true} = Health.alive?(client)
Without Client (uses default WeaviateEx config)
{:ok, true} = Health.alive?()
This endpoint indicates whether the Weaviate process is running.
A failed liveness check means the container should be restarted.
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          @spec check_connection(Keyword.t()) :: health_result()


      


Checks connection to Weaviate without raising errors.
Returns {:ok, meta} if connected, {:error, reason} otherwise.
Examples
case WeaviateEx.Health.check_connection() do
  {:ok, meta} -> IO.puts("Connected to Weaviate v#{meta["version"]}")
  {:error, reason} -> IO.puts("Not connected: #{inspect(reason)}")
end

  



  
    
      
    
    
      ready?()



        
          
        

    

  


  

      

          @spec ready?() :: {:ok, boolean()}
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          @spec ready?(WeaviateEx.Client.t()) :: {:ok, boolean()}


      


Check if Weaviate is ready (readiness probe).
Uses the /.well-known/ready endpoint for Kubernetes compatibility.
Returns {:ok, true} if ready, {:ok, false} otherwise.
With Client
{:ok, true} = Health.ready?(client)
Without Client (uses default WeaviateEx config)
{:ok, true} = Health.ready?()
This endpoint indicates whether Weaviate is ready to receive traffic.
A failed readiness check means the container should not receive requests.
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          @spec validate_connection!(Keyword.t()) :: :ok | {:error, term()}


      


Validates connection to Weaviate with configurable strictness.
Options
	:strict - (default: true) If true, raises on connection failure.
If false, logs a warning and returns the error.
	:timeout - Connection timeout in milliseconds (default: 5000)
	:retries - Number of retry attempts (default: 0)
	:retry_delay - Delay between retries in milliseconds (default: 1000)

Examples
# Strict mode (default) - raises on failure
WeaviateEx.Health.validate_connection!()

# Relaxed mode - returns error without raising
WeaviateEx.Health.validate_connection!(strict: false)

# With retries
WeaviateEx.Health.validate_connection!(retries: 3, retry_delay: 2000)
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          @spec wait_until_ready(Keyword.t()) :: :ok | {:error, :timeout}


      


Waits for Weaviate to become ready.
Useful for startup scripts and testing.
Options
	:timeout - Total wait timeout in milliseconds (default: 30000)
	:check_interval - Time between checks in milliseconds (default: 1000)

Examples
# Wait up to 30 seconds
WeaviateEx.Health.wait_until_ready()

# Wait up to 60 seconds with 2 second intervals
WeaviateEx.Health.wait_until_ready(timeout: 60000, check_interval: 2000)
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Collection iterator for cursor-based pagination.
Provides a way to iterate through all objects in a collection
using cursor-based pagination, which is more efficient than
offset-based pagination for large collections.
Examples
# Create iterator
iterator = Iterator.new(client, "Article",
  return_properties: ["title", "content"],
  batch_size: 100
)

# Use as Elixir Stream
Iterator.stream(iterator)
|> Stream.take(1000)
|> Enum.to_list()

# Manual iteration
{:ok, {objects, next_iterator}} = Iterator.next_batch(iterator)
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        build_query(iterator)

      


        Build the GraphQL query for the current iterator state.
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        Create a new iterator for a collection.
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        Fetch the next batch of objects.
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        Create a lazy stream from the iterator.



    


    
      
        with_cursor(iterator, cursor)

      


        Update the cursor for the next page.
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          @type reference_spec() :: String.t() | {String.t(), [String.t()]}
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          @type t() :: %WeaviateEx.Iterator{
  batch_size: pos_integer(),
  client: WeaviateEx.Client.t(),
  collection: String.t(),
  cursor: String.t() | nil,
  filter: map() | nil,
  include_vector: boolean(),
  return_properties: [String.t()],
  return_references: [reference_spec()],
  tenant: String.t() | nil
}
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          @spec build_query(t()) :: String.t()


      


Build the GraphQL query for the current iterator state.
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          @spec new(WeaviateEx.Client.t(), String.t(), keyword()) :: t()


      


Create a new iterator for a collection.
Options
	:batch_size - Number of objects per batch (default: 100)
	:return_properties - Properties to return (default: all)
	:return_references - References to return with optional nested properties
	:include_vector - Include vector in response (default: false)
	:after - Start cursor (for resuming iteration)
	:filter - Filter to apply to objects
	:tenant - Tenant name for multi-tenant collections

Reference Format
References can be specified as:
	Simple: ["hasAuthor", "hasCategory"] - returns all properties
	With properties: [{"hasAuthor", ["name", "email"]}] - returns specific properties

Examples
Iterator.new(client, "Article", batch_size: 50)
Iterator.new(client, "Article", return_properties: ["title"])
Iterator.new(client, "Article", return_references: ["hasAuthor"])
Iterator.new(client, "Article", return_references: [{"hasAuthor", ["name"]}])
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          @spec next_batch(t()) :: {:ok, {[map()], t() | nil}} | {:error, term()}


      


Fetch the next batch of objects.
Returns {:ok, {objects, next_iterator}} where next_iterator
can be used to fetch the next batch.
Examples
{:ok, {objects, next_iter}} = Iterator.next_batch(iterator)
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          @spec stream(t()) :: Enumerable.t()


      


Create a lazy stream from the iterator.
Returns an Elixir Stream that fetches objects on demand.
Examples
Iterator.new(client, "Article")
|> Iterator.stream()
|> Stream.take(500)
|> Enum.to_list()

  



  
    
      
    
    
      with_cursor(iterator, cursor)



        
          
        

    

  


  

      

          @spec with_cursor(t(), String.t() | nil) :: t()


      


Update the cursor for the next page.
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Utilities for preparing object payloads for Weaviate requests.
These helpers keep UUID generation, key normalization, and class assignments
consistent between the high-level WeaviateEx.Objects module and the lower-level
WeaviateEx.API.Data module.
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        ensure_class(data, class_name)

      


        Removes any existing class markers and sets the provided class on the payload.



    


    
      
        ensure_id(data, opts \\ [])

      


        Ensures a UUID is present on the payload. By default a new UUID is generated
using Uniq.UUID. Use auto_generate_id: false to skip automatic generation.



    


    
      
        ensure_id_value(data, id)

      


        Removes any existing id markers and sets the provided id on the payload.



    


    
      
        normalize_keys(data)

      


        Normalizes a payload by converting atom keys to strings and recursively normalizing
nested maps or lists.



    


    
      
        prepare_for_insert(data, class_name, opts \\ [])

      


        Prepares a payload for insertion by normalizing keys, generating an id when
necessary, applying the collection class, handling vectors, and merging references.



    


    
      
        prepare_for_patch(data)

      


        Normalizes a payload for patch operations (class/id handled by the server).



    


    
      
        prepare_for_update(data, class_name, id, opts \\ [])

      


        Prepares a payload for update requests by normalizing keys, forcing the id,
applying the collection class, and handling vectors.
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          @type data() :: map()
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          @type opts() :: keyword()
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          @spec ensure_class(data(), String.t()) :: data()


      


Removes any existing class markers and sets the provided class on the payload.
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          @spec ensure_id(data(), opts()) :: data()


      


Ensures a UUID is present on the payload. By default a new UUID is generated
using Uniq.UUID. Use auto_generate_id: false to skip automatic generation.
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          @spec ensure_id_value(data(), String.t()) :: data()


      


Removes any existing id markers and sets the provided id on the payload.
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          @spec normalize_keys(data()) :: data()


      


Normalizes a payload by converting atom keys to strings and recursively normalizing
nested maps or lists.
Structs are passed through unchanged (they will be serialized later by
serialize_properties/1).
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          @spec prepare_for_insert(data(), String.t(), opts()) :: data()


      


Prepares a payload for insertion by normalizing keys, generating an id when
necessary, applying the collection class, handling vectors, and merging references.
Vector Support
Supports both single vector and named vectors (mutually exclusive):
	:vector - Single vector for the default vector
	:vectors - Map of named vectors (e.g., %{"title_vector" => [0.1, 0.2]})

Raises ArgumentError if both :vector and :vectors are provided.
Reference Support
Supports inline references via the :references key:
	Single UUID: %{"hasAuthor" => "uuid-123"}
	Multiple UUIDs: %{"hasAuthors" => ["uuid-1", "uuid-2"]}
	Multi-target: %{"relatedTo" => %{target_collection: "Category", uuids: "cat-uuid"}}

References are converted to beacon format and merged into properties.
Property Value Serialization
Special types are automatically serialized to Weaviate-compatible formats
via the WeaviateEx.Types.Serializable protocol:
	DateTime - RFC3339 format (ISO8601 with timezone)
	NaiveDateTime - RFC3339 format (without timezone)
	Date - ISO8601 date at midnight UTC
	GeoCoordinate - %{"latitude" => lat, "longitude" => lon}
	PhoneNumber - %{"input" => number, "defaultCountry" => country}
	Blob - Base64-encoded string

Nested objects and arrays are recursively serialized.
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          @spec prepare_for_patch(data()) :: data()


      


Normalizes a payload for patch operations (class/id handled by the server).
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          @spec prepare_for_update(data(), String.t(), String.t(), opts()) :: data()


      


Prepares a payload for update requests by normalizing keys, forcing the id,
applying the collection class, and handling vectors.
Vector Support
Supports both single vector and named vectors (mutually exclusive):
	:vector - Single vector for the default vector
	:vectors - Map of named vectors (e.g., %{"title_vector" => [0.1, 0.2]})

Raises ArgumentError if both :vector and :vectors are provided.

  


        

      


  

  
    
    WeaviateEx.Property - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.Property 
    



      
Property builder for collection schemas.
Provides a fluent API for defining collection properties with proper
data types, indexing options, and nested object support.
Examples
# Simple properties
properties = [
  Property.text("title"),
  Property.text("content", tokenization: :word),
  Property.int("views"),
  Property.boolean("published"),
  Property.date("created_at")
]

# Nested object
author = Property.object("author", [
  Property.text("name"),
  Property.text("email"),
  Property.object("address", [
    Property.text("city"),
    Property.text("country")
  ])
])

# Cross-reference
ref = Property.reference("hasAuthor", "Author")
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        blob(name, opts \\ [])

      


        Create a blob property.



    


    
      
        boolean(name, opts \\ [])

      


        Create a boolean property



    


    
      
        boolean_array(name, opts \\ [])

      


        Create a boolean array property



    


    
      
        date(name, opts \\ [])

      


        Create a date property



    


    
      
        date_array(name, opts \\ [])

      


        Create a date array property



    


    
      
        geo_coordinates(name, opts \\ [])

      


        Create a geo coordinates property



    


    
      
        int(name, opts \\ [])

      


        Create an integer property



    


    
      
        int_array(name, opts \\ [])

      


        Create an integer array property



    


    
      
        multi_reference(name, target_collections, opts \\ [])

      


        Create a multi-target cross-reference property.



    


    
      
        new(name, data_type, opts \\ [])

      


        Create a new property definition.



    


    
      
        number(name, opts \\ [])

      


        Create a number (float) property



    


    
      
        number_array(name, opts \\ [])

      


        Create a number array property



    


    
      
        object(name, nested_properties, opts \\ [])

      


        Create a nested object property.



    


    
      
        object_array(name, nested_properties, opts \\ [])

      


        Create a nested object array property.



    


    
      
        phone_number(name, opts \\ [])

      


        Create a phone number property



    


    
      
        reference(name, target_collection, opts \\ [])

      


        Create a cross-reference property.



    


    
      
        text(name, opts \\ [])

      


        Create a text property



    


    
      
        text_array(name, opts \\ [])

      


        Create a text array property



    


    
      
        uuid(name, opts \\ [])

      


        Create a UUID property



    


    
      
        uuid_array(name, opts \\ [])

      


        Create a UUID array property
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          @type opts() :: keyword()
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          @type t() :: map()
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      blob(name, opts \\ [])



        
          
        

    

  


  

      

          @spec blob(String.t(), opts()) :: t()


      


Create a blob property.
Blobs are not filterable by default.

  



    

  
    
      
    
    
      boolean(name, opts \\ [])



        
          
        

    

  


  

      

          @spec boolean(String.t(), opts()) :: t()


      


Create a boolean property

  



    

  
    
      
    
    
      boolean_array(name, opts \\ [])



        
          
        

    

  


  

      

          @spec boolean_array(String.t(), opts()) :: t()


      


Create a boolean array property

  



    

  
    
      
    
    
      date(name, opts \\ [])



        
          
        

    

  


  

      

          @spec date(String.t(), opts()) :: t()


      


Create a date property

  



    

  
    
      
    
    
      date_array(name, opts \\ [])



        
          
        

    

  


  

      

          @spec date_array(String.t(), opts()) :: t()


      


Create a date array property

  



    

  
    
      
    
    
      geo_coordinates(name, opts \\ [])



        
          
        

    

  


  

      

          @spec geo_coordinates(String.t(), opts()) :: t()


      


Create a geo coordinates property

  



    

  
    
      
    
    
      int(name, opts \\ [])



        
          
        

    

  


  

      

          @spec int(String.t(), opts()) :: t()


      


Create an integer property

  



    

  
    
      
    
    
      int_array(name, opts \\ [])



        
          
        

    

  


  

      

          @spec int_array(String.t(), opts()) :: t()


      


Create an integer array property

  



    

  
    
      
    
    
      multi_reference(name, target_collections, opts \\ [])



        
          
        

    

  


  

      

          @spec multi_reference(String.t(), [String.t()], opts()) :: t()


      


Create a multi-target cross-reference property.
Alias for reference/3 with a list of target collections.
Examples
Property.multi_reference("hasContent", ["Article", "BlogPost", "Video"])
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          @spec new(String.t(), atom() | String.t(), opts()) :: t()


      


Create a new property definition.
Options
	:description - Property description
	:index_filterable - Enable filtering on this property
	:index_searchable - Enable full-text search
	:index_inverted - Include in inverted index
	:index_range_filters - Enable range filter indexing
	:tokenization - Tokenization strategy (:word, :whitespace, :field, etc.)
	:skip_vectorization - Don't include in vectorization
	:vectorize_property_name - Include property name in vector
	:nested_properties - For object/object[] types

Examples
Property.new("title", :text)
Property.new("title", :text, tokenization: :word, index_searchable: true)

  



    

  
    
      
    
    
      number(name, opts \\ [])



        
          
        

    

  


  

      

          @spec number(String.t(), opts()) :: t()


      


Create a number (float) property

  



    

  
    
      
    
    
      number_array(name, opts \\ [])



        
          
        

    

  


  

      

          @spec number_array(String.t(), opts()) :: t()


      


Create a number array property

  



    

  
    
      
    
    
      object(name, nested_properties, opts \\ [])



        
          
        

    

  


  

      

          @spec object(String.t(), [t()], opts()) :: t()


      


Create a nested object property.
Examples
Property.object("author", [
  Property.text("name"),
  Property.text("email"),
  Property.object("address", [
    Property.text("city"),
    Property.text("country")
  ])
])

  



    

  
    
      
    
    
      object_array(name, nested_properties, opts \\ [])



        
          
        

    

  


  

      

          @spec object_array(String.t(), [t()], opts()) :: t()


      


Create a nested object array property.
Examples
Property.object_array("authors", [
  Property.text("name"),
  Property.text("email")
])

  



    

  
    
      
    
    
      phone_number(name, opts \\ [])



        
          
        

    

  


  

      

          @spec phone_number(String.t(), opts()) :: t()


      


Create a phone number property

  



    

  
    
      
    
    
      reference(name, target_collection, opts \\ [])



        
          
        

    

  


  

      

          @spec reference(String.t(), String.t() | [String.t()], opts()) :: t()


      


Create a cross-reference property.
Supports both single-target and multi-target references.
Examples
# Single target reference
Property.reference("hasAuthor", "Author")
Property.reference("hasCategories", "Category", description: "Article categories")

# Multi-target reference (can point to any of the listed collections)
Property.reference("hasContent", ["Article", "BlogPost", "Video"])

  



    

  
    
      
    
    
      text(name, opts \\ [])



        
          
        

    

  


  

      

          @spec text(String.t(), opts()) :: t()


      


Create a text property

  



    

  
    
      
    
    
      text_array(name, opts \\ [])



        
          
        

    

  


  

      

          @spec text_array(String.t(), opts()) :: t()


      


Create a text array property

  



    

  
    
      
    
    
      uuid(name, opts \\ [])



        
          
        

    

  


  

      

          @spec uuid(String.t(), opts()) :: t()


      


Create a UUID property

  



    

  
    
      
    
    
      uuid_array(name, opts \\ [])



        
          
        

    

  


  

      

          @spec uuid_array(String.t(), opts()) :: t()


      


Create a UUID array property
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Nested property definition for object and object_array data types.
Provides a typed struct for defining nested properties within object-type
properties. Supports recursive nesting for complex data structures.
Examples
# Simple nested property
Nested.new(name: "author", data_type: :text)

# Nested object with sub-properties
Nested.new(
  name: "metadata",
  data_type: :object,
  nested_properties: [
    Nested.new(name: "author", data_type: :text),
    Nested.new(name: "tags", data_type: :text_array)
  ]
)

# Deeply nested structure
Nested.new(
  name: "metadata",
  data_type: :object,
  nested_properties: [
    Nested.new(
      name: "stats",
      data_type: :object,
      nested_properties: [
        Nested.new(name: "views", data_type: :int),
        Nested.new(name: "likes", data_type: :int)
      ]
    )
  ]
)
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        t()

      


    





  
    Functions
  


    
      
        from_api(api)

      


        Parses a Weaviate API response into a Nested struct.



    


    
      
        new(opts)

      


        Creates a new nested property definition.



    


    
      
        object_type?(nested)

      


        Checks if the nested property is an object type.



    


    
      
        to_api(nested)

      


        Converts a Nested struct to Weaviate API format.



    


    
      
        valid?(nested)

      


        Validates a Nested struct.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Property.Nested{
  data_type: WeaviateEx.Types.DataType.t(),
  description: String.t() | nil,
  indexable: boolean() | nil,
  name: String.t(),
  nested_properties: [t()] | nil,
  tokenization: atom() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_api(api)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parses a Weaviate API response into a Nested struct.
Examples
api = %{"name" => "title", "dataType" => ["text"]}
Nested.from_api(api)
# => %Nested{name: "title", data_type: :text}

  



  
    
      
    
    
      new(opts)



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Creates a new nested property definition.
Required Options
	:name - Property name (required)
	:data_type - Data type atom (required)

Optional Options
	:nested_properties - List of child Nested structs (for object types)
	:description - Property description
	:indexable - Whether property is filterable/searchable
	:tokenization - Tokenization strategy (:word, :whitespace, :field, etc.)

Examples
Nested.new(name: "title", data_type: :text)
Nested.new(name: "metadata", data_type: :object, nested_properties: [...])

  



  
    
      
    
    
      object_type?(nested)



        
          
        

    

  


  

      

          @spec object_type?(t()) :: boolean()


      


Checks if the nested property is an object type.
Examples
Nested.object_type?(%Nested{data_type: :object})
# => true

Nested.object_type?(%Nested{data_type: :text})
# => false

  



  
    
      
    
    
      to_api(nested)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Converts a Nested struct to Weaviate API format.
Examples
nested = Nested.new(name: "title", data_type: :text)
Nested.to_api(nested)
# => %{"name" => "title", "dataType" => ["text"]}

  



  
    
      
    
    
      valid?(nested)



        
          
        

    

  


  

      

          @spec valid?(t()) :: boolean()


      


Validates a Nested struct.
Returns true if:
	Object types have nested_properties defined
	Non-object types do NOT have nested_properties

Examples
nested = Nested.new(name: "title", data_type: :text)
Nested.valid?(nested)
# => true

nested = Nested.new(name: "data", data_type: :object)
Nested.valid?(nested)
# => false (object must have nested_properties)
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WeaviateEx.Protocol behaviour
    



      
Protocol behavior for HTTP and gRPC implementations.
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          @type body() :: map() | list() | nil


      



  



  
    
      
    
    
      method()



        
          
        

    

  


  

      

          @type method() :: :get | :post | :put | :patch | :delete | :head


      



  



  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @type opts() :: keyword()


      



  



  
    
      
    
    
      path()



        
          
        

    

  


  

      

          @type path() :: String.t()


      



  



  
    
      
    
    
      response()



        
          
        

    

  


  

      

          @type response() :: {:ok, map() | list()} | {:error, WeaviateEx.Error.t()}


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      request(client, method, path, body, opts)



        
          
        

    

  


  

      

          @callback request(client :: term(), method(), path(), body(), opts()) :: response()
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WeaviateEx.Protocol.HTTP.Client 
    



      
HTTP protocol implementation using Finch.
Includes transport-level and HTTP status code retry for transient errors
and per-operation timeouts based on HTTP method and operation type.
Retry Behavior
Automatically retries on:
	Transport errors: connection refused, reset, timeout, closed, DNS failure
	HTTP status codes: 408, 429, 500, 502, 503, 504

Timeout Behavior
Uses per-operation timeouts:
	Query operations (GET, GraphQL): 30s default
	Insert operations (POST, PUT, PATCH, DELETE): 90s default
	Batch operations: 900s (insert × 10)

Options
Requests accept the following options:
	:timeout - Override the automatic timeout (milliseconds)
	:operation - Operation type (:query, :insert, :batch, etc.)
	:max_retries - Maximum retry attempts (default: 3)
	:base_delay_ms - Base delay for backoff (default: 100)
	:max_delay_ms - Maximum delay cap (default: 5000)


      




  

  
    
    WeaviateEx.Protocol.HTTP.RateLimit - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.Protocol.HTTP.RateLimit 
    



      
Tracks rate limit headers from Weaviate responses.
Parses rate limit information from HTTP response headers and provides
utilities for implementing client-side rate limiting.
Headers Tracked
	X-RateLimit-Limit - Maximum requests allowed in the window
	X-RateLimit-Remaining - Requests remaining in current window
	X-RateLimit-Reset - Unix timestamp when the rate limit resets

Usage
# Extract rate limit info from response headers
rate_limit = RateLimit.from_headers(response.headers)

# Check if we should wait
case RateLimit.should_wait?(rate_limit) do
  {:wait, ms} -> Process.sleep(ms)
  :ok -> :proceed
end

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_headers(headers)

      


        Extracts rate limit information from response headers.



    


    
      
        near_limit?(rate_limit, threshold_percent \\ 10)

      


        Checks if the rate limit info indicates we're close to being rate limited.



    


    
      
        remaining_percent(arg1)

      


        Returns the percentage of rate limit remaining.



    


    
      
        seconds_until_reset(rate_limit)

      


        Returns seconds until the rate limit resets.



    


    
      
        should_wait?(arg1)

      


        Checks if rate limited and returns wait time in milliseconds.



    


    
      
        stale?(rate_limit)

      


        Checks if the rate limit info is stale (reset time has passed).



    


    
      
        summary(rate_limit)

      


        Returns a human-readable summary of the rate limit status.
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      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Protocol.HTTP.RateLimit{
  limit: non_neg_integer() | nil,
  remaining: non_neg_integer() | nil,
  reset_at: DateTime.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_headers(headers)



        
          
        

    

  


  

      

          @spec from_headers([{String.t(), String.t()}]) :: t()


      


Extracts rate limit information from response headers.
Examples
headers = [
  {"x-ratelimit-limit", "100"},
  {"x-ratelimit-remaining", "95"},
  {"x-ratelimit-reset", "1735500000"}
]
RateLimit.from_headers(headers)
# => %RateLimit{limit: 100, remaining: 95, reset_at: ~U[...]}

  



    

  
    
      
    
    
      near_limit?(rate_limit, threshold_percent \\ 10)



        
          
        

    

  


  

      

          @spec near_limit?(t(), number()) :: boolean()


      


Checks if the rate limit info indicates we're close to being rate limited.
Returns true if remaining requests are below the threshold percentage.
Examples
rate_limit = %RateLimit{limit: 100, remaining: 5}
RateLimit.near_limit?(rate_limit, 10)
# => true

rate_limit = %RateLimit{limit: 100, remaining: 50}
RateLimit.near_limit?(rate_limit, 10)
# => false

  



  
    
      
    
    
      remaining_percent(arg1)



        
          
        

    

  


  

      

          @spec remaining_percent(t()) :: float() | nil


      


Returns the percentage of rate limit remaining.
Examples
rate_limit = %RateLimit{limit: 100, remaining: 25}
RateLimit.remaining_percent(rate_limit)
# => 25.0

  



  
    
      
    
    
      seconds_until_reset(rate_limit)



        
          
        

    

  


  

      

          @spec seconds_until_reset(t()) :: non_neg_integer() | nil


      


Returns seconds until the rate limit resets.
Examples
rate_limit = %RateLimit{reset_at: future_time}
RateLimit.seconds_until_reset(rate_limit)
# => 60

  



  
    
      
    
    
      should_wait?(arg1)



        
          
        

    

  


  

      

          @spec should_wait?(t()) :: {:wait, non_neg_integer()} | :ok


      


Checks if rate limited and returns wait time in milliseconds.
Examples
rate_limit = %RateLimit{remaining: 0, reset_at: future_time}
RateLimit.should_wait?(rate_limit)
# => {:wait, 5000}

rate_limit = %RateLimit{remaining: 10, reset_at: future_time}
RateLimit.should_wait?(rate_limit)
# => :ok

  



  
    
      
    
    
      stale?(rate_limit)



        
          
        

    

  


  

      

          @spec stale?(t()) :: boolean()


      


Checks if the rate limit info is stale (reset time has passed).
Examples
rate_limit = %RateLimit{reset_at: past_time}
RateLimit.stale?(rate_limit)
# => true

  



  
    
      
    
    
      summary(rate_limit)



        
          
        

    

  


  

      

          @spec summary(t()) :: String.t()


      


Returns a human-readable summary of the rate limit status.
Examples
rate_limit = %RateLimit{limit: 100, remaining: 42, reset_at: future_time}
RateLimit.summary(rate_limit)
# => "42/100 remaining, resets in 45s"
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HTTP transport-level retry with exponential backoff and jitter.
Mirrors gRPC retry behavior for HTTP operations. Retries on:
Transport Errors
	Connection refused (:econnrefused)
	Connection reset (:econnreset)
	Timeout (:timeout)
	Connection closed (:closed)
	DNS resolution failed (:nxdomain)

HTTP Status Codes
	408 Request Timeout
	429 Too Many Requests (rate limit)
	500 Internal Server Error
	502 Bad Gateway
	503 Service Unavailable
	504 Gateway Timeout

Usage
alias WeaviateEx.Protocol.HTTP.Retry

result = Retry.with_retry(fn ->
  Finch.request(request, WeaviateEx.Finch, receive_timeout: timeout)
end)
Options
	:max_retries - Maximum number of retry attempts (default: 3)
	:base_delay_ms - Base delay in milliseconds for backoff calculation (default: 100)
	:max_delay_ms - Maximum delay cap in milliseconds (default: 5000)

Backoff Strategy
Uses exponential backoff with jitter: min(2^attempt * base_delay_ms, max_delay_ms)
plus random jitter of ±10%.
Attempt 0: ~100ms (with jitter)
Attempt 1: ~200ms (with jitter)
Attempt 2: ~400ms (with jitter)
Attempt 3: ~800ms (with jitter)
...capped at max_delay_ms
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        retry_opts()

      


    





  
    Functions
  


    
      
        calculate_backoff(attempt)

      


        Calculate exponential backoff delay with jitter for a given attempt number.



    


    
      
        default_retry_opts()

      


        Returns the default retry options.



    


    
      
        retryable_status_code?(status)

      


        Check if an HTTP status code is retryable.



    


    
      
        retryable_status_codes()

      


        Returns the list of retryable HTTP status codes.



    


    
      
        retryable_transport_error?(arg1)

      


        Check if an error is a retryable transport error.



    


    
      
        with_retry(fun, opts \\ [])

      


        Execute a function with automatic retry on transient errors.
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          @type retry_opts() :: [
  max_retries: non_neg_integer(),
  base_delay_ms: non_neg_integer(),
  max_delay_ms: non_neg_integer()
]


      



  


        

      

      
        Functions


        


  
    
      
    
    
      calculate_backoff(attempt)



        
          
        

    

  


  

      

          @spec calculate_backoff(non_neg_integer()) :: non_neg_integer()


      


Calculate exponential backoff delay with jitter for a given attempt number.
Returns delay in milliseconds with ±10% jitter, capped at max_delay_ms.
Examples
Retry.calculate_backoff(0)  # => ~100ms (with jitter)
Retry.calculate_backoff(1)  # => ~200ms (with jitter)
Retry.calculate_backoff(2)  # => ~400ms (with jitter)
Retry.calculate_backoff(10) # => ~5000ms (capped at max_delay_ms)

  



  
    
      
    
    
      default_retry_opts()



        
          
        

    

  


  

      

          @spec default_retry_opts() :: retry_opts()


      


Returns the default retry options.
Examples
Retry.default_retry_opts()
# => [max_retries: 3, base_delay_ms: 100, max_delay_ms: 5000]

  



  
    
      
    
    
      retryable_status_code?(status)



        
          
        

    

  


  

      

          @spec retryable_status_code?(integer()) :: boolean()


      


Check if an HTTP status code is retryable.
Retryable status codes: 408, 429, 500, 502, 503, 504
Examples
Retry.retryable_status_code?(503)  # => true
Retry.retryable_status_code?(429)  # => true
Retry.retryable_status_code?(400)  # => false
Retry.retryable_status_code?(404)  # => false

  



  
    
      
    
    
      retryable_status_codes()



        
          
        

    

  


  

      

          @spec retryable_status_codes() :: [integer()]


      


Returns the list of retryable HTTP status codes.
Examples
Retry.retryable_status_codes()
# => [408, 429, 500, 502, 503, 504]

  



  
    
      
    
    
      retryable_transport_error?(arg1)



        
          
        

    

  


  

      

          @spec retryable_transport_error?(term()) :: boolean()


      


Check if an error is a retryable transport error.
Returns true for transient transport errors that are safe to retry:
	Connection refused
	Connection reset
	Timeout
	Connection closed
	DNS resolution failed

Examples
Retry.retryable_transport_error?(%Mint.TransportError{reason: :econnrefused})  # => true
Retry.retryable_transport_error?(%Mint.TransportError{reason: :invalid_cert})  # => false
Retry.retryable_transport_error?({:error, %Mint.TransportError{reason: :timeout}})  # => true

  



    

  
    
      
    
    
      with_retry(fun, opts \\ [])



        
          
        

    

  


  

      

          @spec with_retry((-> result), retry_opts()) :: result when result: any()


      


Execute a function with automatic retry on transient errors.
Retries on transport errors (connection refused, timeout, etc.) and
retryable HTTP status codes (429, 500, 502, 503, 504, 408).
Options
	:max_retries - Maximum retry attempts (default: 3)
	:base_delay_ms - Base delay for exponential backoff (default: 100)
	:max_delay_ms - Maximum delay cap (default: 5000)

Examples
Retry.with_retry(fn ->
  Finch.request(request, WeaviateEx.Finch, receive_timeout: 30_000)
end)

Retry.with_retry(
  fn -> Finch.request(request, WeaviateEx.Finch, receive_timeout: 30_000) end,
  max_retries: 5,
  base_delay_ms: 200,
  max_delay_ms: 10_000
)
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WeaviateEx.Protocol.HTTP.Timeout 
    



      
Per-operation timeout calculation based on operation type.
This module extends WeaviateEx.Config.Timeout with operation-specific
timeout logic, including extended timeouts for batch operations.
Operation Types
	:query, :search, :aggregate, :get - Use query timeout (default: 30s)
	:insert, :update, :delete, :create - Use insert timeout (default: 90s)
	:batch - Uses insert timeout × 10 for large batch operations
	:init - Uses init timeout for connection initialization (default: 2s)

Usage
alias WeaviateEx.Config.Timeout
alias WeaviateEx.Protocol.HTTP.Timeout, as: HTTPTimeout

config = Timeout.new(query: 30_000, insert: 90_000)

HTTPTimeout.for_operation(config, :query)   # => 30_000
HTTPTimeout.for_operation(config, :batch)   # => 900_000 (10x insert)
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    Functions
  


    
      
        batch_multiplier()

      


        Returns the multiplier applied to batch operation timeouts.



    


    
      
        for_operation(config, operation)

      


        Get the timeout for a specific operation type.



    


    
      
        operation_category(arg1)

      


        Categorize an operation into its timeout category.
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      operation()



        
          
        

    

  


  

      

          @type operation() ::
  :query
  | :search
  | :aggregate
  | :get
  | :insert
  | :update
  | :delete
  | :create
  | :batch
  | :init
  | atom()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      batch_multiplier()



        
          
        

    

  


  

      

          @spec batch_multiplier() :: pos_integer()


      


Returns the multiplier applied to batch operation timeouts.
Batch operations use insert_timeout × batch_multiplier to allow
time for processing large numbers of objects.
Examples
HTTPTimeout.batch_multiplier()
# => 10

  



  
    
      
    
    
      for_operation(config, operation)



        
          
        

    

  


  

      

          @spec for_operation(WeaviateEx.Config.Timeout.t() | nil, operation()) :: pos_integer()


      


Get the timeout for a specific operation type.
Batch operations automatically get an extended timeout (insert × 10).
Examples
config = Timeout.new()

HTTPTimeout.for_operation(config, :query)
# => 30_000

HTTPTimeout.for_operation(config, :insert)
# => 90_000

HTTPTimeout.for_operation(config, :batch)
# => 900_000 (insert × 10)

  



  
    
      
    
    
      operation_category(arg1)



        
          
        

    

  


  

      

          @spec operation_category(operation()) :: :query | :insert | :batch | :init


      


Categorize an operation into its timeout category.
Returns one of: :query, :insert, :batch, or :init.
Examples
HTTPTimeout.operation_category(:search)
# => :query

HTTPTimeout.operation_category(:update)
# => :insert

HTTPTimeout.operation_category(:batch)
# => :batch
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BM25 operator configuration for keyword search.
Controls how search tokens are combined in BM25 queries.
Examples
# OR with minimum match - at least 2 tokens must match
operator = BM25Operator.or_(2)

# AND - all tokens must match
operator = BM25Operator.and_()

# Use in query
Query.get("Article")
|> Query.bm25("machine learning AI", operator: operator)

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        and_()

      


        Create an AND operator.



    


    
      
        or_(minimum_match)

      


        Create an OR operator with minimum token match requirement.



    


    
      
        to_graphql(bm25_operator)

      


        Convert BM25 operator configuration to GraphQL format.
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      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Query.BM25Operator{
  minimum_should_match: non_neg_integer() | nil,
  type: :and | :or
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      and_()



        
          
        

    

  


  

      

          @spec and_() :: t()


      


Create an AND operator.
All tokens must match for a document to be returned.
Examples
BM25Operator.and_()

  



  
    
      
    
    
      or_(minimum_match)



        
          
        

    

  


  

      

          @spec or_(non_neg_integer()) :: t()


      


Create an OR operator with minimum token match requirement.
At least minimum_match tokens must match for a document to be returned.
Examples
BM25Operator.or_(2)  # At least 2 tokens must match

  



  
    
      
    
    
      to_graphql(bm25_operator)



        
          
        

    

  


  

      

          @spec to_graphql(t()) :: String.t()


      


Convert BM25 operator configuration to GraphQL format.
Examples
operator = BM25Operator.or_(2)
BM25Operator.to_graphql(operator)
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Generative search query builder.
Combines vector/keyword search with generative AI to produce both
search results and AI-generated content in a single query.
Features
	All search types: near_text, near_vector, near_object, bm25, hybrid
	Single prompt: Generate content for each object individually
	Grouped task: Generate content from all results together
	Full filter, limit, offset support

Examples
# Vector search with per-object generation
Generate.new("Article")
|> Generate.near_text("machine learning")
|> Generate.single_prompt("Summarize this article: {title}")
|> Generate.limit(5)
|> Generate.execute(client)

# BM25 search with grouped generation
Generate.new("Article")
|> Generate.bm25("elixir")
|> Generate.grouped_task("Write a summary of these articles", properties: ["title", "content"])
|> Generate.execute(client)

# Hybrid search with both single and grouped prompts
Generate.new("Article")
|> Generate.hybrid("AI research", alpha: 0.7)
|> Generate.single_prompt("Key point: {title}")
|> Generate.grouped_task("Overall theme")
|> Generate.return_properties(["title", "content"])
|> Generate.execute(client)

      


      
        Summary


  
    Types
  


    
      
        search_type()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        additional(builder, fields)

      


        Sets additional metadata fields to return.



    


    
      
        bm25(builder, query, opts \\ [])

      


        Adds BM25 keyword search to the query.



    


    
      
        execute(builder, client)

      


        Executes the generative query against Weaviate.



    


    
      
        grouped_task(builder, task, opts \\ [])

      


        Sets the grouped task for generation across all results.



    


    
      
        hybrid(builder, query, opts \\ [])

      


        Adds hybrid search to the query.



    


    
      
        limit(builder, limit)

      


        Sets the maximum number of results to return.



    


    
      
        near_object(builder, object_id, opts \\ [])

      


        Adds near_object search to the query.



    


    
      
        near_text(builder, query, opts \\ [])

      


        Adds near_text search to the query.



    


    
      
        near_vector(builder, vector, opts \\ [])

      


        Adds near_vector search to the query.



    


    
      
        new(collection)

      


        Creates a new generative query builder for a collection.



    


    
      
        offset(builder, offset)

      


        Sets the number of results to skip.



    


    
      
        parse_response(arg1, collection)

      


        Parses an API response into a GenerativeResult struct.



    


    
      
        return_properties(builder, properties)

      


        Sets the properties to return from the search.



    


    
      
        single_prompt(builder, prompt)

      


        Sets the single prompt for per-object generation.



    


    
      
        tenant(builder, tenant)

      


        Sets the tenant for multi-tenant collections.



    


    
      
        to_graphql(builder)

      


        Converts the builder to a GraphQL query string.



    


    
      
        valid?(builder)

      


        Validates the query builder has required fields.



    


    
      
        where(builder, filter)

      


        Sets a filter condition for the query.



    





      


      
        Types


        


  
    
      
    
    
      search_type()



        
          
        

    

  


  

      

          @type search_type() :: :near_text | :near_vector | :near_object | :bm25 | :hybrid


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Query.Generate{
  additional: [String.t()] | nil,
  collection: String.t(),
  grouped_properties: [String.t()] | nil,
  grouped_task: String.t() | nil,
  limit: pos_integer() | nil,
  offset: non_neg_integer() | nil,
  return_properties: [String.t()] | nil,
  search_opts: keyword(),
  search_query: term(),
  search_type: search_type() | nil,
  single_prompt: String.t() | nil,
  tenant: String.t() | nil,
  where: map() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      additional(builder, fields)



        
          
        

    

  


  

      

          @spec additional(t(), [String.t()]) :: t()


      


Sets additional metadata fields to return.
Examples
Generate.additional(builder, ["distance", "certainty", "vector"])

  



    

  
    
      
    
    
      bm25(builder, query, opts \\ [])



        
          
        

    

  


  

      

          @spec bm25(t(), String.t(), keyword()) :: t()


      


Adds BM25 keyword search to the query.
Options
	:properties - Properties to search in
	:operator - BM25 operator (:and or :or)

Examples
Generate.bm25(builder, "elixir programming", properties: ["title", "content"])

  



  
    
      
    
    
      execute(builder, client)



        
          
        

    

  


  

      

          @spec execute(t(), WeaviateEx.Client.t()) ::
  {:ok, WeaviateEx.Query.GenerativeResult.t()} | {:error, term()}


      


Executes the generative query against Weaviate.
Examples
{:ok, result} = Generate.execute(builder, client)

  



    

  
    
      
    
    
      grouped_task(builder, task, opts \\ [])



        
          
        

    

  


  

      

          @spec grouped_task(t(), String.t(), keyword()) :: t()


      


Sets the grouped task for generation across all results.
Options
	:properties - Properties to include in the context for generation

Examples
Generate.grouped_task(builder, "Summarize all articles")
Generate.grouped_task(builder, "Write a report", properties: ["title", "content"])

  



    

  
    
      
    
    
      hybrid(builder, query, opts \\ [])



        
          
        

    

  


  

      

          @spec hybrid(t(), String.t(), keyword()) :: t()


      


Adds hybrid search to the query.
Options
	:alpha - Weight between vector (1.0) and keyword (0.0) search
	:fusion_type - Fusion algorithm (:ranked or :relative_score)
	:properties - Properties to search for BM25 component

Examples
Generate.hybrid(builder, "machine learning", alpha: 0.7)

  



  
    
      
    
    
      limit(builder, limit)



        
          
        

    

  


  

      

          @spec limit(t(), pos_integer()) :: t()


      


Sets the maximum number of results to return.
Examples
Generate.limit(builder, 10)

  



    

  
    
      
    
    
      near_object(builder, object_id, opts \\ [])



        
          
        

    

  


  

      

          @spec near_object(t(), String.t(), keyword()) :: t()


      


Adds near_object search to the query.
Options
	:certainty - Minimum certainty threshold (0.0 to 1.0)
	:distance - Maximum distance threshold

Examples
Generate.near_object(builder, "uuid-123", certainty: 0.85)

  



    

  
    
      
    
    
      near_text(builder, query, opts \\ [])



        
          
        

    

  


  

      

          @spec near_text(t(), String.t() | [String.t()], keyword()) :: t()


      


Adds near_text search to the query.
Options
	:certainty - Minimum certainty threshold (0.0 to 1.0)
	:distance - Maximum distance threshold
	:move_to - Concepts to move towards
	:move_away - Concepts to move away from

Examples
Generate.near_text(builder, "machine learning", certainty: 0.8)

  



    

  
    
      
    
    
      near_vector(builder, vector, opts \\ [])



        
          
        

    

  


  

      

          @spec near_vector(t(), [float()], keyword()) :: t()


      


Adds near_vector search to the query.
Options
	:certainty - Minimum certainty threshold (0.0 to 1.0)
	:distance - Maximum distance threshold
	:target_vectors - Target named vectors

Examples
Generate.near_vector(builder, [0.1, 0.2, 0.3], certainty: 0.9)

  



  
    
      
    
    
      new(collection)



        
          
        

    

  


  

      

          @spec new(String.t()) :: t()


      


Creates a new generative query builder for a collection.
Examples
builder = Generate.new("Article")

  



  
    
      
    
    
      offset(builder, offset)



        
          
        

    

  


  

      

          @spec offset(t(), non_neg_integer()) :: t()


      


Sets the number of results to skip.
Examples
Generate.offset(builder, 20)

  



  
    
      
    
    
      parse_response(arg1, collection)



        
          
        

    

  


  

      

          @spec parse_response(map(), String.t()) :: WeaviateEx.Query.GenerativeResult.t()


      


Parses an API response into a GenerativeResult struct.

  



  
    
      
    
    
      return_properties(builder, properties)



        
          
        

    

  


  

      

          @spec return_properties(t(), [String.t()]) :: t()


      


Sets the properties to return from the search.
Examples
Generate.return_properties(builder, ["title", "content", "author"])

  



  
    
      
    
    
      single_prompt(builder, prompt)



        
          
        

    

  


  

      

          @spec single_prompt(t(), String.t()) :: t()


      


Sets the single prompt for per-object generation.
The prompt can include property placeholders like {title} that will
be replaced with actual property values for each object.
Examples
Generate.single_prompt(builder, "Summarize: {title}")
Generate.single_prompt(builder, "Write about {title} and its {category}")

  



  
    
      
    
    
      tenant(builder, tenant)



        
          
        

    

  


  

      

          @spec tenant(t(), String.t()) :: t()


      


Sets the tenant for multi-tenant collections.
Examples
Generate.tenant(builder, "tenant-a")

  



  
    
      
    
    
      to_graphql(builder)



        
          
        

    

  


  

      

          @spec to_graphql(t()) :: String.t()


      


Converts the builder to a GraphQL query string.

  



  
    
      
    
    
      valid?(builder)



        
          
        

    

  


  

      

          @spec valid?(t()) :: boolean()


      


Validates the query builder has required fields.
A valid generative query must have:
	A search type (near_text, near_vector, etc.)
	At least one prompt (single_prompt or grouped_task)


  



  
    
      
    
    
      where(builder, filter)



        
          
        

    

  


  

      

          @spec where(t(), map()) :: t()


      


Sets a filter condition for the query.
Examples
Generate.where(builder, %{path: ["status"], operator: "Equal", valueText: "published"})

  


        

      


  

  
    
    WeaviateEx.Query.GenerativeResult - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.Query.GenerativeResult 
    



      
Result structure for generative search queries.
This struct holds the results from a combined search + generation query,
including both the matched objects and their generated content.
Fields
	:objects - List of matched objects with their properties
	:generated - The grouped generation result (if grouped_task was used)
	:generated_per_object - List of per-object generation results (if single_prompt was used)
	:metadata - Optional metadata about the generative operation (token usage, etc.)

Examples
# Result with per-object generation
%GenerativeResult{
  objects: [
    %{uuid: "uuid-1", properties: %{title: "Article 1"}},
    %{uuid: "uuid-2", properties: %{title: "Article 2"}}
  ],
  generated: nil,
  generated_per_object: ["Summary of Article 1", "Summary of Article 2"]
}

# Result with grouped generation
%GenerativeResult{
  objects: [%{uuid: "uuid-1", properties: %{title: "Article 1"}}],
  generated: "Overall summary of all articles",
  generated_per_object: []
}
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        debug_metadata()

      


    


    
      
        metadata()

      


    


    
      
        object()

      


    


    
      
        t()

      


    


    
      
        usage_metadata()

      


    





  
    Functions
  


    
      
        from_grpc_response(reply)

      


        Creates a GenerativeResult from a gRPC SearchReply.



    


    
      
        has_grouped_result?(generative_result)

      


        Checks if the result has a grouped generation.



    


    
      
        has_objects?(generative_result)

      


        Checks if the result has any objects.



    


    
      
        has_single_results?(generative_result)

      


        Checks if the result has per-object generations.



    


    
      
        new()

      


        Creates a new empty GenerativeResult.



    


    
      
        new(objects, generated, generated_per_object)

      


        Creates a GenerativeResult from parsed objects.



    


    
      
        object_count(generative_result)

      


        Returns the count of objects in the result.



    





      


      
        Types


        


  
    
      
    
    
      debug_metadata()



        
          
        

    

  


  

      

          @type debug_metadata() :: %{optional(:full_prompt) => String.t()}


      



  



  
    
      
    
    
      metadata()



        
          
        

    

  


  

      

          @type metadata() :: %{
  optional(:usage) => usage_metadata(),
  optional(:debug) => debug_metadata()
}


      



  



  
    
      
    
    
      object()



        
          
        

    

  


  

      

          @type object() :: %{
  optional(:uuid) => String.t(),
  optional(:properties) => map(),
  optional(:vector) => [float()],
  optional(:distance) => float(),
  optional(:certainty) => float(),
  optional(:score) => float()
}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Query.GenerativeResult{
  generated: String.t() | nil,
  generated_per_object: [String.t()],
  metadata: metadata() | nil,
  objects: [object()]
}


      



  



  
    
      
    
    
      usage_metadata()



        
          
        

    

  


  

      

          @type usage_metadata() :: %{
  optional(:prompt_tokens) => integer(),
  optional(:completion_tokens) => integer(),
  optional(:total_tokens) => integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_grpc_response(reply)



        
          
        

    

  


  

      

          @spec from_grpc_response(map()) :: t()


      


Creates a GenerativeResult from a gRPC SearchReply.
Parses the gRPC response structure to extract:
	Objects from the search results
	Grouped generative results (if present)
	Per-object generative results (if present)
	Optional metadata (usage, debug info)


  



  
    
      
    
    
      has_grouped_result?(generative_result)



        
          
        

    

  


  

      

          @spec has_grouped_result?(t()) :: boolean()


      


Checks if the result has a grouped generation.

  



  
    
      
    
    
      has_objects?(generative_result)



        
          
        

    

  


  

      

          @spec has_objects?(t()) :: boolean()


      


Checks if the result has any objects.

  



  
    
      
    
    
      has_single_results?(generative_result)



        
          
        

    

  


  

      

          @spec has_single_results?(t()) :: boolean()


      


Checks if the result has per-object generations.

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          @spec new() :: t()


      


Creates a new empty GenerativeResult.

  



  
    
      
    
    
      new(objects, generated, generated_per_object)



        
          
        

    

  


  

      

          @spec new([object()], String.t() | nil, [String.t()]) :: t()


      


Creates a GenerativeResult from parsed objects.

  



  
    
      
    
    
      object_count(generative_result)



        
          
        

    

  


  

      

          @spec object_count(t()) :: non_neg_integer()


      


Returns the count of objects in the result.
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WeaviateEx.Query.HybridVector 
    



      
Vector sub-search configuration for hybrid queries.
In hybrid queries, the vector component can be configured using either
near_text (text-to-vector) or near_vector (explicit vector) searches,
with full support for Move operations and target vectors.
Examples
# Text-based vector search with Move
hv = HybridVector.near_text("machine learning",
  move_to: Move.to(0.5, concepts: ["AI"]),
  move_away_from: Move.to(0.3, concepts: ["biology"])
)

Query.hybrid(query, "search term", vector: hv, alpha: 0.7)

# Vector-based search with target vectors
hv = HybridVector.near_vector(embedding, target_vectors: "content_vector")

Query.hybrid(query, "search term", vector: hv, alpha: 0.5)

      


      
        Summary


  
    Types
  


    
      
        search_type()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        near_text(query, opts \\ [])

      


        Create a text-based vector sub-search for hybrid queries.



    


    
      
        near_vector(vector, opts \\ [])

      


        Create a vector-based sub-search for hybrid queries.



    


    
      
        to_graphql(hv)

      


        Convert to GraphQL format.



    


    
      
        to_graphql_string(config)

      


        Convert hybrid vector configuration to GraphQL string format (legacy).



    


    
      
        to_grpc(hv)

      


        Convert to gRPC format for query execution.
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      search_type()



        
          
        

    

  


  

      

          @type search_type() :: :near_text | :near_vector


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Query.HybridVector{
  certainty: float() | nil,
  distance: float() | nil,
  move_away: WeaviateEx.Query.Move.t() | nil,
  move_away_from: WeaviateEx.Query.Move.t() | nil,
  move_to: WeaviateEx.Query.Move.t() | nil,
  query: String.t() | nil,
  target_vectors:
    WeaviateEx.Query.TargetVectors.Config.t() | String.t() | [String.t()] | nil,
  text: String.t() | nil,
  type: search_type(),
  vector: [float()] | nil
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      near_text(query, opts \\ [])



        
          
        

    

  


  

      

          @spec near_text(
  String.t(),
  keyword()
) :: t()


      


Create a text-based vector sub-search for hybrid queries.
Options
	:certainty - Minimum certainty threshold
	:distance - Maximum distance threshold
	:move_to - Move towards concepts/objects (use Move.to/2)
	:move_away_from - Move away from concepts/objects (use Move.to/2)
	:move_away - Alias for :move_away_from (deprecated)
	:target_vectors - Target vectors for multi-vector collections

Examples
HybridVector.near_text("machine learning", certainty: 0.8)

HybridVector.near_text("ML",
  move_to: Move.to(0.5, concepts: ["artificial intelligence"]),
  target_vectors: "content_vector"
)

  



    

  
    
      
    
    
      near_vector(vector, opts \\ [])



        
          
        

    

  


  

      

          @spec near_vector(
  [float()],
  keyword()
) :: t()


      


Create a vector-based sub-search for hybrid queries.
Options
	:certainty - Minimum certainty threshold
	:distance - Maximum distance threshold
	:target_vectors - Target vectors for multi-vector collections

Examples
HybridVector.near_vector([0.1, 0.2, 0.3], distance: 0.2)

HybridVector.near_vector(embedding, target_vectors: ["vec1", "vec2"])

  



  
    
      
    
    
      to_graphql(hv)



        
          
        

    

  


  

      

          @spec to_graphql(t()) :: map() | String.t()


      


Convert to GraphQL format.

  



  
    
      
    
    
      to_graphql_string(config)



        
          
        

    

  


  

      

          @spec to_graphql_string(t()) :: String.t()


      


Convert hybrid vector configuration to GraphQL string format (legacy).
Examples
sub = HybridVector.near_text("espresso brewing")
HybridVector.to_graphql_string(sub)

  



  
    
      
    
    
      to_grpc(hv)



        
          
        

    

  


  

      

          @spec to_grpc(t()) :: map()


      


Convert to gRPC format for query execution.
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WeaviateEx.Query.Metadata 
    



      
Metadata selection helpers for queries.
Controls which metadata fields are returned with query results.
Examples
# Return all metadata
Query.get("Article")
|> Query.return_metadata(Metadata.full())

# Return only distance and certainty
Query.get("Article")
|> Query.return_metadata(Metadata.select(["distance", "certainty"]))

# Return common metadata
Query.get("Article")
|> Query.return_metadata(Metadata.common())
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        common()

      


        Return commonly used metadata fields.



    


    
      
        full()

      


        Return all available metadata fields.



    


    
      
        select(fields)

      


        Select specific metadata fields.



    


    
      
        timestamps()

      


        Return timestamp metadata fields.



    


    
      
        to_graphql(fields)

      


        Convert metadata fields to GraphQL format.
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          @type fields() :: [String.t()]
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      common()



        
          
        

    

  


  

      

          @spec common() :: fields()


      


Return commonly used metadata fields.
Includes: id, distance, certainty, score
Examples
Metadata.common()

  



  
    
      
    
    
      full()



        
          
        

    

  


  

      

          @spec full() :: fields()


      


Return all available metadata fields.
Includes: id, creationTimeUnix, lastUpdateTimeUnix, distance,
certainty, score, explainScore, isConsistent
Examples
Metadata.full()

  



  
    
      
    
    
      select(fields)



        
          
        

    

  


  

      

          @spec select(fields()) :: fields()


      


Select specific metadata fields.
Examples
Metadata.select(["id", "distance"])

  



  
    
      
    
    
      timestamps()



        
          
        

    

  


  

      

          @spec timestamps() :: fields()


      


Return timestamp metadata fields.
Includes: creationTimeUnix, lastUpdateTimeUnix
Examples
Metadata.timestamps()

  



  
    
      
    
    
      to_graphql(fields)



        
          
        

    

  


  

      

          @spec to_graphql(fields()) :: String.t()


      


Convert metadata fields to GraphQL format.
Examples
Metadata.to_graphql(["id", "distance"])
# => "id distance"
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WeaviateEx.Query.Move 
    



      
Move configuration for near_text queries.
Move operations allow you to shift the search vector towards or away from
specified concepts or objects. This is useful for semantic search refinement.
Examples
# Move towards concepts
move_to = Move.to(0.5, concepts: ["summer", "beach"])

# Move away from objects
move_away = Move.to(0.25, objects: ["uuid-to-avoid"])

# Use in near_text query
Query.get("Article")
|> Query.near_text("fashion",
  move_to: move_to,
  move_away: move_away
)
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        to(force, opts \\ [])

      


        Create a move configuration.



    


    
      
        to_graphql(move)

      


        Convert move configuration to GraphQL format.
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          @type t() :: %WeaviateEx.Query.Move{
  concepts: [String.t()] | nil,
  force: float(),
  objects: [String.t()] | nil
}
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      to(force, opts \\ [])



        
          
        

    

  


  

      

          @spec to(
  float(),
  keyword()
) :: t()


      


Create a move configuration.
Parameters
	force - The force of the movement (0.0 to 1.0)
	opts - Options:	:concepts - List of concept strings to move towards/away from
	:objects - List of object UUIDs to move towards/away from



Examples
Move.to(0.5, concepts: ["summer", "beach"])
Move.to(0.25, objects: ["uuid-1", "uuid-2"])
Move.to(0.3, concepts: ["summer"], objects: ["uuid-1"])

  



  
    
      
    
    
      to_graphql(move)



        
          
        

    

  


  

      

          @spec to_graphql(t()) :: String.t()


      


Convert move configuration to GraphQL format.
Examples
move = Move.to(0.5, concepts: ["summer"])
Move.to_graphql(move)
# => "{force: 0.5, concepts: [\"summer\"]}"
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WeaviateEx.Query.NearImage 
    



      
Image-based vector search for multimodal collections.
Supports multi2vec-clip, multi2vec-bind, and other image vectorizers.
Examples
# Search by base64 encoded image
NearImage.new(image: base64_data)
|> Query.execute(client, "ImageCollection")

# Search by file path
NearImage.new(image_file: "/path/to/image.png", certainty: 0.8)
|> Query.execute(client, "ImageCollection")

# With named vectors
NearImage.new(image: data, target_vectors: ["image_vector"])

# Using the Query builder
Query.get("ImageCollection")
|> Query.near_image(image: base64_data, certainty: 0.8)
|> Query.fields(["name", "description"])
|> Query.execute(client)

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        encode_image_file(path)

      


        Encode an image file to base64.



    


    
      
        get_encoded_image(near_image)

      


        Get the base64-encoded image data, reading from file if necessary.



    


    
      
        new(opts)

      


        Create a new near_image search configuration.



    


    
      
        to_graphql(near_image)

      


        Convert to GraphQL query format.



    


    
      
        to_grpc(near_image)

      


        Convert to gRPC NearImageSearch format.
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      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Query.NearImage{
  certainty: float() | nil,
  distance: float() | nil,
  image: String.t() | nil,
  image_file: String.t() | nil,
  target_vectors: [String.t()] | nil
}
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      encode_image_file(path)



        
          
        

    

  


  

      

          @spec encode_image_file(String.t()) :: String.t()


      


Encode an image file to base64.
Examples
NearImage.encode_image_file("/path/to/image.png")
# => "iVBORw0KGgo..."

  



  
    
      
    
    
      get_encoded_image(near_image)



        
          
        

    

  


  

      

          @spec get_encoded_image(t()) :: String.t()


      


Get the base64-encoded image data, reading from file if necessary.
If the struct was created with :image, returns it as-is.
If the struct was created with :image_file, reads and encodes the file.
Examples
near_image = NearImage.new(image: "base64data")
NearImage.get_encoded_image(near_image)
# => "base64data"

near_image = NearImage.new(image_file: "/path/to/image.png")
NearImage.get_encoded_image(near_image)
# => "iVBORw0KGgo..." (file contents as base64)

  



  
    
      
    
    
      new(opts)



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new near_image search configuration.
Options
	:image - Base64-encoded image data
	:image_file - Path to image file (will be read and base64 encoded)
	:certainty - Minimum certainty threshold (0.0 to 1.0)
	:distance - Maximum distance threshold
	:target_vectors - List of named vectors to target

Either :image or :image_file must be provided, but not both.
Examples
NearImage.new(image: "base64encodeddata==")
NearImage.new(image_file: "/path/to/image.png", certainty: 0.8)
NearImage.new(image: data, target_vectors: ["image_vector"])

  



  
    
      
    
    
      to_graphql(near_image)



        
          
        

    

  


  

      

          @spec to_graphql(t()) :: map()


      


Convert to GraphQL query format.
Returns a map with string keys suitable for GraphQL nearImage queries.
Nil values are excluded from the result.
Examples
near_image = NearImage.new(image: "data", distance: 0.2)
NearImage.to_graphql(near_image)
# => %{"image" => "data", "distance" => 0.2}

  



  
    
      
    
    
      to_grpc(near_image)



        
          
        

    

  


  

      

          @spec to_grpc(t()) :: map()


      


Convert to gRPC NearImageSearch format.
Returns a map suitable for use with the gRPC search API.
Nil values are excluded from the result.
Examples
near_image = NearImage.new(image: "data", certainty: 0.8)
NearImage.to_grpc(near_image)
# => %{image: "data", certainty: 0.8}
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Media-based vector search for multimodal collections.
Supports audio, video, thermal, depth, and IMU data types for
multi2vec-bind and similar multimodal vectorizers.
Supported Media Types
	:audio - Audio files (wav, mp3, etc.)
	:video - Video files (mp4, avi, etc.)
	:thermal - Thermal imaging data
	:depth - Depth sensor data
	:imu - Inertial measurement unit data

Examples
# Search by audio
NearMedia.new(:audio, media: base64_audio)
|> Query.execute(client, "MediaCollection")

# Search by video file
NearMedia.new(:video, media_file: "/path/to/video.mp4", certainty: 0.8)

# Using the Query builder
Query.get("MediaCollection")
|> Query.near_media(:audio, media: base64_audio, certainty: 0.7)
|> Query.fields(["name", "description"])
|> Query.execute(client)
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        t()

      


    





  
    Functions
  


    
      
        encode_media_file(path)

      


        Encode a media file to base64.



    


    
      
        get_encoded_media(near_media)

      


        Get the base64-encoded media data, reading from file if necessary.



    


    
      
        media_types()

      


        Returns the list of supported media types.



    


    
      
        new(type, opts)

      


        Create a new near_media search configuration.



    


    
      
        to_graphql(near_media)

      


        Convert to GraphQL query format.



    


    
      
        to_grpc(near_media)

      


        Convert to gRPC NearMediaSearch format.
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      media_type()



        
          
        

    

  


  

      

          @type media_type() :: :audio | :video | :thermal | :depth | :imu


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Query.NearMedia{
  certainty: float() | nil,
  distance: float() | nil,
  media: String.t() | nil,
  media_file: String.t() | nil,
  target_vectors: [String.t()] | nil,
  type: media_type()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      encode_media_file(path)



        
          
        

    

  


  

      

          @spec encode_media_file(String.t()) :: String.t()


      


Encode a media file to base64.
Examples
NearMedia.encode_media_file("/path/to/audio.wav")
# => "UklGRi4A..." (WAV header as base64)

  



  
    
      
    
    
      get_encoded_media(near_media)



        
          
        

    

  


  

      

          @spec get_encoded_media(t()) :: String.t()


      


Get the base64-encoded media data, reading from file if necessary.
If the struct was created with :media, returns it as-is.
If the struct was created with :media_file, reads and encodes the file.
Examples
near_media = NearMedia.new(:audio, media: "base64data")
NearMedia.get_encoded_media(near_media)
# => "base64data"

near_media = NearMedia.new(:audio, media_file: "/path/to/audio.wav")
NearMedia.get_encoded_media(near_media)
# => "UklGRi4A..." (file contents as base64)

  



  
    
      
    
    
      media_types()



        
          
        

    

  


  

      

          @spec media_types() :: [media_type()]


      


Returns the list of supported media types.
Examples
NearMedia.media_types()
# => [:audio, :video, :thermal, :depth, :imu]

  



  
    
      
    
    
      new(type, opts)



        
          
        

    

  


  

      

          @spec new(
  media_type(),
  keyword()
) :: t()


      


Create a new near_media search configuration.
Arguments
	type - Media type: :audio, :video, :thermal, :depth, or :imu
	opts - Keyword options

Options
	:media - Base64-encoded media data
	:media_file - Path to media file (will be read and base64 encoded)
	:certainty - Minimum certainty threshold (0.0 to 1.0)
	:distance - Maximum distance threshold
	:target_vectors - List of named vectors to target

Either :media or :media_file must be provided, but not both.
Examples
NearMedia.new(:audio, media: base64_audio)
NearMedia.new(:video, media_file: "/path/to/video.mp4", certainty: 0.8)
NearMedia.new(:thermal, media: data, target_vectors: ["thermal_vector"])

  



  
    
      
    
    
      to_graphql(near_media)



        
          
        

    

  


  

      

          @spec to_graphql(t()) :: map()


      


Convert to GraphQL query format.
Returns a map with string keys suitable for GraphQL nearMedia queries.
The media type is converted to a lowercase string (e.g., "audio").
Nil values are excluded from the result.
Examples
near_media = NearMedia.new(:depth, media: "data", distance: 0.2)
NearMedia.to_graphql(near_media)
# => %{"media" => "data", "type" => "depth", "distance" => 0.2}

  



  
    
      
    
    
      to_grpc(near_media)



        
          
        

    

  


  

      

          @spec to_grpc(t()) :: map()


      


Convert to gRPC NearMediaSearch format.
Returns a map suitable for use with the gRPC search API.
The media type is converted to the gRPC enum format (e.g., :MEDIA_TYPE_AUDIO).
Nil values are excluded from the result.
Examples
near_media = NearMedia.new(:thermal, media: "data", certainty: 0.8)
NearMedia.to_grpc(near_media)
# => %{media: "data", type: :MEDIA_TYPE_THERMAL, certainty: 0.8}
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Near vector query configuration builders.
This module provides functions for building near_vector queries,
including support for single vectors, multiple vectors, and
per-target named vector configurations.
Single Vector Query
# Standard vector search
vector = [0.1, 0.2, 0.3, ...]
NearVector.single(vector)
List of Vectors Query
# Query with multiple vectors (averaged or combined)
vectors = [vector1, vector2, vector3]
NearVector.list_of_vectors(vectors)
Per-Target Vectors Query
# Different vectors for different named vector spaces
NearVector.per_target(%{
  "title_vector" => title_vec,
  "content_vector" => content_vec
})
These can be used with the Query module:
Query.new("Article")
|> Query.near_vector(NearVector.per_target(%{"title" => vec}))
|> Query.execute(client)
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        list_of_vectors(vectors, opts \\ [])

      


        Create a query with a list of vectors.



    


    
      
        per_target(targets, opts \\ [])

      


        Create a query with different vectors for different target vector spaces.



    


    
      
        single(vector, opts \\ [])

      


        Create a single vector query.



    


    
      
        to_api(config)

      


        Convert a near vector configuration to API format.



    


    
      
        weighted_targets(weighted_list, opts \\ [])

      


        Create a weighted multi-target vector query.
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          @type target_vectors() :: %{required(String.t()) => vector()}
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          @type vector() :: [float()]
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      list_of_vectors(vectors, opts \\ [])



        
          
        

    

  


  

      

          @spec list_of_vectors(
  [vector()],
  keyword()
) :: map()


      


Create a query with a list of vectors.
Used for multi-vector search patterns where you want to query
with multiple vectors over a single vector space. The server
may average or otherwise combine these vectors.
Parameters
	vectors - A list of vectors (each vector is a list of floats)

Options
	:certainty - Minimum certainty threshold
	:distance - Maximum distance threshold

Examples
vectors = [vec1, vec2, vec3]
NearVector.list_of_vectors(vectors)

# With certainty
NearVector.list_of_vectors(vectors, certainty: 0.7)

  



    

  
    
      
    
    
      per_target(targets, opts \\ [])



        
          
        

    

  


  

      

          @spec per_target(
  target_vectors(),
  keyword()
) :: map()


      


Create a query with different vectors for different target vector spaces.
Used with collections that have multiple named vectors. Allows you to
provide a different query vector for each named vector space.
Parameters
	targets - A map of named vector names to their respective query vectors

Options
	:certainty - Minimum certainty threshold (applied to all targets)
	:distance - Maximum distance threshold (applied to all targets)
	:combination_method - How to combine results (:sum, :average, :minimum, :manual)

Examples
NearVector.per_target(%{
  "title_vector" => title_embedding,
  "content_vector" => content_embedding
})

NearVector.per_target(%{
  "image" => image_vec,
  "text" => text_vec
}, combination_method: :average)

  



    

  
    
      
    
    
      single(vector, opts \\ [])



        
          
        

    

  


  

      

          @spec single(
  vector(),
  keyword()
) :: map()


      


Create a single vector query.
Parameters
	vector - A list of floats representing the query vector

Options
	:certainty - Minimum certainty threshold (0.0 to 1.0)
	:distance - Maximum distance threshold

Examples
NearVector.single([0.1, 0.2, 0.3])
NearVector.single(vector, certainty: 0.8)

  



  
    
      
    
    
      to_api(config)



        
          
        

    

  


  

      

          @spec to_api(map()) :: map()


      


Convert a near vector configuration to API format.
Examples
config = NearVector.single([0.1, 0.2])
NearVector.to_api(config)
# => %{"vector" => [0.1, 0.2]}

  



    

  
    
      
    
    
      weighted_targets(weighted_list, opts \\ [])



        
          
        

    

  


  

      

          @spec weighted_targets(
  [{String.t(), vector(), float()}],
  keyword()
) :: map()


      


Create a weighted multi-target vector query.
Allows specifying weights for each target vector space.
Parameters
	weighted_targets - A list of tuples: {vector_name, vector, weight}

Options
	:certainty - Minimum certainty threshold
	:distance - Maximum distance threshold

Examples
NearVector.weighted_targets([
  {"title_vector", title_vec, 0.7},
  {"content_vector", content_vec, 0.3}
])
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Query reference configuration for traversing cross-references.
Allows specifying which properties to return from referenced objects,
and supports nested reference traversal.
Examples
# Simple reference
QueryReference.new("hasAuthor")

# Reference with properties
QueryReference.new("hasAuthor", return_properties: ["name", "bio"])

# Multi-target reference
QueryReference.multi_target("relatedTo", "Article",
  return_properties: ["title"]
)

# With metadata
QueryReference.new("hasAuthor",
  return_properties: ["name"],
  return_metadata: [:uuid, :distance]
)

# Nested references
QueryReference.new("hasAuthor",
  return_properties: ["name"],
  return_references: [
    QueryReference.new("hasPublisher", return_properties: ["name"])
  ]
)

# Use in query
Query.get("Article")
|> Query.return_references([
  QueryReference.new("hasAuthor", return_properties: ["name"])
])
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        t()

      


    





  
    Functions
  


    
      
        list_to_graphql(refs)

      


        Convert a list of query references to GraphQL format.



    


    
      
        multi_target(link_on, target_collection, opts \\ [])

      


        Create a multi-target reference query.



    


    
      
        multi_target?(query_reference)

      


        Check if this is a multi-target reference query.



    


    
      
        new(link_on, opts \\ [])

      


        Create a new query reference configuration.



    


    
      
        to_graphql(ref)

      


        Convert query reference configuration to GraphQL format.
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      metadata_option()



        
          
        

    

  


  

      

          @type metadata_option() :: [atom()] | :full | :common | nil


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Query.QueryReference{
  include_vector: boolean(),
  link_on: String.t(),
  return_metadata: metadata_option(),
  return_properties: [String.t()] | nil,
  return_references: [t()] | nil,
  target_collection: String.t() | nil
}
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      list_to_graphql(refs)



        
          
        

    

  


  

      

          @spec list_to_graphql([t()]) :: String.t()


      


Convert a list of query references to GraphQL format.
Examples
refs = [QueryReference.new("hasAuthor", return_properties: ["name"])]
QueryReference.list_to_graphql(refs)

  



    

  
    
      
    
    
      multi_target(link_on, target_collection, opts \\ [])



        
          
        

    

  


  

      

          @spec multi_target(String.t(), String.t(), keyword()) :: t()


      


Create a multi-target reference query.
For reference properties that can point to multiple collections,
specify which target collection to query.
Arguments
	link_on - Reference property name
	target_collection - Specific collection to query

Options
  Same as new/2
Examples
QueryReference.multi_target("relatedTo", "Article",
  return_properties: ["title", "content"]
)

QueryReference.multi_target("mentions", "Person",
  return_properties: ["name"],
  return_metadata: :full
)

  



  
    
      
    
    
      multi_target?(query_reference)



        
          
        

    

  


  

      

          @spec multi_target?(t()) :: boolean()


      


Check if this is a multi-target reference query.

  



    

  
    
      
    
    
      new(link_on, opts \\ [])



        
          
        

    

  


  

      

          @spec new(
  String.t(),
  keyword()
) :: t()


      


Create a new query reference configuration.
Parameters
	link_on - The reference property name
	opts - Options:	:return_properties - List of properties to return from referenced objects
	:return_references - List of nested QueryReference for further traversal
	:return_metadata - Metadata to return (list of atoms, :full, :common)
	:include_vector - Whether to include vector in response



Examples
QueryReference.new("hasAuthor")
QueryReference.new("hasAuthor", return_properties: ["name", "bio"])
QueryReference.new("hasAuthor",
  return_properties: ["name"],
  return_metadata: [:uuid, :distance]
)

  



  
    
      
    
    
      to_graphql(ref)



        
          
        

    

  


  

      

          @spec to_graphql(t()) :: String.t()


      


Convert query reference configuration to GraphQL format.
Examples
ref = QueryReference.new("hasAuthor", return_properties: ["name"])
QueryReference.to_graphql(ref)
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Sort builder for Weaviate queries.
Provides a fluent API for building sort criteria.
Examples
# Single sort
Sort.by_property("title")

# Multiple sorts (chained)
Sort.by_property("category")
|> Sort.then_by_property("title", :desc)

# Sort by timestamps
Sort.by_creation_time(:desc)
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    Functions
  


    
      
        by_creation_time(order \\ :asc)

      


        Create a sort by creation timestamp.



    


    
      
        by_id(order \\ :asc)

      


        Create a sort by object ID.



    


    
      
        by_property(property, order \\ :asc)

      


        Create a sort by property name.



    


    
      
        by_update_time(order \\ :asc)

      


        Create a sort by last update timestamp.



    


    
      
        then_by_creation_time(sorts, order \\ :asc)

      


        Add a secondary sort by creation time.



    


    
      
        then_by_id(sorts, order \\ :asc)

      


        Add a secondary sort by ID.



    


    
      
        then_by_property(sorts, property, order \\ :asc)

      


        Add a secondary sort by property.



    


    
      
        then_by_update_time(sorts, order \\ :asc)

      


        Add a secondary sort by update time.



    


    
      
        to_graphql(sorts)

      


        Convert sort criteria to GraphQL format.
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          @type order() :: :asc | :desc


      



  



  
    
      
    
    
      sort_criterion()



        
          
        

    

  


  

      

          @type sort_criterion() :: %{path: [String.t()], order: String.t()}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: [sort_criterion()]
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      by_creation_time(order \\ :asc)



        
          
        

    

  


  

      

          @spec by_creation_time(order()) :: t()


      


Create a sort by creation timestamp.
Examples
Sort.by_creation_time()
Sort.by_creation_time(:desc)

  



    

  
    
      
    
    
      by_id(order \\ :asc)



        
          
        

    

  


  

      

          @spec by_id(order()) :: t()


      


Create a sort by object ID.
Examples
Sort.by_id()
Sort.by_id(:desc)

  



    

  
    
      
    
    
      by_property(property, order \\ :asc)



        
          
        

    

  


  

      

          @spec by_property(String.t(), order()) :: t()


      


Create a sort by property name.
Examples
Sort.by_property("title")
Sort.by_property("title", :desc)

  



    

  
    
      
    
    
      by_update_time(order \\ :asc)



        
          
        

    

  


  

      

          @spec by_update_time(order()) :: t()


      


Create a sort by last update timestamp.
Examples
Sort.by_update_time()
Sort.by_update_time(:desc)

  



    

  
    
      
    
    
      then_by_creation_time(sorts, order \\ :asc)



        
          
        

    

  


  

      

          @spec then_by_creation_time(t(), order()) :: t()


      


Add a secondary sort by creation time.
Examples
Sort.by_property("category")
|> Sort.then_by_creation_time(:desc)

  



    

  
    
      
    
    
      then_by_id(sorts, order \\ :asc)



        
          
        

    

  


  

      

          @spec then_by_id(t(), order()) :: t()


      


Add a secondary sort by ID.
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          @spec then_by_property(t(), String.t(), order()) :: t()


      


Add a secondary sort by property.
Examples
Sort.by_property("category")
|> Sort.then_by_property("title", :desc)

  



    

  
    
      
    
    
      then_by_update_time(sorts, order \\ :asc)



        
          
        

    

  


  

      

          @spec then_by_update_time(t(), order()) :: t()


      


Add a secondary sort by update time.

  



  
    
      
    
    
      to_graphql(sorts)



        
          
        

    

  


  

      

          @spec to_graphql(t()) :: String.t()


      


Convert sort criteria to GraphQL format.
Examples
Sort.by_property("title", :desc)
|> Sort.to_graphql()
# => "[{path: ["title"], order: desc}]"
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Target vector configuration for named vector collections.
When a collection has multiple named vectors, you can specify which
vector(s) to use for a search and how to combine them.
Combination Methods
	:sum - Sum of distances/similarities
	:average - Average of distances/similarities
	:minimum - Minimum distance (closest match)
	:manual_weights - Weighted combination with custom weights
	:relative_score - Relative score weighting

Examples
# Single target vector
Query.near_vector(query, vector, target_vectors: "title_vector")

# Multiple vectors with sum combination
target = TargetVectors.combine(["title_vector", "content_vector"], method: :sum)
Query.near_vector(query, vector, target_vectors: target)

# Manual weights
target = TargetVectors.weighted(%{
  "title_vector" => 0.7,
  "content_vector" => 0.3
})
Query.near_text(query, "search term", target_vectors: target)
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        average(vectors)

      


        Combine vectors by averaging their scores.



    


    
      
        combine(vectors, opts \\ [])

      


        Create a combined target vector configuration.



    


    
      
        manual_weights(weights)

      


        Combine vectors with manual weights.



    


    
      
        minimum(vectors)

      


        Combine vectors by taking the minimum score.



    


    
      
        normalize(target)

      


        Normalize target_vectors option to consistent format.



    


    
      
        relative_score(weights)

      


        Combine vectors using relative score weighting.
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        Use a single target vector.



    


    
      
        sum(vectors)

      


        Combine vectors by summing their scores.



    


    
      
        to_graphql(target)

      


        Convert target vectors configuration to GraphQL format.



    


    
      
        to_grpc(target)

      


        Convert to gRPC format for query execution.



    


    
      
        weighted(weights)

      


        Create a manually weighted target vector configuration.
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          @type combination() ::
  {:sum | :average | :minimum | :manual_weights | :relative_score, term()}
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          @type single() :: String.t()
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          @type t() :: single() | combination() | WeaviateEx.Query.TargetVectors.Config.t()
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          @spec average([String.t()]) :: combination()


      


Combine vectors by averaging their scores.
Examples
TargetVectors.average(["title_vector", "content_vector"])
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          @spec combine(
  [String.t()],
  keyword()
) :: WeaviateEx.Query.TargetVectors.Config.t()


      


Create a combined target vector configuration.
Options
	:method - Combination method: :sum, :average, or :minimum (default: :sum)

Examples
TargetVectors.combine(["title_vector", "content_vector"], method: :average)
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          @spec manual_weights(map()) :: combination()


      


Combine vectors with manual weights.
Weights should sum to 1.0 for best results.
Examples
TargetVectors.manual_weights(%{
  "title_vector" => 0.7,
  "content_vector" => 0.3
})
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          @spec minimum([String.t()]) :: combination()


      


Combine vectors by taking the minimum score.
Examples
TargetVectors.minimum(["title_vector", "content_vector"])
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          @spec normalize(
  String.t()
  | [String.t()]
  | WeaviateEx.Query.TargetVectors.Config.t()
  | nil
) ::
  WeaviateEx.Query.TargetVectors.Config.t() | nil


      


Normalize target_vectors option to consistent format.
Accepts:
	nil - returns nil
	String - single target vector name
	List of strings - multiple target vectors (uses sum)
	Config.t() - full configuration struct

Examples
TargetVectors.normalize("content_vector")
# => %Config{vectors: ["content_vector"], method: :sum}

TargetVectors.normalize(["vec1", "vec2"])
# => %Config{vectors: ["vec1", "vec2"], method: :sum}

  



  
    
      
    
    
      relative_score(weights)



        
          
        

    

  


  

      

          @spec relative_score(map()) :: combination()


      


Combine vectors using relative score weighting.
Examples
TargetVectors.relative_score(%{
  "title_vector" => 0.6,
  "content_vector" => 0.4
})

  



  
    
      
    
    
      single(name)



        
          
        

    

  


  

      

          @spec single(String.t()) :: String.t()


      


Use a single target vector.
Examples
TargetVectors.single("content_vector")

  



  
    
      
    
    
      sum(vectors)



        
          
        

    

  


  

      

          @spec sum([String.t()]) :: combination()


      


Combine vectors by summing their scores.
Examples
TargetVectors.sum(["title_vector", "content_vector"])

  



  
    
      
    
    
      to_graphql(target)



        
          
        

    

  


  

      

          @spec to_graphql(t()) :: String.t()


      


Convert target vectors configuration to GraphQL format.
Examples
target = TargetVectors.average(["title_vector", "content_vector"])
TargetVectors.to_graphql(target)

  



  
    
      
    
    
      to_grpc(target)



        
          
        

    

  


  

      

          @spec to_grpc(
  String.t()
  | [String.t()]
  | WeaviateEx.Query.TargetVectors.Config.t()
  | nil
) ::
  struct() | nil


      


Convert to gRPC format for query execution.
Examples
target = TargetVectors.combine(["vec1", "vec2"], method: :average)
TargetVectors.to_grpc(target)
# => %Weaviate.V1.Targets{target_vectors: ["vec1", "vec2"], combination: :COMBINATION_METHOD_TYPE_AVERAGE}

  



  
    
      
    
    
      weighted(weights)



        
          
        

    

  


  

      

          @spec weighted(%{required(String.t()) => float()}) ::
  WeaviateEx.Query.TargetVectors.Config.t()


      


Create a manually weighted target vector configuration.
Examples
TargetVectors.weighted(%{
  "title_vector" => 0.7,
  "content_vector" => 0.3
})
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Configuration struct for target vector settings.

      


      
        Summary


  
    Types
  


    
      
        combination_method()

      


    


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      combination_method()



        
          
        

    

  


  

      

          @type combination_method() ::
  :sum | :average | :minimum | :manual_weights | :relative_score


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Query.TargetVectors.Config{
  method: combination_method(),
  vectors: [String.t()],
  weights: %{required(String.t()) => float()} | nil
}
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Permission action types for Weaviate RBAC.
This module defines all supported actions for each permission type in Weaviate's
RBAC system and provides conversion functions between Elixir atoms and API strings.
Permission Types and Actions
	Type	Actions
	collections	create, read, update, delete, manage
	data	create, read, update, delete, manage
	tenants	create, read, update, delete
	roles	create, read, update, delete
	users	create, read, update, delete, assign_and_revoke
	groups	read, assign_and_revoke
	cluster	read
	nodes	read
	backups	manage
	replicate	create, read, update, delete
	alias	create, read, update, delete

Examples
iex> Actions.to_api_string(:collections, :create)
"create_collections"

iex> Actions.from_api_string("read_data")
{:ok, {:data, :read}}

iex> Actions.valid_action?(:users, :assign_and_revoke)
true

      


      
        Summary


  
    Types
  


    
      
        action()

      


    


    
      
        alias_action()

      


    


    
      
        backups_action()

      


    


    
      
        cluster_action()

      


    


    
      
        collections_action()

      


    


    
      
        data_action()

      


    


    
      
        groups_action()

      


    


    
      
        nodes_action()

      


    


    
      
        permission_type()

      


    


    
      
        replicate_action()

      


    


    
      
        roles_action()

      


    


    
      
        tenants_action()

      


    


    
      
        users_action()

      


    





  
    Functions
  


    
      
        actions_for_type(type)

      


        Get all valid actions for a permission type.



    


    
      
        from_api_string(api_string)

      


        Parse an API string to permission type and action tuple.



    


    
      
        permission_types()

      


        Get all permission types.



    


    
      
        to_api_string(type, action)

      


        Convert a permission type and action to the API string format.



    


    
      
        valid_action?(type, action)

      


        Check if an action is valid for the given permission type.



    





      


      
        Types


        


  
    
      
    
    
      action()



        
          
        

    

  


  

      

          @type action() ::
  collections_action()
  | data_action()
  | tenants_action()
  | roles_action()
  | users_action()
  | groups_action()
  | cluster_action()
  | nodes_action()
  | backups_action()
  | replicate_action()
  | alias_action()


      



  



  
    
      
    
    
      alias_action()



        
          
        

    

  


  

      

          @type alias_action() :: :create | :read | :update | :delete


      



  



  
    
      
    
    
      backups_action()



        
          
        

    

  


  

      

          @type backups_action() :: :manage


      



  



  
    
      
    
    
      cluster_action()



        
          
        

    

  


  

      

          @type cluster_action() :: :read


      



  



  
    
      
    
    
      collections_action()



        
          
        

    

  


  

      

          @type collections_action() :: :create | :read | :update | :delete | :manage


      



  



  
    
      
    
    
      data_action()



        
          
        

    

  


  

      

          @type data_action() :: :create | :read | :update | :delete | :manage


      



  



  
    
      
    
    
      groups_action()



        
          
        

    

  


  

      

          @type groups_action() :: :read | :assign_and_revoke


      



  



  
    
      
    
    
      nodes_action()



        
          
        

    

  


  

      

          @type nodes_action() :: :read


      



  



  
    
      
    
    
      permission_type()



        
          
        

    

  


  

      

          @type permission_type() ::
  :collections
  | :data
  | :tenants
  | :roles
  | :users
  | :groups
  | :cluster
  | :nodes
  | :backups
  | :replicate
  | :alias


      



  



  
    
      
    
    
      replicate_action()



        
          
        

    

  


  

      

          @type replicate_action() :: :create | :read | :update | :delete


      



  



  
    
      
    
    
      roles_action()



        
          
        

    

  


  

      

          @type roles_action() :: :create | :read | :update | :delete


      



  



  
    
      
    
    
      tenants_action()



        
          
        

    

  


  

      

          @type tenants_action() :: :create | :read | :update | :delete


      



  



  
    
      
    
    
      users_action()



        
          
        

    

  


  

      

          @type users_action() :: :create | :read | :update | :delete | :assign_and_revoke


      



  


        

      

      
        Functions


        


  
    
      
    
    
      actions_for_type(type)



        
          
        

    

  


  

      

          @spec actions_for_type(permission_type()) :: [action()]


      


Get all valid actions for a permission type.
Examples
iex> Actions.actions_for_type(:collections)
[:create, :read, :update, :delete, :manage]

iex> Actions.actions_for_type(:cluster)
[:read]

  



  
    
      
    
    
      from_api_string(api_string)



        
          
        

    

  


  

      

          @spec from_api_string(String.t()) ::
  {:ok, {permission_type(), action()}} | {:error, String.t()}


      


Parse an API string to permission type and action tuple.
Examples
iex> Actions.from_api_string("create_collections")
{:ok, {:collections, :create}}

iex> Actions.from_api_string("unknown_action")
{:error, "Unknown action: unknown_action"}

  



  
    
      
    
    
      permission_types()



        
          
        

    

  


  

      

          @spec permission_types() :: [permission_type()]


      


Get all permission types.
Examples
iex> Actions.permission_types()
[:collections, :data, :tenants, :roles, :users, :groups, :cluster, :nodes, :backups, :replicate, :alias]

  



  
    
      
    
    
      to_api_string(type, action)



        
          
        

    

  


  

      

          @spec to_api_string(permission_type(), action()) :: String.t()


      


Convert a permission type and action to the API string format.
Examples
iex> Actions.to_api_string(:collections, :create)
"create_collections"

iex> Actions.to_api_string(:users, :assign_and_revoke)
"assign_and_revoke_users"

  



  
    
      
    
    
      valid_action?(type, action)



        
          
        

    

  


  

      

          @spec valid_action?(permission_type(), action()) :: boolean()


      


Check if an action is valid for the given permission type.
Examples
iex> Actions.valid_action?(:collections, :create)
true

iex> Actions.valid_action?(:nodes, :delete)
false
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WeaviateEx.RBAC.GroupAssignment 
    



      
Group assignment with type information.
Represents a group assigned to a role, including the group type which
indicates the source of the group (currently only OIDC groups are supported).
Group Types
	:oidc - Group from OpenID Connect identity provider

Examples
{:ok, assignments} = RBAC.get_group_assignments(client, "viewer")
for assignment <- assignments do
  IO.puts("#{assignment.group_id} (type: #{assignment.group_type})")
end

      


      
        Summary


  
    Types
  


    
      
        group_type()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        from_api(group_id)

      


        Parse group assignment from API response.



    


    
      
        group_type_to_string(atom)

      


        Convert group type atom to API string.



    


    
      
        new(group_id, group_type)

      


        Creates a new GroupAssignment struct.



    


    
      
        parse_group_type(arg1)

      


        Parse group type string to atom.



    


    
      
        to_api(assignment)

      


        Convert group assignment to API format.



    





      


      
        Types


        


  
    
      
    
    
      group_type()



        
          
        

    

  


  

      

          @type group_type() :: :oidc


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.RBAC.GroupAssignment{
  group_id: String.t(),
  group_type: group_type()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_api(group_id)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse group assignment from API response.
Examples
assignment = GroupAssignment.from_api(%{"groupId" => "eng", "groupType" => "oidc"})
# => %GroupAssignment{group_id: "eng", group_type: :oidc}

  



  
    
      
    
    
      group_type_to_string(atom)



        
          
        

    

  


  

      

          @spec group_type_to_string(group_type()) :: String.t()


      


Convert group type atom to API string.

  



  
    
      
    
    
      new(group_id, group_type)



        
          
        

    

  


  

      

          @spec new(String.t(), group_type()) :: t()


      


Creates a new GroupAssignment struct.
Examples
assignment = GroupAssignment.new("engineering", :oidc)

  



  
    
      
    
    
      parse_group_type(arg1)



        
          
        

    

  


  

      

          @spec parse_group_type(String.t()) :: group_type()


      


Parse group type string to atom.

  



  
    
      
    
    
      to_api(assignment)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert group assignment to API format.
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WeaviateEx.RBAC.Permission 
    



      
Represents a single permission in Weaviate RBAC.
A permission defines what action can be performed on which resources.
Permissions are composed of:
	type - The resource type (collections, data, tenants, etc.)
	action - The allowed action (create, read, update, delete, manage, etc.)
	filters - Optional restrictions on the permission scope

Filters by Type
	Type	Available Filters
	collections	collection
	data	collection, tenant, object
	tenants	collection, tenant
	roles	role
	users	user
	groups	group
	nodes	verbosity (:minimal or :verbose)
	cluster	(none)
	backups	(none)
	replicate	collection
	alias	(none)

Examples
# Simple permission
Permission.new(:collections, :read)

# Permission with collection filter
Permission.new(:data, :create, collection: "Article")

# Permission with multiple filters
Permission.new(:data, :read, collection: "Article", tenant: "tenant-a")

# Nodes permission with verbosity
Permission.new(:nodes, :read, verbosity: :verbose)

      


      
        Summary


  
    Types
  


    
      
        action()

      


    


    
      
        permission_type()

      


    


    
      
        role_scope()

      


    


    
      
        t()

      


    


    
      
        verbosity()

      


    





  
    Functions
  


    
      
        from_api(api_data)

      


        Decode a permission from the Weaviate API response format.



    


    
      
        new(type, action, opts \\ [])

      


        Create a new permission with the given type, action, and optional filters.



    


    
      
        to_api(permission)

      


        Encode a permission to the Weaviate API format.



    





      


      
        Types


        


  
    
      
    
    
      action()



        
          
        

    

  


  

      

          @type action() :: WeaviateEx.RBAC.Actions.action()


      



  



  
    
      
    
    
      permission_type()



        
          
        

    

  


  

      

          @type permission_type() :: WeaviateEx.RBAC.Actions.permission_type()


      



  



  
    
      
    
    
      role_scope()



        
          
        

    

  


  

      

          @type role_scope() :: :match | :all


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.RBAC.Permission{
  action: action(),
  collection: String.t() | nil,
  group: String.t() | nil,
  object: String.t() | nil,
  role: String.t() | nil,
  scope: role_scope() | nil,
  tenant: String.t() | nil,
  type: permission_type(),
  user: String.t() | nil,
  verbosity: verbosity() | nil
}


      



  



  
    
      
    
    
      verbosity()



        
          
        

    

  


  

      

          @type verbosity() :: :minimal | :verbose


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_api(api_data)



        
          
        

    

  


  

      

          @spec from_api(map()) :: {:ok, t()} | {:error, String.t()}


      


Decode a permission from the Weaviate API response format.
Examples
{:ok, permission} = Permission.from_api(%{
  "action" => "read_data",
  "collection" => "Article"
})

  



    

  
    
      
    
    
      new(type, action, opts \\ [])



        
          
        

    

  


  

      

          @spec new(permission_type(), action(), keyword()) :: t()


      


Create a new permission with the given type, action, and optional filters.
Parameters
	type - Permission type (e.g., :collections, :data, :tenants)
	action - Action to allow (e.g., :create, :read, :update, :delete, :manage)
	opts - Optional filters:	:collection - Filter by collection name
	:tenant - Filter by tenant name
	:object - Filter by object UUID
	:role - Filter by role name
	:user - Filter by user ID
	:group - Filter by group name
	:verbosity - For nodes permission: :minimal or :verbose
	:scope - For roles permission: :match or :all



Examples
Permission.new(:collections, :read)
Permission.new(:data, :create, collection: "Article", tenant: "tenant-a")
Permission.new(:nodes, :read, verbosity: :verbose)
Permission.new(:roles, :read, role: "admin", scope: :match)

  



  
    
      
    
    
      to_api(permission)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Encode a permission to the Weaviate API format.
Examples
permission = Permission.new(:data, :read, collection: "Article")
Permission.to_api(permission)
# => %{"action" => "read_data", "collection" => "Article"}
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WeaviateEx.RBAC.Permissions 
    



      
Builder API for constructing RBAC permissions.
This module provides a fluent API for creating permissions that can be assigned
to roles. Each builder function returns either a single Permission struct or
a list of Permission structs (when multiple actions are specified).
Examples
# Full access to a collection
Permissions.collections("Article", [:create, :read, :update, :delete])

# Read data from specific tenant
Permissions.data("Article", :read, tenant: "tenant-a")

# Manage all backups
Permissions.backups(:manage)

# Verbose node info
Permissions.nodes(:verbose)

# Multiple permissions for a role
permissions = [
  Permissions.collections("Article", [:read, :update]),
  Permissions.data("Article", [:read, :create]),
  Permissions.cluster()
]
Wildcards
Use :all to create permissions that apply to all resources:
Permissions.collections(:all, :read)  # Read all collections
Permissions.data(:all, :read)         # Read data from all collections
Permissions.users(:all, :read)        # Read all users
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        actions()

      


    


    
      
        collection_or_all()

      


    


    
      
        name_or_all()

      


    





  
    Functions
  


    
      
        alias_permission(actions)

      


        Create alias permission(s).



    


    
      
        alias_permission(alias_name, actions)

      


    


    
      
        backups(action \\ :manage)

      


        Create backups permission.



    


    
      
        cluster(action \\ :read)

      


        Create cluster permission.



    


    
      
        collections(actions)

      


        Create collections permission(s).



    


    
      
        collections(collection, actions)

      


    


    
      
        data(actions)

      


        Create data permission(s).



    


    
      
        data(collection, actions)

      


    


    
      
        data(collection, actions, opts)

      


    


    
      
        flatten(permission)

      


        Flatten a nested structure of permissions into a single list.



    


    
      
        groups(actions)

      


        Create groups permission(s) (OIDC groups).



    


    
      
        groups(group, actions)

      


    


    
      
        nodes(verbosity \\ :minimal, opts \\ [])

      


        Create nodes permission.



    


    
      
        replicate(actions)

      


        Create replicate permission(s).



    


    
      
        replicate(collection, actions)

      


    


    
      
        roles(actions)

      


        Create roles permission(s).



    


    
      
        roles(role, actions)

      


    


    
      
        roles(role, actions, opts)

      


    


    
      
        tenants(actions)

      


        Create tenants permission(s).



    


    
      
        tenants(collection, actions)

      


    


    
      
        tenants(collection, actions, opts)

      


    


    
      
        users(actions)

      


        Create users permission(s).



    


    
      
        users(user, actions)

      


    





      


      
        Types


        


  
    
      
    
    
      actions()



        
          
        

    

  


  

      

          @type actions() :: atom() | [atom()]


      



  



  
    
      
    
    
      collection_or_all()



        
          
        

    

  


  

      

          @type collection_or_all() :: String.t() | :all


      



  



  
    
      
    
    
      name_or_all()



        
          
        

    

  


  

      

          @type name_or_all() :: String.t() | :all


      



  


        

      

      
        Functions


        


  
    
      
    
    
      alias_permission(actions)



        
          
        

    

  


  

      

          @spec alias_permission(actions()) ::
  WeaviateEx.RBAC.Permission.t() | [WeaviateEx.RBAC.Permission.t()]


      


Create alias permission(s).
Named alias_permission because alias is a reserved word in Elixir.
Parameters
	alias_name - Alias name or :all for wildcard. Defaults to "*".
	actions - Single action atom or list of actions

Examples
Permissions.alias_permission("my-alias", :create)
Permissions.alias_permission(:all, [:create, :read, :delete])

  



  
    
      
    
    
      alias_permission(alias_name, actions)



        
          
        

    

  


  

      

          @spec alias_permission(name_or_all(), actions()) ::
  WeaviateEx.RBAC.Permission.t() | [WeaviateEx.RBAC.Permission.t()]


      



  



    

  
    
      
    
    
      backups(action \\ :manage)



        
          
        

    

  


  

      

          @spec backups(atom()) :: WeaviateEx.RBAC.Permission.t()


      


Create backups permission.
Parameters
	action - Action atom (typically :manage). Defaults to :manage.

Examples
Permissions.backups()
Permissions.backups(:manage)

  



    

  
    
      
    
    
      cluster(action \\ :read)



        
          
        

    

  


  

      

          @spec cluster(atom()) :: WeaviateEx.RBAC.Permission.t()


      


Create cluster permission.
Parameters
	action - Action atom (typically :read). Defaults to :read.

Examples
Permissions.cluster()
Permissions.cluster(:read)

  



  
    
      
    
    
      collections(actions)



        
          
        

    

  


  

      

          @spec collections(actions()) ::
  WeaviateEx.RBAC.Permission.t() | [WeaviateEx.RBAC.Permission.t()]


      


Create collections permission(s).
Parameters
	collection - Collection name or :all for wildcard. Defaults to "*".
	actions - Single action atom or list of actions

Examples
Permissions.collections("Article", :read)
Permissions.collections("Article", [:create, :read, :update])
Permissions.collections(:all, :manage)
Permissions.collections(:read)  # All collections, single action

  



  
    
      
    
    
      collections(collection, actions)



        
          
        

    

  


  

      

          @spec collections(collection_or_all(), actions()) ::
  WeaviateEx.RBAC.Permission.t() | [WeaviateEx.RBAC.Permission.t()]


      



  



  
    
      
    
    
      data(actions)



        
          
        

    

  


  

      

          @spec data(actions()) ::
  WeaviateEx.RBAC.Permission.t() | [WeaviateEx.RBAC.Permission.t()]


      


Create data permission(s).
Parameters
	collection - Collection name or :all for wildcard. Defaults to "*".
	actions - Single action atom or list of actions
	opts - Optional filters:	:tenant - Filter by tenant (or :all for wildcard)
	:object - Filter by object UUID



Examples
Permissions.data("Article", :read)
Permissions.data("Article", :read, tenant: "tenant-a")
Permissions.data("Article", [:create, :update], tenant: :all)

  



  
    
      
    
    
      data(collection, actions)



        
          
        

    

  


  

      

          @spec data(collection_or_all(), actions()) ::
  WeaviateEx.RBAC.Permission.t() | [WeaviateEx.RBAC.Permission.t()]


      



  



  
    
      
    
    
      data(collection, actions, opts)



        
          
        

    

  


  

      

          @spec data(collection_or_all(), actions(), keyword()) ::
  WeaviateEx.RBAC.Permission.t() | [WeaviateEx.RBAC.Permission.t()]


      



  



  
    
      
    
    
      flatten(permission)



        
          
        

    

  


  

      

          @spec flatten(
  WeaviateEx.RBAC.Permission.t()
  | [WeaviateEx.RBAC.Permission.t() | [WeaviateEx.RBAC.Permission.t()]]
) :: [WeaviateEx.RBAC.Permission.t()]


      


Flatten a nested structure of permissions into a single list.
Useful when combining multiple permission builders.
Examples
nested = [
  Permissions.collections("A", [:read, :update]),
  [Permissions.cluster(), Permissions.nodes()]
]
Permissions.flatten(nested)
# => [%Permission{}, %Permission{}, %Permission{}, %Permission{}]

  



  
    
      
    
    
      groups(actions)



        
          
        

    

  


  

      

          @spec groups(actions()) ::
  WeaviateEx.RBAC.Permission.t() | [WeaviateEx.RBAC.Permission.t()]


      


Create groups permission(s) (OIDC groups).
Parameters
	group - Group name or :all for wildcard. Defaults to "*".
	actions - Single action atom or list of actions

Examples
Permissions.groups("engineering", :read)
Permissions.groups(:all, :assign_and_revoke)

  



  
    
      
    
    
      groups(group, actions)



        
          
        

    

  


  

      

          @spec groups(name_or_all(), actions()) ::
  WeaviateEx.RBAC.Permission.t() | [WeaviateEx.RBAC.Permission.t()]


      



  



    

    

  
    
      
    
    
      nodes(verbosity \\ :minimal, opts \\ [])



        
          
        

    

  


  

      

          @spec nodes(
  :minimal | :verbose,
  keyword()
) :: WeaviateEx.RBAC.Permission.t()


      


Create nodes permission.
Parameters
	verbosity - :minimal or :verbose. Defaults to :minimal.
	opts - Optional keyword list:	:collection - Filter to specific collection (only valid with :verbose)



Examples
Permissions.nodes()          # Minimal verbosity
Permissions.nodes(:minimal)
Permissions.nodes(:verbose)

# With collection filter (verbose only)
Permissions.nodes(:verbose, collection: "Article")

  



  
    
      
    
    
      replicate(actions)



        
          
        

    

  


  

      

          @spec replicate(actions()) ::
  WeaviateEx.RBAC.Permission.t() | [WeaviateEx.RBAC.Permission.t()]


      


Create replicate permission(s).
Parameters
	collection - Collection name or :all for wildcard. Defaults to "*".
	actions - Single action atom or list of actions

Examples
Permissions.replicate("Article", :create)
Permissions.replicate(:all, [:create, :read])

  



  
    
      
    
    
      replicate(collection, actions)



        
          
        

    

  


  

      

          @spec replicate(collection_or_all(), actions()) ::
  WeaviateEx.RBAC.Permission.t() | [WeaviateEx.RBAC.Permission.t()]


      



  



  
    
      
    
    
      roles(actions)



        
          
        

    

  


  

      

          @spec roles(actions()) ::
  WeaviateEx.RBAC.Permission.t() | [WeaviateEx.RBAC.Permission.t()]


      


Create roles permission(s).
Parameters
	role - Role name or :all for wildcard. Defaults to "*".
	actions - Single action atom or list of actions
	opts - Optional filters:	:scope - Permission scope: :match or :all



Examples
Permissions.roles("admin", :read)
Permissions.roles(:all, [:create, :read, :delete])
Permissions.roles("admin", :read, scope: :match)
Permissions.roles("*", :manage, scope: :all)

  



  
    
      
    
    
      roles(role, actions)



        
          
        

    

  


  

      

          @spec roles(name_or_all(), actions()) ::
  WeaviateEx.RBAC.Permission.t() | [WeaviateEx.RBAC.Permission.t()]


      



  



  
    
      
    
    
      roles(role, actions, opts)



        
          
        

    

  


  

      

          @spec roles(name_or_all(), actions(), keyword()) ::
  WeaviateEx.RBAC.Permission.t() | [WeaviateEx.RBAC.Permission.t()]


      



  



  
    
      
    
    
      tenants(actions)



        
          
        

    

  


  

      

          @spec tenants(actions()) ::
  WeaviateEx.RBAC.Permission.t() | [WeaviateEx.RBAC.Permission.t()]


      


Create tenants permission(s).
Parameters
	collection - Collection name or :all for wildcard. Defaults to "*".
	actions - Single action atom or list of actions
	opts - Optional filters:	:tenant - Filter by specific tenant



Examples
Permissions.tenants("MyCollection", :create)
Permissions.tenants("MyCollection", [:create, :read, :delete])
Permissions.tenants(:all, :read, tenant: "tenant-a")

  



  
    
      
    
    
      tenants(collection, actions)



        
          
        

    

  


  

      

          @spec tenants(collection_or_all(), actions()) ::
  WeaviateEx.RBAC.Permission.t() | [WeaviateEx.RBAC.Permission.t()]


      



  



  
    
      
    
    
      tenants(collection, actions, opts)



        
          
        

    

  


  

      

          @spec tenants(collection_or_all(), actions(), keyword()) ::
  WeaviateEx.RBAC.Permission.t() | [WeaviateEx.RBAC.Permission.t()]


      



  



  
    
      
    
    
      users(actions)



        
          
        

    

  


  

      

          @spec users(actions()) ::
  WeaviateEx.RBAC.Permission.t() | [WeaviateEx.RBAC.Permission.t()]


      


Create users permission(s).
Parameters
	user - User ID or :all for wildcard. Defaults to "*".
	actions - Single action atom or list of actions

Examples
Permissions.users("john", :read)
Permissions.users(:all, :assign_and_revoke)

  



  
    
      
    
    
      users(user, actions)



        
          
        

    

  


  

      

          @spec users(name_or_all(), actions()) ::
  WeaviateEx.RBAC.Permission.t() | [WeaviateEx.RBAC.Permission.t()]


      



  


        

      


  

  
    
    WeaviateEx.RBAC.Role - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.RBAC.Role 
    



      
Represents a role in Weaviate RBAC.
A role is a named collection of permissions that can be assigned to users or groups.
Roles provide a convenient way to manage access control by grouping related permissions.
Examples
# Create a role with permissions
permissions = [
  Permissions.collections("Article", [:read, :update]),
  Permissions.data("Article", [:read, :create, :update])
]
role = Role.new("article-editor", permissions)

# Add more permissions
role = Role.add_permissions(role, [Permissions.nodes(:verbose)])

# Check if role has a permission
Role.has_permission?(role, Permissions.data("Article", :read))
# => true

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        add_permissions(role, permissions)

      


        Add permissions to an existing role.



    


    
      
        from_api(api_data)

      


        Decode a role from the Weaviate API response format.



    


    
      
        has_permission?(role, permission)

      


        Check if a role has a specific permission.



    


    
      
        new(name, permissions \\ [])

      


        Create a new role with the given name and optional permissions.



    


    
      
        remove_permissions(role, permissions)

      


        Remove permissions from a role.



    


    
      
        to_api(role)

      


        Encode a role to the Weaviate API format.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.RBAC.Role{
  name: String.t(),
  permissions: [WeaviateEx.RBAC.Permission.t()]
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add_permissions(role, permissions)



        
          
        

    

  


  

      

          @spec add_permissions(
  t(),
  WeaviateEx.RBAC.Permission.t() | [WeaviateEx.RBAC.Permission.t()]
) :: t()


      


Add permissions to an existing role.
Examples
role = Role.new("my-role")
role = Role.add_permissions(role, [Permissions.data("A", :read)])

  



  
    
      
    
    
      from_api(api_data)



        
          
        

    

  


  

      

          @spec from_api(map()) :: {:ok, t()} | {:error, String.t()}


      


Decode a role from the Weaviate API response format.
Examples
{:ok, role} = Role.from_api(%{
  "name" => "my-role",
  "permissions" => [%{"action" => "read_data", "collection" => "Article"}]
})

  



  
    
      
    
    
      has_permission?(role, permission)



        
          
        

    

  


  

      

          @spec has_permission?(t(), WeaviateEx.RBAC.Permission.t()) :: boolean()


      


Check if a role has a specific permission.
Examples
perm = Permissions.data("Article", :read)
role = Role.new("reader", [perm])
Role.has_permission?(role, perm)
# => true

  



    

  
    
      
    
    
      new(name, permissions \\ [])



        
          
        

    

  


  

      

          @spec new(
  String.t(),
  WeaviateEx.RBAC.Permission.t() | [WeaviateEx.RBAC.Permission.t()] | []
) :: t()


      


Create a new role with the given name and optional permissions.
Permissions can be a single permission, a list of permissions, or nested lists
(which will be flattened).
Parameters
	name - The role name
	permissions - Optional list of permissions (default: [])

Examples
Role.new("reader")
Role.new("editor", [Permissions.data("Article", [:read, :update])])

  



  
    
      
    
    
      remove_permissions(role, permissions)



        
          
        

    

  


  

      

          @spec remove_permissions(
  t(),
  WeaviateEx.RBAC.Permission.t() | [WeaviateEx.RBAC.Permission.t()]
) :: t()


      


Remove permissions from a role.
Permissions are matched by content equality (same type, action, and filters).
Examples
perm = Permissions.data("A", :read)
role = Role.new("my-role", [perm])
role = Role.remove_permissions(role, [perm])

  



  
    
      
    
    
      to_api(role)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Encode a role to the Weaviate API format.
Examples
role = Role.new("my-role", [Permissions.data("A", :read)])
Role.to_api(role)
# => %{"name" => "my-role", "permissions" => [%{"action" => "read_data", ...}]}
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WeaviateEx.RBAC.UserAssignment 
    



      
User assignment with type information.
Represents a user assigned to a role, including their user type which
indicates how the user was created/authenticated.
User Types
	:db_user - Database-backed user created via the Users.DB API
	:db_env_user - Database user created via environment variables
	:oidc - User authenticated via OpenID Connect

Examples
{:ok, assignments} = RBAC.get_user_assignments(client, "editor")
for assignment <- assignments do
  IO.puts("#{assignment.user_id} (type: #{assignment.user_type})")
end

      


      
        Summary


  
    Types
  


    
      
        t()

      


    


    
      
        user_type()

      


    





  
    Functions
  


    
      
        db_user?(arg1)

      


        Check if the user is a database-backed user.



    


    
      
        from_api(user_id)

      


        Parse user assignment from API response.



    


    
      
        new(user_id, user_type)

      


        Creates a new UserAssignment struct.



    


    
      
        oidc_user?(arg1)

      


        Check if the user is an OIDC user.



    


    
      
        parse_user_type(arg1)

      


        Parse user type string to atom.



    


    
      
        to_api(assignment)

      


        Convert user assignment to API format.



    


    
      
        user_type_to_string(atom)

      


        Convert user type atom to API string.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.RBAC.UserAssignment{
  user_id: String.t(),
  user_type: user_type()
}


      



  



  
    
      
    
    
      user_type()



        
          
        

    

  


  

      

          @type user_type() :: :db_user | :db_env_user | :oidc


      



  


        

      

      
        Functions


        


  
    
      
    
    
      db_user?(arg1)



        
          
        

    

  


  

      

          @spec db_user?(t()) :: boolean()


      


Check if the user is a database-backed user.

  



  
    
      
    
    
      from_api(user_id)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse user assignment from API response.
Examples
assignment = UserAssignment.from_api(%{"userId" => "john", "userType" => "db_user"})
# => %UserAssignment{user_id: "john", user_type: :db_user}

  



  
    
      
    
    
      new(user_id, user_type)



        
          
        

    

  


  

      

          @spec new(String.t(), user_type()) :: t()


      


Creates a new UserAssignment struct.
Examples
assignment = UserAssignment.new("john.doe", :db_user)

  



  
    
      
    
    
      oidc_user?(arg1)



        
          
        

    

  


  

      

          @spec oidc_user?(t()) :: boolean()


      


Check if the user is an OIDC user.

  



  
    
      
    
    
      parse_user_type(arg1)



        
          
        

    

  


  

      

          @spec parse_user_type(String.t()) :: user_type()


      


Parse user type string to atom.

  



  
    
      
    
    
      to_api(assignment)



        
          
        

    

  


  

      

          @spec to_api(t()) :: map()


      


Convert user assignment to API format.

  



  
    
      
    
    
      user_type_to_string(atom)



        
          
        

    

  


  

      

          @spec user_type_to_string(user_type()) :: String.t()


      


Convert user type atom to API string.
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WeaviateEx.Reconfigure 
    



      
Type-safe configuration update builders for collections.
This module provides builder functions for creating configuration updates
that can be passed to Collections.update/3. Each function returns a map
with the proper API structure.
Example
alias WeaviateEx.Reconfigure

# Update inverted index settings
updates = Reconfigure.inverted_index(bm25: [b: 0.8, k1: 1.5])

{:ok, _} = WeaviateEx.Collections.update(client, "Article", updates)

# Update replication factor
updates = Reconfigure.replication(factor: 5)

# Combine multiple updates
updates =
  Reconfigure.inverted_index(bm25: [b: 0.8])
  |> Map.merge(Reconfigure.replication(factor: 3))

{:ok, _} = WeaviateEx.Collections.update(client, "Article", updates)

      


      
        Summary


  
    Functions
  


    
      
        description(desc)

      


        Build a description update.



    


    
      
        inverted_index(opts \\ [])

      


        Build an inverted index configuration update.



    


    
      
        merge(configs)

      


        Merge multiple reconfiguration updates into a single map.



    


    
      
        multi_tenancy(opts \\ [])

      


        Build a multi-tenancy configuration update.



    


    
      
        named_vectors_update(name, opts \\ [])

      


        Build a named vector configuration update.



    


    
      
        replication(opts \\ [])

      


        Build a replication configuration update.



    


    
      
        vector_index_hnsw(opts \\ [])

      


        Build an HNSW vector index configuration update.



    





      


      
        Functions


        


  
    
      
    
    
      description(desc)



        
          
        

    

  


  

      

          @spec description(String.t()) :: map()


      


Build a description update.
Examples
Reconfigure.description("Updated collection description")

  



    

  
    
      
    
    
      inverted_index(opts \\ [])



        
          
        

    

  


  

      

          @spec inverted_index(keyword()) :: map()


      


Build an inverted index configuration update.
Options
	:bm25 - BM25 parameters: [b: float, k1: float]
	:cleanup_interval_seconds - Seconds between cleanup runs
	:stopwords - Stopword configuration: [preset: string, additions: [string], removals: [string]]
	:index_null_state - Whether to index null values (boolean)
	:index_property_length - Whether to index property length (boolean)
	:index_timestamps - Whether to index timestamps (boolean)

Examples
# Update BM25 parameters
Reconfigure.inverted_index(bm25: [b: 0.8, k1: 1.5])

# Update cleanup interval
Reconfigure.inverted_index(cleanup_interval_seconds: 120)

# Multiple settings
Reconfigure.inverted_index(
  bm25: [b: 0.75],
  cleanup_interval_seconds: 60,
  index_null_state: true
)

  



  
    
      
    
    
      merge(configs)



        
          
        

    

  


  

      

          @spec merge([map()]) :: map()


      


Merge multiple reconfiguration updates into a single map.
Examples
updates = Reconfigure.merge([
  Reconfigure.inverted_index(bm25: [b: 0.8]),
  Reconfigure.replication(factor: 3),
  Reconfigure.vector_index_hnsw(ef: 128)
])

{:ok, _} = WeaviateEx.Collections.update(client, "Article", updates)

  



    

  
    
      
    
    
      multi_tenancy(opts \\ [])



        
          
        

    

  


  

      

          @spec multi_tenancy(keyword()) :: map()


      


Build a multi-tenancy configuration update.
Options
	:auto_tenant_creation - Auto-create tenants on first insert (boolean)
	:auto_tenant_activation - Auto-activate tenants on access (boolean)

Examples
# Enable auto-tenant creation
Reconfigure.multi_tenancy(auto_tenant_creation: true)

# Enable fully automatic mode
Reconfigure.multi_tenancy(
  auto_tenant_creation: true,
  auto_tenant_activation: true
)

  



    

  
    
      
    
    
      named_vectors_update(name, opts \\ [])



        
          
        

    

  


  

      

          @spec named_vectors_update(
  String.t(),
  keyword()
) :: map()


      


Build a named vector configuration update.
Updates the configuration for a specific named vector.
Parameters
	name - Name of the vector to update
	opts - Vector configuration options (same as vector_index_hnsw)

Examples
# Update a named vector's ef parameter
Reconfigure.named_vectors_update("title_vector", ef: 128)

# Update multiple named vectors
updates =
  Reconfigure.named_vectors_update("title", ef: 128)
  |> Map.merge(Reconfigure.named_vectors_update("content", ef: 256))

  



    

  
    
      
    
    
      replication(opts \\ [])



        
          
        

    

  


  

      

          @spec replication(keyword()) :: map()


      


Build a replication configuration update.
Options
	:factor - Replication factor (number of replicas)
	:async_enabled - Whether async replication is enabled (boolean)
	:deletion_strategy - Deletion strategy (:no_automated_resolution or :delete_on_conflict)

Examples
# Update replication factor
Reconfigure.replication(factor: 3)

# Enable async replication
Reconfigure.replication(async_enabled: true)

# Set deletion strategy
Reconfigure.replication(deletion_strategy: :delete_on_conflict)

  



    

  
    
      
    
    
      vector_index_hnsw(opts \\ [])



        
          
        

    

  


  

      

          @spec vector_index_hnsw(keyword()) :: map()


      


Build an HNSW vector index configuration update.
Options
	:ef - Size of dynamic candidate list for search
	:ef_construction - Size of candidate list during construction
	:max_connections - Maximum connections per element
	:cleanup_interval_seconds - Seconds between cleanup runs
	:dynamic_ef_factor - Factor for dynamic ef
	:dynamic_ef_min - Minimum dynamic ef
	:dynamic_ef_max - Maximum dynamic ef
	:flat_search_cutoff - Object count threshold for flat search
	:vector_cache_max_objects - Max objects in vector cache
	:skip - Skip vector index (boolean)
	:filter_strategy - Filter strategy (:sweeping or :acorn)

Examples
# Update ef parameters
Reconfigure.vector_index_hnsw(ef: 128, ef_construction: 256)

# Update cache settings
Reconfigure.vector_index_hnsw(vector_cache_max_objects: 100_000)
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WeaviateEx.Retry 
    



      
Retry logic with exponential backoff for Weaviate operations.
Automatically retries operations that fail with transient errors
(rate limits, service unavailable, timeouts) using exponential
backoff with jitter.
Examples
Retry.with_exponential_backoff(fn ->
  WeaviateEx.Client.request(client, :post, "/v1/objects", object)
end)

Retry.with_exponential_backoff(
  fn -> expensive_operation() end,
  max_retries: 5,
  base_delay: 200,
  max_delay: 10_000
)

      


      
        Summary


  
    Types
  


    
      
        error()

      


    


    
      
        retry_opts()

      


    





  
    Functions
  


    
      
        calculate_delay(attempt, base_delay, max_delay)

      


        Calculate delay for retry attempt with jitter.



    


    
      
        grpc_retryable?(status)

      


        Check if a gRPC status code is retryable.



    


    
      
        retryable?(arg1)

      


        Check if an error is retryable.



    


    
      
        with_exponential_backoff(fun, opts \\ [])

      


        Execute function with exponential backoff retry.



    





      


      
        Types


        


  
    
      
    
    
      error()



        
          
        

    

  


  

      

          @type error() :: map() | term()


      



  



  
    
      
    
    
      retry_opts()



        
          
        

    

  


  

      

          @type retry_opts() :: [
  max_retries: pos_integer(),
  base_delay: pos_integer(),
  max_delay: pos_integer()
]


      



  


        

      

      
        Functions


        


  
    
      
    
    
      calculate_delay(attempt, base_delay, max_delay)



        
          
        

    

  


  

      

          @spec calculate_delay(non_neg_integer(), pos_integer(), pos_integer()) ::
  pos_integer()


      


Calculate delay for retry attempt with jitter.
Uses exponential backoff: base_delay * 2^attempt with +/- 10% jitter,
capped at max_delay.
Examples
Retry.calculate_delay(0, 100, 5000)
# => ~100 (with jitter)

Retry.calculate_delay(3, 100, 5000)
# => ~800 (with jitter)

  



  
    
      
    
    
      grpc_retryable?(status)



        
          
        

    

  


  

      

          @spec grpc_retryable?(atom() | integer()) :: boolean()


      


Check if a gRPC status code is retryable.
Examples
Retry.grpc_retryable?(:unavailable)
# => true

Retry.grpc_retryable?(:not_found)
# => false

Retry.grpc_retryable?(14)
# => true

  



  
    
      
    
    
      retryable?(arg1)



        
          
        

    

  


  

      

          @spec retryable?(error()) :: boolean()


      


Check if an error is retryable.
Retryable errors include:
	HTTP 429 (Rate Limited)
	HTTP 502 (Bad Gateway)
	HTTP 503 (Service Unavailable)
	HTTP 504 (Gateway Timeout)
	gRPC UNAVAILABLE (14)
	gRPC RESOURCE_EXHAUSTED (8)
	gRPC ABORTED (10)
	gRPC DEADLINE_EXCEEDED (4)
	Connection errors (timeout, connection refused, etc.)

Examples
Retry.retryable?(%{status: 429})
# => true

Retry.retryable?(%{status: 400})
# => false

Retry.retryable?(%{reason: :timeout})
# => true

Retry.retryable?(%GRPC.RPCError{status: 14})
# => true

  



    

  
    
      
    
    
      with_exponential_backoff(fun, opts \\ [])



        
          
        

    

  


  

      

          @spec with_exponential_backoff((-> {:ok, term()} | {:error, term()}), retry_opts()) ::
  {:ok, term()} | {:error, term()}


      


Execute function with exponential backoff retry.
Options
	:max_retries - Maximum retry attempts (default: 3)
	:base_delay - Initial delay in milliseconds (default: 100)
	:max_delay - Maximum delay cap in milliseconds (default: 5000)

Examples
Retry.with_exponential_backoff(fn ->
  {:ok, result}
end)

Retry.with_exponential_backoff(
  fn -> risky_operation() end,
  max_retries: 5,
  base_delay: 200
)
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WeaviateEx.Schema.MultiTenancyConfig 
    



      
Multi-tenancy configuration for collection schema.
Provides configuration options for multi-tenant collections including
auto-tenant creation and activation features.
Features
	Auto-Tenant Creation: Automatically create tenants on first data insertion
	Auto-Tenant Activation: Automatically activate tenants when accessed

Examples
# Basic multi-tenancy enabled
config = MultiTenancyConfig.new(enabled: true)

# With auto-tenant creation
config = MultiTenancyConfig.new(
  enabled: true,
  auto_tenant_creation: true
)

# With auto-tenant activation
config = MultiTenancyConfig.new(
  enabled: true,
  auto_tenant_activation: true
)

# Full configuration
config = MultiTenancyConfig.new(
  enabled: true,
  auto_tenant_creation: true,
  auto_tenant_activation: true
)

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        disabled()

      


        Create a configuration with multi-tenancy disabled.



    


    
      
        enabled()

      


        Create a configuration with multi-tenancy enabled.



    


    
      
        from_map(map)

      


        Create a configuration from a map (e.g., from API response).



    


    
      
        fully_automatic()

      


        Create a fully automatic tenant configuration.



    


    
      
        new(opts \\ [])

      


        Create a new multi-tenancy configuration.



    


    
      
        to_map(config)

      


        Convert the configuration to a map for the Weaviate API.



    


    
      
        with_auto_activation()

      


        Create a configuration with auto-tenant activation enabled.



    


    
      
        with_auto_creation()

      


        Create a configuration with auto-tenant creation enabled.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Schema.MultiTenancyConfig{
  auto_tenant_activation: boolean(),
  auto_tenant_creation: boolean(),
  enabled: boolean()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      disabled()



        
          
        

    

  


  

      

          @spec disabled() :: t()


      


Create a configuration with multi-tenancy disabled.
Examples
MultiTenancyConfig.disabled()
# => %MultiTenancyConfig{enabled: false, auto_tenant_creation: false, auto_tenant_activation: false}

  



  
    
      
    
    
      enabled()



        
          
        

    

  


  

      

          @spec enabled() :: t()


      


Create a configuration with multi-tenancy enabled.
This is a convenience function for creating a basic multi-tenant configuration.
Examples
MultiTenancyConfig.enabled()
# => %MultiTenancyConfig{enabled: true, auto_tenant_creation: false, auto_tenant_activation: false}

  



  
    
      
    
    
      from_map(map)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      


Create a configuration from a map (e.g., from API response).
Examples
map = %{"enabled" => true, "autoTenantCreation" => true}
MultiTenancyConfig.from_map(map)
# => %MultiTenancyConfig{enabled: true, auto_tenant_creation: true, auto_tenant_activation: false}

  



  
    
      
    
    
      fully_automatic()



        
          
        

    

  


  

      

          @spec fully_automatic() :: t()


      


Create a fully automatic tenant configuration.
This enables both auto-tenant creation and activation.
Examples
MultiTenancyConfig.fully_automatic()
# => %MultiTenancyConfig{enabled: true, auto_tenant_creation: true, auto_tenant_activation: true}

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new multi-tenancy configuration.
Options
	:enabled - Enable multi-tenancy for the collection (default: false)
	:auto_tenant_creation - Automatically create tenants on first data insertion (default: false)
	:auto_tenant_activation - Automatically activate tenants when accessed (default: false)

Examples
MultiTenancyConfig.new(enabled: true)
# => %MultiTenancyConfig{enabled: true, auto_tenant_creation: false, auto_tenant_activation: false}

MultiTenancyConfig.new(enabled: true, auto_tenant_creation: true)
# => %MultiTenancyConfig{enabled: true, auto_tenant_creation: true, auto_tenant_activation: false}

  



  
    
      
    
    
      to_map(config)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Convert the configuration to a map for the Weaviate API.
Examples
config = MultiTenancyConfig.new(enabled: true, auto_tenant_creation: true)
MultiTenancyConfig.to_map(config)
# => %{"enabled" => true, "autoTenantCreation" => true, "autoTenantActivation" => false}

  



  
    
      
    
    
      with_auto_activation()



        
          
        

    

  


  

      

          @spec with_auto_activation() :: t()


      


Create a configuration with auto-tenant activation enabled.
When auto-tenant activation is enabled, inactive tenants are automatically
activated when they are accessed.
Examples
MultiTenancyConfig.with_auto_activation()
# => %MultiTenancyConfig{enabled: true, auto_tenant_creation: false, auto_tenant_activation: true}

  



  
    
      
    
    
      with_auto_creation()



        
          
        

    

  


  

      

          @spec with_auto_creation() :: t()


      


Create a configuration with auto-tenant creation enabled.
When auto-tenant creation is enabled, tenants are automatically created
when data is first inserted for a non-existent tenant.
Examples
MultiTenancyConfig.with_auto_creation()
# => %MultiTenancyConfig{enabled: true, auto_tenant_creation: true, auto_tenant_activation: false}
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Fluent API for tenant-scoped operations.
Provides a Python-like with_tenant experience for multi-tenant collections,
enabling clean and readable tenant-scoped data operations.
Usage
# Create a tenant-scoped client
tenant_client = client
  |> WeaviateEx.TenantClient.with_tenant("tenant_A")
  |> WeaviateEx.TenantClient.collection("Articles")

# Perform operations scoped to the tenant
{:ok, object} = TenantClient.insert(tenant_client, %{title: "Hello World"})
{:ok, objects} = TenantClient.query(tenant_client, limit: 10)
Pipelining
The module supports a fluent pipeline style:
client
|> TenantClient.with_tenant("customer_123")
|> TenantClient.collection("Documents")
|> TenantClient.insert(%{content: "Document content"})
All Operations
All standard data operations are available:
	insert/3 - Insert a single object
	query/2 - List/query objects
	get/2 - Get a single object by ID
	update/3 - Update an object
	delete/2 - Delete an object
	batch_insert/3 - Batch insert multiple objects
	near_vector/3 - Vector similarity search
	near_text/3 - Text-based search
	hybrid/3 - Hybrid search
	bm25/3 - Keyword search


      


      
        Summary
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        t()

      


    





  
    Functions
  


    
      
        batch_insert(tc, objects, opts \\ [])

      


        Batch inserts objects within the tenant scope.



    


    
      
        bm25(tc, query_text, opts \\ [])

      


        Performs BM25 keyword search within the tenant scope.



    


    
      
        client(tenant_client)

      


        Returns the underlying client.



    


    
      
        collection(tc, coll)

      


        Sets the collection for subsequent operations.



    


    
      
        collection_name(tenant_client)

      


        Returns the collection name.



    


    
      
        delete(tc, id, opts \\ [])

      


        Deletes an object within the tenant scope.



    


    
      
        get(tc, id, opts \\ [])

      


        Gets an object by ID within the tenant scope.



    


    
      
        hybrid(tc, query_text, opts \\ [])

      


        Performs hybrid search within the tenant scope.



    


    
      
        insert(tc, object, opts \\ [])

      


        Inserts an object within the tenant scope.



    


    
      
        near_text(tc, concepts, opts \\ [])

      


        Performs text-based vector search within the tenant scope.



    


    
      
        near_vector(tc, vector, opts \\ [])

      


        Performs vector similarity search within the tenant scope.



    


    
      
        query(tc, opts \\ [])

      


        Queries/lists objects within the tenant scope using GraphQL Get query.



    


    
      
        replace(tc, id, object, opts \\ [])

      


        Replaces an object within the tenant scope.



    


    
      
        tenant_name(tenant_client)

      


        Returns the tenant name.



    


    
      
        update(tc, id, updates, opts \\ [])

      


        Updates an object within the tenant scope.



    


    
      
        with_tenant(client, tenant)

      


        Creates a tenant-scoped client wrapper.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.TenantClient{
  client: WeaviateEx.Client.t(),
  collection: String.t() | nil,
  tenant: String.t()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      batch_insert(tc, objects, opts \\ [])



        
          
        

    

  


  

      

          @spec batch_insert(t(), [map()], keyword()) :: {:ok, [map()]} | {:error, term()}


      


Batch inserts objects within the tenant scope.
All objects will have the tenant added automatically.
Examples
objects = [%{properties: %{title: "Doc 1"}}, %{properties: %{title: "Doc 2"}}]
{:ok, results} = TenantClient.batch_insert(tenant_client, objects)

  



    

  
    
      
    
    
      bm25(tc, query_text, opts \\ [])



        
          
        

    

  


  

      

          @spec bm25(t(), String.t(), keyword()) :: {:ok, [map()]} | {:error, term()}


      


Performs BM25 keyword search within the tenant scope.
Options
	:properties - Properties to search in (optional)

Examples
{:ok, results} = TenantClient.bm25(tenant_client, "machine learning",
  properties: ["title", "content"],
  limit: 10
)

  



  
    
      
    
    
      client(tenant_client)



        
          
        

    

  


  

      

          @spec client(t()) :: WeaviateEx.Client.t()


      


Returns the underlying client.
Examples
client = TenantClient.client(tenant_client)

  



  
    
      
    
    
      collection(tc, coll)



        
          
        

    

  


  

      

          @spec collection(t(), String.t()) :: t()


      


Sets the collection for subsequent operations.
Examples
tenant_client = tenant_client
  |> TenantClient.collection("Articles")

  



  
    
      
    
    
      collection_name(tenant_client)



        
          
        

    

  


  

      

          @spec collection_name(t()) :: String.t() | nil


      


Returns the collection name.
Examples
"Articles" = TenantClient.collection_name(tenant_client)

  



    

  
    
      
    
    
      delete(tc, id, opts \\ [])



        
          
        

    

  


  

      

          @spec delete(t(), String.t(), keyword()) :: :ok | {:ok, map()} | {:error, term()}


      


Deletes an object within the tenant scope.
Examples
:ok = TenantClient.delete(tenant_client, "uuid-123")

  



    

  
    
      
    
    
      get(tc, id, opts \\ [])



        
          
        

    

  


  

      

          @spec get(t(), String.t(), keyword()) :: {:ok, map()} | {:error, term()}


      


Gets an object by ID within the tenant scope.
Examples
{:ok, object} = TenantClient.get(tenant_client, "uuid-123")

  



    

  
    
      
    
    
      hybrid(tc, query_text, opts \\ [])



        
          
        

    

  


  

      

          @spec hybrid(t(), String.t(), keyword()) :: {:ok, [map()]} | {:error, term()}


      


Performs hybrid search within the tenant scope.
Combines vector similarity and keyword (BM25) search.
Options
	:alpha - Weight between vector (1.0) and keyword (0.0) search (default: 0.5)
	:properties - Properties to search for BM25

Examples
{:ok, results} = TenantClient.hybrid(tenant_client, "machine learning",
  alpha: 0.7,
  limit: 10
)

  



    

  
    
      
    
    
      insert(tc, object, opts \\ [])



        
          
        

    

  


  

      

          @spec insert(t(), map(), keyword()) :: {:ok, map()} | {:error, term()}


      


Inserts an object within the tenant scope.
The tenant is automatically added to the object.
Examples
{:ok, result} = TenantClient.insert(tenant_client, %{title: "Hello World"})

  



    

  
    
      
    
    
      near_text(tc, concepts, opts \\ [])



        
          
        

    

  


  

      

          @spec near_text(t(), String.t() | [String.t()], keyword()) ::
  {:ok, [map()]} | {:error, term()}


      


Performs text-based vector search within the tenant scope.
Examples
{:ok, results} = TenantClient.near_text(tenant_client, "machine learning", limit: 5)

  



    

  
    
      
    
    
      near_vector(tc, vector, opts \\ [])



        
          
        

    

  


  

      

          @spec near_vector(t(), [float()], keyword()) :: {:ok, [map()]} | {:error, term()}


      


Performs vector similarity search within the tenant scope.
Examples
{:ok, results} = TenantClient.near_vector(tenant_client, [0.1, 0.2, ...], limit: 5)

  



    

  
    
      
    
    
      query(tc, opts \\ [])



        
          
        

    

  


  

      

          @spec query(
  t(),
  keyword()
) :: {:ok, [map()]} | {:error, term()}


      


Queries/lists objects within the tenant scope using GraphQL Get query.
Options
	:limit - Maximum number of results (default: 25)
	:fields - Fields to return

Examples
{:ok, objects} = TenantClient.query(tenant_client, limit: 10)

  



    

  
    
      
    
    
      replace(tc, id, object, opts \\ [])



        
          
        

    

  


  

      

          @spec replace(t(), String.t(), map(), keyword()) :: {:ok, map()} | {:error, term()}


      


Replaces an object within the tenant scope.
Examples
{:ok, result} = TenantClient.replace(tenant_client, "uuid-123", %{title: "Replaced"})

  



  
    
      
    
    
      tenant_name(tenant_client)



        
          
        

    

  


  

      

          @spec tenant_name(t()) :: String.t()


      


Returns the tenant name.
Examples
"tenant_A" = TenantClient.tenant_name(tenant_client)

  



    

  
    
      
    
    
      update(tc, id, updates, opts \\ [])



        
          
        

    

  


  

      

          @spec update(t(), String.t(), map(), keyword()) :: {:ok, map()} | {:error, term()}


      


Updates an object within the tenant scope.
Examples
{:ok, result} = TenantClient.update(tenant_client, "uuid-123", %{title: "Updated"})

  



  
    
      
    
    
      with_tenant(client, tenant)



        
          
        

    

  


  

      

          @spec with_tenant(WeaviateEx.Client.t(), String.t()) :: t()


      


Creates a tenant-scoped client wrapper.
Examples
tenant_client = TenantClient.with_tenant(client, "tenant_A")
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A tenant-scoped collection reference for fluent multi-tenant operations.
This module provides a Python-like with_tenant experience, allowing you
to get a tenant-scoped collection reference where all operations are
automatically scoped to the specified tenant.
Usage
# Get tenant-scoped collection
tenant_col = WeaviateEx.Collections.with_tenant(client, "Articles", "tenant_A")

# All operations automatically scoped to tenant_A
{:ok, obj} = WeaviateEx.TenantCollection.insert(tenant_col, %{title: "Hello"})
{:ok, results} = tenant_col
  |> WeaviateEx.TenantCollection.query()
  |> WeaviateEx.Query.bm25("search term")
  |> WeaviateEx.Query.execute(client)
Alternative API
You can also use the existing TenantClient module which provides a
similar fluent API but with a different method chaining style:
tenant_client = client
  |> WeaviateEx.TenantClient.with_tenant("tenant_A")
  |> WeaviateEx.TenantClient.collection("Articles")
Comparison with Python Client
Python:
tenant_col = collection.with_tenant("tenant_A")
tenant_col.data.insert({"name": "test"})
tenant_col.query.bm25("query")
Elixir:
tenant_col = Collections.with_tenant(client, "Articles", "tenant_A")
TenantCollection.insert(tenant_col, %{name: "test"})
tenant_col |> TenantCollection.query() |> Query.bm25("query")

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        batch(tc, opts \\ [])

      


        Starts a background batch processor for the tenant's collection.



    


    
      
        client(tenant_collection)

      


        Returns the underlying client.



    


    
      
        collection_name(tenant_collection)

      


        Returns the collection name.



    


    
      
        delete(tc, uuid, opts \\ [])

      


        Deletes an object from the tenant's collection.



    


    
      
        exists?(tc, uuid, opts \\ [])

      


        Checks if an object exists in the tenant's collection.



    


    
      
        get(tc, uuid, opts \\ [])

      


        Gets an object by UUID from the tenant's collection.



    


    
      
        insert(tc, object, opts \\ [])

      


        Inserts an object into the tenant's collection.



    


    
      
        insert_many(tc, objects, opts \\ [])

      


        Inserts multiple objects into the tenant's collection.



    


    
      
        new(client, collection, tenant)

      


        Creates a new tenant-scoped collection reference.



    


    
      
        query(tc)

      


        Creates a query builder for the tenant's collection.



    


    
      
        replace(tc, uuid, properties, opts \\ [])

      


        Replaces an object in the tenant's collection (alias for update).



    


    
      
        tenant_name(tenant_collection)

      


        Returns the tenant name.



    


    
      
        update(tc, uuid, properties, opts \\ [])

      


        Updates an object in the tenant's collection (full replacement).



    


    
      
        with_batch(tc, opts, fun)

      


        Creates a batch context for the tenant's collection.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.TenantCollection{
  client: WeaviateEx.Client.t(),
  collection: String.t(),
  tenant: String.t()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      batch(tc, opts \\ [])



        
          
        

    

  


  

      

          @spec batch(
  t(),
  keyword()
) :: {:ok, pid()} | {:error, term()}


      


Starts a background batch processor for the tenant's collection.
Returns a batch processor that runs asynchronously. Use Batch.Background
functions to add objects and stop the processor.
Options
	:batch_size - Objects per batch (default: 100)
	:concurrent_requests - Max concurrent requests (default: 2)
	:flush_interval - Auto-flush interval in ms (default: 1000)

Examples
{:ok, batcher} = TenantCollection.batch(tenant_col, batch_size: 100)

for article <- articles do
  :ok = Batch.Background.add_object(batcher, %{
    class: tenant_col.collection,
    properties: article,
    tenant: tenant_col.tenant
  })
end

results = Batch.Background.stop(batcher, flush: true)

  



  
    
      
    
    
      client(tenant_collection)



        
          
        

    

  


  

      

          @spec client(t()) :: WeaviateEx.Client.t()


      


Returns the underlying client.
Examples
client = TenantCollection.client(tenant_col)

  



  
    
      
    
    
      collection_name(tenant_collection)



        
          
        

    

  


  

      

          @spec collection_name(t()) :: String.t()


      


Returns the collection name.
Examples
"Articles" = TenantCollection.collection_name(tenant_col)

  



    

  
    
      
    
    
      delete(tc, uuid, opts \\ [])



        
          
        

    

  


  

      

          @spec delete(t(), String.t(), keyword()) :: :ok | {:ok, map()} | {:error, term()}


      


Deletes an object from the tenant's collection.
Parameters
	tc - TenantCollection reference
	uuid - Object UUID
	opts - Additional options

Examples
:ok = TenantCollection.delete(tenant_col, "550e8400-e29b-41d4-a716-446655440000")

  



    

  
    
      
    
    
      exists?(tc, uuid, opts \\ [])



        
          
        

    

  


  

      

          @spec exists?(t(), String.t(), keyword()) :: {:ok, boolean()} | {:error, term()}


      


Checks if an object exists in the tenant's collection.
Parameters
	tc - TenantCollection reference
	uuid - Object UUID
	opts - Additional options

Examples
{:ok, true} = TenantCollection.exists?(tenant_col, uuid)
{:ok, false} = TenantCollection.exists?(tenant_col, "non-existent-uuid")

  



    

  
    
      
    
    
      get(tc, uuid, opts \\ [])



        
          
        

    

  


  

      

          @spec get(t(), String.t(), keyword()) :: {:ok, map()} | {:error, term()}


      


Gets an object by UUID from the tenant's collection.
Parameters
	tc - TenantCollection reference
	uuid - Object UUID
	opts - Additional options

Options
	:include - Additional fields to include (e.g., "vector", "classification")
	:consistency_level - Consistency level for the operation

Examples
{:ok, object} = TenantCollection.get(tenant_col, "550e8400-e29b-41d4-a716-446655440000")

# Include vector
{:ok, object} = TenantCollection.get(tenant_col, uuid, include: "vector")

  



    

  
    
      
    
    
      insert(tc, object, opts \\ [])



        
          
        

    

  


  

      

          @spec insert(t(), map(), keyword()) :: {:ok, map()} | {:error, term()}


      


Inserts an object into the tenant's collection.
Parameters
	tc - TenantCollection reference
	object - Object properties to insert
	opts - Additional options

Options
	:uuid - Custom UUID for the object
	:vector - Custom vector for the object
	:consistency_level - Consistency level for the operation

Examples
{:ok, result} = TenantCollection.insert(tenant_col, %{
  title: "My Article",
  content: "Article content"
})

# With custom UUID
{:ok, result} = TenantCollection.insert(tenant_col, %{title: "Test"},
  uuid: "550e8400-e29b-41d4-a716-446655440000"
)

  



    

  
    
      
    
    
      insert_many(tc, objects, opts \\ [])



        
          
        

    

  


  

      

          @spec insert_many(t(), [map()], keyword()) :: {:ok, term()} | {:error, term()}


      


Inserts multiple objects into the tenant's collection.
Uses batch operations for efficient bulk inserts.
Parameters
	tc - TenantCollection reference
	objects - List of object property maps
	opts - Additional options

Options
	:consistency_level - Consistency level for the operation
	:return_summary - If true, returns a summary with success/failure counts

Examples
{:ok, result} = TenantCollection.insert_many(tenant_col, [
  %{title: "Article 1"},
  %{title: "Article 2"},
  %{title: "Article 3"}
])

# Get summary
{:ok, summary} = TenantCollection.insert_many(tenant_col, objects,
  return_summary: true
)

  



  
    
      
    
    
      new(client, collection, tenant)



        
          
        

    

  


  

      

          @spec new(WeaviateEx.Client.t(), String.t(), String.t()) :: t()


      


Creates a new tenant-scoped collection reference.
Parameters
	client - WeaviateEx.Client instance
	collection - Collection name
	tenant - Tenant name

Examples
tenant_col = TenantCollection.new(client, "Articles", "tenant_A")

  



  
    
      
    
    
      query(tc)



        
          
        

    

  


  

      

          @spec query(t()) :: WeaviateEx.Query.t()


      


Creates a query builder for the tenant's collection.
The returned query is automatically scoped to the tenant. Chain additional
query methods and execute with Query.execute/2.
Examples
# Simple query
{:ok, results} = tenant_col
  |> TenantCollection.query()
  |> Query.limit(10)
  |> Query.execute(tenant_col.client)

# BM25 search
{:ok, results} = tenant_col
  |> TenantCollection.query()
  |> Query.bm25("search term")
  |> Query.fields(["title", "content"])
  |> Query.execute(tenant_col.client)

# Vector search
{:ok, results} = tenant_col
  |> TenantCollection.query()
  |> Query.near_text("machine learning", certainty: 0.7)
  |> Query.limit(5)
  |> Query.execute(tenant_col.client)

# Hybrid search
{:ok, results} = tenant_col
  |> TenantCollection.query()
  |> Query.hybrid("AI research", alpha: 0.7)
  |> Query.execute(tenant_col.client)

  



    

  
    
      
    
    
      replace(tc, uuid, properties, opts \\ [])



        
          
        

    

  


  

      

          @spec replace(t(), String.t(), map(), keyword()) :: {:ok, map()} | {:error, term()}


      


Replaces an object in the tenant's collection (alias for update).
Examples
{:ok, replaced} = TenantCollection.replace(tenant_col, uuid, %{
  title: "Replaced Title"
})

  



  
    
      
    
    
      tenant_name(tenant_collection)



        
          
        

    

  


  

      

          @spec tenant_name(t()) :: String.t()


      


Returns the tenant name.
Examples
"tenant_A" = TenantCollection.tenant_name(tenant_col)

  



    

  
    
      
    
    
      update(tc, uuid, properties, opts \\ [])



        
          
        

    

  


  

      

          @spec update(t(), String.t(), map(), keyword()) :: {:ok, map()} | {:error, term()}


      


Updates an object in the tenant's collection (full replacement).
This performs a PUT request which replaces the entire object.
Parameters
	tc - TenantCollection reference
	uuid - Object UUID
	properties - New object properties
	opts - Additional options

Options
	:consistency_level - Consistency level for the operation
	:keep_vector - If true, keeps the existing vector

Examples
{:ok, updated} = TenantCollection.update(tenant_col, uuid, %{
  title: "Updated Title",
  content: "Updated Content"
})

  



  
    
      
    
    
      with_batch(tc, opts, fun)



        
          
        

    

  


  

      

          @spec with_batch(t(), keyword(), (WeaviateEx.Batch.batch_context() ->
                              WeaviateEx.Batch.batch_context())) ::
  {:ok, term()} | {:error, term()}


      


Creates a batch context for the tenant's collection.
Returns a batch context that can be used with Batch.add_object/4 and
related functions. All objects added will be scoped to the tenant.
Options
	:mode - Batch mode: :fixed (default), :dynamic, or :rate_limited
	:batch_size - Objects per batch (default: 100)
	Other options passed to Batch.with_batch/3

Examples
# Context manager style
{:ok, results} = TenantCollection.with_batch(tenant_col, [batch_size: 100], fn batch ->
  batch
  |> Batch.add_object(tenant_col.collection, %{title: "Article 1"}, tenant: tenant_col.tenant)
  |> Batch.add_object(tenant_col.collection, %{title: "Article 2"}, tenant: tenant_col.tenant)
end)
See batch_insert/3 for a simpler bulk insert API.
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Utilities for parsing and building Weaviate beacon URLs.
Beacon URLs are Weaviate's way of referencing objects and have the format:
	weaviate://localhost/<uuid> - Simple reference
	weaviate://localhost/<collection>/<uuid> - Reference with target collection

Multi-target references (properties that can point to multiple collections)
require the collection to be specified in the beacon.
Examples
# Parse a beacon
Beacon.parse("weaviate://localhost/Person/uuid-123")
# => %{collection: "Person", uuid: "uuid-123"}

# Build a beacon
Beacon.build("uuid-123", "Person")
# => "weaviate://localhost/Person/uuid-123"

# Create beacon map for API
Beacon.to_map("uuid-123", "Person")
# => %{"beacon" => "weaviate://localhost/Person/uuid-123"}

      


      
        Summary


  
    Types
  


    
      
        parsed()

      


    





  
    Functions
  


    
      
        build(uuid, collection \\ nil)

      


        Builds a beacon URL from a UUID and optional collection.



    


    
      
        extract_collection(beacon)

      


        Extracts the collection name from a beacon URL.



    


    
      
        extract_uuid(beacon)

      


        Extracts the UUID from a beacon URL.



    


    
      
        parse(beacon)

      


        Parses a Weaviate beacon URL.



    


    
      
        to_map(uuid, collection \\ nil)

      


        Creates a beacon map suitable for the Weaviate API.



    


    
      
        valid?(arg1)

      


        Checks if a string is a valid Weaviate beacon URL.



    





      


      
        Types


        


  
    
      
    
    
      parsed()



        
          
        

    

  


  

      

          @type parsed() :: %{collection: String.t() | nil, uuid: String.t()}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      build(uuid, collection \\ nil)



        
          
        

    

  


  

      

          @spec build(String.t(), String.t() | nil) :: String.t()


      


Builds a beacon URL from a UUID and optional collection.
Examples
Beacon.build("uuid-123")
# => "weaviate://localhost/uuid-123"

Beacon.build("uuid-123", "Person")
# => "weaviate://localhost/Person/uuid-123"

  



  
    
      
    
    
      extract_collection(beacon)



        
          
        

    

  


  

      

          @spec extract_collection(String.t()) :: {:ok, String.t()} | {:error, String.t()}


      


Extracts the collection name from a beacon URL.
Only succeeds for beacons that include a collection.
Examples
Beacon.extract_collection("weaviate://localhost/Person/uuid-123")
# => {:ok, "Person"}

Beacon.extract_collection("weaviate://localhost/uuid-123")
# => {:error, "No collection in beacon"}

  



  
    
      
    
    
      extract_uuid(beacon)



        
          
        

    

  


  

      

          @spec extract_uuid(String.t()) :: {:ok, String.t()} | {:error, String.t()}


      


Extracts the UUID from a beacon URL.
Examples
Beacon.extract_uuid("weaviate://localhost/Person/uuid-123")
# => {:ok, "uuid-123"}

Beacon.extract_uuid("invalid")
# => {:error, "Invalid beacon URL: invalid"}

  



  
    
      
    
    
      parse(beacon)



        
          
        

    

  


  

      

          @spec parse(String.t()) :: parsed()


      


Parses a Weaviate beacon URL.
Extracts the collection (if present) and UUID from a beacon URL.
Examples
Beacon.parse("weaviate://localhost/Person/uuid-123")
# => %{collection: "Person", uuid: "uuid-123"}

Beacon.parse("weaviate://localhost/uuid-123")
# => %{collection: nil, uuid: "uuid-123"}

  



    

  
    
      
    
    
      to_map(uuid, collection \\ nil)



        
          
        

    

  


  

      

          @spec to_map(String.t(), String.t() | nil) :: map()


      


Creates a beacon map suitable for the Weaviate API.
Examples
Beacon.to_map("uuid-123")
# => %{"beacon" => "weaviate://localhost/uuid-123"}

Beacon.to_map("uuid-123", "Person")
# => %{"beacon" => "weaviate://localhost/Person/uuid-123"}

  



  
    
      
    
    
      valid?(arg1)



        
          
        

    

  


  

      

          @spec valid?(String.t()) :: boolean()


      


Checks if a string is a valid Weaviate beacon URL.
Examples
Beacon.valid?("weaviate://localhost/Person/uuid-123")
# => true

Beacon.valid?("https://example.com")
# => false

  


        

      


  

  
    
    WeaviateEx.Types.Blob - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.Types.Blob 
    



      
Binary/Blob data handling for Weaviate.
Weaviate stores blobs as base64-encoded strings.
This module provides a struct for blob data and utilities for encoding/decoding.
Struct Usage
The Blob struct wraps binary data for automatic serialization:
# Create from binary data
blob = Blob.new(<<binary_data>>)

# Use in object properties - automatically serialized to base64
WeaviateEx.Objects.create("MyCollection", %{
  properties: %{image: blob}
})
Utility Functions
# Encode binary data directly
encoded = Blob.encode(<<binary_data>>)

# Encode file
{:ok, encoded} = Blob.encode_file("/path/to/image.jpg")

# Decode
{:ok, binary} = Blob.decode(encoded)

# Decode to file
:ok = Blob.decode_to_file(encoded, "/path/to/output.jpg")

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        decode(encoded)

      


        Decode base64 string to binary.



    


    
      
        decode!(encoded)

      


        Decode base64 string, raising on error.



    


    
      
        decode_to_file(encoded, path)

      


        Write decoded blob to file.



    


    
      
        encode(data)

      


        Encode binary data to base64 string for Weaviate.



    


    
      
        encode_file(path)

      


        Encode file contents to base64 string.



    


    
      
        encode_file!(path)

      


        Encode file contents, raising on error.



    


    
      
        from_base64(encoded)

      


        Create a Blob from base64-encoded string.



    


    
      
        from_file(path)

      


        Create a Blob from a file.



    


    
      
        from_file!(path)

      


        Create a Blob from a file, raising on error.



    


    
      
        new(data)

      


        Create a new Blob from binary data.



    


    
      
        to_base64(blob)

      


        Convert Blob to base64-encoded string for Weaviate API.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Types.Blob{data: binary() | nil}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      decode(encoded)



        
          
        

    

  


  

      

          @spec decode(String.t()) :: {:ok, binary()} | :error


      


Decode base64 string to binary.
Examples
iex> Blob.decode("SGVsbG8sIFdvcmxkIQ==")
{:ok, "Hello, World!"}

iex> Blob.decode("invalid!!!")
:error

  



  
    
      
    
    
      decode!(encoded)



        
          
        

    

  


  

      

          @spec decode!(String.t()) :: binary()


      


Decode base64 string, raising on error.
Examples
iex> Blob.decode!("SGVsbG8sIFdvcmxkIQ==")
"Hello, World!"

  



  
    
      
    
    
      decode_to_file(encoded, path)



        
          
        

    

  


  

      

          @spec decode_to_file(String.t(), Path.t()) :: :ok | {:error, term()}


      


Write decoded blob to file.
Examples
:ok = Blob.decode_to_file(encoded, "/path/to/output.bin")

  



  
    
      
    
    
      encode(data)



        
          
        

    

  


  

      

          @spec encode(binary()) :: String.t()


      


Encode binary data to base64 string for Weaviate.
Examples
iex> Blob.encode("Hello, World!")
"SGVsbG8sIFdvcmxkIQ=="

  



  
    
      
    
    
      encode_file(path)



        
          
        

    

  


  

      

          @spec encode_file(Path.t()) :: {:ok, String.t()} | {:error, File.posix()}


      


Encode file contents to base64 string.
Examples
{:ok, encoded} = Blob.encode_file("/path/to/file.bin")

  



  
    
      
    
    
      encode_file!(path)



        
          
        

    

  


  

      

          @spec encode_file!(Path.t()) :: String.t()


      


Encode file contents, raising on error.
Examples
encoded = Blob.encode_file!("/path/to/file.bin")

  



  
    
      
    
    
      from_base64(encoded)



        
          
        

    

  


  

      

          @spec from_base64(String.t()) :: {:ok, t()} | :error


      


Create a Blob from base64-encoded string.
Examples
iex> Blob.from_base64("SGVsbG8sIFdvcmxkIQ==")
{:ok, %Blob{data: "Hello, World!"}}

  



  
    
      
    
    
      from_file(path)



        
          
        

    

  


  

      

          @spec from_file(Path.t()) :: {:ok, t()} | {:error, File.posix()}


      


Create a Blob from a file.
Examples
{:ok, blob} = Blob.from_file("/path/to/image.jpg")

  



  
    
      
    
    
      from_file!(path)



        
          
        

    

  


  

      

          @spec from_file!(Path.t()) :: t()


      


Create a Blob from a file, raising on error.
Examples
blob = Blob.from_file!("/path/to/image.jpg")

  



  
    
      
    
    
      new(data)



        
          
        

    

  


  

      

          @spec new(binary()) :: t()


      


Create a new Blob from binary data.
Examples
iex> blob = Blob.new("Hello, World!")
%Blob{data: "Hello, World!"}

iex> blob = Blob.new(<<1, 2, 3, 4, 5>>)
%Blob{data: <<1, 2, 3, 4, 5>>}

  



  
    
      
    
    
      to_base64(blob)



        
          
        

    

  


  

      

          @spec to_base64(t()) :: String.t() | nil


      


Convert Blob to base64-encoded string for Weaviate API.
Examples
iex> Blob.new("Hello, World!") |> Blob.to_base64()
"SGVsbG8sIFdvcmxkIQ=="
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Weaviate data types for property definitions.
Provides type-safe conversion between Elixir atoms and Weaviate data type strings.
Supported Types
	:text / :text_array - Text values
	:int / :int_array - Integer values
	:boolean / :boolean_array - Boolean values
	:number / :number_array - Floating point values
	:date / :date_array - Date/time values (RFC3339)
	:uuid / :uuid_array - UUID values
	:geo_coordinates - Geographic coordinates (lat/lon)
	:blob - Base64-encoded binary data
	:phone_number - Phone numbers with parsing
	:object / :object_array - Nested objects

Examples
iex> DataType.to_string(:text)
"text"

iex> DataType.from_string("geoCoordinates")
{:ok, :geo_coordinates}

iex> DataType.valid?(:text)
true

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        all()

      


        List all supported data types.



    


    
      
        array?(type)

      


        Check if a data type is an array type.



    


    
      
        from_string(str)

      


        Convert Weaviate data type string to atom.



    


    
      
        to_string(type)

      


        Convert atom to Weaviate data type string.



    


    
      
        valid?(type)

      


        Check if a data type atom is valid.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() ::
  :text
  | :text_array
  | :int
  | :int_array
  | :boolean
  | :boolean_array
  | :number
  | :number_array
  | :date
  | :date_array
  | :uuid
  | :uuid_array
  | :geo_coordinates
  | :blob
  | :phone_number
  | :object
  | :object_array


      



  


        

      

      
        Functions


        


  
    
      
    
    
      all()



        
          
        

    

  


  

      

          @spec all() :: [t()]


      


List all supported data types.
Examples
iex> :text in DataType.all()
true

  



  
    
      
    
    
      array?(type)



        
          
        

    

  


  

      

          @spec array?(t()) :: boolean()


      


Check if a data type is an array type.
Examples
iex> DataType.array?(:text_array)
true

iex> DataType.array?(:text)
false

  



  
    
      
    
    
      from_string(str)



        
          
        

    

  


  

      

          @spec from_string(String.t()) ::
  {:ok, t()} | {:error, {:unknown_data_type, String.t()}}


      


Convert Weaviate data type string to atom.
Examples
iex> DataType.from_string("text")
{:ok, :text}

iex> DataType.from_string("unknown")
{:error, {:unknown_data_type, "unknown"}}

  



  
    
      
    
    
      to_string(type)



        
          
        

    

  


  

      

          @spec to_string(t()) :: String.t()


      


Convert atom to Weaviate data type string.
Examples
iex> DataType.to_string(:text)
"text"

iex> DataType.to_string(:geo_coordinates)
"geoCoordinates"

  



  
    
      
    
    
      valid?(type)



        
          
        

    

  


  

      

          @spec valid?(atom()) :: boolean()


      


Check if a data type atom is valid.
Examples
iex> DataType.valid?(:text)
true

iex> DataType.valid?(:invalid)
false
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Deserializes Weaviate response values to Elixir types.
This module provides functions to convert Weaviate API response data
back into rich Elixir types like DateTime, GeoCoordinate, etc.
Usage
You can deserialize individual values with a type hint:
# Date strings
{:ok, dt} = Deserialize.deserialize("2024-01-01T00:00:00Z", :date)
# => {:ok, ~U[2024-01-01 00:00:00Z]}

# GeoCoordinates
{:ok, geo} = Deserialize.deserialize(%{"latitude" => 52.37, "longitude" => 4.90}, :geo_coordinates)
# => {:ok, %GeoCoordinate{latitude: 52.37, longitude: 4.90}}
Or deserialize entire property maps with schema hints:
schema = %{"created_at" => :date, "location" => :geo_coordinates}
{:ok, props} = Deserialize.deserialize_properties(raw_props, schema)
Type Hints
	:date - Parse ISO8601 string to DateTime
	:geo_coordinates - Parse coordinate map to GeoCoordinate struct
	:phone_number - Parse phone map to PhoneNumber.Output struct
	:blob - Parse base64 string to Blob struct
	:auto - Attempt automatic detection based on value structure


      


      
        Summary
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        schema()

      


    


    
      
        type_hint()

      


    





  
    Functions
  


    
      
        auto_deserialize(properties)

      


        Attempts to auto-deserialize all properties in a map.



    


    
      
        deserialize(value, type \\ nil)

      


        Deserializes a value based on the provided type hint.



    


    
      
        deserialize!(value, type \\ nil)

      


        Deserializes a value, raising on error.



    


    
      
        deserialize_properties(properties, schema)

      


        Deserializes a map of properties using a schema that maps property names to types.



    


    
      
        deserialize_properties!(properties, schema)

      


        Deserializes properties, raising on error.



    





      


      
        Types


        


  
    
      
    
    
      schema()



        
          
        

    

  


  

      

          @type schema() :: %{optional(String.t()) => type_hint()}


      



  



  
    
      
    
    
      type_hint()



        
          
        

    

  


  

      

          @type type_hint() :: :date | :geo_coordinates | :phone_number | :blob | :auto | nil


      



  


        

      

      
        Functions


        


  
    
      
    
    
      auto_deserialize(properties)



        
          
        

    

  


  

      

          @spec auto_deserialize(map()) :: {:ok, map()} | {:error, String.t()}


      


Attempts to auto-deserialize all properties in a map.
Uses heuristics to detect types automatically.

  



    

  
    
      
    
    
      deserialize(value, type \\ nil)



        
          
        

    

  


  

      

          @spec deserialize(any(), type_hint()) :: {:ok, any()} | {:error, String.t()}


      


Deserializes a value based on the provided type hint.
Returns {:ok, value} on success or {:error, reason} on failure.
Examples
iex> Deserialize.deserialize("2024-01-01T00:00:00Z", :date)
{:ok, ~U[2024-01-01 00:00:00Z]}

iex> Deserialize.deserialize(%{"latitude" => 52.37, "longitude" => 4.90}, :geo_coordinates)
{:ok, %GeoCoordinate{latitude: 52.37, longitude: 4.90}}

  



    

  
    
      
    
    
      deserialize!(value, type \\ nil)



        
          
        

    

  


  

      

          @spec deserialize!(any(), type_hint()) :: any()


      


Deserializes a value, raising on error.
Examples
iex> Deserialize.deserialize!("2024-01-01T00:00:00Z", :date)
~U[2024-01-01 00:00:00Z]

  



  
    
      
    
    
      deserialize_properties(properties, schema)



        
          
        

    

  


  

      

          @spec deserialize_properties(map(), schema()) :: {:ok, map()} | {:error, String.t()}


      


Deserializes a map of properties using a schema that maps property names to types.
Examples
schema = %{
  "created_at" => :date,
  "location" => :geo_coordinates,
  "phone" => :phone_number
}

{:ok, props} = Deserialize.deserialize_properties(raw_props, schema)

  



  
    
      
    
    
      deserialize_properties!(properties, schema)



        
          
        

    

  


  

      

          @spec deserialize_properties!(map(), schema()) :: map()


      


Deserializes properties, raising on error.

  


        

      


  

  
    
    WeaviateEx.Types.GeoCoordinate - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.Types.GeoCoordinate 
    



      
Represents a geographic coordinate (latitude/longitude).
Constraints
	Latitude: -90 to 90 degrees
	Longitude: -180 to 180 degrees

Examples
{:ok, coord} = GeoCoordinate.new(52.3676, 4.9041)
GeoCoordinate.to_map(coord)
# => %{"latitude" => 52.3676, "longitude" => 4.9041}

coord = GeoCoordinate.new!(40.7128, -74.0060)
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        t()

      


    





  
    Functions
  


    
      
        from_map(arg1)

      


        Parse from Weaviate API response.



    


    
      
        new(latitude, longitude)

      


        Create a new GeoCoordinate.



    


    
      
        new!(latitude, longitude)

      


        Create a new GeoCoordinate, raising on invalid input.



    


    
      
        to_map(geo_coordinate)

      


        Convert to map for Weaviate API.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Types.GeoCoordinate{latitude: float(), longitude: float()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(arg1)



        
          
        

    

  


  

      

          @spec from_map(map()) :: {:ok, t()} | {:error, String.t()}


      


Parse from Weaviate API response.
Examples
iex> GeoCoordinate.from_map(%{"latitude" => 52.3676, "longitude" => 4.9041})
{:ok, %GeoCoordinate{latitude: 52.3676, longitude: 4.9041}}

  



  
    
      
    
    
      new(latitude, longitude)



        
          
        

    

  


  

      

          @spec new(number(), number()) :: {:ok, t()} | {:error, String.t()}


      


Create a new GeoCoordinate.
Parameters
	latitude - Latitude value (-90 to 90)
	longitude - Longitude value (-180 to 180)

Examples
iex> GeoCoordinate.new(52.3676, 4.9041)
{:ok, %GeoCoordinate{latitude: 52.3676, longitude: 4.9041}}

iex> GeoCoordinate.new(91.0, 0.0)
{:error, "Latitude must be between -90 and 90, got: 91.0"}

  



  
    
      
    
    
      new!(latitude, longitude)



        
          
        

    

  


  

      

          @spec new!(number(), number()) :: t()


      


Create a new GeoCoordinate, raising on invalid input.
Parameters
	latitude - Latitude value (-90 to 90)
	longitude - Longitude value (-180 to 180)

Examples
iex> GeoCoordinate.new!(52.3676, 4.9041)
%GeoCoordinate{latitude: 52.3676, longitude: 4.9041}

iex> GeoCoordinate.new!(91.0, 0.0)
** (ArgumentError) Latitude must be between -90 and 90, got: 91.0

  



  
    
      
    
    
      to_map(geo_coordinate)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Convert to map for Weaviate API.
Examples
iex> {:ok, coord} = GeoCoordinate.new(52.3676, 4.9041)
iex> GeoCoordinate.to_map(coord)
%{"latitude" => 52.3676, "longitude" => 4.9041}

  


        

      


  

  
    
    WeaviateEx.Types.MediaInput - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.Types.MediaInput 
    



      
Handles media input for multi-modal search.
Accepts file paths, base64 strings, or raw binary data and converts them
to base64-encoded format suitable for Weaviate API requests.
Input Types
This module can handle three types of input:
	File paths - Absolute or relative paths to media files on disk
	Base64 strings - Already encoded data (with or without data URI prefix)
	Raw binary - Binary data that will be base64-encoded

Examples
# From file path
{:ok, encoded} = MediaInput.prepare("/path/to/image.jpg")

# From base64 string (with data URI)
{:ok, encoded} = MediaInput.prepare("data:image/jpeg;base64,/9j/4AAQ...")

# From base64 string (without data URI)
{:ok, encoded} = MediaInput.prepare("/9j/4AAQSkZJRg...")

# From raw binary
{:ok, encoded} = MediaInput.prepare(<<0xFF, 0xD8, 0xFF, 0xE0>>)
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        input()

      


    





  
    Functions
  


    
      
        base64?(input)

      


        Checks if the input appears to be base64-encoded.



    


    
      
        file?(input)

      


        Checks if the input is a valid file path that exists.



    


    
      
        prepare(input)

      


        Prepares media input for API request.



    


    
      
        prepare!(input)

      


        Prepares media input, raising on error.
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      input()



        
          
        

    

  


  

      

          @type input() :: String.t() | binary()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      base64?(input)



        
          
        

    

  


  

      

          @spec base64?(String.t()) :: boolean()


      


Checks if the input appears to be base64-encoded.
Detects both data URI format and raw base64 strings.
Examples
MediaInput.base64?("data:image/png;base64,iVBORw0...")  # => true
MediaInput.base64?("iVBORw0KGgo...")  # => true (if valid base64)
MediaInput.base64?("not base64!")  # => false

  



  
    
      
    
    
      file?(input)



        
          
        

    

  


  

      

          @spec file?(String.t()) :: boolean()


      


Checks if the input is a valid file path that exists.
Examples
MediaInput.file?(Path.join(System.tmp_dir!(), "existing_file"))  # => true
MediaInput.file?("/nonexistent/path")  # => false

  



  
    
      
    
    
      prepare(input)



        
          
        

    

  


  

      

          @spec prepare(input()) :: {:ok, String.t()} | {:error, term()}


      


Prepares media input for API request.
Takes a file path, base64 string, or raw binary and returns the base64-encoded
data suitable for sending to Weaviate.
Arguments
	input - The media input (file path, base64 string, or raw binary)

Returns
	{:ok, base64_string} - Successfully prepared media data
	{:error, {:file_read_error, reason}} - Failed to read the file

Examples
# From file path
{:ok, encoded} = MediaInput.prepare("/path/to/image.jpg")

# From base64 string
{:ok, encoded} = MediaInput.prepare("data:image/jpeg;base64,/9j/4AAQ...")

# From raw binary
{:ok, encoded} = MediaInput.prepare(<<0xFF, 0xD8, 0xFF, 0xE0>>)

# Non-existent file
{:error, {:file_read_error, :enoent}} = MediaInput.prepare("/nonexistent.jpg")

  



  
    
      
    
    
      prepare!(input)



        
          
        

    

  


  

      

          @spec prepare!(input()) :: String.t()


      


Prepares media input, raising on error.
Same as prepare/1 but raises an ArgumentError on failure.
Examples
encoded = MediaInput.prepare!("/path/to/image.jpg")

# Raises ArgumentError for non-existent file
MediaInput.prepare!("/nonexistent.jpg")
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Supported media types for multi-modal search.
Weaviate supports multiple modalities for vector search including:
	Image (JPEG, PNG, GIF, WebP)
	Audio (WAV, MP3, FLAC)
	Video (MP4, WebM)
	Thermal imaging data
	Depth map data
	IMU (Inertial Measurement Unit) sensor data

Examples
MediaType.valid?(:image)  # => true
MediaType.valid?(:audio)  # => true
MediaType.valid?(:invalid)  # => false

MediaType.all()  # => [:image, :audio, :video, :thermal, :depth, :imu]
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        t()

      


    





  
    Functions
  


    
      
        all()

      


        Returns all supported media types.



    


    
      
        to_grpc_field(atom)

      


        Converts a media type to the corresponding gRPC field name.



    


    
      
        valid?(type)

      


        Checks if a media type is valid.
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          @type t() :: :image | :audio | :video | :thermal | :depth | :imu


      



  


        

      

      
        Functions


        


  
    
      
    
    
      all()



        
          
        

    

  


  

      

          @spec all() :: [t()]


      


Returns all supported media types.
Examples
iex> WeaviateEx.Types.MediaType.all()
[:image, :audio, :video, :thermal, :depth, :imu]

  



  
    
      
    
    
      to_grpc_field(atom)



        
          
        

    

  


  

      

          @spec to_grpc_field(t()) :: atom()


      


Converts a media type to the corresponding gRPC field name.
Examples
iex> WeaviateEx.Types.MediaType.to_grpc_field(:image)
:image

iex> WeaviateEx.Types.MediaType.to_grpc_field(:audio)
:audio

  



  
    
      
    
    
      valid?(type)



        
          
        

    

  


  

      

          @spec valid?(atom()) :: boolean()


      


Checks if a media type is valid.
Examples
iex> WeaviateEx.Types.MediaType.valid?(:image)
true

iex> WeaviateEx.Types.MediaType.valid?(:audio)
true

iex> WeaviateEx.Types.MediaType.valid?(:invalid)
false
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WeaviateEx.Types.PhoneNumber 
    



      
Phone number type for Weaviate.
Input format is simple (number + optional default country).
Output includes parsed data returned by Weaviate.
Examples
# Input
phone = PhoneNumber.new("+1 650-253-0000")
PhoneNumber.to_map(phone)
# => %{"input" => "+1 650-253-0000"}

# With default country
phone = PhoneNumber.new("650-253-0000", default_country: "US")
PhoneNumber.to_map(phone)
# => %{"input" => "650-253-0000", "defaultCountry" => "US"}
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    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(map)

      


        Parse phone number output from Weaviate API response.



    


    
      
        new(number, opts \\ [])

      


        Create a new phone number input.



    


    
      
        to_map(phone_number)

      


        Convert to map for Weaviate API.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Types.PhoneNumber{
  default_country: String.t() | nil,
  number: String.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(map)



        
          
        

    

  


  

      

          @spec from_map(map()) :: WeaviateEx.Types.PhoneNumber.Output.t()


      


Parse phone number output from Weaviate API response.
Delegates to Output.from_map/1.

  



    

  
    
      
    
    
      new(number, opts \\ [])



        
          
        

    

  


  

      

          @spec new(
  String.t(),
  keyword()
) :: t()


      


Create a new phone number input.
Parameters
	number - The phone number string
	opts - Options:	:default_country - Default country code (e.g., "US", "DE")



Examples
iex> PhoneNumber.new("+1 650-253-0000")
%PhoneNumber{number: "+1 650-253-0000", default_country: nil}

iex> PhoneNumber.new("650-253-0000", default_country: "US")
%PhoneNumber{number: "650-253-0000", default_country: "US"}

  



  
    
      
    
    
      to_map(phone_number)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Convert to map for Weaviate API.
Examples
iex> PhoneNumber.new("+1 650-253-0000") |> PhoneNumber.to_map()
%{"input" => "+1 650-253-0000"}
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WeaviateEx.Types.PhoneNumber.Output 
    



      
Parsed phone number from Weaviate response

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(map)

      


        Parse from Weaviate API response.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Types.PhoneNumber.Output{
  country_code: integer() | nil,
  default_country: String.t() | nil,
  input: String.t() | nil,
  international_formatted: String.t() | nil,
  national: integer() | nil,
  national_formatted: String.t() | nil,
  valid: boolean() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(map)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      


Parse from Weaviate API response.
Examples
iex> Output.from_map(%{"input" => "+1 650-253-0000", "valid" => true})
%Output{input: "+1 650-253-0000", valid: true}
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Cross-reference handling with multi-target vector support.
Represents a reference to another object in Weaviate, supporting both
simple references and multi-target references for named vectors.
Simple Reference
ref = Reference.to("Author", "uuid-123")
# => %Reference{beacon: "weaviate://localhost/Author/uuid-123"}
Multi-Target Reference
When using named vectors, you can specify which target vectors to use:
ref = Reference.multi_target("Author", "uuid-123", ["title_vector", "content_vector"])
# => %Reference{beacon: "...", target_vectors: ["title_vector", "content_vector"]}

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        extract_collection(reference)

      


        Extracts the collection name from the reference beacon.



    


    
      
        extract_id(reference)

      


        Extracts the object ID from the reference beacon.



    


    
      
        from_beacon(beacon)

      


        Creates a reference from a beacon URL string.



    


    
      
        from_map(map)

      


        Creates a Reference from a map (e.g., from API response).



    


    
      
        multi_target(collection, id, target_vectors)

      


        Creates a multi-target reference specifying which named vectors to use.



    


    
      
        to(collection, id, opts \\ [])

      


        Creates a reference to an object.



    


    
      
        to_map(ref)

      


        Converts the reference to a map for the Weaviate API.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Types.Reference{
  beacon: String.t(),
  target_collection: String.t() | nil,
  target_vectors: [String.t()]
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      extract_collection(reference)



        
          
        

    

  


  

      

          @spec extract_collection(t()) :: {:ok, String.t()} | {:error, String.t()}


      


Extracts the collection name from the reference beacon.
Examples
ref = Reference.to("Author", "uuid-123")
Reference.extract_collection(ref)
# => {:ok, "Author"}

  



  
    
      
    
    
      extract_id(reference)



        
          
        

    

  


  

      

          @spec extract_id(t()) :: {:ok, String.t()} | {:error, String.t()}


      


Extracts the object ID from the reference beacon.
Examples
ref = Reference.to("Author", "uuid-123")
Reference.extract_id(ref)
# => {:ok, "uuid-123"}

  



  
    
      
    
    
      from_beacon(beacon)



        
          
        

    

  


  

      

          @spec from_beacon(String.t()) :: t()


      


Creates a reference from a beacon URL string.
Automatically extracts and populates the target collection from the beacon.
Examples
Reference.from_beacon("weaviate://localhost/Author/uuid-123")
# => %Reference{beacon: "weaviate://localhost/Author/uuid-123", target_collection: "Author"}

Reference.from_beacon("weaviate://localhost/uuid-123")
# => %Reference{beacon: "weaviate://localhost/uuid-123", target_collection: nil}

  



  
    
      
    
    
      from_map(map)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      


Creates a Reference from a map (e.g., from API response).
Automatically extracts the target collection from the beacon.
Examples
Reference.from_map(%{"beacon" => "weaviate://localhost/Author/uuid-123"})
# => %Reference{beacon: "...", target_collection: "Author", target_vectors: []}

Reference.from_map(%{"beacon" => "weaviate://localhost/uuid-123"})
# => %Reference{beacon: "...", target_collection: nil, target_vectors: []}

  



  
    
      
    
    
      multi_target(collection, id, target_vectors)



        
          
        

    

  


  

      

          @spec multi_target(String.t(), String.t(), [String.t()]) :: t()


      


Creates a multi-target reference specifying which named vectors to use.
Use this when you need to specify target vectors for ref2vec-centroid
or other multi-vector scenarios.
Examples
Reference.multi_target("Author", "uuid-123", ["title_vector", "content_vector"])

  



    

  
    
      
    
    
      to(collection, id, opts \\ [])



        
          
        

    

  


  

      

          @spec to(String.t(), String.t(), keyword()) :: t()


      


Creates a reference to an object.
Options
	:target_vectors - List of named vectors to use (for multi-target references)

Examples
Reference.to("Author", "uuid-123")
# => %Reference{beacon: "weaviate://localhost/Author/uuid-123"}

Reference.to("Author", "uuid-123", target_vectors: ["title_vector"])
# => %Reference{beacon: "...", target_vectors: ["title_vector"]}

  



  
    
      
    
    
      to_map(ref)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts the reference to a map for the Weaviate API.
Examples
ref = Reference.to("Author", "uuid-123")
Reference.to_map(ref)
# => %{"beacon" => "weaviate://localhost/Author/uuid-123"}

ref = Reference.multi_target("Author", "uuid-123", ["title_vector"])
Reference.to_map(ref)
# => %{"beacon" => "...", "targetVectors" => ["title_vector"]}
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WeaviateEx.Types.Serializable protocol
    



      
Protocol for serializing Elixir types to Weaviate-compatible values.
This protocol enables automatic serialization of complex Elixir types
when creating or updating objects in Weaviate. Types implementing this
protocol will be automatically converted to the appropriate format.
Built-in Implementations
	DateTime -> ISO8601 string with timezone (RFC3339)
	NaiveDateTime -> ISO8601 string without timezone
	Date -> ISO8601 date at midnight UTC
	GeoCoordinate -> %{"latitude" => lat, "longitude" => lon}
	PhoneNumber -> %{"input" => number, "defaultCountry" => country}
	Blob -> Base64-encoded string

Examples
# DateTime serialization
iex> Serializable.serialize(~U[2024-01-01 00:00:00Z])
"2024-01-01T00:00:00Z"

# GeoCoordinate serialization
iex> {:ok, geo} = WeaviateEx.Types.GeoCoordinate.new(52.37, 4.90)
iex> Serializable.serialize(geo)
%{"latitude" => 52.37, "longitude" => 4.90}
Custom Types
You can implement this protocol for your own types:
defimpl WeaviateEx.Types.Serializable, for: MyApp.CustomType do
  def serialize(%MyApp.CustomType{value: v}), do: v
end
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        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        serialize(value)

      


        Serializes a value to a Weaviate-compatible format.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions


        


  
    
      
    
    
      serialize(value)



        
          
        

    

  


  

      

          @spec serialize(t()) :: any()


      


Serializes a value to a Weaviate-compatible format.
Returns the serialized value suitable for the Weaviate API.
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WeaviateEx.Types.Tenant 
    



      
Tenant struct with typed activity status.
Represents a tenant in a multi-tenant collection with full type safety
for activity status values.
Activity Status Types
	:active - Tenant is active (alias for hot)
	:inactive - Tenant is inactive (alias for cold)
	:hot - Tenant data is in memory, ready for queries
	:cold - Tenant is temporarily deactivated
	:frozen - Tenant data is persisted but not in memory
	:offloaded - Tenant data moved to cold storage
	:offloading - Tenant is being offloaded to cold storage (transitional)
	:onloading - Tenant is being loaded from cold storage (transitional)

Examples
tenant = Tenant.new("customer_123")
tenant = Tenant.new("customer_456", activity_status: :cold)

# Convert to API format
api_map = Tenant.to_map(tenant)
# => %{"name" => "customer_456", "activityStatus" => "COLD"}

# Parse from API response
tenant = Tenant.from_map(%{"name" => "customer_789", "activityStatus" => "FROZEN"})
# => %Tenant{name: "customer_789", activity_status: :frozen}

      


      
        Summary


  
    Types
  


    
      
        activity_status()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        active?(tenant)

      


        Checks if the tenant is active (hot or active status).



    


    
      
        from_map(map)

      


        Creates a Tenant from a map (e.g., from API response).



    


    
      
        inactive?(tenant)

      


        Checks if the tenant is inactive.



    


    
      
        new(name, opts \\ [])

      


        Creates a new Tenant struct.



    


    
      
        set_status(tenant, status)

      


        Sets the activity status of a tenant.



    


    
      
        to_map(tenant)

      


        Converts the tenant to a map for the Weaviate API.



    


    
      
        valid_status?(status)

      


        Checks if a status is valid.



    


    
      
        valid_statuses()

      


        Returns the list of valid activity statuses.



    


    
      
        validate_status!(status)

      


        Validates the activity status.
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      activity_status()



        
          
        

    

  


  

      

          @type activity_status() ::
  :active
  | :inactive
  | :hot
  | :cold
  | :frozen
  | :offloaded
  | :offloading
  | :onloading


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Types.Tenant{
  activity_status: activity_status(),
  name: String.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      active?(tenant)



        
          
        

    

  


  

      

          @spec active?(t()) :: boolean()


      


Checks if the tenant is active (hot or active status).
Examples
Tenant.active?(Tenant.new("t1", activity_status: :hot))
# => true

Tenant.active?(Tenant.new("t1", activity_status: :cold))
# => false

  



  
    
      
    
    
      from_map(map)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      


Creates a Tenant from a map (e.g., from API response).
Examples
Tenant.from_map(%{"name" => "customer_123", "activityStatus" => "FROZEN"})
# => %Tenant{name: "customer_123", activity_status: :frozen}

Tenant.from_map(%{"name" => "customer_456"})
# => %Tenant{name: "customer_456", activity_status: :active}

  



  
    
      
    
    
      inactive?(tenant)



        
          
        

    

  


  

      

          @spec inactive?(t()) :: boolean()


      


Checks if the tenant is inactive.
Examples
Tenant.inactive?(Tenant.new("t1", activity_status: :cold))
# => true

  



    

  
    
      
    
    
      new(name, opts \\ [])



        
          
        

    

  


  

      

          @spec new(
  String.t(),
  keyword()
) :: t()


      


Creates a new Tenant struct.
Options
	:activity_status - Initial activity status (default: :active)

Examples
tenant = Tenant.new("customer_123")
tenant = Tenant.new("customer_456", activity_status: :cold)

  



  
    
      
    
    
      set_status(tenant, status)



        
          
        

    

  


  

      

          @spec set_status(t(), activity_status()) :: t()


      


Sets the activity status of a tenant.
Examples
tenant = Tenant.new("customer_123")
tenant = Tenant.set_status(tenant, :cold)

  



  
    
      
    
    
      to_map(tenant)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts the tenant to a map for the Weaviate API.
Examples
tenant = Tenant.new("customer_123", activity_status: :cold)
Tenant.to_map(tenant)
# => %{"name" => "customer_123", "activityStatus" => "COLD"}

  



  
    
      
    
    
      valid_status?(status)



        
          
        

    

  


  

      

          @spec valid_status?(atom()) :: boolean()


      


Checks if a status is valid.
Examples
Tenant.valid_status?(:hot)
# => true

Tenant.valid_status?(:invalid)
# => false

  



  
    
      
    
    
      valid_statuses()



        
          
        

    

  


  

      

          @spec valid_statuses() :: [activity_status()]


      


Returns the list of valid activity statuses.
Examples
Tenant.valid_statuses()
# => [:active, :inactive, :hot, :cold, :frozen, :offloaded]

  



  
    
      
    
    
      validate_status!(status)



        
          
        

    

  


  

      

          @spec validate_status!(atom()) :: :ok | no_return()


      


Validates the activity status.
Raises ArgumentError if the status is invalid.
Examples
Tenant.validate_status!(:hot)
# => :ok

Tenant.validate_status!(:invalid)
# ** (ArgumentError) Invalid activity_status: :invalid. Must be one of [:active, :inactive, :hot, :cold, :frozen, :offloaded]

  


        

      


  

  
    
    WeaviateEx.Types.UUID - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.Types.UUID 
    



      
UUID utilities for Weaviate objects.
Provides UUID generation, validation, and deterministic UUID creation.
Examples
# Generate new UUID
uuid = UUID.generate()

# Validate UUID
{:ok, uuid} = UUID.validate("550e8400-e29b-41d4-a716-446655440000")

# Generate deterministic UUID from string
uuid = UUID.from_string("Article", "my-unique-id")

      


      
        Summary


  
    Functions
  


    
      
        extract_from_beacon(url)

      


        Extract UUID from a Weaviate beacon URL.



    


    
      
        from_string(namespace, name)

      


        Generate a deterministic UUID v5 from namespace and name.



    


    
      
        generate()

      


        Generate a new random UUID v4.



    


    
      
        valid?(uuid)

      


        Check if string is valid UUID.



    


    
      
        validate(uuid)

      


        Validate a UUID string.



    





      


      
        Functions


        


  
    
      
    
    
      extract_from_beacon(url)



        
          
        

    

  


  

      

          @spec extract_from_beacon(String.t()) :: {:ok, String.t()} | {:error, String.t()}


      


Extract UUID from a Weaviate beacon URL.
Beacon URLs have the format:
	weaviate://localhost/<uuid>
	weaviate://localhost/<collection>/<uuid>

Examples
iex> UUID.extract_from_beacon("weaviate://localhost/550e8400-e29b-41d4-a716-446655440000")
{:ok, "550e8400-e29b-41d4-a716-446655440000"}

iex> UUID.extract_from_beacon("weaviate://localhost/Article/550e8400-e29b-41d4-a716-446655440000")
{:ok, "550e8400-e29b-41d4-a716-446655440000"}

iex> UUID.extract_from_beacon("https://example.com/uuid")
{:error, "Not a valid Weaviate beacon URL: https://example.com/uuid"}

  



  
    
      
    
    
      from_string(namespace, name)



        
          
        

    

  


  

      

          @spec from_string(String.t(), String.t()) :: String.t()


      


Generate a deterministic UUID v5 from namespace and name.
Useful for creating reproducible UUIDs from string identifiers.
Examples
iex> UUID.from_string("Article", "my-unique-id")
"..." # Same result every time for same inputs

iex> UUID.from_string("Article", "id-1") == UUID.from_string("Article", "id-2")
false

  



  
    
      
    
    
      generate()



        
          
        

    

  


  

      

          @spec generate() :: String.t()


      


Generate a new random UUID v4.
Examples
iex> uuid = UUID.generate()
iex> UUID.valid?(uuid)
true

  



  
    
      
    
    
      valid?(uuid)



        
          
        

    

  


  

      

          @spec valid?(String.t()) :: boolean()


      


Check if string is valid UUID.
Examples
iex> UUID.valid?("550e8400-e29b-41d4-a716-446655440000")
true

iex> UUID.valid?("invalid")
false

  



  
    
      
    
    
      validate(uuid)



        
          
        

    

  


  

      

          @spec validate(String.t()) :: {:ok, String.t()} | {:error, String.t()}


      


Validate a UUID string.
Returns the UUID normalized to lowercase if valid.
Examples
iex> UUID.validate("550e8400-e29b-41d4-a716-446655440000")
{:ok, "550e8400-e29b-41d4-a716-446655440000"}

iex> UUID.validate("550E8400-E29B-41D4-A716-446655440000")
{:ok, "550e8400-e29b-41d4-a716-446655440000"}

iex> UUID.validate("invalid")
{:error, "Invalid UUID format: invalid"}
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Vector type with multi-dimensional support for ColBERT and other advanced models.
Supports both standard 1D vectors and multi-dimensional vectors (2D arrays)
used by models like ColBERT for late interaction retrieval.
Standard Vectors
Most embeddings are 1D vectors:
vector = [0.1, 0.2, 0.3, 0.4]
Vector.validate(vector)
# => :ok

Vector.shape(vector)
# => {4}
Multi-Dimensional Vectors
Some models like ColBERT produce multi-dimensional vectors:
multi_vector = [[0.1, 0.2], [0.3, 0.4], [0.5, 0.6]]
Vector.validate(multi_vector)
# => :ok

Vector.shape(multi_vector)
# => {3, 2}
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    Functions
  


    
      
        cosine_similarity(v1, v2)

      


        Computes the cosine similarity between two vectors.



    


    
      
        dimensionality(vector)

      


        Returns the dimensionality of a vector.



    


    
      
        dot_product(v1, v2)

      


        Computes the dot product of two vectors.



    


    
      
        multi_dimensional?(arg1)

      


        Checks if a vector is multi-dimensional.



    


    
      
        normalize(vector)

      


        Normalizes a vector to unit length (L2 normalization).



    


    
      
        one_dimensional?(arg1)

      


        Checks if a vector is 1-dimensional.



    


    
      
        shape(vector)

      


        Returns the shape of a vector.



    


    
      
        validate(vector)

      


        Validates a vector or multi-dimensional vector.
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      t()



        
          
        

    

  


  

      

          @type t() :: [float()] | [[float()]]


      



  


        

      

      
        Functions


        


  
    
      
    
    
      cosine_similarity(v1, v2)



        
          
        

    

  


  

      

          @spec cosine_similarity([float()], [float()]) :: float()


      


Computes the cosine similarity between two vectors.
Examples
Vector.cosine_similarity([1.0, 0.0], [0.0, 1.0])
# => 0.0

Vector.cosine_similarity([1.0, 0.0], [1.0, 0.0])
# => 1.0

  



  
    
      
    
    
      dimensionality(vector)



        
          
        

    

  


  

      

          @spec dimensionality(t()) :: non_neg_integer()


      


Returns the dimensionality of a vector.
For 1D vectors, returns the length.
For multi-dimensional vectors, returns the inner dimension.
Examples
Vector.dimensionality([0.1, 0.2, 0.3])
# => 3

Vector.dimensionality([[0.1, 0.2], [0.3, 0.4], [0.5, 0.6]])
# => 2

  



  
    
      
    
    
      dot_product(v1, v2)



        
          
        

    

  


  

      

          @spec dot_product([float()], [float()]) :: float()


      


Computes the dot product of two vectors.
Examples
Vector.dot_product([1.0, 2.0], [3.0, 4.0])
# => 11.0

  



  
    
      
    
    
      multi_dimensional?(arg1)



        
          
        

    

  


  

      

          @spec multi_dimensional?(t()) :: boolean()


      


Checks if a vector is multi-dimensional.
Examples
Vector.multi_dimensional?([[0.1, 0.2], [0.3, 0.4]])
# => true

Vector.multi_dimensional?([0.1, 0.2, 0.3])
# => false

  



  
    
      
    
    
      normalize(vector)



        
          
        

    

  


  

      

          @spec normalize([float()]) :: [float()]


      


Normalizes a vector to unit length (L2 normalization).
Examples
Vector.normalize([3.0, 4.0])
# => [0.6, 0.8]

  



  
    
      
    
    
      one_dimensional?(arg1)



        
          
        

    

  


  

      

          @spec one_dimensional?(t()) :: boolean()


      


Checks if a vector is 1-dimensional.
Examples
Vector.one_dimensional?([0.1, 0.2, 0.3])
# => true

Vector.one_dimensional?([[0.1, 0.2], [0.3, 0.4]])
# => false

  



  
    
      
    
    
      shape(vector)



        
          
        

    

  


  

      

          @spec shape(t()) :: {non_neg_integer()} | {non_neg_integer(), non_neg_integer()}


      


Returns the shape of a vector.
Examples
Vector.shape([0.1, 0.2, 0.3, 0.4])
# => {4}

Vector.shape([[0.1, 0.2], [0.3, 0.4], [0.5, 0.6]])
# => {3, 2}

  



  
    
      
    
    
      validate(vector)



        
          
        

    

  


  

      

          @spec validate(term()) :: :ok | {:error, String.t()}


      


Validates a vector or multi-dimensional vector.
Examples
Vector.validate([0.1, 0.2, 0.3])
# => :ok

Vector.validate([[0.1, 0.2], [0.3, 0.4]])
# => :ok

Vector.validate([])
# => {:error, "Vector cannot be empty"}

Vector.validate([[0.1, 0.2], [0.3]])
# => {:error, "Multi-dimensional vectors must have consistent inner dimensions"}
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User structs for Weaviate user management.
This module defines structs for different user types:
	User.DB - Database-managed users (created via API)
	User.OIDC - OIDC-managed users (authenticated via external provider)
	User.Own - Current authenticated user information

Examples
# DB User
%User.DB{
  user_id: "john.doe",
  api_key: "secret-key",
  active: true,
  roles: ["editor"]
}

# OIDC User
%User.OIDC{
  user_id: "oauth@company.com",
  groups: ["engineering"],
  roles: ["developer"]
}

# Current user info
%User.Own{
  user_id: "me",
  user_type: :db_user,
  roles: ["admin"],
  groups: []
}
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        user_type()

      


    





  
    Functions
  


    
      
        from_api(api_data)

      


        Decode a user from API response.



    


    
      
        from_api_own(api_data)

      


        Decode the current user (own) from API response.



    


    
      
        parse_user_type(arg1)

      


        Parse user type string to atom.
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          @type user_type() :: :db_user | :db_env_user | :oidc
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          @spec from_api(map()) ::
  {:ok, WeaviateEx.Users.User.DB.t() | WeaviateEx.Users.User.OIDC.t()}
  | {:error, String.t()}


      


Decode a user from API response.
Returns the appropriate user struct based on the userType field.
Examples
{:ok, user} = User.from_api(%{
  "userId" => "john",
  "userType" => "db_user",
  "active" => true,
  "roles" => ["admin"]
})

  



  
    
      
    
    
      from_api_own(api_data)



        
          
        

    

  


  

      

          @spec from_api_own(map()) :: {:ok, WeaviateEx.Users.User.Own.t()}


      


Decode the current user (own) from API response.
Examples
{:ok, user} = User.from_api_own(%{
  "userId" => "me",
  "userType" => "db_user",
  "roles" => ["admin"],
  "groups" => []
})

  



  
    
      
    
    
      parse_user_type(arg1)



        
          
        

    

  


  

      

          @spec parse_user_type(String.t() | nil) :: user_type()


      


Parse user type string to atom.
Examples
User.parse_user_type("db_user")     # => :db_user
User.parse_user_type("db_env_user") # => :db_env_user
User.parse_user_type("oidc")        # => :oidc
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WeaviateEx.Users.User.DB 
    



      
Database-managed user.
These users are created and managed via the Weaviate API.
They authenticate using API keys.
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      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Users.User.DB{
  active: boolean(),
  api_key: String.t() | nil,
  roles: [String.t()],
  user_id: String.t()
}
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WeaviateEx.Users.User.OIDC 
    



      
OIDC-managed user.
These users are authenticated via an external OIDC provider.
Their groups are managed by the OIDC provider.
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      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Users.User.OIDC{
  groups: [String.t()],
  roles: [String.t()],
  user_id: String.t()
}
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Current authenticated user information.
Represents the currently authenticated user making the request.
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      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Users.User.Own{
  groups: [String.t()],
  roles: [String.t()],
  user_id: String.t(),
  user_type: WeaviateEx.Users.User.user_type()
}
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Property value validation against schema data types.
Validates that property values conform to their declared data types
before sending to Weaviate, providing early error detection.
Supported Data Types
	text - String values
	int - Integer values
	number - Numeric values (integer or float)
	boolean - Boolean values
	date - ISO8601 date/datetime strings or DateTime/Date structs
	uuid - UUID strings
	blob - Base64-encoded binary data
	geoCoordinates - Geographic coordinates
	phoneNumber - Phone number objects
	object - Nested object (map)
	Arrays - Append [] to any type (e.g., text[], int[])

Examples
# Validate a single value
:ok = Property.validate("hello", "text")
{:error, msg} = Property.validate(123, "text")

# Validate an entire object against a schema
schema = %{"properties" => [
  %{"name" => "title", "dataType" => ["text"]},
  %{"name" => "count", "dataType" => ["int"]}
]}
object = %{"properties" => %{"title" => "Hello", "count" => 42}}
:ok = Property.validate_object(object, schema)
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        validate(value, data_type)

      


        Validates a property value against its declared data type.



    


    
      
        validate_object(object, schema)

      


        Validates all properties in an object against a schema.
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          @type validation_result() :: :ok | {:error, String.t()}
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      validate(value, data_type)



        
          
        

    

  


  

      

          @spec validate(term(), atom() | String.t()) :: validation_result()


      


Validates a property value against its declared data type.
Examples
Property.validate("hello", "text")
# => :ok

Property.validate(123, "text")
# => {:error, "Expected string for text type, got 123"}

Property.validate([1, 2, 3], "int[]")
# => :ok

  



  
    
      
    
    
      validate_object(object, schema)



        
          
        

    

  


  

      

          @spec validate_object(map(), map()) :: :ok | {:error, [String.t()]}


      


Validates all properties in an object against a schema.
Examples
schema = %{"properties" => [
  %{"name" => "title", "dataType" => ["text"]},
  %{"name" => "count", "dataType" => ["int"]}
]}
object = %{"properties" => %{"title" => "Hello", "count" => 42}}
Property.validate_object(object, schema)
# => :ok

object = %{"properties" => %{"title" => 123, "count" => "not an int"}}
Property.validate_object(object, schema)
# => {:error, ["title: Expected string for text type, got 123", "count: Expected integer..."]}
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Weaviate server version detection and validation.
Ensures client compatibility with the connected Weaviate instance.
The minimum supported version is 1.27.0.
Examples
# Parse a version string
{:ok, {1, 28, 0}} = Version.parse("1.28.0")

# Check if a version meets the minimum requirement
true = Version.meets_minimum?({1, 28, 0}, {1, 27, 0})

# Validate server version
:ok = Version.validate_server({1, 28, 0})
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        version()

      


    





  
    Functions
  


    
      
        check_compatibility(meta_response)

      


        Check server compatibility by fetching the meta endpoint.



    


    
      
        format_version(arg)

      


        Format a version tuple to a string.



    


    
      
        get_grpc_max_message_size(arg1)

      


        Extract gRPC max message size from meta response.



    


    
      
        get_server_version(arg1)

      


        Extract server version from meta endpoint response.



    


    
      
        grpc_minimum_version()

      


        Get the minimum Weaviate version required for gRPC support.



    


    
      
        meets_minimum?(arg1, arg2)

      


        Check if a version meets the minimum requirement.



    


    
      
        minimum_version()

      


        Get the minimum supported Weaviate version.



    


    
      
        minimum_version_string()

      


        Get the minimum supported version as a string.



    


    
      
        parse(version_string)

      


        Parse a version string into a tuple.



    


    
      
        supports_grpc?(version)

      


        Check if a server version supports gRPC.



    


    
      
        validate_server(version)

      


        Validate that a server version is supported.
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          @type version() :: {non_neg_integer(), non_neg_integer(), non_neg_integer()}
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      check_compatibility(meta_response)



        
          
        

    

  


  

      

          @spec check_compatibility(map()) :: :ok | {:error, String.t()}


      


Check server compatibility by fetching the meta endpoint.
This function requires a client module that implements meta/1.
Returns :ok if the server version is compatible, or an error tuple
with details about why it's incompatible.
Examples
# Assuming you have a client that can fetch meta
:ok = Version.check_compatibility(client)

# If server version is too old
{:error, "Weaviate server version 1.20.0 is below minimum required 1.27.0"}

  



  
    
      
    
    
      format_version(arg)



        
          
        

    

  


  

      

          @spec format_version(version()) :: String.t()


      


Format a version tuple to a string.
Examples
iex> Version.format_version({1, 28, 0})
"1.28.0"

  



  
    
      
    
    
      get_grpc_max_message_size(arg1)



        
          
        

    

  


  

      

          @spec get_grpc_max_message_size(map()) :: {:ok, pos_integer()} | :default


      


Extract gRPC max message size from meta response.
Weaviate returns the maximum gRPC message size in the meta endpoint.
Examples
Version.get_grpc_max_message_size(%{"grpcMaxMessageSize" => 104858000})
# => {:ok, 104858000}

Version.get_grpc_max_message_size(%{})
# => :default

  



  
    
      
    
    
      get_server_version(arg1)



        
          
        

    

  


  

      

          @spec get_server_version(map()) ::
  {:ok, version()} | {:error, :no_version | :invalid_version}


      


Extract server version from meta endpoint response.
The meta response is expected to have a "version" key with a version string.
Examples
iex> Version.get_server_version(%{"version" => "1.28.0"})
{:ok, {1, 28, 0}}

iex> Version.get_server_version(%{})
{:error, :no_version}

  



  
    
      
    
    
      grpc_minimum_version()



        
          
        

    

  


  

      

          @spec grpc_minimum_version() :: version()


      


Get the minimum Weaviate version required for gRPC support.
Examples
iex> Version.grpc_minimum_version()
{1, 23, 0}

  



  
    
      
    
    
      meets_minimum?(arg1, arg2)



        
          
        

    

  


  

      

          @spec meets_minimum?(version(), version()) :: boolean()


      


Check if a version meets the minimum requirement.
Examples
iex> Version.meets_minimum?({1, 28, 0}, {1, 27, 0})
true

iex> Version.meets_minimum?({1, 26, 0}, {1, 27, 0})
false

  



  
    
      
    
    
      minimum_version()



        
          
        

    

  


  

      

          @spec minimum_version() :: version()


      


Get the minimum supported Weaviate version.
Examples
iex> Version.minimum_version()
{1, 27, 0}

  



  
    
      
    
    
      minimum_version_string()



        
          
        

    

  


  

      

          @spec minimum_version_string() :: String.t()


      


Get the minimum supported version as a string.
Examples
iex> Version.minimum_version_string()
"1.27.0"

  



  
    
      
    
    
      parse(version_string)



        
          
        

    

  


  

      

          @spec parse(String.t()) :: {:ok, version()} | {:error, :invalid_version}


      


Parse a version string into a tuple.
Handles versions with or without 'v' prefix, and ignores prerelease/build metadata.
Examples
iex> Version.parse("1.28.0")
{:ok, {1, 28, 0}}

iex> Version.parse("v1.28.0-rc1")
{:ok, {1, 28, 0}}

iex> Version.parse("invalid")
{:error, :invalid_version}

  



  
    
      
    
    
      supports_grpc?(version)



        
          
        

    

  


  

      

          @spec supports_grpc?(version()) :: boolean()


      


Check if a server version supports gRPC.
gRPC support was added in Weaviate 1.23.0.
Examples
iex> Version.supports_grpc?({1, 28, 0})
true

iex> Version.supports_grpc?({1, 22, 0})
false

  



  
    
      
    
    
      validate_server(version)



        
          
        

    

  


  

      

          @spec validate_server(version()) ::
  :ok | {:error, {:unsupported_version, version(), version()}}


      


Validate that a server version is supported.
Returns :ok if the version meets the minimum requirement (1.27.0),
otherwise returns an error with both the actual and minimum versions.
Examples
iex> Version.validate_server({1, 28, 0})
:ok

iex> Version.validate_server({1, 20, 0})
{:error, {:unsupported_version, {1, 20, 0}, {1, 27, 0}}}
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A modern Elixir client for Weaviate vector database.
WeaviateEx provides a clean, idiomatic Elixir interface to interact with Weaviate,
including support for:
	Collections management (create, read, update, delete)
	Object operations (CRUD with vectors)
	Batch operations for efficient bulk imports
	GraphQL queries for complex searches
	Vector similarity search
	Health checks and monitoring

Configuration
Configure WeaviateEx in your config/config.exs:
config :weaviate_ex,
  url: "http://localhost:8080",
  api_key: nil  # Optional, for authenticated instances
Or use environment variables:
export WEAVIATE_URL=http://localhost:8080
export WEAVIATE_API_KEY=your-api-key  # Optional
Examples
# Health check
{:ok, meta} = WeaviateEx.health_check()

# Create a collection
{:ok, collection} = WeaviateEx.Collections.create("Article", %{
  properties: [
    %{name: "title", dataType: ["text"]},
    %{name: "content", dataType: ["text"]}
  ]
})

# Insert an object
{:ok, object} = WeaviateEx.Objects.create("Article", %{
  properties: %{
    title: "Hello Weaviate",
    content: "This is a test article"
  }
})

# Query objects
{:ok, results} = WeaviateEx.Objects.list("Article", limit: 10)
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    Functions
  


    
      
        alive?()

      


        Checks if Weaviate is alive (liveness probe).



    


    
      
        api_key()

      


        Returns the API key for authentication, if configured.



    


    
      
        assign_group_roles(client, group, roles)

      


        Assign roles to an OIDC group.



    


    
      
        base_url()

      


        Returns the configured Weaviate base URL.



    


    
      
        cancel_backup(client, backup_id, backend)

      


        Cancel an in-progress backup.



    


    
      
        cancel_replication(client, operation_id)

      


        Cancel an ongoing replication.



    


    
      
        cluster_nodes(client, opts \\ [])

      


        Get cluster node information.



    


    
      
        cluster_shards(client, collection)

      


        Get shards for a collection.



    


    
      
        cluster_statistics(client)

      


        Get cluster-wide statistics.



    


    
      
        create_backup(client, backup_id, backend, opts \\ [])

      


        Create a new backup.



    


    
      
        create_role(client, name, permissions)

      


        Create a role with permissions.



    


    
      
        create_user(client, user_id)

      


        Create a new DB user.



    


    
      
        debug_compare(client, collection, uuid, opts \\ [])

      


        Compare object retrieval via REST and gRPC protocols.



    


    
      
        debug_get_rest(client, collection, uuid, opts \\ [])

      


        Retrieve object via REST API (bypasses gRPC for debugging).



    


    
      
        delete_replication(client, operation_id)

      


        Delete a replication operation record.



    


    
      
        delete_role(client, name)

      


        Delete a role.



    


    
      
        delete_user(client, user_id)

      


        Delete a user.



    


    
      
        get_backup_status(client, backup_id, backend)

      


        Get the status of a backup creation.



    


    
      
        get_my_user(client)

      


        Get the current authenticated user.



    


    
      
        get_replication(client, operation_id, opts \\ [])

      


        Get replication operation status.



    


    
      
        get_restore_status(client, backup_id, backend)

      


        Get the status of a backup restoration.



    


    
      
        get_role(client, name)

      


        Get a role by name.



    


    
      
        get_user(client, user_id)

      


        Get a user by ID.



    


    
      
        health_check()

      


        Performs a health check against the Weaviate instance.



    


    
      
        list_backups(client, backend)

      


        List all backups for a storage backend.



    


    
      
        list_groups(client)

      


        List known OIDC groups.



    


    
      
        list_replications(client, opts \\ [])

      


        List all ongoing replications.



    


    
      
        list_roles(client)

      


        List all roles.



    


    
      
        list_users(client)

      


        List all users.



    


    
      
        ready?()

      


        Checks if Weaviate is ready to serve requests.



    


    
      
        replicate_shard(client, collection, shard, opts)

      


        Trigger shard replication.



    


    
      
        restore_backup(client, backup_id, backend, opts \\ [])

      


        Restore a backup.



    


    
      
        revoke_group_roles(client, group, roles)

      


        Revoke roles from an OIDC group.



    


    
      
        start_embedded(opts \\ [])

      


        Starts an embedded Weaviate instance using the official binary.



    


    
      
        stop_embedded(instance)

      


        Stops an embedded Weaviate instance started with start_embedded/1.



    


    
      
        wait_for_replications(client, opts \\ [])

      


        Wait for all replications to complete.
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          @type api_response() :: {:ok, map() | list()} | {:error, term()}
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          @type uuid() :: String.t()
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      alive?()



        
          
        

    

  


  

      

          @spec alive?() :: {:ok, boolean()} | {:error, term()}


      


Checks if Weaviate is alive (liveness probe).
Examples
iex> WeaviateEx.alive?()
{:ok, true}
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          @spec api_key() :: String.t() | nil


      


Returns the API key for authentication, if configured.

  



  
    
      
    
    
      assign_group_roles(client, group, roles)



        
          
        

    

  


  

Assign roles to an OIDC group.
Delegates to WeaviateEx.API.Groups.assign_roles/3.

  



  
    
      
    
    
      base_url()



        
          
        

    

  


  

      

          @spec base_url() :: String.t()


      


Returns the configured Weaviate base URL.

  



  
    
      
    
    
      cancel_backup(client, backup_id, backend)



        
          
        

    

  


  

Cancel an in-progress backup.
Delegates to WeaviateEx.API.Backup.cancel/3.
Examples
:ok = WeaviateEx.cancel_backup(client, "daily-backup", :filesystem)

  



  
    
      
    
    
      cancel_replication(client, operation_id)



        
          
        

    

  


  

Cancel an ongoing replication.
Delegates to WeaviateEx.API.Cluster.cancel_replication/2.
Examples
:ok = WeaviateEx.cancel_replication(client, "op-id-123")

  



    

  
    
      
    
    
      cluster_nodes(client, opts \\ [])



        
          
        

    

  


  

Get cluster node information.
Delegates to WeaviateEx.API.Cluster.nodes/2.
Examples
{:ok, nodes} = WeaviateEx.cluster_nodes(client)
{:ok, nodes} = WeaviateEx.cluster_nodes(client, output: "verbose")

  



  
    
      
    
    
      cluster_shards(client, collection)



        
          
        

    

  


  

Get shards for a collection.
Delegates to WeaviateEx.API.Cluster.shards/2.
Examples
{:ok, shards} = WeaviateEx.cluster_shards(client, "Article")

  



  
    
      
    
    
      cluster_statistics(client)



        
          
        

    

  


  

Get cluster-wide statistics.
Delegates to WeaviateEx.API.Cluster.statistics/1.
Examples
{:ok, stats} = WeaviateEx.cluster_statistics(client)

  



    

  
    
      
    
    
      create_backup(client, backup_id, backend, opts \\ [])



        
          
        

    

  


  

Create a new backup.
Delegates to WeaviateEx.API.Backup.create/4.
Examples
{:ok, status} = WeaviateEx.create_backup(client, "daily-backup", :filesystem)
{:ok, status} = WeaviateEx.create_backup(client, "daily-backup", :s3,
  include_collections: ["Article"],
  wait_for_completion: true
)

  



  
    
      
    
    
      create_role(client, name, permissions)



        
          
        

    

  


  

Create a role with permissions.
Delegates to WeaviateEx.API.RBAC.create_role/3.

  



  
    
      
    
    
      create_user(client, user_id)



        
          
        

    

  


  

Create a new DB user.
Delegates to WeaviateEx.API.Users.create/2.

  



    

  
    
      
    
    
      debug_compare(client, collection, uuid, opts \\ [])



        
          
        

    

  


  

Compare object retrieval via REST and gRPC protocols.
Delegates to WeaviateEx.Debug.compare_protocols/4.
Examples
{:ok, result} = WeaviateEx.debug_compare(client, "Article", uuid)
if result.match do
  IO.puts("Protocols return identical results")
else
  IO.puts(WeaviateEx.Debug.ObjectCompare.format_diff(result.differences))
end

  



    

  
    
      
    
    
      debug_get_rest(client, collection, uuid, opts \\ [])



        
          
        

    

  


  

Retrieve object via REST API (bypasses gRPC for debugging).
Delegates to WeaviateEx.Debug.get_object_rest/4.
Examples
{:ok, object} = WeaviateEx.debug_get_rest(client, "Article", uuid)
{:ok, object} = WeaviateEx.debug_get_rest(client, "Article", uuid, tenant: "tenant-a")

  



  
    
      
    
    
      delete_replication(client, operation_id)



        
          
        

    

  


  

Delete a replication operation record.
Delegates to WeaviateEx.API.Cluster.delete_replication/2.
Examples
:ok = WeaviateEx.delete_replication(client, "op-id-123")

  



  
    
      
    
    
      delete_role(client, name)



        
          
        

    

  


  

Delete a role.
Delegates to WeaviateEx.API.RBAC.delete_role/2.

  



  
    
      
    
    
      delete_user(client, user_id)



        
          
        

    

  


  

Delete a user.
Delegates to WeaviateEx.API.Users.delete/2.

  



  
    
      
    
    
      get_backup_status(client, backup_id, backend)



        
          
        

    

  


  

Get the status of a backup creation.
Delegates to WeaviateEx.API.Backup.get_create_status/3.
Examples
{:ok, status} = WeaviateEx.get_backup_status(client, "daily-backup", :filesystem)

  



  
    
      
    
    
      get_my_user(client)



        
          
        

    

  


  

Get the current authenticated user.
Delegates to WeaviateEx.API.Users.get_my_user/1.

  



    

  
    
      
    
    
      get_replication(client, operation_id, opts \\ [])



        
          
        

    

  


  

Get replication operation status.
Delegates to WeaviateEx.API.Cluster.get_replication/3.
Examples
{:ok, operation} = WeaviateEx.get_replication(client, "op-id-123")

  



  
    
      
    
    
      get_restore_status(client, backup_id, backend)



        
          
        

    

  


  

Get the status of a backup restoration.
Delegates to WeaviateEx.API.Backup.get_restore_status/3.
Examples
{:ok, status} = WeaviateEx.get_restore_status(client, "daily-backup", :filesystem)

  



  
    
      
    
    
      get_role(client, name)



        
          
        

    

  


  

Get a role by name.
Delegates to WeaviateEx.API.RBAC.get_role/2.

  



  
    
      
    
    
      get_user(client, user_id)



        
          
        

    

  


  

Get a user by ID.
Delegates to WeaviateEx.API.Users.get/2.

  



  
    
      
    
    
      health_check()



        
          
        

    

  


  

      

          @spec health_check() :: api_response()


      


Performs a health check against the Weaviate instance.
Returns metadata about the Weaviate instance including version,
modules, and configuration.
Examples
iex> WeaviateEx.health_check()
{:ok, %{"version" => "1.28.1", "modules" => %{}}}

  



  
    
      
    
    
      list_backups(client, backend)



        
          
        

    

  


  

List all backups for a storage backend.
Delegates to WeaviateEx.API.Backup.list/2.
Examples
{:ok, backups} = WeaviateEx.list_backups(client, :filesystem)

  



  
    
      
    
    
      list_groups(client)



        
          
        

    

  


  

List known OIDC groups.
Delegates to WeaviateEx.API.Groups.list_known/1.

  



    

  
    
      
    
    
      list_replications(client, opts \\ [])



        
          
        

    

  


  

List all ongoing replications.
Delegates to WeaviateEx.API.Cluster.list_replications/2.
Examples
{:ok, replications} = WeaviateEx.list_replications(client)
{:ok, replications} = WeaviateEx.list_replications(client, status: :running)

  



  
    
      
    
    
      list_roles(client)



        
          
        

    

  


  

List all roles.
Delegates to WeaviateEx.API.RBAC.list_roles/1.

  



  
    
      
    
    
      list_users(client)



        
          
        

    

  


  

List all users.
Delegates to WeaviateEx.API.Users.list_all/1.

  



  
    
      
    
    
      ready?()



        
          
        

    

  


  

      

          @spec ready?() :: {:ok, boolean()} | {:error, term()}


      


Checks if Weaviate is ready to serve requests.
Examples
iex> WeaviateEx.ready?()
{:ok, true}

  



  
    
      
    
    
      replicate_shard(client, collection, shard, opts)



        
          
        

    

  


  

Trigger shard replication.
Delegates to WeaviateEx.API.Cluster.replicate/4.
Examples
{:ok, operation} = WeaviateEx.replicate_shard(client, "Article", "shard-1",
  source_node: "node-1",
  target_node: "node-2"
)

  



    

  
    
      
    
    
      restore_backup(client, backup_id, backend, opts \\ [])



        
          
        

    

  


  

Restore a backup.
Delegates to WeaviateEx.API.Backup.restore/4.
Examples
{:ok, status} = WeaviateEx.restore_backup(client, "daily-backup", :filesystem)
{:ok, status} = WeaviateEx.restore_backup(client, "daily-backup", :s3,
  wait_for_completion: true
)

  



  
    
      
    
    
      revoke_group_roles(client, group, roles)



        
          
        

    

  


  

Revoke roles from an OIDC group.
Delegates to WeaviateEx.API.Groups.revoke_roles/3.

  



    

  
    
      
    
    
      start_embedded(opts \\ [])



        
          
        

    

  


  

      

          @spec start_embedded([WeaviateEx.Embedded.option()]) ::
  {:ok, WeaviateEx.Embedded.Instance.t()} | {:error, term()}


      


Starts an embedded Weaviate instance using the official binary.
This function delegates to WeaviateEx.Embedded.start/1 and returns an
opaque handle that should be passed to stop_embedded/1 when you're done.
Examples
{:ok, emb} = WeaviateEx.start_embedded(version: "1.30.5", port: 8090)
WeaviateEx.health_check()
:ok = WeaviateEx.stop_embedded(emb)

  



  
    
      
    
    
      stop_embedded(instance)



        
          
        

    

  


  

      

          @spec stop_embedded(WeaviateEx.Embedded.Instance.t()) :: :ok


      


Stops an embedded Weaviate instance started with start_embedded/1.

  



    

  
    
      
    
    
      wait_for_replications(client, opts \\ [])



        
          
        

    

  


  

Wait for all replications to complete.
Delegates to WeaviateEx.API.Cluster.wait_for_replications/2.
Examples
:ok = WeaviateEx.wait_for_replications(client)
:ok = WeaviateEx.wait_for_replications(client, timeout: 60_000)
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Functions for batch operations in Weaviate.
Batch operations are much more efficient than individual operations
when dealing with large numbers of objects.
Batch Modes
This module supports three batching modes:
	Fixed size (default): Simple fixed-size batching
	Dynamic: Auto-adjusting batch sizes based on server queue depth
	Rate-limited: Respects vectorizer API rate limits

Context Manager Pattern
Use with_batch/3 for a context-manager style interface that automatically
flushes on exit:
{:ok, results} = WeaviateEx.Batch.with_batch(client, [batch_size: 100], fn batch ->
  batch
  |> WeaviateEx.Batch.add_object("Article", %{title: "Article 1"})
  |> WeaviateEx.Batch.add_object("Article", %{title: "Article 2"})
end)
Direct API Examples
# Batch create objects
objects = [
  %{class: "Article", properties: %{title: "Article 1"}},
  %{class: "Article", properties: %{title: "Article 2"}},
  %{class: "Article", properties: %{title: "Article 3"}}
]

{:ok, result} = WeaviateEx.Batch.create_objects(objects)

# Batch delete matching criteria
{:ok, result} = WeaviateEx.Batch.delete_objects(%{
  class: "Article",
  where: %{
    path: ["title"],
    operator: "Equal",
    valueText: "Delete Me"
  }
})

# Batch add references
references = [
  %{
    from: "weaviate://localhost/Article/uuid1/hasAuthor",
    to: "weaviate://localhost/Author/uuid2"
  }
]

{:ok, result} = WeaviateEx.Batch.add_references(references)

# Request a summary separating successes and failures
{:ok, summary} = WeaviateEx.Batch.create_objects(objects, return_summary: true)
summary.statistics
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        add_object(ctx, collection, properties, opts \\ [])

      


        Add an object to the batch context.



    


    
      
        add_reference(ctx, collection, from_uuid, property, to_uuid, opts \\ [])

      


        Add a reference to the batch context.



    


    
      
        add_references(references, opts \\ [])

      


        Adds cross-references in batch.



    


    
      
        background(client, collection, opts \\ [])

      


        Start a background batch processor.



    


    
      
        create_objects(objects, opts \\ [])

      


        Creates multiple objects in a single batch request.



    


    
      
        delete_objects(criteria, opts \\ [])

      


        Deletes multiple objects matching the given criteria.



    


    
      
        flush(ctx)

      


        Explicitly flush the current batch within a context.



    


    
      
        wait_for_vector_indexing(client, collection, opts \\ [])

      


        Wait for all vectors to be indexed after batch insertion.



    


    
      
        with_batch(client, opts, fun)

      


        Execute batch operations within a context that automatically flushes on exit.
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          @type batch_context() :: %{
  mode: batch_mode(),
  client: WeaviateEx.Client.t(),
  batcher: WeaviateEx.Batch.FixedSize.t() | pid(),
  opts: keyword(),
  results: WeaviateEx.Batch.ErrorTracking.Results.t()
}
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          @type batch_mode() :: :fixed | :dynamic | :rate_limited
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          @type batch_objects() :: [map()]
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          @type batch_references() :: [map()]
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      add_object(ctx, collection, properties, opts \\ [])



        
          
        

    

  


  

      

          @spec add_object(batch_context(), String.t(), map(), keyword()) :: batch_context()


      


Add an object to the batch context.
Used within a with_batch/3 callback.
Options
	:uuid - Custom UUID for the object
	:vector - Custom vector for the object
	:tenant - Tenant name for multi-tenant collections

Examples
Batch.with_batch(client, [], fn batch ->
  batch
  |> Batch.add_object("Article", %{title: "Test"})
  |> Batch.add_object("Article", %{title: "Test 2"}, uuid: "custom-uuid")
end)

  



    

  
    
      
    
    
      add_reference(ctx, collection, from_uuid, property, to_uuid, opts \\ [])



        
          
        

    

  


  

      

          @spec add_reference(
  batch_context(),
  String.t(),
  String.t(),
  String.t(),
  String.t(),
  keyword()
) ::
  batch_context()


      


Add a reference to the batch context.
Used within a with_batch/3 callback.
Options
	:tenant - Tenant name for multi-tenant collections

Examples
Batch.with_batch(client, [], fn batch ->
  batch
  |> Batch.add_reference("Article", "uuid-1", "hasAuthor", "author-uuid")
end)

  



    

  
    
      
    
    
      add_references(references, opts \\ [])



        
          
        

    

  


  

      

          @spec add_references(batch_references(), Keyword.t()) :: WeaviateEx.api_response()


      


Adds cross-references in batch.
Parameters
	references - List of reference objects
	opts - Additional options

Reference Format
Each reference should have:
	:from - Beacon URL of source property (e.g., "weaviate://localhost/Article/uuid/hasAuthor")
	:to - Beacon URL of target object (e.g., "weaviate://localhost/Author/uuid")

Examples
references = [
  %{
    from: "weaviate://localhost/Article/550e8400-e29b-41d4-a716-446655440000/hasAuthor",
    to: "weaviate://localhost/Author/650e8400-e29b-41d4-a716-446655440000"
  }
]

{:ok, result} = Batch.add_references(references)
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          @spec background(WeaviateEx.Client.t(), String.t(), keyword()) ::
  {:ok, pid()} | {:error, term()}


      


Start a background batch processor.
Unlike the synchronous with_batch/3, this returns immediately and
processes objects asynchronously in the background.
Options
	:batch_size - Objects per batch (default: 100)
	:concurrent_requests - Max concurrent requests (default: 2)
	:flush_interval - Auto-flush interval in ms (default: 1000)
	:on_flush - Callback on each flush completion
	:on_error - Callback on each error
	:tenant - Tenant name for multi-tenancy

Examples
{:ok, batcher} = Batch.background(client, "Article",
  batch_size: 100,
  concurrent_requests: 2
)

for article <- articles do
  :ok = Batch.Background.add_object(batcher, article)
end

results = Batch.Background.stop(batcher, flush: true)
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          @spec create_objects(batch_objects(), Keyword.t()) :: WeaviateEx.api_response()


      


Creates multiple objects in a single batch request.
Much more efficient than creating objects one by one.
Parameters
	objects - List of objects to create
	opts - Additional options

Options
	:consistency_level - Consistency level for the operation

Object Format
Each object should have:
	:class - Collection name
	:id - Optional UUID
	:properties - Object properties
	:vector - Optional vector embedding

Examples
objects = [
  %{class: "Article", properties: %{title: "Article 1"}},
  %{class: "Article", properties: %{title: "Article 2"}}
]

{:ok, result} = Batch.create_objects(objects)
# result["results"] contains status for each object
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          @spec delete_objects(delete_criteria(), Keyword.t()) :: WeaviateEx.api_response()


      


Deletes multiple objects matching the given criteria.
Parameters
	criteria - Delete criteria including class and where clause
	opts - Additional options

Criteria Format
	:class - Collection name (required)
	:where - Where clause to match objects (required)
	:output - Output verbosity ("minimal" or "verbose", default: "minimal")
	:dryRun - If true, only reports what would be deleted without deleting

Examples
# Delete all articles with specific title
{:ok, result} = Batch.delete_objects(%{
  class: "Article",
  where: %{
    path: ["title"],
    operator: "Equal",
    valueText: "Delete Me"
  }
})

# Dry run to see what would be deleted
{:ok, result} = Batch.delete_objects(%{
  class: "Article",
  where: %{path: ["status"], operator: "Equal", valueText: "draft"},
  dryRun: true
})
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          @spec flush(batch_context()) ::
  {:ok, batch_context(), WeaviateEx.Batch.ErrorTracking.Results.t()}
  | {:error, WeaviateEx.Error.t()}


      


Explicitly flush the current batch within a context.
Returns updated context with flushed results.
Examples
Batch.with_batch(client, [], fn batch ->
  batch = Batch.add_object(batch, "Article", %{title: "Test 1"})
  {:ok, batch, _results} = Batch.flush(batch)
  batch = Batch.add_object(batch, "Article", %{title: "Test 2"})
  batch
end)
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          @spec wait_for_vector_indexing(WeaviateEx.Client.t(), String.t(), keyword()) ::
  :ok | {:error, term()}


      


Wait for all vectors to be indexed after batch insertion.
This function polls shard status until all vector queues are empty,
indicating that async vectorization is complete. This is useful when
you need to ensure all objects are searchable before proceeding.
Parameters
	client - WeaviateEx.Client instance
	collection - Collection name to wait for
	opts - Options

Options
	:poll_interval - Milliseconds between status checks (default: 1000)
	:max_failures - Max consecutive failures before error (default: 5)
	:timeout - Maximum wait time in milliseconds (default: 300000)
	:shards - Specific shards to monitor (default: all shards)

Examples
# Wait for all shards
:ok = Batch.wait_for_vector_indexing(client, "Article")

# Wait with custom timeout
:ok = Batch.wait_for_vector_indexing(client, "Article", timeout: 60_000)

# Wait for specific shards
:ok = Batch.wait_for_vector_indexing(client, "Article", shards: ["shard-0"])
Returns
	:ok - All vectors indexed successfully
	{:error, :timeout} - Timed out waiting for indexing
	{:error, {:max_failures, reason}} - Too many consecutive failures
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          @spec with_batch(WeaviateEx.Client.t(), keyword(), (batch_context() ->
                                                batch_context())) ::
  {:ok, WeaviateEx.Batch.ErrorTracking.Results.t()}
  | {:error, WeaviateEx.Error.t()}


      


Execute batch operations within a context that automatically flushes on exit.
This provides a Python-like context manager pattern for batch operations.
All buffered objects and references are automatically flushed when the
callback completes.
Parameters
	client - WeaviateEx.Client
	opts - Batch options
	fun - Callback function receiving the batch context

Options
	:mode - Batch mode: :fixed (default), :dynamic, or :rate_limited
	:batch_size - Number of objects per batch (default: 100)
	:on_flush - Callback function called after each batch flush
	:on_error - Callback function called on errors
	:consistency_level - Consistency level for requests

Dynamic Mode Options
	:min_batch_size - Minimum batch size (default: 10)
	:max_batch_size - Maximum batch size (default: 1000)
	:concurrent_requests - Number of concurrent requests (default: 2)

Rate-Limited Mode Options
	:requests_per_minute - Maximum requests per minute (default: 60)
	:retry_on_rate_limit - Retry on rate limit errors (default: false)
	:max_retries - Maximum retry attempts (default: 5)

Examples
# Simple fixed-size batching
{:ok, results} = Batch.with_batch(client, [batch_size: 100], fn batch ->
  batch
  |> Batch.add_object("Article", %{title: "Test 1"})
  |> Batch.add_object("Article", %{title: "Test 2"})
end)

# Dynamic batching
{:ok, results} = Batch.with_batch(client, [mode: :dynamic], fn batch ->
  Enum.reduce(objects, batch, fn obj, b ->
    Batch.add_object(b, "Article", obj)
  end)
end)

# Rate-limited batching
{:ok, results} = Batch.with_batch(client, [
  mode: :rate_limited,
  requests_per_minute: 30
], fn batch ->
  batch
  |> Batch.add_object("Article", %{title: "Test"})
end)
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Functions for managing Weaviate collections (schema classes).
Collections define the structure of your data including properties,
vectorization settings, and indexing configuration.
Examples
# List all collections
{:ok, schema} = WeaviateEx.Collections.list()

# Get a specific collection
{:ok, collection} = WeaviateEx.Collections.get("Article")

# Create a new collection
{:ok, collection} = WeaviateEx.Collections.create("Article", %{
  description: "A collection for articles",
  properties: [
    %{name: "title", dataType: ["text"]},
    %{name: "content", dataType: ["text"]},
    %{name: "publishedAt", dataType: ["date"]}
  ],
  vectorizer: "text2vec-openai"
})

# Update a collection
{:ok, collection} = WeaviateEx.Collections.update("Article", %{
  description: "Updated description"
})

# Delete a collection
{:ok, _} = WeaviateEx.Collections.delete("Article")

# Delete all collections
{:ok, deleted_count: 3} = WeaviateEx.Collections.delete_all()

# Add a property to an existing collection
{:ok, property} = WeaviateEx.Collections.add_property("Article", %{
  name: "author",
  dataType: ["text"]
})

# Enable multi-tenancy and confirm the collection exists
{:ok, %{"enabled" => true}} = WeaviateEx.Collections.set_multi_tenancy("Article", true)
{:ok, true} = WeaviateEx.Collections.exists?("Article")
Tenant-Scoped Operations
For multi-tenant collections, use with_tenant/3 to get a tenant-scoped
collection reference:
tenant_col = WeaviateEx.Collections.with_tenant(client, "Articles", "tenant_A")

# All operations automatically scoped to tenant_A
{:ok, _} = WeaviateEx.TenantCollection.insert(tenant_col, %{title: "Hello"})
{:ok, results} = tenant_col
  |> WeaviateEx.TenantCollection.query()
  |> WeaviateEx.Query.bm25("search")
  |> WeaviateEx.Query.execute(client)
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        add_property(collection_name, property, opts \\ [])

      


        Adds a new property to an existing collection.



    


    
      
        add_tenants(collection_name, tenants, opts \\ [])

      


        Adds tenants to a multi-tenant collection.



    


    
      
        create(name, config, opts \\ [])

      


        Creates a new collection.



    


    
      
        delete(name, opts \\ [])

      


        Deletes a collection and all its objects.



    


    
      
        delete_all(opts \\ [])

      


        Deletes all collections from the schema.



    


    
      
        exists?(name, opts \\ [])

      


        Checks whether a collection exists.



    


    
      
        get(name, opts \\ [])

      


        Gets a specific collection by name.



    


    
      
        get_shards(collection_name, opts \\ [])

      


        Gets the shards for a collection.



    


    
      
        get_tenants(collection_name, opts \\ [])

      


        Gets tenants for a multi-tenant collection.



    


    
      
        insert_many(collection_name, objects, opts \\ [])

      


        Insert multiple objects into a collection in a single batch operation.



    


    
      
        list(opts \\ [])

      


        Lists all collections in the schema.



    


    
      
        remove_tenants(collection_name, tenant_names, opts \\ [])

      


        Removes tenants from a multi-tenant collection.



    


    
      
        set_multi_tenancy(name, enabled, opts \\ [])

      


        Enable or disable multi-tenancy for a collection.



    


    
      
        update(name, config, opts \\ [])

      


        Updates an existing collection.



    


    
      
        update_shard(collection_name, shard_name, status, opts \\ [])

      


        Updates a shard status.



    


    
      
        update_ttl(name, ttl, opts \\ [])

      


        Updates the Object TTL configuration for an existing collection.



    


    
      
        with_tenant(client, collection, tenant)

      


        Returns a tenant-scoped collection reference.
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          @type collection_name() :: String.t()
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          @type opts() :: Keyword.t()
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          @type property() :: map()
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          @spec add_property(collection_name(), property(), Keyword.t()) ::
  WeaviateEx.api_response()


      


Adds a new property to an existing collection.
Parameters
	collection_name - The name of the collection
	property - Property definition
	opts - Additional options

Property Definition
	:name - Property name (required)
	:dataType - Data type(s) (required, e.g., ["text"], ["int"], ["Article"])
	:description - Human-readable description
	:moduleConfig - Module-specific configuration
	:indexFilterable - Whether to index for filtering (default: true)
	:indexSearchable - Whether to index for searching (default: true)
	:tokenization - Tokenization method for text (e.g., "word", "field")

Examples
iex> WeaviateEx.Collections.add_property("Article", %{
...>   name: "author",
...>   dataType: ["text"],
...>   description: "The article author"
...> })
{:ok, %{"name" => "author", ...}}
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          @spec add_tenants(collection_name(), [map()], Keyword.t()) ::
  WeaviateEx.api_response()


      


Adds tenants to a multi-tenant collection.
Examples
iex> WeaviateEx.Collections.add_tenants("Article", [
...>   %{name: "tenant1"},
...>   %{name: "tenant2"}
...> ])
{:ok, [...]}
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          @spec create(collection_name(), collection_config(), Keyword.t()) ::
  WeaviateEx.api_response()


      


Creates a new collection.
Parameters
	name - The name of the collection (must start with uppercase)
	config - Collection configuration including properties, vectorizer, etc.
	opts - Additional options

Configuration Options
	:description - Human-readable description
	:properties - List of property definitions
	:vectorizer - Vectorizer module to use (e.g., "text2vec-openai", "none")
	:vectorIndexType - Vector index type (default: "hnsw")
	:vectorIndexConfig - Vector index configuration
	:invertedIndexConfig - Inverted index configuration
	:replicationConfig - Replication settings
	:multiTenancyConfig - Multi-tenancy settings
	:multi_tenancy_config - Typed multi-tenancy config (WeaviateEx.Schema.MultiTenancyConfig)
	:object_ttl - Object TTL config (WeaviateEx.Config.ObjectTTL)
	:auto_tenant - Auto-tenant config (WeaviateEx.Config.AutoTenant)

Examples
iex> WeaviateEx.Collections.create("Article", %{
...>   properties: [
...>     %{name: "title", dataType: ["text"]},
...>     %{name: "content", dataType: ["text"]}
...>   ],
...>   vectorizer: "none"
...> })
{:ok, %{"class" => "Article", ...}}

  



    

  
    
      
    
    
      delete(name, opts \\ [])



        
          
        

    

  


  

      

          @spec delete(collection_name(), Keyword.t()) :: WeaviateEx.api_response()


      


Deletes a collection and all its objects.
Warning: This operation is irreversible and will delete all data
in the collection.
Examples
iex> WeaviateEx.Collections.delete("Article")
{:ok, %{}}

  



    

  
    
      
    
    
      delete_all(opts \\ [])



        
          
        

    

  


  

      

          @spec delete_all(Keyword.t()) :: {:ok, keyword()} | {:error, WeaviateEx.Error.t()}


      


Deletes all collections from the schema.
This operation lists all collections and then deletes each one.
Returns a result with the count of successfully deleted collections.
Warning: This operation is irreversible and will delete all data
in all collections.
Options
	All standard connection options (:base_url, :api_key, etc.)

Return Value
Returns {:ok, keyword()} with the following keys:
	:deleted_count - Number of collections successfully deleted
	:failed_count - Number of collections that failed to delete (only present if > 0)
	:failures - List of failure details (only present if there were failures)

Examples
# Delete all collections
{:ok, deleted_count: 3} = WeaviateEx.Collections.delete_all()

# With partial failures
{:ok, [deleted_count: 2, failed_count: 1, failures: [...]]} = WeaviateEx.Collections.delete_all()

# Handle connection errors
{:error, %WeaviateEx.Error{type: :connection_error}} = WeaviateEx.Collections.delete_all()

  



    

  
    
      
    
    
      exists?(name, opts \\ [])



        
          
        

    

  


  

      

          @spec exists?(collection_name(), Keyword.t()) :: {:ok, boolean()} | {:error, term()}


      


Checks whether a collection exists.
Returns {:ok, true} when the collection is present, {:ok, false} when the
server returns a not-found response, or {:error, %WeaviateEx.Error{}} if another
error occurs.

  



    

  
    
      
    
    
      get(name, opts \\ [])



        
          
        

    

  


  

      

          @spec get(collection_name(), Keyword.t()) :: WeaviateEx.api_response()


      


Gets a specific collection by name.
Parameters
	name - The name of the collection
	opts - Additional options

Examples
iex> WeaviateEx.Collections.get("Article")
{:ok, %{"class" => "Article", "properties" => [...]}}

  



    

  
    
      
    
    
      get_shards(collection_name, opts \\ [])



        
          
        

    

  


  

      

          @spec get_shards(collection_name(), Keyword.t()) :: WeaviateEx.api_response()


      


Gets the shards for a collection.
Shards are used in distributed setups to partition data.
Examples
iex> WeaviateEx.Collections.get_shards("Article")
{:ok, [...]}

  



    

  
    
      
    
    
      get_tenants(collection_name, opts \\ [])



        
          
        

    

  


  

      

          @spec get_tenants(collection_name(), Keyword.t()) :: WeaviateEx.api_response()


      


Gets tenants for a multi-tenant collection.
Examples
iex> WeaviateEx.Collections.get_tenants("Article")
{:ok, [...]}

  



    

  
    
      
    
    
      insert_many(collection_name, objects, opts \\ [])



        
          
        

    

  


  

      

          @spec insert_many(collection_name(), [map()], Keyword.t()) ::
  WeaviateEx.api_response()


      


Insert multiple objects into a collection in a single batch operation.
This is a convenience wrapper around batch insert that automatically
adds the collection name to each object.
Parameters
	collection_name - Name of the collection
	objects - List of property maps or object maps with optional :uuid, :vector
	opts - Additional options

Options
	:tenant - Tenant name for multi-tenant collections
	:consistency_level - Consistency level for the operation
	:return_summary - Return a summary with success/failure counts

Object Format
Each object can be:
	A simple properties map: %{title: "My Article", content: "..."}
	A map with :properties, optional :uuid, :vector: %{properties: %{...}, uuid: "..."}

Examples
# Simple properties
{:ok, result} = Collections.insert_many("Article", [
  %{title: "Article 1", content: "Content 1"},
  %{title: "Article 2", content: "Content 2"}
])

# With custom UUIDs
{:ok, result} = Collections.insert_many("Article", [
  %{properties: %{title: "Article 1"}, uuid: "custom-uuid-1"},
  %{properties: %{title: "Article 2"}, uuid: "custom-uuid-2"}
])

# With tenant
{:ok, result} = Collections.insert_many("Article", objects, tenant: "tenant-a")

# Get summary
{:ok, summary} = Collections.insert_many("Article", objects, return_summary: true)

  



    

  
    
      
    
    
      list(opts \\ [])



        
          
        

    

  


  

      

          @spec list(Keyword.t()) :: WeaviateEx.api_response()


      


Lists all collections in the schema.
Examples
iex> WeaviateEx.Collections.list()
{:ok, %{"classes" => [...]}}

  



    

  
    
      
    
    
      remove_tenants(collection_name, tenant_names, opts \\ [])



        
          
        

    

  


  

      

          @spec remove_tenants(collection_name(), [String.t()], Keyword.t()) ::
  WeaviateEx.api_response()


      


Removes tenants from a multi-tenant collection.
Examples
iex> WeaviateEx.Collections.remove_tenants("Article", ["tenant1", "tenant2"])
{:ok, %{}}

  



    

  
    
      
    
    
      set_multi_tenancy(name, enabled, opts \\ [])



        
          
        

    

  


  

      

          @spec set_multi_tenancy(collection_name(), boolean(), Keyword.t()) ::
  WeaviateEx.api_response()


      


Enable or disable multi-tenancy for a collection.
Examples
iex> WeaviateEx.Collections.set_multi_tenancy("Article", true)
{:ok, %{"enabled" => true}}

  



    

  
    
      
    
    
      update(name, config, opts \\ [])



        
          
        

    

  


  

      

          @spec update(collection_name(), collection_config(), Keyword.t()) ::
  WeaviateEx.api_response()


      


Updates an existing collection.
Note: Not all fields can be updated after creation. Check Weaviate
documentation for updateable fields.
Examples
iex> WeaviateEx.Collections.update("Article", %{
...>   description: "Updated description"
...> })
{:ok, %{"class" => "Article", ...}}

  



    

  
    
      
    
    
      update_shard(collection_name, shard_name, status, opts \\ [])



        
          
        

    

  


  

      

          @spec update_shard(collection_name(), String.t(), String.t(), Keyword.t()) ::
  WeaviateEx.api_response()


      


Updates a shard status.
Parameters
	collection_name - The name of the collection
	shard_name - The name of the shard
	status - New status ("READY", "READONLY")
	opts - Additional options

Examples
iex> WeaviateEx.Collections.update_shard("Article", "shard-1", "READONLY")
{:ok, %{"status" => "READONLY"}}

  



    

  
    
      
    
    
      update_ttl(name, ttl, opts \\ [])



        
          
        

    

  


  

      

          @spec update_ttl(collection_name(), WeaviateEx.Config.ObjectTTL.t(), Keyword.t()) ::
  WeaviateEx.api_response()


      


Updates the Object TTL configuration for an existing collection.
This is a convenience wrapper around update/3 that specifically
updates the TTL configuration.
Parameters
	name - The name of the collection
	ttl - An ObjectTTL struct with the new TTL configuration
	opts - Additional options

Examples
# Enable 24-hour TTL
alias WeaviateEx.Config.ObjectTTL

{:ok, _} = WeaviateEx.Collections.update_ttl("Events",
  ObjectTTL.from_duration(hours: 24)
)

# Change to 7-day TTL
{:ok, _} = WeaviateEx.Collections.update_ttl("Events",
  ObjectTTL.from_duration(days: 7)
)

# Disable TTL
{:ok, _} = WeaviateEx.Collections.update_ttl("Events",
  ObjectTTL.disable()
)

  



  
    
      
    
    
      with_tenant(client, collection, tenant)



        
          
        

    

  


  

      

          @spec with_tenant(WeaviateEx.Client.t(), String.t(), String.t()) ::
  WeaviateEx.TenantCollection.t()


      


Returns a tenant-scoped collection reference.
This provides a Python-like with_tenant pattern for cleaner multi-tenant
code. All operations on the returned TenantCollection are automatically
scoped to the specified tenant.
Parameters
	client - WeaviateEx.Client instance
	collection - Collection name
	tenant - Tenant name

Examples
# Get tenant-scoped collection
tenant_col = Collections.with_tenant(client, "Articles", "tenant_A")

# All operations automatically scoped to tenant_A
{:ok, _} = TenantCollection.insert(tenant_col, %{
  title: "My Article",
  content: "Article content"
})

# Query within tenant
{:ok, results} = tenant_col
  |> TenantCollection.query()
  |> Query.bm25("search term")
  |> Query.execute(client)

# Batch insert within tenant
{:ok, _} = TenantCollection.insert_many(tenant_col, [
  %{title: "Article 1"},
  %{title: "Article 2"}
])
Returns
A WeaviateEx.TenantCollection struct that can be used with all
TenantCollection functions.
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WeaviateEx.Objects 
    



      
Functions for managing individual objects in Weaviate.
Objects are data records stored in collections with optional vector embeddings.
Examples
# Create an object
{:ok, object} = WeaviateEx.Objects.create("Article", %{
  properties: %{
    title: "My Article",
    content: "Article content"
  },
  vector: [0.1, 0.2, 0.3, ...]  # Optional
})

# Get an object
{:ok, object} = WeaviateEx.Objects.get("Article", uuid)

# List objects
{:ok, objects} = WeaviateEx.Objects.list("Article", limit: 10)

# Fetch an object with tenant scoping and _additional metadata
{:ok, object} =
  WeaviateEx.Objects.get("Article", uuid, tenant: "tenant-a", include: ["_additional"])

# Update an object (full replacement using PUT)
{:ok, updated} = WeaviateEx.Objects.update("Article", uuid, %{
  properties: %{title: "Updated Title"}
})

# Replace an object (semantic alias for update, uses PUT)
{:ok, replaced} = WeaviateEx.Objects.replace("Article", uuid, %{
  properties: %{title: "Replaced Title", content: "New Content"}
})

# Patch an object (partial update using PATCH)
{:ok, patched} = WeaviateEx.Objects.patch("Article", uuid, %{
  properties: %{title: "New Title"}
})

# Delete an object
{:ok, _} = WeaviateEx.Objects.delete("Article", uuid)

# Check if object exists (using HEAD request)
{:ok, true} = WeaviateEx.Objects.exists?("Article", uuid)
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        collection_name()

      


    


    
      
        object_data()

      


    


    
      
        object_id()

      


    





  
    Functions
  


    
      
        create(collection_name, data, opts \\ [])

      


        Creates a new object in a collection.



    


    
      
        delete(collection_name, id, opts \\ [])

      


        Deletes an object.



    


    
      
        exists?(collection_name, id, opts \\ [])

      


        Checks if an object exists (using HEAD request).



    


    
      
        fetch_objects_by_ids(collection_name, ids, opts \\ [])

      


        Fetch multiple objects by their UUIDs.



    


    
      
        get(collection_name, id, opts \\ [])

      


        Retrieves an object by collection name and ID.



    


    
      
        list(collection_name, opts \\ [])

      


        Lists objects from a collection.



    


    
      
        patch(collection_name, id, data, opts \\ [])

      


        Patches an object (partial update).



    


    
      
        replace(collection_name, id, data, opts \\ [])

      


        Replaces an object entirely (full replacement using PUT).



    


    
      
        update(collection_name, id, data, opts \\ [])

      


        Updates an object (full replacement).



    


    
      
        validate(collection_name, data, opts \\ [])

      


        Validates an object without creating it.
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          @type collection_name() :: String.t()
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          @type object_data() :: map()
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          @type object_id() :: String.t()
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      create(collection_name, data, opts \\ [])



        
          
        

    

  


  

      

          @spec create(collection_name(), object_data(), Keyword.t()) ::
  WeaviateEx.api_response()


      


Creates a new object in a collection.
Parameters
	collection_name - The collection to create the object in
	data - Object data including properties and optional vector
	opts - Additional options (consistency_level, etc.)

Data Fields
	:id - Optional UUID (auto-generated if not provided)
	:properties - Object properties matching the collection schema
	:vector - Optional vector embedding (if not using auto-vectorization)

Examples
# Simple object
{:ok, obj} = Objects.create("Article", %{
  properties: %{title: "Hello"}
})

# With custom ID and vector
{:ok, obj} = Objects.create("Article", %{
  id: "550e8400-e29b-41d4-a716-446655440000",
  properties: %{title: "Hello"},
  vector: [0.1, 0.2, 0.3]
})

  



    

  
    
      
    
    
      delete(collection_name, id, opts \\ [])



        
          
        

    

  


  

      

          @spec delete(collection_name(), object_id(), Keyword.t()) :: WeaviateEx.api_response()


      


Deletes an object.
Examples
{:ok, _} = Objects.delete("Article", uuid)

  



    

  
    
      
    
    
      exists?(collection_name, id, opts \\ [])



        
          
        

    

  


  

      

          @spec exists?(collection_name(), object_id(), Keyword.t()) ::
  {:ok, boolean()} | {:error, term()}


      


Checks if an object exists (using HEAD request).
Returns {:ok, true} if the object exists (204 status).
Returns {:error, ...} if the object doesn't exist (404 status).
Examples
case Objects.exists?("Article", uuid) do
  {:ok, true} -> IO.puts("Object exists")
  {:error, %{status: 404}} -> IO.puts("Object not found")
end

  



    

  
    
      
    
    
      fetch_objects_by_ids(collection_name, ids, opts \\ [])



        
          
        

    

  


  

      

          @spec fetch_objects_by_ids(collection_name(), [object_id()], Keyword.t()) ::
  WeaviateEx.api_response()


      


Fetch multiple objects by their UUIDs.
Uses a GraphQL query with a ContainsAny filter and preserves input ordering.
Options
	:return_properties - List of property names to return (default: all)
	:tenant - Tenant name for multi-tenant collections


  



    

  
    
      
    
    
      get(collection_name, id, opts \\ [])



        
          
        

    

  


  

      

          @spec get(collection_name(), object_id(), Keyword.t()) :: WeaviateEx.api_response()


      


Retrieves an object by collection name and ID.
Parameters
	collection_name - The collection containing the object
	id - The object UUID
	opts - Additional options (consistency_level, tenant, include)

Examples
{:ok, object} = Objects.get("Article", "550e8400-e29b-41d4-a716-446655440000")

  



    

  
    
      
    
    
      list(collection_name, opts \\ [])



        
          
        

    

  


  

      

          @spec list(collection_name(), Keyword.t()) :: WeaviateEx.api_response()


      


Lists objects from a collection.
Parameters
	collection_name - The collection to list objects from
	opts - Pagination and filtering options

Options
	:limit - Maximum number of objects to return
	:offset - Number of objects to skip
	:after - Cursor for pagination
	:include - Additional fields to include (e.g., "vector", "classification")
	:sort - Sort order
	:order - Sort direction ("asc" or "desc")

Examples
# Get first 10 objects
{:ok, result} = Objects.list("Article", limit: 10)

# With pagination
{:ok, result} = Objects.list("Article", limit: 10, offset: 20)

# Include vectors
{:ok, result} = Objects.list("Article", limit: 10, include: "vector")

  



    

  
    
      
    
    
      patch(collection_name, id, data, opts \\ [])



        
          
        

    

  


  

      

          @spec patch(collection_name(), object_id(), object_data(), Keyword.t()) ::
  WeaviateEx.api_response()


      


Patches an object (partial update).
This performs a PATCH request which merges changes with existing data.
After patching, the updated object is fetched and returned.
NOTE: PATCH operations should not include vectors. If you need to update the vector,
use update/4 (PUT) instead which replaces the entire object.
Examples
{:ok, patched} = Objects.patch("Article", uuid, %{
  properties: %{title: "Updated Title"}
})

  



    

  
    
      
    
    
      replace(collection_name, id, data, opts \\ [])



        
          
        

    

  


  

      

          @spec replace(collection_name(), object_id(), object_data(), Keyword.t()) ::
  WeaviateEx.api_response()


      


Replaces an object entirely (full replacement using PUT).
This is a semantic alias for update/4 that makes the intent clearer.
Use this when you want to replace the entire object with new data.
All existing properties will be replaced with the new data.
Properties not included in the new data will be removed.
Parameters
	collection_name - The collection containing the object
	id - The object UUID
	data - Complete object data to replace with
	opts - Additional options (consistency_level, tenant, keep_vector)

Options
	:consistency_level - Write consistency level ("ONE", "QUORUM", "ALL")
	:tenant - Tenant name for multi-tenant collections
	:keep_vector - If true, keeps the existing vector (default: false)

Examples
# Replace entire object
{:ok, replaced} = Objects.replace("Article", uuid, %{
  properties: %{title: "New Title", content: "New Content"}
})

# Replace with new vector
{:ok, replaced} = Objects.replace("Article", uuid, %{
  properties: %{title: "New Title"},
  vector: [0.1, 0.2, 0.3]
})

# Replace but keep existing vector
{:ok, replaced} = Objects.replace("Article", uuid, %{
  properties: %{title: "New Title"}
}, keep_vector: true)

  



    

  
    
      
    
    
      update(collection_name, id, data, opts \\ [])



        
          
        

    

  


  

      

          @spec update(collection_name(), object_id(), object_data(), Keyword.t()) ::
  WeaviateEx.api_response()


      


Updates an object (full replacement).
This performs a PUT request which replaces the entire object.
Examples
{:ok, updated} = Objects.update("Article", uuid, %{
  properties: %{title: "New Title", content: "New Content"}
})

  



    

  
    
      
    
    
      validate(collection_name, data, opts \\ [])



        
          
        

    

  


  

      

          @spec validate(collection_name(), object_data(), Keyword.t()) ::
  WeaviateEx.api_response()


      


Validates an object without creating it.
Useful for checking if object data is valid before insertion.
Examples
{:ok, result} = Objects.validate("Article", %{
  properties: %{title: "Test"}
})
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WeaviateEx.Query 
    



      
Query builder for Weaviate using gRPC.
Provides a fluent interface for building search queries that execute
via gRPC for optimal performance.
Examples
# Simple Get query
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.fields(["title", "content"])
  |> WeaviateEx.Query.limit(10)

{:ok, results} = WeaviateEx.Query.execute(query, client)

# Vector search
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.near_text("artificial intelligence", certainty: 0.7)
  |> WeaviateEx.Query.fields(["title", "content"])
  |> WeaviateEx.Query.limit(5)

{:ok, results} = WeaviateEx.Query.execute(query, client)

# Hybrid search
query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.hybrid("machine learning", alpha: 0.5)
  |> WeaviateEx.Query.fields(["title"])

{:ok, results} = WeaviateEx.Query.execute(query, client)

# Cursor pagination with sorting
alias WeaviateEx.Query.Sort

query = WeaviateEx.Query.get("Article")
  |> WeaviateEx.Query.fields(["title"])
  |> WeaviateEx.Query.sort(Sort.by_id())
  |> WeaviateEx.Query.limit(100)
  |> WeaviateEx.Query.after_cursor("last-cursor-id")

{:ok, results} = WeaviateEx.Query.execute(query, client)
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    Functions
  


    
      
        additional(query, add_fields)

      


        Adds additional fields to retrieve (like id, certainty, distance).



    


    
      
        after_cursor(query, cursor)

      


        Sets the cursor for cursor-based pagination.



    


    
      
        auto_limit(query, value)

      


        Sets the auto-limit for automatically cutting off results at natural score boundaries.



    


    
      
        bm25(query, search_query, opts \\ [])

      


        Performs BM25 keyword search.



    


    
      
        execute(query)

      


        Executes the query and returns results.



    


    
      
        execute(query, opts)

      


    


    
      
        execute(query, client, opts)

      


    


    
      
        fields(query, field_list)

      


        Specifies which fields to retrieve.



    


    
      
        generate(query, type, prompt, opts \\ [])

      


        Adds generative AI capabilities to a query.



    


    
      
        get(collection)

      


        Starts a Get query for a collection.



    


    
      
        group_by(query, group_by_config)

      


        Groups query results by a property.



    


    
      
        hybrid(query, search_query, opts \\ [])

      


        Performs hybrid search combining keyword and vector search.



    


    
      
        limit(query, value)

      


        Sets the maximum number of results.



    


    
      
        near_image(query, opts)

      


        Performs image-based vector search for multimodal collections.



    


    
      
        near_media(query, type, opts)

      


        Performs media-based vector search for multimodal collections.



    


    
      
        near_object(query, id, opts \\ [])

      


        Finds objects similar to a specific object.



    


    
      
        near_text(query, concepts, opts \\ [])

      


        Performs semantic search using natural language.



    


    
      
        near_vector(query, vector, opts \\ [])

      


        Performs vector similarity search.



    


    
      
        offset(query, value)

      


        Sets the offset for pagination.



    


    
      
        rerank(query, rerank_config)

      


        Adds reranking to the query results.



    


    
      
        return_references(query, refs)

      


        Sets the cross-references to fetch with the query results.



    


    
      
        sort(query, sort_criteria)

      


        Sets the sort criteria for the query.



    


    
      
        tenant(query, tenant_name)

      


        Sets the tenant for multi-tenant collections.



    


    
      
        where(query, clause)

      


        Adds a where filter clause.



    


    
      
        with_near_audio(query, audio, opts \\ [])

      


        Searches by audio similarity.



    


    
      
        with_near_depth(query, depth, opts \\ [])

      


        Searches by depth map similarity.



    


    
      
        with_near_image(query, image, opts \\ [])

      


        Searches by image similarity.



    


    
      
        with_near_imu(query, imu, opts \\ [])

      


        Searches by IMU (Inertial Measurement Unit) data similarity.



    


    
      
        with_near_media(query, media_type, media, opts \\ [])

      


        Generic multi-modal search with automatic input handling.



    


    
      
        with_near_thermal(query, thermal, opts \\ [])

      


        Searches by thermal image similarity.



    


    
      
        with_near_video(query, video, opts \\ [])

      


        Searches by video similarity.



    


    
      
        with_tenant(query, tenant_name)

      


        Scopes the query to a specific tenant (alias for tenant/2).
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      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Query{
  additional: term(),
  after: term(),
  auto_limit: term(),
  bm25: term(),
  collection: term(),
  fields: term(),
  group_by: term(),
  hybrid: term(),
  limit: term(),
  near_image: term(),
  near_media: term(),
  near_object: term(),
  near_text: term(),
  near_vector: term(),
  offset: term(),
  rerank: term(),
  return_references: term(),
  sort: term(),
  tenant: term(),
  where: term()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      additional(query, add_fields)



        
          
        

    

  


  

      

          @spec additional(t(), [String.t()]) :: t()


      


Adds additional fields to retrieve (like id, certainty, distance).
Examples
query
|> WeaviateEx.Query.additional(["id", "certainty", "distance"])

  



  
    
      
    
    
      after_cursor(query, cursor)



        
          
        

    

  


  

      

          @spec after_cursor(t(), String.t()) :: t()


      


Sets the cursor for cursor-based pagination.
Cursor pagination is more memory-efficient than offset-based pagination for large
result sets. Use the cursor value from the last object's _additional.id to
fetch the next page.
Note: Cursor pagination requires consistent sorting. Use with sort/2 for
deterministic results, typically sorting by ID.
Examples
# First page
query
|> WeaviateEx.Query.limit(100)
|> WeaviateEx.Query.sort(Sort.by_id())

# Subsequent pages using the last ID as cursor
query
|> WeaviateEx.Query.limit(100)
|> WeaviateEx.Query.sort(Sort.by_id())
|> WeaviateEx.Query.after_cursor("last-object-id")

  



  
    
      
    
    
      auto_limit(query, value)



        
          
        

    

  


  

      

          @spec auto_limit(t(), pos_integer()) :: t()


      


Sets the auto-limit for automatically cutting off results at natural score boundaries.
Auto-limit is useful with vector searches where you want to stop returning results
when there's a natural gap in similarity scores. The value represents the number
of "jumps" or score discontinuities to allow before cutting off.
Examples
# Cut off after 3 natural score boundaries
query
|> WeaviateEx.Query.auto_limit(3)

# Combined with near_text for semantic search with auto-cutoff
query
|> WeaviateEx.Query.near_text("machine learning")
|> WeaviateEx.Query.auto_limit(2)

  



    

  
    
      
    
    
      bm25(query, search_query, opts \\ [])



        
          
        

    

  


  

      

          @spec bm25(t(), String.t(), Keyword.t()) :: t()


      


Performs BM25 keyword search.
Examples
query
|> WeaviateEx.Query.bm25("machine learning")

  



  
    
      
    
    
      execute(query)



        
          
        

    

  


  

      

          @spec execute(t()) :: WeaviateEx.api_response()


      


Executes the query and returns results.
When called with a WeaviateEx.Client, uses gRPC for optimal performance.
When called without a client (legacy mode), uses HTTP/GraphQL.
Examples
# With client (uses gRPC)
{:ok, client} = WeaviateEx.Client.connect(base_url: "http://localhost:8080")
{:ok, results} = Query.execute(query, client)

# Legacy mode (uses HTTP/GraphQL)
{:ok, results} = Query.execute(query)

  



  
    
      
    
    
      execute(query, opts)



        
          
        

    

  


  

      

          @spec execute(t(), Keyword.t()) :: WeaviateEx.api_response()


          @spec execute(t(), WeaviateEx.Client.t()) :: WeaviateEx.api_response()


      



  



  
    
      
    
    
      execute(query, client, opts)



        
          
        

    

  


  

      

          @spec execute(t(), WeaviateEx.Client.t(), Keyword.t()) :: WeaviateEx.api_response()


      



  



  
    
      
    
    
      fields(query, field_list)



        
          
        

    

  


  

      

          @spec fields(t(), [String.t()]) :: t()


      


Specifies which fields to retrieve.
Examples
query
|> WeaviateEx.Query.fields(["title", "content", "publishedAt"])

  



    

  
    
      
    
    
      generate(query, type, prompt, opts \\ [])



        
          
        

    

  


  

      

          @spec generate(t(), :single | :grouped, String.t(), keyword()) ::
  WeaviateEx.Query.Generate.t()


      


Adds generative AI capabilities to a query.
Combines the existing query with generative configuration to produce
AI-generated content alongside search results.
Parameters
	query - The existing query struct
	type - Generation type (:single for per-object, :grouped for all results)
	prompt - The prompt to use for generation
	opts - Additional options

Options
	:properties - Properties to include in grouped context (for :grouped type)

Examples
# Add per-object generation to existing query
query
|> Query.near_text("machine learning")
|> Query.generate(:single, "Summarize: {title}")
|> Query.execute(client)

# Add grouped generation with specific properties
query
|> Query.bm25("elixir")
|> Query.generate(:grouped, "Write an overview", properties: ["title", "content"])
|> Query.execute(client)
Returns
A Generate struct that can be executed to get GenerativeResult.

  



  
    
      
    
    
      get(collection)



        
          
        

    

  


  

      

          @spec get(String.t()) :: t()


      


Starts a Get query for a collection.
Examples
query = WeaviateEx.Query.get("Article")

  



  
    
      
    
    
      group_by(query, group_by_config)



        
          
        

    

  


  

      

          @spec group_by(t(), WeaviateEx.Query.GroupBy.t()) :: t()


      


Groups query results by a property.
GroupBy clusters results based on a property path, returning groups
with their objects. This is useful for organizing search results by
category, type, or other grouping criteria.
Parameters
	query - The query struct
	group_by - A WeaviateEx.Query.GroupBy struct

Examples
alias WeaviateEx.Query.GroupBy

# Group by category
group_by = GroupBy.new("category")
query
|> WeaviateEx.Query.group_by(group_by)

# Group with custom limits
group_by = GroupBy.new("category", objects_per_group: 5, number_of_groups: 20)
query
|> WeaviateEx.Query.near_text("technology")
|> WeaviateEx.Query.group_by(group_by)

# Group by nested property
group_by = GroupBy.new(["metadata", "type"])
query
|> WeaviateEx.Query.group_by(group_by)

  



    

  
    
      
    
    
      hybrid(query, search_query, opts \\ [])



        
          
        

    

  


  

      

          @spec hybrid(t(), String.t(), Keyword.t()) :: t()


      


Performs hybrid search combining keyword and vector search.
Options
	:alpha - Balance between keyword (0.0) and vector (1.0) search, default: 0.5
	:vector - HybridVector configuration for advanced vector search
	:fusion_type - Fusion algorithm: :ranked or :relative_score
	:properties - Properties to search for BM25 component
	:target_vectors - Target vectors for multi-vector collections
	:max_vector_distance - Maximum distance for vector similarity in hybrid search
	:bm25_operator - BM25Operator configuration for keyword matching (AND/OR)

Examples
# Basic hybrid search
query
|> WeaviateEx.Query.hybrid("machine learning", alpha: 0.75)

# With HybridVector for advanced vector search
hv = HybridVector.near_text("concepts",
  move_to: Move.to(0.5, concepts: ["AI"])
)
query
|> WeaviateEx.Query.hybrid("search term", vector: hv, alpha: 0.7)

# With explicit vector
hv = HybridVector.near_vector(embedding)
query
|> WeaviateEx.Query.hybrid("search", vector: hv, fusion_type: :relative_score)

# With max_vector_distance
query
|> WeaviateEx.Query.hybrid("search", max_vector_distance: 0.5)

# With BM25 operator
query
|> WeaviateEx.Query.hybrid("machine learning", bm25_operator: BM25Operator.and_())

  



  
    
      
    
    
      limit(query, value)



        
          
        

    

  


  

      

          @spec limit(t(), integer()) :: t()


      


Sets the maximum number of results.
Examples
query |> WeaviateEx.Query.limit(10)

  



  
    
      
    
    
      near_image(query, opts)



        
          
        

    

  


  

      

          @spec near_image(
  t(),
  keyword()
) :: t()


      


Performs image-based vector search for multimodal collections.
Supports multi2vec-clip, multi2vec-bind, and other image vectorizers.
Options
	:image - Base64-encoded image data
	:image_file - Path to image file (will be read and base64 encoded)
	:certainty - Minimum certainty threshold (0.0 to 1.0)
	:distance - Maximum distance threshold
	:target_vectors - List of named vectors to target

Either :image or :image_file must be provided, but not both.
Examples
# Search by base64 encoded image
query
|> WeaviateEx.Query.near_image(image: base64_data, certainty: 0.8)

# Search by file path
query
|> WeaviateEx.Query.near_image(image_file: "/path/to/image.png")

# With named vectors
query
|> WeaviateEx.Query.near_image(image: data, target_vectors: ["image_vector"])

  



  
    
      
    
    
      near_media(query, type, opts)



        
          
        

    

  


  

      

          @spec near_media(t(), WeaviateEx.Query.NearMedia.media_type(), keyword()) :: t()


      


Performs media-based vector search for multimodal collections.
Supports audio, video, thermal, depth, and IMU data types for
multi2vec-bind and similar multimodal vectorizers.
Media Types
	:audio - Audio files (wav, mp3, etc.)
	:video - Video files (mp4, avi, etc.)
	:thermal - Thermal imaging data
	:depth - Depth sensor data
	:imu - Inertial measurement unit data

Options
	:media - Base64-encoded media data
	:media_file - Path to media file (will be read and base64 encoded)
	:certainty - Minimum certainty threshold (0.0 to 1.0)
	:distance - Maximum distance threshold
	:target_vectors - List of named vectors to target

Either :media or :media_file must be provided, but not both.
Examples
# Search by audio
query
|> WeaviateEx.Query.near_media(:audio, media: base64_audio, certainty: 0.7)

# Search by video file
query
|> WeaviateEx.Query.near_media(:video, media_file: "/path/to/video.mp4")

# With named vectors
query
|> WeaviateEx.Query.near_media(:thermal, media: data, target_vectors: ["thermal_vec"])

  



    

  
    
      
    
    
      near_object(query, id, opts \\ [])



        
          
        

    

  


  

      

          @spec near_object(t(), String.t(), Keyword.t()) :: t()


      


Finds objects similar to a specific object.
Options
	:certainty - Minimum certainty threshold (0.0 to 1.0)
	:distance - Maximum distance threshold
	:target_vectors - Target vectors for multi-vector collections

Examples
query
|> WeaviateEx.Query.near_object("550e8400-e29b-41d4-a716-446655440000", certainty: 0.7)

# With target vectors
query
|> WeaviateEx.Query.near_object("550e8400-e29b-41d4-a716-446655440000",
  target_vectors: "title_vector"
)

  



    

  
    
      
    
    
      near_text(query, concepts, opts \\ [])



        
          
        

    

  


  

      

          @spec near_text(t(), String.t(), Keyword.t()) :: t()


      


Performs semantic search using natural language.
Options
	:certainty - Minimum certainty threshold (0.0 to 1.0)
	:distance - Maximum distance threshold
	:move_to - Move struct to shift results towards concepts/objects
	:move_away - Move struct to shift results away from concepts/objects
	:target_vectors - Target vectors for multi-vector collections

Examples
# Simple near_text query
query
|> WeaviateEx.Query.near_text("artificial intelligence", certainty: 0.7)

# With move_to to shift towards concepts
alias WeaviateEx.Query.Move
move_to = Move.to(0.5, concepts: ["summer", "beach"])
query
|> WeaviateEx.Query.near_text("vacation", move_to: move_to)

# With move_away to shift away from concepts
move_away = Move.to(0.3, concepts: ["winter", "cold"])
query
|> WeaviateEx.Query.near_text("vacation", move_away: move_away)

# With both move_to and move_away
query
|> WeaviateEx.Query.near_text("vacation",
  certainty: 0.7,
  move_to: Move.to(0.5, concepts: ["summer"]),
  move_away: Move.to(0.25, concepts: ["winter"])
)

# With target vectors for multi-vector collections
query
|> WeaviateEx.Query.near_text("machine learning", target_vectors: "content_vector")

  



    

  
    
      
    
    
      near_vector(query, vector, opts \\ [])



        
          
        

    

  


  

      

          @spec near_vector(t(), [float()], Keyword.t()) :: t()


      


Performs vector similarity search.
Options
	:certainty - Minimum certainty threshold (0.0 to 1.0)
	:distance - Maximum distance threshold
	:target_vectors - Target vectors for multi-vector collections

Examples
# Single vector collection
query
|> WeaviateEx.Query.near_vector([0.1, 0.2, 0.3, ...], certainty: 0.8)

# Multi-vector collection with single target
query
|> WeaviateEx.Query.near_vector([0.1, 0.2, 0.3],
  target_vectors: "title_vector",
  distance: 0.2
)

# Combined target vectors
target = TargetVectors.combine(["vec1", "vec2"], method: :average)
query
|> WeaviateEx.Query.near_vector(vector, target_vectors: target)

  



  
    
      
    
    
      offset(query, value)



        
          
        

    

  


  

      

          @spec offset(t(), integer()) :: t()


      


Sets the offset for pagination.
Examples
query |> WeaviateEx.Query.offset(20)

  



  
    
      
    
    
      rerank(query, rerank_config)



        
          
        

    

  


  

      

          @spec rerank(t(), WeaviateEx.Query.Rerank.t()) :: t()


      


Adds reranking to the query results.
Reranking uses a reranker model configured on the collection to re-order
search results based on relevance to the query. The reranker scores are
available in the _additional { rerank { score } } field.
Parameters
	query - The query struct
	rerank - A WeaviateEx.Query.Rerank struct

Examples
alias WeaviateEx.Query.Rerank

# Basic rerank
rerank = Rerank.new("content")
query
|> WeaviateEx.Query.rerank(rerank)

# Rerank with custom query
rerank = Rerank.new("content", query: "What is machine learning?")
query
|> WeaviateEx.Query.near_text("AI")
|> WeaviateEx.Query.rerank(rerank)

  



  
    
      
    
    
      return_references(query, refs)



        
          
        

    

  


  

      

          @spec return_references(t(), [WeaviateEx.Query.QueryReference.t()]) :: t()


      


Sets the cross-references to fetch with the query results.
Allows fetching related objects through cross-reference properties.
Use WeaviateEx.Query.QueryReference to build reference configurations
with property selection and nested reference support.
Examples
# Simple reference
ref = QueryReference.new("hasAuthor", return_properties: ["name"])
query
|> WeaviateEx.Query.return_references([ref])

# Reference with nested references
nested = QueryReference.new("hasPublisher", return_properties: ["name"])
ref = QueryReference.new("hasAuthor",
  return_properties: ["name", "bio"],
  return_references: [nested]
)
query
|> WeaviateEx.Query.return_references([ref])

# Multiple references
author_ref = QueryReference.new("hasAuthor", return_properties: ["name"])
category_ref = QueryReference.new("hasCategory", return_properties: ["name"])
query
|> WeaviateEx.Query.return_references([author_ref, category_ref])

  



  
    
      
    
    
      sort(query, sort_criteria)



        
          
        

    

  


  

      

          @spec sort(t(), WeaviateEx.Query.Sort.t()) :: t()


      


Sets the sort criteria for the query.
Accepts sort criteria built using the WeaviateEx.Query.Sort module.
Sort can be used for ordering results and is required for deterministic
cursor-based pagination.
Examples
# Sort by a single property
query
|> WeaviateEx.Query.sort(Sort.by_property("title", :asc))

# Sort by ID (useful for cursor pagination)
query
|> WeaviateEx.Query.sort(Sort.by_id())

# Sort by creation time descending (newest first)
query
|> WeaviateEx.Query.sort(Sort.by_creation_time(:desc))

# Sort by update time
query
|> WeaviateEx.Query.sort(Sort.by_update_time(:desc))

# Multiple sort criteria
query
|> WeaviateEx.Query.sort(
  Sort.by_property("category")
  |> Sort.then_by_property("title", :desc)
)

  



  
    
      
    
    
      tenant(query, tenant_name)



        
          
        

    

  


  

      

          @spec tenant(t(), String.t()) :: t()


      


Sets the tenant for multi-tenant collections.
Examples
query
|> WeaviateEx.Query.tenant("TenantA")

  



  
    
      
    
    
      where(query, clause)



        
          
        

    

  


  

      

          @spec where(t(), map()) :: t()


      


Adds a where filter clause.
Examples
query
|> WeaviateEx.Query.where(%{
  path: ["title"],
  operator: "Equal",
  valueText: "Hello World"
})

  



    

  
    
      
    
    
      with_near_audio(query, audio, opts \\ [])



        
          
        

    

  


  

      

          @spec with_near_audio(t(), String.t() | binary(), keyword()) :: t()


      


Searches by audio similarity.
Accepts file paths, base64-encoded data, or raw binary data.
Arguments
	query - The query struct
	audio - Audio data as file path, base64 string, or raw binary
	opts - Optional keyword options

Options
	:certainty - Minimum certainty threshold (0.0 to 1.0)
	:distance - Maximum distance threshold
	:target_vectors - Target vectors for multi-vector collections

Examples
Query.get("Podcasts")
|> Query.with_near_audio("/path/to/clip.mp3")
|> Query.limit(10)
|> Query.execute(client)
Note: Requires a multi-modal vectorizer that supports audio (e.g., multi2vec-bind).

  



    

  
    
      
    
    
      with_near_depth(query, depth, opts \\ [])



        
          
        

    

  


  

      

          @spec with_near_depth(t(), String.t() | binary(), keyword()) :: t()


      


Searches by depth map similarity.
Accepts file paths, base64-encoded data, or raw binary data.
Arguments
	query - The query struct
	depth - Depth map data as file path, base64 string, or raw binary
	opts - Optional keyword options

Options
	:certainty - Minimum certainty threshold (0.0 to 1.0)
	:distance - Maximum distance threshold
	:target_vectors - Target vectors for multi-vector collections

Examples
Query.get("DepthMaps")
|> Query.with_near_depth("/path/to/depth_map.png")
|> Query.execute(client)
Note: Requires a multi-modal vectorizer that supports depth data.

  



    

  
    
      
    
    
      with_near_image(query, image, opts \\ [])



        
          
        

    

  


  

      

          @spec with_near_image(t(), String.t() | binary(), keyword()) :: t()


      


Searches by image similarity.
Accepts file paths, base64-encoded data, or raw binary data.
Automatically detects the input type and handles encoding.
Arguments
	query - The query struct
	image - Image data as file path, base64 string, or raw binary
	opts - Optional keyword options

Options
	:certainty - Minimum certainty threshold (0.0 to 1.0)
	:distance - Maximum distance threshold
	:target_vectors - Target vectors for multi-vector collections

Examples
# Search by image file path
Query.get("Products")
|> Query.with_near_image("/path/to/image.jpg")
|> Query.limit(10)
|> Query.execute(client)

# Search by base64 image
Query.get("Products")
|> Query.with_near_image(base64_image_data)
|> Query.execute(client)

# With options
Query.get("Products")
|> Query.with_near_image(image, certainty: 0.8, target_vectors: ["image_vector"])
|> Query.execute(client)
Note: Requires a multi-modal vectorizer (e.g., multi2vec-clip).

  



    

  
    
      
    
    
      with_near_imu(query, imu, opts \\ [])



        
          
        

    

  


  

      

          @spec with_near_imu(t(), String.t() | binary(), keyword()) :: t()


      


Searches by IMU (Inertial Measurement Unit) data similarity.
Accepts file paths, base64-encoded data, or raw binary data.
Arguments
	query - The query struct
	imu - IMU data as file path, base64 string, or raw binary
	opts - Optional keyword options

Options
	:certainty - Minimum certainty threshold (0.0 to 1.0)
	:distance - Maximum distance threshold
	:target_vectors - Target vectors for multi-vector collections

Examples
Query.get("SensorData")
|> Query.with_near_imu(imu_data)
|> Query.execute(client)
Note: Requires a multi-modal vectorizer that supports IMU data.

  



    

  
    
      
    
    
      with_near_media(query, media_type, media, opts \\ [])



        
          
        

    

  


  

      

          @spec with_near_media(
  t(),
  WeaviateEx.Types.MediaType.t(),
  String.t() | binary(),
  keyword()
) :: t()


      


Generic multi-modal search with automatic input handling.
Accepts file paths, base64-encoded data, or raw binary data for any
supported media type.
Arguments
	query - The query struct
	media_type - The media type (:image, :audio, :video, :thermal, :depth, :imu)
	media - Media data as file path, base64 string, or raw binary
	opts - Optional keyword options

Options
	:certainty - Minimum certainty threshold (0.0 to 1.0)
	:distance - Maximum distance threshold
	:target_vectors - Target vectors for multi-vector collections

Examples
# Image search
Query.get("Products")
|> Query.with_near_media(:image, "/path/to/image.jpg")
|> Query.execute(client)

# Audio search with options
Query.get("Podcasts")
|> Query.with_near_media(:audio, audio_data, certainty: 0.8)
|> Query.execute(client)

  



    

  
    
      
    
    
      with_near_thermal(query, thermal, opts \\ [])



        
          
        

    

  


  

      

          @spec with_near_thermal(t(), String.t() | binary(), keyword()) :: t()


      


Searches by thermal image similarity.
Accepts file paths, base64-encoded data, or raw binary data.
Arguments
	query - The query struct
	thermal - Thermal image data as file path, base64 string, or raw binary
	opts - Optional keyword options

Options
	:certainty - Minimum certainty threshold (0.0 to 1.0)
	:distance - Maximum distance threshold
	:target_vectors - Target vectors for multi-vector collections

Examples
Query.get("ThermalImages")
|> Query.with_near_thermal("/path/to/thermal.png")
|> Query.execute(client)
Note: Requires a multi-modal vectorizer that supports thermal data.

  



    

  
    
      
    
    
      with_near_video(query, video, opts \\ [])



        
          
        

    

  


  

      

          @spec with_near_video(t(), String.t() | binary(), keyword()) :: t()


      


Searches by video similarity.
Accepts file paths, base64-encoded data, or raw binary data.
Arguments
	query - The query struct
	video - Video data as file path, base64 string, or raw binary
	opts - Optional keyword options

Options
	:certainty - Minimum certainty threshold (0.0 to 1.0)
	:distance - Maximum distance threshold
	:target_vectors - Target vectors for multi-vector collections

Examples
Query.get("Videos")
|> Query.with_near_video("/path/to/clip.mp4")
|> Query.limit(10)
|> Query.execute(client)
Note: Requires a multi-modal vectorizer that supports video (e.g., multi2vec-bind).

  



  
    
      
    
    
      with_tenant(query, tenant_name)



        
          
        

    

  


  

      

          @spec with_tenant(t(), String.t()) :: t()


      


Scopes the query to a specific tenant (alias for tenant/2).
This provides a more fluent API matching the Python client's with_tenant
pattern. Functionally identical to tenant/2.
Examples
query
|> WeaviateEx.Query.with_tenant("TenantA")
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WeaviateEx.API.Cluster 
    



      
Cluster management operations.
Provides visibility into Weaviate cluster state, node health, and shard
replication operations.
Node Operations
	nodes/2 - Get all nodes with optional verbosity
	statistics/1 - Get cluster statistics

Shard Operations
	shards/2 - Get shard status for a collection

Replication Operations
	replicate/4 - Initiate shard replication
	list_replications/2 - List all replication operations
	get_replication/3 - Get specific replication status
	cancel_replication/2 - Cancel running replication
	delete_replication/2 - Delete completed replication record

Examples
# Get all nodes
{:ok, nodes} = Cluster.nodes(client)

# Get nodes with shard info for specific collection
{:ok, nodes} = Cluster.nodes(client, collection: "Article", output: :verbose)

# Get sharding state for collection
{:ok, shards} = Cluster.shards(client, "Article")

# Replicate a shard to another node
{:ok, op} = Cluster.replicate(client, "Article", "shard-1",
  source: "node-1",
  target: "node-2",
  type: :copy
)

# Check replication status
{:ok, op} = Cluster.get_replication(client, "uuid-123")
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        batch_stats(client)

      


        Get server batch statistics for dynamic batch sizing.



    


    
      
        cancel_replication(client, operation_id)

      


        Cancel a replication operation.
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        Delete all replication operation records.
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        Get a specific replication operation.



    


    
      
        list_replications(client, opts \\ [])

      


        List all replication operations.



    


    
      
        nodes(client, opts \\ [])

      


        Get cluster nodes.



    


    
      
        query_sharding_state(client, collection, opts \\ [])

      


        Query the sharding state of a collection.



    


    
      
        replicate(client, collection, shard, opts)

      


        Initiate shard replication.



    


    
      
        shards(client, collection)

      


        Get shards for a collection.



    


    
      
        statistics(client)

      


        Get cluster statistics.



    


    
      
        wait_for_replications(client, opts \\ [])

      


        Wait for all replications to complete.



    





      


      
        Types


        


  
    
      
    
    
      batch_stats()



        
          
        

    

  


  

      

          @type batch_stats() :: %{
  queue_length: non_neg_integer(),
  rate_per_second: float(),
  failed_count: non_neg_integer()
}
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          @type opts() :: keyword()
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          @type output_verbosity() :: :minimal | :verbose
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          @spec batch_stats(WeaviateEx.Client.t()) ::
  {:ok, batch_stats()} | {:error, WeaviateEx.Error.t()}


      


Get server batch statistics for dynamic batch sizing.
Polls the nodes endpoint to retrieve batch queue statistics,
which can be used to dynamically adjust batch sizes.
Examples
{:ok, stats} = Cluster.batch_stats(client)
# => %{queue_length: 42, rate_per_second: 150.5, failed_count: 0}
Returns
	{:ok, batch_stats()} - Aggregated batch stats from all nodes
	{:error, Error.t()} - Error if request fails


  



  
    
      
    
    
      cancel_replication(client, operation_id)



        
          
        

    

  


  

      

          @spec cancel_replication(WeaviateEx.Client.t(), String.t()) ::
  :ok | {:error, WeaviateEx.Error.t()}


      


Cancel a replication operation.
Can only cancel operations that are still in progress (pending or running).
Examples
:ok = Cluster.cancel_replication(client, "uuid-123")
Returns
	:ok - Operation cancelled
	{:error, Error.t()} - Error if cancellation fails


  



  
    
      
    
    
      delete_all_replications(client)



        
          
        

    

  


  

      

          @spec delete_all_replications(WeaviateEx.Client.t()) ::
  :ok | {:error, WeaviateEx.Error.t()}


      


Delete all replication operation records.
Removes all completed, failed, and cancelled replication records.
Running operations are not affected.
Examples
:ok = Cluster.delete_all_replications(client)
Returns
	:ok - All records deleted
	{:error, Error.t()} - Error if deletion fails


  



  
    
      
    
    
      delete_replication(client, operation_id)



        
          
        

    

  


  

      

          @spec delete_replication(WeaviateEx.Client.t(), String.t()) ::
  :ok | {:error, WeaviateEx.Error.t()}


      


Delete a completed replication operation record.
Can only delete operations that are complete (completed, failed, or cancelled).
Examples
:ok = Cluster.delete_replication(client, "uuid-123")
Returns
	:ok - Record deleted
	{:error, Error.t()} - Error if deletion fails


  



    

  
    
      
    
    
      get_replication(client, operation_id, opts \\ [])



        
          
        

    

  


  

      

          @spec get_replication(WeaviateEx.Client.t(), String.t(), opts()) ::
  {:ok, WeaviateEx.Cluster.Replication.Operation.t()}
  | {:error, WeaviateEx.Error.t()}


      


Get a specific replication operation.
Options
	:include_history - Include operation history (default: false)

Examples
{:ok, op} = Cluster.get_replication(client, "uuid-123")

# With operation history
{:ok, op} = Cluster.get_replication(client, "uuid-123", include_history: true)
Returns
	{:ok, Replication.Operation.t()} - Operation details
	{:error, Error.t()} - Error if not found


  



    

  
    
      
    
    
      list_replications(client, opts \\ [])



        
          
        

    

  


  

      

          @spec list_replications(WeaviateEx.Client.t(), opts()) ::
  {:ok, [WeaviateEx.Cluster.Replication.Operation.t()]}
  | {:error, WeaviateEx.Error.t()}


      


List all replication operations.
Returns all pending, running, and completed replication operations.
Options
	:collection - Filter by collection
	:shard - Filter by shard
	:target_node - Filter by target node

Examples
# List all replications
{:ok, ops} = Cluster.list_replications(client)

# Filter by collection
{:ok, ops} = Cluster.list_replications(client, collection: "Article")

# Filter by target node
{:ok, ops} = Cluster.list_replications(client, target_node: "node-2")
Returns
	{:ok, [Replication.Operation.t()]} - List of operations
	{:error, Error.t()} - Error if request fails


  



    

  
    
      
    
    
      nodes(client, opts \\ [])



        
          
        

    

  


  

      

          @spec nodes(WeaviateEx.Client.t(), opts()) ::
  {:ok, [WeaviateEx.Cluster.Node.t()]} | {:error, WeaviateEx.Error.t()}


      


Get cluster nodes.
Returns information about all nodes in the cluster including their
status, version, and optionally shard information.
Options
	:collection - Filter by collection (shows shards for that collection)
	:shard - Filter by shard name
	:output - Verbosity level (:minimal or :verbose)

Examples
# Get all nodes with minimal info
{:ok, nodes} = Cluster.nodes(client)

# Get nodes with verbose info including stats
{:ok, nodes} = Cluster.nodes(client, output: :verbose)

# Get nodes with shard info for specific collection
{:ok, nodes} = Cluster.nodes(client, collection: "Article")

# Get nodes hosting a specific shard
{:ok, nodes} = Cluster.nodes(client, shard: "shard-0")

# Get nodes with collection and shard filter
{:ok, nodes} = Cluster.nodes(client, collection: "Article", shard: "shard-0")
Returns
	{:ok, [Node.t()]} - List of nodes
	{:error, Error.t()} - Error if request fails


  



    

  
    
      
    
    
      query_sharding_state(client, collection, opts \\ [])



        
          
        

    

  


  

      

          @spec query_sharding_state(WeaviateEx.Client.t(), String.t(), opts()) ::
  {:ok, WeaviateEx.Cluster.ShardingState.t() | nil}
  | {:error, WeaviateEx.Error.t()}


      


Query the sharding state of a collection.
Returns information about which shards exist and their replica nodes.
Options
	:shard - Filter by specific shard name

Examples
# Get sharding state for collection
{:ok, state} = Cluster.query_sharding_state(client, "Article")

# Filter by specific shard
{:ok, state} = Cluster.query_sharding_state(client, "Article", shard: "shard-0")
Returns
	{:ok, ShardingState.t()} - Sharding state information
	{:ok, nil} - Collection or shard not found
	{:error, Error.t()} - Error if request fails


  



  
    
      
    
    
      replicate(client, collection, shard, opts)



        
          
        

    

  


  

      

          @spec replicate(WeaviateEx.Client.t(), String.t(), String.t(), opts()) ::
  {:ok, WeaviateEx.Cluster.Replication.Operation.t()}
  | {:error, WeaviateEx.Error.t()}


      


Initiate shard replication.
Copies or moves a shard from one node to another.
Options
	:source - Source node name (required)
	:target - Target node name (required)
	:type - Replication type (:copy or :move, default: :copy)

Examples
# Copy shard to another node
{:ok, op} = Cluster.replicate(client, "Article", "shard-0",
  source: "node-1",
  target: "node-2",
  type: :copy
)

# Move shard to another node (removes from source)
{:ok, op} = Cluster.replicate(client, "Article", "shard-0",
  source: "node-1",
  target: "node-2",
  type: :move
)
Returns
	{:ok, Replication.Operation.t()} - Created operation
	{:error, Error.t()} - Error if replication fails


  



  
    
      
    
    
      shards(client, collection)



        
          
        

    

  


  

      

          @spec shards(WeaviateEx.Client.t(), String.t()) ::
  {:ok, [WeaviateEx.Cluster.Shard.t()]} | {:error, WeaviateEx.Error.t()}


      


Get shards for a collection.
Returns shard status including vector queue depth for monitoring
async vectorization progress.
Examples
{:ok, shards} = Cluster.shards(client, "Article")

# Check if all vectors are indexed
Enum.all?(shards, &Shard.vectors_indexed?/1)

# Check if all shards are ready
Enum.all?(shards, &Shard.ready?/1)
Returns
	{:ok, [Shard.t()]} - List of shards
	{:error, Error.t()} - Error if collection not found


  



  
    
      
    
    
      statistics(client)



        
          
        

    

  


  

      

          @spec statistics(WeaviateEx.Client.t()) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      


Get cluster statistics.
Returns cluster-wide statistics including resource usage and
performance metrics.
Examples
{:ok, stats} = Cluster.statistics(client)
Returns
	{:ok, map()} - Cluster statistics
	{:error, Error.t()} - Error if request fails


  



    

  
    
      
    
    
      wait_for_replications(client, opts \\ [])



        
          
        

    

  


  

      

          @spec wait_for_replications(WeaviateEx.Client.t(), opts()) ::
  :ok
  | {:error,
     :timeout | {:failed, [WeaviateEx.Cluster.Replication.Operation.t()]}}


      


Wait for all replications to complete.
Polls replication status until all operations are complete.
Options
	:poll_interval - Milliseconds between status checks (default: 1000)
	:timeout - Maximum wait time in milliseconds (default: 300000)
	:collection - Only wait for replications of this collection

Examples
:ok = Cluster.wait_for_replications(client)
:ok = Cluster.wait_for_replications(client, collection: "Article", timeout: 60_000)
Returns
	:ok - All replications complete
	{:error, :timeout} - Timed out waiting
	{:error, {:failed, [Replication.Operation.t()]}} - Some replications failed
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WeaviateEx.API.Generative 
    



      
Generative Search (RAG) operations for Phase 2.3.
Provides AI-powered generation capabilities with 20+ provider integrations:
	OpenAI (GPT-4, GPT-3.5, O1, O3 reasoning models, etc.)
	Anthropic (Claude 3.5 Sonnet, etc.)
	Cohere
	Google PaLM / Vertex AI / Gemini
	AWS Bedrock / SageMaker
	Azure OpenAI
	Anyscale
	Hugging Face
	Mistral
	Ollama (local models)
	OctoAI
	Together AI
	Voyage AI
	XAI (Grok)
	ContextualAI
	NVIDIA NIM
	Databricks
	FriendliAI
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        grouped_task(client, collection_name, prompt, opts \\ [])

      


        Generate per-object results (grouped task).



    


    
      
        single_prompt(client, collection_name, prompt, opts \\ [])

      


        Generate a single result from all retrieved objects.



    


    
      
        supported_providers()

      


        List all supported providers.



    


    
      
        valid_provider?(provider)

      


        Check if provider is valid.



    


    
      
        with_generate(query, prompt, opts \\ [])

      


        Add generation clause to existing query map.
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          @type collection_name() :: String.t()
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          @type opts() :: keyword()
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          @type prompt() :: String.t()


      



  



  
    
      
    
    
      provider()



        
          
        

    

  


  

      

          @type provider() ::
  :openai
  | :anthropic
  | :cohere
  | :palm
  | :google_vertex
  | :google_gemini
  | :aws_bedrock
  | :aws_sagemaker
  | :azure_openai
  | :anyscale
  | :huggingface
  | :mistral
  | :ollama
  | :octoai
  | :together
  | :voyage
  | :xai
  | :contextualai
  | :nvidia
  | :databricks
  | :friendliai
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      grouped_task(client, collection_name, prompt, opts \\ [])



        
          
        

    

  


  

      

          @spec grouped_task(WeaviateEx.Client.t(), collection_name(), prompt(), opts()) ::
  {:ok, [map()]} | {:error, WeaviateEx.Error.t()}


      


Generate per-object results (grouped task).
Each retrieved object gets its own generated result with property interpolation.
Parameters
	client - WeaviateEx client
	collection_name - Name of the collection
	prompt - Generation prompt with optional {property} interpolation
	opts - Options (same as single_prompt/4)

Examples
{:ok, results} = Generative.grouped_task(client, "Article",
  "Summarize: {title}",
  provider: :openai,
  limit: 10
)

# Each result has _additional.generate.groupedResult
Returns
	{:ok, [map()]} - List of objects with generated results
	{:error, Error.t()} - Error if generation fails


  



    

  
    
      
    
    
      single_prompt(client, collection_name, prompt, opts \\ [])



        
          
        

    

  


  

      

          @spec single_prompt(WeaviateEx.Client.t(), collection_name(), prompt(), opts()) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      


Generate a single result from all retrieved objects.
The prompt can use property interpolation with {property_name} syntax.
Parameters
	client - WeaviateEx client
	collection_name - Name of the collection
	prompt - Generation prompt with optional {property} interpolation
	opts - Options:	:provider - AI provider (required)
	:model - Model name (provider-specific)
	:properties - Properties to retrieve for interpolation
	:near_text - Semantic search query
	:where - Filter conditions
	:limit - Number of objects to retrieve
	:temperature - Sampling temperature (0.0-1.0)
	:max_tokens - Maximum tokens to generate
	:top_p - Nucleus sampling parameter



Examples
# Basic generation with OpenAI
{:ok, result} = Generative.single_prompt(client, "Article",
  "Summarize these articles about {title}",
  provider: :openai
)

# With Anthropic Claude
{:ok, result} = Generative.single_prompt(client, "Article",
  "Explain {title} in simple terms",
  provider: :anthropic,
  model: "claude-3-5-sonnet-20241022",
  temperature: 0.7
)

# With semantic search
{:ok, result} = Generative.single_prompt(client, "Article",
  "What are the main themes?",
  near_text: "artificial intelligence",
  provider: :openai,
  max_tokens: 500
)
Returns
	{:ok, map()} - Generated result with "singleResult" and "error" keys
	{:error, Error.t()} - Error if generation fails
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          @spec supported_providers() :: [provider()]


      


List all supported providers.
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          @spec valid_provider?(atom()) :: boolean()


      


Check if provider is valid.
Examples
Generative.valid_provider?(:openai)  # => true
Generative.valid_provider?(:invalid) # => false
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          @spec with_generate(map(), prompt(), opts()) :: map()


      


Add generation clause to existing query map.
This is a helper for query builder integration.
Examples
query = %{collection: "Article", fields: ["title"]}
query = Generative.with_generate(query, "Summarize {title}", provider: :openai)
Returns
	query - Modified query map with generate clause
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Cross-reference operations for Weaviate objects.
Provides CRUD operations for managing relationships between objects.
Examples
# Add a single reference
References.add(client, "Article", source_uuid, "hasAuthor", author_uuid)

# Add a multi-target reference using map
References.add(client, "Article", source_uuid, "relatedTo", %{
  target_collection: "Category",
  uuids: category_uuid
})

# Add a multi-target reference using ReferenceToMulti struct
ref = ReferenceToMulti.new("Category", category_uuid)
References.add(client, "Article", source_uuid, "relatedTo", ref)

# Delete a reference
References.delete(client, "Article", source_uuid, "hasAuthor", author_uuid)

# Replace all references on a property
References.replace(client, "Article", source_uuid, "hasAuthors", [uuid1, uuid2, uuid3])

# Replace with multi-target references
References.replace(client, "Article", source_uuid, "relatedTo", [
  ReferenceToMulti.new("Person", person_uuid),
  ReferenceToMulti.new("Organization", org_uuid)
])

# Batch add references
References.add_many(client, "Article", [
  %{from_uuid: "article-1", from_property: "hasAuthor", to_uuid: "author-1"},
  %{from_uuid: "article-2", from_property: "hasAuthor", to_uuid: "author-2"}
])
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    Functions
  


    
      
        add(client, collection, from_uuid, from_property, to, opts \\ [])

      


        Add a reference from one object to another.



    


    
      
        add_many(client, collection, references, opts \\ [])

      


        Add multiple references in batch.



    


    
      
        delete(client, collection, from_uuid, from_property, to, opts \\ [])

      


        Delete a reference from an object.



    


    
      
        replace(client, collection, from_uuid, from_property, references, opts \\ [])

      


        Replace all references on a property.
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          @type data_reference() :: %{
  :from_uuid => uuid(),
  :from_property => String.t(),
  :to_uuid => uuid(),
  optional(:target_collection) => String.t()
}
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          @type reference_input() ::
  uuid() | reference_to_multi() | WeaviateEx.Data.ReferenceToMulti.t()
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          @type reference_to_multi() :: %{
  target_collection: String.t(),
  uuids: uuid() | [uuid()]
}
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          @type uuid() :: String.t()
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      add(client, collection, from_uuid, from_property, to, opts \\ [])



        
          
        

    

  


  

      

          @spec add(
  WeaviateEx.Client.t(),
  String.t(),
  uuid(),
  String.t(),
  reference_input(),
  keyword()
) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      


Add a reference from one object to another.
Parameters
	client - The Weaviate client
	collection - The source collection name
	from_uuid - UUID of the source object
	from_property - Name of the reference property
	to - Target UUID or multi-target reference
	opts - Additional options (tenant, etc.)

Examples
# Single target reference
References.add(client, "Article", source_uuid, "hasAuthor", target_uuid)

# Multi-target reference
References.add(client, "Article", source_uuid, "relatedTo", %{
  target_collection: "Category",
  uuids: category_uuid
})

  



    

  
    
      
    
    
      add_many(client, collection, references, opts \\ [])



        
          
        

    

  


  

      

          @spec add_many(WeaviateEx.Client.t(), String.t(), [data_reference()], keyword()) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      


Add multiple references in batch.
Parameters
	client - The Weaviate client
	collection - The source collection name
	references - List of reference specifications
	opts - Additional options

Reference specification
Each reference should be a map with:
	:from_uuid - UUID of the source object
	:from_property - Name of the reference property
	:to_uuid - Target UUID
	:target_collection - (optional) Target collection for multi-target refs

Examples
references = [
  %{from_uuid: "article-1", from_property: "hasAuthor", to_uuid: "author-1"},
  %{from_uuid: "article-2", from_property: "hasAuthor", to_uuid: "author-2"}
]
References.add_many(client, "Article", references)
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          @spec delete(
  WeaviateEx.Client.t(),
  String.t(),
  uuid(),
  String.t(),
  reference_input(),
  keyword()
) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      


Delete a reference from an object.
Parameters
	client - The Weaviate client
	collection - The source collection name
	from_uuid - UUID of the source object
	from_property - Name of the reference property
	to - Target UUID or multi-target reference to delete
	opts - Additional options

Examples
References.delete(client, "Article", source_uuid, "hasAuthor", target_uuid)

  



    

  
    
      
    
    
      replace(client, collection, from_uuid, from_property, references, opts \\ [])



        
          
        

    

  


  

      

          @spec replace(
  WeaviateEx.Client.t(),
  String.t(),
  uuid(),
  String.t(),
  [reference_input()],
  keyword()
) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      


Replace all references on a property.
This removes all existing references and sets the new ones.
Parameters
	client - The Weaviate client
	collection - The source collection name
	from_uuid - UUID of the source object
	from_property - Name of the reference property
	references - List of target UUIDs or multi-target references
	opts - Additional options

Examples
References.replace(client, "Article", source_uuid, "hasAuthors", [uuid1, uuid2, uuid3])
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Multi-tenancy operations with gRPC support.
Provides complete tenant management:
	CRUD operations (list, get, create, update, delete)
	Activity status management (HOT, COLD, FROZEN)
	Tenant isolation and filtering
	Batch operations

Uses gRPC for list/get operations when available for optimal performance.
Create, update, and delete operations use HTTP as they're not available via gRPC.
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    Functions
  


    
      
        activate(client, collection_name, tenant_names)

      


        Activate tenant (set to HOT status).



    


    
      
        batch_size()

      


        Returns the batch size used for batch operations.



    


    
      
        batch_update(client, collection_name, tenants)

      


        Updates tenants in batches of 100 (matching Python client behavior).



    


    
      
        count(client, collection_name)

      


        Count total tenants for a collection.



    


    
      
        create(client, collection_name, tenant_names, opts \\ [])

      


        Create one or more tenants.



    


    
      
        deactivate(client, collection_name, tenant_names)

      


        Deactivate tenant (set to COLD status).



    


    
      
        delete(client, collection_name, tenant_name)

      


        Delete one or more tenants.



    


    
      
        ensure_active(client, collection_name, tenant_name)

      


        Ensures a tenant exists and is active (HOT).



    


    
      
        exists?(client, collection_name, tenant_name)

      


        Check if tenant exists.



    


    
      
        freeze(client, collection_name, tenant_names)

      


        Freeze tenant (set to FROZEN status).



    


    
      
        get(client, collection_name, tenant_name)

      


        Get specific tenant information.



    


    
      
        list(client, collection_name)

      


        List all tenants for a collection.



    


    
      
        list_active(client, collection_name)

      


        List only active (HOT) tenants.



    


    
      
        list_inactive(client, collection_name)

      


        List only inactive (COLD/FROZEN) tenants.



    


    
      
        offload(client, collection_name, tenant_names)

      


        Offload tenant (set to OFFLOADED status).



    


    
      
        update(client, collection_name, tenant_name, opts)

      


        Update tenant(s) activity status.



    


    
      
        update_many(client, collection_name, updates, opts \\ [])

      


        Updates multiple tenants' status in a single batch.
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          @type activity_status() :: :active | :inactive | :hot | :cold | :frozen | :offloaded
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          @type collection_name() :: String.t()
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          @type opts() :: keyword()
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          @type tenant_name() :: String.t()
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          @type tenant_names() :: tenant_name() | [tenant_name()]
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          @spec activate(WeaviateEx.Client.t(), collection_name(), tenant_names()) ::
  {:ok, [map()]} | {:error, WeaviateEx.Error.t()}


      


Activate tenant (set to HOT status).
Examples
{:ok, _} = Tenants.activate(client, "Article", "TenantA")
{:ok, _} = Tenants.activate(client, "Article", ["TenantA", "TenantB"])
Returns
	{:ok, [map()]} - Updated tenants
	{:error, Error.t()} - Error if update fails
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          @spec batch_size() :: pos_integer()


      


Returns the batch size used for batch operations.
Examples
100 = Tenants.batch_size()
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          @spec batch_update(WeaviateEx.Client.t(), collection_name(), [map()]) ::
  {:ok, [map()]} | {:error, WeaviateEx.Error.t()}


      


Updates tenants in batches of 100 (matching Python client behavior).
This is useful for updating large numbers of tenants efficiently without
overwhelming the server with a single large request.
Examples
tenants = [
  %{name: "tenant1", activity_status: :hot},
  %{name: "tenant2", activity_status: :cold}
]
{:ok, results} = Tenants.batch_update(client, "Article", tenants)
Returns
	{:ok, [map()]} - All updated tenants combined
	{:error, Error.t()} - Error from first failed batch
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          @spec count(WeaviateEx.Client.t(), collection_name()) ::
  {:ok, integer()} | {:error, WeaviateEx.Error.t()}


      


Count total tenants for a collection.
Examples
{:ok, 5} = Tenants.count(client, "Article")
Returns
	{:ok, integer()} - Number of tenants
	{:error, Error.t()} - Error if request fails
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          @spec create(WeaviateEx.Client.t(), collection_name(), tenant_names(), opts()) ::
  {:ok, [map()]} | {:error, WeaviateEx.Error.t()}


      


Create one or more tenants.
Examples
{:ok, _} = Tenants.create(client, "Article", "TenantA")
{:ok, _} = Tenants.create(client, "Article", ["TenantA", "TenantB"])
{:ok, _} = Tenants.create(client, "Article", "TenantA", activity_status: :cold)
Returns
	{:ok, [map()]} - Created tenants
	{:error, Error.t()} - Error if creation fails


  



  
    
      
    
    
      deactivate(client, collection_name, tenant_names)



        
          
        

    

  


  

      

          @spec deactivate(WeaviateEx.Client.t(), collection_name(), tenant_names()) ::
  {:ok, [map()]} | {:error, WeaviateEx.Error.t()}


      


Deactivate tenant (set to COLD status).
Examples
{:ok, _} = Tenants.deactivate(client, "Article", "TenantA")
Returns
	{:ok, [map()]} - Updated tenants
	{:error, Error.t()} - Error if update fails


  



  
    
      
    
    
      delete(client, collection_name, tenant_name)



        
          
        

    

  


  

      

          @spec delete(WeaviateEx.Client.t(), collection_name(), tenant_names()) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      


Delete one or more tenants.
Examples
{:ok, _} = Tenants.delete(client, "Article", "TenantA")
{:ok, _} = Tenants.delete(client, "Article", ["TenantA", "TenantB"])
Returns
	{:ok, map()} - Empty map on success
	{:error, Error.t()} - Error if deletion fails


  



  
    
      
    
    
      ensure_active(client, collection_name, tenant_name)



        
          
        

    

  


  

      

          @spec ensure_active(WeaviateEx.Client.t(), collection_name(), tenant_name()) ::
  :ok | {:error, WeaviateEx.Error.t()}


      


Ensures a tenant exists and is active (HOT).
Creates the tenant if it doesn't exist (when auto-creation is not enabled).
Activates the tenant if it's not HOT.
Examples
:ok = Tenants.ensure_active(client, "Articles", "tenant1")
Returns
	:ok - Tenant is now active
	{:error, Error.t()} - Error if operation fails


  



  
    
      
    
    
      exists?(client, collection_name, tenant_name)



        
          
        

    

  


  

      

          @spec exists?(WeaviateEx.Client.t(), collection_name(), tenant_name()) ::
  {:ok, boolean()}


      


Check if tenant exists.
Examples
{:ok, true} = Tenants.exists?(client, "Article", "TenantA")
{:ok, false} = Tenants.exists?(client, "Article", "NonExistent")
Returns
	{:ok, boolean()} - True if exists, false otherwise


  



  
    
      
    
    
      freeze(client, collection_name, tenant_names)



        
          
        

    

  


  

      

          @spec freeze(WeaviateEx.Client.t(), collection_name(), tenant_names()) ::
  {:ok, [map()]} | {:error, WeaviateEx.Error.t()}


      


Freeze tenant (set to FROZEN status).
Frozen tenants have their data persisted but are not loaded into memory.
This is more aggressive than COLD status.
Examples
{:ok, _} = Tenants.freeze(client, "Article", "TenantA")
{:ok, _} = Tenants.freeze(client, "Article", ["TenantA", "TenantB"])
Returns
	{:ok, [map()]} - Updated tenants
	{:error, Error.t()} - Error if update fails


  



  
    
      
    
    
      get(client, collection_name, tenant_name)



        
          
        

    

  


  

      

          @spec get(WeaviateEx.Client.t(), collection_name(), tenant_name()) ::
  {:ok, map()} | {:error, WeaviateEx.Error.t()}


      


Get specific tenant information.
Uses gRPC when available for optimal performance, falls back to HTTP otherwise.
Examples
{:ok, tenant} = Tenants.get(client, "Article", "TenantA")
Returns
	{:ok, map()} - Tenant information
	{:error, Error.t()} - Error if not found


  



  
    
      
    
    
      list(client, collection_name)



        
          
        

    

  


  

      

          @spec list(WeaviateEx.Client.t(), collection_name()) ::
  {:ok, [map()]} | {:error, WeaviateEx.Error.t()}


      


List all tenants for a collection.
Uses gRPC when available for optimal performance, falls back to HTTP otherwise.
Examples
{:ok, tenants} = Tenants.list(client, "Article")
Returns
	{:ok, [map()]} - List of tenants
	{:error, Error.t()} - Error if request fails


  



  
    
      
    
    
      list_active(client, collection_name)



        
          
        

    

  


  

      

          @spec list_active(WeaviateEx.Client.t(), collection_name()) ::
  {:ok, [map()]} | {:error, WeaviateEx.Error.t()}


      


List only active (HOT) tenants.
Examples
{:ok, active_tenants} = Tenants.list_active(client, "Article")
Returns
	{:ok, [map()]} - List of active tenants
	{:error, Error.t()} - Error if request fails


  



  
    
      
    
    
      list_inactive(client, collection_name)



        
          
        

    

  


  

      

          @spec list_inactive(WeaviateEx.Client.t(), collection_name()) ::
  {:ok, [map()]} | {:error, WeaviateEx.Error.t()}


      


List only inactive (COLD/FROZEN) tenants.
Examples
{:ok, inactive_tenants} = Tenants.list_inactive(client, "Article")
Returns
	{:ok, [map()]} - List of inactive tenants
	{:error, Error.t()} - Error if request fails


  



  
    
      
    
    
      offload(client, collection_name, tenant_names)



        
          
        

    

  


  

      

          @spec offload(WeaviateEx.Client.t(), collection_name(), tenant_names()) ::
  {:ok, [map()]} | {:error, WeaviateEx.Error.t()}


      


Offload tenant (set to OFFLOADED status).
Offloaded tenants are moved to cold storage. This is the most aggressive
deactivation option and may take longer to reactivate.
Examples
{:ok, _} = Tenants.offload(client, "Article", "TenantA")
{:ok, _} = Tenants.offload(client, "Article", ["TenantA", "TenantB"])
Returns
	{:ok, [map()]} - Updated tenants
	{:error, Error.t()} - Error if update fails


  



  
    
      
    
    
      update(client, collection_name, tenant_name, opts)



        
          
        

    

  


  

      

          @spec update(WeaviateEx.Client.t(), collection_name(), tenant_names(), opts()) ::
  {:ok, [map()]} | {:error, WeaviateEx.Error.t()}


      


Update tenant(s) activity status.
Examples
{:ok, _} = Tenants.update(client, "Article", "TenantA", activity_status: :cold)
{:ok, _} = Tenants.update(client, "Article", ["TenantA", "TenantB"], activity_status: :hot)
Returns
	{:ok, [map()]} - Updated tenants
	{:error, Error.t()} - Error if update fails


  



    

  
    
      
    
    
      update_many(client, collection_name, updates, opts \\ [])



        
          
        

    

  


  

      

          @spec update_many(WeaviateEx.Client.t(), collection_name(), [map()], keyword()) ::
  :ok | {:error, WeaviateEx.Error.t()}


      


Updates multiple tenants' status in a single batch.
Batches updates into groups of 100 (Weaviate limit).
This is an alias for batch_update/3 with additional options support.
Examples
# Activate multiple tenants
Tenants.update_many(client, "Articles", [
  %{name: "tenant1", status: :hot},
  %{name: "tenant2", status: :hot}
])

# Deactivate tenants
Tenants.update_many(client, "Articles", [
  %{name: "tenant1", status: :cold}
])

# With custom batch size
Tenants.update_many(client, "Articles", updates, batch_size: 50)
Returns
	:ok - All updates succeeded
	{:error, Error.t()} - Error from first failed batch
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WeaviateEx.API.VectorConfig 
    



      
Vector configuration builders for Phase 2.4.
Provides builder functions for:
	25+ vectorizer configurations
	3 index types (HNSW, FLAT, DYNAMIC)
	3 quantization methods (PQ, BQ, SQ)
	Complete collection configurations

Usage
config = VectorConfig.new("Article")
|> VectorConfig.with_vectorizer(:text2vec_openai, model: "text-embedding-ada-002")
|> VectorConfig.with_hnsw_index(ef: 100, max_connections: 64)
|> VectorConfig.with_product_quantization(enabled: true)
|> VectorConfig.with_properties([
  %{name: "title", dataType: ["text"]}
])
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          @spec custom(
  String.t(),
  keyword()
) :: map()


      


Configure a custom/unlisted vectorizer module.
Use this for vectorizers not explicitly supported or for user-provided modules.
Options
All options are passed directly to the module configuration with automatic
snake_case to camelCase conversion.
Examples
# Custom vectorizer with arbitrary configuration
VectorConfig.custom("my-custom-vectorizer",
  model: "custom-model",
  api_endpoint: "https://custom-api.example.com",
  dimensions: 768
)

# Use in collection creation
VectorConfig.new("Article")
|> VectorConfig.with_custom_vectorizer("text2vec-custom", model: "my-model")
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          @spec hnsw_index(keyword()) :: map()


      


Configure HNSW index.
Options
	:distance - Distance metric (:cosine, :dot, :l2_squared, :hamming, :manhattan)
	:ef - Query time ef parameter (default: -1)
	:ef_construction - Index build ef parameter (default: 128)
	:max_connections - Maximum connections per node (default: 32)
	:filter_strategy - Filter strategy (:sweeping or :acorn)
	:quantizer - Quantization config (PQ, BQ, SQ, or RQ)
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Configure img2vec-neural vectorizer for images.
Options
	:image_fields - Image property names
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Configure multi2multivec-jinaai vectorizer.
Options
	:model - Model to use
	:base_url - Base URL for API (optional)
	:image_fields - List of image property names (optional)
	:text_fields - List of text property names (optional)
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Configure multi2vec-aws for multimodal embeddings.
Options
	:model - AWS model (required)
	:region - AWS region (required)
	:service - AWS service (bedrock or sagemaker)
	:image_fields - Image property fields (optional)
	:text_fields - Text property fields (optional)
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Configure multi2vec-bind vectorizer
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Configure multi2vec-clip vectorizer
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Configure multi2vec-cohere for multimodal embeddings.
Options
	:model - Cohere model (optional)
	:image_fields - Image property fields (optional)
	:text_fields - Text property fields (optional)
	:truncate - Truncation mode (optional)


  



  
    
      
    
    
      multi2vec_google(opts)



        
          
        

    

  


  

Configure multi2vec-google (Palm) for multimodal embeddings.
Options
	:project_id - Google Cloud project ID (required)
	:location - Model location (required)
	:model - Model ID (optional)
	:dimensions - Output dimensions (optional)
	:image_fields - Image property fields (optional)
	:text_fields - Text property fields (optional)
	:video_fields - Video property fields (optional)


  



    

  
    
      
    
    
      multi2vec_jinaai(opts \\ [])



        
          
        

    

  


  

Configure multi2vec-jinaai for multimodal embeddings.
Options
	:model - Jina model (optional)
	:image_fields - Image property fields (optional)
	:text_fields - Text property fields (optional)
	:base_url - API base URL (optional)
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Configure multi2vec-nvidia for multimodal embeddings.
Options
	:model - NVIDIA model (optional)
	:image_fields - Image property fields (optional)
	:text_fields - Text property fields (optional)
	:base_url - API base URL (optional)
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Configure multi2vec-voyageai for multimodal embeddings.
Options
	:model - VoyageAI model (optional)
	:image_fields - Image property fields (optional)
	:text_fields - Text property fields (optional)
	:base_url - API base URL (optional)
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Create new collection configuration
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Configure no vectorizer (custom vectors)
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Configure Product Quantization (PQ)
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Configure ref2vec-centroid vectorizer.
Creates vectors from referenced objects using centroid calculation.
Options
	:reference_properties - List of reference property names
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Configure reranker-cohere module.
Options
	:model - Model to use (optional)
	:base_url - Base URL for API (optional)

Example
VectorConfig.new("Article")
|> VectorConfig.with_reranker(:cohere, model: "rerank-multilingual-v3.0")
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Configure reranker-contextualai module.
Contextual AI reranker with retrieval augmentation capabilities.
Options
	:model - Model to use
	:base_url - Base URL for API (optional)
	:context_source - Context source (optional)

Example
VectorConfig.new("Article")
|> VectorConfig.with_reranker(:contextualai, model: "contextual-rerank-v1")
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Configure reranker-jinaai module.
Options
	:model - Model to use (e.g., "jina-reranker-v2-base-multilingual")
	:base_url - Base URL for API (optional)

Example
VectorConfig.new("Article")
|> VectorConfig.with_reranker(:jinaai, model: "jina-reranker-v2-base-multilingual")
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Configure reranker-nvidia module.
Options
	:model - Model to use (e.g., "nvidia/nv-rerankqa-mistral-4b-v3")
	:base_url - Base URL for API (optional)

Example
VectorConfig.new("Article")
|> VectorConfig.with_reranker(:nvidia, model: "nvidia/nv-rerankqa-mistral-4b-v3")
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Configure reranker-transformers module (local model).
Runs locally using a transformer model.
Options
	:model - Model to use (optional)
	:inference_url - Inference URL (optional)

Example
VectorConfig.new("Article")
|> VectorConfig.with_reranker(:transformers)

  



    

  
    
      
    
    
      reranker_voyageai(opts \\ [])



        
          
        

    

  


  

Configure reranker-voyageai module.
Options
	:model - Model to use (e.g., "rerank-2", "rerank-lite-1")
	:base_url - Base URL for API (optional)
	:truncate - Truncation mode (optional)

Example
VectorConfig.new("Article")
|> VectorConfig.with_reranker(:voyageai, model: "rerank-2")
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          @spec rotational_quantization(keyword()) :: map()


      


Configure Rotational Quantization (RQ).
RQ is an advanced quantization method that uses rotational transformations.
Options
	:enabled - Enable RQ (default: true)
	:cache - Enable cache (optional)
	:bits - Number of bits for quantization (default: 8)
	:rescore_limit - Number of candidates to rescore (optional)
	:training_limit - Number of vectors to train on (optional)

Example
VectorConfig.hnsw_index(
  quantizer: VectorConfig.rotational_quantization(bits: 8, cache: true)
)

  



    

  
    
      
    
    
      rq(opts \\ [])



        
          
        

    

  


  

      

          @spec rq(keyword()) :: map()


      


Alias for rotational_quantization/1.
Example
VectorConfig.hnsw_index(
  quantizer: VectorConfig.rq(bits: 8, cache: true)
)

  



    

  
    
      
    
    
      scalar_quantization(opts \\ [])



        
          
        

    

  


  

      

          @spec scalar_quantization(keyword()) :: map()


      


Configure Scalar Quantization (SQ).
SQ provides memory reduction through scalar quantization of vectors.
Options
	:enabled - Enable SQ (default: false)
	:cache - Enable cache (optional)
	:rescore_limit - Number of candidates to rescore (optional)
	:training_limit - Number of vectors to train on (optional)

Example
VectorConfig.hnsw_index(
  quantizer: VectorConfig.scalar_quantization(enabled: true, cache: true)
)

  



    

  
    
      
    
    
      sq(opts \\ [])



        
          
        

    

  


  

      

          @spec sq(keyword()) :: map()


      


Alias for scalar_quantization/1 with enabled defaulting to true.
Example
VectorConfig.hnsw_index(
  quantizer: VectorConfig.sq(training_limit: 50_000)
)

  



  
    
      
    
    
      supported_vectorizers()



        
          
        

    

  


  

List all supported vectorizers

  



    

  
    
      
    
    
      text2colbert_jinaai(opts \\ [])



        
          
        

    

  


  

Configure text2colbert-jinaai vectorizer (multi-vector).
Options
	:model - Model to use
	:dimensions - Output dimensions (optional)
	:vectorize_collection_name - Whether to vectorize the collection name (default: true)


  



    

  
    
      
    
    
      text2vec_aws(opts \\ [])



        
          
        

    

  


  

Configure text2vec-aws vectorizer (deprecated, use text2vec_aws_bedrock or text2vec_aws_sagemaker).

  



  
    
      
    
    
      text2vec_aws_bedrock(opts)



        
          
        

    

  


  

Configure text2vec-aws with AWS Bedrock service.
Options
	:model - The model to use (required, e.g., "amazon.titan-embed-text-v1")
	:region - AWS region (required)
	:vectorize_collection_name - Whether to vectorize the collection name (default: true)

Example
VectorConfig.text2vec_aws_bedrock(
  model: "amazon.titan-embed-text-v1",
  region: "us-east-1"
)

  



  
    
      
    
    
      text2vec_aws_sagemaker(opts)



        
          
        

    

  


  

Configure text2vec-aws with AWS SageMaker service.
Options
	:endpoint - The SageMaker endpoint (required)
	:region - AWS region (required)
	:target_model - Target model (optional)
	:target_variant - Target variant (optional)
	:vectorize_collection_name - Whether to vectorize the collection name (default: true)

Example
VectorConfig.text2vec_aws_sagemaker(
  endpoint: "my-endpoint",
  region: "us-east-1"
)

  



  
    
      
    
    
      text2vec_azure_openai(opts)



        
          
        

    

  


  

Configure text2vec-azure-openai vectorizer.
Options
	:resource_name - Azure resource name (required)
	:deployment_id - Azure deployment ID (required)
	:base_url - Custom base URL (optional)
	:vectorize_collection_name - Whether to vectorize the collection name (default: true)


  



    

  
    
      
    
    
      text2vec_cohere(opts \\ [])



        
          
        

    

  


  

Configure text2vec-cohere vectorizer.
Options
	:model - Model to use (optional)
	:dimensions - Output dimensions (optional, new in Python client)
	:truncate - Truncation mode (optional)
	:base_url - Base URL for API (optional)
	:vectorize_collection_name - Whether to vectorize the collection name (default: true)


  



    

  
    
      
    
    
      text2vec_contextionary(opts \\ [])



        
          
        

    

  


  

Configure text2vec-contextionary vectorizer

  



  
    
      
    
    
      text2vec_databricks(opts)



        
          
        

    

  


  

Configure text2vec-databricks vectorizer.
Options
	:endpoint - Databricks serving endpoint (required)
	:instruction - Instruction prefix (optional)
	:vectorize_collection_name - Whether to vectorize the collection name (default: true)


  



    

  
    
      
    
    
      text2vec_google_gemini(opts \\ [])



        
          
        

    

  


  

Configure text2vec-google with Google AI Studio (Gemini).
Options
	:model - Model to use (optional)
	:dimensions - Output dimensions (optional)
	:title_property - Property to use as title (optional)
	:task_type - Task type for embeddings (optional)
	:vectorize_collection_name - Whether to vectorize the collection name (default: true)

Example
VectorConfig.text2vec_google_gemini(model: "text-embedding-004")

  



  
    
      
    
    
      text2vec_google_vertex(opts)



        
          
        

    

  


  

Configure text2vec-google with Google Vertex AI.
Options
	:project_id - Google Cloud project ID (required)
	:api_endpoint - API endpoint (optional)
	:model - Model to use (optional)
	:dimensions - Output dimensions (optional)
	:title_property - Property to use as title (optional)
	:task_type - Task type for embeddings (optional)
	:vectorize_collection_name - Whether to vectorize the collection name (default: true)

Example
VectorConfig.text2vec_google_vertex(
  project_id: "my-project",
  model: "textembedding-gecko@001"
)

  



    

  
    
      
    
    
      text2vec_gpt4all(opts \\ [])



        
          
        

    

  


  

Configure text2vec-gpt4all vectorizer

  



    

  
    
      
    
    
      text2vec_huggingface(opts \\ [])



        
          
        

    

  


  

Configure text2vec-huggingface vectorizer

  



    

  
    
      
    
    
      text2vec_jinaai(opts \\ [])



        
          
        

    

  


  

Configure text2vec-jinaai vectorizer.
Options
	:model - Jina model (e.g., "jina-embeddings-v3", "jina-embeddings-v4")
	:base_url - API base URL (optional)
	:dimensions - Output dimensions (optional)
	:vectorize_collection_name - Whether to vectorize the collection name (default: true)


  



    

  
    
      
    
    
      text2vec_mistral(opts \\ [])



        
          
        

    

  


  

Configure text2vec-mistral vectorizer.
Options
	:model - Mistral model name
	:base_url - Base URL for API (optional)
	:vectorize_collection_name - Whether to vectorize the collection name (default: true)


  



    

  
    
      
    
    
      text2vec_model2vec(opts \\ [])



        
          
        

    

  


  

Configure text2vec-model2vec vectorizer.
Options
	:inference_url - URL for inference service (optional)
	:vectorize_collection_name - Whether to vectorize the collection name (default: true)


  



    

  
    
      
    
    
      text2vec_morph(opts \\ [])



        
          
        

    

  


  

Configure text2vec-morph vectorizer.
Options
	:model - Model to use
	:base_url - Base URL for API (optional)
	:vectorize_collection_name - Whether to vectorize the collection name (default: true)


  



    

  
    
      
    
    
      text2vec_nvidia(opts \\ [])



        
          
        

    

  


  

Configure text2vec-nvidia vectorizer.
Options
	:model - NVIDIA model name
	:base_url - Base URL for API (optional)
	:vectorize_collection_name - Whether to vectorize the collection name (default: true)


  



    

  
    
      
    
    
      text2vec_ollama(opts \\ [])



        
          
        

    

  


  

Configure text2vec-ollama vectorizer.
Options
	:model - Ollama model name
	:api_endpoint - Ollama API endpoint (default: http://localhost:11434)
	:vectorize_collection_name - Whether to vectorize the collection name (default: true)


  



    

  
    
      
    
    
      text2vec_openai(opts \\ [])



        
          
        

    

  


  

Configure text2vec-openai vectorizer

  



    

  
    
      
    
    
      text2vec_palm(opts \\ [])



        
          
        

    

  


  

Configure text2vec-palm vectorizer (deprecated, use text2vec_google_vertex or text2vec_google_gemini).

  



    

  
    
      
    
    
      text2vec_transformers(opts \\ [])



        
          
        

    

  


  

Configure text2vec-transformers vectorizer

  



    

  
    
      
    
    
      text2vec_voyageai(opts \\ [])



        
          
        

    

  


  

Configure text2vec-voyageai vectorizer.
Options
	:model - Model to use (e.g., "voyage-3.5", "voyage-3-large", "voyage-context-3")
	:base_url - Base URL for API (optional)
	:truncation - Whether to truncate (optional)
	:vectorize_collection_name - Whether to vectorize the collection name (default: true)


  



    

  
    
      
    
    
      text2vec_weaviate(opts \\ [])



        
          
        

    

  


  

Configure text2vec-weaviate vectorizer (Weaviate-hosted embeddings).
Options
	:model - Model name
	:base_url - Base URL for API (optional)
	:vectorize_collection_name - Whether to vectorize the collection name (default: true)


  



  
    
      
    
    
      valid_distance?(metric)



        
          
        

    

  


  

Check if distance metric is valid

  



  
    
      
    
    
      valid_vectorizer?(vectorizer)



        
          
        

    

  


  

Check if vectorizer is valid

  



    

  
    
      
    
    
      with_binary_quantization(config, opts \\ [])



        
          
        

    

  


  

Add Binary Quantization to configuration

  



    

  
    
      
    
    
      with_custom_vectorizer(config, module_name, opts \\ [])



        
          
        

    

  


  

      

          @spec with_custom_vectorizer(map(), String.t(), keyword()) :: map()


      


Add a custom vectorizer to the collection configuration.
Examples
VectorConfig.new("Article")
|> VectorConfig.with_custom_vectorizer("text2vec-custom", model: "my-model")

  



    

  
    
      
    
    
      with_dynamic_index(config, opts \\ [])



        
          
        

    

  


  

Add DYNAMIC index to configuration

  



    

  
    
      
    
    
      with_flat_index(config, opts \\ [])



        
          
        

    

  


  

Add FLAT index to configuration

  



    

  
    
      
    
    
      with_hnsw_index(config, opts \\ [])



        
          
        

    

  


  

Add HNSW index to configuration

  



    

  
    
      
    
    
      with_multi_tenancy(config, opts \\ [])



        
          
        

    

  


  

Add multi-tenancy configuration

  



  
    
      
    
    
      with_named_vectors(config, vectors)



        
          
        

    

  


  

Add named vectors configuration

  



    

  
    
      
    
    
      with_product_quantization(config, opts \\ [])



        
          
        

    

  


  

Add Product Quantization to configuration

  



  
    
      
    
    
      with_properties(config, properties)



        
          
        

    

  


  

Add properties to configuration

  



    

  
    
      
    
    
      with_replication_config(config, opts \\ [])



        
          
        

    

  


  

      

          @spec with_replication_config(
  map(),
  keyword()
) :: map()


      


Add replication configuration.
Options
	:factor - Number of replicas (default: 1)
	:async_enabled - Enable async replication (v1.26.0+, optional)
	:deletion_strategy - Conflict resolution strategy (optional)	:delete_on_conflict - Delete object on conflict
	:no_automated_resolution - No automated conflict resolution
	:time_based_resolution - Use timestamp for resolution




  



    

  
    
      
    
    
      with_reranker(config, reranker, opts \\ [])



        
          
        

    

  


  

      

          @spec with_reranker(map(), atom(), keyword()) :: map()


      


Add reranker configuration to a collection.
Rerankers
	:cohere - Cohere reranker
	:transformers - Local transformers reranker
	:voyageai - VoyageAI reranker
	:jinaai - Jina AI reranker
	:nvidia - NVIDIA reranker
	:contextualai - Contextual AI reranker

Example
VectorConfig.new("Article")
|> VectorConfig.with_vectorizer(:text2vec_openai)
|> VectorConfig.with_reranker(:cohere, model: "rerank-multilingual-v3.0")

  



    

  
    
      
    
    
      with_rotational_quantization(config, opts \\ [])



        
          
        

    

  


  

      

          @spec with_rotational_quantization(
  map(),
  keyword()
) :: map()


      


Add Rotational Quantization to configuration

  



    

  
    
      
    
    
      with_scalar_quantization(config, opts \\ [])



        
          
        

    

  


  

Add Scalar Quantization to configuration

  



    

  
    
      
    
    
      with_sharding_config(config, opts \\ [])



        
          
        

    

  


  

Add sharding configuration

  



    

  
    
      
    
    
      with_vectorizer(config, vectorizer, opts \\ [])



        
          
        

    

  


  

Add vectorizer to configuration

  


        

      


  

  
    
    WeaviateEx.Query.GroupBy - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.Query.GroupBy 
    



      
Group search results by property values.
GroupBy clusters results based on a property path, returning
groups with their objects. This is useful for organizing search
results by category, type, or other grouping criteria.
Examples
# Group by category
group_by = GroupBy.new("category")

# Group by nested property
group_by = GroupBy.new(["metadata", "type"])

# With custom limits
group_by = GroupBy.new("category",
  objects_per_group: 3,
  number_of_groups: 10
)

# Use in query
Query.get("Article")
|> Query.near_text("machine learning")
|> Query.group_by(group_by)
|> Query.execute(client)

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(path, opts \\ [])

      


        Create a new group by configuration.



    


    
      
        to_graphql(group_by)

      


        Convert group by configuration to GraphQL format.



    


    
      
        to_map(group_by)

      


        Convert group by configuration to map format (for gRPC).



    


    
      
        valid?(arg1)

      


        Validate group by configuration.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Query.GroupBy{
  number_of_groups: pos_integer(),
  objects_per_group: pos_integer(),
  path: String.t() | [String.t()]
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      new(path, opts \\ [])



        
          
        

    

  


  

      

          @spec new(
  String.t() | [String.t()],
  keyword()
) :: t()


      


Create a new group by configuration.
Parameters
	path - The property path to group by. Can be a string for simple
properties or a list for nested properties.
	opts - Options:	:objects_per_group - Maximum objects per group (default: 10)
	:number_of_groups - Maximum number of groups to return (default: 10)



Examples
# Simple property
GroupBy.new("category")

# Nested property path
GroupBy.new(["metadata", "type"])

# With limits
GroupBy.new("category", objects_per_group: 5, number_of_groups: 20)

  



  
    
      
    
    
      to_graphql(group_by)



        
          
        

    

  


  

      

          @spec to_graphql(t()) :: String.t()


      


Convert group by configuration to GraphQL format.
Examples
group_by = GroupBy.new("category", objects_per_group: 3, number_of_groups: 5)
GroupBy.to_graphql(group_by)
# => "{path: ["category"], objectsPerGroup: 3, groups: 5}"

  



  
    
      
    
    
      to_map(group_by)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Convert group by configuration to map format (for gRPC).
Examples
group_by = GroupBy.new("category", objects_per_group: 5)
GroupBy.to_map(group_by)
# => %{path: ["category"], objects_per_group: 5, number_of_groups: 10}

  



  
    
      
    
    
      valid?(arg1)



        
          
        

    

  


  

      

          @spec valid?(t()) :: boolean()


      


Validate group by configuration.
Examples
iex> GroupBy.valid?(GroupBy.new("category"))
true

iex> GroupBy.valid?(%GroupBy{path: nil})
false

iex> GroupBy.valid?(%GroupBy{path: "cat", objects_per_group: 0})
false

  


        

      


  

  
    
    WeaviateEx.Query.Rerank - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.Query.Rerank 
    



      
Reranking configuration for query results.
Reranking re-orders search results using a reranker model configured
on the collection. The reranker scores results based on relevance to
the query and returns a rerank_score in metadata.
Examples
# Rerank using a property
rerank = Rerank.new("content")

# Rerank with custom query
rerank = Rerank.new("content", query: "What is machine learning?")

# Use in query
Query.get("Article")
|> Query.near_text("machine learning")
|> Query.rerank(rerank)
|> Query.execute(client)

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(prop, opts \\ [])

      


        Create a new rerank configuration.



    


    
      
        to_graphql(rerank)

      


        Convert rerank configuration to GraphQL format.



    


    
      
        to_grpc(rerank)

      


        Convert rerank configuration to gRPC Rerank message.



    


    
      
        to_map(rerank)

      


        Convert rerank configuration to map format (for gRPC).



    


    
      
        valid?(arg1)

      


        Validate rerank configuration.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Query.Rerank{prop: String.t(), query: String.t() | nil}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      new(prop, opts \\ [])



        
          
        

    

  


  

      

          @spec new(
  String.t(),
  keyword()
) :: t()


      


Create a new rerank configuration.
Parameters
	prop - The property to use for reranking (e.g., "content", "description")
	opts - Options:	:query - Optional query string for reranking. If not provided,
the original search query is used.



Examples
# Basic rerank on a property
Rerank.new("content")

# Rerank with custom query
Rerank.new("content", query: "What is deep learning?")

# Rerank on description field
Rerank.new("description", query: "AI applications")

  



  
    
      
    
    
      to_graphql(rerank)



        
          
        

    

  


  

      

          @spec to_graphql(t()) :: String.t()


      


Convert rerank configuration to GraphQL format.
Examples
rerank = Rerank.new("content", query: "deep learning")
Rerank.to_graphql(rerank)
# => "{property: "content", query: "deep learning"}"

  



  
    
      
    
    
      to_grpc(rerank)



        
          
        

    

  


  

      

          @spec to_grpc(t()) :: struct()


      


Convert rerank configuration to gRPC Rerank message.
Examples
rerank = Rerank.new("content", query: "deep learning")
Rerank.to_grpc(rerank)
# => %Weaviate.V1.Rerank{property: "content", query: "deep learning"}

  



  
    
      
    
    
      to_map(rerank)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Convert rerank configuration to map format (for gRPC).
Examples
rerank = Rerank.new("content", query: "deep learning")
Rerank.to_map(rerank)
# => %{property: "content", query: "deep learning"}

  



  
    
      
    
    
      valid?(arg1)



        
          
        

    

  


  

      

          @spec valid?(t()) :: boolean()


      


Validate rerank configuration.
Examples
iex> Rerank.valid?(Rerank.new("content"))
true

iex> Rerank.valid?(%Rerank{prop: nil})
false

  


        

      


  

  
    
    WeaviateEx.Batch.DeleteResult - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.Batch.DeleteResult 
    



      
Typed result for batch delete operations.
Contains information about the delete operation including matches,
successes, failures, and optionally the deleted objects.
Examples
# Parse a delete response
{:ok, result} = DeleteResult.from_api(response)

# Check statistics
result.matches    # Total objects matching filter
result.successful # Successfully deleted count
result.failed     # Failed deletion count

# Access deleted objects (if verbose output requested)
Enum.each(result.objects, fn obj ->
  IO.puts("Deleted: #{obj.uuid}")
end)

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        all_successful?(result)

      


        Check if all matched objects were successfully deleted.



    


    
      
        failed_objects(result)

      


        Get objects that failed to delete.



    


    
      
        from_api(response)

      


        Parse a delete result from the Weaviate API response.



    


    
      
        has_failures?(result)

      


        Check if any deletions failed.



    


    
      
        successful_objects(result)

      


        Get objects that were successfully deleted.



    


    
      
        summary(result)

      


        Get a summary of the delete operation.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Batch.DeleteResult{
  dry_run: boolean(),
  failed: non_neg_integer(),
  limit: non_neg_integer(),
  matches: non_neg_integer(),
  objects: [WeaviateEx.Batch.DeleteResult.DeletedObject.t()],
  successful: non_neg_integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      all_successful?(result)



        
          
        

    

  


  

      

          @spec all_successful?(t()) :: boolean()


      


Check if all matched objects were successfully deleted.

  



  
    
      
    
    
      failed_objects(result)



        
          
        

    

  


  

      

          @spec failed_objects(t()) :: [WeaviateEx.Batch.DeleteResult.DeletedObject.t()]


      


Get objects that failed to delete.

  



  
    
      
    
    
      from_api(response)



        
          
        

    

  


  

      

          @spec from_api(map()) :: {:ok, t()} | {:error, term()}


      


Parse a delete result from the Weaviate API response.
Examples
response = %{
  "match" => %{"matches" => 10, "limit" => 10000},
  "output" => "verbose",
  "results" => %{
    "successful" => 10,
    "failed" => 0,
    "objects" => [%{"id" => "uuid-1", "status" => "SUCCESS"}]
  }
}
{:ok, result} = DeleteResult.from_api(response)

  



  
    
      
    
    
      has_failures?(result)



        
          
        

    

  


  

      

          @spec has_failures?(t()) :: boolean()


      


Check if any deletions failed.

  



  
    
      
    
    
      successful_objects(result)



        
          
        

    

  


  

      

          @spec successful_objects(t()) :: [WeaviateEx.Batch.DeleteResult.DeletedObject.t()]


      


Get objects that were successfully deleted.

  



  
    
      
    
    
      summary(result)



        
          
        

    

  


  

      

          @spec summary(t()) :: String.t()


      


Get a summary of the delete operation.

  


        

      


  

  
    
    WeaviateEx.Batch.Dynamic - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.Batch.Dynamic 
    



      
Dynamic batch processor that auto-adjusts batch sizes based on server queue.
This GenServer accumulates objects and references, then sends them in batches
to Weaviate. The batch size is dynamically adjusted based on the server's
queue depth to optimize throughput.
Features
	Auto-adjusting batch sizes (10-1000 range by default)
	Concurrent batch sending
	Automatic flushing when batch size is reached
	Error tracking for failed objects/references
	Graceful shutdown with final flush

Examples
# Start a dynamic batcher
{:ok, batcher} = Dynamic.start(client: client)

# Add objects
Dynamic.add_object(batcher, "Article", %{title: "Test"})
Dynamic.add_object(batcher, "Article", %{title: "Test 2"}, uuid: "custom-uuid")

# Add references
Dynamic.add_reference(batcher, "Article", "uuid-1", "hasAuthor", "author-uuid")

# Manually flush
{:ok, results} = Dynamic.flush(batcher)

# Stop and get final results
{:ok, final_results} = Dynamic.stop(batcher)

      


      
        Summary


  
    Types
  


    
      
        batch_object()

      


    


    
      
        batch_reference()

      


    


    
      
        batch_stats()

      


    


    
      
        state()

      


    





  
    Functions
  


    
      
        add_object(pid, collection, properties, opts \\ [])

      


        Add an object to the batch buffer.



    


    
      
        add_reference(pid, collection, from_uuid, property, to_uuid, opts \\ [])

      


        Add a reference to the batch buffer.



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        flush(pid)

      


        Flush all buffered objects and references to Weaviate.



    


    
      
        get_server_batch_stats(client)

      


        Get current server batch statistics.



    


    
      
        get_state(pid)

      


        Get the current state of the batcher.



    


    
      
        report_queue_size(pid, queue_size)

      


        Report the current queue size to adjust batch sizing.



    


    
      
        start(opts)

      


        Start a new dynamic batcher.



    


    
      
        stop(pid)

      


        Stop the batcher, flushing any remaining objects.



    





      


      
        Types


        


  
    
      
    
    
      batch_object()



        
          
        

    

  


  

      

          @type batch_object() :: %{
  collection: String.t(),
  properties: map(),
  uuid: String.t() | nil,
  vector: [float()] | nil,
  tenant: String.t() | nil
}


      



  



  
    
      
    
    
      batch_reference()



        
          
        

    

  


  

      

          @type batch_reference() :: %{
  collection: String.t(),
  from_uuid: String.t(),
  property: String.t(),
  to_uuid: String.t(),
  tenant: String.t() | nil
}


      



  



  
    
      
    
    
      batch_stats()



        
          
        

    

  


  

      

          @type batch_stats() :: %{
  queue_length: non_neg_integer(),
  rate_per_second: float(),
  failed_count: non_neg_integer()
}


      



  



  
    
      
    
    
      state()



        
          
        

    

  


  

      

          @type state() :: %{
  client: WeaviateEx.Client.t(),
  batch_size: pos_integer(),
  min_batch_size: pos_integer(),
  max_batch_size: pos_integer(),
  concurrent_requests: pos_integer(),
  auto_flush: boolean(),
  objects_buffer: [batch_object()],
  references_buffer: [batch_reference()],
  queue_size: non_neg_integer(),
  results: WeaviateEx.Batch.ErrorTracking.Results.t(),
  on_flush: (WeaviateEx.Batch.ErrorTracking.Results.t() -> any()) | nil,
  on_error: (WeaviateEx.Error.t() -> any()) | nil,
  consistency_level: String.t() | nil,
  monitor_server_stats: boolean(),
  poll_interval: pos_integer(),
  poll_timer_ref: reference() | nil,
  auto_retry: boolean(),
  retry_queue_pid: pid() | nil,
  on_permanent_failure: ([map()] -> any()) | nil
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      add_object(pid, collection, properties, opts \\ [])



        
          
        

    

  


  

      

          @spec add_object(pid(), String.t(), map(), keyword()) :: :ok


      


Add an object to the batch buffer.
Options
	:uuid - Custom UUID for the object
	:vector - Custom vector for the object
	:tenant - Tenant name for multi-tenant collections

Examples
Dynamic.add_object(batcher, "Article", %{title: "Test"})
Dynamic.add_object(batcher, "Article", %{title: "Test"}, uuid: "custom-uuid")

  



    

  
    
      
    
    
      add_reference(pid, collection, from_uuid, property, to_uuid, opts \\ [])



        
          
        

    

  


  

      

          @spec add_reference(pid(), String.t(), String.t(), String.t(), String.t(), keyword()) ::
  :ok


      


Add a reference to the batch buffer.
Options
	:tenant - Tenant name for multi-tenant collections

Examples
Dynamic.add_reference(batcher, "Article", "uuid-1", "hasAuthor", "author-uuid")

  



  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      flush(pid)



        
          
        

    

  


  

      

          @spec flush(pid()) ::
  {:ok, WeaviateEx.Batch.ErrorTracking.Results.t()}
  | {:error, WeaviateEx.Error.t()}


      


Flush all buffered objects and references to Weaviate.
Returns aggregated results including any errors.

  



  
    
      
    
    
      get_server_batch_stats(client)



        
          
        

    

  


  

      

          @spec get_server_batch_stats(WeaviateEx.Client.t()) ::
  {:ok, batch_stats()} | {:error, term()}


      


Get current server batch statistics.
Polls the /v1/nodes endpoint to retrieve batch queue information,
useful for monitoring and dynamic batch sizing.
Examples
{:ok, stats} = Dynamic.get_server_batch_stats(client)
# => %{queue_length: 42, rate_per_second: 150.5, failed_count: 0}
Returns
	{:ok, batch_stats()} - Current batch statistics
	{:error, term()} - Error if request fails


  



  
    
      
    
    
      get_state(pid)



        
          
        

    

  


  

      

          @spec get_state(pid()) :: state()


      


Get the current state of the batcher.
Useful for debugging and testing.

  



  
    
      
    
    
      report_queue_size(pid, queue_size)



        
          
        

    

  


  

      

          @spec report_queue_size(pid(), non_neg_integer()) :: :ok


      


Report the current queue size to adjust batch sizing.
Called internally or externally to inform the batcher about server load.

  



  
    
      
    
    
      start(opts)



        
          
        

    

  


  

      

          @spec start(keyword()) :: {:ok, pid()} | {:error, term()}


      


Start a new dynamic batcher.
Options
	:client - WeaviateEx.Client (required)
	:batch_size - Initial batch size (default: 100)
	:min_batch_size - Minimum batch size (default: 10)
	:max_batch_size - Maximum batch size (default: 1000)
	:concurrent_requests - Number of concurrent requests (default: 2)
	:auto_flush - Automatically flush when batch size is reached (default: false)
	:name - Optional name for process registration
	:on_flush - Callback function called after each flush
	:on_error - Callback function called on errors
	:consistency_level - Consistency level for requests
	:monitor_server_stats - Poll server for batch stats to adjust sizing (default: false)
	:poll_interval - Interval in ms between server stat polls (default: 5000)
	:auto_retry - Automatically re-queue failed objects (default: true)
	:max_retries - Maximum retry attempts per object (default: 3)
	:retry_delay_ms - Base delay for retry backoff in ms (default: 1000)
	:on_permanent_failure - Callback for objects that exceed max_retries

Examples
{:ok, batcher} = Dynamic.start(client: client, batch_size: 50)

# With server stats monitoring
{:ok, batcher} = Dynamic.start(client: client, monitor_server_stats: true)

# With auto-retry configuration
{:ok, batcher} = Dynamic.start(
  client: client,
  auto_retry: true,
  max_retries: 5,
  on_permanent_failure: fn objects ->
    Logger.error("Permanent failures: #{length(objects)}")
  end
)

  



  
    
      
    
    
      stop(pid)



        
          
        

    

  


  

      

          @spec stop(pid()) :: {:ok, WeaviateEx.Batch.ErrorTracking.Results.t()}


      


Stop the batcher, flushing any remaining objects.
Returns final aggregated results.

  


        

      


  

  
    
    WeaviateEx.Batch.FixedSize - WeaviateEx v0.7.4
    
    

    


  
  

    
WeaviateEx.Batch.FixedSize 
    



      
Fixed-size batch processor for Weaviate batch operations.
Collects objects into a buffer and splits them into fixed-size batches
for sending to Weaviate.
Examples
# Create a batcher with batch size of 100
batcher = FixedSize.new(batch_size: 100)

# Add objects
batcher =
  batcher
  |> FixedSize.add_object("Article", %{title: "Article 1"})
  |> FixedSize.add_object("Article", %{title: "Article 2"})

# Get batches for sending
batches = FixedSize.get_batches(batcher)

# Send each batch
Enum.each(batches, fn batch ->
  WeaviateEx.Batch.create_objects(client, batch)
end)
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    Functions
  


    
      
        add_object(batcher, collection, properties, opts \\ [])

      


        Add an object to the batch buffer.



    


    
      
        add_reference(batcher, collection, from_uuid, property, to_target, opts \\ [])

      


        Add a reference to the batch buffer.



    


    
      
        buffer_size(batcher)

      


        Get the number of objects currently in the buffer.



    


    
      
        clear(batcher)

      


        Clear the object buffer.



    


    
      
        get_batches(batcher)

      


        Get batches of objects from the buffer.



    


    
      
        get_reference_batches(batcher)

      


        Get batches of references from the buffer.



    


    
      
        new(opts \\ [])

      


        Create a new fixed-size batcher.



    


    
      
        ready_to_send?(batcher)

      


        Check if the buffer has reached the batch size threshold.



    


    
      
        reference_buffer_size(batcher)

      


        Get the number of references currently in the buffer.
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      batch_object()



        
          
        

    

  


  

      

          @type batch_object() :: %{
  collection: String.t(),
  properties: map(),
  uuid: String.t() | nil,
  vector: [float()] | nil,
  tenant: String.t() | nil
}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Batch.FixedSize{
  batch_size: pos_integer(),
  concurrent_requests: pos_integer(),
  objects_buffer: [batch_object()],
  references_buffer: [map()]
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      add_object(batcher, collection, properties, opts \\ [])



        
          
        

    

  


  

      

          @spec add_object(t(), String.t(), map(), keyword()) :: t()


      


Add an object to the batch buffer.
UUID is auto-generated if not provided.
Options
	:uuid - Custom UUID for the object (auto-generated if not provided)
	:vector - Custom vector for the object
	:tenant - Tenant name for multi-tenant collections

Examples
# Auto-generate UUID
batcher
|> FixedSize.add_object("Article", %{title: "Test"})

# With explicit UUID
batcher
|> FixedSize.add_object("Article", %{title: "Test 2"}, uuid: "custom-uuid")

# Deterministic UUID from value
uuid = WeaviateEx.Types.UUID.from_string("Article", "unique-id")
batcher
|> FixedSize.add_object("Article", %{title: "Test"}, uuid: uuid)

  



    

  
    
      
    
    
      add_reference(batcher, collection, from_uuid, property, to_target, opts \\ [])



        
          
        

    

  


  

      

          @spec add_reference(
  t(),
  String.t(),
  String.t(),
  String.t(),
  String.t() | [map()],
  keyword()
) :: t()


      


Add a reference to the batch buffer.
Supports both single-target and multi-target references.
Single Target
batcher
|> FixedSize.add_reference("Article", "uuid-1", "hasAuthor", "uuid-2")
Multi-Target References
batcher
|> FixedSize.add_reference("Article", "uuid-1", "relatedTo", [
  %{collection: "Article", uuid: "related-uuid-1"},
  %{collection: "Video", uuid: "video-uuid-1"}
])
Options
	:tenant - Tenant name for multi-tenant collections


  



  
    
      
    
    
      buffer_size(batcher)



        
          
        

    

  


  

      

          @spec buffer_size(t()) :: non_neg_integer()


      


Get the number of objects currently in the buffer.

  



  
    
      
    
    
      clear(batcher)



        
          
        

    

  


  

      

          @spec clear(t()) :: t()


      


Clear the object buffer.

  



  
    
      
    
    
      get_batches(batcher)



        
          
        

    

  


  

      

          @spec get_batches(t()) :: [[batch_object()]]


      


Get batches of objects from the buffer.
Returns a list of batches, each containing up to batch_size objects.
The buffer order is preserved (first added = first in batch).

  



  
    
      
    
    
      get_reference_batches(batcher)



        
          
        

    

  


  

      

          @spec get_reference_batches(t()) :: [[map()]]


      


Get batches of references from the buffer.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new fixed-size batcher.
Options
	:batch_size - Number of objects per batch (default: 100)
	:concurrent_requests - Number of concurrent requests (default: 2)

Examples
FixedSize.new()
FixedSize.new(batch_size: 50, concurrent_requests: 4)

  



  
    
      
    
    
      ready_to_send?(batcher)



        
          
        

    

  


  

      

          @spec ready_to_send?(t()) :: boolean()


      


Check if the buffer has reached the batch size threshold.

  



  
    
      
    
    
      reference_buffer_size(batcher)



        
          
        

    

  


  

      

          @spec reference_buffer_size(t()) :: non_neg_integer()


      


Get the number of references currently in the buffer.
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WeaviateEx.Batch.RateLimited 
    



      
Rate-limited batch processor for Weaviate that respects vectorizer rate limits.
This GenServer manages batch operations while enforcing rate limits to avoid
overwhelming vectorizer APIs (OpenAI, Cohere, etc.) that have per-minute
request quotas.
Features
	Configurable requests per minute limit
	Automatic throttling based on rate limit
	Retry on rate limit errors with exponential backoff
	Error tracking for failed objects/references
	Callback support for monitoring

Examples
# Start a rate-limited batcher with 30 requests per minute
{:ok, batcher} = RateLimited.start(
  client: client,
  requests_per_minute: 30
)

# Add objects
RateLimited.add_object(batcher, "Article", %{title: "Test"})

# Flush respects rate limits
{:ok, results} = RateLimited.flush(batcher)

# Check remaining capacity
remaining = RateLimited.get_remaining_requests(batcher)

# Stop and get final results
{:ok, final_results} = RateLimited.stop(batcher)
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    Functions
  


    
      
        add_object(pid, collection, properties, opts \\ [])

      


        Add an object to the batch buffer.



    


    
      
        add_reference(pid, collection, from_uuid, property, to_uuid, opts \\ [])

      


        Add a reference to the batch buffer.



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        flush(pid)

      


        Flush all buffered objects and references to Weaviate.



    


    
      
        get_remaining_requests(pid)

      


        Get the number of remaining requests allowed in the current rate window.



    


    
      
        get_state(pid)

      


        Get the current state of the batcher.



    


    
      
        start(opts)

      


        Start a new rate-limited batcher.



    


    
      
        stop(pid)

      


        Stop the batcher, flushing any remaining objects.
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      batch_object()



        
          
        

    

  


  

      

          @type batch_object() :: %{
  collection: String.t(),
  properties: map(),
  uuid: String.t() | nil,
  vector: [float()] | nil,
  tenant: String.t() | nil
}


      



  



  
    
      
    
    
      batch_reference()



        
          
        

    

  


  

      

          @type batch_reference() :: %{
  collection: String.t(),
  from_uuid: String.t(),
  property: String.t(),
  to_uuid: String.t(),
  tenant: String.t() | nil
}


      



  



  
    
      
    
    
      state()



        
          
        

    

  


  

      

          @type state() :: %{
  client: WeaviateEx.Client.t(),
  requests_per_minute: pos_integer(),
  batch_size: pos_integer(),
  objects_buffer: [batch_object()],
  references_buffer: [batch_reference()],
  request_times: [integer()],
  results: WeaviateEx.Batch.ErrorTracking.Results.t(),
  retry_on_rate_limit: boolean(),
  max_retries: pos_integer(),
  retry_sleep: (non_neg_integer() -> any()),
  on_flush: (WeaviateEx.Batch.ErrorTracking.Results.t() -> any()) | nil,
  on_error: (WeaviateEx.Error.t() -> any()) | nil,
  consistency_level: String.t() | nil
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      add_object(pid, collection, properties, opts \\ [])



        
          
        

    

  


  

      

          @spec add_object(pid(), String.t(), map(), keyword()) :: :ok


      


Add an object to the batch buffer.
Options
	:uuid - Custom UUID for the object
	:vector - Custom vector for the object
	:tenant - Tenant name for multi-tenant collections

Examples
RateLimited.add_object(batcher, "Article", %{title: "Test"})
RateLimited.add_object(batcher, "Article", %{title: "Test"}, uuid: "custom-uuid")

  



    

  
    
      
    
    
      add_reference(pid, collection, from_uuid, property, to_uuid, opts \\ [])



        
          
        

    

  


  

      

          @spec add_reference(pid(), String.t(), String.t(), String.t(), String.t(), keyword()) ::
  :ok


      


Add a reference to the batch buffer.
Options
	:tenant - Tenant name for multi-tenant collections

Examples
RateLimited.add_reference(batcher, "Article", "uuid-1", "hasAuthor", "author-uuid")

  



  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      flush(pid)



        
          
        

    

  


  

      

          @spec flush(pid()) ::
  {:ok, WeaviateEx.Batch.ErrorTracking.Results.t()}
  | {:error, WeaviateEx.Error.t()}


      


Flush all buffered objects and references to Weaviate.
This respects the rate limit and may block if necessary.

  



  
    
      
    
    
      get_remaining_requests(pid)



        
          
        

    

  


  

      

          @spec get_remaining_requests(pid()) :: non_neg_integer()


      


Get the number of remaining requests allowed in the current rate window.

  



  
    
      
    
    
      get_state(pid)



        
          
        

    

  


  

      

          @spec get_state(pid()) :: state()


      


Get the current state of the batcher.
Useful for debugging and testing.

  



  
    
      
    
    
      start(opts)



        
          
        

    

  


  

      

          @spec start(keyword()) :: {:ok, pid()} | {:error, term()}


      


Start a new rate-limited batcher.
Options
	:client - WeaviateEx.Client (required)
	:requests_per_minute - Maximum requests per minute (default: 60)
	:batch_size - Number of objects per batch (default: 100)
	:retry_on_rate_limit - Retry on rate limit errors (default: false)
	:max_retries - Maximum retry attempts (default: 5)
	:retry_sleep - Sleep function used between retries (default: &Process.sleep/1)
	:name - Optional name for process registration
	:on_flush - Callback function called after each flush
	:on_error - Callback function called on errors
	:consistency_level - Consistency level for requests

Examples
{:ok, batcher} = RateLimited.start(
  client: client,
  requests_per_minute: 30,
  batch_size: 50
)

  



  
    
      
    
    
      stop(pid)



        
          
        

    

  


  

      

          @spec stop(pid()) :: {:ok, WeaviateEx.Batch.ErrorTracking.Results.t()}


      


Stop the batcher, flushing any remaining objects.
Returns final aggregated results.
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WeaviateEx.Cluster.Node 
    



      
Represents a node in the Weaviate cluster.
Nodes are the individual servers that make up a Weaviate cluster.
Each node can host shards from multiple collections.
Node Status Values
	:healthy - Node is operating normally
	:unhealthy - Node is experiencing issues
	:unavailable - Node cannot be reached

Examples
%Node{
  name: "node-0",
  status: :healthy,
  version: "1.24.0",
  shards: [%Shard{...}]
}
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        from_api(map)

      


        Parse node from API response.



    


    
      
        healthy?(arg1)

      


        Check if node is healthy.



    


    
      
        parse_status(arg1)

      


        Parse status string to atom.



    


    
      
        shards_for_collection(node, collection)

      


        Get shards for a specific collection on this node.



    


    
      
        status_to_api(atom)

      


        Convert status atom to API string.



    


    
      
        total_object_count(node)

      


        Get total object count across all shards on this node.
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          @type status() :: :healthy | :unhealthy | :unavailable


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Cluster.Node{
  git_hash: String.t() | nil,
  name: String.t(),
  shards: [WeaviateEx.Cluster.Shard.t()] | nil,
  stats: map() | nil,
  status: status(),
  version: String.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_api(map)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse node from API response.
Examples
iex> Node.from_api(%{"name" => "node-0", "status" => "HEALTHY", "version" => "1.24.0"})
%Node{name: "node-0", status: :healthy, version: "1.24.0"}

  



  
    
      
    
    
      healthy?(arg1)



        
          
        

    

  


  

      

          @spec healthy?(t()) :: boolean()


      


Check if node is healthy.
Examples
iex> Node.healthy?(%Node{status: :healthy})
true

iex> Node.healthy?(%Node{status: :unhealthy})
false

  



  
    
      
    
    
      parse_status(arg1)



        
          
        

    

  


  

      

          @spec parse_status(String.t()) :: status()


      


Parse status string to atom.
Examples
iex> Node.parse_status("HEALTHY")
:healthy

iex> Node.parse_status("UNHEALTHY")
:unhealthy

  



  
    
      
    
    
      shards_for_collection(node, collection)



        
          
        

    

  


  

      

          @spec shards_for_collection(t(), String.t()) :: [WeaviateEx.Cluster.Shard.t()]


      


Get shards for a specific collection on this node.
Examples
iex> Node.shards_for_collection(node, "Article")
[%Shard{collection: "Article", ...}]

  



  
    
      
    
    
      status_to_api(atom)



        
          
        

    

  


  

      

          @spec status_to_api(status()) :: String.t()


      


Convert status atom to API string.
Examples
iex> Node.status_to_api(:healthy)
"HEALTHY"

  



  
    
      
    
    
      total_object_count(node)



        
          
        

    

  


  

      

          @spec total_object_count(t()) :: non_neg_integer()


      


Get total object count across all shards on this node.
Returns 0 if no shard information is available.
Examples
iex> node = %Node{shards: [%Shard{object_count: 100}, %Shard{object_count: 200}]}
iex> Node.total_object_count(node)
300
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WeaviateEx.Cluster.Replication 
    



      
Replication operation types and status.
Weaviate supports shard replication to move or copy shards between nodes.
This module provides types for tracking replication operations.
Operation Types
	:copy - Copy shard to target node (source remains)
	:move - Move shard to target node (source is removed)

Operation Status
	:pending - Operation is queued
	:running - Operation is in progress
	:completed - Operation finished successfully
	:failed - Operation failed
	:cancelled - Operation was cancelled

Examples
# Create a replication operation
op = %Replication.Operation{
  id: "uuid-123",
  collection: "Article",
  shard: "shard-0",
  source_node: "node-1",
  target_node: "node-2",
  type: :copy,
  status: :running,
  progress: 0.45
}
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        status_from_api(arg1)

      


        Parse status from API response.



    


    
      
        status_to_api(atom)

      


        Convert status to API string.



    


    
      
        type_from_api(arg1)

      


        Parse operation type from API response.



    


    
      
        type_to_api(atom)

      


        Convert operation type to API string.
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          @type operation_type() :: :copy | :move


      



  



  
    
      
    
    
      status()



        
          
        

    

  


  

      

          @type status() :: :pending | :running | :completed | :failed | :cancelled
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          @spec status_from_api(String.t()) :: status()


      


Parse status from API response.
Examples
iex> Replication.status_from_api("RUNNING")
:running

iex> Replication.status_from_api("COMPLETED")
:completed

  



  
    
      
    
    
      status_to_api(atom)



        
          
        

    

  


  

      

          @spec status_to_api(status()) :: String.t()


      


Convert status to API string.
Examples
iex> Replication.status_to_api(:running)
"RUNNING"

  



  
    
      
    
    
      type_from_api(arg1)



        
          
        

    

  


  

      

          @spec type_from_api(String.t()) :: operation_type()


      


Parse operation type from API response.
Examples
iex> Replication.type_from_api("COPY")
:copy

iex> Replication.type_from_api("MOVE")
:move

  



  
    
      
    
    
      type_to_api(atom)



        
          
        

    

  


  

      

          @spec type_to_api(operation_type()) :: String.t()


      


Convert operation type to API string.
Examples
iex> Replication.type_to_api(:copy)
"COPY"

iex> Replication.type_to_api(:move)
"MOVE"
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WeaviateEx.Cluster.Shard 
    



      
Represents a shard in a Weaviate collection.
Shards are the unit of data distribution in Weaviate. Each collection
can have multiple shards distributed across nodes.
Shard Status Values
	:ready - Shard is ready for queries
	:readonly - Shard is in read-only mode
	:indexing - Shard is building indexes
	:loading - Shard is loading data

Examples
%Shard{
  name: "shard-0",
  collection: "Article",
  status: :ready,
  object_count: 1000,
  vector_queue_size: 0
}

      


      
        Summary


  
    Types
  


    
      
        status()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        from_api(map)

      


        Parse shard from API response.



    


    
      
        parse_status(arg1)

      


        Parse status string to atom.



    


    
      
        ready?(arg1)

      


        Check if shard is ready for queries.



    


    
      
        status_to_api(atom)

      


        Convert status atom to API string.



    


    
      
        vectors_indexed?(arg1)

      


        Check if vectors are fully indexed.



    





      


      
        Types


        


  
    
      
    
    
      status()



        
          
        

    

  


  

      

          @type status() :: :ready | :readonly | :indexing | :loading | :lazy_loading


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Cluster.Shard{
  collection: String.t() | nil,
  compressed: boolean(),
  loaded: boolean() | nil,
  name: String.t(),
  node: String.t() | nil,
  object_count: non_neg_integer(),
  status: status(),
  vector_indexing_status: String.t() | nil,
  vector_queue_size: non_neg_integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_api(map)



        
          
        

    

  


  

      

          @spec from_api(map()) :: t()


      


Parse shard from API response.
Examples
iex> Shard.from_api(%{"name" => "shard-0", "status" => "READY", "objectCount" => 100})
%Shard{name: "shard-0", status: :ready, object_count: 100}

  



  
    
      
    
    
      parse_status(arg1)



        
          
        

    

  


  

      

          @spec parse_status(String.t()) :: status()


      


Parse status string to atom.
Examples
iex> Shard.parse_status("READY")
:ready

iex> Shard.parse_status("INDEXING")
:indexing

  



  
    
      
    
    
      ready?(arg1)



        
          
        

    

  


  

      

          @spec ready?(t()) :: boolean()


      


Check if shard is ready for queries.
A shard is considered ready when its status is :ready and there
are no pending vectors in the indexing queue.
Examples
iex> Shard.ready?(%Shard{status: :ready, vector_queue_size: 0})
true

iex> Shard.ready?(%Shard{status: :ready, vector_queue_size: 100})
false

iex> Shard.ready?(%Shard{status: :indexing, vector_queue_size: 0})
false

  



  
    
      
    
    
      status_to_api(atom)



        
          
        

    

  


  

      

          @spec status_to_api(status()) :: String.t()


      


Convert status atom to API string.
Examples
iex> Shard.status_to_api(:ready)
"READY"

  



  
    
      
    
    
      vectors_indexed?(arg1)



        
          
        

    

  


  

      

          @spec vectors_indexed?(t()) :: boolean()


      


Check if vectors are fully indexed.
Returns true when the vector queue is empty, meaning all vectors
have been processed by the async indexing system.
Examples
iex> Shard.vectors_indexed?(%Shard{vector_queue_size: 0})
true

iex> Shard.vectors_indexed?(%Shard{vector_queue_size: 50})
false
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WeaviateEx.Client 
    



      
WeaviateEx client with hybrid gRPC/HTTP support.
The client uses:
	gRPC for data operations (search, batch, aggregate, tenants)
	HTTP for schema operations (collections management)

This hybrid approach is necessary because Weaviate's gRPC API doesn't
include schema management operations.
Usage
# Connect to local Weaviate
{:ok, client} = WeaviateEx.Client.connect(base_url: "http://localhost:8080")

# Connect to Weaviate Cloud
{:ok, client} = WeaviateEx.Client.connect(
  base_url: "https://my-cluster.weaviate.network",
  api_key: "your-api-key"
)

# Use the client
{:ok, results} = WeaviateEx.Query.near_text(client, "Article", "machine learning")

# Disconnect when done
:ok = WeaviateEx.Client.disconnect(client)

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        close(client)

      


        Close the client and release all connections.



    


    
      
        closed?(client)

      


        Check if client has been closed.



    


    
      
        connect(opts \\ [])

      


        Connect to a Weaviate instance.



    


    
      
        disconnect(client)

      


        Disconnect the client.



    


    
      
        graphql(client, query)

      


        Execute a GraphQL query against Weaviate.



    


    
      
        grpc_channel(client)

      


        Get the gRPC channel from the client.



    


    
      
        grpc_connected?(client)

      


        Check if the client has an active gRPC connection.



    


    
      
        grpc_metadata(client)

      


        Build gRPC metadata from client config.



    


    
      
        new(opts \\ [])

      


        Create a new client without establishing connections.



    


    
      
        request(client, method, path, body, opts)

      


        Make an HTTP request using the configured protocol.



    


    
      
        stats(client)

      


        Get client statistics.



    


    
      
        status(client)

      


        Get current client status.



    


    
      
        with_client(opts, fun)

      


        Execute a function with an auto-managed client.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Client{
  config: WeaviateEx.Client.Config.t(),
  grpc_channel: GRPC.Channel.t() | nil,
  protocol_impl: module(),
  state: WeaviateEx.Client.State.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      close(client)



        
          
        

    

  


  

      

          @spec close(t()) :: :ok


      


Close the client and release all connections.
This marks the client as closed and disconnects any active connections.
Once closed, a client cannot be reused - create a new client instead.
Examples
:ok = Client.close(client)

  



  
    
      
    
    
      closed?(client)



        
          
        

    

  


  

      

          @spec closed?(t()) :: boolean()


      


Check if client has been closed.
Examples
false = Client.closed?(client)
Client.close(client)
true = Client.closed?(client)

  



    

  
    
      
    
    
      connect(opts \\ [])



        
          
        

    

  


  

      

          @spec connect(keyword()) :: {:ok, t()} | {:error, WeaviateEx.Error.t()}


      


Connect to a Weaviate instance.
Establishes both gRPC channel (for data operations) and HTTP client
(for schema operations).
Options
	:base_url - HTTP base URL (default: "http://localhost:8080")
	:grpc_host - gRPC host (default: derived from base_url)
	:grpc_port - gRPC port (default: 50051, or 443 for HTTPS)
	:api_key - API key for authentication
	:auth - Authentication config (WeaviateEx.Auth) for API key, bearer token, or OIDC
	:timeout - Connection timeout in milliseconds (default: 30000)
	:skip_grpc - Skip gRPC connection (use HTTP only)
	:skip_init_checks - Skip meta/version/gRPC health checks (default: false)
	:connection - Connection pool settings (WeaviateEx.Config.Connection or keyword list)
	:proxy - Proxy settings (WeaviateEx.Config.Proxy, keyword list, or :env)

Examples
{:ok, client} = WeaviateEx.Client.connect(
  base_url: "http://localhost:8080",
  api_key: "secret-key"
)

  



  
    
      
    
    
      disconnect(client)



        
          
        

    

  


  

      

          @spec disconnect(t()) :: :ok


      


Disconnect the client.
Closes the gRPC channel if one is established.
Examples
:ok = WeaviateEx.Client.disconnect(client)

  



  
    
      
    
    
      graphql(client, query)



        
          
        

    

  


  

      

          @spec graphql(t(), String.t()) :: WeaviateEx.Protocol.response()


      


Execute a GraphQL query against Weaviate.
Used for queries that require GraphQL features not available in gRPC,
such as generative search.
Examples
{:ok, response} = WeaviateEx.Client.graphql(client, "{ Get { Article { title } } }")

  



  
    
      
    
    
      grpc_channel(client)



        
          
        

    

  


  

      

          @spec grpc_channel(t()) :: GRPC.Channel.t() | nil


      


Get the gRPC channel from the client.
Returns nil if no gRPC channel is established.
Examples
channel = WeaviateEx.Client.grpc_channel(client)

  



  
    
      
    
    
      grpc_connected?(client)



        
          
        

    

  


  

      

          @spec grpc_connected?(t()) :: boolean()


      


Check if the client has an active gRPC connection.
Examples
true = WeaviateEx.Client.grpc_connected?(client)

  



  
    
      
    
    
      grpc_metadata(client)



        
          
        

    

  


  

      

          @spec grpc_metadata(t()) :: map()


      


Build gRPC metadata from client config.
Includes authorization header if API key is set.
Examples
metadata = WeaviateEx.Client.grpc_metadata(client)

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: {:ok, t()}


      


Create a new client without establishing connections.
This is a lightweight alternative to connect/1 that doesn't establish
the gRPC channel upfront. Useful for testing or when you need to
configure the client before connecting.
Examples
{:ok, client} = WeaviateEx.Client.new(
  base_url: "http://localhost:8080",
  api_key: "secret-key"
)

  



  
    
      
    
    
      request(client, method, path, body, opts)



        
          
        

    

  


  

      

          @spec request(
  t(),
  WeaviateEx.Protocol.method(),
  WeaviateEx.Protocol.path(),
  WeaviateEx.Protocol.body(),
  WeaviateEx.Protocol.opts()
) :: WeaviateEx.Protocol.response()


      


Make an HTTP request using the configured protocol.
Used for schema/collection operations which don't have gRPC equivalents.
Examples
{:ok, response} = WeaviateEx.Client.request(client, :get, "/v1/schema", nil, [])

  



  
    
      
    
    
      stats(client)



        
          
        

    

  


  

      

          @spec stats(t()) :: WeaviateEx.Client.State.t()


      


Get client statistics.
Returns state information including request counts, error counts,
and timestamps.
Examples
stats = Client.stats(client)
IO.puts("Requests: #{stats.request_count}")

  



  
    
      
    
    
      status(client)



        
          
        

    

  


  

      

          @spec status(t()) :: WeaviateEx.Client.State.status()


      


Get current client status.
Returns one of:
	:initializing - Client is being set up
	:connected - Client is connected and ready
	:disconnected - Client is disconnected but not closed
	:closed - Client has been closed and cannot be reused

Examples
:connected = Client.status(client)

  



  
    
      
    
    
      with_client(opts, fun)



        
          
        

    

  


  

      

          @spec with_client(
  keyword(),
  (t() -> result)
) :: result
when result: term()


      


Execute a function with an auto-managed client.
Creates a client, executes the function, and ensures cleanup even if
the function raises an error.
Examples
result = Client.with_client([base_url: url], fn client ->
  WeaviateEx.Objects.list(client, "Article")
end)
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WeaviateEx.Embedded 
    



      
Manage a local, embedded Weaviate instance by downloading the official binary,
mirroring the behaviour of the Python client's connect_to_embedded.
This module downloads the requested Weaviate release (once), keeps it in a
cache directory, spawns the binary with sensible defaults, waits for both HTTP
and gRPC listeners to become ready, and provides a handle that can be stopped
when the caller is done.

      


      
        Summary


  
    Types
  


    
      
        option()

      


        Options that control the embedded instance lifecycle.



    





  
    Functions
  


    
      
        start(opts \\ [])

      


        Starts an embedded Weaviate process.



    


    
      
        stop(instance)

      


        Stops the embedded instance represented by instance.



    





      


      
        Types


        


  
    
      
    
    
      option()



        
          
        

    

  


  

      

          @type option() ::
  {:version, String.t()}
  | {:hostname, String.t()}
  | {:port, non_neg_integer()}
  | {:grpc_port, non_neg_integer()}
  | {:binary_path, String.t()}
  | {:persistence_data_path, String.t()}
  | {:environment_variables, map()}
  | {:ready_timeout, non_neg_integer()}


      


Options that control the embedded instance lifecycle.

  


        

      

      
        Functions


        


    

  
    
      
    
    
      start(opts \\ [])



        
          
        

    

  


  

      

          @spec start([option()]) :: {:ok, WeaviateEx.Embedded.Instance.t()} | {:error, term()}


      


Starts an embedded Weaviate process.
Returns an %Instance{} handle that must be stopped with stop/1 to clean
up the spawned OS process.

  



  
    
      
    
    
      stop(instance)



        
          
        

    

  


  

      

          @spec stop(WeaviateEx.Embedded.Instance.t()) :: :ok


      


Stops the embedded instance represented by instance.
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WeaviateEx.Error exception
    



      
Error struct for WeaviateEx operations.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        backup_already_exists(backup_id, backend)

      


        Create a backup already exists error.



    


    
      
        backup_failed(backup_id, reason)

      


        Create a backup failed error.



    


    
      
        backup_not_found(backup_id, backend)

      


        Create a backup not found error.



    


    
      
        backup_timeout(backup_id, operation)

      


        Create a backup timeout error.



    


    
      
        cluster_not_ready()

      


        Create a cluster not ready error.



    


    
      
        from_grpc_error(rpc_error)

      


        Create error from GRPC.RPCError struct.



    


    
      
        from_grpc_status(status_code, message, details \\ %{})

      


        Create error from gRPC status code.



    


    
      
        from_status_code(code, body)

      


        Create error from HTTP status code



    


    
      
        grpc_retryable?(arg1)

      


        Checks if a gRPC status code is retryable.



    


    
      
        invalid_backend(backend)

      


        Create an invalid backup backend error.



    


    
      
        invalid_permission(reason)

      


        Create an invalid permission error.



    


    
      
        node_not_found(node_name)

      


        Create a node not found error.



    


    
      
        permission_denied(action, resource)

      


        Create a permission denied error.



    


    
      
        rbac_error(type, message, details \\ %{})

      


        Create an RBAC-specific error with category metadata.



    


    
      
        replication_failed(operation_id, reason)

      


        Create a replication failed error.



    


    
      
        replication_timeout(operation_id)

      


        Create a replication timeout error.



    


    
      
        restore_failed(backup_id, reason)

      


        Create a restore failed error.



    


    
      
        role_not_found(role_name)

      


        Create a role not found error.



    


    
      
        shard_not_found(collection, shard_name)

      


        Create a shard not found error.



    


    
      
        user_not_found(user_id)

      


        Create a user not found error.



    


    
      
        vector_indexing_timeout(collection)

      


        Create a vector indexing timeout error.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Error{
  __exception__: true,
  details: map(),
  message: String.t(),
  status_code: integer() | nil,
  type: atom()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      backup_already_exists(backup_id, backend)



        
          
        

    

  


  

      

          @spec backup_already_exists(String.t(), atom()) :: t()


      


Create a backup already exists error.
Examples
error = Error.backup_already_exists("backup-123", :s3)

  



  
    
      
    
    
      backup_failed(backup_id, reason)



        
          
        

    

  


  

      

          @spec backup_failed(String.t(), String.t()) :: t()


      


Create a backup failed error.
Examples
error = Error.backup_failed("backup-123", "disk full")

  



  
    
      
    
    
      backup_not_found(backup_id, backend)



        
          
        

    

  


  

      

          @spec backup_not_found(String.t(), atom()) :: t()


      


Create a backup not found error.
Examples
error = Error.backup_not_found("backup-123", :filesystem)

  



  
    
      
    
    
      backup_timeout(backup_id, operation)



        
          
        

    

  


  

      

          @spec backup_timeout(String.t(), atom()) :: t()


      


Create a backup timeout error.
Examples
error = Error.backup_timeout("backup-123", :create)

  



  
    
      
    
    
      cluster_not_ready()



        
          
        

    

  


  

      

          @spec cluster_not_ready() :: t()


      


Create a cluster not ready error.
Examples
error = Error.cluster_not_ready()

  



  
    
      
    
    
      from_grpc_error(rpc_error)



        
          
        

    

  


  

      

          @spec from_grpc_error(GRPC.RPCError.t()) :: t()


      


Create error from GRPC.RPCError struct.
Examples
error = Error.from_grpc_error(%GRPC.RPCError{status: 5, message: "Not found"})
error.type #=> :not_found

  



    

  
    
      
    
    
      from_grpc_status(status_code, message, details \\ %{})



        
          
        

    

  


  

      

          @spec from_grpc_status(atom(), String.t(), map()) :: t()


      


Create error from gRPC status code.
Maps gRPC status codes to WeaviateEx error types.
Examples
error = Error.from_grpc_status(:not_found, "Object not found")
error.type #=> :not_found

error = Error.from_grpc_status(:unavailable, "Service unavailable")
error.type #=> :service_unavailable

  



  
    
      
    
    
      from_status_code(code, body)



        
          
        

    

  


  

Create error from HTTP status code

  



  
    
      
    
    
      grpc_retryable?(arg1)



        
          
        

    

  


  

      

          @spec grpc_retryable?(atom()) :: boolean()


      


Checks if a gRPC status code is retryable.
Examples
true = Error.grpc_retryable?(:unavailable)
true = Error.grpc_retryable?(:resource_exhausted)
false = Error.grpc_retryable?(:invalid_argument)

  



  
    
      
    
    
      invalid_backend(backend)



        
          
        

    

  


  

      

          @spec invalid_backend(atom()) :: t()


      


Create an invalid backup backend error.
Examples
error = Error.invalid_backend(:invalid)

  



  
    
      
    
    
      invalid_permission(reason)



        
          
        

    

  


  

      

          @spec invalid_permission(String.t()) :: t()


      


Create an invalid permission error.
Examples
error = Error.invalid_permission("Invalid action for collection type")

  



  
    
      
    
    
      node_not_found(node_name)



        
          
        

    

  


  

      

          @spec node_not_found(String.t()) :: t()


      


Create a node not found error.
Examples
error = Error.node_not_found("node-1")

  



  
    
      
    
    
      permission_denied(action, resource)



        
          
        

    

  


  

      

          @spec permission_denied(atom(), String.t()) :: t()


      


Create a permission denied error.
Examples
error = Error.permission_denied(:delete, "Article")

  



    

  
    
      
    
    
      rbac_error(type, message, details \\ %{})



        
          
        

    

  


  

      

          @spec rbac_error(atom(), String.t(), map()) :: t()


      


Create an RBAC-specific error with category metadata.
Examples
error = Error.rbac_error(:not_found, "Role not found", %{role: "admin"})

  



  
    
      
    
    
      replication_failed(operation_id, reason)



        
          
        

    

  


  

      

          @spec replication_failed(String.t(), String.t()) :: t()


      


Create a replication failed error.
Examples
error = Error.replication_failed("op-123", "target node unavailable")

  



  
    
      
    
    
      replication_timeout(operation_id)



        
          
        

    

  


  

      

          @spec replication_timeout(String.t()) :: t()


      


Create a replication timeout error.
Examples
error = Error.replication_timeout("op-123")

  



  
    
      
    
    
      restore_failed(backup_id, reason)



        
          
        

    

  


  

      

          @spec restore_failed(String.t(), String.t()) :: t()


      


Create a restore failed error.
Examples
error = Error.restore_failed("backup-123", "collection already exists")

  



  
    
      
    
    
      role_not_found(role_name)



        
          
        

    

  


  

      

          @spec role_not_found(String.t()) :: t()


      


Create a role not found error.
Examples
error = Error.role_not_found("admin")

  



  
    
      
    
    
      shard_not_found(collection, shard_name)



        
          
        

    

  


  

      

          @spec shard_not_found(String.t(), String.t()) :: t()


      


Create a shard not found error.
Examples
error = Error.shard_not_found("Article", "shard-1")

  



  
    
      
    
    
      user_not_found(user_id)



        
          
        

    

  


  

      

          @spec user_not_found(String.t()) :: t()


      


Create a user not found error.
Examples
error = Error.user_not_found("john.doe")

  



  
    
      
    
    
      vector_indexing_timeout(collection)



        
          
        

    

  


  

      

          @spec vector_indexing_timeout(String.t()) :: t()


      


Create a vector indexing timeout error.
Examples
error = Error.vector_indexing_timeout("Article")
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WeaviateEx.Integrations 
    



      
API integration header builders for external AI providers.
Weaviate uses custom HTTP headers to pass API keys for various
AI service integrations (vectorizers, generative modules, rerankers).
Examples
# Single provider
headers = Integrations.openai(api_key: "sk-...")

# Multiple providers
headers = Integrations.merge([
  Integrations.openai(api_key: "sk-..."),
  Integrations.cohere(api_key: "cohere-key"),
  Integrations.huggingface(api_key: "hf-key")
])

# Use with client
WeaviateEx.Client.new(
  base_url: "http://localhost:8080",
  headers: headers
)

      


      
        Summary


  
    Types
  


    
      
        headers()

      


    





  
    Functions
  


    
      
        anthropic(opts)

      


        Anthropic integration headers.



    


    
      
        aws(opts)

      


        AWS integration headers.



    


    
      
        azure_openai(opts)

      


        Azure OpenAI integration headers.



    


    
      
        cohere(opts)

      


        Cohere integration headers.



    


    
      
        databricks(opts)

      


        Databricks integration headers.



    


    
      
        google(opts)

      


        Google/Vertex AI integration headers.



    


    
      
        huggingface(opts)

      


        HuggingFace integration headers.



    


    
      
        jinaai(opts)

      


        JinaAI integration headers.



    


    
      
        merge(header_lists)

      


        Merge multiple integration header lists.



    


    
      
        mistral(opts)

      


        Mistral integration headers.



    


    
      
        nvidia(opts)

      


        NVIDIA integration headers.



    


    
      
        openai(opts)

      


        OpenAI integration headers.



    


    
      
        voyageai(opts)

      


        VoyageAI integration headers.
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      headers()



        
          
        

    

  


  

      

          @type headers() :: [{String.t(), String.t()}]


      



  


        

      

      
        Functions


        


  
    
      
    
    
      anthropic(opts)



        
          
        

    

  


  

      

          @spec anthropic(keyword()) :: headers()


      


Anthropic integration headers.
Options
	:api_key - Anthropic API key (required)

Examples
Integrations.anthropic(api_key: "anthropic-key")

  



  
    
      
    
    
      aws(opts)



        
          
        

    

  


  

      

          @spec aws(keyword()) :: headers()


      


AWS integration headers.
Options
	:access_key - AWS access key ID (required)
	:secret_key - AWS secret access key (required)
	:session_token - AWS session token (optional, for temporary credentials)

Examples
Integrations.aws(access_key: "AKIA...", secret_key: "secret")
Integrations.aws(access_key: "AKIA...", secret_key: "secret", session_token: "token")

  



  
    
      
    
    
      azure_openai(opts)



        
          
        

    

  


  

      

          @spec azure_openai(keyword()) :: headers()


      


Azure OpenAI integration headers.
Options
	:api_key - Azure OpenAI API key (required)

Examples
Integrations.azure_openai(api_key: "azure-key")

  



  
    
      
    
    
      cohere(opts)



        
          
        

    

  


  

      

          @spec cohere(keyword()) :: headers()


      


Cohere integration headers.
Options
	:api_key - Cohere API key (required)
	:requests_per_minute_embeddings - Rate limit for embedding requests per minute (optional)
	:base_url - Custom base URL for the API (optional)

Examples
Integrations.cohere(api_key: "cohere-key")
Integrations.cohere(api_key: "cohere-key", requests_per_minute_embeddings: 1000)

  



  
    
      
    
    
      databricks(opts)



        
          
        

    

  


  

      

          @spec databricks(keyword()) :: headers()


      


Databricks integration headers.
Options
	:token - Databricks access token (required)

Examples
Integrations.databricks(token: "dapi...")

  



  
    
      
    
    
      google(opts)



        
          
        

    

  


  

      

          @spec google(keyword()) :: headers()


      


Google/Vertex AI integration headers.
Options
	:api_key - Google API key (required)
	:vertex - Set to true for Vertex AI (optional)

Examples
Integrations.google(api_key: "google-key")
Integrations.google(api_key: "google-key", vertex: true)

  



  
    
      
    
    
      huggingface(opts)



        
          
        

    

  


  

      

          @spec huggingface(keyword()) :: headers()


      


HuggingFace integration headers.
Options
	:api_key - HuggingFace API key (required)

Examples
Integrations.huggingface(api_key: "hf-key")

  



  
    
      
    
    
      jinaai(opts)



        
          
        

    

  


  

      

          @spec jinaai(keyword()) :: headers()


      


JinaAI integration headers.
Options
	:api_key - JinaAI API key (required)

Examples
Integrations.jinaai(api_key: "jina-key")

  



  
    
      
    
    
      merge(header_lists)



        
          
        

    

  


  

      

          @spec merge([headers()]) :: headers()


      


Merge multiple integration header lists.
Examples
headers = Integrations.merge([
  Integrations.openai(api_key: "sk-..."),
  Integrations.cohere(api_key: "cohere-key")
])

  



  
    
      
    
    
      mistral(opts)



        
          
        

    

  


  

      

          @spec mistral(keyword()) :: headers()


      


Mistral integration headers.
Options
	:api_key - Mistral API key (required)

Examples
Integrations.mistral(api_key: "mistral-key")

  



  
    
      
    
    
      nvidia(opts)



        
          
        

    

  


  

      

          @spec nvidia(keyword()) :: headers()


      


NVIDIA integration headers.
Options
	:api_key - NVIDIA API key (required)

Examples
Integrations.nvidia(api_key: "nvidia-key")

  



  
    
      
    
    
      openai(opts)



        
          
        

    

  


  

      

          @spec openai(keyword()) :: headers()


      


OpenAI integration headers.
Options
	:api_key - OpenAI API key (required)
	:organization - OpenAI organization ID (optional)
	:requests_per_minute_embeddings - Rate limit for embedding requests per minute (optional)
	:tokens_per_minute_embeddings - Rate limit for tokens per minute for embeddings (optional)
	:base_url - Custom base URL for the API (optional)

Examples
Integrations.openai(api_key: "sk-...")
Integrations.openai(api_key: "sk-...", organization: "org-123")
Integrations.openai(api_key: "sk-...", requests_per_minute_embeddings: 3000)

  



  
    
      
    
    
      voyageai(opts)



        
          
        

    

  


  

      

          @spec voyageai(keyword()) :: headers()


      


VoyageAI integration headers.
Options
	:api_key - VoyageAI API key (required)

Examples
Integrations.voyageai(api_key: "voyage-key")
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WeaviateEx.Application 
    



      
Application module for WeaviateEx.
Starts the Finch HTTP client pool and performs startup health checks
to ensure Weaviate is properly configured and accessible.
Configuration
You can configure the strictness of health checks:
config :weaviate_ex,
  url: "http://localhost:8080",
  strict: true  # Default: true
When strict: true, the application will raise an error if it cannot
connect to Weaviate on startup. Set to false to allow the application
to start even if Weaviate is unreachable (useful for development).
Mix Tasks
WeaviateEx provides Mix tasks for managing local Weaviate instances:
	mix weaviate.start - Start Weaviate Docker container
	mix weaviate.stop - Stop Weaviate Docker container
	mix weaviate.status - Show Weaviate status
	mix weaviate.logs - View Weaviate logs


      


      
        Summary


  
    Functions
  


    
      
        perform_health_check(strict \\ true)

      


        Performs a health check against the Weaviate instance.
Returns :ok if healthy, {:error, reason} otherwise.



    


    
      
        validate_config()

      


        Validates that required configuration is present.



    





      


      
        Functions


        


    

  
    
      
    
    
      perform_health_check(strict \\ true)



        
          
        

    

  


  

Performs a health check against the Weaviate instance.
Returns :ok if healthy, {:error, reason} otherwise.
If strict is true (default), raises an error on connection failure.
If strict is false, logs a warning and continues.

  



  
    
      
    
    
      validate_config()



        
          
        

    

  


  

Validates that required configuration is present.
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WeaviateEx.Error.ClosedClientError exception
    



      
Raised when operations are attempted on a closed client.
This error indicates that the client has been explicitly closed
and can no longer be used for operations.
Example
client = Client.new(base_url: "http://localhost:8080")
Client.close(client)

# This will raise ClosedClientError
Client.request(client, :get, "/v1/meta", nil, [])

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Error.ClosedClientError{
  __exception__: true,
  closed_at: DateTime.t() | nil,
  message: String.t()
}
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WeaviateEx.Error.VersionError exception
    



      
Raised when connecting to an unsupported Weaviate server version.
WeaviateEx requires Weaviate server version 1.27.0 or higher.
This error provides detailed information about the version mismatch
and how to resolve it.
Example
# Connecting to an old Weaviate server will raise:
raise WeaviateEx.Error.VersionError,
  server_version: "1.20.0",
  min_version: "1.27.0"
Bypassing Version Checks
If you need to connect to an older server (not recommended), you can
bypass version checks:
{:ok, client} = WeaviateEx.Client.connect(
  base_url: "http://localhost:8080",
  skip_init_checks: true
)
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        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WeaviateEx.Error.VersionError{
  __exception__: true,
  message: String.t(),
  min_version: String.t(),
  server_version: String.t()
}
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mix weaviate.bench 
    



      
Runs WeaviateEx benchmarks.
Usage
mix weaviate.bench           # Run all benchmarks
mix weaviate.bench batch     # Run batch benchmark
mix weaviate.bench query     # Run query benchmark
Requirements
Requires a running Weaviate instance on localhost:8080.
Start Weaviate first:
mix weaviate.start
Output
Results are saved to bench/output/ as HTML files for detailed analysis.
Console output provides quick summary statistics.
Available Benchmarks
	batch - Benchmark batch insert operations with various object counts
	query - Benchmark query operations (near_vector, BM25, hybrid)

Examples
# Run all benchmarks
mix weaviate.bench

# Run only batch benchmarks
mix weaviate.bench batch

# Run only query benchmarks
mix weaviate.bench query
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mix weaviate.logs 
    



      
Shows logs from the Weaviate Docker profiles copied from the Python client.
Usage
mix weaviate.logs [options]
Options
-f, --follow      - Follow log output (requires --file)
-n, --tail        - Number of lines to show from end (default: 100)
--since           - Show logs since timestamp (e.g. 10m, 2023-01-01T00:00:00)
--until           - Show logs until timestamp
--service         - Limit to a specific compose service
--file            - Restrict to a specific docker-compose file (e.g. docker-compose.yml)
Examples
# Show last 100 lines
mix weaviate.logs

# Follow async profile logs
mix weaviate.logs --file docker-compose-async.yml --follow
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mix weaviate.start 
    



      
Starts Weaviate Docker containers using the CI scripts.
Usage
mix weaviate.start [options]
This task runs ./ci/start_weaviate.sh which will:
	Stop any existing Weaviate containers
	Start all docker-compose configurations
	Wait until each Weaviate instance reports ready via /v1/.well-known/ready

Options
--version, -v  - Weaviate Docker image version (default: 1.28.14)
--all, -a      - Start all configurations (default behavior)
Examples
mix weaviate.start
mix weaviate.start --version 1.30.5
mix weaviate.start --all --version 1.28.14
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mix weaviate.status 
    



      
Shows the status of Weaviate Docker containers.
Usage
mix weaviate.status
This task displays:
	Running Weaviate-related Docker containers via docker ps
	Health check status for the primary Weaviate instance

Examples
mix weaviate.status
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mix weaviate.stop 
    



      
Stops Weaviate Docker containers using the CI scripts.
Usage
mix weaviate.stop [options]
This task runs ./ci/stop_weaviate.sh which will:
	Stop all docker-compose configurations
	Remove the weaviate-data directory (unless --keep-data is specified)

Options
--keep-data, -k  - Preserve Weaviate data directory after stopping
Examples
mix weaviate.stop
mix weaviate.stop --keep-data
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mix weaviate.test 
    



      
Runs integration tests with Weaviate Docker containers.
Usage
mix weaviate.test [options]
This task will:
	Start Weaviate containers using ./ci/start_weaviate.sh
	Wait for Weaviate to be ready
	Run integration tests with WEAVIATE_INTEGRATION=true
	Stop Weaviate containers (unless --keep is specified)

Options
--keep, -k     - Keep Weaviate running after tests complete
--version, -v  - Weaviate Docker image version (default: 1.28.14)
Examples
mix weaviate.test
mix weaviate.test --keep
mix weaviate.test --version 1.30.5
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