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    whisper_cpp

A thin Elixir wrapper around whisper-rs,
the Rust bindings to whisper.cpp.
It exposes whisper.cpp speech-to-text to the BEAM through a Rustler NIF: load a
model, hand it 16 kHz mono f32 PCM, get structured segments back. No subprocess,
no Python, no temporary files.
Installation
def deps do
  [{:whisper_cpp, "~> 0.1.0"}]
end
Installation downloads a precompiled NIF for your target from the project's
GitHub releases - no Rust toolchain needed. Requires Elixir 1.19+.
Usage
{:ok, model} = WhisperCpp.load_model("models/ggml-large-v3.bin")

# Decode upstream (ffmpeg, bumblebee, ...) into 16 kHz mono f32 PCM:
#   ffmpeg -i jfk.wav -f f32le -ac 1 -ar 16000 jfk.pcm
pcm = File.read!("jfk.pcm")

{:ok, %WhisperCpp.Transcription{text: text, segments: segs}} =
  WhisperCpp.transcribe(model, {:pcm_f32, pcm}, language: "en")

IO.puts(text)
for s <- segs, do: IO.puts("[#{s.start}-#{s.end}] #{s.text}")
Audio is always {:pcm_f32, binary} - little-endian f32 samples, mono, 16 kHz,
normalised to [-1.0, 1.0]. The library does not decode WAV/MP3/etc;
decode upstream. transcribe_slice/4 runs a [start_s, end_s) window of a
master PCM buffer and shifts the returned times back into the source timeline.
See the docs for the full option list
(:translate, :initial_prompt, :word_timestamps, :beam_size,
:n_threads, cancellation, progress messages, ...) and error handling.
Backends
CPU is always available. Pick one accelerator per build; the precompiled Hex
package ships CPU plus cuda / hipblas variants for Linux and Metal on Apple
Silicon, selected via WHISPER_CPP_VARIANT:
WHISPER_CPP_VARIANT=cuda mix deps.compile whisper_cpp

To build from source with any whisper-rs backend (cuda, hipblas, vulkan,
metal, coreml, intel-sycl, openblas, openmp):
WHISPER_CPP_BUILD=1 WHISPER_CPP_FEATURES=cuda mix compile

Source builds need a Rust toolchain, cmake, a C++17 compiler, and the
backend's own SDK (CUDA toolkit, ROCm, Vulkan SDK, ...).
Testing
mix test                  # unit tests, no downloads
mix test --include integration  # downloads ggml-tiny.en + JFK sample, real inference

License
MIT. whisper.cpp is MIT-licensed; whisper-rs is public domain (Unlicense)
and vendors whisper.cpp, linking it statically.


  

    Changelog

All notable changes to whisper_cpp will be documented in this file. The
format follows Keep a Changelog;
this project adheres to Semantic Versioning.
[0.2.0] - 2026-05-20
Added
	WhisperCpp.load_model/2: GGML/GGUF model loading with :cpu, :cuda,
:hipblas, :vulkan, :metal, :coreml, :intel_sycl, and :auto
device selection.
	WhisperCpp.transcribe/3: full whisper.cpp transcription on
{:pcm_f32, binary} buffers (little-endian f32 mono at 16 kHz) with
segment, token, and optional per-word output.
	WhisperCpp.transcribe_slice/4: time-shifted per-slice transcription that
reuses one decoded PCM buffer.
	WhisperCpp.AbortHandle: cooperative cancellation. Pass an %AbortHandle{}
via :abort_handle and call AbortHandle.abort/1 from another process to
stop in-flight inference; the partial transcription produced before the
abort is returned.
	:progress_pid transcribe option: receive {:whisper_progress, pct}
messages as work advances; duplicate percentages are coalesced.
	:word_timestamps option for per-word timing.
	WhisperCpp.available_devices/0: backend introspection for the loaded NIF
artefact.
	WhisperCpp.Pcm: PCM slicing helpers. Audio file decoding is intentionally
out of scope; callers decode upstream (ffmpeg, Bumblebee, ...) and share one
decoded PCM buffer across stages.
	Rustler NIF built on whisper-rs, with cargo features for cuda,
hipblas, vulkan, metal, coreml, intel-sycl, openblas, and
openmp. Inference does not serialise across processes sharing one loaded
model.
	Precompiled NIF artefacts via rustler_precompiled for x86_64 / aarch64
Linux (CPU, CUDA, hipBLAS variants) and aarch64 macOS (Metal).



  

    whisper_cpp usage rules

For agents and humans writing code against whisper_cpp. These rules are
shipped with the Hex package so downstream consumers can opt in to a
consistent set of conventions.
Loading models
	Pass a path to a .bin or .gguf whisper.cpp checkpoint to
WhisperCpp.load_model/2. Download checkpoints from
https://huggingface.co/ggerganov/whisper.cpp.
	Cache the %WhisperCpp.Model{} for the process lifetime; loading is
expensive and the underlying NIF resource is safe to share across
BEAM processes - concurrent transcribe/3 calls do not serialise.
	Prefer device: :auto (the default). Explicit device selection that
does not match the installed NIF artefact returns :invalid_request.

Audio input
	transcribe/3 accepts exactly one shape: {:pcm_f32, binary()},
where the binary is little-endian IEEE-754 f32 samples, mono,
16 kHz, normalised to [-1.0, 1.0].

	This library does not decode audio file formats. Decode WAV,
MP3, FLAC, M4A, Opus, etc. upstream and hand the PCM in. Standard
recipe with ffmpeg:
ffmpeg -i input.mp3 -f f32le -ac 1 -ar 16000 input.pcm

In Elixir: pcm = File.read!("input.pcm"), then
WhisperCpp.transcribe(model, {:pcm_f32, pcm}, ...).

	Bare binaries (without the {:pcm_f32, _} wrapper) and file paths
are rejected with :invalid_request. A typo'd path used to turn
into garbage PCM; the wrapper surfaces the bug instead.


Slicing PCM
	Use WhisperCpp.transcribe_slice/4 to transcribe a [start_s, end_s)
window of an already-decoded master PCM buffer. It handles the byte
math, runs whisper.cpp on the slice, and shifts segment/word times
back into the absolute timeline.
	Slices shorter than 0.3 s return an empty transcription. whisper.cpp
pads short inputs and hallucinates into the padding; do not pass
unfiltered VAD output.

Cancellation and progress
	For cancellable transcribes, mint a %WhisperCpp.AbortHandle{} via
WhisperCpp.AbortHandle.new/0 and pass it via :abort_handle.
Signal cancellation from another process with
WhisperCpp.AbortHandle.abort/1. The call returns
{:ok, partial_transcription} with whatever segments completed
before whisper.cpp's next abort poll.
	For progress, pass :progress_pid (commonly self() inside a
Task). The pid receives {:whisper_progress, percent} messages
(0..100) as work advances; duplicate percentages are coalesced.
	Both hooks are zero-cost when omitted.

Options and errors
	Pass options as keyword lists. Unknown keys and out-of-range values
fail with {:error, %WhisperCpp.Error{reason: :invalid_request}}
before reaching the NIF - rely on this for input validation.
	Match %WhisperCpp.Error{} (or its :reason field) rather than
inspecting message strings.

Performance
	:n_threads defaults to 4. On dedicated nodes, set it to the number
of physical cores.
	Word timestamps add one DTW pass; enable :word_timestamps only when
you need them.
	For latency-sensitive workloads, prefer :single_segment on short
clips to skip the segment-split pass.
	Beam search (:beam_size > 1) is roughly 2-3x slower than greedy and
worth it for the lowest WER on long-form audio; for short slices,
greedy is usually fine.
	A single loaded model handle is safe to share: parallel transcribe
calls do not serialise on the context lock, so saturating a GPU or
multi-core CPU from many BEAM processes is the expected pattern.



  

    
WhisperCpp 
    



      
Native Elixir bindings for whisper.cpp.
A thin wrapper around the
whisper-rs crate, calling
whisper.cpp's C API through a Rustler NIF. No whisper-cli subprocess,
no Python, no temporary files. Structured per-segment results,
:initial_prompt biasing, word-level timestamps, and CUDA / ROCm
(hipBLAS) / Metal / CPU backends.
Quickstart
{:ok, model} = WhisperCpp.load_model("models/ggml-large-v3.bin")

{:ok, %WhisperCpp.Transcription{text: text, segments: segs}} =
  WhisperCpp.transcribe(model, {:pcm_f32, samples}, language: "en")

IO.puts(text)
for s <- segs, do: IO.puts("[#{s.start}-#{s.end}] #{s.text}")
Audio contract
transcribe/3 accepts exactly one input shape:
{:pcm_f32, binary()}
where binary is little-endian IEEE-754 f32 samples, mono, 16 kHz,
normalised to [-1.0, 1.0]. Decode audio file formats (WAV, MP3,
FLAC, M4A, Opus, ...) upstream with ffmpeg or similar:
ffmpeg -i input.mp3 -f f32le -ac 1 -ar 16000 - | …
Use transcribe_slice/4 to transcribe a [start_s, end_s) window of an
already-decoded master PCM buffer; the returned segment / word times
are shifted back into the original audio timeline.
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        audio()

      


        Audio input accepted by transcribe/3.



    


    
      
        load_opt()

      


        Options accepted by load_model/2.



    


    
      
        transcribe_opt()

      


        Options accepted by transcribe/3 / transcribe_slice/4.



    





  
    Functions
  


    
      
        available_devices()

      


        Reports the runtime backends compiled into this NIF artefact.



    


    
      
        load_model(path, opts \\ [])

      


        Loads a GGUF or GGML whisper.cpp model file.



    


    
      
        transcribe(model, audio, opts \\ [])

      


        Transcribes audio using model.



    


    
      
        transcribe_slice(model, samples, range, opts \\ [])

      


        Transcribes a [start_s, end_s) slice of samples and shifts the
returned segment/word timestamps to absolute seconds in the original
audio.
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      audio()



        
          
        

    

  


  

      

          @type audio() :: {:pcm_f32, binary()}


      


Audio input accepted by transcribe/3.

  



  
    
      
    
    
      load_opt()



        
          
        

    

  


  

      

          @type load_opt() ::
  {:device, WhisperCpp.Model.device() | :auto} | {:use_gpu, boolean()}


      


Options accepted by load_model/2.

  



  
    
      
    
    
      transcribe_opt()



        
          
        

    

  


  

      

          @type transcribe_opt() ::
  {:language, String.t() | nil}
  | {:translate, boolean()}
  | {:initial_prompt, String.t() | nil}
  | {:word_timestamps, boolean()}
  | {:beam_size, pos_integer()}
  | {:best_of, pos_integer()}
  | {:temperature, float()}
  | {:n_threads, pos_integer()}
  | {:n_max_text_ctx, non_neg_integer()}
  | {:offset_ms, non_neg_integer()}
  | {:duration_ms, non_neg_integer()}
  | {:no_speech_thold, float()}
  | {:logprob_thold, float()}
  | {:suppress_blank, boolean()}
  | {:suppress_non_speech_tokens, boolean()}
  | {:single_segment, boolean()}
  | {:print_progress, boolean()}
  | {:abort_handle, WhisperCpp.AbortHandle.t() | nil}
  | {:progress_pid, pid() | nil}


      


Options accepted by transcribe/3 / transcribe_slice/4.

  


        

      

      
        Functions


        


  
    
      
    
    
      available_devices()



        
          
        

    

  


  

      

          @spec available_devices() ::
  {:ok, %{backends: [atom()], gpu_supported: boolean()}}
  | {:error, WhisperCpp.Error.t()}


      


Reports the runtime backends compiled into this NIF artefact.
Returns {:ok, %{backends: [...], gpu_supported: bool}}. The
backends list reflects compile-time cargo features (e.g.
[:cpu, :cuda] on a WHISPER_CPP_VARIANT=cuda build).
Build a source artefact with GPU support via:
WHISPER_CPP_BUILD=1 WHISPER_CPP_FEATURES=cuda       mix compile  # NVIDIA
WHISPER_CPP_BUILD=1 WHISPER_CPP_FEATURES=hipblas    mix compile  # AMD ROCm
WHISPER_CPP_BUILD=1 WHISPER_CPP_FEATURES=vulkan     mix compile  # cross-vendor
WHISPER_CPP_BUILD=1 WHISPER_CPP_FEATURES=metal      mix compile  # Apple Silicon
WHISPER_CPP_BUILD=1 WHISPER_CPP_FEATURES=coreml     mix compile  # Apple ANE
WHISPER_CPP_BUILD=1 WHISPER_CPP_FEATURES=intel-sycl mix compile  # Intel Arc/Xe
WHISPER_CPP_BUILD=1 WHISPER_CPP_FEATURES=openblas   mix compile  # CPU + OpenBLAS
WHISPER_CPP_BUILD=1 WHISPER_CPP_FEATURES=openmp     mix compile  # CPU + OpenMP
Pick one accelerator per build; the backend is baked into the artefact.

  



    

  
    
      
    
    
      load_model(path, opts \\ [])



        
          
        

    

  


  

      

          @spec load_model(Path.t(), [load_opt()]) ::
  {:ok, WhisperCpp.Model.t()} | {:error, WhisperCpp.Error.t()}


      


Loads a GGUF or GGML whisper.cpp model file.
Pass a path to a .bin (legacy GGML) or .gguf file. Download official
weights from https://huggingface.co/ggerganov/whisper.cpp.
Options
	:device - one of :cpu, :cuda, :hipblas, :vulkan, :metal,
:coreml, :intel_sycl, or :auto (default). :auto picks the GPU
backend when the artefact was built with one; otherwise CPU.
Requesting a backend that was not compiled in returns
{:error, %WhisperCpp.Error{reason: :invalid_request}}.
	:use_gpu - shortcut: false forces device: :cpu. Default true.


  



    

  
    
      
    
    
      transcribe(model, audio, opts \\ [])



        
          
        

    

  


  

      

          @spec transcribe(WhisperCpp.Model.t(), audio(), [transcribe_opt()]) ::
  {:ok, WhisperCpp.Transcription.t()} | {:error, WhisperCpp.Error.t()}


      


Transcribes audio using model.
Returns {:ok, %WhisperCpp.Transcription{}} whose :segments carry
absolute start/end times, no_speech_prob, avg_logprob, the
underlying text tokens, and (when :word_timestamps is set) per-word
timing.
Options
	:language - ISO code ("en"). nil (default) auto-detects on
multilingual models; auto-detect on monolingual models always returns
"en".
	:translate - translate to English instead of transcribing.
	:initial_prompt - free-text context prepended via <|startofprev|>
to bias decoding (max ~224 tokens).
	:word_timestamps - attach per-word timing. Default false.
	:beam_size - beam-search width. Default 5.
	:best_of - greedy candidates kept when beam_size <= 1.
	:temperature - sampling temperature (0.0 = greedy/beam).
	:n_threads - intra-op threads. Default 4.
	:n_max_text_ctx - cap decoder context tokens.
	:offset_ms, :duration_ms - clip the audio window.
	:no_speech_thold - silence detection threshold. Default 0.6.
	:logprob_thold - reject segments with avg_logprob below this.
	:suppress_blank, :suppress_non_speech_tokens - decoder suppressions.
	:single_segment - force a single segment for the whole audio.
	:print_progress - whisper.cpp progress to stderr.
	:abort_handle - %WhisperCpp.AbortHandle{} whose abort/1 cancels
in-flight inference. The call returns {:ok, partial_transcription}
with whatever segments completed before the abort took effect.
	:progress_pid - pid that receives {:whisper_progress, percent}
messages (0..100) as work advances; duplicate percentages are
coalesced.


  



    

  
    
      
    
    
      transcribe_slice(model, samples, range, opts \\ [])



        
          
        

    

  


  

      

          @spec transcribe_slice(WhisperCpp.Model.t(), binary(), {number(), number()}, [
  transcribe_opt()
]) ::
  {:ok, WhisperCpp.Transcription.t()} | {:error, WhisperCpp.Error.t()}


      


Transcribes a [start_s, end_s) slice of samples and shifts the
returned segment/word timestamps to absolute seconds in the original
audio.
Slices the f32 PCM buffer, runs whisper.cpp on the slice, and rewrites
local segment times back into the absolute timeline. Returns
{:ok, %Transcription{}} with absolute timings, or
{:error, Error.t()}. Slices shorter than 0.3 s return an empty
transcription (whisper.cpp pads short inputs and hallucinates into the
padding).

  


        

      


  

    
WhisperCpp.Segment 
    



      
One segment of a whisper.cpp transcription.
Times are seconds within the input audio. tokens is the raw
text-token ID list (timestamp tokens stripped). no_speech_prob is
whisper.cpp's no_speech probability for the segment. avg_logprob is
the segment's average token log probability - filter at e.g.
avg_logprob < -1.0 to reject low-confidence hallucinations.
words is nil unless :word_timestamps was set on the transcribe
call; when present it carries one %WhisperCpp.Word{} per word with
its own time span.

      


      
        Summary
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        t()
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          @type t() :: %WhisperCpp.Segment{
  avg_logprob: float(),
  end: float(),
  no_speech_prob: float(),
  start: float(),
  text: String.t(),
  tokens: [non_neg_integer()],
  words: [WhisperCpp.Word.t()] | nil
}


      



  


        

      


  

    
WhisperCpp.Transcription 
    



      
Result of a WhisperCpp.transcribe/3 call.
text is the concatenated, whitespace-trimmed transcript across every
segment. segments is the structured per-segment decomposition with
start/end times in seconds. language is the resolved ISO code
(auto-detected when not pinned). duration_s is the input audio
length.

      


      
        Summary


  
    Types
  


    
      
        t()
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      t()



        
          
        

    

  


  

      

          @type t() :: %WhisperCpp.Transcription{
  duration_s: float(),
  language: String.t(),
  segments: [WhisperCpp.Segment.t()],
  text: String.t()
}


      



  


        

      


  

    
WhisperCpp.Word 
    



      
One word produced by :word_timestamps.
Times are absolute seconds within the input audio. probability is the
minimum per-token acoustic probability across the tokens that make up
this word (matching faster-whisper's per-word confidence reduction);
filter at e.g. probability < 0.3 to flag low-confidence words.

      


      
        Summary
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        t()
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      t()



        
          
        

    

  


  

      

          @type t() :: %WhisperCpp.Word{
  end: float(),
  probability: float(),
  start: float(),
  text: String.t()
}


      



  


        

      


  

    
WhisperCpp.AbortHandle 
    



      
Cooperative cancellation handle for WhisperCpp.transcribe/3.
Mint a handle, pass it via the :abort_handle option, then signal it
from another process to ask in-flight inference to return early.
whisper.cpp polls the abort flag between encoder/decoder steps; the
returned %Transcription{} contains whatever segments had been
produced before the abort took effect.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        abort(abort_handle)

      


        Asks any in-flight transcribe call using this handle to stop.



    


    
      
        aborted?(abort_handle)

      


        Returns true once abort/1 has been called for this handle.



    


    
      
        new()

      


        Mints a fresh, un-aborted handle.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WhisperCpp.AbortHandle{ref: reference()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      abort(abort_handle)



        
          
        

    

  


  

      

          @spec abort(t()) :: :ok


      


Asks any in-flight transcribe call using this handle to stop.

  



  
    
      
    
    
      aborted?(abort_handle)



        
          
        

    

  


  

      

          @spec aborted?(t()) :: boolean()


      


Returns true once abort/1 has been called for this handle.

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          @spec new() :: t()


      


Mints a fresh, un-aborted handle.

  


        

      


  

    
WhisperCpp.Model 
    



      
Loaded whisper.cpp model handle.
Holds an opaque NIF reference plus cached metadata. The reference is
garbage-collected by the BEAM when no longer reachable; whisper.cpp
frees the model at that point.
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        device()

      


    


    
      
        t()
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      device()



        
          
        

    

  


  

      

          @type device() :: :cpu | :cuda | :hipblas | :vulkan | :metal | :coreml | :intel_sycl


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WhisperCpp.Model{
  device: device(),
  multilingual: boolean(),
  n_vocab: pos_integer(),
  path: Path.t(),
  ref: reference(),
  sampling_rate: pos_integer()
}


      



  


        

      


  

    
WhisperCpp.Error exception
    



      
Structured error returned from WhisperCpp calls.
reason is one of:
	:invalid_request - bad arguments (bad path, malformed audio).
	:load_error      - whisper.cpp could not load the GGML/GGUF model file.
	:inference_error - the Whisper model returned an error during decoding.
	:runtime_error   - internal NIF runtime fault (e.g. poisoned mutex).
	:nif_panic       - the Rust side panicked; should never happen in practice.
	:native_error    - fallback for unrecognised native error types.
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    Types
  


    
      
        reason()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        from_native(payload)

      


    


    
      
        new(reason, message, details \\ %{})
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      reason()



        
          
        

    

  


  

      

          @type reason() ::
  :invalid_request
  | :load_error
  | :inference_error
  | :runtime_error
  | :nif_panic
  | :native_error


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %WhisperCpp.Error{
  __exception__: true,
  details: map(),
  message: String.t(),
  reason: reason()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_native(payload)



        
          
        

    

  


  

      

          @spec from_native(map()) :: t()


      



  



    

  
    
      
    
    
      new(reason, message, details \\ %{})



        
          
        

    

  


  

      

          @spec new(reason(), String.t(), map()) :: t()


      



  


        

      


  

    
WhisperCpp.Native 
    



      
Low-level Rustler bindings to whisper.cpp via the whisper-rs crate.
This module is private to the library. Use WhisperCpp for the public
API. Stub names must match the Rust NIF symbols verbatim (Rustler
verifies arity at module load time); user-friendly wrappers live below
them.

      


      
        Summary


  
    Functions
  


    
      
        abort_handle_aborted?(handle)

      


        Returns true once an abort handle has been signalled.



    


    
      
        abort_handle_signal(handle)

      


        Signals an abort handle; in-flight transcribes observing it return early.



    


    
      
        available_devices()

      


        Reports the active runtime backends compiled into this NIF artefact.



    


    
      
        load_model(path, opts)

      


        Loads a GGUF/GGML whisper.cpp model file.



    


    
      
        model_info(model)

      


        Returns loaded-model metadata.



    


    
      
        new_abort_handle()

      


        Mints a fresh cooperative-cancellation handle.



    


    
      
        transcribe(model, samples_bin, opts, abort_handle, progress_pid)

      


        Runs whisper.cpp on a buffer of PCM samples.



    





      


      
        Functions


        


  
    
      
    
    
      abort_handle_aborted?(handle)



        
          
        

    

  


  

      

          @spec abort_handle_aborted?(reference()) :: boolean()


      


Returns true once an abort handle has been signalled.

  



  
    
      
    
    
      abort_handle_signal(handle)



        
          
        

    

  


  

      

          @spec abort_handle_signal(reference()) :: :ok


      


Signals an abort handle; in-flight transcribes observing it return early.

  



  
    
      
    
    
      available_devices()



        
          
        

    

  


  

      

          @spec available_devices() :: {:ok, map()} | {:error, map()}


      


Reports the active runtime backends compiled into this NIF artefact.

  



  
    
      
    
    
      load_model(path, opts)



        
          
        

    

  


  

      

          @spec load_model(String.t(), map()) :: {:ok, reference()} | {:error, map()}


      


Loads a GGUF/GGML whisper.cpp model file.

  



  
    
      
    
    
      model_info(model)



        
          
        

    

  


  

      

          @spec model_info(reference()) :: {:ok, map()} | {:error, map()}


      


Returns loaded-model metadata.

  



  
    
      
    
    
      new_abort_handle()



        
          
        

    

  


  

      

          @spec new_abort_handle() :: reference()


      


Mints a fresh cooperative-cancellation handle.

  



  
    
      
    
    
      transcribe(model, samples_bin, opts, abort_handle, progress_pid)



        
          
        

    

  


  

      

          @spec transcribe(reference(), binary(), map(), reference() | nil, pid() | nil) ::
  {:ok, map()} | {:error, map()}


      


Runs whisper.cpp on a buffer of PCM samples.
samples_bin is a binary of little-endian f32 mono samples at 16 kHz.
abort_handle is either nil or an opaque resource minted by
new_abort_handle/0; signalling it from another process cancels
in-flight inference. progress_pid is nil or a pid that receives
{:whisper_progress, percent} messages as work advances.

  


        

      


  

    
WhisperCpp.Pcm 
    



      
Helpers for slicing little-endian f32 PCM buffers without re-decoding
the source audio.
slice/4 does the byte math (4 bytes per sample at sample_rate
samples/second) and bounds-checks against the buffer size.

      


      
        Summary


  
    Functions
  


    
      
        duration_s(samples, sample_rate)

      


        Returns the audio duration of an f32-PCM buffer in seconds.



    


    
      
        slice(samples, sample_rate, start_s, duration_s)

      


        Returns the f32-PCM bytes for [start_s, start_s + duration_s).



    





      


      
        Functions


        


  
    
      
    
    
      duration_s(samples, sample_rate)



        
          
        

    

  


  

      

          @spec duration_s(binary(), pos_integer()) :: float()


      


Returns the audio duration of an f32-PCM buffer in seconds.

  



  
    
      
    
    
      slice(samples, sample_rate, start_s, duration_s)



        
          
        

    

  


  

      

          @spec slice(binary(), pos_integer(), number(), number()) ::
  {:ok, binary()} | {:error, WhisperCpp.Error.t()}


      


Returns the f32-PCM bytes for [start_s, start_s + duration_s).
samples is a binary of little-endian f32 samples at sample_rate
samples/second. Both start_s and duration_s are seconds; either
integer or float.
Returns {:error, %WhisperCpp.Error{reason: :invalid_request}} when:
	start_s < 0;
	duration_s is zero or negative, or rounds to zero samples;
	the requested window is not fully contained in the buffer.

The range is not clamped - slicing past the end is a caller bug.
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