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xb5 is an Erlang library providing
B-tree (order 5) alternatives to OTP's
gb_trees and gb_sets.
Benchmarks show 1.2–2.5× faster execution and equal or lower
heap usage for most operations.
It provides three modules:
	xb5_bag — ordered
multiset
with order-statistic
O(log n) operations (rank, nth element, percentile)
	xb5_sets — ordered set, drop-in alternative to
gb_sets
	xb5_trees — ordered key-value store, drop-in alternative to
gb_trees

Installation
Available on Hex · API docs
rebar.config:
{deps, [
    % [...]
    {xb5, "~> 1.0"}
]}
your_application.app.src:
{applications, [
    kernel,
    stdlib,
    % [...]
    xb5
]}
For Elixir, xb5_elixir provides an
idiomatic wrapper.
Usage
xb5_bag
An ordered multiset, allowing multiple occurrences of the same value. Supports
order-statistic operations such as percentile/3 and percentile_bracket/3.
push/2 always inserts a new copy; add/2 is idempotent.
> B0 = xb5_bag:new().
> B1 = xb5_bag:push(x, B0).
> B2 = xb5_bag:push(x, B1).
> xb5_bag:size(B2).
2
> xb5_bag:count(x, B2).
2
> xb5_bag:to_list(xb5_bag:add(x, B2)).
[x, x]
Order statistics on numerical data:
> L = xb5_bag:from_list([12, 14, 14, 15, 15, 18, 20, 25, 30, 100]).
> xb5_bag:count(15, L).
2
> xb5_bag:nth(1, L).
12
> xb5_bag:nth(5, L).
15
> xb5_bag:nth(10, L).
100
> xb5_bag:percentile_bracket(0.0, L).
{exact, 12}
> xb5_bag:percentile_bracket(0.5, L).
{between, 15, 18, 0.5}
> xb5_bag:percentile(0.5, L).
{value, 16.5}
> xb5_bag:percentile(0.75, L).
{value, 23.75}
percentile_bracket/2 returns {exact, X} when the percentile falls exactly on
an element, or {between, Low, High, T} when between two — where T is the
linear interpolation weight. The default method is inclusive (equivalent to
Excel PERCENTILE.INC);
exclusive and nearest_rank are also available via percentile_bracket/3.
percentile/2 performs the interpolation and returns {value, Result}.
xb5_sets
Ordered set, drop-in alternative to
gb_sets.
> S = xb5_sets:from_list([3, 1, 2, 1]).
> xb5_sets:to_list(S).
[1, 2, 3]
> xb5_sets:is_member(2, S).
true
> xb5_sets:smallest(S).
1
> xb5_sets:largest(S).
3
> xb5_sets:smaller(2, S).
{found, 1}
> xb5_sets:larger(2, S).
{found, 3}
> A = xb5_sets:from_list([1, 2, 3, 4, 5]).
> B = xb5_sets:from_list([3, 4, 5, 6, 7]).
> xb5_sets:to_list(xb5_sets:union(A, B)).
[1, 2, 3, 4, 5, 6, 7]
> xb5_sets:to_list(xb5_sets:difference(A, B)).
[1, 2]
> xb5_sets:to_list(xb5_sets:intersection(A, B)).
[3, 4, 5]
xb5_trees
Ordered key-value store, drop-in alternative to
gb_trees.
> T = xb5_trees:from_list([{a, 1}, {b, 2}, {c, 3}]).
> xb5_trees:get(a, T).
1
> xb5_trees:lookup(d, T).
none
> xb5_trees:smallest(T).
{a, 1}
> xb5_trees:largest(T).
{c, 3}
> xb5_trees:keys(xb5_trees:insert(d, 4, T)).
[a, b, c, d]
> xb5_trees:smaller(c, T).
{b, 2}
> xb5_trees:larger(b, T).
{c, 3}
Benchmarks
[image: ]
Benchmarks
compare all three modules against gb_sets/gb_trees across 50+ operations
and collection sizes up to 15,000 elements, measuring both runtime and heap
allocation. All tests used small
integers (immediate values) as keys. Each module is tested under three build
scenarios: bulk construction from a sorted input, sequential single-key
insertion, and random insertion order. Tests ran on OTP 28 with JIT enabled on
two machines: AMD Ryzen 7
5700G and
Intel
i5-3550.
In general, measured performance gains grew with collection size.
xb5_sets vs gb_sets:
	Mutations, membership tests, set-algebraic operations (difference, union,
intersection, is_disjoint, is_subset): 1.2–2.2× as fast, with similar heap use
	Filter, filtermap, map: ~1.5–2.5× as fast, with up to ~40% less heap
	Bulk construction: similar or faster speed, ~15–65% less heap
	Alternating take-smallest/insert-largest: ~2–4× as fast depending on build scenario
	is_equal with no key overlap: 40–126× as fast — gb_sets converts both
sets to lists for the comparison; with identical keys the results are roughly equal
	Iteration: ~25% slower on the AMD machine; near-equal on the i5

xb5_trees vs gb_trees:
	Lookups: 1.1–1.9× as fast, with equal heap
	Mutations (insert, update, delete, take): 1.2–1.7× as fast
	map, keys, values: 1.9–2.5× as fast; map uses ~47% less heap
	Alternating take-smallest/insert-largest: 1.7–3.3× as fast
	take_smallest and take_largest: 14–27% slower in most build scenarios

xb5_bag vs gb_sets:
	Runtime profile broadly matches xb5_sets
	Filter/map operations: up to ~40% less heap
	Bulk construction: ~15–62% less heap
	Mutations: ~20–40% more heap

Technical Details
Key density
In a B-tree of order 5, each non-root node holds between 2 and 4 keys.
The average number of keys per node — the key density — turns out to be
an important factor for performance.
Early benchmarks showed that:
	When key density drops towards 2, the tree becomes taller with more
nodes, increasing the cost of traversals.
	When it rises towards 4, nodes are nearly full, leaving little room
to absorb insertions without splitting. This leads to more frequent
node reallocations and rotations.
	The sweet spot hovers around 3 keys per node, balancing tree height
against structural churn.

Much of xb5's design follows from keeping key density close to that
sweet spot.
Measured key densities for 1000-element sets:
	Build type	Key density
	Bulk construction or sequential ops	~3.0
	Random insertions	~2.9
	After heavy random deletion	~2.6
	Adversarial deletion (every 5th element)	~2.4

Insertion: spilling before splitting
In a textbook B-tree, when a node overflows (5 keys in an order-5 tree),
it splits into two nodes of 2 keys each, pushing the median up. Sequential
insertions cause frequent splits, leaving most nodes half full — a key
density of ~2.
xb5 adds a step before splitting: if the overflowing node's left sibling
has only 2 keys, the excess key is spilled into that sibling instead.
If the node has no left sibling (i.e., it is the leftmost child), the right
sibling is checked. A split only happens when no adjacent sibling can
absorb the extra key (i.e., it already has 3 or more keys). This keeps
nodes fuller and key density close to 3.
Deletion: reactive rebalancing
Textbook B-tree deletion
uses a proactive strategy: before descending into a child, ensure it has
more than the minimum number of keys by rotating from a sibling or merging.
This guarantees a single top-down pass with no backtracking, which makes
sense when nodes are mutable and pre-allocated.
In the BEAM, however, all traversed tuples are reallocated on the way
back up regardless — there is no mutation to avoid. xb5 therefore uses
a reactive approach: it descends freely, allowing a child node to
temporarily hold only 1 key after a deletion, and then checks on the way
back up whether a rotation or merge is needed. This was measured to
perform better, as the proactive key movements are often unnecessary and
amount to wasted reallocations.
Additionally, when rebalancing after a deletion, only the left sibling is
checked for a possible rotation (unless the child is the leftmost, in which
case the right sibling is checked). This leads to more frequent merges
compared to the textbook approach of checking both siblings — which both
helps key density and reduces allocations (a merge requires only 1 tuple
allocation, while a rotation requires 3).
Trade-off: code verbosity
The node modules (xb5_sets_node, xb5_trees_node, xb5_bag_node) are
large and repetitive. This is a deliberate trade-off.
Nodes are not generic tuples accessed via element/setelement — each
node size has its own explicit tuple layout, packed and unpacked through
macros:
-define(LEAF2(E1, E2), {E1, E2}).
-define(LEAF3(E1, E2, E3), {E1, E2, E3}).
-define(LEAF4(E1, E2, E3, E4), {leaf4, E1, E2, E3, E4}).
-define(INTERNAL2(E1, E2, C1, C2, C3), {internal2, E1, E2, C1, C2, C3}).
-define(INTERNAL3(E1, E2, E3, C1, C2, C3, C4), {E1, E2, E3, C1, C2, C3, C4}).
-define(INTERNAL4(E1, E2, E3, E4, C1, C2, C3, C4, C5), {E1, E2, E3, E4, C1, C2, C3, C4, C5}).
This explicit pattern matching and tuple construction was necessary to
achieve meaningful performance benefits over gb_trees/gb_sets.
The code also relies heavily on inlining (-compile({inline, [...]})) to
keep things both readable and fast: each operation branches across multiple
node sizes, and dispatching the contents of a node through function calls
would mean passing many arguments. Inlining allows separation of concerns
without paying for the dispatch.
The cost is visible in compiled module sizes — the node modules are
significantly larger than their stdlib counterparts:
	Module	.beam size
	gb_sets	34K
	gb_trees	22K
	xb5_sets_node	96K
	xb5_trees_node	136K
	xb5_bag_node	128K

License
MIT License
Copyright (c) 2025-2026 Guilherme Andrade
Permission is hereby granted, free of charge, to any person obtaining a
copy of this software and associated documentation files (the
"Software"), to deal in the Software without restriction, including
without limitation the rights to use, copy, modify, merge, publish,
distribute, sublicense, and/or sell copies of the Software, and to
permit persons to whom the Software is furnished to do so, subject to
the following conditions:
The above copyright notice and this permission notice shall be included
in all copies or substantial portions of the Software.
THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS
OR IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF
MERCHANTABILITY, FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT.
IN NO EVENT SHALL THE AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY
CLAIM, DAMAGES OR OTHER LIABILITY, WHETHER IN AN ACTION OF CONTRACT,
TORT OR OTHERWISE, ARISING FROM, OUT OF OR IN CONNECTION WITH THE
SOFTWARE OR THE USE OR OTHER DEALINGS IN THE SOFTWARE.


  

    Changelog

All notable changes to this project will be documented in this file.
The format is based on Keep a Changelog
and this project adheres to Semantic Versioning.
[1.0.1] - 2026-04-08
Fixed
	language in docs

[1.0.0] - 2026-04-07
Added
	Initial release of xb5.
	xb5_sets: Order-5 B-tree implementation of ordered sets.
	xb5_trees: Order-5 B-tree implementation of ordered key-value stores.
	xb5_bag: Order-5 B-tree implementation of multisets with order-statistic operations.



  

    LICENSE


MIT License

Copyright (c) 2025 Guilherme Andrade

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the "Software"), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in all
copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.
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An ordered multiset (bag) backed by a
B-tree of order 5.
Unlike a set, a bag allows duplicate values — the same element may appear
multiple times. Elements are ordered using Erlang term order, comparing with
== rather than =:= — so 1 and 1.0 are considered the same element.
Pushing vs adding
Three insert operations are provided:
	push/2 — always inserts a new copy, even if the element is already present.
	add/2 — inserts only if the element is not already present (idempotent).
	insert/2 — raises error if the element is already present.

Order-statistic operations
In addition to standard container operations, xb5_bag provides:
	nth/2 — O(log n) element access by rank (1-based).
	rank/2 — 1-based rank of an element.
	percentile/2, percentile/3, percentile_bracket/2, percentile_bracket/3 — percentile queries.
	percentile_rank/2 — the percentile rank of an element.
	iterator_from_nth/2 — iterator starting at a given rank.

Conversion to a list via to_list/1 always yields elements in ascending order,
with duplicates preserved.
See also
	xb5_sets — ordered set, for unique elements and set-algebraic operations.
	xb5_trees — ordered key-value store.

Examples
> B = xb5_bag:from_list([1, 1, 2, 3]).
> xb5_bag:is_member(2, B).
true
> xb5_bag:count(1, B).
2
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    Types
  


    
      
        bag()

      


        Shorthand for bag(_).



    


    
      
        bag(E)

      


        An ordered multiset (bag) containing elements of type Element.



    


    
      
        iter()

      


        Shorthand for iter(_).



    


    
      
        iter(Element)

      


        An iterator over elements of type Element. See iterator/1 and next/1.



    


    
      
        unwrapped_bag(Element)

      


        A plain-map representation of a bag, suitable for cross-language
serialization (for example, converting to or from an Elixir struct that
uses the same underlying node structures).



    





  
    Functions
  


    
      
        add(Element, Bag1)

      


        Adds element Element to bag Bag1, returning a new bag Bag2.
If Element is already a member of Bag1, Bag1 is returned unchanged.



    


    
      
        count(Element, Bag)

      


        Returns the number of occurrences of Element in Bag.



    


    
      
        delete(Element, Bag1)

      


        Removes one occurrence of Element from Bag1, returning a new bag
Bag2.



    


    
      
        delete_all(Element, Bag1)

      


        Removes all occurrences of Element from Bag1, returning a new bag
Bag2.



    


    
      
        delete_any(Element, Bag1)

      


        Removes one occurrence of Element from Bag1 if present, otherwise
returns Bag1 unchanged.



    


    
      
        filter(Pred, Bag1)

      


        Filters elements of Bag1 using predicate function Pred, returning a
new bag Bag2 containing only the elements for which Pred returns true.



    


    
      
        filtermap(Fun, Bag1)

      


        Filters and maps elements of Bag1 using Fun, returning a new bag
Bag2.



    


    
      
        fold(Function, Acc0, Bag)

      


        Folds Function over every element in Bag, returning the final
accumulator value. Elements are visited in Erlang term order.



    


    
      
        from_list(List)

      


        Returns a bag of the elements in List. Unlike xb5_sets:from_list/1,
duplicate elements are preserved.



    


    
      
        from_ordered_list(OrderedList)

      


        Returns a bag built from the ordered list OrderedList.



    


    
      
        from_ordset(Ordset)

      


        Returns a bag built from the ordered set Ordset.



    


    
      
        insert(Element, Bag1)

      


        Inserts element Element into Bag1, returning a new bag Bag2.



    


    
      
        is_empty(Bag)

      


        Returns true if Bag is empty, otherwise false.



    


    
      
        is_member(Element, Bag)

      


        Returns true if Element is a member of Bag, otherwise false.



    


    
      
        iterator(Bag)

      


        Returns an iterator that can be used for traversing the elements of
Bag; see next/1. Equivalent to iterator(Bag, ordered).



    


    
      
        iterator(Bag, Order)

      


        Returns an iterator that can be used for traversing the elements of
Bag in the given Order; see next/1.



    


    
      
        iterator_from(Element, Bag)

      


        Returns an iterator that can be used for traversing the elements of
Bag starting from element Element; see next/1. Equivalent to
iterator_from(Element, Bag, ordered).



    


    
      
        iterator_from(Element, Bag, Order)

      


        Returns an iterator that can be used for traversing the elements of
Bag starting from element Element in the given Order; see next/1.



    


    
      
        iterator_from_nth(Rank, Bag)

      


        Returns an iterator that can be used for traversing the elements of
Bag starting from element at Rank; see next/1.



    


    
      
        larger(Element1, Bag)

      


        Returns {found, Element2} where Element2 is the least element
strictly greater than Element1 in Bag, or none if no such
element exists.



    


    
      
        largest(Bag)

      


        Returns the largest element in Bag.



    


    
      
        map(Fun, Bag1)

      


        Maps Fun over all elements of Bag1, returning a new bag Bag2.



    


    
      
        merge(Bag1, Bag2)

      


        Merges two bags into one. All elements from both bags are kept, so
counts are combined.



    


    
      
        new()

      


        Returns a new empty bag.



    


    
      
        next(Iter1)

      


        Returns {Element, Iter2} where Element is the next element referred
to by iterator Iter1 and Iter2 is the updated iterator, or none
if no more elements remain.



    


    
      
        nth(Rank, Bag)

      


        Returns the element at 1-based rank Rank in Bag in O(log n)
time.



    


    
      
        percentile(Percentile, Bag)

      


        Calculates a percentile value in O(log n) time, using linear
interpolation of the inclusive percentile bracket. Returns
{value, Result} or none. Equivalent to
percentile(Percentile, Bag, []).



    


    
      
        percentile(Percentile, Bag, Opts)

      


        Like percentile/2, but accepts a list of options. Runs in O(log n)
time. The only supported option is {method, Method}; see
xb5_bag_utils:percentile_bracket_method/0.



    


    
      
        percentile_bracket(Percentile, Bag)

      


        Returns the percentile bracket for Percentile in Bag in O(log n)
time, using the inclusive method. Returns {exact, Element} when the
percentile falls exactly on an element, {between, Low, High} when it
falls between two elements, or none if the bag is empty.



    


    
      
        percentile_bracket(Percentile, Bag, Opts)

      


        Like percentile_bracket/2, but accepts a list of options. Runs in
O(log n) time. The only supported option is {method, Method}; see
xb5_bag_utils:percentile_bracket_method/0.



    


    
      
        percentile_rank(Element, Bag)

      


        Returns the percentile rank
of Element in Bag as a float in [0.0, 1.0], in O(log n) time.



    


    
      
        push(Element, Bag1)

      


        Pushes element Element into Bag1, returning a new bag Bag2. If Element
is already present, a duplicate is added.



    


    
      
        rank(Element, Bag)

      


        Returns {rank, Rank} where Rank is the 1-based position of Element
in Bag, or none if Element is not present. When duplicates exist,
the lowest rank is returned. Runs in O(log n) time.



    


    
      
        rank_larger(Element1, Bag)

      


        Returns {Rank, Element2} where Element2 is the least element
strictly greater than Element1 and Rank is its 1-based position, or
none if no such element exists. When Element2 has duplicates, the
lowest rank (first occurrence) is returned. Runs in O(log n) time.



    


    
      
        rank_smaller(Element1, Bag)

      


        Returns {Rank, Element2} where Element2 is the greatest element
strictly less than Element1 and Rank is its 1-based position, or
none if no such element exists. When Element2 has duplicates, the
highest rank (last occurrence) is returned. Runs in O(log n) time.



    


    
      
        size(Bag)

      


        Returns the number of elements in Bag, including duplicates.



    


    
      
        smaller(Element1, Bag)

      


        Returns {found, Element2} where Element2 is the greatest element
in Bag that is strictly less than Element1, or none if no such
element exists.



    


    
      
        smallest(Bag)

      


        Returns the smallest element in Bag.



    


    
      
        structural_stats(Bag)

      


        Returns structural statistics about the B-tree backing Bag.



    


    
      
        take_largest(Bag1)

      


        Returns {Element, Bag2}, where Element is the largest element in
Bag1 and Bag2 is the remaining bag.



    


    
      
        take_smallest(Bag1)

      


        Returns {Element, Bag2}, where Element is the smallest element in
Bag1 and Bag2 is the remaining bag.



    


    
      
        to_list(Bag)

      


        Returns the elements of Bag as an ordered list, including duplicates.



    


    
      
        unwrap(Term)

      


        Unwraps an opaque bag into a plain map representation suitable for
cross-language interop (for example, converting to an Elixir struct
that uses the same underlying node module). Returns {ok, Unwrapped}
on success or {error, Reason} if Term is not a valid bag.



    


    
      
        wrap/1

      


        Wraps a plain map representation back into an opaque bag.
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      bag()



        
          
        

    

  


  

      

          -type bag() :: bag(_).


      


Shorthand for bag(_).

  



  
    
      
    
    
      bag(E)



        
          
        

    

  


  

      

          -opaque bag(E)


      


An ordered multiset (bag) containing elements of type Element.

  



  
    
      
    
    
      iter()



        
          
        

    

  


  

      

          -type iter() :: iter(_).


      


Shorthand for iter(_).

  



  
    
      
    
    
      iter(Element)



        
          
        

    

  


  

      

          -opaque iter(Element)


      


An iterator over elements of type Element. See iterator/1 and next/1.

  



  
    
      
    
    
      unwrapped_bag(Element)



        
          
        

    

  


  

      

          -type unwrapped_bag(Element) :: #{size := non_neg_integer(), root := xb5_bag_node:t(Element)}.


      


A plain-map representation of a bag, suitable for cross-language
serialization (for example, converting to or from an Elixir struct that
uses the same underlying node structures).
See unwrap/1 and wrap/1.
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      add(Element, Bag1)



        
          
        

    

  


  

      

          -spec add(Element, Bag1) -> Bag2 when Bag1 :: bag(Element), Bag2 :: bag(Element).


      


Adds element Element to bag Bag1, returning a new bag Bag2.
If Element is already a member of Bag1, Bag1 is returned unchanged.
Examples
> S0 = xb5_bag:new().
> xb5_bag:to_list(xb5_bag:add(1, S0)).
[1]
> S1 = xb5_bag:from_list([1, 2, 3]).
> xb5_bag:to_list(xb5_bag:add(2, S1)).
[1, 2, 3]
> xb5_bag:to_list(xb5_bag:add(4, S1)).
[1, 2, 3, 4]

  



  
    
      
    
    
      count(Element, Bag)



        
          
        

    

  


  

      

          -spec count(Element, Bag) -> Count when Bag :: bag(Element), Count :: non_neg_integer().


      


Returns the number of occurrences of Element in Bag.
Examples
> B = xb5_bag:from_list([1, 2, 2, 3]).
> xb5_bag:count(2, B).
2
> xb5_bag:count(4, B).
0

  



  
    
      
    
    
      delete(Element, Bag1)



        
          
        

    

  


  

      

          -spec delete(Element, Bag1) -> Bag2 | no_return()
                when Element :: term(), Bag1 :: bag(Element), Bag2 :: bag(Element).


      


Removes one occurrence of Element from Bag1, returning a new bag
Bag2.
Raises a {badkey, Element} error if Element is not present.
Examples
> B = xb5_bag:from_list([1, 2, 2, 3]).
> xb5_bag:to_list(xb5_bag:delete(2, B)).
[1, 2, 3]

  



  
    
      
    
    
      delete_all(Element, Bag1)



        
          
        

    

  


  

      

          -spec delete_all(Element, Bag1) -> Bag2
                    when Element :: term(), Bag1 :: bag(Element), Bag2 :: bag(Element).


      


Removes all occurrences of Element from Bag1, returning a new bag
Bag2.
Returns Bag1 unchanged if Element is not present.
Examples
> B = xb5_bag:from_list([1, 2, 2, 3]).
> xb5_bag:to_list(xb5_bag:delete_all(2, B)).
[1, 3]
> xb5_bag:to_list(xb5_bag:delete_all(42, B)).
[1, 2, 2, 3]

  



  
    
      
    
    
      delete_any(Element, Bag1)



        
          
        

    

  


  

      

          -spec delete_any(Element, Bag1) -> Bag2
                    when Element :: term(), Bag1 :: bag(Element), Bag2 :: bag(Element).


      


Removes one occurrence of Element from Bag1 if present, otherwise
returns Bag1 unchanged.
Examples
> B = xb5_bag:from_list([1, 2, 2, 3]).
> xb5_bag:to_list(xb5_bag:delete_any(2, B)).
[1, 2, 3]
> xb5_bag:to_list(xb5_bag:delete_any(42, B)).
[1, 2, 2, 3]

  



  
    
      
    
    
      filter(Pred, Bag1)



        
          
        

    

  


  

      

          -spec filter(Pred, Bag1) -> Bag2
                when Pred :: fun((Element) -> boolean()), Bag1 :: bag(Element), Bag2 :: bag(Element).


      


Filters elements of Bag1 using predicate function Pred, returning a
new bag Bag2 containing only the elements for which Pred returns true.
Examples
> B = xb5_bag:from_list([1, 2, 3, 4, 5]).
> xb5_bag:to_list(xb5_bag:filter(fun(X) -> X > 3 end, B)).
[4, 5]

  



  
    
      
    
    
      filtermap(Fun, Bag1)



        
          
        

    

  


  

      

          -spec filtermap(Fun, Bag1) -> Bag2
                   when
                       Fun :: fun((Element1) -> boolean() | {true, Element2}),
                       Bag1 :: bag(Element1),
                       Bag2 :: bag(Element1 | Element2).


      


Filters and maps elements of Bag1 using Fun, returning a new bag
Bag2.
For each element, Fun must return either true (keep the element),
false (discard it), or {true, NewElement} (replace it with NewElement).
Examples
> B = xb5_bag:from_list([1, 2, 3, 4, 5]).
> xb5_bag:to_list(xb5_bag:filtermap(fun(X) when X rem 2 =:= 0 -> {true, X * 10}; (_) -> false end, B)).
[20, 40]

  



  
    
      
    
    
      fold(Function, Acc0, Bag)



        
          
        

    

  


  

      

          -spec fold(Function, Acc0, Bag) -> Acc1
              when
                  Function :: fun((Element, AccIn) -> AccOut),
                  Acc0 :: Acc,
                  Acc1 :: Acc,
                  AccIn :: Acc,
                  AccOut :: Acc,
                  Bag :: bag(Element).


      


Folds Function over every element in Bag, returning the final
accumulator value. Elements are visited in Erlang term order.
Examples
> B = xb5_bag:from_list([1, 2, 3]).
> xb5_bag:fold(fun(X, Acc) -> X + Acc end, 0, B).
6

  



  
    
      
    
    
      from_list(List)



        
          
        

    

  


  

      

          -spec from_list(List) -> Bag when List :: [Element], Bag :: bag(Element).


      


Returns a bag of the elements in List. Unlike xb5_sets:from_list/1,
duplicate elements are preserved.
It sorts the List and then delegates to from_ordered_list/1 - see that
function for performance characteristics.
Examples
> xb5_bag:to_list(xb5_bag:from_list([3, 1, 2, 1])).
[1, 1, 2, 3]
> xb5_bag:to_list(xb5_bag:from_list([])).
[]

  



  
    
      
    
    
      from_ordered_list(OrderedList)



        
          
        

    

  


  

      

          -spec from_ordered_list(OrderedList) -> Bag when OrderedList :: [Element], Bag :: bag(Element).


      


Returns a bag built from the ordered list OrderedList.
Repeated elements are kept.
The bag is built by recursively splitting the list top-down rather than by
sequential insertion, yielding an optimally balanced result without intermediate
allocations or element comparisons. This is analogous to gb_sets:from_ordset/1
and gb_trees:from_orddict/1.
Examples
> xb5_bag:to_list(xb5_bag:from_ordered_list([1, 2, 3, 3])).
[1, 2, 3, 3]

  



  
    
      
    
    
      from_ordset(Ordset)



        
          
        

    

  


  

      

          -spec from_ordset(Ordset) -> Bag when Ordset :: ordsets:ordset(Element), Bag :: bag(Element).


      


Returns a bag built from the ordered set Ordset.
Since ordsets contain no duplicates, neither will the resulting bag. Delegates
to from_ordered_list/1 — see that function for performance characteristics.
Examples
> xb5_bag:to_list(xb5_bag:from_ordset([1, 2, 3])).
[1, 2, 3]

  



  
    
      
    
    
      insert(Element, Bag1)



        
          
        

    

  


  

      

          -spec insert(Element, Bag1) -> Bag2 when Bag1 :: bag(Element), Bag2 :: bag(Element).


      


Inserts element Element into Bag1, returning a new bag Bag2.
Raises a {key_exists, Element} error if Element is already present.
Examples
> B0 = xb5_bag:new().
> B1 = xb5_bag:insert(1, B0).
> xb5_bag:to_list(B1).
[1]

  



  
    
      
    
    
      is_empty(Bag)



        
          
        

    

  


  

      

          -spec is_empty(Bag) -> boolean() when Bag :: bag().


      


Returns true if Bag is empty, otherwise false.
Examples
> xb5_bag:is_empty(xb5_bag:new()).
true
> xb5_bag:is_empty(xb5_bag:from_list([1])).
false

  



  
    
      
    
    
      is_member(Element, Bag)



        
          
        

    

  


  

      

          -spec is_member(Element, Bag) -> boolean() when Bag :: bag(Element).


      


Returns true if Element is a member of Bag, otherwise false.
Examples
> B = xb5_bag:from_list([1, 2, 3]).
> xb5_bag:is_member(2, B).
true
> xb5_bag:is_member(4, B).
false

  



  
    
      
    
    
      iterator(Bag)



        
          
        

    

  


  

      

          -spec iterator(Bag) -> Iter when Bag :: bag(Element), Iter :: iter(Element).


      


Returns an iterator that can be used for traversing the elements of
Bag; see next/1. Equivalent to iterator(Bag, ordered).
Examples
> B = xb5_bag:from_list([3, 1, 2]).
> I = xb5_bag:iterator(B).
> {1, I2} = xb5_bag:next(I).
> {2, I3} = xb5_bag:next(I2).
> {3, I4} = xb5_bag:next(I3).
> xb5_bag:next(I4).
none

  



  
    
      
    
    
      iterator(Bag, Order)



        
          
        

    

  


  

      

          -spec iterator(Bag, Order) -> Iter
                  when Bag :: bag(Element), Iter :: iter(Element), Order :: ordered | reversed.


      


Returns an iterator that can be used for traversing the elements of
Bag in the given Order; see next/1.
Order must be ordered (ascending) or reversed (descending).
Examples
> B = xb5_bag:from_list([1, 2, 3]).
> I = xb5_bag:iterator(B, reversed).
> {3, I2} = xb5_bag:next(I).
> {2, I3} = xb5_bag:next(I2).
> {1, I4} = xb5_bag:next(I3).
> xb5_bag:next(I4).
none

  



  
    
      
    
    
      iterator_from(Element, Bag)



        
          
        

    

  


  

      

          -spec iterator_from(Element, Bag) -> Iter when Bag :: bag(Element), Iter :: iter(Element).


      


Returns an iterator that can be used for traversing the elements of
Bag starting from element Element; see next/1. Equivalent to
iterator_from(Element, Bag, ordered).
Examples
> B = xb5_bag:from_list([1, 2, 3, 4, 5]).
> I = xb5_bag:iterator_from(3, B).
> {3, I2} = xb5_bag:next(I).
> {4, I3} = xb5_bag:next(I2).
> {5, I4} = xb5_bag:next(I3).
> xb5_bag:next(I4).
none

  



  
    
      
    
    
      iterator_from(Element, Bag, Order)



        
          
        

    

  


  

      

          -spec iterator_from(Element, Bag, Order) -> Iter
                       when Bag :: bag(Element), Iter :: iter(Element), Order :: ordered | reversed.


      


Returns an iterator that can be used for traversing the elements of
Bag starting from element Element in the given Order; see next/1.
Examples
> B = xb5_bag:from_list([1, 2, 3, 4, 5]).
> I = xb5_bag:iterator_from(3, B, reversed).
> {3, I2} = xb5_bag:next(I).
> {2, I3} = xb5_bag:next(I2).
> {1, I4} = xb5_bag:next(I3).
> xb5_bag:next(I4).
none

  



  
    
      
    
    
      iterator_from_nth(Rank, Bag)



        
          
        

    

  


  

      

          -spec iterator_from_nth(Rank, Bag) -> Iter
                           when Rank :: pos_integer(), Bag :: bag(Element), Iter :: iter(Element).


      


Returns an iterator that can be used for traversing the elements of
Bag starting from element at Rank; see next/1.
If Rank is larger than the bag size, the iterator will yield no elements.
Examples
> B = xb5_bag:from_list([1, 2, 3, 4, 5]).
> I = xb5_bag:iterator_from_nth(4, B).
> {4, I2} = xb5_bag:next(I).
> {5, I3} = xb5_bag:next(I2).
> xb5_bag:next(I3).
none

  



  
    
      
    
    
      larger(Element1, Bag)



        
          
        

    

  


  

      

          -spec larger(Element1, Bag) -> none | {found, Element2}
                when Element1 :: Element, Element2 :: Element, Bag :: bag(Element).


      


Returns {found, Element2} where Element2 is the least element
strictly greater than Element1 in Bag, or none if no such
element exists.
Examples
> B = xb5_bag:from_list([1, 3, 5]).
> xb5_bag:larger(2, B).
{found, 3}
> xb5_bag:larger(5, B).
none

  



  
    
      
    
    
      largest(Bag)



        
          
        

    

  


  

      

          -spec largest(Bag) -> Element when Bag :: bag(Element).


      


Returns the largest element in Bag.
Raises an empty_bag error if the bag is empty.
Examples
> xb5_bag:largest(xb5_bag:from_list([3, 1, 2])).
3

  



  
    
      
    
    
      map(Fun, Bag1)



        
          
        

    

  


  

      

          -spec map(Fun, Bag1) -> Bag2
             when Fun :: fun((Element1) -> Element2), Bag1 :: bag(Element1), Bag2 :: bag(Element2).


      


Maps Fun over all elements of Bag1, returning a new bag Bag2.
Examples
> B = xb5_bag:from_list([1, 2, 3]).
> xb5_bag:to_list(xb5_bag:map(fun(X) -> X * 10 end, B)).
[10, 20, 30]

  



  
    
      
    
    
      merge(Bag1, Bag2)



        
          
        

    

  


  

      

          -spec merge(Bag1, Bag2) -> Bag3 when Bag1 :: bag(Element), Bag2 :: bag(Element), Bag3 :: bag(Element).


      


Merges two bags into one. All elements from both bags are kept, so
counts are combined.
Examples
> B1 = xb5_bag:from_list([1, 2, 3]).
> B2 = xb5_bag:from_list([2, 3, 4]).
> xb5_bag:to_list(xb5_bag:merge(B1, B2)).
[1, 2, 2, 3, 3, 4]

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          -spec new() -> Bag when Bag :: bag(_).


      


Returns a new empty bag.
Examples
> xb5_bag:is_empty(xb5_bag:new()).
true
> xb5_bag:size(xb5_bag:new()).
0

  



  
    
      
    
    
      next(Iter1)



        
          
        

    

  


  

      

          -spec next(Iter1) -> {Element, Iter2} | none when Iter1 :: iter(Element), Iter2 :: iter(Element).


      


Returns {Element, Iter2} where Element is the next element referred
to by iterator Iter1 and Iter2 is the updated iterator, or none
if no more elements remain.
Examples
> B = xb5_bag:from_list([1, 2]).
> I = xb5_bag:iterator(B).
> {1, I2} = xb5_bag:next(I).
> {2, I3} = xb5_bag:next(I2).
> xb5_bag:next(I3).
none

  



  
    
      
    
    
      nth(Rank, Bag)



        
          
        

    

  


  

      

          -spec nth(Rank, Bag) -> Element when Rank :: pos_integer(), Bag :: bag(Element).


      


Returns the element at 1-based rank Rank in Bag in O(log n)
time.
Raises a {badarg, Rank} error if Rank is not a valid position
(i.e. less than 1 or greater than the bag size).
Examples
> B = xb5_bag:from_list([10, 20, 30]).
> xb5_bag:nth(1, B).
10
> xb5_bag:nth(3, B).
30

  



  
    
      
    
    
      percentile(Percentile, Bag)



        
          
        

    

  


  

      

          -spec percentile(Percentile, Bag) -> {value, Element | InterpolationResult} | none
                    when
                        Percentile :: xb5_bag_utils:percentile(),
                        Bag :: bag(Element),
                        InterpolationResult :: number().


      


Calculates a percentile value in O(log n) time, using linear
interpolation of the inclusive percentile bracket. Returns
{value, Result} or none. Equivalent to
percentile(Percentile, Bag, []).
Raises a {bracket_value_not_a_number, #{value => Bound, bracket => Bracket}}
error if linear interpolation is required but the bracketing elements are not
numbers.
Examples
> B = xb5_bag:from_list([1, 2, 3, 4]).
> xb5_bag:percentile(0, B).
{value, 1}
> xb5_bag:percentile(0.5, B).
{value, 2.5}
> xb5_bag:percentile(1, B).
{value, 4}

  



  
    
      
    
    
      percentile(Percentile, Bag, Opts)



        
          
        

    

  


  

      

          -spec percentile(Percentile, Bag, Opts) -> {value, Element | InterpolationResult} | none
                    when
                        Percentile :: xb5_bag_utils:percentile(),
                        Bag :: bag(Element),
                        InterpolationResult :: number(),
                        Opts :: [xb5_bag_utils:percentile_bracket_opt()].


      


Like percentile/2, but accepts a list of options. Runs in O(log n)
time. The only supported option is {method, Method}; see
xb5_bag_utils:percentile_bracket_method/0.
Raises a {bracket_value_not_a_number, #{value => Bound, bracket => Bracket}}
error if linear interpolation is required but the bracketing elements are not
numbers.
Examples
> B = xb5_bag:from_list([1, 2, 3, 4]).
> xb5_bag:percentile(0.5, B, [{method, nearest_rank}]).
{value, 2}

  



  
    
      
    
    
      percentile_bracket(Percentile, Bag)



        
          
        

    

  


  

      

          -spec percentile_bracket(Percentile, Bag) -> Bracket
                            when
                                Percentile :: xb5_bag_utils:percentile(),
                                Bag :: bag(Element),
                                Bracket :: xb5_bag_utils:percentile_bracket(Element).


      


Returns the percentile bracket for Percentile in Bag in O(log n)
time, using the inclusive method. Returns {exact, Element} when the
percentile falls exactly on an element, {between, Low, High} when it
falls between two elements, or none if the bag is empty.
Raises a {badarg, Percentile} error if Percentile is not a number
in [0.0, 1.0]. See percentile_bracket/3 for other methods.
Examples
> B = xb5_bag:from_list([1, 2, 3, 4]).
> xb5_bag:percentile_bracket(0, B).
{exact, 1}
> xb5_bag:percentile_bracket(1, B).
{exact, 4}

  



  
    
      
    
    
      percentile_bracket(Percentile, Bag, Opts)



        
          
        

    

  


  

      

          -spec percentile_bracket(Percentile, Bag, Opts) -> Bracket
                            when
                                Percentile :: xb5_bag_utils:percentile(),
                                Bag :: bag(Element),
                                Opts :: [xb5_bag_utils:percentile_bracket_opt()],
                                Bracket :: xb5_bag_utils:percentile_bracket(Element).


      


Like percentile_bracket/2, but accepts a list of options. Runs in
O(log n) time. The only supported option is {method, Method}; see
xb5_bag_utils:percentile_bracket_method/0.
Examples
> B = xb5_bag:from_list([1, 2, 3, 4]).
> xb5_bag:percentile_bracket(0.5, B, [{method, nearest_rank}]).
{exact, 2}

  



  
    
      
    
    
      percentile_rank(Element, Bag)



        
          
        

    

  


  

      

          -spec percentile_rank(Element, Bag) -> Rank when Bag :: bag(Element), Rank :: float().


      


Returns the percentile rank
of Element in Bag as a float in [0.0, 1.0], in O(log n) time.
Element does not have to be in the bag.
Raises an empty_bag error if the bag is empty.
Examples
> B = xb5_bag:from_list([1, 2, 3, 4]).
> xb5_bag:percentile_rank(2, B).
0.375

  



  
    
      
    
    
      push(Element, Bag1)



        
          
        

    

  


  

      

          -spec push(Element, Bag1) -> Bag2 when Bag1 :: bag(Element), Bag2 :: bag(Element).


      


Pushes element Element into Bag1, returning a new bag Bag2. If Element
is already present, a duplicate is added.
Examples
> B = xb5_bag:from_list([1, 2, 3]).
> xb5_bag:to_list(xb5_bag:push(2, B)).
[1, 2, 2, 3]
> xb5_bag:size(xb5_bag:push(2, B)).
4

  



  
    
      
    
    
      rank(Element, Bag)



        
          
        

    

  


  

      

          -spec rank(Element, Bag) -> {rank, Rank} | none when Bag :: bag(Element), Rank :: pos_integer().


      


Returns {rank, Rank} where Rank is the 1-based position of Element
in Bag, or none if Element is not present. When duplicates exist,
the lowest rank is returned. Runs in O(log n) time.
Examples
> B = xb5_bag:from_list([10, 20, 30]).
> xb5_bag:rank(20, B).
{rank, 2}
> xb5_bag:rank(42, B).
none
With duplicates, the lowest rank is returned:
> B = xb5_bag:from_list([f, g, g, h, i]).
> xb5_bag:rank(g, B).
{rank, 2}

  



  
    
      
    
    
      rank_larger(Element1, Bag)



        
          
        

    

  


  

      

          -spec rank_larger(Element1, Bag) -> {Rank, Element2} | none
                     when
                         Element1 :: Element,
                         Element2 :: Element,
                         Bag :: bag(Element),
                         Rank :: pos_integer().


      


Returns {Rank, Element2} where Element2 is the least element
strictly greater than Element1 and Rank is its 1-based position, or
none if no such element exists. When Element2 has duplicates, the
lowest rank (first occurrence) is returned. Runs in O(log n) time.
Examples
> B = xb5_bag:from_list([10, 20, 30]).
> xb5_bag:rank_larger(15, B).
{2, 20}
> xb5_bag:rank_larger(30, B).
none
With duplicates, the lowest rank (first occurrence) is returned:
> B = xb5_bag:from_list([f, g, g, h, i]).
> xb5_bag:rank_larger(f, B).
{2, g}

  



  
    
      
    
    
      rank_smaller(Element1, Bag)



        
          
        

    

  


  

      

          -spec rank_smaller(Element1, Bag) -> {Rank, Element2} | none
                      when
                          Element1 :: Element,
                          Element2 :: Element,
                          Bag :: bag(Element),
                          Rank :: pos_integer().


      


Returns {Rank, Element2} where Element2 is the greatest element
strictly less than Element1 and Rank is its 1-based position, or
none if no such element exists. When Element2 has duplicates, the
highest rank (last occurrence) is returned. Runs in O(log n) time.
Examples
> B = xb5_bag:from_list([10, 20, 30]).
> xb5_bag:rank_smaller(25, B).
{2, 20}
> xb5_bag:rank_smaller(10, B).
none
With duplicates, the highest rank (last occurrence) is returned:
> B = xb5_bag:from_list([f, g, g, g, h]).
> xb5_bag:rank_smaller(h, B).
{4, g}

  



  
    
      
    
    
      size(Bag)



        
          
        

    

  


  

      

          -spec size(Bag) -> non_neg_integer() when Bag :: bag().


      


Returns the number of elements in Bag, including duplicates.
Examples
> xb5_bag:size(xb5_bag:new()).
0
> xb5_bag:size(xb5_bag:from_list([1, 2, 2, 3])).
4

  



  
    
      
    
    
      smaller(Element1, Bag)



        
          
        

    

  


  

      

          -spec smaller(Element1, Bag) -> none | {found, Element2}
                 when Element1 :: Element, Element2 :: Element, Bag :: bag(Element).


      


Returns {found, Element2} where Element2 is the greatest element
in Bag that is strictly less than Element1, or none if no such
element exists.
Examples
> B = xb5_bag:from_list([1, 3, 5]).
> xb5_bag:smaller(4, B).
{found, 3}
> xb5_bag:smaller(1, B).
none

  



  
    
      
    
    
      smallest(Bag)



        
          
        

    

  


  

      

          -spec smallest(Bag) -> Element when Bag :: bag(Element).


      


Returns the smallest element in Bag.
Raises an empty_bag error if the bag is empty.
Examples
> xb5_bag:smallest(xb5_bag:from_list([3, 1, 2])).
1

  



  
    
      
    
    
      structural_stats(Bag)



        
          
        

    

  


  

      

          -spec structural_stats(Bag) -> Stats when Bag :: bag(), Stats :: xb5_structural_stats:t().


      


Returns structural statistics about the B-tree backing Bag.
This is primarily intended for debugging and testing. The result
is a proplist with keys such as height, total_keys,
node_counts, node_percentages, and others.
Examples
> B = xb5_bag:from_list([1, 2, 3]).
> Stats = xb5_bag:structural_stats(B).
> {height, 1} = lists:keyfind(height, 1, Stats).
> {total_keys, 3} = lists:keyfind(total_keys, 1, Stats).

  



  
    
      
    
    
      take_largest(Bag1)



        
          
        

    

  


  

      

          -spec take_largest(Bag1) -> {Element, Bag2} when Bag1 :: bag(Element), Bag2 :: bag(Element).


      


Returns {Element, Bag2}, where Element is the largest element in
Bag1 and Bag2 is the remaining bag.
Raises an empty_bag error if the bag is empty.
Examples
> B = xb5_bag:from_list([1, 2, 3]).
> {3, B2} = xb5_bag:take_largest(B).
> xb5_bag:to_list(B2).
[1, 2]

  



  
    
      
    
    
      take_smallest(Bag1)



        
          
        

    

  


  

      

          -spec take_smallest(Bag1) -> {Element, Bag2} when Bag1 :: bag(Element), Bag2 :: bag(Element).


      


Returns {Element, Bag2}, where Element is the smallest element in
Bag1 and Bag2 is the remaining bag.
Raises an empty_bag error if the bag is empty.
Examples
> B = xb5_bag:from_list([1, 2, 3]).
> {1, B2} = xb5_bag:take_smallest(B).
> xb5_bag:to_list(B2).
[2, 3]

  



  
    
      
    
    
      to_list(Bag)



        
          
        

    

  


  

      

          -spec to_list(Bag) -> List when Bag :: bag(Element), List :: [Element].


      


Returns the elements of Bag as an ordered list, including duplicates.
Examples
> xb5_bag:to_list(xb5_bag:from_list([3, 1, 2, 1])).
[1, 1, 2, 3]
> xb5_bag:to_list(xb5_bag:new()).
[]

  



  
    
      
    
    
      unwrap(Term)



        
          
        

    

  


  

      

          -spec unwrap(Term) -> {ok, Unwrapped} | {error, Reason}
                when
                    Term :: bag(Element) | term(), Unwrapped :: unwrapped_bag(Element), Reason :: term().


      


Unwraps an opaque bag into a plain map representation suitable for
cross-language interop (for example, converting to an Elixir struct
that uses the same underlying node module). Returns {ok, Unwrapped}
on success or {error, Reason} if Term is not a valid bag.
Examples
> B = xb5_bag:from_list([1, 2, 3]).
> {ok, Unwrapped} = xb5_bag:unwrap(B).
> maps:get(size, Unwrapped).
3
> {error, _} = xb5_bag:unwrap(not_a_bag).

  



  
    
      
    
    
      wrap/1



        
          
        

    

  


  

      

          -spec wrap(unwrapped_bag(Element)) -> bag(Element).


      


Wraps a plain map representation back into an opaque bag.
This is the inverse of unwrap/1 and is intended for cross-language
interop (for example, converting from an Elixir struct that shares the
same underlying node module).
Examples
> B = xb5_bag:from_list([1, 2, 3]).
> {ok, U} = xb5_bag:unwrap(B).
> B2 = xb5_bag:wrap(U).
> xb5_bag:to_list(B2).
[1, 2, 3]

  


        

      


  

    
xb5_sets 
    



      
An ordered set backed by a B-tree of
order 5, and a drop-in alternative to gb_sets.
Elements are kept in ascending Erlang term order, and each value appears at most
once. Comparisons use == rather than =:= — so 1 and 1.0 are considered
the same element.
Conversion to a list via to_list/1 always yields elements in ascending order.
See also
	xb5_trees — ordered key-value store.
	xb5_bag — ordered multiset with
 order-statistic
 operations.

Examples
> S = xb5_sets:from_list([3, 1, 2, 1]).
> xb5_sets:to_list(S).
[1, 2, 3]
> xb5_sets:is_member(2, S).
true
> xb5_sets:largest(S).
3

      


      
        Summary


  
    Types
  


    
      
        iter()

      


        Shorthand for iter(_).



    


    
      
        iter(Element)

      


        An iterator over elements of type Element. See iterator/1 and next/1.



    


    
      
        set()

      


        Shorthand for set(_).



    


    
      
        set(Element)

      


        An ordered set containing elements of type Element.



    


    
      
        unwrapped_set(Element)

      


        A plain-map representation of a set, suitable for cross-language
serialization (for example, converting to or from an Elixir struct that
uses the same underlying node structures).



    





  
    Functions
  


    
      
        add(Element, Set1)

      


        Adds element Element to set Set1, returning a new set Set2.
If Element is already a member of Set1, Set1 is returned unchanged.



    


    
      
        add_element(Element, Set1)

      


        Equivalent to add/2.



    


    
      
        balance(Set1)

      


        Returns Set unchanged.



    


    
      
        del_element(Element, Set1)

      


        Equivalent to delete_any/2.



    


    
      
        delete(Element, Set1)

      


        Removes element Element from set Set1, returning a new set Set2.



    


    
      
        delete_any(Element, Set1)

      


        Removes element Element from set Set1 if present, returning a new set
Set2. If Element is not a member, Set1 is returned unchanged.



    


    
      
        difference(Set1, Set2)

      


        Returns the elements of Set1 that are not in Set2.



    


    
      
        empty()

      


        Equivalent to new/0.



    


    
      
        filter(Pred, Set1)

      


        Filters elements of Set1 using predicate function Pred, returning a
new set Set2 containing only the elements for which Pred returns true.



    


    
      
        filtermap(Fun, Set1)

      


        Filters and maps elements of Set1 using Fun, returning a new set Set2.



    


    
      
        fold(Function, Acc0, Set)

      


        Folds Function over every element in Set, returning the final
accumulator value. Elements are visited in Erlang term order.



    


    
      
        from_list(List)

      


        Returns a set of the elements in List. Duplicate elements are removed.



    


    
      
        from_ordset(Ordset)

      


        Returns a set built from the ordered set Ordset.



    


    
      
        insert(Element, Set1)

      


        Inserts element Element into set Set1, returning a new set Set2.



    


    
      
        intersection(SetList)

      


        Returns the intersection of the non-empty list of sets.



    


    
      
        intersection(Set1, Set2)

      


        Returns the intersection of Set1 and Set2.



    


    
      
        is_disjoint(Set1, Set2)

      


        Returns true if Set1 and Set2 are disjoint (have no elements in
common), otherwise false.



    


    
      
        is_element(Element, Set)

      


        Equivalent to is_member/2.



    


    
      
        is_empty(Set)

      


        Returns true if Set is empty, otherwise false.



    


    
      
        is_equal(Set1, Set2)

      


        Returns true if Set1 and Set2 contain the same elements, otherwise
false.



    


    
      
        is_member(Element, Set)

      


        Returns true if Element is a member of Set, otherwise false.



    


    
      
        is_set(Term)

      


        Returns true if Term appears to be a set, otherwise false.



    


    
      
        is_subset(Set1, Set2)

      


        Returns true if every element of Set1 is also a member of Set2,
otherwise false.



    


    
      
        iterator(Set)

      


        Returns an iterator that can be used for traversing the entries of Set;
see next/1. Equivalent to iterator(Set, ordered).



    


    
      
        iterator(Set, Order)

      


        Returns an iterator that can be used for traversing the entries of Set
in the given Order; see next/1.



    


    
      
        iterator_from(Element, Set)

      


        Returns an iterator that can be used for traversing the entries of Set
starting from element Element; see next/1. Equivalent to
iterator_from(Element, Set, ordered).



    


    
      
        iterator_from(Element, Set, Order)

      


        Returns an iterator that can be used for traversing the entries of Set
starting from element Element in the given Order; see next/1.



    


    
      
        larger(Element1, Set)

      


        Returns {found, Element2} where Element2 is the smallest element
in Set that is strictly greater than Element1, or none if no such
element exists.



    


    
      
        largest(Set)

      


        Returns the largest element in Set. Raises an empty_set error if the
set is empty.



    


    
      
        map(Fun, Set1)

      


        Maps Fun over all elements of Set1, returning a new set Set2.
Duplicates arising from the mapping are removed.



    


    
      
        new()

      


        Returns a new empty set.



    


    
      
        next(Iter1)

      


        Returns {Element, Iter2} where Element is the next element referred
to by iterator Iter1 and Iter2 is the updated iterator, or none
if no more elements remain.



    


    
      
        singleton(Element)

      


        Returns a set containing only element Element.



    


    
      
        size(Set)

      


        Returns the number of elements in Set.



    


    
      
        smaller(Element1, Set)

      


        Returns {found, Element2} where Element2 is the largest element
in Set that is strictly less than Element1, or none if no such
element exists.



    


    
      
        smallest(Set)

      


        Returns the smallest element in Set. Raises an empty_set error if the
set is empty.



    


    
      
        structural_stats(Set)

      


        Returns structural statistics about the B-tree backing Set.



    


    
      
        subtract(Set1, Set2)

      


        Equivalent to difference/2.



    


    
      
        take_largest(Set1)

      


        Returns {Element, Set2}, where Element is the largest element in
Set1 and Set2 is the remaining set. Raises an empty_set error
if the set is empty.



    


    
      
        take_smallest(Set1)

      


        Returns {Element, Set2}, where Element is the smallest element in
Set1 and Set2 is the remaining set. Raises an empty_set error
if the set is empty.



    


    
      
        to_list(Set)

      


        Returns the elements of Set as an ordered list.



    


    
      
        union(SetList)

      


        Returns the union of a list of sets.



    


    
      
        union(Set1, Set2)

      


        Returns the union of Set1 and Set2.



    


    
      
        unwrap(Term)

      


        Unwraps an opaque set into a plain map representation suitable for
cross-language interop (for example, converting to an Elixir struct
that uses the same underlying node module). Returns {ok, Unwrapped}
on success or {error, Reason} if Term is not a valid set.



    


    
      
        wrap/1

      


        Wraps a plain map representation back into an opaque set.



    





      


      
        Types


        


  
    
      
    
    
      iter()



        
          
        

    

  


  

      

          -type iter() :: iter(_).


      


Shorthand for iter(_).

  



  
    
      
    
    
      iter(Element)



        
          
        

    

  


  

      

          -opaque iter(Element)


      


An iterator over elements of type Element. See iterator/1 and next/1.

  



  
    
      
    
    
      set()



        
          
        

    

  


  

      

          -type set() :: set(_).


      


Shorthand for set(_).

  



  
    
      
    
    
      set(Element)



        
          
        

    

  


  

      

          -opaque set(Element)


      


An ordered set containing elements of type Element.

  



  
    
      
    
    
      unwrapped_set(Element)



        
          
        

    

  


  

      

          -type unwrapped_set(Element) :: #{size := non_neg_integer(), root := xb5_sets_node:t(Element)}.


      


A plain-map representation of a set, suitable for cross-language
serialization (for example, converting to or from an Elixir struct that
uses the same underlying node structures).
See unwrap/1 and wrap/1.

  


        

      

      
        Functions


        


  
    
      
    
    
      add(Element, Set1)



        
          
        

    

  


  

      

          -spec add(Element, Set1) -> Set2 when Set1 :: set(Element), Set2 :: set(Element).


      


Adds element Element to set Set1, returning a new set Set2.
If Element is already a member of Set1, Set1 is returned unchanged.
Examples
> S0 = xb5_sets:new().
> xb5_sets:to_list(xb5_sets:add(1, S0)).
[1]
> S1 = xb5_sets:from_list([1, 2, 3]).
> xb5_sets:to_list(xb5_sets:add(2, S1)).
[1, 2, 3]
> xb5_sets:to_list(xb5_sets:add(4, S1)).
[1, 2, 3, 4]

  



  
    
      
    
    
      add_element(Element, Set1)



        
          
        

    

  


  

      

          -spec add_element(Element, Set1) -> Set2 when Set1 :: set(Element), Set2 :: set(Element).


      


Equivalent to add/2.

  



  
    
      
    
    
      balance(Set1)



        
          
        

    

  


  

      

          -spec balance(Set1) -> Set2 when Set1 :: set(Element), Set2 :: set(Element).


      


Returns Set unchanged.
This function exists only to ease migration from gb_sets. Since xb5
B-trees are always balanced, calling this function is never necessary.
Examples
> S = xb5_sets:from_list([3, 1, 2]).
> xb5_sets:to_list(xb5_sets:balance(S)).
[1, 2, 3]

  



  
    
      
    
    
      del_element(Element, Set1)



        
          
        

    

  


  

      

          -spec del_element(Element, Set1) -> Set2
                     when Element :: term(), Set1 :: set(Element), Set2 :: set(Element).


      


Equivalent to delete_any/2.

  



  
    
      
    
    
      delete(Element, Set1)



        
          
        

    

  


  

      

          -spec delete(Element, Set1) -> Set2 | no_return()
                when Element :: term(), Set1 :: set(Element), Set2 :: set(Element).


      


Removes element Element from set Set1, returning a new set Set2.
Raises a {badkey, Element} error if Element is not a member of Set1.
Examples
> S = xb5_sets:from_list([1, 2, 3]).
> xb5_sets:to_list(xb5_sets:delete(2, S)).
[1, 3]

  



  
    
      
    
    
      delete_any(Element, Set1)



        
          
        

    

  


  

      

          -spec delete_any(Element, Set1) -> Set2
                    when Element :: term(), Set1 :: set(Element), Set2 :: set(Element).


      


Removes element Element from set Set1 if present, returning a new set
Set2. If Element is not a member, Set1 is returned unchanged.
Examples
> S = xb5_sets:from_list([1, 2, 3]).
> xb5_sets:to_list(xb5_sets:delete_any(2, S)).
[1, 3]
> xb5_sets:to_list(xb5_sets:delete_any(42, S)).
[1, 2, 3]

  



  
    
      
    
    
      difference(Set1, Set2)



        
          
        

    

  


  

      

          -spec difference(Set1, Set2) -> Set3
                    when Set1 :: set(Element), Set2 :: set(Element), Set3 :: set(Element).


      


Returns the elements of Set1 that are not in Set2.
Examples
> S1 = xb5_sets:from_list([1, 2, 3, 4]).
> S2 = xb5_sets:from_list([2, 4, 5]).
> xb5_sets:to_list(xb5_sets:difference(S1, S2)).
[1, 3]

  



  
    
      
    
    
      empty()



        
          
        

    

  


  

      

          -spec empty() -> set(_).


      


Equivalent to new/0.

  



  
    
      
    
    
      filter(Pred, Set1)



        
          
        

    

  


  

      

          -spec filter(Pred, Set1) -> Set2
                when Pred :: fun((Element) -> boolean()), Set1 :: set(Element), Set2 :: set(Element).


      


Filters elements of Set1 using predicate function Pred, returning a
new set Set2 containing only the elements for which Pred returns true.
Examples
> S = xb5_sets:from_list([1, 2, 3, 4, 5]).
> xb5_sets:to_list(xb5_sets:filter(fun(X) -> X > 3 end, S)).
[4, 5]

  



  
    
      
    
    
      filtermap(Fun, Set1)



        
          
        

    

  


  

      

          -spec filtermap(Fun, Set1) -> Set2
                   when
                       Fun :: fun((Element1) -> boolean() | {true, Element2}),
                       Set1 :: set(Element1),
                       Set2 :: set(Element1 | Element2).


      


Filters and maps elements of Set1 using Fun, returning a new set Set2.
For each element, Fun must return either true (keep the element),
false (discard it), or {true, NewElement} (replace it with NewElement).
Examples
> S = xb5_sets:from_list([1, 2, 3, 4, 5]).
> xb5_sets:to_list(xb5_sets:filtermap(fun(X) when X rem 2 =:= 0 -> {true, X * 10}; (_) -> false end, S)).
[20, 40]

  



  
    
      
    
    
      fold(Function, Acc0, Set)



        
          
        

    

  


  

      

          -spec fold(Function, Acc0, Set) -> Acc1
              when
                  Function :: fun((Element, AccIn) -> AccOut),
                  Acc0 :: Acc,
                  Acc1 :: Acc,
                  AccIn :: Acc,
                  AccOut :: Acc,
                  Set :: set(Element).


      


Folds Function over every element in Set, returning the final
accumulator value. Elements are visited in Erlang term order.
Examples
> S = xb5_sets:from_list([1, 2, 3]).
> xb5_sets:fold(fun(X, Acc) -> X + Acc end, 0, S).
6

  



  
    
      
    
    
      from_list(List)



        
          
        

    

  


  

      

          -spec from_list(List) -> Set when List :: [Element], Set :: set(Element).


      


Returns a set of the elements in List. Duplicate elements are removed.
It sorts the List and then delegates to from_ordset/1 - see that function
for performance characteristics.
Examples
> xb5_sets:to_list(xb5_sets:from_list([3, 1, 2, 1])).
[1, 2, 3]
> xb5_sets:to_list(xb5_sets:from_list([])).
[]

  



  
    
      
    
    
      from_ordset(Ordset)



        
          
        

    

  


  

      

          -spec from_ordset(Ordset) -> Set when Ordset :: ordsets:ordset(Element), Set :: set(Element).


      


Returns a set built from the ordered set Ordset.
The tree is built by recursively splitting the list top-down rather than by
sequential insertion, yielding an optimally balanced result without intermediate
allocations or element comparisons. This is analogous to gb_sets:from_ordset/1.
Examples
> xb5_sets:to_list(xb5_sets:from_ordset([1, 2, 3])).
[1, 2, 3]

  



  
    
      
    
    
      insert(Element, Set1)



        
          
        

    

  


  

      

          -spec insert(Element, Set1) -> Set2 when Set1 :: set(Element), Set2 :: set(Element).


      


Inserts element Element into set Set1, returning a new set Set2.
Raises a {key_exists, Element} error if Element is already a member
of Set1.
Examples
> S0 = xb5_sets:new().
> S1 = xb5_sets:insert(1, S0).
> xb5_sets:to_list(S1).
[1]

  



  
    
      
    
    
      intersection(SetList)



        
          
        

    

  


  

      

          -spec intersection(SetList) -> Set when SetList :: [set(Element), ...], Set :: set(Element).


      


Returns the intersection of the non-empty list of sets.
Examples
> S1 = xb5_sets:from_list([1, 2, 3]).
> S2 = xb5_sets:from_list([2, 3, 4]).
> S3 = xb5_sets:from_list([3, 4, 5]).
> xb5_sets:to_list(xb5_sets:intersection([S1, S2, S3])).
[3]

  



  
    
      
    
    
      intersection(Set1, Set2)



        
          
        

    

  


  

      

          -spec intersection(Set1, Set2) -> Set3
                      when Set1 :: set(Element), Set2 :: set(Element), Set3 :: set(Element).


      


Returns the intersection of Set1 and Set2.
Examples
> S1 = xb5_sets:from_list([1, 2, 3, 4]).
> S2 = xb5_sets:from_list([2, 4, 5, 6]).
> xb5_sets:to_list(xb5_sets:intersection(S1, S2)).
[2, 4]

  



  
    
      
    
    
      is_disjoint(Set1, Set2)



        
          
        

    

  


  

      

          -spec is_disjoint(Set1, Set2) -> boolean() when Set1 :: set(Element), Set2 :: set(Element).


      


Returns true if Set1 and Set2 are disjoint (have no elements in
common), otherwise false.
Examples
> S1 = xb5_sets:from_list([1, 2, 3]).
> S2 = xb5_sets:from_list([4, 5, 6]).
> xb5_sets:is_disjoint(S1, S2).
true
> S3 = xb5_sets:from_list([3, 4, 5]).
> xb5_sets:is_disjoint(S1, S3).
false

  



  
    
      
    
    
      is_element(Element, Set)



        
          
        

    

  


  

      

          -spec is_element(Element, Set) -> boolean() when Set :: set(Element).


      


Equivalent to is_member/2.

  



  
    
      
    
    
      is_empty(Set)



        
          
        

    

  


  

      

          -spec is_empty(Set) -> boolean() when Set :: set().


      


Returns true if Set is empty, otherwise false.
Examples
> xb5_sets:is_empty(xb5_sets:new()).
true
> xb5_sets:is_empty(xb5_sets:from_list([1])).
false

  



  
    
      
    
    
      is_equal(Set1, Set2)



        
          
        

    

  


  

      

          -spec is_equal(Set1, Set2) -> boolean() when Set1 :: set(), Set2 :: set().


      


Returns true if Set1 and Set2 contain the same elements, otherwise
false.
Examples
> S1 = xb5_sets:from_list([1, 2, 3]).
> S2 = xb5_sets:from_list([3, 1, 2]).
> xb5_sets:is_equal(S1, S2).
true
> S3 = xb5_sets:from_list([1, 2]).
> xb5_sets:is_equal(S1, S3).
false

  



  
    
      
    
    
      is_member(Element, Set)



        
          
        

    

  


  

      

          -spec is_member(Element, Set) -> boolean() when Set :: set(Element).


      


Returns true if Element is a member of Set, otherwise false.
Examples
> S = xb5_sets:from_list([1, 2, 3]).
> xb5_sets:is_member(2, S).
true
> xb5_sets:is_member(4, S).
false

  



  
    
      
    
    
      is_set(Term)



        
          
        

    

  


  

      

          -spec is_set(Term) -> boolean() when Term :: term().


      


Returns true if Term appears to be a set, otherwise false.
Examples
> xb5_sets:is_set(xb5_sets:new()).
true
> xb5_sets:is_set(xb5_sets:from_list([1, 2])).
true
> xb5_sets:is_set(not_a_set).
false

  



  
    
      
    
    
      is_subset(Set1, Set2)



        
          
        

    

  


  

      

          -spec is_subset(Set1, Set2) -> boolean() when Set1 :: set(Element), Set2 :: set(Element).


      


Returns true if every element of Set1 is also a member of Set2,
otherwise false.
Examples
> S1 = xb5_sets:from_list([1, 2]).
> S2 = xb5_sets:from_list([1, 2, 3]).
> xb5_sets:is_subset(S1, S2).
true
> xb5_sets:is_subset(S2, S1).
false

  



  
    
      
    
    
      iterator(Set)



        
          
        

    

  


  

      

          -spec iterator(Set) -> Iter when Set :: set(Element), Iter :: iter(Element).


      


Returns an iterator that can be used for traversing the entries of Set;
see next/1. Equivalent to iterator(Set, ordered).
Examples
> S = xb5_sets:from_list([3, 1, 2]).
> I = xb5_sets:iterator(S).
> {1, I2} = xb5_sets:next(I).
> {2, I3} = xb5_sets:next(I2).
> {3, I4} = xb5_sets:next(I3).
> xb5_sets:next(I4).
none

  



  
    
      
    
    
      iterator(Set, Order)



        
          
        

    

  


  

      

          -spec iterator(Set, Order) -> Iter
                  when Set :: set(Element), Iter :: iter(Element), Order :: ordered | reversed.


      


Returns an iterator that can be used for traversing the entries of Set
in the given Order; see next/1.
Order must be ordered (ascending) or reversed (descending).
Examples
> S = xb5_sets:from_list([1, 2, 3]).
> I = xb5_sets:iterator(S, reversed).
> {3, I2} = xb5_sets:next(I).
> {2, I3} = xb5_sets:next(I2).
> {1, I4} = xb5_sets:next(I3).
> xb5_sets:next(I4).
none

  



  
    
      
    
    
      iterator_from(Element, Set)



        
          
        

    

  


  

      

          -spec iterator_from(Element, Set) -> Iter when Set :: set(Element), Iter :: iter(Element).


      


Returns an iterator that can be used for traversing the entries of Set
starting from element Element; see next/1. Equivalent to
iterator_from(Element, Set, ordered).
Examples
> S = xb5_sets:from_list([1, 2, 3, 4, 5]).
> I = xb5_sets:iterator_from(3, S).
> {3, I2} = xb5_sets:next(I).
> {4, I3} = xb5_sets:next(I2).
> {5, I4} = xb5_sets:next(I3).
> xb5_sets:next(I4).
none

  



  
    
      
    
    
      iterator_from(Element, Set, Order)



        
          
        

    

  


  

      

          -spec iterator_from(Element, Set, Order) -> Iter
                       when Set :: set(Element), Iter :: iter(Element), Order :: ordered | reversed.


      


Returns an iterator that can be used for traversing the entries of Set
starting from element Element in the given Order; see next/1.
Examples
> S = xb5_sets:from_list([1, 2, 3, 4, 5]).
> I = xb5_sets:iterator_from(3, S, reversed).
> {3, I2} = xb5_sets:next(I).
> {2, I3} = xb5_sets:next(I2).
> {1, I4} = xb5_sets:next(I3).
> xb5_sets:next(I4).
none

  



  
    
      
    
    
      larger(Element1, Set)



        
          
        

    

  


  

      

          -spec larger(Element1, Set) -> none | {found, Element2}
                when Element1 :: Element, Element2 :: Element, Set :: set(Element).


      


Returns {found, Element2} where Element2 is the smallest element
in Set that is strictly greater than Element1, or none if no such
element exists.
Examples
> S = xb5_sets:from_list([1, 3, 5]).
> xb5_sets:larger(2, S).
{found, 3}
> xb5_sets:larger(5, S).
none

  



  
    
      
    
    
      largest(Set)



        
          
        

    

  


  

      

          -spec largest(Set) -> Element when Set :: set(Element).


      


Returns the largest element in Set. Raises an empty_set error if the
set is empty.
Examples
> xb5_sets:largest(xb5_sets:from_list([1, 2, 3])).
3

  



  
    
      
    
    
      map(Fun, Set1)



        
          
        

    

  


  

      

          -spec map(Fun, Set1) -> Set2
             when Fun :: fun((Element1) -> Element2), Set1 :: set(Element1), Set2 :: set(Element2).


      


Maps Fun over all elements of Set1, returning a new set Set2.
Duplicates arising from the mapping are removed.
Examples
> S = xb5_sets:from_list([1, 2, 3]).
> xb5_sets:to_list(xb5_sets:map(fun(X) -> X * 10 end, S)).
[10, 20, 30]

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          -spec new() -> Set when Set :: set(_).


      


Returns a new empty set.
Examples
> xb5_sets:is_empty(xb5_sets:new()).
true
> xb5_sets:size(xb5_sets:new()).
0

  



  
    
      
    
    
      next(Iter1)



        
          
        

    

  


  

      

          -spec next(Iter1) -> {Element, Iter2} | none when Iter1 :: iter(Element), Iter2 :: iter(Element).


      


Returns {Element, Iter2} where Element is the next element referred
to by iterator Iter1 and Iter2 is the updated iterator, or none
if no more elements remain.
Examples
> S = xb5_sets:from_list([1, 2]).
> I = xb5_sets:iterator(S).
> {1, I2} = xb5_sets:next(I).
> {2, I3} = xb5_sets:next(I2).
> xb5_sets:next(I3).
none

  



  
    
      
    
    
      singleton(Element)



        
          
        

    

  


  

      

          -spec singleton(Element) -> set(Element).


      


Returns a set containing only element Element.
Examples
> xb5_sets:to_list(xb5_sets:singleton(42)).
[42]
> xb5_sets:size(xb5_sets:singleton(42)).
1

  



  
    
      
    
    
      size(Set)



        
          
        

    

  


  

      

          -spec size(Set) -> non_neg_integer() when Set :: set().


      


Returns the number of elements in Set.
Examples
> xb5_sets:size(xb5_sets:new()).
0
> xb5_sets:size(xb5_sets:from_list([1, 2, 3])).
3

  



  
    
      
    
    
      smaller(Element1, Set)



        
          
        

    

  


  

      

          -spec smaller(Element1, Set) -> none | {found, Element2}
                 when Element1 :: Element, Element2 :: Element, Set :: set(Element).


      


Returns {found, Element2} where Element2 is the largest element
in Set that is strictly less than Element1, or none if no such
element exists.
Examples
> S = xb5_sets:from_list([1, 3, 5]).
> xb5_sets:smaller(4, S).
{found, 3}
> xb5_sets:smaller(1, S).
none

  



  
    
      
    
    
      smallest(Set)



        
          
        

    

  


  

      

          -spec smallest(Set) -> Element when Set :: set(Element).


      


Returns the smallest element in Set. Raises an empty_set error if the
set is empty.
Examples
> xb5_sets:smallest(xb5_sets:from_list([3, 1, 2])).
1

  



  
    
      
    
    
      structural_stats(Set)



        
          
        

    

  


  

      

          -spec structural_stats(Set) -> Stats when Set :: set(), Stats :: xb5_structural_stats:t().


      


Returns structural statistics about the B-tree backing Set.
This is primarily intended for debugging and testing. The result
is a proplist with keys such as height, total_keys,
node_counts, node_percentages, and others.
Examples
> S = xb5_sets:from_list([1, 2, 3]).
> Stats = xb5_sets:structural_stats(S).
> {height, 1} = lists:keyfind(height, 1, Stats).
> {total_keys, 3} = lists:keyfind(total_keys, 1, Stats).

  



  
    
      
    
    
      subtract(Set1, Set2)



        
          
        

    

  


  

      

          -spec subtract(Set1, Set2) -> Set3 when Set1 :: set(Element), Set2 :: set(Element), Set3 :: set(Element).


      


Equivalent to difference/2.

  



  
    
      
    
    
      take_largest(Set1)



        
          
        

    

  


  

      

          -spec take_largest(Set1) -> {Element, Set2} when Set1 :: set(Element), Set2 :: set(Element).


      


Returns {Element, Set2}, where Element is the largest element in
Set1 and Set2 is the remaining set. Raises an empty_set error
if the set is empty.
Examples
> S = xb5_sets:from_list([1, 2, 3]).
> {3, S2} = xb5_sets:take_largest(S).
> xb5_sets:to_list(S2).
[1, 2]

  



  
    
      
    
    
      take_smallest(Set1)



        
          
        

    

  


  

      

          -spec take_smallest(Set1) -> {Element, Set2} when Set1 :: set(Element), Set2 :: set(Element).


      


Returns {Element, Set2}, where Element is the smallest element in
Set1 and Set2 is the remaining set. Raises an empty_set error
if the set is empty.
Examples
> S = xb5_sets:from_list([1, 2, 3]).
> {1, S2} = xb5_sets:take_smallest(S).
> xb5_sets:to_list(S2).
[2, 3]

  



  
    
      
    
    
      to_list(Set)



        
          
        

    

  


  

      

          -spec to_list(Set) -> List when Set :: set(Element), List :: [Element].


      


Returns the elements of Set as an ordered list.
Examples
> xb5_sets:to_list(xb5_sets:from_list([3, 1, 2])).
[1, 2, 3]
> xb5_sets:to_list(xb5_sets:new()).
[]

  



  
    
      
    
    
      union(SetList)



        
          
        

    

  


  

      

          -spec union(SetList) -> Set when SetList :: [set(Element)], Set :: set(Element).


      


Returns the union of a list of sets.
Examples
> S1 = xb5_sets:from_list([1, 2]).
> S2 = xb5_sets:from_list([2, 3]).
> S3 = xb5_sets:from_list([3, 4]).
> xb5_sets:to_list(xb5_sets:union([S1, S2, S3])).
[1, 2, 3, 4]
> xb5_sets:to_list(xb5_sets:union([])).
[]

  



  
    
      
    
    
      union(Set1, Set2)



        
          
        

    

  


  

      

          -spec union(Set1, Set2) -> Set3 when Set1 :: set(Element), Set2 :: set(Element), Set3 :: set(Element).


      


Returns the union of Set1 and Set2.
Examples
> S1 = xb5_sets:from_list([1, 2, 3]).
> S2 = xb5_sets:from_list([3, 4, 5]).
> xb5_sets:to_list(xb5_sets:union(S1, S2)).
[1, 2, 3, 4, 5]

  



  
    
      
    
    
      unwrap(Term)



        
          
        

    

  


  

      

          -spec unwrap(Term) -> {ok, Unwrapped} | {error, Reason}
                when
                    Term :: set(Element) | term(), Unwrapped :: unwrapped_set(Element), Reason :: term().


      


Unwraps an opaque set into a plain map representation suitable for
cross-language interop (for example, converting to an Elixir struct
that uses the same underlying node module). Returns {ok, Unwrapped}
on success or {error, Reason} if Term is not a valid set.
Examples
> S = xb5_sets:from_list([1, 2, 3]).
> {ok, Unwrapped} = xb5_sets:unwrap(S).
> maps:get(size, Unwrapped).
3
> {error, _} = xb5_sets:unwrap(not_a_set).

  



  
    
      
    
    
      wrap/1



        
          
        

    

  


  

      

          -spec wrap(unwrapped_set(Element)) -> set(Element).


      


Wraps a plain map representation back into an opaque set.
This is the inverse of unwrap/1 and is intended for cross-language
interop (for example, converting from an Elixir struct that shares the
same underlying node module).
Examples
> S = xb5_sets:from_list([1, 2, 3]).
> {ok, U} = xb5_sets:unwrap(S).
> S2 = xb5_sets:wrap(U).
> xb5_sets:to_list(S2).
[1, 2, 3]

  


        

      


  

    
xb5_trees 
    



      
An ordered key-value store backed by a
B-tree of order 5, and a drop-in
alternative to gb_trees.
Keys are kept in ascending Erlang term order. Comparisons use == rather than
=:= — so key 1 and key 1.0 are considered the same key.
Conversion to a list of {Key, Value} pairs via to_list/1 always yields
entries in ascending key order.
Beyond gb_trees
In addition to the gb_trees API, xb5_trees provides:
	from_list/1 — construct a tree from a list of {Key, Value} pairs.
	insert_with/3, update_with/3, update_with/4 — insert or update lazily.
	foldl/3, foldr/3 — left and right folds.
	merge/2, merge_with/3 — merge two trees.
	intersect/2, intersect_with/3 — intersect two trees.
	is_equal/2 — test key-value equality.

See also
	xb5_sets — ordered set.
	xb5_bag — ordered multiset with
order-statistic
operations.

Examples
> T = xb5_trees:from_list([{b, 2}, {a, 1}]).
> xb5_trees:get(a, T).
1
> xb5_trees:largest(T).
{b, 2}

      


      
        Summary


  
    Types
  


    
      
        iter()

      


        Shorthand for iter(_, _).



    


    
      
        iter(Key, Value)

      


        An iterator over entries of type {Key, Value}. See iterator/1 and next/1.



    


    
      
        tree()

      


        Shorthand for tree(_, _).



    


    
      
        tree(Key, Value)

      


        An ordered key-value tree containing entries of type {Key, Value}.



    


    
      
        unwrapped_tree(Key, Value)

      


        A plain-map representation of a tree, suitable for cross-language
serialization (for example, converting to or from an Elixir struct that
uses the same underlying node structures).



    





  
    Functions
  


    
      
        balance(Tree1)

      


        Returns Tree unchanged.



    


    
      
        delete(Key, Tree1)

      


        Removes key Key from Tree1, returning a new tree Tree2.



    


    
      
        delete_any(Key, Tree1)

      


        Removes key Key from Tree1 if present, returning a new tree Tree2.
If Key is not present, Tree1 is returned unchanged.



    


    
      
        empty()

      


        Equivalent to new/0.



    


    
      
        enter(Key, Value, Tree1)

      


        Inserts Key with value Value into Tree1 if the key is not present,
otherwise updates Key to value Value in Tree1.



    


    
      
        foldl(Function, Acc0, Tree)

      


        Folds Function over all entries of Tree in ascending key order,
calling Function(Key, Value, AccIn) for each entry. Returns the final
accumulator value.



    


    
      
        foldr(Function, Acc0, Tree)

      


        Folds Function over all entries of Tree in descending key order,
calling Function(Key, Value, AccIn) for each entry. Returns the final
accumulator value.



    


    
      
        from_list(List)

      


        Returns a tree of the key-value pairs in List. Duplicate keys are
resolved by keeping the last occurrence.



    


    
      
        from_orddict(Orddict)

      


        Returns a tree built from the ordered dictionary Orddict.



    


    
      
        get(Key, Tree)

      


        Retrieves the value stored with Key in Tree.



    


    
      
        insert(Key, Value, Tree1)

      


        Inserts Key with value Value into Tree1, returning a new tree
Tree2.



    


    
      
        insert_with(Key, Fun, Tree1)

      


        Like insert/3, but takes a zero-arity fun that is only evaluated when
the key is not yet present. Returns a new tree Tree2 with the key
inserted.



    


    
      
        intersect(Tree1, Tree2)

      


        Returns the intersection of Tree1 and Tree2, i.e., a tree containing only
the keys present in both trees. For keys present in both, the value from
Tree2 is kept.



    


    
      
        intersect_with(Fun, Tree1, Tree2)

      


        Returns the intersection of Tree1 and Tree2, using Fun to compute the
value for each key present in both trees. Fun is called as
Fun(Key, Value1, Value2) where Value1 is from Tree1 and Value2 is
from Tree2.



    


    
      
        is_defined(Key, Tree)

      


        Returns true if Key is present in Tree, otherwise false.



    


    
      
        is_empty(Tree)

      


        Returns true if Tree is empty, otherwise false.



    


    
      
        is_equal(Tree1, Tree2)

      


        Returns true if Tree1 and Tree2 contain the same keys and values, otherwise
false.



    


    
      
        iterator(Tree)

      


        Returns an iterator that can be used for traversing the entries of Tree;
see next/1. Equivalent to iterator(Tree, ordered).



    


    
      
        iterator(Tree, Order)

      


        Returns an iterator that can be used for traversing the entries of Tree
in the given Order; see next/1.



    


    
      
        iterator_from(Key, Tree)

      


        Returns an iterator that can be used for traversing the entries of Tree
starting from the first key greater than or equal to Key; see next/1.
Equivalent to iterator_from(Key, Tree, ordered).



    


    
      
        iterator_from(Key, Tree, Order)

      


        Returns an iterator that can be used for traversing the entries of Tree
starting from the key nearest to Key in the given Order; see next/1.



    


    
      
        keys(Tree)

      


        Returns the keys in Tree as an ordered list.



    


    
      
        larger(Key1, Tree)

      


        Returns {Key2, Value} where Key2 is the least key strictly greater
than Key1 in Tree, or none if no such key exists.



    


    
      
        largest(Tree)

      


        Returns {Key, Value} where Key is the largest key in Tree.



    


    
      
        lookup(Key, Tree)

      


        Looks up Key in Tree. Returns {value, Value} if Key is present,
or none if Key is not present.



    


    
      
        map(Function, Tree1)

      


        Maps Function over all values in Tree1, returning a new tree Tree2
with the same keys. For each entry, Function(Key, Value1) must return
the new value Value2.



    


    
      
        merge(Tree1, Tree2)

      


        Merges Tree1 and Tree2 into a single tree. For keys present in both trees,
the value from Tree2 is kept.



    


    
      
        merge_with(Fun, Tree1, Tree2)

      


        Merges Tree1 and Tree2 into a single tree, using Fun to compute the
value for each key present in both trees. Fun is called as
Fun(Key, Value1, Value2) where Value1 is from Tree1 and Value2 is
from Tree2.



    


    
      
        new()

      


        Returns a new empty tree.



    


    
      
        next(Iter1)

      


        Returns {Key, Value, Iter2} where Key and Value are the next entry
referred to by iterator Iter1 and Iter2 is the updated iterator, or
none if no more entries remain.



    


    
      
        size(Tree)

      


        Returns the number of entries in Tree.



    


    
      
        smaller(Key1, Tree)

      


        Returns {Key2, Value} where Key2 is the greatest key strictly less
than Key1 in Tree, or none if no such key exists.



    


    
      
        smallest(Tree)

      


        Returns {Key, Value} where Key is the smallest key in Tree.



    


    
      
        structural_stats(Tree)

      


        Returns structural statistics about the B-tree backing Tree.



    


    
      
        take(Key, Tree1)

      


        Returns {Value, Tree2} where Value is the value associated with Key
and Tree2 is Tree1 with Key removed.



    


    
      
        take_any(Key, Tree1)

      


        Like take/2, but returns error if the key is not present instead of
raising an exception.



    


    
      
        take_largest(Tree1)

      


        Returns {Key, Value, Tree2} where Key is the largest key in Tree1,
Value is its associated value, and Tree2 is Tree1 with that entry
removed.



    


    
      
        take_smallest(Tree1)

      


        Returns {Key, Value, Tree2} where Key is the smallest key in Tree1,
Value is its associated value, and Tree2 is Tree1 with that entry
removed.



    


    
      
        to_list(Tree)

      


        Converts Tree into an ordered list of {Key, Value} tuples.



    


    
      
        unwrap(Term)

      


        Unwraps an opaque tree into a plain map representation suitable for
cross-language interop (for example, converting to an Elixir struct
that uses the same underlying node module). Returns {ok, Unwrapped}
on success or {error, Reason} if Term is not a valid tree.



    


    
      
        update(Key, Value, Tree1)

      


        Updates Key to value Value in Tree1, returning a new tree Tree2.



    


    
      
        update_with(Key, Fun, Tree1)

      


        Applies Fun to the current value of Key in Tree1, storing the
result as the new value and returning the updated tree Tree2.



    


    
      
        update_with(Key, Fun, Init, Tree1)

      


        Like update_with/3, but inserts Init as the value if Key is not
present in Tree1.



    


    
      
        values(Tree)

      


        Returns the values in Tree as a list, ordered by their corresponding
keys.



    


    
      
        wrap/1

      


        Wraps a plain map representation back into an opaque tree.



    





      


      
        Types


        


  
    
      
    
    
      iter()



        
          
        

    

  


  

      

          -type iter() :: iter(_, _).


      


Shorthand for iter(_, _).

  



  
    
      
    
    
      iter(Key, Value)



        
          
        

    

  


  

      

          -opaque iter(Key, Value)


      


An iterator over entries of type {Key, Value}. See iterator/1 and next/1.

  



  
    
      
    
    
      tree()



        
          
        

    

  


  

      

          -type tree() :: tree(_, _).


      


Shorthand for tree(_, _).

  



  
    
      
    
    
      tree(Key, Value)



        
          
        

    

  


  

      

          -opaque tree(Key, Value)


      


An ordered key-value tree containing entries of type {Key, Value}.

  



  
    
      
    
    
      unwrapped_tree(Key, Value)



        
          
        

    

  


  

      

          -type unwrapped_tree(Key, Value) :: #{size := non_neg_integer(), root := xb5_trees_node:t(Key, Value)}.


      


A plain-map representation of a tree, suitable for cross-language
serialization (for example, converting to or from an Elixir struct that
uses the same underlying node structures).
See unwrap/1 and wrap/1.

  


        

      

      
        Functions


        


  
    
      
    
    
      balance(Tree1)



        
          
        

    

  


  

      

          -spec balance(Tree1) -> Tree2 when Tree1 :: tree(Key, Value), Tree2 :: tree(Key, Value).


      


Returns Tree unchanged.
This function exists only to ease migration from gb_trees. Since xb5
B-trees are always balanced, calling this function is never necessary.
Examples
> T = xb5_trees:from_list([{3, c}, {1, a}, {2, b}]).
> xb5_trees:to_list(xb5_trees:balance(T)).
[{1, a}, {2, b}, {3, c}]

  



  
    
      
    
    
      delete(Key, Tree1)



        
          
        

    

  


  

      

          -spec delete(Key, Tree1) -> Tree2 when Tree1 :: tree(Key, Value), Tree2 :: tree(Key, Value).


      


Removes key Key from Tree1, returning a new tree Tree2.
Raises a {badkey, Key} error if the key is not present.
Examples
> T = xb5_trees:from_list([{1, a}, {2, b}, {3, c}]).
> xb5_trees:to_list(xb5_trees:delete(2, T)).
[{1, a}, {3, c}]

  



  
    
      
    
    
      delete_any(Key, Tree1)



        
          
        

    

  


  

      

          -spec delete_any(Key, Tree1) -> Tree2 when Tree1 :: tree(Key, Value), Tree2 :: tree(Key, Value).


      


Removes key Key from Tree1 if present, returning a new tree Tree2.
If Key is not present, Tree1 is returned unchanged.
Examples
> T = xb5_trees:from_list([{1, a}, {2, b}, {3, c}]).
> xb5_trees:to_list(xb5_trees:delete_any(2, T)).
[{1, a}, {3, c}]
> xb5_trees:to_list(xb5_trees:delete_any(42, T)).
[{1, a}, {2, b}, {3, c}]

  



  
    
      
    
    
      empty()



        
          
        

    

  


  

      

          -spec empty() -> tree().


      


Equivalent to new/0.

  



  
    
      
    
    
      enter(Key, Value, Tree1)



        
          
        

    

  


  

      

          -spec enter(Key, Value, Tree1) -> Tree2 when Tree1 :: tree(Key, Value), Tree2 :: tree(Key, Value).


      


Inserts Key with value Value into Tree1 if the key is not present,
otherwise updates Key to value Value in Tree1.
Examples
> T0 = xb5_trees:new().
> T1 = xb5_trees:enter(1, a, T0).
> xb5_trees:to_list(T1).
[{1, a}]
> T2 = xb5_trees:enter(1, z, T1).
> xb5_trees:to_list(T2).
[{1, z}]
> T3 = xb5_trees:enter(2, b, T2).
> xb5_trees:to_list(T3).
[{1, z}, {2, b}]

  



  
    
      
    
    
      foldl(Function, Acc0, Tree)



        
          
        

    

  


  

      

          -spec foldl(Function, Acc0, Tree) -> Acc1
               when
                   Function :: fun((Key, Value, AccIn) -> AccOut),
                   Acc0 :: Acc,
                   Acc1 :: Acc,
                   AccIn :: Acc,
                   AccOut :: Acc,
                   Tree :: tree(Key, Value).


      


Folds Function over all entries of Tree in ascending key order,
calling Function(Key, Value, AccIn) for each entry. Returns the final
accumulator value.
Examples
> T = xb5_trees:from_list([{1, a}, {2, b}, {3, c}]).
> xb5_trees:foldl(fun(K, V, Acc) -> [{K, V} | Acc] end, [], T).
[{3, c}, {2, b}, {1, a}]

  



  
    
      
    
    
      foldr(Function, Acc0, Tree)



        
          
        

    

  


  

      

          -spec foldr(Function, Acc0, Tree) -> Acc1
               when
                   Function :: fun((Key, Value, AccIn) -> AccOut),
                   Acc0 :: Acc,
                   Acc1 :: Acc,
                   AccIn :: Acc,
                   AccOut :: Acc,
                   Tree :: tree(Key, Value).


      


Folds Function over all entries of Tree in descending key order,
calling Function(Key, Value, AccIn) for each entry. Returns the final
accumulator value.
Examples
> T = xb5_trees:from_list([{1, a}, {2, b}, {3, c}]).
> xb5_trees:foldr(fun(K, V, Acc) -> [{K, V} | Acc] end, [], T).
[{1, a}, {2, b}, {3, c}]

  



  
    
      
    
    
      from_list(List)



        
          
        

    

  


  

      

          -spec from_list(List) -> Tree when List :: [{Key, Value}], Tree :: tree(Key, Value).


      


Returns a tree of the key-value pairs in List. Duplicate keys are
resolved by keeping the last occurrence.
It sorts the List by key and then delegates to from_orddict/1 - see that
function for performance characteristics.
Examples
> xb5_trees:to_list(xb5_trees:from_list([{3, c}, {1, a}, {2, b}])).
[{1, a}, {2, b}, {3, c}]
> xb5_trees:to_list(xb5_trees:from_list([{1, a}, {1, z}])).
[{1, z}]
> xb5_trees:to_list(xb5_trees:from_list([])).
[]

  



  
    
      
    
    
      from_orddict(Orddict)



        
          
        

    

  


  

      

          -spec from_orddict(Orddict) -> Tree
                      when Orddict :: orddict:orddict(Key, Value), Tree :: tree(Key, Value).


      


Returns a tree built from the ordered dictionary Orddict.
The tree is built by recursively splitting the list top-down rather than by
sequential insertion, yielding an optimally balanced result without intermediate
allocations or element comparisons. This is analogous to gb_trees:from_orddict/1.
Examples
> xb5_trees:to_list(xb5_trees:from_orddict([{1, a}, {2, b}])).
[{1, a}, {2, b}]

  



  
    
      
    
    
      get(Key, Tree)



        
          
        

    

  


  

      

          -spec get(Key, Tree) -> Value when Tree :: tree(Key, Value).


      


Retrieves the value stored with Key in Tree.
Raises a {badkey, Key} error if the key is not present.
Examples
> T = xb5_trees:from_list([{1, a}, {2, b}, {3, c}]).
> xb5_trees:get(2, T).
b

  



  
    
      
    
    
      insert(Key, Value, Tree1)



        
          
        

    

  


  

      

          -spec insert(Key, Value, Tree1) -> Tree2 when Tree1 :: tree(Key, Value), Tree2 :: tree(Key, Value).


      


Inserts Key with value Value into Tree1, returning a new tree
Tree2.
Raises a {key_exists, Key} error if the key is already present.
Examples
> T0 = xb5_trees:new().
> T1 = xb5_trees:insert(1, a, T0).
> xb5_trees:to_list(T1).
[{1, a}]
> T2 = xb5_trees:insert(2, b, T1).
> xb5_trees:to_list(T2).
[{1, a}, {2, b}]

  



  
    
      
    
    
      insert_with(Key, Fun, Tree1)



        
          
        

    

  


  

      

          -spec insert_with(Key, Fun, Tree1) -> Tree2
                     when Fun :: fun(() -> Value), Tree1 :: tree(Key, Value), Tree2 :: tree(Key, Value).


      


Like insert/3, but takes a zero-arity fun that is only evaluated when
the key is not yet present. Returns a new tree Tree2 with the key
inserted.
Raises a {key_exists, Key} error if the key already exists.
Examples
> T0 = xb5_trees:new().
> T1 = xb5_trees:insert_with(1, fun() -> a end, T0).
> xb5_trees:to_list(T1).
[{1, a}]

  



  
    
      
    
    
      intersect(Tree1, Tree2)



        
          
        

    

  


  

      

          -spec intersect(Tree1, Tree2) -> Tree3
                   when Tree1 :: tree(Key, Value), Tree2 :: tree(Key, Value), Tree3 :: tree(Key, Value).


      


Returns the intersection of Tree1 and Tree2, i.e., a tree containing only
the keys present in both trees. For keys present in both, the value from
Tree2 is kept.
Examples
> T1 = xb5_trees:from_list([{1, a}, {2, b}, {3, c}]).
> T2 = xb5_trees:from_list([{2, x}, {3, y}, {4, z}]).
> xb5_trees:to_list(xb5_trees:intersect(T1, T2)).
[{2, x}, {3, y}]

  



  
    
      
    
    
      intersect_with(Fun, Tree1, Tree2)



        
          
        

    

  


  

      

          -spec intersect_with(Fun, Tree1, Tree2) -> Tree3
                        when
                            Fun :: fun((Key1 | Key2, Value1, Value2) -> Value3),
                            Tree1 :: tree(Key1, Value1),
                            Tree2 :: tree(Key2, Value2),
                            Tree3 :: tree(Key1 | Key2, Value3).


      


Returns the intersection of Tree1 and Tree2, using Fun to compute the
value for each key present in both trees. Fun is called as
Fun(Key, Value1, Value2) where Value1 is from Tree1 and Value2 is
from Tree2.
Examples
> T1 = xb5_trees:from_list([{1, 10}, {2, 20}, {3, 30}]).
> T2 = xb5_trees:from_list([{2, 2}, {3, 3}, {4, 4}]).
> F = fun(_K, V1, V2) -> V1 * V2 end.
> xb5_trees:to_list(xb5_trees:intersect_with(F, T1, T2)).
[{2, 40}, {3, 90}]

  



  
    
      
    
    
      is_defined(Key, Tree)



        
          
        

    

  


  

      

          -spec is_defined(Key, Tree) -> boolean() when Tree :: tree(Key, Value :: term()).


      


Returns true if Key is present in Tree, otherwise false.
Examples
> T = xb5_trees:from_list([{1, a}, {2, b}, {3, c}]).
> xb5_trees:is_defined(2, T).
true
> xb5_trees:is_defined(42, T).
false

  



  
    
      
    
    
      is_empty(Tree)



        
          
        

    

  


  

      

          -spec is_empty(Tree) -> boolean() when Tree :: tree().


      


Returns true if Tree is empty, otherwise false.
Examples
> xb5_trees:is_empty(xb5_trees:new()).
true
> xb5_trees:is_empty(xb5_trees:from_list([{1, a}])).
false

  



  
    
      
    
    
      is_equal(Tree1, Tree2)



        
          
        

    

  


  

      

          -spec is_equal(Tree1, Tree2) -> boolean() when Tree1 :: tree(), Tree2 :: tree().


      


Returns true if Tree1 and Tree2 contain the same keys and values, otherwise
false.
Keys are compared with ==, values with =:=.
Examples
> S1 = xb5_trees:from_list([{1, a}, {2, b}, {3, c}]).
> S2 = xb5_trees:from_list([{3, c}, {1.0, a}, {2, b}]).
> xb5_trees:is_equal(S1, S2).
true
> S3 = xb5_trees:from_list([{1, x}, {2, y}]).
> xb5_trees:is_equal(S1, S3).
false

  



  
    
      
    
    
      iterator(Tree)



        
          
        

    

  


  

      

          -spec iterator(Tree) -> Iter when Tree :: tree(Key, Value), Iter :: iter(Key, Value).


      


Returns an iterator that can be used for traversing the entries of Tree;
see next/1. Equivalent to iterator(Tree, ordered).
Examples
> T = xb5_trees:from_list([{3, c}, {1, a}, {2, b}]).
> I = xb5_trees:iterator(T).
> {1, a, I2} = xb5_trees:next(I).
> {2, b, I3} = xb5_trees:next(I2).
> {3, c, I4} = xb5_trees:next(I3).
> xb5_trees:next(I4).
none

  



  
    
      
    
    
      iterator(Tree, Order)



        
          
        

    

  


  

      

          -spec iterator(Tree, Order) -> Iter
                  when Tree :: tree(Key, Value), Iter :: iter(Key, Value), Order :: ordered | reversed.


      


Returns an iterator that can be used for traversing the entries of Tree
in the given Order; see next/1.
Order must be ordered (ascending) or reversed (descending).
Examples
> T = xb5_trees:from_list([{1, a}, {2, b}, {3, c}]).
> I = xb5_trees:iterator(T, reversed).
> {3, c, I2} = xb5_trees:next(I).
> {2, b, I3} = xb5_trees:next(I2).
> {1, a, I4} = xb5_trees:next(I3).
> xb5_trees:next(I4).
none

  



  
    
      
    
    
      iterator_from(Key, Tree)



        
          
        

    

  


  

      

          -spec iterator_from(Key, Tree) -> Iter when Tree :: tree(Key, Value), Iter :: iter(Key, Value).


      


Returns an iterator that can be used for traversing the entries of Tree
starting from the first key greater than or equal to Key; see next/1.
Equivalent to iterator_from(Key, Tree, ordered).
Examples
> T = xb5_trees:from_list([{1, a}, {2, b}, {3, c}, {4, d}, {5, e}]).
> I = xb5_trees:iterator_from(3, T).
> {3, c, I2} = xb5_trees:next(I).
> {4, d, I3} = xb5_trees:next(I2).
> {5, e, I4} = xb5_trees:next(I3).
> xb5_trees:next(I4).
none

  



  
    
      
    
    
      iterator_from(Key, Tree, Order)



        
          
        

    

  


  

      

          -spec iterator_from(Key, Tree, Order) -> Iter
                       when
                           Tree :: tree(Key, Value),
                           Iter :: iter(Key, Value),
                           Order :: ordered | reversed.


      


Returns an iterator that can be used for traversing the entries of Tree
starting from the key nearest to Key in the given Order; see next/1.
Examples
> T = xb5_trees:from_list([{1, a}, {2, b}, {3, c}, {4, d}, {5, e}]).
> I = xb5_trees:iterator_from(3, T, reversed).
> {3, c, I2} = xb5_trees:next(I).
> {2, b, I3} = xb5_trees:next(I2).
> {1, a, I4} = xb5_trees:next(I3).
> xb5_trees:next(I4).
none

  



  
    
      
    
    
      keys(Tree)



        
          
        

    

  


  

      

          -spec keys(Tree) -> [Key] when Tree :: tree(Key, _).


      


Returns the keys in Tree as an ordered list.
Examples
> T = xb5_trees:from_list([{3, c}, {1, a}, {2, b}]).
> xb5_trees:keys(T).
[1, 2, 3]

  



  
    
      
    
    
      larger(Key1, Tree)



        
          
        

    

  


  

      

          -spec larger(Key1, Tree) -> none | {Key2, Value} when Key1 :: Key, Key2 :: Key, Tree :: tree(Key, Value).


      


Returns {Key2, Value} where Key2 is the least key strictly greater
than Key1 in Tree, or none if no such key exists.
Examples
> T = xb5_trees:from_list([{1, a}, {3, c}, {5, e}]).
> xb5_trees:larger(2, T).
{3, c}
> xb5_trees:larger(5, T).
none

  



  
    
      
    
    
      largest(Tree)



        
          
        

    

  


  

      

          -spec largest(Tree) -> {Key, Value} when Tree :: tree(Key, Value).


      


Returns {Key, Value} where Key is the largest key in Tree.
Raises an empty_tree error if the tree is empty.
Examples
> xb5_trees:largest(xb5_trees:from_list([{1, a}, {2, b}, {3, c}])).
{3, c}

  



  
    
      
    
    
      lookup(Key, Tree)



        
          
        

    

  


  

      

          -spec lookup(Key, Tree) -> none | {value, Value} when Tree :: tree(Key, Value).


      


Looks up Key in Tree. Returns {value, Value} if Key is present,
or none if Key is not present.
Examples
> T = xb5_trees:from_list([{1, a}, {2, b}, {3, c}]).
> xb5_trees:lookup(2, T).
{value, b}
> xb5_trees:lookup(42, T).
none

  



  
    
      
    
    
      map(Function, Tree1)



        
          
        

    

  


  

      

          -spec map(Function, Tree1) -> Tree2
             when
                 Function :: fun((K :: Key, V1 :: Value1) -> V2 :: Value2),
                 Tree1 :: tree(Key, Value1),
                 Tree2 :: tree(Key, Value2).


      


Maps Function over all values in Tree1, returning a new tree Tree2
with the same keys. For each entry, Function(Key, Value1) must return
the new value Value2.
Examples
> T = xb5_trees:from_list([{1, 10}, {2, 20}, {3, 30}]).
> xb5_trees:to_list(xb5_trees:map(fun(_K, V) -> V * 2 end, T)).
[{1, 20}, {2, 40}, {3, 60}]

  



  
    
      
    
    
      merge(Tree1, Tree2)



        
          
        

    

  


  

      

          -spec merge(Tree1, Tree2) -> Tree3
               when
                   Tree1 :: tree(KeyA, ValueA),
                   Tree2 :: tree(KeyB, ValueB),
                   Tree3 :: tree(KeyA | KeyB, ValueA | ValueB).


      


Merges Tree1 and Tree2 into a single tree. For keys present in both trees,
the value from Tree2 is kept.
Examples
> T1 = xb5_trees:from_list([{1, a}, {2, b}, {3, c}]).
> T2 = xb5_trees:from_list([{2, x}, {4, y}]).
> xb5_trees:to_list(xb5_trees:merge(T1, T2)).
[{1, a}, {2, x}, {3, c}, {4, y}]

  



  
    
      
    
    
      merge_with(Fun, Tree1, Tree2)



        
          
        

    

  


  

      

          -spec merge_with(Fun, Tree1, Tree2) -> Tree3
                    when
                        Fun :: fun((KeyA | KeyB, ValueA, ValueB) -> MergeValue),
                        Tree1 :: tree(KeyA, ValueA),
                        Tree2 :: tree(KeyB, ValueB),
                        Tree3 :: tree(KeyA | KeyB, ValueA | ValueB | MergeValue).


      


Merges Tree1 and Tree2 into a single tree, using Fun to compute the
value for each key present in both trees. Fun is called as
Fun(Key, Value1, Value2) where Value1 is from Tree1 and Value2 is
from Tree2.
Examples
> T1 = xb5_trees:from_list([{1, 10}, {2, 20}, {3, 30}]).
> T2 = xb5_trees:from_list([{2, 2}, {4, 40}]).
> F = fun(_K, V1, V2) -> V1 + V2 end.
> xb5_trees:to_list(xb5_trees:merge_with(F, T1, T2)).
[{1, 10}, {2, 22}, {3, 30}, {4, 40}]

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          -spec new() -> tree().


      


Returns a new empty tree.
Examples
> xb5_trees:is_empty(xb5_trees:new()).
true
> xb5_trees:size(xb5_trees:new()).
0

  



  
    
      
    
    
      next(Iter1)



        
          
        

    

  


  

      

          -spec next(Iter1) -> none | {Key, Value, Iter2}
              when Iter1 :: iter(Key, Value), Iter2 :: iter(Key, Value).


      


Returns {Key, Value, Iter2} where Key and Value are the next entry
referred to by iterator Iter1 and Iter2 is the updated iterator, or
none if no more entries remain.
Examples
> T = xb5_trees:from_list([{1, a}, {2, b}]).
> I = xb5_trees:iterator(T).
> {1, a, I2} = xb5_trees:next(I).
> {2, b, I3} = xb5_trees:next(I2).
> xb5_trees:next(I3).
none

  



  
    
      
    
    
      size(Tree)



        
          
        

    

  


  

      

          -spec size(Tree) -> non_neg_integer() when Tree :: tree().


      


Returns the number of entries in Tree.
Examples
> xb5_trees:size(xb5_trees:new()).
0
> xb5_trees:size(xb5_trees:from_list([{1, a}, {2, b}, {3, c}])).
3

  



  
    
      
    
    
      smaller(Key1, Tree)



        
          
        

    

  


  

      

          -spec smaller(Key1, Tree) -> none | {Key2, Value}
                 when Key1 :: Key, Key2 :: Key, Tree :: tree(Key, Value).


      


Returns {Key2, Value} where Key2 is the greatest key strictly less
than Key1 in Tree, or none if no such key exists.
Examples
> T = xb5_trees:from_list([{1, a}, {3, c}, {5, e}]).
> xb5_trees:smaller(4, T).
{3, c}
> xb5_trees:smaller(1, T).
none

  



  
    
      
    
    
      smallest(Tree)



        
          
        

    

  


  

      

          -spec smallest(Tree) -> {Key, Value} when Tree :: tree(Key, Value).


      


Returns {Key, Value} where Key is the smallest key in Tree.
Raises an empty_tree error if the tree is empty.
Examples
> xb5_trees:smallest(xb5_trees:from_list([{3, c}, {1, a}, {2, b}])).
{1, a}

  



  
    
      
    
    
      structural_stats(Tree)



        
          
        

    

  


  

      

          -spec structural_stats(Tree) -> Stats when Tree :: tree(), Stats :: xb5_structural_stats:t().


      


Returns structural statistics about the B-tree backing Tree.
This is primarily intended for debugging and testing. The result
is a proplist with keys such as height, total_keys,
node_counts, node_percentages, and others.
Examples
> T = xb5_trees:from_list([{1, a}, {2, b}, {3, c}]).
> Stats = xb5_trees:structural_stats(T).
> {height, 1} = lists:keyfind(height, 1, Stats).
> {total_keys, 3} = lists:keyfind(total_keys, 1, Stats).

  



  
    
      
    
    
      take(Key, Tree1)



        
          
        

    

  


  

      

          -spec take(Key, Tree1) -> {Value, Tree2}
              when Tree1 :: tree(Key, _), Tree2 :: tree(Key, _), Key :: term(), Value :: term().


      


Returns {Value, Tree2} where Value is the value associated with Key
and Tree2 is Tree1 with Key removed.
Raises a {badkey, Key} error if the key is not present.
Examples
> T = xb5_trees:from_list([{1, a}, {2, b}, {3, c}]).
> {b, T2} = xb5_trees:take(2, T).
> xb5_trees:to_list(T2).
[{1, a}, {3, c}]

  



  
    
      
    
    
      take_any(Key, Tree1)



        
          
        

    

  


  

      

          -spec take_any(Key, Tree1) -> {Value, Tree2} | error
                  when Tree1 :: tree(Key, _), Tree2 :: tree(Key, _), Key :: term(), Value :: term().


      


Like take/2, but returns error if the key is not present instead of
raising an exception.
Examples
> T = xb5_trees:from_list([{1, a}, {2, b}, {3, c}]).
> {b, T2} = xb5_trees:take_any(2, T).
> xb5_trees:to_list(T2).
[{1, a}, {3, c}]
> xb5_trees:take_any(42, T).
error

  



  
    
      
    
    
      take_largest(Tree1)



        
          
        

    

  


  

      

          -spec take_largest(Tree1) -> {Key, Value, Tree2}
                      when Tree1 :: tree(Key, Value), Tree2 :: tree(Key, Value).


      


Returns {Key, Value, Tree2} where Key is the largest key in Tree1,
Value is its associated value, and Tree2 is Tree1 with that entry
removed.
Raises an empty_tree error if the tree is empty.
Examples
> T = xb5_trees:from_list([{1, a}, {2, b}, {3, c}]).
> {3, c, T2} = xb5_trees:take_largest(T).
> xb5_trees:to_list(T2).
[{1, a}, {2, b}]

  



  
    
      
    
    
      take_smallest(Tree1)



        
          
        

    

  


  

      

          -spec take_smallest(Tree1) -> {Key, Value, Tree2}
                       when Tree1 :: tree(Key, Value), Tree2 :: tree(Key, Value).


      


Returns {Key, Value, Tree2} where Key is the smallest key in Tree1,
Value is its associated value, and Tree2 is Tree1 with that entry
removed.
Raises an empty_tree error if the tree is empty.
Examples
> T = xb5_trees:from_list([{1, a}, {2, b}, {3, c}]).
> {1, a, T2} = xb5_trees:take_smallest(T).
> xb5_trees:to_list(T2).
[{2, b}, {3, c}]

  



  
    
      
    
    
      to_list(Tree)



        
          
        

    

  


  

      

          -spec to_list(Tree) -> [{Key, Value}] when Tree :: tree(Key, Value).


      


Converts Tree into an ordered list of {Key, Value} tuples.
Examples
> xb5_trees:to_list(xb5_trees:from_list([{3, c}, {1, a}, {2, b}])).
[{1, a}, {2, b}, {3, c}]
> xb5_trees:to_list(xb5_trees:new()).
[]

  



  
    
      
    
    
      unwrap(Term)



        
          
        

    

  


  

      

          -spec unwrap(Term :: _) -> {ok, unwrapped_tree(_, _)} | {error, Reason :: _}.


      


Unwraps an opaque tree into a plain map representation suitable for
cross-language interop (for example, converting to an Elixir struct
that uses the same underlying node module). Returns {ok, Unwrapped}
on success or {error, Reason} if Term is not a valid tree.
Examples
> T = xb5_trees:from_list([{1, a}, {2, b}, {3, c}]).
> {ok, Unwrapped} = xb5_trees:unwrap(T).
> maps:get(size, Unwrapped).
3
> {error, _} = xb5_trees:unwrap(not_a_tree).

  



  
    
      
    
    
      update(Key, Value, Tree1)



        
          
        

    

  


  

      

          -spec update(Key, Value, Tree1) -> Tree2 when Tree1 :: tree(Key, Value), Tree2 :: tree(Key, Value).


      


Updates Key to value Value in Tree1, returning a new tree Tree2.
Raises a {badkey, Key} error if the key is not present.
Examples
> T = xb5_trees:from_list([{1, a}, {2, b}, {3, c}]).
> xb5_trees:to_list(xb5_trees:update(2, z, T)).
[{1, a}, {2, z}, {3, c}]

  



  
    
      
    
    
      update_with(Key, Fun, Tree1)



        
          
        

    

  


  

      

          -spec update_with(Key, Fun, Tree1) -> Tree2
                     when
                         Fun :: fun((Value1) -> Value2),
                         Tree1 :: tree(Key, Value | Value1),
                         Tree2 :: tree(Key, Value | Value2).


      


Applies Fun to the current value of Key in Tree1, storing the
result as the new value and returning the updated tree Tree2.
Raises a {badkey, Key} error if the key is not present.
Examples
> T = xb5_trees:from_list([{1, 10}, {2, 20}, {3, 30}]).
> xb5_trees:to_list(xb5_trees:update_with(2, fun(V) -> V + 1 end, T)).
[{1, 10}, {2, 21}, {3, 30}]

  



  
    
      
    
    
      update_with(Key, Fun, Init, Tree1)



        
          
        

    

  


  

      

          -spec update_with(Key, Fun, Init, Tree1) -> Tree2
                     when
                         Fun :: fun((Value1) -> Value2),
                         Tree1 :: tree(Key, Value | Value1),
                         Tree2 :: tree(Key, Value | Value2 | Init).


      


Like update_with/3, but inserts Init as the value if Key is not
present in Tree1.
Examples
> T = xb5_trees:from_list([{1, 10}, {2, 20}]).
> T2 = xb5_trees:update_with(2, fun(V) -> V + 1 end, 0, T).
> xb5_trees:to_list(T2).
[{1, 10}, {2, 21}]
> T3 = xb5_trees:update_with(3, fun(V) -> V + 1 end, 0, T).
> xb5_trees:to_list(T3).
[{1, 10}, {2, 20}, {3, 0}]

  



  
    
      
    
    
      values(Tree)



        
          
        

    

  


  

      

          -spec values(Tree) -> [Value] when Tree :: tree(_, Value).


      


Returns the values in Tree as a list, ordered by their corresponding
keys.
Examples
> T = xb5_trees:from_list([{3, c}, {1, a}, {2, b}]).
> xb5_trees:values(T).
[a, b, c]

  



  
    
      
    
    
      wrap/1



        
          
        

    

  


  

      

          -spec wrap(unwrapped_tree(Key, Value)) -> tree(Key, Value).


      


Wraps a plain map representation back into an opaque tree.
This is the inverse of unwrap/1 and is intended for cross-language
interop (for example, converting from an Elixir struct that shares the
same underlying node module).
Examples
> T = xb5_trees:from_list([{1, a}, {2, b}, {3, c}]).
> {ok, U} = xb5_trees:unwrap(T).
> T2 = xb5_trees:wrap(U).
> xb5_trees:to_list(T2).
[{1, a}, {2, b}, {3, c}]

  


        

      


  

    
xb5_bag_node 
    



      
API for operating over xb5_bag internal nodes directly.
ℹ️
You're likely looking for xb5_bag.
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      to_list/1



        
          
        

    

  


  

      

          -spec to_list(t(Elem)) -> [Elem].


      



  


        

      


  

    
xb5_bag_utils 
    



      
Additional utils for operating over xb5_bag contents.

      


      
        Summary


  
    Types
  


    
      
        percentile()

      


        A percentile value between 0.0 (0th) and 1.0 (100th).



    


    
      
        percentile_bracket(Element)

      


        The result of a percentile bracket calculation.



    


    
      
        percentile_bracket_method()

      


        The method used to calculate a percentile bracket.



    


    
      
        percentile_bracket_opt()

      


        An option for percentile functions. Currently only {method, Method} is supported; see percentile_bracket_method/0.



    





  
    Functions
  


    
      
        percentile(Percentile, Size, Root, ValueFun, Opts)

      


        Calculates a percentile value in O(log n) time, using linear interpolation if
the method is either inclusive or exclusive (default is inclusive, see
percentile_bracket_method/0) and the bracket doesn't fall on one exact
element. Returns {value, Result} or none.



    


    
      
        percentile_bracket(Percentile, Size, Root, Opts)

      


        Returns the percentile bracket for Percentile in Root node in O(log n)
time, using the method selected (default is inclusive; see
percentile_bracket_method/0).



    


    
      
        percentile_rank(Element, Size, Root)

      


        Returns the percentile rank
of Element in non-empty Root as a float in [0.0, 1.0], in O(log n) time.



    





      


      
        Types


        


  
    
      
    
    
      percentile()



        
          
        

    

  


  

      

          -type percentile() :: 0 | 1 | float().


      


A percentile value between 0.0 (0th) and 1.0 (100th).

  



  
    
      
    
    
      percentile_bracket(Element)



        
          
        

    

  


  

      

          -type percentile_bracket(Element) :: {exact, Element} | {between, Element, Element, T :: float()} | none.


      


The result of a percentile bracket calculation.
	{exact, Element} -- the percentile falls exactly on an element.
	{between, A, B, T} -- the percentile falls between elements A and B, where T
is a float in (0.0, 1.0) representing the interpolation factor.
	none -- the percentile cannot be calculated (empty bag, or out of
range for the chosen method).


  



  
    
      
    
    
      percentile_bracket_method()



        
          
        

    

  


  

      

          -type percentile_bracket_method() :: inclusive | exclusive | nearest_rank.


      


The method used to calculate a percentile bracket.
	inclusive (default) -- Pos = 1 + (N - 1) * P. Equivalent to Excel
PERCENTILE.INC
(Hyndman-Fan Type 7). Covers the full [0.0, 1.0] range.

	exclusive -- Pos = (N + 1) * P. Equivalent to Excel
PERCENTILE.EXC
(Hyndman-Fan Type 6). Returns none for percentiles outside the
representable range.

	nearest_rank -- Pos = ceil(P * N). As described in
Wikipedia.
Always returns an exact element (no interpolation). Returns none for
percentile 0.



  



  
    
      
    
    
      percentile_bracket_opt()



        
          
        

    

  


  

      

          -type percentile_bracket_opt() :: {method, percentile_bracket_method()}.


      


An option for percentile functions. Currently only {method, Method} is supported; see percentile_bracket_method/0.

  


        

      

      
        Functions


        


  
    
      
    
    
      percentile(Percentile, Size, Root, ValueFun, Opts)



        
          
        

    

  


  

      

          -spec percentile(Percentile, Size, Root, ValueFun, Opts) -> ValueWrap | none
                    when
                        Percentile :: percentile(),
                        Size :: non_neg_integer(),
                        Root :: xb5_bag_node:t(Element),
                        ValueFun :: fun((Element | InterpolationResult) -> ValueWrap),
                        InterpolationResult :: number(),
                        Opts :: [percentile_bracket_opt()].


      


Calculates a percentile value in O(log n) time, using linear interpolation if
the method is either inclusive or exclusive (default is inclusive, see
percentile_bracket_method/0) and the bracket doesn't fall on one exact
element. Returns {value, Result} or none.
Raises a {bracket_value_not_a_number, #{value => Bound, bracket => Bracket}}
error if linear interpolation is required but the bracketing elements are not
numbers.

  



  
    
      
    
    
      percentile_bracket(Percentile, Size, Root, Opts)



        
          
        

    

  


  

      

          -spec percentile_bracket(Percentile, Size, Root, Opts) -> Bracket
                            when
                                Percentile :: percentile(),
                                Size :: non_neg_integer(),
                                Root :: xb5_bag_node:t(Element),
                                Opts :: [percentile_bracket_opt()],
                                Bracket :: percentile_bracket(Element).


      


Returns the percentile bracket for Percentile in Root node in O(log n)
time, using the method selected (default is inclusive; see
percentile_bracket_method/0).
Returns {exact, Element} when the percentile falls exactly on an element,
{between, A, B, T} when it falls between two elements, or none if the bag
is empty.

  



  
    
      
    
    
      percentile_rank(Element, Size, Root)



        
          
        

    

  


  

      

          -spec percentile_rank(Element, Size, Root) -> Rank
                         when Size :: pos_integer(), Root :: xb5_bag_node:t(Element), Rank :: float().


      


Returns the percentile rank
of Element in non-empty Root as a float in [0.0, 1.0], in O(log n) time.
Element does not have to be in the bag.

  


        

      


  

    
xb5_sets_node 
    



      
API for operating over xb5_sets internal nodes directly.
ℹ️
You're likely looking for xb5_sets.






























      


      
        Summary


  
    Types
  


    
      
        elixir_reducer(Elem, ElemAcc)

      


    


    
      
        elixir_reducer_acc(ElemAcc)

      


    


    
      
        elixir_reducer_continuation(ElemAcc)

      


    


    
      
        elixir_reducer_result(ElemAcc)

      


    


    
      
        iter(Elem)

      


    


    
      
        t(Elem)

      


    


    
      
        take_result(Elem)

      


    





  
    Functions
  


    
      
        delete_att/2

      


    


    
      
        difference/4

      


    


    
      
        does_root_look_legit/2

      


    


    
      
        elixir_reduce(Fun, Acc, Root)

      


    


    
      
        filtermap_to_list/2

      


    


    
      
        fold/3

      


    


    
      
        from_ordset/2

      


    


    
      
        insert_att/2

      


    


    
      
        intersection(Size1, Root1, Size2, Root2)

      


    


    
      
        is_disjoint(Size1, Root1, Size2, Root2)

      


    


    
      
        is_equal(Size1, Root1, Size2, Root2)

      


    


    
      
        is_member/2

      


    


    
      
        is_subset/4

      


    


    
      
        iterator/2

      


    


    
      
        iterator_from/3

      


    


    
      
        larger/2

      


    


    
      
        largest/1

      


    


    
      
        map_to_list/2

      


    


    
      
        new()

      


    


    
      
        next/1

      


    


    
      
        singleton(Elem)

      


    


    
      
        smaller/2

      


    


    
      
        smallest/1

      


    


    
      
        structural_stats(Root)

      


    


    
      
        take_largest/1

      


    


    
      
        take_smallest/1

      


    


    
      
        to_list/1

      


    


    
      
        to_rev_list/1

      


    


    
      
        union/4

      


    





      


      
        Types


        


  
    
      
    
    
      elixir_reducer(Elem, ElemAcc)



        
          
        

    

  


  

      

          -type elixir_reducer(Elem, ElemAcc) :: fun((Elem, ElemAcc) -> elixir_reducer_acc(ElemAcc)).


      



  



  
    
      
    
    
      elixir_reducer_acc(ElemAcc)



        
          
        

    

  


  

      

          -type elixir_reducer_acc(ElemAcc) :: {cont, ElemAcc} | {halt, ElemAcc} | {suspend, ElemAcc}.


      



  



  
    
      
    
    
      elixir_reducer_continuation(ElemAcc)



        
          
        

    

  


  

      

          -type elixir_reducer_continuation(ElemAcc) ::
          fun((elixir_reducer_acc(ElemAcc)) -> elixir_reducer_result(ElemAcc)).


      



  



  
    
      
    
    
      elixir_reducer_result(ElemAcc)



        
          
        

    

  


  

      

          -type elixir_reducer_result(ElemAcc) ::
          {done, ElemAcc} |
          {halted, ElemAcc} |
          {suspended, ElemAcc, elixir_reducer_continuation(ElemAcc)}.


      



  



  
    
      
    
    
      iter(Elem)



        
          
        

    

  


  

      

          -opaque iter(Elem)


      



  



  
    
      
    
    
      t(Elem)



        
          
        

    

  


  

      

          -opaque t(Elem)


      



  



  
    
      
    
    
      take_result(Elem)



        
          
        

    

  


  

      

          -type take_result(Elem) :: nonempty_improper_list(Elem, t(Elem)).


      



  


        

      

      
        Functions


        


  
    
      
    
    
      delete_att/2



        
          
        

    

  


  

      

          -spec delete_att(_, t(Elem)) -> badkey | t(Elem).


      



  



  
    
      
    
    
      difference/4



        
          
        

    

  


  

      

          -spec difference(non_neg_integer(), t(Elem1), non_neg_integer(), t(_)) ->
                    nonempty_improper_list(NewSize :: non_neg_integer(), NewRoot :: t(Elem1)).


      



  



  
    
      
    
    
      does_root_look_legit/2



        
          
        

    

  


  

      

          -spec does_root_look_legit(term(), term()) -> boolean().


      



  



  
    
      
    
    
      elixir_reduce(Fun, Acc, Root)



        
          
        

    

  


  

      

          -spec elixir_reduce(Fun, Acc, Root) -> Result
                       when
                           Fun :: elixir_reducer(Elem, ElemAcc),
                           Acc :: elixir_reducer_acc(ElemAcc),
                           Root :: t(Elem),
                           Result :: elixir_reducer_result(ElemAcc).


      



  



  
    
      
    
    
      filtermap_to_list/2



        
          
        

    

  


  

      

          -spec filtermap_to_list(fun((Elem) -> {true, MappedElem} | boolean()), t(Elem)) -> [MappedElem].


      



  



  
    
      
    
    
      fold/3



        
          
        

    

  


  

      

          -spec fold(fun((Elem, Acc1) -> Acc2), Acc0, t(Elem)) -> AccN
              when Acc0 :: term(), Acc1 :: term(), Acc2 :: term(), AccN :: term().


      



  



  
    
      
    
    
      from_ordset/2



        
          
        

    

  


  

      

          -spec from_ordset(non_neg_integer(), ordsets:ordset(Elem)) -> t(Elem).


      



  



  
    
      
    
    
      insert_att/2



        
          
        

    

  


  

      

          -spec insert_att(NewElem, t(PrevElem)) -> key_exists | t(NewElem | PrevElem).


      



  



  
    
      
    
    
      intersection(Size1, Root1, Size2, Root2)



        
          
        

    

  


  

      

          -spec intersection(non_neg_integer(), t(Elem1), non_neg_integer(), t(Elem2)) ->
                      nonempty_improper_list(NewSize :: non_neg_integer(), t(Elem1 | Elem2)).


      



  



  
    
      
    
    
      is_disjoint(Size1, Root1, Size2, Root2)



        
          
        

    

  


  

      

          -spec is_disjoint(non_neg_integer(), t(_), non_neg_integer(), t(_)) -> boolean().


      



  



  
    
      
    
    
      is_equal(Size1, Root1, Size2, Root2)



        
          
        

    

  


  

      

          -spec is_equal(non_neg_integer(), t(_), non_neg_integer(), t(_)) -> boolean().


      



  



  
    
      
    
    
      is_member/2



        
          
        

    

  


  

      

          -spec is_member(_, t(_)) -> boolean().


      



  



  
    
      
    
    
      is_subset/4



        
          
        

    

  


  

      

          -spec is_subset(non_neg_integer(), t(_), non_neg_integer(), t(_)) -> boolean().


      



  



  
    
      
    
    
      iterator/2



        
          
        

    

  


  

      

          -spec iterator(t(Elem), ordered | reversed) -> iter(Elem).


      



  



  
    
      
    
    
      iterator_from/3



        
          
        

    

  


  

      

          -spec iterator_from(_, t(Elem), ordered | reversed) -> iter(Elem).


      



  



  
    
      
    
    
      larger/2



        
          
        

    

  


  

      

          -spec larger(_, t(Elem)) -> {found, Elem} | none.


      



  



  
    
      
    
    
      largest/1



        
          
        

    

  


  

      

          -spec largest(t(Elem)) -> Elem.


      



  



  
    
      
    
    
      map_to_list/2



        
          
        

    

  


  

      

          -spec map_to_list(fun((Elem) -> MappedElem), t(Elem)) -> [MappedElem].


      



  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          -spec new() -> t(_).


      



  



  
    
      
    
    
      next/1



        
          
        

    

  


  

      

          -spec next(iter(Elem)) -> {Elem, iter(Elem)} | none.


      



  



  
    
      
    
    
      singleton(Elem)



        
          
        

    

  


  

      

          -spec singleton(Elem) -> t(Elem).


      



  



  
    
      
    
    
      smaller/2



        
          
        

    

  


  

      

          -spec smaller(_, t(Elem)) -> {found, Elem} | none.


      



  



  
    
      
    
    
      smallest/1



        
          
        

    

  


  

      

          -spec smallest(t(Elem)) -> Elem.


      



  



  
    
      
    
    
      structural_stats(Root)



        
          
        

    

  


  

      

          -spec structural_stats(t(_)) -> xb5_structural_stats:t().


      



  



  
    
      
    
    
      take_largest/1



        
          
        

    

  


  

      

          -spec take_largest(t(Elem)) -> take_result(Elem).


      



  



  
    
      
    
    
      take_smallest/1



        
          
        

    

  


  

      

          -spec take_smallest(t(Elem)) -> take_result(Elem).


      



  



  
    
      
    
    
      to_list/1



        
          
        

    

  


  

      

          -spec to_list(t(Elem)) -> [Elem].


      



  



  
    
      
    
    
      to_rev_list/1



        
          
        

    

  


  

      

          -spec to_rev_list(t(Elem)) -> [Elem].


      



  



  
    
      
    
    
      union/4



        
          
        

    

  


  

      

          -spec union(Size1, t(Elem1), Size2, t(Elem2)) -> nonempty_improper_list(NewSize, t(Elem1 | Elem2))
               when Size1 :: non_neg_integer(), Size2 :: non_neg_integer(), NewSize :: non_neg_integer().


      



  


        

      


  

    
xb5_trees_node 
    



      
API for operating over xb5_trees internal nodes directly.
ℹ️
You're likely looking for xb5_trees.






























      


      
        Summary


  
    Types
  


    
      
        elixir_reducer(Key, Value, ElemAcc)

      


    


    
      
        elixir_reducer_acc(ElemAcc)

      


    


    
      
        elixir_reducer_continuation(ElemAcc)

      


    


    
      
        elixir_reducer_result(ElemAcc)

      


    


    
      
        iter(Key, Value)

      


    


    
      
        kv_pair(Key, Value)

      


    


    
      
        t(Key, Value)

      


    


    
      
        take_either_end_result(Key, Value)

      


    


    
      
        take_key_result(Key, Value)

      


    





  
    Functions
  


    
      
        delete_att/2

      


    


    
      
        elixir_reduce(Fun, Acc, Root)

      


    


    
      
        foldl/3

      


    


    
      
        foldr/3

      


    


    
      
        from_orddict/2

      


    


    
      
        get_att/4

      


    


    
      
        insert_att/4

      


    


    
      
        intersect(Size1, Root1, Size2, Root2)

      


    


    
      
        intersect_with(Fun, Size1, Root1, Size2, Root2)

      


    


    
      
        is_equal(Size1, Root1, Size2, Root2)

      


    


    
      
        iterator/2

      


    


    
      
        iterator_from/3

      


    


    
      
        keys/1

      


    


    
      
        larger/2

      


    


    
      
        largest/1

      


    


    
      
        map/2

      


    


    
      
        merge(Size1, Root1, Size2, Root2)

      


    


    
      
        merge_with(Fun, Size1, Root1, Size2, Root2)

      


    


    
      
        new()

      


    


    
      
        next/1

      


    


    
      
        smaller/2

      


    


    
      
        smallest/1

      


    


    
      
        structural_stats(Root)

      


    


    
      
        take_att/2

      


    


    
      
        take_largest/1

      


    


    
      
        take_smallest/1

      


    


    
      
        to_list/1

      


    


    
      
        to_rev_list/1

      


    


    
      
        update_att/4

      


    


    
      
        values/1

      


    





      


      
        Types


        


  
    
      
    
    
      elixir_reducer(Key, Value, ElemAcc)



        
          
        

    

  


  

      

          -type elixir_reducer(Key, Value, ElemAcc) :: fun(({Key, Value}, ElemAcc) -> elixir_reducer_acc(ElemAcc)).


      



  



  
    
      
    
    
      elixir_reducer_acc(ElemAcc)



        
          
        

    

  


  

      

          -type elixir_reducer_acc(ElemAcc) :: {cont, ElemAcc} | {halt, ElemAcc} | {suspend, ElemAcc}.


      



  



  
    
      
    
    
      elixir_reducer_continuation(ElemAcc)



        
          
        

    

  


  

      

          -type elixir_reducer_continuation(ElemAcc) ::
          fun((elixir_reducer_acc(ElemAcc)) -> elixir_reducer_result(ElemAcc)).


      



  



  
    
      
    
    
      elixir_reducer_result(ElemAcc)



        
          
        

    

  


  

      

          -type elixir_reducer_result(ElemAcc) ::
          {done, ElemAcc} |
          {halted, ElemAcc} |
          {suspended, ElemAcc, elixir_reducer_continuation(ElemAcc)}.


      



  



  
    
      
    
    
      iter(Key, Value)



        
          
        

    

  


  

      

          -opaque iter(Key, Value)


      



  



  
    
      
    
    
      kv_pair(Key, Value)



        
          
        

    

  


  

      

          -type kv_pair(Key, Value) :: nonempty_improper_list(Key, Value).


      



  



  
    
      
    
    
      t(Key, Value)



        
          
        

    

  


  

      

          -opaque t(Key, Value)


      



  



  
    
      
    
    
      take_either_end_result(Key, Value)



        
          
        

    

  


  

      

          -type take_either_end_result(Key, Value) :: nonempty_improper_list(kv_pair(Key, Value), t(Key, Value)).


      



  



  
    
      
    
    
      take_key_result(Key, Value)



        
          
        

    

  


  

      

          -type take_key_result(Key, Value) :: nonempty_improper_list(Value, t(Key, Value)).


      



  


        

      

      
        Functions


        


  
    
      
    
    
      delete_att/2



        
          
        

    

  


  

      

          -spec delete_att(Key, t(Key, Value)) -> badkey | t(Key, Value).


      



  



  
    
      
    
    
      elixir_reduce(Fun, Acc, Root)



        
          
        

    

  


  

      

          -spec elixir_reduce(Fun, Acc, Root) -> Result
                       when
                           Fun :: elixir_reducer(Key, Value, ElemAcc),
                           Acc :: elixir_reducer_acc(ElemAcc),
                           Root :: t(Key, Value),
                           Result :: elixir_reducer_result(ElemAcc).


      



  



  
    
      
    
    
      foldl/3



        
          
        

    

  


  

      

          -spec foldl(fun((Key, Value, Acc2) -> Acc1), Acc0, t(Key, Value)) -> AccN
               when Acc0 :: term(), Acc1 :: term(), Acc2 :: term(), AccN :: term().


      



  



  
    
      
    
    
      foldr/3



        
          
        

    

  


  

      

          -spec foldr(fun((Key, Value, Acc2) -> Acc1), Acc0, t(Key, Value)) -> AccN
               when Acc0 :: term(), Acc1 :: term(), Acc2 :: term(), AccN :: term().


      



  



  
    
      
    
    
      from_orddict/2



        
          
        

    

  


  

      

          -spec from_orddict(non_neg_integer(), orddict:orddict(Key, Value)) -> t(Key, Value).


      



  



  
    
      
    
    
      get_att/4



        
          
        

    

  


  

      

          -spec get_att(Key, t(Key, Value), fun((Key, Value) -> Found), fun((Key) -> NotFound) | unreachable) ->
                 Found | NotFound.


      



  



  
    
      
    
    
      insert_att/4



        
          
        

    

  


  

      

          -spec insert_att(Key, eager, Value, t(Key, Value)) -> key_exists | t(Key, Value);
                (Key, lazy, fun(() -> Value), t(Key, Value)) -> key_exists | t(Key, Value).


      



  



  
    
      
    
    
      intersect(Size1, Root1, Size2, Root2)



        
          
        

    

  


  

      

          -spec intersect(non_neg_integer(), t(KA, VA), non_neg_integer(), t(KB, VB)) ->
                   nonempty_improper_list(NewSize, t(KA | KB, VA | VB))
                   when NewSize :: non_neg_integer().


      



  



  
    
      
    
    
      intersect_with(Fun, Size1, Root1, Size2, Root2)



        
          
        

    

  


  

      

          -spec intersect_with(IntersectFun, non_neg_integer(), t(KA, VA), non_neg_integer(), t(KB, VB)) ->
                        nonempty_improper_list(NewSize, t(KA | KB, IntersectedV))
                        when
                            IntersectFun :: fun((KA | KB, VA, VB) -> IntersectedV),
                            NewSize :: non_neg_integer().


      



  



  
    
      
    
    
      is_equal(Size1, Root1, Size2, Root2)



        
          
        

    

  


  

      

          -spec is_equal(non_neg_integer(), t(_, _), non_neg_integer(), t(_, _)) -> boolean().


      



  



  
    
      
    
    
      iterator/2



        
          
        

    

  


  

      

          -spec iterator(t(Key, Value), ordered | reversed) -> iter(Key, Value).


      



  



  
    
      
    
    
      iterator_from/3



        
          
        

    

  


  

      

          -spec iterator_from(Key, t(Key, Value), ordered | reversed) -> iter(Key, Value).


      



  



  
    
      
    
    
      keys/1



        
          
        

    

  


  

      

          -spec keys(t(Key, _)) -> [Key].


      



  



  
    
      
    
    
      larger/2



        
          
        

    

  


  

      

          -spec larger(Key, t(Key, Value)) -> {Key, Value} | none.


      



  



  
    
      
    
    
      largest/1



        
          
        

    

  


  

      

          -spec largest(t(Key, Value)) -> {Key, Value}.


      



  



  
    
      
    
    
      map/2



        
          
        

    

  


  

      

          -spec map(fun((Key, Value) -> MappedValue), t(Key, Value)) -> t(Key, MappedValue).


      



  



  
    
      
    
    
      merge(Size1, Root1, Size2, Root2)



        
          
        

    

  


  

      

          -spec merge(non_neg_integer(), t(KA, VA), non_neg_integer(), t(KB, VB)) ->
               nonempty_improper_list(NewSize, t(KA | KB, VA | VB))
               when NewSize :: non_neg_integer().


      



  



  
    
      
    
    
      merge_with(Fun, Size1, Root1, Size2, Root2)



        
          
        

    

  


  

      

          -spec merge_with(MergeFun, non_neg_integer(), t(KA, VA), non_neg_integer(), t(KB, VB)) ->
                    nonempty_improper_list(NewSize, t(KA | KB, MergedV))
                    when MergeFun :: fun((KA | KB, VA, VB) -> MergedV), NewSize :: non_neg_integer().


      



  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          -spec new() -> t(term(), term()).


      



  



  
    
      
    
    
      next/1



        
          
        

    

  


  

      

          -spec next(iter(Key, Value)) -> {Key, Value, iter(Key, Value)} | none.


      



  



  
    
      
    
    
      smaller/2



        
          
        

    

  


  

      

          -spec smaller(Key, t(Key, Value)) -> {Key, Value} | none.


      



  



  
    
      
    
    
      smallest/1



        
          
        

    

  


  

      

          -spec smallest(t(Key, Value)) -> {Key, Value}.


      



  



  
    
      
    
    
      structural_stats(Root)



        
          
        

    

  


  

      

          -spec structural_stats(t(_, _)) -> xb5_structural_stats:t().
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          -spec take_att(Key, t(Key, Value)) -> badkey | take_key_result(Key, Value).
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          -spec take_largest(t(Key, Value)) -> take_either_end_result(Key, Value).
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          -spec take_smallest(t(Key, Value)) -> take_either_end_result(Key, Value).
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          -spec to_list(t(Key, Value)) -> [{Key, Value}].
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          -spec to_rev_list(t(Key, Value)) -> [{Key, Value}].
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          -spec update_att(Key, eager, Value, t(Key, _)) -> badkey | t(Key, Value);
                (Key, lazy, fun((PrevValue) -> Value), t(Key, PrevValue)) -> badkey | t(Key, Value).
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          -spec values(t(_, Value)) -> [Value].
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          -type count_per_node() :: [{node_type(), non_neg_integer()}, ...].
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          -type node_type() :: internal4 | internal3 | internal2 | internal1 | leaf4 | leaf3 | leaf2 | leaf1.
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          -type percent_per_node() :: [{node_type(), number()}, ...].
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          -type stat() ::
          {height, non_neg_integer()} |
          {node_counts, count_per_node()} |
          {node_percentages, percent_per_node()} |
          {total_keys, non_neg_integer()} |
          {key_percentages, percent_per_node()} |
          {avg_keys_per_node, undefined | float()} |
          {avg_keys_per_internal_node, undefined | float()} |
          {avg_keys_per_leaf_node, undefined | float()}.
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