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    Zvex

Elixir bindings for zvec, an in-process vector database. Zvex provides type-safe, idiomatic Elixir access to zvec's vector indexing and similarity search through Zig-based NIF bindings.
Features
	Vector similarity search with HNSW, IVF, and flat index types
	Multiple vector types -- fp16, fp32, fp64, int4, int8, int16, binary32, binary64, and sparse vectors
	Distance metrics -- L2, inner product, cosine, and MIPS-L2
	Quantization -- fp16, int8, and int4 for reduced memory usage
	Schema-based collections with typed fields and index configuration
	Document CRUD -- insert, update, upsert, delete, and fetch operations
	Filtered search with scalar field predicates
	Telemetry integration for observability
	Structured errors via Splode

Installation
Add zvex to your dependencies in mix.exs:
def deps do
  [
    {:zvex, "~> 0.1.0"}
  ]
end
zvex ships prebuilt libzvec_c_api binaries for the targets listed below. On mix deps.compile, the matching binary is downloaded from the GitHub Releases for this repo and verified via SHA256. Zig is still required (the NIF compiles locally via Zigler).
Supported prebuilt targets
	linux-x86_64-gnu (glibc >= 2.35 / Ubuntu 22.04+)
	linux-aarch64-gnu
	darwin-aarch64 (Apple Silicon)

Other targets (e.g. Windows, FreeBSD, darwin-x86_64, Alpine/musl) fall through to a source build requiring cmake, a C/C++ toolchain, and git. When building from source, the matching zvec release is fetched from upstream automatically; airgapped users can pre-populate c_src/zvec with the desired sources and the Makefile will skip the fetch.
On Windows, the source build must run from a Unix-like shell (MSYS2, Git Bash, or Cygwin) — cmd.exe is not supported. The required tools are make, cmake, git, and a MinGW-w64 C/C++ toolchain; under MSYS2 these are installed via the usual pacman packages (mingw-w64-x86_64-toolchain, mingw-w64-x86_64-cmake, make, git). The build output is zvec_c_api.dll in priv/lib/.
Environment variables
	Variable	Effect
	ZVEX_BUILD=true	Skip the precompiled download and build libzvec_c_api from source.
	ZVEX_BUILD_URL	Override the download prefix (private mirrors, airgapped environments).
	ZVEC_REPO	Override the upstream zvec git URL used for source fetches.
	ZVEC_TAG	Override the zvec git tag/ref fetched when building from source.

Quick Start
# Initialize the library
Zvex.initialize!()

# Define a collection schema
schema =
  Zvex.Collection.Schema.new("my_collection")
  |> Zvex.Collection.Schema.add_field("embedding", :vector_fp32, dimension: 128, index: :hnsw)
  |> Zvex.Collection.Schema.add_field("title", :string, index: :invert)

# Create and open a collection
{:ok, collection} = Zvex.Collection.create("/tmp/my_collection", schema)

# Build and insert a document
doc =
  Zvex.Document.new()
  |> Zvex.Document.put_pk(1)
  |> Zvex.Document.put("embedding", Zvex.Vector.from_list(:fp32, List.duplicate(0.5, 128)))
  |> Zvex.Document.put("title", "Hello world")

:ok = Zvex.Collection.insert(collection, [doc])

# Query nearest neighbors
results =
  Zvex.Query.new()
  |> Zvex.Query.field("embedding")
  |> Zvex.Query.vector(Zvex.Vector.from_list(:fp32, List.duplicate(0.5, 128)))
  |> Zvex.Query.top_k(10)
  |> Zvex.Query.hnsw(ef: 100)
  |> Zvex.Query.output_fields(["title"])
  |> Zvex.Query.execute!(collection)

# Clean up
Zvex.Collection.close!(collection)
Zvex.Collection.drop!("/tmp/my_collection")
Zvex.shutdown!()
API Overview
Initialization
# Default configuration
Zvex.initialize!()

# Custom configuration
config =
  Zvex.Config.new()
  |> Zvex.Config.memory_limit(1_073_741_824)
  |> Zvex.Config.query_threads(4)
  |> Zvex.Config.optimize_threads(2)
  |> Zvex.Config.log(:console, level: :info)

Zvex.initialize!(config)
Schema Definition
Schemas define the structure and indexing of a collection.
schema =
  Zvex.Collection.Schema.new("products")
  |> Zvex.Collection.Schema.add_field("embedding", :vector_fp32,
    dimension: 768,
    index: :hnsw,
    metric: :cosine,
    m: 16,
    ef_construction: 200
  )
  |> Zvex.Collection.Schema.add_field("name", :string, index: :invert)
  |> Zvex.Collection.Schema.add_field("price", :double)
  |> Zvex.Collection.Schema.add_field("tags", :array_string)
Data Types
	Category	Types
	Dense vectors	vector_fp32, vector_fp16, vector_fp64, vector_int4, vector_int8, vector_int16, vector_binary32, vector_binary64
	Sparse vectors	sparse_vector_fp16, sparse_vector_fp32
	Scalars	string, int32, int64, uint32, uint64, float, double, bool, binary
	Arrays	array_string, array_int32, array_int64, array_uint32, array_uint64, array_float, array_double, array_bool, array_binary

Index Types
	Index	Use Case	Key Options
	:hnsw	Approximate nearest neighbor search	:metric, :m, :ef_construction, :quantize
	:ivf	Large-scale partitioned search	:metric, :n_list, :n_iters, :use_soar, :quantize
	:flat	Exact brute-force search	:metric, :quantize
	:invert	Scalar field filtering	:enable_range_opt, :enable_wildcard

Collections
# Create
{:ok, collection} = Zvex.Collection.create("/path/to/data", schema)

# Open existing
{:ok, collection} = Zvex.Collection.open("/path/to/data", schema)

# Open options
{:ok, collection} = Zvex.Collection.open("/path/to/data", schema,
  mmap: true,
  read_only: true,
  max_buffer_size: 67_108_864
)

# Maintenance
Zvex.Collection.flush(collection)
Zvex.Collection.optimize(collection)

# Introspection
{:ok, stats} = Zvex.Collection.stats(collection)
# => %Zvex.Collection.Stats{doc_count: 1000, indexes: [%{name: "embedding", completeness: 1.0}]}

# DDL operations
Zvex.Collection.create_index(collection, "new_field", index_params)
Zvex.Collection.drop_index(collection, "old_field")
Zvex.Collection.add_column(collection, "metadata", :string, "default_value")
Zvex.Collection.drop_column(collection, "metadata")
Documents
# Build documents
doc =
  Zvex.Document.new()
  |> Zvex.Document.put_pk(42)
  |> Zvex.Document.put("embedding", Zvex.Vector.from_list(:fp32, embedding_data))
  |> Zvex.Document.put("name", "Product A")
  |> Zvex.Document.put("price", 29.99)

# Build from a map (requires schema for type resolution)
doc = Zvex.Document.from_map(%{"pk" => 42, "name" => "Product A", "price" => 29.99}, schema)

# CRUD
Zvex.Collection.insert(collection, [doc1, doc2])
Zvex.Collection.update(collection, [updated_doc])
Zvex.Collection.upsert(collection, [doc])
Zvex.Collection.delete(collection, [42, 43])
Zvex.Collection.delete_by_filter(collection, "name = 'Product A'")

{:ok, docs} = Zvex.Collection.fetch(collection, [42])
Vectors
# Dense vectors
vec = Zvex.Vector.from_list(:fp32, [1.0, 2.0, 3.0])
vec = Zvex.Vector.from_binary(:fp16, binary_data)
list = Zvex.Vector.to_list(vec)
dim = Zvex.Vector.dimension(vec)

# Sparse vectors
vec = Zvex.Vector.from_sparse(:sparse_fp32, [0, 5, 10], [1.0, 0.5, 0.3])
{indices, values} = Zvex.Vector.to_sparse(vec)
nnz = Zvex.Vector.nnz(vec)
Queries
results =
  Zvex.Query.new()
  |> Zvex.Query.field("embedding")
  |> Zvex.Query.vector(query_vector)
  |> Zvex.Query.top_k(10)
  |> Zvex.Query.filter("price < 50.0")
  |> Zvex.Query.output_fields(["name", "price"])
  |> Zvex.Query.include_vector(true)
  |> Zvex.Query.hnsw(ef: 200)
  |> Zvex.Query.execute!(collection)

for result <- results do
  IO.puts("pk=#{result.pk} score=#{result.score} name=#{result.fields["name"]}")
end
Search algorithm options:
# HNSW - approximate, fast
|> Zvex.Query.hnsw(ef: 200)

# IVF - partitioned search
|> Zvex.Query.ivf(n_probe: 16)

# Flat - exact brute-force
|> Zvex.Query.flat()
Error Handling
All fallible functions come in two forms: fun/n returns {:ok, result} or {:error, error}, and fun!/n raises on failure.
Errors are structured via Splode into classes:
	Class	Errors
	Invalid	Argument, FailedPrecondition
	NotFound	NotFound
	Conflict	AlreadyExists
	Unavailable	PermissionDenied, ResourceExhausted, Unavailable, NotSupported
	Internal	InternalError
	Unknown	Unknown

Benchmarks
Run benchmarks with mix aliases:
mix bench.vector       # Vector packing/unpacking
mix bench.document     # Document creation and serialization
mix bench.collection   # Insert, upsert, delete, fetch
mix bench.query        # Vector search performance
mix bench.all          # Everything

Development
# Run tests
mix test

# Run quality checks
mix check

# Generate docs
mix docs

License
See LICENSE for details.


  

    Collection Delete

Benchmark
Benchmark run from 2026-04-14 14:39:17.224411Z UTC
System
Benchmark suite executing on the following system:
  
    	Operating System
    	macOS
  

    	CPU Information
    	Apple M4 Pro
  

    	Number of Available Cores
    	12
  

    	Available Memory
    	24 GB
  

    	Elixir Version
    	1.19.5
  

    	Erlang Version
    	28.4.1
  

Configuration
Benchmark suite executing with the following configuration:
  
    	:time
    	5 s
  

    	:parallel
    	1
  

    	:warmup
    	2 s
  

Statistics
Run Time
  
    	Name
    	IPS
    	Average
    	Devitation
    	Median
    	99th
  
    
    Collection Fetch 1000 - zvex v0.4.1
    
    

    


  
  

    Collection Fetch 1000

Benchmark
Benchmark run from 2026-04-14 14:38:00.732891Z UTC
System
Benchmark suite executing on the following system:
  
    	Operating System
    	macOS
  

    	CPU Information
    	Apple M4 Pro
  

    	Number of Available Cores
    	12
  

    	Available Memory
    	24 GB
  

    	Elixir Version
    	1.19.5
  

    	Erlang Version
    	28.4.1
  

Configuration
Benchmark suite executing with the following configuration:
  
    	:time
    	5 s
  

    	:parallel
    	1
  

    	:warmup
    	2 s
  

Statistics
Input: 1 key
Run Time
  
    	Name
    	IPS
    	Average
    	Devitation
    	Median
    	99th
  
    
    Collection Fetch 10000 - zvex v0.4.1
    
    

    


  
  

    Collection Fetch 10000

Benchmark
Benchmark run from 2026-04-14 14:38:28.220106Z UTC
System
Benchmark suite executing on the following system:
  
    	Operating System
    	macOS
  

    	CPU Information
    	Apple M4 Pro
  

    	Number of Available Cores
    	12
  

    	Available Memory
    	24 GB
  

    	Elixir Version
    	1.19.5
  

    	Erlang Version
    	28.4.1
  

Configuration
Benchmark suite executing with the following configuration:
  
    	:time
    	5 s
  

    	:parallel
    	1
  

    	:warmup
    	2 s
  

Statistics
Input: 1 key
Run Time
  
    	Name
    	IPS
    	Average
    	Devitation
    	Median
    	99th
  
    
    Collection Insert 1 - zvex v0.4.1
    
    

    


  
  

    Collection Insert 1

Benchmark
Benchmark run from 2026-04-14 14:36:36.198403Z UTC
System
Benchmark suite executing on the following system:
  
    	Operating System
    	macOS
  

    	CPU Information
    	Apple M4 Pro
  

    	Number of Available Cores
    	12
  

    	Available Memory
    	24 GB
  

    	Elixir Version
    	1.19.5
  

    	Erlang Version
    	28.4.1
  

Configuration
Benchmark suite executing with the following configuration:
  
    	:time
    	10 s
  

    	:parallel
    	1
  

    	:warmup
    	2 s
  

Statistics
Run Time
  
    	Name
    	IPS
    	Average
    	Devitation
    	Median
    	99th
  
    
    Collection Insert 10 - zvex v0.4.1
    
    

    


  
  

    Collection Insert 10

Benchmark
Benchmark run from 2026-04-14 14:36:50.496971Z UTC
System
Benchmark suite executing on the following system:
  
    	Operating System
    	macOS
  

    	CPU Information
    	Apple M4 Pro
  

    	Number of Available Cores
    	12
  

    	Available Memory
    	24 GB
  

    	Elixir Version
    	1.19.5
  

    	Erlang Version
    	28.4.1
  

Configuration
Benchmark suite executing with the following configuration:
  
    	:time
    	10 s
  

    	:parallel
    	1
  

    	:warmup
    	2 s
  

Statistics
Run Time
  
    	Name
    	IPS
    	Average
    	Devitation
    	Median
    	99th
  
    
    Collection Insert 100 - zvex v0.4.1
    
    

    


  
  

    Collection Insert 100

Benchmark
Benchmark run from 2026-04-14 14:37:04.804288Z UTC
System
Benchmark suite executing on the following system:
  
    	Operating System
    	macOS
  

    	CPU Information
    	Apple M4 Pro
  

    	Number of Available Cores
    	12
  

    	Available Memory
    	24 GB
  

    	Elixir Version
    	1.19.5
  

    	Erlang Version
    	28.4.1
  

Configuration
Benchmark suite executing with the following configuration:
  
    	:time
    	10 s
  

    	:parallel
    	1
  

    	:warmup
    	2 s
  

Statistics
Run Time
  
    	Name
    	IPS
    	Average
    	Devitation
    	Median
    	99th
  
    
    Collection Insert 1000 - zvex v0.4.1
    
    

    


  
  

    Collection Insert 1000

Benchmark
Benchmark run from 2026-04-14 14:37:19.110228Z UTC
System
Benchmark suite executing on the following system:
  
    	Operating System
    	macOS
  

    	CPU Information
    	Apple M4 Pro
  

    	Number of Available Cores
    	12
  

    	Available Memory
    	24 GB
  

    	Elixir Version
    	1.19.5
  

    	Erlang Version
    	28.4.1
  

Configuration
Benchmark suite executing with the following configuration:
  
    	:time
    	10 s
  

    	:parallel
    	1
  

    	:warmup
    	2 s
  

Statistics
Run Time
  
    	Name
    	IPS
    	Average
    	Devitation
    	Median
    	99th
  
    
    Collection Upsert - zvex v0.4.1
    
    

    


  
  

    Collection Upsert

Benchmark
Benchmark run from 2026-04-14 14:37:33.410447Z UTC
System
Benchmark suite executing on the following system:
  
    	Operating System
    	macOS
  

    	CPU Information
    	Apple M4 Pro
  

    	Number of Available Cores
    	12
  

    	Available Memory
    	24 GB
  

    	Elixir Version
    	1.19.5
  

    	Erlang Version
    	28.4.1
  

Configuration
Benchmark suite executing with the following configuration:
  
    	:time
    	10 s
  

    	:parallel
    	1
  

    	:warmup
    	2 s
  

Statistics
Run Time
  
    	Name
    	IPS
    	Average
    	Devitation
    	Median
    	99th
  
    
    Query 1000 - zvex v0.4.1
    
    

    


  
  

    Query 1000

Benchmark
Benchmark run from 2026-04-14 14:40:52.769258Z UTC
System
Benchmark suite executing on the following system:
  
    	Operating System
    	macOS
  

    	CPU Information
    	Apple M4 Pro
  

    	Number of Available Cores
    	12
  

    	Available Memory
    	24 GB
  

    	Elixir Version
    	1.19.5
  

    	Erlang Version
    	28.4.1
  

Configuration
Benchmark suite executing with the following configuration:
  
    	:time
    	10 s
  

    	:parallel
    	1
  

    	:warmup
    	2 s
  

Statistics
Run Time
  
    	Name
    	IPS
    	Average
    	Devitation
    	Median
    	99th
  
    
    Query 10000 - zvex v0.4.1
    
    

    


  
  

    Query 10000

Benchmark
Benchmark run from 2026-04-14 14:42:03.656433Z UTC
System
Benchmark suite executing on the following system:
  
    	Operating System
    	macOS
  

    	CPU Information
    	Apple M4 Pro
  

    	Number of Available Cores
    	12
  

    	Available Memory
    	24 GB
  

    	Elixir Version
    	1.19.5
  

    	Erlang Version
    	28.4.1
  

Configuration
Benchmark suite executing with the following configuration:
  
    	:time
    	10 s
  

    	:parallel
    	1
  

    	:warmup
    	2 s
  

Statistics
Run Time
  
    	Name
    	IPS
    	Average
    	Devitation
    	Median
    	99th
  
    
    Query 50000 - zvex v0.4.1
    
    

    


  
  

    Query 50000

Benchmark
Benchmark run from 2026-04-14 14:43:17.610996Z UTC
System
Benchmark suite executing on the following system:
  
    	Operating System
    	macOS
  

    	CPU Information
    	Apple M4 Pro
  

    	Number of Available Cores
    	12
  

    	Available Memory
    	24 GB
  

    	Elixir Version
    	1.19.5
  

    	Erlang Version
    	28.4.1
  

Configuration
Benchmark suite executing with the following configuration:
  
    	:time
    	10 s
  

    	:parallel
    	1
  

    	:warmup
    	2 s
  

Statistics
Run Time
  
    	Name
    	IPS
    	Average
    	Devitation
    	Median
    	99th
  
    
    Query Hnsw Ef - zvex v0.4.1
    
    

    


  
  

    Query Hnsw Ef

Benchmark
Benchmark run from 2026-04-14 14:44:28.502239Z UTC
System
Benchmark suite executing on the following system:
  
    	Operating System
    	macOS
  

    	CPU Information
    	Apple M4 Pro
  

    	Number of Available Cores
    	12
  

    	Available Memory
    	24 GB
  

    	Elixir Version
    	1.19.5
  

    	Erlang Version
    	28.4.1
  

Configuration
Benchmark suite executing with the following configuration:
  
    	:time
    	10 s
  

    	:parallel
    	1
  

    	:warmup
    	2 s
  

Statistics
Run Time
  
    	Name
    	IPS
    	Average
    	Devitation
    	Median
    	99th
  
    
    Vector Packing - zvex v0.4.1
    
    

    


  
  

    Vector Packing

Benchmark
Benchmark run from 2026-04-14 14:21:42.451281Z UTC
System
Benchmark suite executing on the following system:
  
    	Operating System
    	macOS
  

    	CPU Information
    	Apple M4 Pro
  

    	Number of Available Cores
    	12
  

    	Available Memory
    	24 GB
  

    	Elixir Version
    	1.19.5
  

    	Erlang Version
    	28.4.1
  

Configuration
Benchmark suite executing with the following configuration:
  
    	:time
    	5 s
  

    	:parallel
    	1
  

    	:warmup
    	2 s
  

Statistics
Input: dim_128
Run Time
  
    	Name
    	IPS
    	Average
    	Devitation
    	Median
    	99th
  
    
    Vector Sparse - zvex v0.4.1
    
    

    


  
  

    Vector Sparse

Benchmark
Benchmark run from 2026-04-14 14:22:55.610846Z UTC
System
Benchmark suite executing on the following system:
  
    	Operating System
    	macOS
  

    	CPU Information
    	Apple M4 Pro
  

    	Number of Available Cores
    	12
  

    	Available Memory
    	24 GB
  

    	Elixir Version
    	1.19.5
  

    	Erlang Version
    	28.4.1
  

Configuration
Benchmark suite executing with the following configuration:
  
    	:time
    	5 s
  

    	:parallel
    	1
  

    	:warmup
    	2 s
  

Statistics
Input: nnz_100
Run Time
  
    	Name
    	IPS
    	Average
    	Devitation
    	Median
    	99th
  
    
    Vector Unpacking - zvex v0.4.1
    
    

    


  
  

    Vector Unpacking

Benchmark
Benchmark run from 2026-04-14 14:22:05.369869Z UTC
System
Benchmark suite executing on the following system:
  
    	Operating System
    	macOS
  

    	CPU Information
    	Apple M4 Pro
  

    	Number of Available Cores
    	12
  

    	Available Memory
    	24 GB
  

    	Elixir Version
    	1.19.5
  

    	Erlang Version
    	28.4.1
  

Configuration
Benchmark suite executing with the following configuration:
  
    	:time
    	5 s
  

    	:parallel
    	1
  

    	:warmup
    	2 s
  

Statistics
Input: dim_128
Run Time
  
    	Name
    	IPS
    	Average
    	Devitation
    	Median
    	99th
  
    
    License - zvex v0.4.1
    
    

    


  
  

    License


MIT License

Copyright (c) 2026 Edlon Technologies

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the "Software"), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in all
copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.
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Elixir bindings for zvec, an in-process vector database.
This module manages the zvec library lifecycle: initialization,
shutdown, and version introspection. For collection operations, use
the dedicated modules:
	Module	Purpose
	Zvex.Collection	Collection lifecycle and CRUD
	Zvex.Collection.Schema	Schema builder
	Zvex.Document	Typed document construction
	Zvex.Query	Fluent vector query builder
	Zvex.Vector	Vector packing/unpacking
	Zvex.Config	Library configuration

Quick Start
alias Zvex.{Collection, Document, Query, Vector}
alias Zvex.Collection.Schema

# Initialize the library
:ok = Zvex.initialize()

# Define a schema
schema =
  Schema.new("products")
  |> Schema.add_field("id", :string, primary_key: true)
  |> Schema.add_field("embedding", :vector_fp32,
       dimension: 128,
       index: [type: :hnsw, metric: :cosine])
  |> Schema.add_field("name", :string)

# Create a collection and insert a document
{:ok, coll} = Collection.create("/tmp/products", schema)

doc =
  Document.new()
  |> Document.put_pk("prod-1")
  |> Document.put("name", "Widget")
  |> Document.put("embedding", Vector.from_list(List.duplicate(0.1, 128), :fp32))

{:ok, _} = Collection.insert(coll, doc)

# Query nearest neighbors
query_vec = Vector.from_list(List.duplicate(0.1, 128), :fp32)

{:ok, results} =
  Query.new()
  |> Query.field("embedding")
  |> Query.vector(query_vec)
  |> Query.top_k(5)
  |> Query.execute(coll)

:ok = Collection.close(coll)
:ok = Zvex.shutdown()
Error Handling
Every fallible function comes in two flavours:
	fun/n returns {:ok, result} or {:error, %Zvex.Error{}}.
	fun!/n returns the unwrapped result or raises.

See Zvex.Error for the full error hierarchy.

      


      
        Summary


  
    Functions
  


    
      
        compatible?(major, minor, patch)

      


        Checks if the linked zvec library is compatible with the given version.



    


    
      
        initialize()

      


        Initializes the zvec library with default configuration.



    


    
      
        initialize(config)

      


        Initializes the zvec library with the given configuration.



    


    
      
        initialize!()

      


        Initializes the zvec library. Raises on error.



    


    
      
        initialize!(config)

      


        Initializes the zvec library with the given configuration. Raises on error.



    


    
      
        initialized?()

      


        Returns whether the zvec library is initialized.



    


    
      
        shutdown()

      


        Shuts down the zvec library.



    


    
      
        shutdown!()

      


        Shuts down the zvec library. Raises on error.



    


    
      
        version()

      


        Returns the zvec library version.



    





      


      
        Functions


        


  
    
      
    
    
      compatible?(major, minor, patch)



        
          
        

    

  


  

      

          @spec compatible?(non_neg_integer(), non_neg_integer(), non_neg_integer()) ::
  boolean()


      


Checks if the linked zvec library is compatible with the given version.
Returns true if the library version is >= the requested version.
Examples
iex> Zvex.compatible?(0, 0, 1)
true

  



  
    
      
    
    
      initialize()



        
          
        

    

  


  

Initializes the zvec library with default configuration.

  



  
    
      
    
    
      initialize(config)



        
          
        

    

  


  

Initializes the zvec library with the given configuration.

  



  
    
      
    
    
      initialize!()



        
          
        

    

  


  

Initializes the zvec library. Raises on error.

  



  
    
      
    
    
      initialize!(config)



        
          
        

    

  


  

Initializes the zvec library with the given configuration. Raises on error.

  



  
    
      
    
    
      initialized?()



        
          
        

    

  


  

Returns whether the zvec library is initialized.

  



  
    
      
    
    
      shutdown()



        
          
        

    

  


  

Shuts down the zvec library.

  



  
    
      
    
    
      shutdown!()



        
          
        

    

  


  

Shuts down the zvec library. Raises on error.

  



  
    
      
    
    
      version()



        
          
        

    

  


  

Returns the zvec library version.
Examples
iex> version = Zvex.version()
iex> is_integer(version.major) and is_integer(version.minor) and is_integer(version.patch)
true

  


        

      


  

  
    
    Zvex.Collection - zvex v0.4.1
    
    

    


  
  

    
Zvex.Collection 
    



      
Collection lifecycle management for zvec.
A collection is the fundamental storage unit — it holds typed documents
organized by a Zvex.Collection.Schema. Once created and opened, you can
insert, update, upsert, delete, and fetch documents, as well as manage
indexes and columns at runtime.
Every function that can fail returns {:ok, result} | {:error, Zvex.Error.t()}
and has a bang (!) variant that unwraps or raises.
Example
alias Zvex.Collection
alias Zvex.Collection.Schema

schema =
  Schema.new("my_collection")
  |> Schema.add_field("id", :string, primary_key: true)
  |> Schema.add_field("embedding", :vector_fp32,
       dimension: 768,
       index: [type: :hnsw, metric: :cosine])

{:ok, collection} = Collection.create("/tmp/my_collection", schema)
{:ok, stats} = Collection.stats(collection)
:ok = Collection.close(collection)

      


      
        Summary


  
    Types
  


    
      
        t()

      


        An open collection handle.



    





  
    Functions
  


    
      
        add_column(collection, name, data_type, opts \\ [])

      


        Adds a new column to the collection schema at runtime.



    


    
      
        add_column!(collection, name, data_type, opts \\ [])

      


        Like add_column/4 but raises on error.



    


    
      
        alter_column(collection, column_name, opts)

      


        Alters an existing column.



    


    
      
        alter_column!(collection, column_name, opts)

      


        Like alter_column/3 but raises on error.



    


    
      
        close(collection)

      


        Closes the collection, releasing its native resources.



    


    
      
        close!(collection)

      


        Like close/1 but raises on error.



    


    
      
        create(path, schema, opts \\ [])

      


        Creates a new collection on disk and opens it.



    


    
      
        create!(path, schema, opts \\ [])

      


        Like create/3 but raises on error.



    


    
      
        create_index(collection, field_name, opts)

      


        Creates an index on field_name.



    


    
      
        create_index!(collection, field_name, opts)

      


        Like create_index/3 but raises on error.



    


    
      
        delete(collection, primary_keys)

      


        Deletes documents by their primary keys.



    


    
      
        delete!(collection, primary_keys)

      


        Like delete/2 but raises on error.



    


    
      
        delete_by_filter(collection, filter)

      


        Deletes all documents matching a filter expression.



    


    
      
        delete_by_filter!(collection, filter)

      


        Like delete_by_filter/2 but raises on error.



    


    
      
        delete_with_results(collection, primary_keys)

      


        Deletes documents and returns per-document result details. See insert_with_results/2.



    


    
      
        delete_with_results!(collection, primary_keys)

      


        Like delete_with_results/2 but raises on error.



    


    
      
        drop(collection)

      


        Closes the collection (if open) and deletes its data directory from disk.



    


    
      
        drop!(collection)

      


        Like drop/1 but raises on error.



    


    
      
        drop_column(collection, column_name)

      


        Removes a column from the collection schema. Existing data for this column is discarded.



    


    
      
        drop_column!(collection, column_name)

      


        Like drop_column/2 but raises on error.



    


    
      
        drop_index(collection, field_name)

      


        Removes the index from field_name.



    


    
      
        drop_index!(collection, field_name)

      


        Like drop_index/2 but raises on error.



    


    
      
        fetch(collection, primary_keys)

      


        Fetches documents by their primary keys.



    


    
      
        fetch!(collection, primary_keys)

      


        Like fetch/2 but raises on error.



    


    
      
        field_names(collection)

      


        Returns the names of all fields. Shorthand for field_names(collection, :all).



    


    
      
        field_names(collection, category)

      


        Returns the names of fields matching category.



    


    
      
        field_names!(collection)

      


        Like field_names/1 but raises on error.



    


    
      
        field_names!(collection, category)

      


        Like field_names/2 but raises on error.



    


    
      
        flush(collection)

      


        Flushes buffered writes to persistent storage.



    


    
      
        flush!(collection)

      


        Like flush/1 but raises on error.



    


    
      
        has_field?(collection, field_name)

      


        Returns true if the collection schema contains a field named field_name.



    


    
      
        has_index?(collection, field_name)

      


        Returns true if the field field_name has an index.



    


    
      
        insert(collection, doc_or_docs)

      


        Inserts one or more documents into the collection.



    


    
      
        insert!(collection, doc_or_docs)

      


        Like insert/2 but raises on error.



    


    
      
        insert_with_results(collection, doc_or_docs)

      


        Inserts documents and returns per-document result details.



    


    
      
        insert_with_results!(collection, doc_or_docs)

      


        Like insert_with_results/2 but raises on error.



    


    
      
        open(path, opts \\ [])

      


        Opens an existing collection from path.



    


    
      
        open!(path, opts \\ [])

      


        Like open/2 but raises on error.



    


    
      
        optimize(collection)

      


        Triggers index optimization on the collection.



    


    
      
        optimize!(collection)

      


        Like optimize/1 but raises on error.



    


    
      
        options(collection)

      


        Returns the collection-level options as a map.



    


    
      
        options!(collection)

      


        Like options/1 but raises on error.



    


    
      
        schema(collection)

      


        Returns the Zvex.Collection.Schema of the open collection.



    


    
      
        schema!(collection)

      


        Like schema/1 but raises on error.



    


    
      
        stats(collection)

      


        Returns a Zvex.Collection.Stats struct with the document count and index information.



    


    
      
        stats!(collection)

      


        Like stats/1 but raises on error.



    


    
      
        update(collection, doc_or_docs)

      


        Updates existing documents in the collection.



    


    
      
        update!(collection, doc_or_docs)

      


        Like update/2 but raises on error.



    


    
      
        update_with_results(collection, doc_or_docs)

      


        Updates documents and returns per-document result details. See insert_with_results/2.



    


    
      
        update_with_results!(collection, doc_or_docs)

      


        Like update_with_results/2 but raises on error.



    


    
      
        upsert(collection, doc_or_docs)

      


        Inserts or updates documents, depending on whether their primary key exists.



    


    
      
        upsert!(collection, doc_or_docs)

      


        Like upsert/2 but raises on error.



    


    
      
        upsert_with_results(collection, doc_or_docs)

      


        Upserts documents and returns per-document result details. See insert_with_results/2.



    


    
      
        upsert_with_results!(collection, doc_or_docs)

      


        Like upsert_with_results/2 but raises on error.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Zvex.Collection{path: String.t(), ref: reference()}


      


An open collection handle.
	:ref — opaque NIF resource reference to the underlying zvec collection.
	:path — filesystem path where the collection data is stored.

Once close/1 is called, the underlying resource is closed; further
operations through the public API return {:error, %Zvex.Error.Invalid.FailedPrecondition{}}.

  


        

      

      
        Functions


        


    

  
    
      
    
    
      add_column(collection, name, data_type, opts \\ [])



        
          
        

    

  


  

      

          @spec add_column(t(), String.t(), atom(), keyword()) :: :ok | {:error, Zvex.Error.t()}


      


Adds a new column to the collection schema at runtime.
Options
	:nullable — whether the column allows null values (default false)
	:dimension — vector dimension, required for vector types (default 0)
	:index — keyword list of index parameters (e.g. [type: :invert])
	:default — default expression string applied to existing documents


  



    

  
    
      
    
    
      add_column!(collection, name, data_type, opts \\ [])



        
          
        

    

  


  

      

          @spec add_column!(t(), String.t(), atom(), keyword()) :: :ok


      


Like add_column/4 but raises on error.

  



  
    
      
    
    
      alter_column(collection, column_name, opts)



        
          
        

    

  


  

      

          @spec alter_column(t(), String.t(), keyword()) :: :ok | {:error, Zvex.Error.t()}


      


Alters an existing column.
Options
	:new_name — rename the column
	:schema — keyword list with the new field definition (:name, :data_type,
:nullable, :dimension)


  



  
    
      
    
    
      alter_column!(collection, column_name, opts)



        
          
        

    

  


  

      

          @spec alter_column!(t(), String.t(), keyword()) :: :ok


      


Like alter_column/3 but raises on error.

  



  
    
      
    
    
      close(collection)



        
          
        

    

  


  

      

          @spec close(t()) :: :ok | {:error, Zvex.Error.t()}


      


Closes the collection, releasing its native resources.
After closing, all operations on this handle will return an error.

  



  
    
      
    
    
      close!(collection)



        
          
        

    

  


  

      

          @spec close!(t()) :: :ok


      


Like close/1 but raises on error.

  



    

  
    
      
    
    
      create(path, schema, opts \\ [])



        
          
        

    

  


  

      

          @spec create(String.t(), Zvex.Collection.Schema.t(), keyword()) ::
  {:ok, t()} | {:error, Zvex.Error.t()}


      


Creates a new collection on disk and opens it.
The schema is validated before being sent to the native layer. opts are
forwarded as collection-level options (e.g. segment configuration).
Returns {:ok, collection} on success.

  



    

  
    
      
    
    
      create!(path, schema, opts \\ [])



        
          
        

    

  


  

      

          @spec create!(String.t(), Zvex.Collection.Schema.t(), keyword()) :: t()


      


Like create/3 but raises on error.

  



  
    
      
    
    
      create_index(collection, field_name, opts)



        
          
        

    

  


  

      

          @spec create_index(t(), String.t(), keyword()) :: :ok | {:error, Zvex.Error.t()}


      


Creates an index on field_name.
opts are index-specific parameters (e.g. type, metric, m,
ef_construction). See Zvex.Collection.Schema.IndexParams for the
full list of supported options.

  



  
    
      
    
    
      create_index!(collection, field_name, opts)



        
          
        

    

  


  

      

          @spec create_index!(t(), String.t(), keyword()) :: :ok


      


Like create_index/3 but raises on error.

  



  
    
      
    
    
      delete(collection, primary_keys)



        
          
        

    

  


  

      

          @spec delete(t(), [String.t()]) ::
  {:ok, %{success: non_neg_integer(), errors: non_neg_integer()}}
  | {:error, Zvex.Error.t()}


      


Deletes documents by their primary keys.
Returns a summary with :success and :errors counts.

  



  
    
      
    
    
      delete!(collection, primary_keys)



        
          
        

    

  


  

      

          @spec delete!(t(), [String.t()]) :: %{
  success: non_neg_integer(),
  errors: non_neg_integer()
}


      


Like delete/2 but raises on error.

  



  
    
      
    
    
      delete_by_filter(collection, filter)



        
          
        

    

  


  

      

          @spec delete_by_filter(t(), String.t()) :: :ok | {:error, Zvex.Error.t()}


      


Deletes all documents matching a filter expression.
The filter is a zvec filter expression string (same syntax as
Zvex.Query.filter/2).

  



  
    
      
    
    
      delete_by_filter!(collection, filter)



        
          
        

    

  


  

      

          @spec delete_by_filter!(t(), String.t()) :: :ok


      


Like delete_by_filter/2 but raises on error.

  



  
    
      
    
    
      delete_with_results(collection, primary_keys)



        
          
        

    

  


  

      

          @spec delete_with_results(t(), [String.t()]) ::
  {:ok, [map()]} | {:error, Zvex.Error.t()}


      


Deletes documents and returns per-document result details. See insert_with_results/2.

  



  
    
      
    
    
      delete_with_results!(collection, primary_keys)



        
          
        

    

  


  

      

          @spec delete_with_results!(t(), [String.t()]) :: [map()]


      


Like delete_with_results/2 but raises on error.

  



  
    
      
    
    
      drop(collection)



        
          
        

    

  


  

      

          @spec drop(t()) :: :ok | {:error, Zvex.Error.t()}


      


Closes the collection (if open) and deletes its data directory from disk.
This is a destructive, irreversible operation.

  



  
    
      
    
    
      drop!(collection)



        
          
        

    

  


  

      

          @spec drop!(t()) :: :ok


      


Like drop/1 but raises on error.

  



  
    
      
    
    
      drop_column(collection, column_name)



        
          
        

    

  


  

      

          @spec drop_column(t(), String.t()) :: :ok | {:error, Zvex.Error.t()}


      


Removes a column from the collection schema. Existing data for this column is discarded.

  



  
    
      
    
    
      drop_column!(collection, column_name)



        
          
        

    

  


  

      

          @spec drop_column!(t(), String.t()) :: :ok


      


Like drop_column/2 but raises on error.

  



  
    
      
    
    
      drop_index(collection, field_name)



        
          
        

    

  


  

      

          @spec drop_index(t(), String.t()) :: :ok | {:error, Zvex.Error.t()}


      


Removes the index from field_name.

  



  
    
      
    
    
      drop_index!(collection, field_name)



        
          
        

    

  


  

      

          @spec drop_index!(t(), String.t()) :: :ok


      


Like drop_index/2 but raises on error.

  



  
    
      
    
    
      fetch(collection, primary_keys)



        
          
        

    

  


  

      

          @spec fetch(t(), [String.t()]) ::
  {:ok, [Zvex.Document.t()]} | {:error, Zvex.Error.t()}


      


Fetches documents by their primary keys.
Returns a list of Zvex.Document structs in the same order as the requested
keys. Missing keys are silently skipped.

  



  
    
      
    
    
      fetch!(collection, primary_keys)



        
          
        

    

  


  

      

          @spec fetch!(t(), [String.t()]) :: [Zvex.Document.t()]


      


Like fetch/2 but raises on error.

  



  
    
      
    
    
      field_names(collection)



        
          
        

    

  


  

      

          @spec field_names(t()) :: {:ok, [String.t()]} | {:error, Zvex.Error.t()}


      


Returns the names of all fields. Shorthand for field_names(collection, :all).

  



  
    
      
    
    
      field_names(collection, category)



        
          
        

    

  


  

      

          @spec field_names(t(), :all | :forward | :vector | :indexed) ::
  {:ok, [String.t()]} | {:error, Zvex.Error.t()}


      


Returns the names of fields matching category.
Categories:
	:all — every field in the schema
	:forward — scalar/forward-stored fields
	:vector — vector fields (dense and sparse)
	:indexed — fields that have an index


  



  
    
      
    
    
      field_names!(collection)



        
          
        

    

  


  

      

          @spec field_names!(t()) :: [String.t()]


      


Like field_names/1 but raises on error.

  



  
    
      
    
    
      field_names!(collection, category)



        
          
        

    

  


  

      

          @spec field_names!(t(), :all | :forward | :vector | :indexed) :: [String.t()]


      


Like field_names/2 but raises on error.

  



  
    
      
    
    
      flush(collection)



        
          
        

    

  


  

      

          @spec flush(t()) :: :ok | {:error, Zvex.Error.t()}


      


Flushes buffered writes to persistent storage.

  



  
    
      
    
    
      flush!(collection)



        
          
        

    

  


  

      

          @spec flush!(t()) :: :ok


      


Like flush/1 but raises on error.

  



  
    
      
    
    
      has_field?(collection, field_name)



        
          
        

    

  


  

      

          @spec has_field?(t(), String.t()) :: boolean()


      


Returns true if the collection schema contains a field named field_name.

  



  
    
      
    
    
      has_index?(collection, field_name)



        
          
        

    

  


  

      

          @spec has_index?(t(), String.t()) :: boolean()


      


Returns true if the field field_name has an index.

  



  
    
      
    
    
      insert(collection, doc_or_docs)



        
          
        

    

  


  

      

          @spec insert(t(), Zvex.Document.t() | [Zvex.Document.t()]) ::
  {:ok, %{success: non_neg_integer(), errors: non_neg_integer()}}
  | {:error, Zvex.Error.t()}


      


Inserts one or more documents into the collection.
Accepts a single Zvex.Document or a list. Returns a summary map with
:success and :errors counts. Documents whose primary key already exists
will be counted as errors.

  



  
    
      
    
    
      insert!(collection, doc_or_docs)



        
          
        

    

  


  

      

          @spec insert!(t(), Zvex.Document.t() | [Zvex.Document.t()]) :: %{
  success: non_neg_integer(),
  errors: non_neg_integer()
}


      


Like insert/2 but raises on error.

  



  
    
      
    
    
      insert_with_results(collection, doc_or_docs)



        
          
        

    

  


  

      

          @spec insert_with_results(t(), Zvex.Document.t() | [Zvex.Document.t()]) ::
  {:ok, [map()]} | {:error, Zvex.Error.t()}


      


Inserts documents and returns per-document result details.
Unlike insert/2 which returns aggregate counts, this returns a list of
result maps — one per document — with individual status information.

  



  
    
      
    
    
      insert_with_results!(collection, doc_or_docs)



        
          
        

    

  


  

      

          @spec insert_with_results!(t(), Zvex.Document.t() | [Zvex.Document.t()]) :: [map()]


      


Like insert_with_results/2 but raises on error.

  



    

  
    
      
    
    
      open(path, opts \\ [])



        
          
        

    

  


  

      

          @spec open(
  String.t(),
  keyword()
) :: {:ok, t()} | {:error, Zvex.Error.t()}


      


Opens an existing collection from path.
The collection must have been previously created with create/3. Accepts
the same opts as create/3 for overriding collection-level options.

  



    

  
    
      
    
    
      open!(path, opts \\ [])



        
          
        

    

  


  

      

          @spec open!(
  String.t(),
  keyword()
) :: t()


      


Like open/2 but raises on error.

  



  
    
      
    
    
      optimize(collection)



        
          
        

    

  


  

      

          @spec optimize(t()) :: :ok | {:error, Zvex.Error.t()}


      


Triggers index optimization on the collection.
This merges segments and rebuilds indexes for better query performance.
Can be a long-running operation on large collections.

  



  
    
      
    
    
      optimize!(collection)



        
          
        

    

  


  

      

          @spec optimize!(t()) :: :ok


      


Like optimize/1 but raises on error.

  



  
    
      
    
    
      options(collection)



        
          
        

    

  


  

      

          @spec options(t()) :: {:ok, map()} | {:error, Zvex.Error.t()}


      


Returns the collection-level options as a map.

  



  
    
      
    
    
      options!(collection)



        
          
        

    

  


  

      

          @spec options!(t()) :: map()


      


Like options/1 but raises on error.

  



  
    
      
    
    
      schema(collection)



        
          
        

    

  


  

      

          @spec schema(t()) :: {:ok, Zvex.Collection.Schema.t()} | {:error, Zvex.Error.t()}


      


Returns the Zvex.Collection.Schema of the open collection.

  



  
    
      
    
    
      schema!(collection)



        
          
        

    

  


  

      

          @spec schema!(t()) :: Zvex.Collection.Schema.t()


      


Like schema/1 but raises on error.

  



  
    
      
    
    
      stats(collection)



        
          
        

    

  


  

      

          @spec stats(t()) :: {:ok, Zvex.Collection.Stats.t()} | {:error, Zvex.Error.t()}


      


Returns a Zvex.Collection.Stats struct with the document count and index information.

  



  
    
      
    
    
      stats!(collection)



        
          
        

    

  


  

      

          @spec stats!(t()) :: Zvex.Collection.Stats.t()


      


Like stats/1 but raises on error.

  



  
    
      
    
    
      update(collection, doc_or_docs)



        
          
        

    

  


  

      

          @spec update(t(), Zvex.Document.t() | [Zvex.Document.t()]) ::
  {:ok, %{success: non_neg_integer(), errors: non_neg_integer()}}
  | {:error, Zvex.Error.t()}


      


Updates existing documents in the collection.
Documents are matched by primary key. Returns a summary with :success
and :errors counts. Documents whose primary key does not exist will be
counted as errors.

  



  
    
      
    
    
      update!(collection, doc_or_docs)



        
          
        

    

  


  

      

          @spec update!(t(), Zvex.Document.t() | [Zvex.Document.t()]) :: %{
  success: non_neg_integer(),
  errors: non_neg_integer()
}


      


Like update/2 but raises on error.

  



  
    
      
    
    
      update_with_results(collection, doc_or_docs)



        
          
        

    

  


  

      

          @spec update_with_results(t(), Zvex.Document.t() | [Zvex.Document.t()]) ::
  {:ok, [map()]} | {:error, Zvex.Error.t()}


      


Updates documents and returns per-document result details. See insert_with_results/2.

  



  
    
      
    
    
      update_with_results!(collection, doc_or_docs)



        
          
        

    

  


  

      

          @spec update_with_results!(t(), Zvex.Document.t() | [Zvex.Document.t()]) :: [map()]


      


Like update_with_results/2 but raises on error.

  



  
    
      
    
    
      upsert(collection, doc_or_docs)



        
          
        

    

  


  

      

          @spec upsert(t(), Zvex.Document.t() | [Zvex.Document.t()]) ::
  {:ok, %{success: non_neg_integer(), errors: non_neg_integer()}}
  | {:error, Zvex.Error.t()}


      


Inserts or updates documents, depending on whether their primary key exists.
Combines the semantics of insert/2 and update/2. Returns a summary
with :success and :errors counts.

  



  
    
      
    
    
      upsert!(collection, doc_or_docs)



        
          
        

    

  


  

      

          @spec upsert!(t(), Zvex.Document.t() | [Zvex.Document.t()]) :: %{
  success: non_neg_integer(),
  errors: non_neg_integer()
}


      


Like upsert/2 but raises on error.

  



  
    
      
    
    
      upsert_with_results(collection, doc_or_docs)



        
          
        

    

  


  

      

          @spec upsert_with_results(t(), Zvex.Document.t() | [Zvex.Document.t()]) ::
  {:ok, [map()]} | {:error, Zvex.Error.t()}


      


Upserts documents and returns per-document result details. See insert_with_results/2.

  



  
    
      
    
    
      upsert_with_results!(collection, doc_or_docs)



        
          
        

    

  


  

      

          @spec upsert_with_results!(t(), Zvex.Document.t() | [Zvex.Document.t()]) :: [map()]


      


Like upsert_with_results/2 but raises on error.

  


        

      


  

  
    
    Zvex.Collection.Schema - zvex v0.4.1
    
    

    


  
  

    
Zvex.Collection.Schema 
    



      
Schema builder for zvec collections.
Pure Elixir struct -- no NIF resources held during building.
Materialized into C objects at Zvex.Collection.create/3 time.
Example
Zvex.Collection.Schema.new("my_collection")
|> Zvex.Collection.Schema.add_field("id", :string, primary_key: true)
|> Zvex.Collection.Schema.add_field("embedding", :vector_fp32,
     dimension: 768,
     index: [type: :hnsw, metric: :cosine, m: 16, ef_construction: 200])
|> Zvex.Collection.Schema.add_field("category", :string,
     nullable: true, index: [type: :invert])

      


      
        Summary


  
    Types
  


    
      
        field()

      


        A single field definition within a schema.



    


    
      
        t()

      


        A collection schema definition.



    





  
    Functions
  


    
      
        add_field(schema, name, data_type, opts \\ [])

      


        Appends a field to the schema.



    


    
      
        max_doc_count_per_segment(schema, count)

      


        Sets the maximum number of documents per segment. Must be a positive integer.



    


    
      
        new(name)

      


        Creates a new empty schema with the given collection name.



    


    
      
        validate(schema)

      


        Validates the schema, checking



    





      


      
        Types


        


  
    
      
    
    
      field()



        
          
        

    

  


  

      

          @type field() :: %{
  name: String.t(),
  data_type: atom(),
  primary_key: boolean(),
  nullable: boolean(),
  dimension: non_neg_integer(),
  index: Zvex.Collection.Schema.IndexParams.t() | nil
}


      


A single field definition within a schema.
	:name — field name (must be unique within the schema).
	:data_type — one of the atoms from Zvex.Types.data_types/0.
	:primary_key — exactly one field per schema must be true (must be :string type).
	:nullable — whether the field accepts null values.
	:dimension — required for vector types, must be > 0.
	:index — optional Zvex.Collection.Schema.IndexParams for the field.


  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Zvex.Collection.Schema{
  fields: [field()],
  max_doc_count_per_segment: pos_integer() | nil,
  name: String.t()
}


      


A collection schema definition.
	:name — collection name, must be a non-empty string.
	:fields — ordered list of field definitions.
	:max_doc_count_per_segment — optional cap on documents per segment.


  


        

      

      
        Functions


        


    

  
    
      
    
    
      add_field(schema, name, data_type, opts \\ [])



        
          
        

    

  


  

      

          @spec add_field(t(), String.t(), atom(), keyword()) :: t()


      


Appends a field to the schema.
Options
	:primary_key — marks this field as the primary key (default false).
Exactly one :string field must be the primary key.
	:nullable — allows null values (default false, forced false for primary keys).
	:dimension — vector dimension, required for vector data types (default 0).
	:index — keyword list of index parameters forwarded to
Zvex.Collection.Schema.IndexParams.from_opts/1. Must include :type.


  



  
    
      
    
    
      max_doc_count_per_segment(schema, count)



        
          
        

    

  


  

      

          @spec max_doc_count_per_segment(t(), pos_integer()) :: t()


      


Sets the maximum number of documents per segment. Must be a positive integer.

  



  
    
      
    
    
      new(name)



        
          
        

    

  


  

      

          @spec new(String.t()) :: t()


      


Creates a new empty schema with the given collection name.

  



  
    
      
    
    
      validate(schema)



        
          
        

    

  


  

      

          @spec validate(t()) :: :ok | {:error, Zvex.Error.t()}


      


Validates the schema, checking:
	Name is a non-empty string
	At least one field is defined
	Exactly one :string primary key field
	All field names are unique
	All data types are recognized
	Vector fields have dimension > 0
	Index types are compatible with their field's data type
	max_doc_count_per_segment (if set) is a positive integer


  


        

      


  

  
    
    Zvex.Collection.Schema.IndexParams - zvex v0.4.1
    
    

    


  
  

    
Zvex.Collection.Schema.IndexParams 
    



      
Index configuration for a schema field.
Used by Zvex.Collection.Schema.add_field/4 when the :index option is
provided, and by Zvex.Collection.create_index/3 for runtime index creation.
Fields
	Field	Applies to	Description
	:type	all	Required. Index algorithm: :hnsw, :ivf, :flat, or :invert.
	:metric	vector	Distance metric: :l2, :ip, :cosine, or :mipsl2.
	:quantize	vector	Quantization: :fp16, :int8, or :int4.
	:m	HNSW	Max connections per node (higher = better recall, more memory).
	:ef_construction	HNSW	Build-time search width (higher = better index, slower build).
	:n_list	IVF	Number of inverted-file partitions.
	:n_iters	IVF	K-means training iterations.
	:use_soar	HNSW	Enable SOAR graph optimization.
	:enable_range_opt	invert	Enable range query optimization.
	:enable_wildcard	invert	Enable wildcard/prefix matching.


      


      
        Summary


  
    Types
  


    
      
        t()

      


        Index configuration struct. See module documentation for field details.



    





  
    Functions
  


    
      
        from_opts(opts)

      


        Builds an IndexParams struct from a keyword list.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Zvex.Collection.Schema.IndexParams{
  ef_construction: pos_integer() | nil,
  enable_range_opt: boolean() | nil,
  enable_wildcard: boolean() | nil,
  m: pos_integer() | nil,
  metric: :l2 | :ip | :cosine | :mipsl2 | nil,
  n_iters: pos_integer() | nil,
  n_list: pos_integer() | nil,
  quantize: :fp16 | :int8 | :int4 | nil,
  type: :hnsw | :ivf | :flat | :invert,
  use_soar: boolean() | nil
}


      


Index configuration struct. See module documentation for field details.

  


        

      

      
        Functions


        


  
    
      
    
    
      from_opts(opts)



        
          
        

    

  


  

      

          @spec from_opts(keyword()) :: t()


      


Builds an IndexParams struct from a keyword list.
The :type key is required; all others are optional and default to nil
(which lets zvec use its own defaults).
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Zvex.Collection.Stats 
    



      
Collection statistics returned by Zvex.Collection.stats/1.
Fields
	:doc_count — total number of documents in the collection.
	:indexes — list of index status maps, each containing:	:name — the indexed field name.
	:completeness — a float between 0.0 and 1.0 indicating how
much of the data has been indexed (reaches 1.0 after optimize/1).




      


      
        Summary


  
    Types
  


    
      
        t()

      


        Collection statistics snapshot.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Zvex.Collection.Stats{
  doc_count: non_neg_integer(),
  indexes: [%{name: String.t(), completeness: float()}]
}


      


Collection statistics snapshot.
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Zvex.Document 
    



      
Pure Elixir document struct with type-tagged fields for zvec collections.
Fields are stored as %{"field_name" => {type_atom, value}} to preserve
type information through NIF marshaling boundaries.
Example
alias Zvex.Document
alias Zvex.Vector

doc =
  Document.new()
  |> Document.put_pk("doc-1")
  |> Document.put("title", "Hello world")
  |> Document.put("embedding", Vector.from_list([1.0, 2.0, 3.0], :fp32))

Document.to_map(doc)
#=> %{"title" => "Hello world", "embedding" => <<...>>}

      


      
        Summary


  
    Types
  


    
      
        t()

      


        A typed document for insertion into a zvec collection.



    





  
    Functions
  


    
      
        clear(document)

      


        Returns a new empty document, discarding all fields and the primary key.



    


    
      
        deserialize(binary)

      


        Deserializes a binary produced by serialize/1 back into a document.



    


    
      
        deserialize!(binary)

      


        Like deserialize/1 but raises on error.



    


    
      
        detail_string(doc)

      


        Returns a human-readable string describing the document's fields and types.



    


    
      
        detail_string!(doc)

      


        Like detail_string/1 but raises on error.



    


    
      
        empty?(document)

      


        Returns true if the document has no fields and no primary key set.



    


    
      
        field_null?(document, field)

      


        Returns true if the field exists and its value is nil.



    


    
      
        fields(document)

      


        Returns the list of field names present in the document.



    


    
      
        from_map(map, schema)

      


        Builds a document from a plain map using the schema for type resolution.



    


    
      
        from_native_map(map)

      


        Reconstructs a document from the internal NIF map format.



    


    
      
        has_field?(document, field)

      


        Returns true if the document contains a field named field.



    


    
      
        memory_usage(doc)

      


        Returns the estimated memory usage of the document in bytes.



    


    
      
        memory_usage!(doc)

      


        Like memory_usage/1 but raises on error.



    


    
      
        merge(doc1, doc2)

      


        Merges two documents. Fields from doc2 overwrite those in doc1.
The primary key is taken from doc2 if set, otherwise from doc1.



    


    
      
        new()

      


        Creates an empty document with no fields and no primary key.



    


    
      
        put(doc, field, value)

      


        Sets a field value on the document.



    


    
      
        put(doc, field, value, type)

      


        Sets a field with an explicit type atom, bypassing automatic type inference.



    


    
      
        put_null(doc, field)

      


        Sets a field to null (type :null, value nil).



    


    
      
        put_pk(doc, pk)

      


        Sets the primary key for this document. Must be a string.



    


    
      
        remove_field(doc, field)

      


        Removes a field from the document by name. No-op if the field does not exist.



    


    
      
        serialize(doc)

      


        Serializes the document to a compact binary representation via the native layer.



    


    
      
        serialize!(doc)

      


        Like serialize/1 but raises on error.



    


    
      
        to_map(document)

      


        Converts the document to a plain map, stripping type information from field values.



    


    
      
        to_native_map(doc)

      


        Converts the document to the internal map format expected by the NIF layer.



    


    
      
        to_native_maps(doc)

      


        Converts one or more documents to a list of NIF-ready maps.



    


    
      
        validate(doc, schema)

      


        Validates the document against a schema.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Zvex.Document{
  fields: %{required(String.t()) => {atom(), term()}},
  pk: String.t() | nil
}


      


A typed document for insertion into a zvec collection.
	:fields — map of "field_name" => {type_atom, value} tuples preserving
type information through NIF boundaries.
	:pk — the primary key value (a string), or nil if not yet set.


  


        

      

      
        Functions


        


  
    
      
    
    
      clear(document)



        
          
        

    

  


  

      

          @spec clear(t()) :: t()


      


Returns a new empty document, discarding all fields and the primary key.

  



  
    
      
    
    
      deserialize(binary)



        
          
        

    

  


  

      

          @spec deserialize(binary()) :: {:ok, t()} | {:error, Zvex.Error.t()}


      


Deserializes a binary produced by serialize/1 back into a document.

  



  
    
      
    
    
      deserialize!(binary)



        
          
        

    

  


  

      

          @spec deserialize!(binary()) :: t()


      


Like deserialize/1 but raises on error.

  



  
    
      
    
    
      detail_string(doc)



        
          
        

    

  


  

      

          @spec detail_string(t()) :: {:ok, String.t()} | {:error, Zvex.Error.t()}


      


Returns a human-readable string describing the document's fields and types.

  



  
    
      
    
    
      detail_string!(doc)



        
          
        

    

  


  

      

          @spec detail_string!(t()) :: String.t()


      


Like detail_string/1 but raises on error.

  



  
    
      
    
    
      empty?(document)



        
          
        

    

  


  

      

          @spec empty?(t()) :: boolean()


      


Returns true if the document has no fields and no primary key set.

  



  
    
      
    
    
      field_null?(document, field)



        
          
        

    

  


  

      

          @spec field_null?(t(), String.t()) :: boolean()


      


Returns true if the field exists and its value is nil.

  



  
    
      
    
    
      fields(document)



        
          
        

    

  


  

      

          @spec fields(t()) :: [String.t()]


      


Returns the list of field names present in the document.

  



  
    
      
    
    
      from_map(map, schema)



        
          
        

    

  


  

      

          @spec from_map(map(), Zvex.Collection.Schema.t()) :: t()


      


Builds a document from a plain map using the schema for type resolution.
Keys in map that don't match a schema field are silently ignored.
The primary key field is used to set both the :pk and the field entry.
Vector values can be given as plain lists — they are automatically packed
into the schema's vector type.

  



  
    
      
    
    
      from_native_map(map)



        
          
        

    

  


  

      

          @spec from_native_map(map()) :: t()


      


Reconstructs a document from the internal NIF map format.

  



  
    
      
    
    
      has_field?(document, field)



        
          
        

    

  


  

      

          @spec has_field?(t(), String.t()) :: boolean()


      


Returns true if the document contains a field named field.

  



  
    
      
    
    
      memory_usage(doc)



        
          
        

    

  


  

      

          @spec memory_usage(t()) :: {:ok, non_neg_integer()} | {:error, Zvex.Error.t()}


      


Returns the estimated memory usage of the document in bytes.

  



  
    
      
    
    
      memory_usage!(doc)



        
          
        

    

  


  

      

          @spec memory_usage!(t()) :: non_neg_integer()


      


Like memory_usage/1 but raises on error.

  



  
    
      
    
    
      merge(doc1, doc2)



        
          
        

    

  


  

      

          @spec merge(t(), t()) :: t()


      


Merges two documents. Fields from doc2 overwrite those in doc1.
The primary key is taken from doc2 if set, otherwise from doc1.

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          @spec new() :: t()


      


Creates an empty document with no fields and no primary key.

  



  
    
      
    
    
      put(doc, field, value)



        
          
        

    

  


  

      

          @spec put(t(), String.t(), term()) :: t()


      


Sets a field value on the document.
The type is inferred automatically from the value:
	Zvex.Vector — uses the vector's type
	boolean — :bool
	binary/string — :string
	integer — :int64
	float — :double

Use the 4-arity put/4 to specify an explicit type atom.

  



  
    
      
    
    
      put(doc, field, value, type)



        
          
        

    

  


  

      

          @spec put(t(), String.t(), term(), atom()) :: t()


      


Sets a field with an explicit type atom, bypassing automatic type inference.

  



  
    
      
    
    
      put_null(doc, field)



        
          
        

    

  


  

      

          @spec put_null(t(), String.t()) :: t()


      


Sets a field to null (type :null, value nil).

  



  
    
      
    
    
      put_pk(doc, pk)



        
          
        

    

  


  

      

          @spec put_pk(t(), String.t()) :: t()


      


Sets the primary key for this document. Must be a string.

  



  
    
      
    
    
      remove_field(doc, field)



        
          
        

    

  


  

      

          @spec remove_field(t(), String.t()) :: t()


      


Removes a field from the document by name. No-op if the field does not exist.

  



  
    
      
    
    
      serialize(doc)



        
          
        

    

  


  

      

          @spec serialize(t()) :: {:ok, binary()} | {:error, Zvex.Error.t()}


      


Serializes the document to a compact binary representation via the native layer.

  



  
    
      
    
    
      serialize!(doc)



        
          
        

    

  


  

      

          @spec serialize!(t()) :: binary()


      


Like serialize/1 but raises on error.

  



  
    
      
    
    
      to_map(document)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts the document to a plain map, stripping type information from field values.

  



  
    
      
    
    
      to_native_map(doc)



        
          
        

    

  


  

      

          @spec to_native_map(t()) :: map()


      


Converts the document to the internal map format expected by the NIF layer.

  



  
    
      
    
    
      to_native_maps(doc)



        
          
        

    

  


  

      

          @spec to_native_maps(t() | [t()]) :: [map()]


      


Converts one or more documents to a list of NIF-ready maps.

  



  
    
      
    
    
      validate(doc, schema)



        
          
        

    

  


  

      

          @spec validate(t(), Zvex.Collection.Schema.t()) :: :ok | {:error, Zvex.Error.t()}


      


Validates the document against a schema.
Checks that the primary key is set (if required), all non-nullable fields
are present, field types match, and vector dimensions are correct.
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Zvex.Vector 
    



      
Pure Elixir vector packing/unpacking for dense and sparse vector types.
Converts between Elixir lists and native-endian binary representations
used by zvec. Supports fp16, fp32, fp64, int4, int8, int16, binary32,
and binary64 dense vector types, as well as sparse_fp16 and sparse_fp32
sparse vector types.
Dense Example
iex> vector = Zvex.Vector.from_list([1.0, 2.0, 3.0], :fp32)
iex> Zvex.Vector.to_list(vector)
[1.0, 2.0, 3.0]
iex> Zvex.Vector.dimension(vector)
3
Sparse Example
iex> vector = Zvex.Vector.from_sparse([0, 5, 10], [1.0, 2.5, -3.0], :sparse_fp32)
iex> Zvex.Vector.to_sparse(vector)
{[0, 5, 10], [1.0, 2.5, -3.0]}
iex> Zvex.Vector.sparse?(vector)
true

      


      
        Summary


  
    Types
  


    
      
        shorthand()

      


        Shorthand alias used in from_list/2, from_binary/2, and from_sparse/3.



    


    
      
        t()

      


    


    
      
        type()

      


        Full vector type atom as stored in the struct and in document fields.



    





  
    Functions
  


    
      
        dimension(vector)

      


        Returns the number of elements (dimension) in a dense vector.



    


    
      
        from_binary(binary, type)

      


        Wraps a pre-packed binary as a dense vector of the given type.



    


    
      
        from_list(list, type)

      


        Packs a list of numbers into a dense vector binary.



    


    
      
        from_sparse(indices, values, type)

      


        Creates a sparse vector from index and value lists.



    


    
      
        nnz(vector)

      


        Returns the number of non-zero elements in a sparse vector.



    


    
      
        sparse?(vector)

      


        Returns true if the vector is a sparse type.



    


    
      
        to_list(vector)

      


        Unpacks a dense vector back to a list of numbers.



    


    
      
        to_sparse(vector)

      


        Unpacks a sparse vector back to {indices, values}.



    





      


      
        Types


        


  
    
      
    
    
      shorthand()



        
          
        

    

  


  

      

          @type shorthand() ::
  :fp16
  | :fp32
  | :fp64
  | :int4
  | :int8
  | :int16
  | :binary32
  | :binary64
  | :sparse_fp16
  | :sparse_fp32


      


Shorthand alias used in from_list/2, from_binary/2, and from_sparse/3.
Each shorthand maps to a full type (e.g. :fp32 -> :vector_fp32,
:sparse_fp32 -> :sparse_vector_fp32).

  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Zvex.Vector{data: binary(), type: type()}


      



  



  
    
      
    
    
      type()



        
          
        

    

  


  

      

          @type type() ::
  :vector_fp16
  | :vector_fp32
  | :vector_fp64
  | :vector_int4
  | :vector_int8
  | :vector_int16
  | :vector_binary32
  | :vector_binary64
  | :sparse_vector_fp16
  | :sparse_vector_fp32


      


Full vector type atom as stored in the struct and in document fields.

  


        

      

      
        Functions


        


  
    
      
    
    
      dimension(vector)



        
          
        

    

  


  

      

          @spec dimension(t()) :: non_neg_integer() | nil


      


Returns the number of elements (dimension) in a dense vector.
Returns nil for sparse vectors, since sparse vectors don't have a fixed
dimension. Use nnz/1 to get the number of non-zero entries instead.

  



  
    
      
    
    
      from_binary(binary, type)



        
          
        

    

  


  

      

          @spec from_binary(binary(), shorthand()) :: t()


      


Wraps a pre-packed binary as a dense vector of the given type.
No validation is performed on the binary contents — it is assumed to
already be in the correct native-endian format for the given type.

  



  
    
      
    
    
      from_list(list, type)



        
          
        

    

  


  

      

          @spec from_list([number()], shorthand()) :: t()


      


Packs a list of numbers into a dense vector binary.
The type is a shorthand atom (e.g. :fp32, :int8). Sparse shorthands
are not accepted — use from_sparse/3 instead.
Examples
iex> vec = Zvex.Vector.from_list([1.0, 2.0, 3.0], :fp32)
iex> Zvex.Vector.dimension(vec)
3

  



  
    
      
    
    
      from_sparse(indices, values, type)



        
          
        

    

  


  

      

          @spec from_sparse([non_neg_integer()], [number()], type() | shorthand()) :: t()


      


Creates a sparse vector from index and value lists.
The type must be either :sparse_fp32 or :sparse_fp16.
Indices must be non-negative, sorted in ascending order, with no duplicates.
The indices and values lists must have the same length.
The binary layout is [nnz::uint64-little][indices::uint32-little * nnz][values::type * nnz].

  



  
    
      
    
    
      nnz(vector)



        
          
        

    

  


  

      

          @spec nnz(t()) :: non_neg_integer()


      


Returns the number of non-zero elements in a sparse vector.
Raises ArgumentError for dense vectors.

  



  
    
      
    
    
      sparse?(vector)



        
          
        

    

  


  

      

          @spec sparse?(t()) :: boolean()


      


Returns true if the vector is a sparse type.

  



  
    
      
    
    
      to_list(vector)



        
          
        

    

  


  

      

          @spec to_list(t()) :: [number() | :infinity | :neg_infinity | :nan]


      


Unpacks a dense vector back to a list of numbers.
For fp16 vectors, special IEEE 754 values may appear as :infinity,
:neg_infinity, or :nan. Sparse vectors are not supported — use
to_sparse/1 instead.

  



  
    
      
    
    
      to_sparse(vector)



        
          
        

    

  


  

      

          @spec to_sparse(t()) :: {[non_neg_integer()], [number()]}


      


Unpacks a sparse vector back to {indices, values}.
Raises ArgumentError if the vector is not a sparse type.
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Zvex.Query 
    



      
Fluent builder for zvec vector queries.
Example
alias Zvex.Query
alias Zvex.Vector

vec = Vector.from_list([0.1, 0.2, 0.3, 0.4], :fp32)

Query.new()
|> Query.field("embedding")
|> Query.vector(vec)
|> Query.top_k(5)
|> Query.hnsw(ef: 100)
|> Query.execute(collection)
# {:ok, [%Zvex.Query.Result{pk: _, score: _, doc_id: _, fields: %{}}]}

      


      
        Summary


  
    Types
  


    
      
        t()

      


        A vector similarity search query built with the fluent API.



    





  
    Functions
  


    
      
        execute(query, collection)

      


        Executes the query against the given collection.



    


    
      
        execute!(query, collection)

      


        Like execute/2 but raises on error.



    


    
      
        field(query, name)

      


        Sets the vector field to search against. Required before executing.



    


    
      
        filter(query, expr)

      


        Applies a filter expression to pre-filter candidates before vector search.



    


    
      
        flat(query, opts \\ [])

      


        Selects brute-force flat scan. Guarantees exact results at the cost of speed.



    


    
      
        hnsw(query, opts \\ [])

      


        Selects HNSW as the search algorithm.



    


    
      
        include_doc_id(query, bool)

      


        When true, includes the internal document ID in each result (default false).



    


    
      
        include_vector(query, bool)

      


        When true, includes the matched vector data in each result (default false).



    


    
      
        ivf(query, opts \\ [])

      


        Selects IVF as the search algorithm.



    


    
      
        new()

      


        Creates a new query with default values (top_k: 10, no filter, no output fields).



    


    
      
        output_fields(query, fields)

      


        Specifies which scalar fields to include in the results. Defaults to none.



    


    
      
        top_k(query, k)

      


        Sets the maximum number of nearest neighbors to return (default 10).



    


    
      
        vector(query, list)

      


        Sets the query vector for similarity search. Required before executing.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Zvex.Query{
  field: String.t() | nil,
  filter: String.t() | nil,
  include_doc_id: boolean(),
  include_vector: boolean(),
  output_fields: [String.t()],
  params: nil | {:hnsw, keyword()} | {:ivf, keyword()} | {:flat, keyword()},
  top_k: pos_integer(),
  vector: binary() | nil
}


      


A vector similarity search query built with the fluent API.

  


        

      

      
        Functions


        


  
    
      
    
    
      execute(query, collection)



        
          
        

    

  


  

      

          @spec execute(t(), Zvex.Collection.t()) ::
  {:ok, [Zvex.Query.Result.t()]} | {:error, Zvex.Error.t()}


      


Executes the query against the given collection.
Both field/2 and vector/2 must be set before calling this function.
Returns a list of Zvex.Query.Result structs sorted by score (closest first).

  



  
    
      
    
    
      execute!(query, collection)



        
          
        

    

  


  

      

          @spec execute!(t(), Zvex.Collection.t()) :: [Zvex.Query.Result.t()]


      


Like execute/2 but raises on error.

  



  
    
      
    
    
      field(query, name)



        
          
        

    

  


  

      

          @spec field(t(), String.t()) :: t()


      


Sets the vector field to search against. Required before executing.

  



  
    
      
    
    
      filter(query, expr)



        
          
        

    

  


  

      

          @spec filter(t(), String.t()) :: t()


      


Applies a filter expression to pre-filter candidates before vector search.
The expression uses zvec's filter syntax (e.g. "category == 'books'").

  



    

  
    
      
    
    
      flat(query, opts \\ [])



        
          
        

    

  


  

      

          @spec flat(
  t(),
  keyword()
) :: t()


      


Selects brute-force flat scan. Guarantees exact results at the cost of speed.

  



    

  
    
      
    
    
      hnsw(query, opts \\ [])



        
          
        

    

  


  

      

          @spec hnsw(
  t(),
  keyword()
) :: t()


      


Selects HNSW as the search algorithm.
Options
	:ef — search-time expansion factor (higher = better recall, slower search).


  



  
    
      
    
    
      include_doc_id(query, bool)



        
          
        

    

  


  

      

          @spec include_doc_id(t(), boolean()) :: t()


      


When true, includes the internal document ID in each result (default false).

  



  
    
      
    
    
      include_vector(query, bool)



        
          
        

    

  


  

      

          @spec include_vector(t(), boolean()) :: t()


      


When true, includes the matched vector data in each result (default false).

  



    

  
    
      
    
    
      ivf(query, opts \\ [])



        
          
        

    

  


  

      

          @spec ivf(
  t(),
  keyword()
) :: t()


      


Selects IVF as the search algorithm.
Options
	:n_probe — number of partitions to scan (higher = better recall, slower search).


  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          @spec new() :: t()


      


Creates a new query with default values (top_k: 10, no filter, no output fields).

  



  
    
      
    
    
      output_fields(query, fields)



        
          
        

    

  


  

      

          @spec output_fields(t(), [String.t()]) :: t()


      


Specifies which scalar fields to include in the results. Defaults to none.

  



  
    
      
    
    
      top_k(query, k)



        
          
        

    

  


  

      

          @spec top_k(t(), pos_integer()) :: t()


      


Sets the maximum number of nearest neighbors to return (default 10).

  



  
    
      
    
    
      vector(query, list)



        
          
        

    

  


  

      

          @spec vector(t(), Zvex.Vector.t() | [number()]) :: t()


      


Sets the query vector for similarity search. Required before executing.
Accepts a Zvex.Vector struct or a plain list of numbers (auto-converted
to :fp32). Sparse vectors are not supported as query vectors.

  


        

      


  

  
    
    Zvex.Query.Result - zvex v0.4.1
    
    

    


  
  

    
Zvex.Query.Result 
    



      
A single result returned by Zvex.Query.execute/2.
Fields
	:pk — the primary key of the matched document, or nil if not available.
	:score — the distance/similarity score (interpretation depends on the metric).
	:doc_id — internal document identifier (only populated when
Zvex.Query.include_doc_id/2 is true).
	:fields — requested output fields as %{"name" => {type_atom, value}},
using the same typed-tuple format as Zvex.Document.


      


      
        Summary


  
    Types
  


    
      
        t()

      


        A single query result with score and optional field data.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Zvex.Query.Result{
  doc_id: non_neg_integer(),
  fields: %{required(String.t()) => {atom(), term()}},
  pk: String.t() | nil,
  score: float()
}


      


A single query result with score and optional field data.

  


        

      


  

  
    
    Zvex.Config - zvex v0.4.1
    
    

    


  
  

    
Zvex.Config 
    



      
Configuration builder for zvec initialization.
All fields are optional. nil values use zvec defaults.
Example
Zvex.Config.new()
|> Zvex.Config.memory_limit(1_073_741_824)
|> Zvex.Config.query_threads(4)
|> Zvex.Config.log(:console, level: :warn)

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        brute_force_by_keys_ratio(config, ratio)

      


        Sets the key-count ratio threshold for falling back to brute-force search.



    


    
      
        invert_to_forward_scan_ratio(config, ratio)

      


        Sets the ratio threshold for switching from inverted index scan to forward scan.



    


    
      
        log(config, atom, opts \\ [])

      


        Configures console logging for the zvec engine.



    


    
      
        memory_limit(config, bytes)

      


        Sets the maximum memory usage in bytes for the zvec engine.



    


    
      
        new()

      


        Creates a new configuration with all fields set to nil (zvec defaults).



    


    
      
        optimize_threads(config, count)

      


        Sets the number of threads used for index optimization.



    


    
      
        query_threads(config, count)

      


        Sets the number of threads used for query execution.



    


    
      
        to_native_map(config)

      


        Converts the configuration to the flat map format expected by the NIF layer.



    


    
      
        validate(config)

      


        Validates the configuration using the Zoi schema. Returns {:ok, config} or an error.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Zvex.Config{
  brute_force_by_keys_ratio: nil | nil | float(),
  invert_to_forward_scan_ratio: nil | nil | float(),
  log:
    nil
    | nil
    | {:console,
       %{optional(:level) => :debug | :info | :warn | :error | :fatal}},
  memory_limit: nil | nil | integer(),
  optimize_threads: nil | nil | integer(),
  query_threads: nil | nil | integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      brute_force_by_keys_ratio(config, ratio)



        
          
        

    

  


  

      

          @spec brute_force_by_keys_ratio(t(), float()) :: t()


      


Sets the key-count ratio threshold for falling back to brute-force search.

  



  
    
      
    
    
      invert_to_forward_scan_ratio(config, ratio)



        
          
        

    

  


  

      

          @spec invert_to_forward_scan_ratio(t(), float()) :: t()


      


Sets the ratio threshold for switching from inverted index scan to forward scan.

  



    

  
    
      
    
    
      log(config, atom, opts \\ [])



        
          
        

    

  


  

      

          @spec log(t(), :console, keyword()) :: t()


      


Configures console logging for the zvec engine.
Options
	:level — minimum log level: :debug, :info, :warn, :error, or :fatal.


  



  
    
      
    
    
      memory_limit(config, bytes)



        
          
        

    

  


  

      

          @spec memory_limit(t(), pos_integer()) :: t()


      


Sets the maximum memory usage in bytes for the zvec engine.

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          @spec new() :: t()


      


Creates a new configuration with all fields set to nil (zvec defaults).

  



  
    
      
    
    
      optimize_threads(config, count)



        
          
        

    

  


  

      

          @spec optimize_threads(t(), pos_integer()) :: t()


      


Sets the number of threads used for index optimization.

  



  
    
      
    
    
      query_threads(config, count)



        
          
        

    

  


  

      

          @spec query_threads(t(), pos_integer()) :: t()


      


Sets the number of threads used for query execution.

  



  
    
      
    
    
      to_native_map(config)



        
          
        

    

  


  

      

          @spec to_native_map(t()) :: map()


      


Converts the configuration to the flat map format expected by the NIF layer.

  



  
    
      
    
    
      validate(config)



        
          
        

    

  


  

      

          @spec validate(t()) :: {:ok, t()} | {:error, Zvex.Error.t()}


      


Validates the configuration using the Zoi schema. Returns {:ok, config} or an error.

  


        

      


  

  
    
    Zvex.Types - zvex v0.4.1
    
    

    


  
  

    
Zvex.Types 
    



      
Type conversion utilities for zvec data types, index types, and metric types.
Converts between the atoms used in the Elixir API and human-readable strings
matching the zvec C API's zvec_*_to_string functions.

      


      
        Summary


  
    Types
  


    
      
        data_type()

      


    


    
      
        index_type()

      


    


    
      
        metric_type()

      


    





  
    Functions
  


    
      
        data_type_to_string(atom)

      


        Converts a data type atom to its string representation.



    


    
      
        data_types()

      


        Returns the list of all known data type atoms.



    


    
      
        index_type_to_string(atom)

      


        Converts an index type atom to its string representation.



    


    
      
        index_types()

      


        Returns the list of all known index type atoms.



    


    
      
        metric_type_to_string(atom)

      


        Converts a metric type atom to its string representation.



    


    
      
        metric_types()

      


        Returns the list of all known metric type atoms.



    


    
      
        string_to_data_type(string)

      


        Converts a string to its data type atom.



    


    
      
        string_to_index_type(string)

      


        Converts a string to its index type atom.



    


    
      
        string_to_metric_type(string)

      


        Converts a string to its metric type atom.



    





      


      
        Types


        


  
    
      
    
    
      data_type()



        
          
        

    

  


  

      

          @type data_type() ::
  :string
  | :int32
  | :int64
  | :uint32
  | :uint64
  | :float
  | :double
  | :bool
  | :binary
  | :vector_fp32
  | :vector_fp16
  | :vector_fp64
  | :vector_int4
  | :vector_int8
  | :vector_int16
  | :vector_binary32
  | :vector_binary64
  | :sparse_vector_fp16
  | :sparse_vector_fp32
  | :array_string
  | :array_int32
  | :array_int64
  | :array_uint32
  | :array_uint64
  | :array_float
  | :array_double
  | :array_bool
  | :array_binary


      



  



  
    
      
    
    
      index_type()



        
          
        

    

  


  

      

          @type index_type() :: :hnsw | :ivf | :flat | :invert


      



  



  
    
      
    
    
      metric_type()



        
          
        

    

  


  

      

          @type metric_type() :: :l2 | :ip | :cosine | :mipsl2


      



  


        

      

      
        Functions


        


  
    
      
    
    
      data_type_to_string(atom)



        
          
        

    

  


  

      

          @spec data_type_to_string(data_type()) :: {:ok, String.t()} | :error


      


Converts a data type atom to its string representation.
Examples
iex> Zvex.Types.data_type_to_string(:vector_fp32)
{:ok, "VECTOR_FP32"}

iex> Zvex.Types.data_type_to_string(:nope)
:error

  



  
    
      
    
    
      data_types()



        
          
        

    

  


  

      

          @spec data_types() :: [data_type()]


      


Returns the list of all known data type atoms.

  



  
    
      
    
    
      index_type_to_string(atom)



        
          
        

    

  


  

      

          @spec index_type_to_string(index_type()) :: {:ok, String.t()} | :error


      


Converts an index type atom to its string representation.
Examples
iex> Zvex.Types.index_type_to_string(:hnsw)
{:ok, "HNSW"}

iex> Zvex.Types.index_type_to_string(:nope)
:error

  



  
    
      
    
    
      index_types()



        
          
        

    

  


  

      

          @spec index_types() :: [index_type()]


      


Returns the list of all known index type atoms.

  



  
    
      
    
    
      metric_type_to_string(atom)



        
          
        

    

  


  

      

          @spec metric_type_to_string(metric_type()) :: {:ok, String.t()} | :error


      


Converts a metric type atom to its string representation.
Examples
iex> Zvex.Types.metric_type_to_string(:cosine)
{:ok, "COSINE"}

iex> Zvex.Types.metric_type_to_string(:nope)
:error

  



  
    
      
    
    
      metric_types()



        
          
        

    

  


  

      

          @spec metric_types() :: [metric_type()]


      


Returns the list of all known metric type atoms.

  



  
    
      
    
    
      string_to_data_type(string)



        
          
        

    

  


  

      

          @spec string_to_data_type(String.t()) :: {:ok, data_type()} | :error


      


Converts a string to its data type atom.
Examples
iex> Zvex.Types.string_to_data_type("VECTOR_FP32")
{:ok, :vector_fp32}

iex> Zvex.Types.string_to_data_type("NOPE")
:error

  



  
    
      
    
    
      string_to_index_type(string)



        
          
        

    

  


  

      

          @spec string_to_index_type(String.t()) :: {:ok, index_type()} | :error


      


Converts a string to its index type atom.
Examples
iex> Zvex.Types.string_to_index_type("HNSW")
{:ok, :hnsw}

iex> Zvex.Types.string_to_index_type("NOPE")
:error

  



  
    
      
    
    
      string_to_metric_type(string)



        
          
        

    

  


  

      

          @spec string_to_metric_type(String.t()) :: {:ok, metric_type()} | :error


      


Converts a string to its metric type atom.
Examples
iex> Zvex.Types.string_to_metric_type("COSINE")
{:ok, :cosine}

iex> Zvex.Types.string_to_metric_type("NOPE")
:error

  


        

      


  

  
    
    Zvex.Error - zvex v0.4.1
    
    

    


  
  

    
Zvex.Error 
    



      
Splode error hierarchy for Zvex.
Maps zvec C error codes to structured Elixir errors. Every error is a
standard Elixir exception and belongs to one of six classes:
	Class	Errors	Meaning
	:invalid	Argument, FailedPrecondition	Bad input or unmet precondition
	:not_found	NotFound	Requested resource does not exist
	:conflict	AlreadyExists	Resource already exists
	:unavailable	PermissionDenied, ResourceExhausted, Unavailable, NotSupported	Temporary or permanent inability to perform the operation
	:internal	InternalError	Unexpected error in the native layer
	:unknown	Unknown	Unclassified error

All errors carry a human-readable :message field.

      


      
        Summary


  
    Types
  


    
      
        class()

      


    


    
      
        class_module()

      


    


    
      
        error_class()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        from_native(arg1)

      


        Translates a NIF return value into a Splode error or passthrough.



    


    
      
        splode_error?(arg1, splode)

      


    


    
      
        traverse_errors(error_or_errors, fun)

      


        Traverses errors, calling fun for each leaf error, and returns a nested
map of results grouped by each error's path.



    


    
      
        unwrap!(result, opts \\ nil)

      


        Raises an error if the result is an error, otherwise returns the result



    





      


      
        Types


        


  
    
      
    
    
      class()



        
          
        

    

  


  

      

          @type class() :: %{
  :__struct__ => class_module(),
  :__exception__ => true,
  :errors => [t()],
  :class => error_class(),
  :bread_crumbs => [String.t()],
  :vars => Keyword.t(),
  :stacktrace => Splode.Stacktrace.t() | nil,
  :context => map(),
  optional(atom()) => any()
}


      



  



  
    
      
    
    
      class_module()



        
          
        

    

  


  

      

          @type class_module() ::
  Zvex.Error.Unknown
  | Zvex.Error.Internal
  | Zvex.Error.Unavailable
  | Zvex.Error.Conflict
  | Zvex.Error.NotFound
  | Zvex.Error.Invalid


      



  



  
    
      
    
    
      error_class()



        
          
        

    

  


  

      

          @type error_class() ::
  :unknown | :internal | :unavailable | :conflict | :not_found | :invalid


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %{
  :__struct__ => module(),
  :__exception__ => true,
  :class => error_class(),
  :bread_crumbs => [String.t()],
  :vars => Keyword.t(),
  :stacktrace => Splode.Stacktrace.t() | nil,
  :context => map(),
  optional(atom()) => any()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_native(arg1)



        
          
        

    

  


  

Translates a NIF return value into a Splode error or passthrough.
Accepts:
	:ok -> :ok
	{:ok, value} -> {:ok, value}
	{:error, {code_atom, message_binary}} -> {:error, %SplodeError{}}


  



  
    
      
    
    
      splode_error?(arg1, splode)



        
          
        

    

  


  


  



  
    
      
    
    
      traverse_errors(error_or_errors, fun)



        
          
        

    

  


  

Traverses errors, calling fun for each leaf error, and returns a nested
map of results grouped by each error's path.
See Splode.traverse_errors/2 for full documentation.
Example
iex> Elixir.Zvex.Error.traverse_errors(error, fn error ->
...>   Exception.message(error)
...> end)
%{name: ["name is required"]}

  



    

  
    
      
    
    
      unwrap!(result, opts \\ nil)



        
          
        

    

  


  

Raises an error if the result is an error, otherwise returns the result
Alternatively, you can use the defsplode macro, which does this automatically.
Options
	:error_opts - Options to pass to to_error/2 when converting the returned error
	:unknown_error_opts - Options to pass to the unknown error if the function returns only :error.
not necessary if your function always returns {:error, error}.

Examples
  def function(arg) do
case do_something(arg) do
  :success -> :ok
  {:success, result} -> {:ok, result}
  {:error, error} -> {:error, error}
end
  end
  def function!(arg) do
YourErrors.unwrap!(function(arg))
  end

  


        

      


  

  
    
    Zvex.Error.Conflict - zvex v0.4.1
    
    

    


  
  

    
Zvex.Error.Conflict exception
    



      
Error class for conflict errors.

      


      
        Summary


  
    Functions
  


    
      
        exception(args)

      


        Create an Elixir.Zvex.Error.Conflict without raising it.



    


    
      
        message(map)

      


        Callback implementation for Exception.message/1.



    





      


      
        Functions


        


    

  
    
      
    
    
      exception(args)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Zvex.Error.Conflict{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  errors: term(),
  path: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Zvex.Error.Conflict without raising it.
Keys
	:errors


  



  
    
      
    
    
      message(map)



        
          
        

    

  


  

Callback implementation for Exception.message/1.

  


        

      


  

  
    
    Zvex.Error.Conflict.AlreadyExists - zvex v0.4.1
    
    

    


  
  

    
Zvex.Error.Conflict.AlreadyExists exception
    



      
The resource already exists.

      


      
        Summary


  
    Functions
  


    
      
        exception(msg)

      


        Create an Elixir.Zvex.Error.Conflict.AlreadyExists without raising it.



    





      


      
        Functions


        


    

  
    
      
    
    
      exception(msg)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Zvex.Error.Conflict.AlreadyExists{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  message: term(),
  path: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Zvex.Error.Conflict.AlreadyExists without raising it.
Keys
	:message


  


        

      


  

  
    
    Zvex.Error.Internal - zvex v0.4.1
    
    

    


  
  

    
Zvex.Error.Internal exception
    



      
Error class for internal/system errors.

      


      
        Summary


  
    Functions
  


    
      
        exception(args)

      


        Create an Elixir.Zvex.Error.Internal without raising it.



    


    
      
        message(map)

      


        Callback implementation for Exception.message/1.



    





      


      
        Functions


        


    

  
    
      
    
    
      exception(args)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Zvex.Error.Internal{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  errors: term(),
  path: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Zvex.Error.Internal without raising it.
Keys
	:errors


  



  
    
      
    
    
      message(map)



        
          
        

    

  


  

Callback implementation for Exception.message/1.

  


        

      


  

  
    
    Zvex.Error.Internal.InternalError - zvex v0.4.1
    
    

    


  
  

    
Zvex.Error.Internal.InternalError exception
    



      
An unexpected internal error occurred in the native layer.

      


      
        Summary


  
    Functions
  


    
      
        exception(msg)

      


        Create an Elixir.Zvex.Error.Internal.InternalError without raising it.



    





      


      
        Functions


        


    

  
    
      
    
    
      exception(msg)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Zvex.Error.Internal.InternalError{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  message: term(),
  path: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Zvex.Error.Internal.InternalError without raising it.
Keys
	:message


  


        

      


  

  
    
    Zvex.Error.Invalid - zvex v0.4.1
    
    

    


  
  

    
Zvex.Error.Invalid exception
    



      
Error class for invalid input errors.

      


      
        Summary


  
    Functions
  


    
      
        exception(args)

      


        Create an Elixir.Zvex.Error.Invalid without raising it.



    


    
      
        message(map)

      


        Callback implementation for Exception.message/1.



    





      


      
        Functions


        


    

  
    
      
    
    
      exception(args)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Zvex.Error.Invalid{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  errors: term(),
  path: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Zvex.Error.Invalid without raising it.
Keys
	:errors


  



  
    
      
    
    
      message(map)



        
          
        

    

  


  

Callback implementation for Exception.message/1.

  


        

      


  

  
    
    Zvex.Error.Invalid.Argument - zvex v0.4.1
    
    

    


  
  

    
Zvex.Error.Invalid.Argument exception
    



      
An argument provided to the operation was invalid.

      


      
        Summary


  
    Functions
  


    
      
        exception(msg)

      


        Create an Elixir.Zvex.Error.Invalid.Argument without raising it.



    





      


      
        Functions


        


    

  
    
      
    
    
      exception(msg)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Zvex.Error.Invalid.Argument{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  message: term(),
  path: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Zvex.Error.Invalid.Argument without raising it.
Keys
	:message


  


        

      


  

  
    
    Zvex.Error.Invalid.FailedPrecondition - zvex v0.4.1
    
    

    


  
  

    
Zvex.Error.Invalid.FailedPrecondition exception
    



      
A precondition for the operation was not met.

      


      
        Summary


  
    Functions
  


    
      
        exception(msg)

      


        Create an Elixir.Zvex.Error.Invalid.FailedPrecondition without raising it.



    





      


      
        Functions


        


    

  
    
      
    
    
      exception(msg)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Zvex.Error.Invalid.FailedPrecondition{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  message: term(),
  path: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Zvex.Error.Invalid.FailedPrecondition without raising it.
Keys
	:message


  


        

      


  

  
    
    Zvex.Error.NotFound - zvex v0.4.1
    
    

    


  
  

    
Zvex.Error.NotFound exception
    



      
Error class for not-found errors.

      


      
        Summary


  
    Functions
  


    
      
        exception(args)

      


        Create an Elixir.Zvex.Error.NotFound without raising it.



    


    
      
        message(map)

      


        Callback implementation for Exception.message/1.



    





      


      
        Functions


        


    

  
    
      
    
    
      exception(args)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Zvex.Error.NotFound{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  errors: term(),
  path: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Zvex.Error.NotFound without raising it.
Keys
	:errors


  



  
    
      
    
    
      message(map)



        
          
        

    

  


  

Callback implementation for Exception.message/1.

  


        

      


  

  
    
    Zvex.Error.NotFound.NotFound - zvex v0.4.1
    
    

    


  
  

    
Zvex.Error.NotFound.NotFound exception
    



      
The requested resource was not found.

      


      
        Summary


  
    Functions
  


    
      
        exception(msg)

      


        Create an Elixir.Zvex.Error.NotFound.NotFound without raising it.



    





      


      
        Functions


        


    

  
    
      
    
    
      exception(msg)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Zvex.Error.NotFound.NotFound{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  message: term(),
  path: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Zvex.Error.NotFound.NotFound without raising it.
Keys
	:message


  


        

      


  

  
    
    Zvex.Error.Unavailable - zvex v0.4.1
    
    

    


  
  

    
Zvex.Error.Unavailable exception
    



      
Error class for unavailability-related errors.

      


      
        Summary


  
    Functions
  


    
      
        exception(args)

      


        Create an Elixir.Zvex.Error.Unavailable without raising it.



    


    
      
        message(map)

      


        Callback implementation for Exception.message/1.



    





      


      
        Functions


        


    

  
    
      
    
    
      exception(args)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Zvex.Error.Unavailable{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  errors: term(),
  path: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Zvex.Error.Unavailable without raising it.
Keys
	:errors


  



  
    
      
    
    
      message(map)



        
          
        

    

  


  

Callback implementation for Exception.message/1.

  


        

      


  

  
    
    Zvex.Error.Unavailable.NotSupported - zvex v0.4.1
    
    

    


  
  

    
Zvex.Error.Unavailable.NotSupported exception
    



      
The requested operation is not supported.

      


      
        Summary


  
    Functions
  


    
      
        exception(msg)

      


        Create an Elixir.Zvex.Error.Unavailable.NotSupported without raising it.



    





      


      
        Functions


        


    

  
    
      
    
    
      exception(msg)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Zvex.Error.Unavailable.NotSupported{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  message: term(),
  path: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Zvex.Error.Unavailable.NotSupported without raising it.
Keys
	:message


  


        

      


  

  
    
    Zvex.Error.Unavailable.PermissionDenied - zvex v0.4.1
    
    

    


  
  

    
Zvex.Error.Unavailable.PermissionDenied exception
    



      
The caller lacks permission to perform the requested operation.

      


      
        Summary


  
    Functions
  


    
      
        exception(msg)

      


        Create an Elixir.Zvex.Error.Unavailable.PermissionDenied without raising it.



    





      


      
        Functions


        


    

  
    
      
    
    
      exception(msg)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Zvex.Error.Unavailable.PermissionDenied{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  message: term(),
  path: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Zvex.Error.Unavailable.PermissionDenied without raising it.
Keys
	:message


  


        

      


  

  
    
    Zvex.Error.Unavailable.ResourceExhausted - zvex v0.4.1
    
    

    


  
  

    
Zvex.Error.Unavailable.ResourceExhausted exception
    



      
A resource limit has been reached (e.g. storage, memory).

      


      
        Summary


  
    Functions
  


    
      
        exception(msg)

      


        Create an Elixir.Zvex.Error.Unavailable.ResourceExhausted without raising it.



    





      


      
        Functions


        


    

  
    
      
    
    
      exception(msg)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Zvex.Error.Unavailable.ResourceExhausted{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  message: term(),
  path: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Zvex.Error.Unavailable.ResourceExhausted without raising it.
Keys
	:message


  


        

      


  

  
    
    Zvex.Error.Unavailable.Unavailable - zvex v0.4.1
    
    

    


  
  

    
Zvex.Error.Unavailable.Unavailable exception
    



      
The service or resource is temporarily unavailable.

      


      
        Summary


  
    Functions
  


    
      
        exception(msg)

      


        Create an Elixir.Zvex.Error.Unavailable.Unavailable without raising it.



    





      


      
        Functions


        


    

  
    
      
    
    
      exception(msg)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Zvex.Error.Unavailable.Unavailable{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  message: term(),
  path: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Zvex.Error.Unavailable.Unavailable without raising it.
Keys
	:message


  


        

      


  

  
    
    Zvex.Error.Unknown - zvex v0.4.1
    
    

    


  
  

    
Zvex.Error.Unknown exception
    



      
Error class for unknown/unclassified errors.

      


      
        Summary


  
    Functions
  


    
      
        exception(args)

      


        Create an Elixir.Zvex.Error.Unknown without raising it.



    


    
      
        message(map)

      


        Callback implementation for Exception.message/1.



    





      


      
        Functions


        


    

  
    
      
    
    
      exception(args)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Zvex.Error.Unknown{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  errors: term(),
  path: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Zvex.Error.Unknown without raising it.
Keys
	:errors


  



  
    
      
    
    
      message(map)



        
          
        

    

  


  

Callback implementation for Exception.message/1.

  


        

      


  

  
    
    Zvex.Error.Unknown.Unknown - zvex v0.4.1
    
    

    


  
  

    
Zvex.Error.Unknown.Unknown exception
    



      
An error with an unknown or unclassifiable cause.

      


      
        Summary


  
    Functions
  


    
      
        exception(msg)

      


        Create an Elixir.Zvex.Error.Unknown.Unknown without raising it.



    





      


      
        Functions


        


    

  
    
      
    
    
      exception(msg)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Zvex.Error.Unknown.Unknown{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  message: term(),
  path: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Zvex.Error.Unknown.Unknown without raising it.
Keys
	:message


  


        

      


  

  
    
    Zvex.Native - zvex v0.4.1
    
    

    


  
  

    
Zvex.Native 
    



      
Low-level NIF bindings to the zvec C API via Zigler.
This module provides direct access to zvec's version information,
initialization, and shutdown functions. Prefer using the higher-level
Zvex module API instead of calling these directly.

      


      
        Summary


  
    Functions
  


    
      
        check_version(arg1, arg2, arg3)

      


    


    
      
        collection_add_column(arg1, arg2, arg3)

      


    


    
      
        collection_alter_column(arg1, arg2, arg3, arg4)

      


    


    
      
        collection_close(arg1)

      


    


    
      
        collection_create_and_open(arg1, arg2, arg3)

      


    


    
      
        collection_create_index(arg1, arg2, arg3)

      


    


    
      
        collection_delete(arg1, arg2)

      


    


    
      
        collection_delete_by_filter(arg1, arg2)

      


    


    
      
        collection_delete_with_results(arg1, arg2)

      


    


    
      
        collection_drop_column(arg1, arg2)

      


    


    
      
        collection_drop_index(arg1, arg2)

      


    


    
      
        collection_fetch(arg1, arg2)

      


    


    
      
        collection_field_names(arg1, arg2)

      


    


    
      
        collection_flush(arg1)

      


    


    
      
        collection_get_options(arg1)

      


    


    
      
        collection_get_schema(arg1)

      


    


    
      
        collection_get_stats(arg1)

      


    


    
      
        collection_has_field(arg1, arg2)

      


    


    
      
        collection_has_index(arg1, arg2)

      


    


    
      
        collection_insert(arg1, arg2)

      


    


    
      
        collection_insert_with_results(arg1, arg2)

      


    


    
      
        collection_open(arg1, arg2)

      


    


    
      
        collection_optimize(arg1)

      


    


    
      
        collection_query(arg1, arg2)

      


    


    
      
        collection_update(arg1, arg2)

      


    


    
      
        collection_update_with_results(arg1, arg2)

      


    


    
      
        collection_upsert(arg1, arg2)

      


    


    
      
        collection_upsert_with_results(arg1, arg2)

      


    


    
      
        doc_deserialize(arg1)

      


    


    
      
        doc_detail_string(arg1)

      


    


    
      
        doc_memory_usage(arg1)

      


    


    
      
        doc_serialize(arg1)

      


    


    
      
        initialize()

      


    


    
      
        initialize_with_config(arg1)

      


    


    
      
        is_initialized()

      


    


    
      
        shutdown()

      


    


    
      
        version()

      


    


    
      
        version_major()

      


    


    
      
        version_minor()

      


    


    
      
        version_patch()

      


    





      


      
        Functions


        


  
    
      
    
    
      check_version(arg1, arg2, arg3)



        
          
        

    

  


  

      

          @spec check_version(
  -2_147_483_648..2_147_483_647,
  -2_147_483_648..2_147_483_647,
  -2_147_483_648..2_147_483_647
) :: boolean()


      



  



  
    
      
    
    
      collection_add_column(arg1, arg2, arg3)



        
          
        

    

  


  

      

          @spec collection_add_column(term(), term(), term()) :: term()


      



  



  
    
      
    
    
      collection_alter_column(arg1, arg2, arg3, arg4)



        
          
        

    

  


  

      

          @spec collection_alter_column(term(), term(), term(), term()) :: term()


      



  



  
    
      
    
    
      collection_close(arg1)



        
          
        

    

  


  

      

          @spec collection_close(term()) :: term()


      



  



  
    
      
    
    
      collection_create_and_open(arg1, arg2, arg3)



        
          
        

    

  


  

      

          @spec collection_create_and_open(term(), term(), term()) :: term()


      



  



  
    
      
    
    
      collection_create_index(arg1, arg2, arg3)



        
          
        

    

  


  

      

          @spec collection_create_index(term(), term(), term()) :: term()


      



  



  
    
      
    
    
      collection_delete(arg1, arg2)



        
          
        

    

  


  

      

          @spec collection_delete(term(), term()) :: term()


      



  



  
    
      
    
    
      collection_delete_by_filter(arg1, arg2)



        
          
        

    

  


  

      

          @spec collection_delete_by_filter(term(), term()) :: term()


      



  



  
    
      
    
    
      collection_delete_with_results(arg1, arg2)



        
          
        

    

  


  

      

          @spec collection_delete_with_results(term(), term()) :: term()


      



  



  
    
      
    
    
      collection_drop_column(arg1, arg2)



        
          
        

    

  


  

      

          @spec collection_drop_column(term(), term()) :: term()


      



  



  
    
      
    
    
      collection_drop_index(arg1, arg2)



        
          
        

    

  


  

      

          @spec collection_drop_index(term(), term()) :: term()


      



  



  
    
      
    
    
      collection_fetch(arg1, arg2)



        
          
        

    

  


  

      

          @spec collection_fetch(term(), term()) :: term()


      



  



  
    
      
    
    
      collection_field_names(arg1, arg2)



        
          
        

    

  


  

      

          @spec collection_field_names(term(), term()) :: term()


      



  



  
    
      
    
    
      collection_flush(arg1)



        
          
        

    

  


  

      

          @spec collection_flush(term()) :: term()


      



  



  
    
      
    
    
      collection_get_options(arg1)



        
          
        

    

  


  

      

          @spec collection_get_options(term()) :: term()


      



  



  
    
      
    
    
      collection_get_schema(arg1)



        
          
        

    

  


  

      

          @spec collection_get_schema(term()) :: term()


      



  



  
    
      
    
    
      collection_get_stats(arg1)



        
          
        

    

  


  

      

          @spec collection_get_stats(term()) :: term()


      



  



  
    
      
    
    
      collection_has_field(arg1, arg2)



        
          
        

    

  


  

      

          @spec collection_has_field(term(), term()) :: term()


      



  



  
    
      
    
    
      collection_has_index(arg1, arg2)



        
          
        

    

  


  

      

          @spec collection_has_index(term(), term()) :: term()


      



  



  
    
      
    
    
      collection_insert(arg1, arg2)



        
          
        

    

  


  

      

          @spec collection_insert(term(), term()) :: term()


      



  



  
    
      
    
    
      collection_insert_with_results(arg1, arg2)



        
          
        

    

  


  

      

          @spec collection_insert_with_results(term(), term()) :: term()


      



  



  
    
      
    
    
      collection_open(arg1, arg2)



        
          
        

    

  


  

      

          @spec collection_open(term(), term()) :: term()


      



  



  
    
      
    
    
      collection_optimize(arg1)



        
          
        

    

  


  

      

          @spec collection_optimize(term()) :: term()


      



  



  
    
      
    
    
      collection_query(arg1, arg2)



        
          
        

    

  


  

      

          @spec collection_query(term(), term()) :: term()


      



  



  
    
      
    
    
      collection_update(arg1, arg2)



        
          
        

    

  


  

      

          @spec collection_update(term(), term()) :: term()


      



  



  
    
      
    
    
      collection_update_with_results(arg1, arg2)



        
          
        

    

  


  

      

          @spec collection_update_with_results(term(), term()) :: term()


      



  



  
    
      
    
    
      collection_upsert(arg1, arg2)



        
          
        

    

  


  

      

          @spec collection_upsert(term(), term()) :: term()


      



  



  
    
      
    
    
      collection_upsert_with_results(arg1, arg2)



        
          
        

    

  


  

      

          @spec collection_upsert_with_results(term(), term()) :: term()


      



  



  
    
      
    
    
      doc_deserialize(arg1)



        
          
        

    

  


  

      

          @spec doc_deserialize(term()) :: term()


      



  



  
    
      
    
    
      doc_detail_string(arg1)



        
          
        

    

  


  

      

          @spec doc_detail_string(term()) :: term()


      



  



  
    
      
    
    
      doc_memory_usage(arg1)



        
          
        

    

  


  

      

          @spec doc_memory_usage(term()) :: term()


      



  



  
    
      
    
    
      doc_serialize(arg1)



        
          
        

    

  


  

      

          @spec doc_serialize(term()) :: term()


      



  



  
    
      
    
    
      initialize()



        
          
        

    

  


  

      

          @spec initialize() :: term()


      



  



  
    
      
    
    
      initialize_with_config(arg1)



        
          
        

    

  


  

      

          @spec initialize_with_config(term()) :: term()


      



  



  
    
      
    
    
      is_initialized()



        
          
        

    

  


  

      

          @spec is_initialized() :: boolean()


      



  



  
    
      
    
    
      shutdown()



        
          
        

    

  


  

      

          @spec shutdown() :: term()


      



  



  
    
      
    
    
      version()



        
          
        

    

  


  

      

          @spec version() :: term()


      



  



  
    
      
    
    
      version_major()



        
          
        

    

  


  

      

          @spec version_major() :: -2_147_483_648..2_147_483_647


      



  



  
    
      
    
    
      version_minor()



        
          
        

    

  


  

      

          @spec version_minor() :: -2_147_483_648..2_147_483_647


      



  



  
    
      
    
    
      version_patch()



        
          
        

    

  


  

      

          @spec version_patch() :: -2_147_483_648..2_147_483_647
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